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(54) Generating insightfull connections between graph entities

(57) Implementations provide an enhanced search
result to improve the user search experience. For exam-
ple, the result may include insightful information relevant
to the search query that was not specifically requested
but that the user may find interesting, such as relation-
ships shared between the two entities related to the que-
ry, a relationship between the two entities that does not
commonly occur with another relationship shared by the
entities, or strong secondary connections for an entity
related to the query. In some implementations, insightful
connections may also be unique facts for a particular
entity. Unique facts may represent a superlative attribute
of an entity such as, for example, the tallest actor, the
oldest president, the most expensive stock, etc. Such
shared relationships, rare relationships, and/or unique
facts may be provided as part of the search results pre-
sented to the query requestor and may provide insight
to the requestor about the entity.
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Description

BACKGROUND

[0001] Search engines traditionally search for query
terms that appear in documents, such as web pages ac-
cessible over the Internet. But search engines can be
used to search other data sources, such as a data graph.
A data graph stores information in the form of nodes and
edges, with nodes being connected by edges. The node
in a data graph may represent an entity, such as a person,
place, item, idea, topic, abstract concept, concrete ele-
ment, other suitable thing, or any combination of these.
Entities in the graph may be related to each other by
edges, which may represent relationships between enti-
ties. For example, the data graph may have an entity that
corresponds to the actor Tom Hanks and the data graph
may have an acted in relationship between the Tom
Hanks entity and entities representing movies that Tom
Hanks has acted in. A search engine may search the
data graph in addition to another document corpus in
responding to search queries in order to provide entity
search results in addition to regular search results.

SUMMARY

[0002] Some implementations provide an enhanced
search result to improve the user search experience. For
example, some implementations may provide insightful
information relevant to the search query that was not spe-
cifically requested but that the user may find interesting.
In some implementations, a search query may inspect a
query to determine if two or more entities are associated
with the query. If so, the search system may interpret the
query as a query for relationships shared between the
two entities and may provide any such relationships
found in a data graph. In some such implementations,
the search system may use an entity from a prior search
to combine with an entity associated with the current
search to provide such relationships. For example, if a
search requestor is presented with a result list for a first
query that includes links from a list of additional suggest-
ed searches, for example a list of people others also
searched for, the search system may combine an entity
associated with the first query with an entity associated
with a selected link and look for relationship between the
two entitles in the data graph.
[0003] In some implementations, the system may pre-
determine insightful relationships for a particular entity
and provide the insightful relationships when the system
determines that a query relates to the particular entity.
An insightful relationship may include a first relationship
linking the two entities that does not commonly occur with
a second relationship that each entity shares with a third
entity. An insightful relationship may also be determined
when two entities share a strong secondary connection.
In some implementations, insightful connections may al-
so be unique facts for a particular entity. Unique facts

may represent a superlative attribute of an entity such
as, for example, the tallest actor, the oldest president,
the most expensive stock, etc. Such shared relation-
ships, rare relationships, and/or unique facts may be pro-
vided as part of the search results presented to the query
requestor and may provide insight to the requestor about
the entity.
[0004] One aspect of the disclosure can be embodied
in a system that includes a data graph that links entities
by relationships, an index for searching a document cor-
pus, and a query handling system. The query handling
system may include at least one processor, and a mem-
ory storing instructions that, when executed by the at
least one processor cause the query handling system to
perform operations. The operations can include receiving
a query and generating a search result for the query using
the index, based on documents responsive to the query.
The operations can also include identifying a first entity
from the data graph and a second entity from the data
graph corresponding to the query, identifying first-degree
paths from the data graph for the first entity, a first-degree
path including a relationship and a target entity, and iden-
tifying first-degree paths from the data graph for the sec-
ond entity. The operations can further include determin-
ing that at least one first-degree path for the first entity
matches at least one first-degree path for the second
entity, the at least one matched first-degree path being
a matched connection, and including information from
the match connection in the search result.
[0005] The system can include one or more of the fol-
lowing features. For example, the operations may also
include determining that the query resulted from a selec-
tion of a representation of the second entity, the repre-
sentation being part of a search result for a prior search,
the prior search corresponding to the first entity.
[0006] In some implementations, the query handling
system determines that a plurality of first-degree paths
match and generates a plurality of matching connections.
In such implementations, the operations may also include
sorting the matched connections by popularity and in-
cluding information for a predetermined number of the
sorted matched connections in the search result. In some
implementations, popularity for a particular matched con-
nection is based on an amount of appearances in the
corpus of the target entity associated with the particular
matched connection.
[0007] In some implementations, the operations can
also include assigning each matched connection to a
group, sorting the matched connections by popularity
within group, and selecting one of the groups for the in-
cluding as part of including information for the predeter-
mined number of matched connections. In some such
implementations, the group with a highest number of
matched connections may be selected or the group with
a highest number of popular matched connections may
be selected.
[0008] In another aspect, a method includes receiving
a query, the query being associated with a first entity from

1 2 



EP 2 778 960 A1

3

5

10

15

20

25

30

35

40

45

50

55

a data graph and a second entity from the data graph,
and generating a search result for the query using an
index for searching a document corpus. The method may
also include identifying at least one third entity in the data
graph that shares a relationship with the first entity and
the second entity, the relationship and the third entity
being a matched connection and including information
from the matched connection in the search result.
[0009] The method can include one or more of the fol-
lowing features. For example, the method can also in-
clude determining that the query resulted from a selection
of a representation of the second entity, the representa-
tion being part of a search result for a prior query, the
prior query corresponding to the first entity. As another
example, the query is a combination of a current query
and a prior query and the first entity corresponds to the
prior query and the second entity corresponds to the cur-
rent query.
[0010] In another aspect, a method includes receiving,
using at least one processor, a query that corresponds
to a first entity associated with a data graph and identi-
fying a second entity in the data graph connected to the
first entity by a first path in the data graph and by a second
path in the data graph. The first path may having a single
relationship between the first entity and the second entity
and the second path may have two matching relation-
ships that connect the first entity and the second entity
via a third entity. The method may further include includ-
ing information about the first path and the second path
in a search result for the query.
[0011] The method can include one or more of the fol-
lowing features. For example, identifying the second en-
tity can include generating a first-degree entity graph for
the first entity and a second-degree entity graph for the
first entity. The first-degree entity graph can have first-
degree paths each comprising a first-degree relationship
and a first-degree entity, with the first path being one of
the first-degree paths. The second degree entity graph
can have second-degree paths each comprising a first
second-degree relationship, a second second-degree re-
lationship, and a second-degree entity, the second path
being one of the second degree paths. The method may
further include identifying matching paths by identifying
a first-degree entity in the first-degree paths that matches
a second-degree entity in the second-degree paths and
determining whether the first second-degree relationship
and the second second-degree relationship of the match-
ing path are of the same type. In some implementations,
identifying further includes incrementing a first counter
for the first-degree relationship when the matching path
is identified and incrementing a second counter for a com-
bination of the first-degree relationship and the first sec-
ond-degree relationship when it is determined that the
first second-degree relationship has the same type as
the second second-degree relationship. In such imple-
mentations, the method may also include using the in-
formation about the first path in the search result when
a difference between the first counter and the second

counter indicates a low probability of co-occurrence.
[0012] The method can also include one or more of the
following features. For example in some implementations
identifying is done offline and the method further includes
storing data corresponding to the first entity, the second
entity, the first path, and the second path is stored in a
memory; and retrieving the stored data after receiving
the query.
[0013] In another aspect, a method includes receiving,
using at least one processor, a query that corresponds
to a first entity associated with a data graph and identi-
fying a second entity in the data graph connected to the
first entity by a plurality of paths. Each of the paths of the
plurality of paths has two relationships that connect the
first entity and the second entity via a third entity and
each path of the plurality of paths has the same two re-
lationships but a different third entity. The method can
also include using information about the first entity and
the second entity in a search result for the query. In some
implementations, the method also includes excluding
commonly occurring entities and commonly occurring re-
lationships from the paths considered as part of the iden-
tifying. In some implementations, the method can also
include determining whether an amount of paths in the
plurality of paths meets a threshold and performing the
including when the amount meets the threshold.
[0014] In another aspect, a system includes a data
graph that links entities by relationships and a query han-
dling system. The query handling system includes at
least one processor and a memory storing instructions
that, when executed by the at least one processor, cause
the query handling system to perform operations. The
operations can include generating a first-degree entity
graph for a particular entity in the data graph and gener-
ating a second degree entity graph for the particular en-
tity. The first-degree entity graph has first-degree paths
each comprising a first-degree relationship and a first-
degree entity and the second degree entity graph has
second degree paths each comprising a first-second-de-
gree relationship connecting to a first second-degree en-
tity and a second second-degree relationship connecting
the first second-degree entity to a second second-degree
entity. For a particular second second-degree entity in
the second-degree paths the operations may also include
assigning each second second-degree relationship to a
group, determining an amount of second second-degree
relationships in each group, determining that the amount
meets a threshold, and storing data relating to the par-
ticular entity, the second second-degree entity, and the
group in a memory for later retrieval in response to que-
ries. For a particular first-degree entity in the first-degree
paths, the operations may also include identifying at least
one matching path by identifying a second-degree entity
in the second-degree paths that matches the particular
first-degree entity, determining whether the first second-
degree relationship and the second second-degree re-
lationship of the matching path are of the same type, and
storing data relating to the particular entity and the match-
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ing paths for later retrieval in response to queries when
the first second-degree relationship and the second sec-
ond-degree relationship are of the same type.
[0015] In some implementations, the system may also
include an index for searching a document corpus. In
such implementations, the query handling system pro-
vides a search result in response to queries that includes
information from the index and information based on the
stored data relating to the particular entity. In some im-
plementations, the operations performed by the query
handling system may include receiving a query that re-
lates to the particular entity, retrieving the data, and in-
cluding information from the data in a query result re-
sponsive to the query. As another example, the opera-
tions performed by the query handling system can in-
clude excluding commonly occurring entities and com-
monly occurring relationships from the first-degree entity
graph and second-degree entity graph. As another ex-
ample, as part of assigning each second second-degree
relationship to a group the operations performed by the
query handling system to perform operations include as-
signing each combination of first second-degree relation-
ship and second second-degree relationship to a group.
[0016] In another aspect, a method includes retrieving,
using at least one processor, a plurality of entities from
a data graph that meet predetermined criteria for a col-
lection, computing a fact-value for each of the plurality
of entities, resulting in a set of fact-values, and identifying
an outlier value from the set of fact-values. The method
also includes storing an entity identifier, a collection iden-
tifier, and a fact identifier for the outlier value in a memory.
The method can include receiving a query that relates to
a particular entity, determining whether an identifier for
the particular entity matches the stored entity identifier
for the outlier value, and including information relating to
the outlier value in a result list for the query when it is
determined that the identifier for the particular entity
matches the stored entity identifier for the outlier value.
[0017] The method can also include one or more of the
following features. For example the method may also in-
clude receiving a second query, determining that the sec-
ond query relates to the collection, and including infor-
mation relating to the outlier value in a result list for the
second query.
[0018] In another aspect a computer program product,
particularly in the form of a tangible computer-readable
storage medium or embodied as a signal and/or data
stream, comprising instructions (particularly being re-
corded and embodied on the tangible computer-readable
storage medium) that, when executed by one or more
processors of a computer system, cause the computer
system to perform any of the methods or operations pre-
viously described.
[0019] One or more of the implementations of the sub-
ject matter described herein can be implemented so as
to realize one or more of the following advantages. As
one example, the system may enhance the user’s search
experience by providing interesting and insightful con-

nections relating to the subject of the user’s query. Such
connections may not have been specifically requested,
but may be of interest to the user. Furthermore, the con-
nections may be pre-computed from a large data graph
so that information from complex relationships that use
large amounts of processing power can be provided as
part of a low-latency search result.
[0020] The details of one or more implementations are
set forth in the accompanying drawings and the descrip-
tion below. Other features will be apparent from the de-
scription and drawings, and from the claims.

BRIEF DESCRIPTION OF DRAWINGS

[0021]

FIG. 1 illustrates an example system in accordance
with some implementations.
FIG. 2 illustrates a representation of a data graph,
with entities as nodes and relationships as edges
between nodes.
FIG. 3 illustrates an example of a user interface
showing common connections between two entities
as part of a search result, in accordance with some
implementations.
FIG. 4 illustrates a flow diagram of a process for de-
termining common connections to provide as part of
a search result.
FIG. 5 illustrates an example of a user interface
showing a rare connection as part of a search result,
in accordance with some implementations.
FIG. 6 illustrates a flow diagram of a process for de-
termining a rare connection to provide as part of a
search result.
FIG. 7 illustrates an example of a user interface
showing a strong secondary connection as part of a
search result, in accordance with some implemen-
tations.
FIG. 8 illustrates a flow diagram of a process for de-
termining a strong secondary connection for an en-
tity, in accordance with some implementations.
FIG. 9 illustrates an example of a user interface
showing unique facts as part of a search result, in
accordance with some implementations.
FIG. 10 illustrates a flow diagram of a process for
determining a unique fact for an entity, in accordance
with some implementations.
FIG. 11 shows an example of a computer device that
can be used to implement the described techniques.
FIG. 12 shows an example of a distributed computer
device that can be used to implement the described
techniques.

[0022] Like reference symbols in the various drawings
indicate like elements.
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DETAILED DESCRIPTION

[0023] FIG. 1 is a block diagram of a search system
100 in accordance with an example implementation. The
system 100 may be used to implement a search engine
that provides insightful connections as part of search re-
sults for a particular query. The depiction of system 100
in FIG. 1 is described as a search engine system for an
Internet corpus and a data graph that includes entities
associated with the Internet corpus that provides insight-
ful connections in response to a query. Other configura-
tions and applications of the described technology may
be used. For example, the insightful connections may be
used in fraud detection, marketing, or other data mining
tasks. In some implementations the search engine may
search the data graph without providing search results
from a separate corpus of documents.
[0024] The data graph search system 100 may include
connection discovery system 110 and query system 120.
Connection discovery system 110 and query system 120
may be computing devices that take the form of a number
of different devices, for example a standard server, a
group of such servers, or a rack server system. In some
implementations, connection discovery system 110 and
query system 120 may be a single system sharing com-
ponents such as processors and memories. In addition,
connection discovery system 110 and query system 120
may be implemented in a personal computer, for example
a laptop computer. The connection discovery system 110
and query system 120 may be examples of computer
device 1200, as depicted in FIG. 12.
[0025] The search system 100 may include an index
190 for a graph-based datastore. Index 190 may allow a
query processor to determine entities and relationships
stored in the corresponding data graph. The data of index
190 may include information from which a graph, such
as the graph illustrated in FIG. 2 can be created. The
nodes of the data graph may be referred to as entities
and the edges may be referred to as relationships be-
tween two entities. As used herein, entity may refer to a
physical embodiment of a person, place, or thing or a
representation of the physical entity, e.g., text, or other
information that refers to an entity. For example, an entity
may be the physical embodiment of Tom Hanks or an
abstract concept that refers to Tom Hanks. The search
system may also include an index 195 that stores terms
or phrases that appear in a document of a corpus. For
example, index 195 may store terms or phrases that ap-
pear in documents available over the Internet.
[0026] The web document index 195 and the data
graph index 190 may be stored on a tangible computer-
readable storage device, for instance disk, flash, cache
memory, or a combination of these, configured to store
data in a semi-permanent or non-transient form. In some
implementations index 195 and 190 may be stored in a
combination of various memories. Index 190 may store
posting lists for entities and relationships in the data
graph. In some implementations, index 190 may be a

two-dimensional posting list in that each posting list value
has one or more associated intersection identifiers and
each intersection identifier may have one or more asso-
ciated result identifiers. The posting list may be for an
entity or for a relationship. If the posting list is for an entity,
the intersection identifiers may be relationship identifiers.
If the posting list is for a relationship, the intersection
identifiers may be entity identifiers. For example, if entity
a is connected to entities b and c by relationship d in the
data graph, a posting list for entity a may have the iden-
tifier for relationship d as the intersection identifier and
the identifiers for b and c as result identifiers for the in-
tersection identifier for relationship d. In some implemen-
tations, index 195 may store one-dimensional posting
lists that include phrases or terms as posting list values
and, for each posting list value, identifiers for documents
that contain the phrase or term. While index 190 and
index 195 have been described as using posting lists,
each index may have some other format.
[0027] Connection discovery system 110 can include
one or more processors 113 configured to execute one
or more machine executable instructions or pieces of
software, firmware, or a combination thereof. The con-
nection discovery system 110 can include, an operating
system (not shown) and one or more computer memories
114, for example a main memory, configured to store
data, either temporarily, permanently, semi-permanent-
ly, or a combination thereof. The memory may include
any type of storage device that stores information in a
format that can be read and/or executed by processor
113. Memory 114 may include volatile memory, non-vol-
atile memory, or a combination thereof, and store mod-
ules that, when executed by processor 113, perform cer-
tain operations. In other implementations, the modules
may be stored in an external storage device (not shown)
and loaded into memory 114. The modules, such as con-
nection finder 115 and unique fact finder 116, may enable
connection discovery system 110 to generate pre-com-
puted insightful connections for various entities that may
be stored in insightful connections 153.
[0028] For example, connection finder 115 may read
information from data graph index 190 to determine the
entities that share rare connections or strong secondary
connections. Once found, connection finder 115 may
store the connections in insightful connections 153 for
later use in responding to search queries. Because iden-
tifying rare and strong secondary connections may im-
pact query latency and such connections are not depend-
ent on a query, connection finder 115 may determine
these insightful connections offline, independently of any
particular query. Once a connection is found for a partic-
ular entity, connection finder 115 may store the connec-
tion by an entity identifier so that the connections may
be easily identified and retrieved for inclusion in search
results.
[0029] Unique fact finder 116 may identify unique facts
for various entities. For example, unique fact finder 116
may look for entities with outlier values for predetermined
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attributes within a collection. If an entity has an outlier
value, for example the largest height attribute, the unique
fact finder 116 may store information about the fact and
collection using an entity identifier in, for example, in-
sightful connections 153. Such information may then be
included in search results for appropriate entities.
[0030] Like connection discovery system 110, query
system 120 may include one or more processors 123,
an operating system (not shown) and one or more com-
puter memories 124. Query system 120 may include
modules, stored in memory 124 or an external storage
device (not shown) and loaded into memory 124 that en-
able the query system 120 to receive and respond to
queries. For example, the modules may include a rela-
tionship finder 125, a query processor 126, and a user
interface 127. Query processor 126 may receive queries
from requestors, such as client 170, analyze the query
to determine how to search indexes 190 and 195, and
initiate the search of the indexes. Query processor 126
may also receive search results, compile and format the
results, and determine what results to return to the re-
questor. In some implementations, query processor 126
may work with user interface 127 to provide data used
to display the search results. Query processor 126 may
also work with relationship finder 125. Relationship finder
125 may receive an indication of two entities, for example
from query processor 126, and search for common con-
nections between the two entities in the data graph index
190.
[0031] Query system 120 may include one or more
servers that receive queries from a requestor, such as
client 170, and provide those queries to the query system
120. The query system 120 may be responsible for
searching web document index 195, -data graph index
190, and potentially other data sources for results re-
sponsive to a query. Search results may include infor-
mation from documents responsive to the query or infor-
mation for entities responsive to the query. For example,
the query system 120 may receive a query from a client,
such as client 170, perform some query processing using
query processor 126, and retrieve results from web doc-
ument index 195 and data graph index 190. In addition,
the query processor 126 may work with relationship find-
er 125 to identify relationships between two entities as-
sociated with the query or between an entity from the
current query and an entity from a prior query. In some
implementations the prior query may be from a user’s
browser history, if such a history is kept. In some imple-
mentations, the prior query may be a query that supplied
a link selected by the query requester, the selection ini-
tiating the current query.
[0032] The query processor 126 may obtain search re-
sults from the various sources and provide the compiled
results to client 170 through user interface 127. Query
system 120 may be in communication with client(s) 170
over network 160. Network 160 may be for example, the
Internet or the network 160 can be a wired or wireless
local area network (LAN), wide area network (WAN), etc.,

implemented using, for example, gateway devices, bridg-
es, switches, and/or so forth. Via the network 160, the
query system 120 may communicate with and transmit
data to/from clients 170.
[0033] FIG. 3 illustrates an example of a user interface
300 showing common connections between two entities
as part of a search result, in accordance with some im-
plementations. A query system, such as query system
120 of FIG. 1, may generate information used to display
user interface 300 in responding to queries from client
170. In the example of FIG. 3, a user has submitted a
current query 305 of "Meg Ryan." The current query 305
may have been typed by a user or may have been sub-
mitted when a user selected a link from a prior search
result. In the example of FIG. 3 the previous query was
for "Tom Hanks." The search result for Tom Hanks may
include people or things often related to Tom Hanks, for
example a list of people that other users have searched
for together with Tom Hanks. A query processor, such
as query processor 126 of FIG. 1, may determine that
the current query and the previous query both relate to
entities, namely the entities Tom Hanks and Meg Ryan
in the data graph. Accordingly, the query processor may
obtain connections shared by the two entities. The
shared connections 315 may be provided as part of the
search results in user interface 300. In some implemen-
tations the shared connections may appear before doc-
uments responsive to the query terms "Meg Ryan."
[0034] FIG. 4 illustrates a flow diagram of an example
process 400 for identifying common connections to pro-
vide as part of a search result, in accordance with some
implementations. Process 400 may be performed by a
query system, such as query system 120 of FIG. 1, after
the query system receives a query. Process 400 may
begin by determining a first entity and a second entity
based on keywords from at least one query (405). As
explained above, the keywords may be from a single que-
ry or from two related queries. A related query may be a
query submitted as a result of user selection of informa-
tion returned as part of a search result for a first query or
from a query in the user’s browser history.
[0035] Using the keywords, the query system may de-
termine whether any entities in the data graph corre-
spond to the keywords. For example, in some implemen-
tations entities may be associated with one or more ali-
ases that match a keyword from the query or queries. In
some implementations, the index for a data graph may
include entries that assist text searches for entities. In
some implementations one or more documents identified
as responsive to keywords in the query may be associ-
ated with an entity. For example if the query is "Tom
Hanks and Meg Ryan" the query resolver may determine
that the entity Tom Hanks relates to the keywords "Tom
Hanks" and that the entity Meg Ryan relates to the key-
words "Meg Ryan" based on one or more of the methods
above.
[0036] In some implementations, the query resolver of
a query system may determine that the first entity relates
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to keywords from the current query and the second entity
relates to keywords from a previous query. For example,
a query requestor may have originally submitted a query
for "Tom Hanks." In response, the query system may
have generated search results that include a link for Meg
Ryan, because Tom Hanks and Meg Ryan co-star in the
same movie or because other users have searched for
Meg Ryan in conjunction with Tom Hanks. When pre-
sented with the search results, the requestor may select
the Meg Ryan link. The selection of the link may cause
another query to be submitted to the query system. The
query system may determine that the current query was
a search result of a prior query, and determine that the
prior query and the current query each relate to an entity.
While FIG. 4 indicates that two entities are determined,
the query system may in fact determine that there, four,
or more entities relating to the keywords from the at least
one query. For example, if a user submitted a query for
"Tom Hanks, Meg Ryan, and Nora Ephron" the query
system may determine that the entities Tom Hanks, Meg
Ryan, and Nora Ephron are related to the keywords and
search for connections common between the three enti-
ties.
[0037] The query system may then identify out-bound
relationships for each of the two, or more, entities, and
the target entities each relationship connects to (410).
Such connections may be referred to as a first-degree
connection because they are connected to the entity by
a single relationship. A first-degree connection may in-
clude the relationship and the target entity. For example,
using the data graph of FIG. 2, the entity Tom Hanks has
four out-bound relationships, has profession, has
spouse, and two acted in relationships. The target entity
for the has spouse relationship is Rita Wilson, the target
entity for the has profession relationship is Actor, and the
target entities for the acted in relationships are Larry
Crowne and Sleepless in Seattle. Meg Ryan has three
outbound relationships, has profession with a target en-
tity of Actor, has date of birth with a target entity of 1961,
and acted in with a target entity of Sleepless in Seattle.
It is to be understood that the graph of FIG. 2 may have
hundreds of out-bound relationships for any particular
entity and that FIG. 2 is illustrated with only a few such
relationships for the sake of brevity.
[0038] The query system may compare the first degree
connections of each entity to determine if there are
matches (415). For example, in the example of FIG. 2,
the entities Tom Hanks and Meg Ryan each have a has
profession→ACTOR first degree connection and an act-
ed in→ SLEEPLESS IN SEATTLE first degree connec-
tion. If no matches are found (420, No), process 400 ends
because there are no common connections to include in
search results. But if matches are found (420, Yes), the
query system may assign matches a match type (425).
In some implementations the match types may be as-
signed based on the target entity. For example, the first
degree connection with a target entity of Sleepless in
Seattle may be assigned a type of "movie" because the

entity Sleepless in Seattle is a movie. Similarly, the first
degree connection with a target entity of Actor may be
assigned a type of "profession" because Actor is a pro-
fession. In some implementations the types may be as-
signed based on the relationship, so that each first degree
connection with the same relationship receives the same
type.
[0039] The query system may then sort the target en-
tities by popularity within match type (430). For example,
each target entity may have a property indicating how
popular the entity is. Popularity may be determined by
the number of relationships the entity has in the data
graph, or on how many times the entity appears in queries
and/or how many times the entity is mentioned in docu-
ments in the document repository. If there is more than
one match type, the query system may select one of the
types for use in the search result (435). For example, the
query system may select the match type with the most
members or the match type with the most popular target
entities. For example, the query system may select the
"movies" match type because the "movies" match type
is more popular than the "profession" match type or be-
cause the "movies" type has more matches. For example,
other movies that Tom Hanks and Meg Ryan acted in,
although not shown in the data graph of FIG. 2, do exist,
so the movie type will have more entries than the profes-
sion type.
[0040] Having selected a match type, in some imple-
mentations the query system may select a predetermined
number of first degree connections for use in a search
result (440). For example, if the number of first degree
connections in the selected match type exceeds five con-
nections, the query system may select the most popular
five connections for the result list. In some implementa-
tions if other first degree connections exist beyond the
five, the search result may include a "see more" link or
button that allows the query requestor to view the addi-
tional connections, such as link 320 of FIG. 3. Process
400 may then end having found common connections
between two or more entities related to a current query.
Process 400 may provide any identified common con-
nections to the query processor for use in determining
search results. For example, the common connections
may be displayed ahead of documents from a document
corpus, such as the Internet, that are found to be respon-
sive to the search query.
[0041] FIG. 5 illustrates an example of a user interface
500 showing a rare connection as part of a search result,
in accordance with some implementations. A query sys-
tem, such as query system 120 of FIG. 1, may generate
information used to display user interface 500 as part of
responding to queries. In some implementations, the rare
connection may have been pre-computed offline prior to
the receipt of the query. For example, a connection finder,
such as connection finder 115 of FIG. 1 may pre-compute
rare connections for entities in a data graph on a periodic
basis. The facts may be stored for later use and retrieval
by the query system after a query has been received. In
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some implementations, the pre-computed rare connec-
tions may be stored as a property of an entity in the data
graph. In some implementations, the pre-computed rare
connections may be stored in a separate datastore, such
as insightful connections 153 of FIG. 1, by entity.
[0042] User interface 500 may represent one way of
displaying information retrieved from a data graph in re-
sponse to a query. For example, if a query requestor
submits a query for "Rita Wilson," the data graph may
provide first-connection information from the data graph,
such as when Ms. Wilson was born, movies she has
starred in, children, etc. In addition, the query system
may provide rare connection 505 that adds additional
interesting information to the search result that is not first-
connection information, but does relate to a first connec-
tion. In the example of FIG. 5, the rare connection may
inform the query requestor that Ms. Wilson has acted in
a movie with her spouse, Tom Hanks. This may be con-
sidered a rare connection because although many peo-
ple have spouses, not many people have acted in a movie
with their spouse. In some implementations, user inter-
face 500 may be part of a larger search result that also
includes, for example, information for documents from a
corpus that are responsive to the search query.
[0043] FIG. 6 illustrates a flow diagram of a process
for determining a rare connection that can be provided
as part of a search result. Process 600 may be performed
by a query system at query time or by a connection dis-
covery system, such as connection discovery system 110
of FIG. 1, prior to receipt of a query. In the example of
FIG. 6, process 600 is described as carried out by a con-
nection discovery system prior to receipt of a query, but
process 600 may equally be carried out by the query
system. Process 600 may begin by generating first-de-
gree paths for entities in the data graph (605). The first-
degree paths for a particular entity are the out-bound
relationships from the particular entity and the entities
they lead to, as explained above with regard to step 410
of FIG. 4. The collection of first-degree paths may be
considered a first-degree entity graph for the particular
entity. The connection discovery system may store the
first-degree entity graph for each entity. The connection
discovery system may then use the first-degree paths in
the entity graph to generate second-degree paths for the
entities in the data graph (610). Second-degree paths
are paths that lead from a particular entity to a third entity
passing through a second entity. For example, In FIG. 2
the entity Tom Hanks has a second-degree path of acted
in → SLEEPLESS - rated → PG, a second-degree path
of acted in → SLEEPLESS - story by → Nora Ephron, a
second-degree path of acted in → LARRY CROWNE -
rated → PG-13, a second-degree path of has spouse→
RITA WILSON - has profession → SINGER, etc. A sec-
ond-degree path may be generated by iterating the target
entities in a first-degree path for a starting entity and con-
catenating the first-degree paths for the target entity to
the first-degree path for the starting entity. Thus, a sec-
ond-degree path may have a path length of two relation-

ships for each starting entity. The collection of second-
degree paths for a particular entity may be considered a
second-degree entity graph for that particular entity.
[0044] In some implementations, the connection dis-
covery system may filter out commonly occurring entities
and commonly occurring relationships when building the
first-degree and second-degree paths. A commonly oc-
curring entity is an entity that has an unusually high
number of in-bound relationships. For example, in a large
data graph a commonly occurring entity may be an entity
with more than 10,000 in-bound relationships. For exam-
ple, in FIG. 2, the Female entity is likely to have too many
in-bound edges because approximately half of the enti-
ties representing people have a gender of female. A com-
monly occurring relationship is a relationship that has an
unusually high number of target entities. For example, a
commonly occurring relationship may be a relationship
with more than 500 unique target entities. For example,
the relationship has child may be a commonly occurring
relationship because it has too many unique target enti-
ties. The connection discovery system may ignore such
commonly occurring entities and commonly occurring re-
lationships when building the first-degree and second-
degree paths for the entities in the data graph. The num-
bers 10,000 and 500 are given as one example and it is
understood that the commonly occurring threshold may
depend on the size of the data graph and the number of
unique relationships and entities in the data graph.
[0045] For each entity with computed first-degree and
second-degree paths, the connection discovery system
may compare target entities in the first-degree paths with
target entities in the second-degree paths to determine
whether there are matching entities (615). For example,
if a first degree path of a→B exists for a particular entity,
where a is the relationship and b is the target entity in
the first-degree path and a second-degree path of c→D-
e→B exists, where c and e are relationships and d and
b are entities, the connection discovery system may de-
termine that the first-degree path and the second-degree
path have matching entities (620, Yes) because both
paths end with entity b. When a match is found, the con-
nection discovery system may increment a connection
count for the first-degree relationship (635). For example,
in FIG. 2, the entity Tom Hanks has a first-degree con-
nection to the entity Rita Wilson with a relationship of has
spouse. The entity Tom Hanks also has a second-degree
connection to the entity Rita Wilson through the entity
Larry Crowne, because each relationship in the data
graph may be assumed to have a corresponding inverse
relationship. For example, in addition to the out-bound
acted in relationship, the data graph may have an as-
sumed in-bound stars relationship between the entities
Rita Wilson and Larry Crowne. Thus, Rita Wilson is a
matching entity from the first-degree paths and the sec-
ond-degree paths of Tom Hanks and the connection dis-
covery system may increment a count for the has spouse
relationship. In some implementations, for each relation-
ship encountered in a first-degree path the connection
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discovery system may keep a structure that includes a
count and an array that stores a count of matching sec-
ondary relationships. The following pseudo-code repre-
sents one format that may be used in some implemen-
tations:

relationship1 {
 int count;
 repeated relationship2 {
 int count
 }
}

where relationship 1 is the relationship found in the first-
degree path and relationship2 is the relationship found
in the second-degree path.
[0046] The connection discovery system may then de-
termine whether the two relationships in the second-de-
gree path are a match (640). Matching relationships are
the same relationship or a relationship and its inverse.
For example, the has child and has parent relationships
are matching because the has parent relationship is an
inverse of has child. Likewise, the acted in and stars re-
lationships match because stars is the inverse of acted
in. In some implementations, the connection discovery
system may look at the first-degree paths of the target
entity to see if they contain a first-degree path that match-
es the start of the second-degree path for the entity being
processed. In other words, the connection discovery sys-
tem may look to see if a first degree path of acted in-
→LARRY CROWNE exists for both the Tom Hanks and
the Rita Wilson entities. If a matching first-degree path
is found, the relationships in the second-degree path may
be considered a match. If the two relationships in the
second-degree path are a match (640, Yes), the connec-
tion discovery system may increment a counter for the
second-degree connection with the first degree connec-
tion (645). For example, in FIG. 2, the connection dis-
covery system may increment a counter for
has_spouse.acted_in (e.g., has spouse is relationship1
and acted in is relationship 2 in the structure above) when
the first-degree path of TOM HANKS-has spouse→ RITA
WILSON is matched with the second-degree path of
TOM HANKS- acted in→LARRY CROWNE - stars→RI-
TA WILSON. The connection matching system may then
continue comparing entities between the first-degree
paths and the second-degree paths for the particular en-
tity (615).
[0047] If the two relationships in the second-degree
path do not match (640, No), the connection discovery
system may skip incrementing the counter for the sec-
ond-degree relationship. For example, in FIG. 2, the con-
nection discovery system may not increment any second-
path counter when the first-degree path of TOM HANKS
- has spouse→ RITA WILSON is matched with the sec-
ond-degree path of TOM HANKS - wrote→LARRY
CROWNE - stars→Rita Wilson because the stars rela-
tionship does not match the wrote relationship. Thus, in

this example, the connection discovery system may in-
crement the has spouse relationship (e.g., the count for
relationship 1, performed in step 635), but would not in-
crement any other counter. Instead, the connection dis-
covery system may continue matching target entities, for
example at step 615.
[0048] If no remaining matches are found (620, No),
the connection discovery system may determine whether
the matching process of steps 615 to 645 has been car-
ried out for each entity with first-degree paths (625). If
not, (625, No), the connection discovery system may con-
tinue with the next entity (630). If all entities have been
examined (625, Yes), the connection discovery system
may iterate through the first-degree connection counts,
comparing the count to each corresponding second-de-
gree connection count (650). For example, using the
structure above, the connection discovery system may
compare each relationship2.count associated with rela-
tionship 1 with the relationship1.count. When the
relationship1.count is large and the relationship2.count
is small, the connection discovery system may determine
that the co-occurrence of a first-degree relationship 1 be-
tween two entities and a second-degree relationship2
between the same two entities and a third entity is small.
The connection discovery system may store each first-
degree relationship and second-degree relationship with
a low co-occurrence as a rare fact (655). For example,
in some implementations, the connection discovery sys-
tem may store the rare fact relationships in a datastore,
such as insightful connections 153 of FIG. 1. In some
implementations the connection discovery system may
apply the facts to the first-degree paths and second-de-
gree paths previously constructed, for example as part
of steps 605 and 610, to identify entities where the co-
occurrence appears. The connection discovery system
may then store the rare fact relationship by entity in a
datastore, so that the rare fact may be retrieved with min-
imal processing at query time. In some implementations,
the rare fact may be stored in the data graph itself as a
special type of relationship between the two entities.
[0049] After a query has been received, the stored rare
facts may be used to enhance the search results for ap-
propriate entities (660). For example, if a query system
receives a query that matches an entity with a stored rare
fact, the query system may include the rare fact in the
search results returned in response to the query. As in-
dicated by the dashed line, step 660 may occur some
time after the rare facts have been calculated, but it need
not be. The query system may add additional information
to the rare fact to generate data used in the display of
the fact. For example, the query system may add text
aliases to identify the entities to make the rare fact more
discernible to the search requestor. For implementations
where the connection discovery system computes rare
facts separately from query receipt, step 660 may be re-
peated a number of times independently from steps 605
to 655. Process 600 may then end, having provided a
mechanism for supplying rare connections as part of a
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search result.
[0050] FIG. 7 illustrates an example of a user interface
700 showing a strong secondary connection as part of a
search result, in accordance with some implementations.
A query system, such as query system 120 of FIG. 1,
may generate information used to display user interface
700 as part of responding to queries. In some implemen-
tations, the strong secondary connection may have been
pre-computed offline prior to the receipt of the query. For
example, a connection finder, such as connection finder
115 of FIG. 1 may pre-compute strong secondary con-
nections for entities in a data graph on a periodic basis.
In some implementations, the connection finder may
compute strong secondary connections as part of a proc-
ess that also computes rare connections as described
above with regard to FIG. 6. The strong secondary con-
nections may be stored for later use and retrieval by the
query system after a query has been received. In some
implementations, the pre-computed strong secondary
connections may be stored as a property of an entity in
the data graph. In some implementations, the pre-com-
puted strong secondary connections may be stored in a
separate datastore, such as insightful connections 153
of FIG. 1, by entity.
[0051] User interface 700 represents one example of
displaying information retrieved from a data graph in re-
sponse to a query. For example, if a query requestor
submits a query for "Tom Hanks," the data graph may
provide first-connection information from the data graph,
such as when Mr. Hanks was born, who he is married to,
children he has, etc. In addition, the query system may
provide a strong secondary connection 705 that adds
additional insightful information to the search result that
is not first-connection information, but relates to a plural-
ity of first connections. In the example of FIG. 7, the strong
secondary connection may inform the query requestor
that Mr. Hanks has acted in 49 drama films. This may be
considered a strong secondary connection because the
entity Tom Hanks has a high number of second-degree
paths that terminate with the drama entity. In some im-
plementations, user interface 700 may be part of a larger
search result that also includes, for example, information
for documents from a corpus that are responsive to the
search query.
[0052] FIG. 8 illustrates a flow diagram of a process
for determining strong secondary connections that can
be provided as part of a search result. Process 800 may
be performed by a query system at query receipt time or
by a connection discovery system, such as connection
discovery system 110 of FIG. 1, prior to receipt of a query.
In the example of FIG. 8, process 800 is described as
carried out by a connection discovery system prior to
receipt of a query, but process 800 may equally be carried
out by the query system. Process 800 of FIG. 8 is de-
scribed for a single entity in the data graph, but it will be
understood that process 800 may be repeated for any
number of entities in the data graph. Process 800 may
begin with creation of second-degree paths for the entity

(805). As described above, the connection discovery sys-
tem may exclude commonly occurring relationships and
commonly occurring entities from the second-degree
path creation. Furthermore, in implementations that cal-
culate rare connections and strong secondary connec-
tions concurrently, step 805 may be performed as part
of step 610 of FIG. 6.
[0053] The connection discovery system may then it-
erate through the terminal entities in the second-degree
paths and count the number of connections into the ter-
minal entity by connection type (810). In other words, for
each final entity in the second-degree paths, the connec-
tion discovery system may assign a connection type to
each relationship and count the number of relationships
for each type that lead to the terminal entity. For example,
the entity Tom Hanks may have a second-degree path
of acted in→LARRY CROWNE - has genre→DRAMA.
In one implementation, Drama is the terminal entity and
has genre is the relationship assigned a connection type.
In another implementation, Drama is the terminal entity
and acted in/has genre is assigned a connection type. In
such an implementation, this connection type would differ
from the connection type for a second-degree path of
wrote→LARRY CROWNE - has genre→DRAMA. In
some implementations, each relationship and its inverse
may receive the same connection type. The connection
discovery system may then select connection types with
a count that meets a threshold as strong secondary con-
nections (815). The threshold may be a minimum number
that represents the number of second-degree paths of
the same connection type that the entity needs with the
terminal entity to qualify as a strong connection. The con-
nection discovery system may store the terminal entity
and the connection type with the count as a strong sec-
ondary connection when the count meets the threshold
(815). For example, the terminal entity and the relation-
ship(s) or connection type may be stored as a property
of the entity in the data graph, or as an entry in a datastore,
such as insightful connections 153 of FIG. 1.
[0054] After a query has been received, the stored
strong secondary connections may be used to enhance
the search results for appropriate entities (820). For ex-
ample, if a query system receives a query that matches
an entity with a stored strong secondary connection, the
query system may include the strong secondary connec-
tion in the search results returned in response to the que-
ry. As indicated by the dashed line, step 820 may occur
at some later time, after the strong secondary connec-
tions have been calculated, but it need not be. The query
system may add additional information to the strong sec-
ondary connection information to generate data used in
the display of the fact. For example, the query system
may add information about the entities that connect the
source entity and the target entity, such as the movie
titles shown in FIG. 7. For implementations where the
connection discovery system computes strong second-
ary connections separately from query receipt, step 820
may be repeated a number of times independently from
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steps 805 to 815. Process 800 may then end, having
provided a mechanism for supplying strong secondary
connections as part of a search result.
[0055] FIG. 9 illustrates an example of a user interface
900 showing unique facts for an entity as part of a search
result, in accordance with some implementations. A que-
ry system, such as query system 120 of FIG. 1, may
generate information used to display user interface 900
as part of responding to queries. In some implementa-
tions, the unique facts may have been pre-computed of-
fline prior to the receipt of the query. For example, a
unique fact finder, such as unique fact finder 116 of FIG.
1 may pre-compute unique facts for entities in a data
graph on a periodic basis. The unique fact finder may
compute unique facts as part of a process that also com-
putes rare connections and/or strong secondary connec-
tions as described above with regard to FIGS. 6 and 8.
The unique facts may be stored for later use and retrieval
by the query system after a query has been received. In
some implementations, the pre-computed unique facts
may be stored as a property of an entity in the data graph.
In some implementations, the pre-computed unique facts
may be stored in a separate datastore by entity, such as
for example, insightful connections 153 of FIG. 1.
[0056] User interface 900 represents one example of
displaying information retrieved from a data graph in re-
sponse to a query. For example, if a query requestor
submits a query for "Meryl Streep," the query system may
provide first-connection information from the data graph,
such as movies Ms. Streep has acted in and other infor-
mation. In addition, the query system may provide unique
facts 905 that add additional insightful information to the
search result. The unique facts may highlight distinctions
that the entity has when compared to other similar enti-
ties. The unique facts may include superlatives that the
entity can claim, such as the most, the tallest, the wealth-
iest, etc. In the example of FIG. 9, the unique facts may
inform the query requestor that Ms. Streep is among the
actors that have the most number of nominations, the
most Oscar nominations, won the most awards, etc. Such
unique facts may be considered collection outliers be-
cause, for a given collection of entities, the displayed
information has a value that most other entities in the
collection do not have. In addition to being displayed in
response to a query for a particular entity, the unique
facts may also be used to directly answer queries that
specify the collection and the fact, such as "who is the
tallest actor?" and "what is the richest country?" In some
implementations, user interface 900 may be part of a
larger search result that also includes, for example, in-
formation for documents from a corpus that are respon-
sive to the search query.
[0057] FIG. 10 illustrates a flow diagram of a process
for determining unique facts that can be provided as part
of a search result. Process 1000 may be performed by
a query system at query time or by a connection discovery
system, such as connection discovery system 110 of FIG.
1, prior to receipt of a query. In the example of FIG. 10,

process 1000 is described as carried out by a connection
discovery system prior to receipt of a query, but process
1000 may equally be carried out by the query system.
Process 1000 may begin with receiving a definition of a
collection (1005). A collection may be defined by a col-
lection name, a collection identifier, and the constraints
that entities must meet to be considered a member of
the collection. Collection constraints may include prop-
erties that an entity possesses, such as an associated
domain, a location, a profession, a date of birth, a spec-
ified relationship etc. For example, collections may be
actors, countries in the world, states in the United States
of America, politicians who are Democrats, etc. Collec-
tions may be generic, for example actors, or specific,
such as actors born in China.
[0058] In some implementations, the connection dis-
covery system may provide a user interface that allows
a user to input the name and collection constraints. This
information may be stored along with a collection identi-
fier in a datastore, such as collection definition 151 of
FIG. 1. Thus, receipt of the collection definition may be
directly from a user. In some implementations, the user
may have previously provided the collection definition
and the connection discovery system may receive the
collection definition from the datastore, such as, for ex-
ample, when process 1000 is performed automatically
on a periodic basis.
[0059] The connection discovery system may then re-
ceive a fact definition (1010). A fact is a value that can
be computed from information in the data graph. The fact
definition may include a name, an identifier, a value for-
mat that allows for interpretation of the value, and a set
of rules or an expression for calculating the fact value for
each entity. In some implementations, the fact definition
may also include an indication of the interesting side of
the fact value. For example, a fact may be for mountain
height and the tallest mountain may be interesting while
the shortest mountain may not be interesting. On the oth-
er hand, the fact may be for actor height and the tallest
and the shortest actors may be considered interesting.
Thus, the fact definition may include an indication of
whether the highest or the lowest value, or both, should
be kept in the unique facts. Some implementations may
also include a text phrase for presenting the fact.
[0060] In some implementations the connection dis-
covery system may provide a user interface that allows
a user to input the fact definition. The fact definition may
be stored in the datastore, such as fact definition 150 of
FIG. 1. Thus, receipt of the fact definition may be directly
from a user. In some implementations the user may have
previously provided the fact definition and the connection
discovery system may receive the fact definition by re-
trieving the definition from storage. The connection dis-
covery system may then fetch entities that match the col-
lection definition from the data graph (1015). For exam-
ple, the collection definition may indicate that entities with
a profession of actor are included in the collection. Thus,
in this example, the connection discovery system may
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find the entities from the data graph that have a first-
degree profession relationship with the actor entity. For
each of the entities in the collection, the connection dis-
covery system may calculate the fact value (1020) using
the fact definition. For example, the fact may be the
number of Oscar nominations for the entity, which may
be defined as the number of Oscar nomination relation-
ships between the entity and movie entities in the data
graph. Or, the fact may be for the number of Oscars won,
which may be defined as the number of won Oscar rela-
tionships between the entity and a movie entity. In some
implementations the relationship may have an attribute,
and the attribute may be part of the fact definition. For
example, the fact may be for the number of Best Actress
Oscars won, and the won Oscar relationship may have
an associated attribute of Best Actress. In such imple-
mentations, the connection discovery system may count
only won Oscar relationships with the matching attribute
of Best Actress.
[0061] After computing the fact value for each entity in
the collection, the connection discovery system may de-
termine which entity has the highest or lowest value, or
both, and store information identifying the collection, the
fact, and the entity with the fact value as a unique fact
(1025). For example the unique facts may be stored in a
datastore, such as insightful connections 153 of FIG. 1.
Each unique fact may include the fact value, and identi-
fiers for the entity, the collection/fact pair. The connection
discovery system may index the unique facts by the entity
id so that a query system may retrieve unique facts for a
particular entity quickly. The connection discovery sys-
tem may also index the unique facts by collection/fact
pair so that a query system may retrieve the unique facts
for a particular collection quickly.
[0062] Steps 1005 to 1025 of process 1000 are de-
scribed for a single collection and a single fact, but it will
be understood that these steps may be repeated for any
number of collections and any number of facts per col-
lection prior to receipt of a query. Thus, the connection
discovery system may perform steps 1005 through 1025
for a plurality of collections and facts on a periodic basis.
[0063] A query system may then receive a query
(1030). The query system may receive the query inde-
pendently from steps 1005 to 1025, or the query system
may perform steps 1005 to 1025 in response to receipt
of the query. The query may be associated with keywords
that correspond to entities in the data graph. The query
system may analyze the keywords to determine what en-
tities correspond to the query. The query system may
also analyze the keywords to determine whether the key-
words correspond to a stored collection definition and
fact definition. If the query is related to a stored collection
(1035, Yes), the query system may obtain unique facts
from storage that correspond to the collection. For ex-
ample, if the query is for the tallest mountain in the United
States, the query system may determine that the query
is related to the collection for mountains in the United
States and, more specifically, to the fact for height within

that collection. Accordingly, the query system may re-
trieve the unique fact for "the tallest" within the collection
of "mountains in the United States." The query system
may include the fact value in the search results for the
query (1045).
[0064] If the query is not related to a collection, the
query system may determine whether the query is related
to an entity (1050). If so (1050, Yes), the query system
may search the stored unique facts for any facts corre-
sponding to the entity. For example, if the query is related
to the Meryl Streep entity, the query system may obtain
any unique facts corresponding to this entity. The query
system may provide all or a portion of the unique facts
as part of the search result (1045), as shown in FIG. 9.
If the query is not related to a collection or an entity, proc-
ess 1000 may simply end. Thus, process 1000 allows a
search result to be enhanced with unique facts for an
entity related to the search query or as a direct answer
to a search query that corresponds to a collection/fact
pair.
[0065] FIG. 11 shows an example of a generic com-
puter device 1100, which may be system 100, and/or
client 170 of FIG. 1, which may be used with the tech-
niques described here. Computing device 1100 is intend-
ed to represent various example forms of computing de-
vices, such as laptops, desktops, workstations, personal
digital assistants, cellular telephones, smart phones, tab-
lets, servers, and other computing devices, including
wearable devices. The components shown here, their
connections and relationships, and their functions, are
meant to be examples only, and are not meant to limit
implementations of the inventions described and/or
claimed in this document.
[0066] Computing device 1100 includes a processor
1102, memory 1104, a storage device 1106, and expan-
sion ports 1110 connected via an interface 1108. In some
implementations, computing device 1100 may include
transceiver 1146, communication interface 1144, and a
GPS (Global Positioning System) receiver module 1148,
among other components, connected via interface 1108.
Device 1100 may communicate wirelessly through com-
munication interface 1144, which may include digital sig-
nal processing circuitry where necessary. Each of the
components 1102, 1104, 1106, 1108, 1110, 1140, 1144,
1146, and 1148 may be mounted on a common mother-
board or in other manners as appropriate.
[0067] The processor 1102 can process instructions
for execution within the computing device 1100, including
instructions stored in the memory 1104 or on the storage
device 1106 to display graphical information for a GUI
on an external input/output device, such as display 1116.
Display 1116 may be a monitor or a flat touchscreen dis-
play. In some implementations, multiple processors
and/or multiple buses may be used, as appropriate, along
with multiple memories and types of memory. Also, mul-
tiple computing devices 1100 may be connected, with
each device providing portions of the necessary opera-
tions (e.g., as a server bank, a group of blade servers,
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or a multiprocessor system).
[0068] The memory 1104 stores information within the
computing device 1100. In one implementation, the
memory 1104 is a volatile memory unit or units. In another
implementation, the memory 1104 is a non-volatile mem-
ory unit or units. The memory 1104 may also be another
form of computer-readable medium, such as a magnetic
or optical disk. In some implementations, the memory
1104 may include expansion memory provided through
an expansion interface.
[0069] The storage device 1106 is capable of providing
mass storage for the computing device 1100. In one im-
plementation, the storage device 1106 may be or contain
a computer-readable medium, such as a floppy disk de-
vice, a hard disk device, an optical disk device, or a tape
device, a flash memory or other similar solid state mem-
ory device, or an array of devices, including devices in a
storage area network or other configurations. A computer
program product can be tangibly embodied in such a
computer-readable medium. The computer program
product may also contain instructions that, when execut-
ed, perform one or more methods, such as those de-
scribed above. The computer- or machine-readable me-
dium is a storage device such as the memory 1104, the
storage device 1106, or memory on processor 1102.
[0070] The interface 1108 may be a high speed con-
troller that manages bandwidth-intensive operations for
the computing device 1100 or a low speed controller that
manages lower bandwidth-intensive operations, or a
combination of such controllers. An external interface
1140 may be provided so as to enable near area com-
munication of device 1100 with other devices. In some
implementations, controller 1108 may be coupled to stor-
age device 1106 and expansion port 1114. The expan-
sion port, which may include various communication
ports (e.g., USB, Bluetooth, Ethernet, wireless Ethernet)
may be coupled to one or more input/output devices, such
as a keyboard, a pointing device, a scanner, or a net-
working device such as a switch or router, e.g., through
a network adapter.
[0071] The computing device 1100 may be implement-
ed in a number of different forms, as shown in the figure.
For example, it may be implemented as a standard server
1130, or multiple times in a group of such servers. It may
also be implemented as part of a rack server system. In
addition, it may be implemented in a personal computer
such as a laptop computer 1122, or smart phone 1136.
An entire system may be made up of multiple computing
devices 1100 communicating with each other. Other con-
figurations are possible.
[0072] FIG. 12 shows an example of a generic com-
puter device 1200, which may be system 100 of FIG. 1,
which may be used with the techniques described here.
Computing device 1200 is intended to represent various
example forms of large-scale data processing devices,
such as servers, blade servers, datacenters, main-
frames, and other large-scale computing devices. Com-
puting device 1200 may be a distributed system having

multiple processors, possibly including network attached
storage nodes, that are interconnected by one or more
communication networks. The components shown here,
their connections and relationships, and their functions,
are meant to be examples only, and are not meant to
limit implementations of the inventions described and/or
claimed in this document.
[0073] Distributed computing system 1200 may in-
clude any number of computing devices 1280. Comput-
ing devices 1280 may include a server or rack servers,
mainframes, etc. communicating over a local or wide-
area network, dedicated optical links, modems, bridges,
routers, switches, wired or wireless networks, etc.
[0074] In some implementations, each computing de-
vice may include multiple racks. For example, computing
device 1280a includes multiple racks 1258a - 1258n.
Each rack may include one or more processors, such as
processors 1252a-1252n and 1262a-1262n. The proc-
essors may include data processors, network attached
storage devices, and other computer controlled devices.
In some implementations, one processor may operate
as a master processor and control the scheduling and
data distribution tasks. Processors may be interconnect-
ed through one or more rack switches 1258, and one or
more racks may be connected through switch 1278.
Switch 1278 may handle communications between mul-
tiple connected computing devices 1200.
[0075] Each rack may include memory, such as mem-
ory 1254 and memory 1264, and storage, such as 1256
and 1266. Storage 1256 and 1266 may provide mass
storage and may include volatile or non-volatile storage,
such as network-attached disks, floppy disks, hard disks,
optical disks, tapes, flash memory or other similar solid
state memory devices, or an array of devices, including
devices in a storage area network or other configurations.
Storage 1256 or 1266 may be shared between multiple
processors, multiple racks, or multiple computing devic-
es and may include a computer-readable medium storing
instructions executable by one or more of the processors.
Memory 1254 and 1264 may include, e.g., volatile mem-
ory unit or units, a non-volatile memory unit or units,
and/or other forms of computer-readable media, such as
a magnetic or optical disks, flash memory, cache, Ran-
dom Access Memory (RAM), Read Only Memory (ROM),
and combinations thereof. Memory, such as memory
1254 may also be shared between processors 1252a-
1252n. Data structures, such as an index, may be stored,
for example, across storage 1256 and memory 1254.
Computing device 1200 may include other components
not shown, such as controllers, buses, input/output de-
vices, communications modules, etc.
[0076] An entire system, such as system 100, may be
made up of multiple computing devices 1200 communi-
cating with each other. For example, device 1280a may
communicate with devices 1280b, 1280c, and 1280d,
and these may collectively be known as system 100. As
another example, system 100 of FIG. 1 may include one
or more computing devices 1200 as connection discov-
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ery system 110 or query system 120. Furthermore, some
of the computing devices may be located geographically
close to each other, and others may be located geograph-
ically distant. The layout of system 1200 is an example
only and the system may take on other layouts or con-
figurations.
[0077] Various implementations can include imple-
mentation in one or more computer programs that are
executable and/or interpretable on a programmable sys-
tem including at least one programmable processor,
which may be special or general purpose, coupled to
receive data and instructions from, and to transmit data
and instructions to, a storage system, at least one input
device, and at least one output device.
[0078] These computer programs (also known as pro-
grams, software, software applications or code) include
machine instructions for a programmable processor, and
can be implemented in a high-level procedural and/or
object-oriented programming language, and/or in as-
sembly/machine language. As used herein, the terms
"machine-readable medium" "computer-readable medi-
um" refers to any non-transitory computer program prod-
uct, apparatus and/or device (e.g., magnetic discs, opti-
cal disks, memory (including Read Access Memory), Pro-
grammable Logic Devices (PLDs)) used to provide ma-
chine instructions and/or data to a programmable proc-
essor.
[0079] The systems and techniques described here
can be implemented in a computing system that includes
a back end component (e.g., as a data server), or that
includes a middleware component (e.g., an application
server), or that includes a front end component (e.g., a
client computer having a graphical user interface or a
Web browser through which a user can interact with an
implementation of the systems and techniques described
here), or any combination of such back end, middleware,
or front end components. The components of the system
can be interconnected by any form or medium of digital
data communication (e.g., a communication network).
Examples of communication networks include a local ar-
ea network ("LAN"), a wide area network ("WAN"), and
the Internet.
[0080] The computing system can include clients and
servers. A client and server are generally remote from
each other and typically interact through a communica-
tion network. The relationship of client and server arises
by virtue of computer programs running on the respective
computers and having a client-server relationship to each
other.
[0081] A number of implementations have been de-
scribed. Nevertheless, various modifications may be
made without departing from the spirit and scope of the
invention. In addition, the logic flows depicted in the fig-
ures do not require the particular order shown, or se-
quential order, to achieve desirable results. In addition,
other steps may be provided, or steps may be eliminated,
from the described flows, and other components may be
added to, or removed from, the described systems. Ac-

cordingly, other implementations are within the scope of
the following claims.

Claims

1. A system comprising:

a data graph that links entities by relationships
(190);
an index for searching a document corpus (195);
and
a query handling system (120) that includes:

at least one processor (123), and
a memory storing instructions that, when
executed by the at least one processor
cause the query handling system to perform
operations including:

receiving a query,
generating a search result (325) for the
query using the index (195), based on
documents responsive to the query,
identifying (405) a first entity from the
data graph and a second entity from the
data graph corresponding to the query,
identifying (410) first-degree paths
from the data graph for the first entity,
a first-degree path including a relation-
ship and a target entity,
identifying (410) first-degree paths
from the data graph for the second en-
tity,
determining (415, 420) that at least one
first-degree path for the first entity
matches at least one first-degree path
for the second entity, the at least one
matched first-degree path being a
matched connection, and
including information from the match
connection in the search result (315).

2. The system of claim 1, wherein the instructions fur-
ther cause the query handling system to perform op-
erations including:

determining that the query resulted from a se-
lection of a representation of the second entity,
the representation being part of a search result
for a prior search, the prior search correspond-
ing to the first entity.

3. The system of claims 1 or 2, wherein the query han-
dling system determines that a plurality of first-de-
gree paths match, generating a plurality of matching
connections, and the instructions further cause the
query handling system to perform operations com-
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prising:

sorting the matched connections by popularity
(430); and
including information for a predetermined
number (440) of the sorted matched connec-
tions in the search result.

4. The system of claim 3, wherein the instructions fur-
ther cause the query handling system to perform op-
erations comprising:

assigning each matched connection to a group
(425); and
sorting the matched connections by popularity
within group (430),
wherein including information for the predeter-
mined number of matched connections includes
selecting one of the groups (435) for the includ-
ing.

5. The system of claim 4, wherein the group with a high-
est number of matched connections is selected, or
wherein the group with a highest number of popular
matched connections is selected.

6. The system of claim 3, wherein popularity for a par-
ticular matched connection is based on an amount
of appearances in the corpus of the target entity as-
sociated with the particular matched connection.

7. A method comprising:

receiving, by at least one processor, a query,
the query being associated with a first entity from
a data graph (190) and a second entity from the
data graph (190);
generating, by the at least one processor, a
search result (325) for the query using an index
(195) for searching a document corpus;
identifying at least one third entity in the data
graph (190) that shares a relationship with the
first entity and the second entity, the relationship
and the third entity being a matched connection;
and
including information (315) from the matched
connection (440) in the search result (325).

8. The method of claim 7, further comprising:

determining that the query resulted from a se-
lection of a representation of the second entity,
the representation being part of a search result
for a prior query, the prior query corresponding
to the first entity.

9. The method of claim 7 or 8, wherein the query is a
combination of a current query and a prior query and

the first entity corresponds to the prior query and the
second entity corresponds to the current query.

10. The method of any of claims 7-9, further comprising:

identifying a plurality of third entities in the data
graph that each share a relationship with the first
entity and the second entity, each relationship-
third entity pair being a matched connection;
sorting the matched connections by popularity
(430); and
including information for a predetermined
number (440) of the sorted matched connec-
tions in the search result.

11. The method of claim 10, wherein the instructions fur-
ther cause the query handling system to perform op-
erations comprising:

assigning each matched connection to a group
(425); and
sorting the matched connections by popularity
within group (430),
wherein including information for the predeter-
mined number of matched connections includes
selecting one of the groups (435) for the includ-
ing.

12. The method of claim 11, wherein the matched con-
nections are assigned to at least two groups and
selecting one of the groups includes selecting the
group with a higher quantity of matched members.

13. The method of any of claims 10-12, wherein popu-
larity for a particular matched connection is based
on a quantity of appearances in the document corpus
of the target entity associated with the particular
matched connection.

14. The method of any of claims 7-13, wherein the infor-
mation from the matched connection (315) appears
before documents responsive to the query (325) in
the search result.

15. A computer program product comprising computer
readable instructions which, when loaded and exe-
cuted on a suitable system, perform the steps of a
method according to any of claims 7-14.
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