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(54) Method for performing a failure analysis of a communication network

(57) Method for performing a failure analysis of a
communication network comprising links and nodes sup-
porting transmission of service demands. The method
comprises: selecting a failure combination affecting the
links and/or the nodes; determining one or more broken
service demands and one or more broken links affected
by the failure combination; computing a respective res-
toration path for each broken service demand by exclud-
ing the broken links; determining whether at least two

broken service demands have respective restoration
paths that share a network resource over a conflicting
link; and, in the affirmative: associating the shared net-
work resource to one of the at least two service demands;
removing, from the broken service demands, this service
demand and the service demands whose restoration
paths do not share any network resource; adding the
conflicting link to the broken links; and repeating the
above operations until a termination condition is fulfilled.
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Description

Technical field

[0001] The present invention generally relates to the field of communication networks. In particular, the present in-
vention relates to a method for performing a failure analysis of a communication network (in particular, but not exclusively,
an optical communication network). The present invention further relates to a computer program product configured to
perform such method.

Background art

[0002] It is known to use network design tools to provide a dimensioning of the network resources to be deployed in
a communication network, on the basis of a set of service demands coming from the users of the communication network.
The tool is typically used for dimensioning the network resources of a communication network prior to deploying and
operating it, or for upgrading an existing communication network.
[0003] The wording "network resources" comprises resources of one or more layers of the ISO-OSI model, in particular
resources of the so-called layer 0, i.e. transmission physical media and network equipment, which are the resources
actually deployed on the field, and resources of the layer 1, such as network channels, which are supported by the layer
0 network resources. For instance, in an optical network, the network resources of layer 0 comprise the links between
the nodes of the network, which are made by optical fibers, and network apparatuses such as regenerators, transponders,
optical add-drop multiplexers, etc. Moreover, the network resources of layer 1 comprise the channels over each link,
such channels being identified by the wavelengths propagating over the link and their bandwidths.
[0004] The network design procedure typically comprises the calculation of both working and backup paths by allocating
channels for the transportation of data across the network. Typically, the tool gives some indications for the dimensioning
of the physical transmission media and the network equipment that shall be deployed for allocating all the required
channels. According to the service demands, the tool starts computing a working path for each demand and then applies
some fault conditions (each comprising a single or multiple failures possibly interrupting the provisioning of the given
service along the working path) in order to compute also backup paths which guarantee the provisioning of the service
even in fault conditions.
[0005] In the following description and in the claims, the terms "fault" and "failure" will be used indifferently to indicate
a condition within the communication network possibly interrupting the provisioning of at least one service demand. For
instance, the term "failure" or "fault" will indicate breaking of a single link. The wording "failure combination" will indicate
one or more failures occurring simultaneously.
[0006] As known, in operative conditions, a deployed communication network performs a set of functions which may
be grouped into a data plane and a control plane. The data plane mainly comprises those tasks related to the data
transmission and switching between the nodes of the communication network. The control plane "controls" the tasks of
the data plane by implementing a routing protocol, which supports the advertisement of network topology information
and available resource information between the nodes of the network, and a signaling protocol, which is responsible for
actually reserving the resources within the communication network for the setup of working and backup paths. In operative
conditions, working and backup paths are set up by the control plane of the communication network on the basis of the
available network resources, which are provisioned according to the output of the network design tool described above.
[0007] In particular, current communication networks make use of the Generalized Multi-Protocol Label Switching
(GMPLS) technology. The GMPLS provides for a control plane distributed among the nodes of the communication
network. In other words, each node of a GMPLS communication network is provided with a control plane instance which
sets up working and backup paths for the service demands it receives from the users of the communication network,
according to the availability conditions of the deployed network resources at the time the service is to be provided. In
particular, each control plane instance may implement a protection and/or restoration mechanism to set up backup paths.
Backup paths may be protection paths, which are usually statically determined backup paths (they are actually determined
by the design tool), and/or restoration paths, which are usually dynamically determined backup paths. For instance,
according to the source based restoration (SRB) mechanism, a restoration path is automatically and dynamically deter-
mined by the control plane instance at the source node for a given service demand as soon as a failure is detected along
the working or protection path allocated for such service. According to the protection and restoration combined (PRC)
mechanism, a protection path is set up by the control plane for each service demand, so that the service demand may
be re-routed along the protection path in case of failure along the working path, and restoration is additionally dynamically
determined and provided in case of failure along the protection path.
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Summary of the invention

[0008] The inventors noticed that, on the field, when the GMPLS control plane is implemented within a communication
network, the network resources deployed according to the output of the design tool (indicated also as "nominal network
resources") may not be sufficient for the restoration of all the service demands across the communication network.
[0009] Indeed, when the network design tool is applied for the computation of backup paths, it considers combinations
of faults. For each combination, faults are considered as applying simultaneously or in a given sequence. At the output,
for each combination of simultaneous or sequenced failures, the design tool provides a restoration path for each service
whose working or protection path is broken and the network resource(s) that shall be assigned for provisioning that
restoration path.
[0010] However, during operation of the network, the same combination of failures may occur in a sequence different
from that considered during the design phase. Moreover, due to the distributed nature of the GMPLS control plane, each
source node autonomously provides for the automatic set up of a restoration path when it detects a failure on the working
or protection path(s) it originates. In case of multiple failures, the operations of failure detection and subsequent automatic
set up of the restoration path at the source nodes originating the working or protection path(s) affected by the failures
are not reciprocally synchronized. Hence, the order according to which the various restoration paths are set up is
unpredictable. Hence, it may happen that the network resource that the design tool assigned for the restoration of the
working or protection path of a first service, is instead used for the restoration of a second service whose working or
protection path becomes failed before. The restoration mechanism implemented by the network for restoring the first
service may then fail because the network resource(s) needed for provisioning the restoration path are unavailable,
since they are already used by the restoration mechanism which restored the second service.
[0011] It is assumed here, for sake of example, that two failures F1, F2 are considered and that the tool provides for
assigning, when the two failures apply simultaneously, a first resource R1 (e.g. a first channel or a first regenerator) for
the restoration of a first service S1, and a second resource R2 (e.g. a second channel or a second regenerator) for the
restoration of the second service S2. It is further assumed that, within the given network topology, the first resource R1
is in principle usable for the set up of the restoration paths for both the first service S1 and the second service S2, while
the second resource R2 can be used for the restoration of the second service S2 only.
[0012] If the second service S2 is restored first (the second failure F2 being detected first) and the GMPLS control
plane allocates the first resource R1 for this restoration, the first service S1, whose restoration starts later, can not
actually be restored as it can not use the first resource R1. In cases like this, the first resource is shared between the
two service demands for the first service S1 and the second service S2, and there is a conflict between the first service
S1 and the second service S2 demands in using such shared resource. The conflict causes the missing restoration of
one of the services, in this exemplary case the first service S1.
[0013] The behavior described above can not be established in advance since, as mentioned above, the various
sources implement the GMPLS control plane in a not synchronized and unpredictable way, so that different possibilities
exists to determine the restoration path for a given service demand on the basis of the sequence according to which
restorations of different service demands are performed, such possibilities being not limited to those modeled by the
network design tool. In other words, the order in which the service demands are restored can not be established in
advance and taken into account by the network design tool. This leads to the fact that on the field the network resources
provisioned according to the output of the network design tool may not be sufficient to guarantee the restoration of all
the service demands across the communication network.
[0014] In principle, the problem above may be faced by considering all the fault conditions possibly occurring within
the communication network by simulating each failure and combination of failures affecting the links and the nodes of
the network. Every possible sequencing of restorations of the service demands affected by the failure or failure combi-
nation is also simulated. A user may then analyze each simulated fault condition and determine the necessary network
resources for the restoration of all the service demands interrupted in the given fault condition. In particular, the user
may then determine if the nominal network resources are sufficient or if additional network resources are needed. On
the other hand, the procedure may determine a "worst case" after simulating the possible fault conditions, so that a user
may determine the necessary provisioning of network resources for facing such a situation. Again, all the fault conditions
shall be simulated to determine the worst case. A user may then analyze the worst case and determine the necessary
network resources for the restoration of all the service demands interrupted in such a worst case situation.
[0015] In the first case, simulation is time consuming and complex. Indeed, considering a number NL of links that may
be broken, a number C of faults possibly affecting the links and a number SD of service demands that, on the average,
may be interrupted due to such faults, the number of different situations that have to be taken into consideration is equal
to about: 
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where the binomial coefficient (NL, C) is the number of distinct combinations of C faults in a group of NL links and SD!
is the number of different service restoration sequences for each fault combination. It is apparent that, for a given network
topology, the number above depends on the number of faults to be considered and the number of different sequences
of possible restorations and may be very high. This makes a complete simulation almost impracticable.
[0016] In the second case, the worst case simulation and analysis is likewise time consuming and furthermore it may
lead to provide the network with a set of network resources necessary for facing fault conditions that will never happen
in reality or that will happen with very low probability. In this case, then, the set of network resources provisioned for
facing the worst case may be unused for most of the time.
[0017] In view of the above, it is an object of the present invention to provide a method for performing a failure analysis
of a communication network that overcomes the aforesaid drawbacks, in particular that allows to foresee potential
conflicts between service demands in using the network resources when restoration is applied, without requiring the
simulation of all the combination of failures affecting links and nodes of the network and, for each combination of failures,
every possible sequencing of restorations of the service demands affected by that failure combination.
[0018] According to a first aspect, the present invention provides a method for performing a failure analysis of a
communication network comprising a number of links and a number of nodes supporting transmission of a number of
service demands, the method comprising:

a) selecting a failure combination affecting the links and/or the nodes;
b) determining, amongst the number of service demands, one or more broken service demands affected by the
failure combination and, amongst the links, one or more broken links affected by the failure combination;
c) computing a respective restoration path for each broken service demand, each of the restoration paths being
computed by excluding the broken links;
d) amongst the broken service demands, determining whether at least two service demands have respective res-
toration paths that share a network resource over a conflicting link;
and, in the affirmative:
e) associating the shared network resource to one of the at least two service demands;
f) removing, from the broken service demands, the one of the at least two service demands to which the shared
resource is associated and the service demands whose restoration paths do not share any network resource;
g) adding the conflicting link to the broken links; and
h) repeating steps c) to g) until a termination condition is fulfilled.

[0019] Preferably, at step c) computation of a restoration path is performed on the basis of a number of available
channels over the links of the communication network.
[0020] Preferably, the termination condition comprises at step d) determining that no broken service demands have
respective restoration paths sharing a network resource.
[0021] Preferably, at step e) each service demand of the at least two service demands whose restoration path is not
assigned the shared network resource is put in a list of conflicting demands, and the termination condition comprises
repeating steps c) to g) for a given number of times (N).
[0022] Preferably, at step e) each service demand of the at least two service demands whose restoration path is not
assigned the shared network resource is put in a list of conflicting demands, and the termination condition comprises
determining that a difference between the number of conflicting demands at a current repetition of steps c) to g) and the
number of conflicting demands at a previous repetition of steps c) to g) is higher than a threshold.
[0023] Preferably, when the termination condition is fulfilled, the method further comprises:

a’) amongst the conflicting demands, determining first conflicting service demands whose computed restoration
paths comprises a first conflicting link;
b’) amongst the conflicting demands, determining second conflicting service demands whose computed restoration
paths comprises a second conflicting link;
c’) given a number of first available network resources over the first conflicting link, determining first combinations
of the first conflicting service demands that can be restored by using the first available network resources;
d’) given a number of second available network resources over the second conflicting link, determining second
combinations of the second conflicting service demands that can be restored by using the second available network
resources;
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e’) computing selected combinations of conflicting service demands as a Cartesian product between said first
combinations and said second combinations;
f’) for each selected combination, determining all the possible sequencings of the conflicting service demands thereof;
g’) for each sequencing of conflicting service demands, computing a set of restoration paths according to the se-
quencing.

[0024] Preferably, step c) further comprises assigning a wavelength to the computed restoration path and step d)
comprises checking whether at least two service demands have respective restoration paths that share a wavelength
over the conflicting link or over another link of the communication network.
[0025] Preferably, step d) further comprises checking whether the computed restoration path is optically feasible.
[0026] Preferably, checking whether the computed restoration path is optically feasible comprises checking whether,
along the computed restoration path, an optical signal to noise ratio is higher than a given minimum optical signal to
noise ratio, and/or a polarization mode dispersion is lower than a given maximum polarization mode dispersion, and/or
a nonlinear effect is lower than a given maximum nonlinear effect.
[0027] Preferably, the failure combination is selected from a predetermined set of failure combinations and the method
further comprises repeating steps a) to h) for each failure combination within the predetermined set of failure combinations.
[0028] Preferably, the communication network is an optical communication network.
[0029] More preferably, the optical communication network is a GMPLS network.
[0030] Preferably, the method comprises displaying at a hardware device, through a graphical user interface, infor-
mation associated to the restoration paths computed at step c).
[0031] Preferably, the method comprises displaying at the hardware device, through the graphical user interface, a
list of links of the communication network and, upon selection of one of the links by a user, displaying a list of failure
combinations that do not affect the selected link, wherein the method further comprises performing steps a) to h) for
each of the displayed failure combinations.
[0032] According to a second aspect, the present invention provides a computer program product comprising computer-
executable instructions for performing, when the program is run on a computer, the steps of the method as set forth above.

Brief description of the drawings

[0033] Embodiments of the invention will be better understood by reading the following detailed description, given by
way of example and not of limitation, to be read with reference to the accompanying drawings, wherein:

- Figure 1 is a flow chart illustrating the steps of the method for performing a failure analysis according to the present
invention;

- Figure 2 is a flow chart illustrating in more detail the step of fault simulation;
- Figure 3 is a flow chart illustrating in more detail the step of calculating conflicts in the flow chart of Figure 2;
- Figure 4 is a flow chart illustrating in more detail the step of forcing termination in the flow chart of Figure 3;
- Figures 5a and 5b schematically show exemplary windows of a graphical user interface; and
- Figures 6a and 6b schematically shows an optical communication network and a fault condition of the optical

communication network.

Detailed description of preferred embodiments of the invention

[0034] Figure 1 shows a flow chart illustrating a number of steps for designing and deploying a communication network,
comprising the method for performing a failure analysis according to embodiments of the present invention.
[0035] Preferably, the communication network is an optical communication network. More preferably, the communi-
cation network is a wavelength division multiplexing (WDM) optical communication network. For instance, the optical
communication network may support the optical fiber transmission of 88 WDM signals (i.e. 88 WDM channels) with 50
GHz spacing Preferably, the communication network implements the GMPLS technology.
[0036] Step 101 of Figure 1 comprises designing a set of network resources for the communication network, such
network resources being the network resources that are needed for supporting a predefined set of service demands
(also indicated as "nominal service demands") generated by users of the communication network. This step may be
applied for dimensioning the network resources of a communication network prior to operating it, or for upgrading an
existing communication network.
[0037] The operation of designing the network resources at step 101 is performed by a network operator using a
network design tool. The network design tool is a software module which may be executed and stored on a dedicated
hardware device, such as a personal computer. The device is also capable of generating a graphical user interface
(GUI) supporting the network design tool, the GUI being suitable for displaying information relative to the network design
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in the form of graphic objects, such as windows, buttons and icons.
[0038] For each service demand, the network design tool computes a path across the communication network from
a source node, where the service demand is generated, to a destination node, and provides a dimensioning of the
physical transmission media and the network equipment necessary to route data along the path. Indeed, the computed
path comprises a set of links connecting the nodes intermediate between the source node and the destination node and
is allocated one or more channels along these links. The paths computed at step 101 comprise working paths and
protection paths, as described above.
[0039] The path computation is preferably performed by implementing a path finding algorithm, such as the constrained
shortest path first (CSPF) algorithm.
[0040] Step 101 of Figure 1 will not be described in greater detail since its implementation is known and it is not relevant
for the present description.
[0041] The output of step 101 is a set of network resources needed to support the given service demands. For instance,
given a predefined network topology (i.e. a predefined spatial configuration of network nodes and links) the output may
be indicative of the allocated channels and of the network equipment at the network nodes, with the configuration thereof,
necessary to route the allocated channels. In the following, the network resources comprised within this set will be
indicated as "nominal network resources". Moreover the working and protection paths computed during step 101 will be
indicated as "nominal paths".
[0042] Steps 102 and 103 implement the method for performing a failure analysis of the communication network,
according to embodiments of the present invention.
[0043] In particular, at step 102, the method of the present invention provides for, on the basis of the network design
output achieved at step 101, performing a fault simulation by computing restoration paths for circumventing a set of
faults, according to embodiments of the method of the present invention. The operations of step 102 are preferably
implemented through dedicated software module(s) cooperating with the network design tool and supported by the GUI,
such module(s) being preferably stored and executed by the same device storing and executing the network design tool.
[0044] In particular, the operator may, for instance, select one of the following fault simulation modes:

i) simulate all the failure combinations possibly occurring into the communication network, on a failure combination
by failure combination basis;
ii) simulate a reduced set of failure combinations (even a single failure) possibly occurring within the communication
network, on a failure combination by failure combination basis; and
iii) on a link by link basis, simulate the failure combinations that may cause conflicts in the restoration of service
demands along the considered link (as a matter of fact, these are the failure combinations that does not break the
considered link).

[0045] In each fault simulation mode, restoration paths are computed for the service demands interrupted by the
considered failure combinations.
[0046] Selection of one of the above fault simulation modes may be performed by the operator through the GUI.
[0047] At step 103, the method of the present invention provides for performing an analysis of the results of fault
simulation, according to embodiments of the method of the present invention. Preferably, the analysis may be performed
after fault simulation or in parallel with fault simulation, as it will be described in greater detail herein after. Also the
operations of step 103 are preferably implemented through dedicated software module(s) cooperating with the network
design tool and supported by the GUI, such module(s) being preferably stored and executed by the same device storing
and executing the network design tool.
[0048] Results of fault simulation may be, in accordance with the selected fault simulation mode:

i) a list of failure combinations and, for each failure combination, a list of conflicting service demands (i.e. service
demands that are conflicting on at least one link of their restoration paths across the communication network) and/or
a list of conflicting links (i.e. links of restoration paths along which at least two service demands are conflicting).
Such results may be visualized on a step-by-step basis, being the method for the fault simulation an iterative method,
as it will be described in greater detail herein after;
ii) same as for above mode i); and
iii) a list of links and, for each link, a list of failure combinations that affect the provisioning of service demands along
the link, and, for each of such failure combinations, the list of service demands whose restoration path comprises
such link and which are conflicting along the link, as it will be described in greater detail herein after.

[0049] In particular, during step 103, the GUI may display the results of the fault simulation after it has been performed
or while it is being performed.
[0050] On the basis of the results of the fault simulation, the operator, at the same step 103, may decide to add network
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resources to the nominal ones or modify the nominal network resources, in order to reduce the number of or avoid
conflicts of service demands across the communication network.
[0051] At step 104, the network resources (the nominal network resources and the possible additional ones, or only
the additional ones if the method is applied to an already existing communication network) are deployed in the commu-
nication network. This step may comprise an operation of modifying the nominal network resources in the communication
network.
[0052] Figure 2 shows a flow chart illustrating in greater detail step 102 of Figure 1. At step 201 of the flow chart of
Figure 2, the method provides for setting one or more input data for the fault simulation, on the basis of the outcomes
of the network design at step 101. In particular, the input data, irrespective of the selected simulation mode, comprise
one or more of the following data:

- information about the physical topology of the communication network (list of nodes, list of links, etc.);
- a list of ore or more failure combinations to be simulated;
- information about the network resources which may be used for the computation of restoration paths for the service

demands interrupted by the considered failure combinations. In particular, these network resources preferably com-
prise a set of channels over each link of the communication network available for implementing the restoration paths.
For instance, in a WDM system with 88 channels as described above, if 20 channels are used for the working or
protection paths, 68 may be used for the restoration paths. The network resource information preferably comprises
the number of available channels of each link and a wavelength associated to each available channel. The network
resources may also comprise the regenerators that are used along the nominal paths computed by the network
design tool;

- a maximum order N of restorations to be computed for each fault combination, as it will be described in detail herein
after, and

- a convergence threshold ConvTh, in the form of an integer number indicative of a threshold above which the number
of conflicting service demands is assumed to diverge, as it will be described in greater detail herein after.

[0053] The content of the input list of failure combinations to be simulated is chosen on the basis of the simulation
mode. In particular, in mode i), the input list of failure combinations comprises the whole set of possible failure combinations
occurring within the communication network. In mode ii), the input list of failure combinations comprises a selected set
of possible failure combination, e.g. a set of failure combinations of interest for the network operator or for a user of the
communication network. In mode iii), the input list of failure combinations comprises, for each considered link, a set of
failure combinations that do not interrupt the link. In any case, it is assumed that the list of failure combinations to be
simulated comprises NF failure combinations.
[0054] At steps 202-203 a first failure combination FC(1) is selected in order to start the fault simulation. At step 204
the method provides for calculating the possible conflicts along the restoration paths for the service demands interrupted
under the conditions of failure combination FC(1), as it will be described in greater detail herein after. As it is represented
by steps 205 and 206, the computation of the restoration paths and the possible conflicts is iterated by considering, at
each iteration, a different failure combination FC(i) comprised within the input list of failure combinations to be simulated,
until the last failure combination FC(NF) within the list (step 205) is taken into account.
[0055] Figure 3 shows a flow chart illustrating in more detail step 204 of Figure 2. For each considered fault combination
FC(i), step 204 comprises operations that are iterated according to an order j, which corresponds to an order of the
computed restoration paths, as it will be clearer herein after.
[0056] At the first order (step 301), for each fault combination FC(i), the method provides for, at steps 301-302,
determining a list BD(1) of service demands that are interrupted ("broken") due to the failure combination FC(i) and a
list BL(1) of links that are interrupted ("broken") due to the failure combination FC(i).
[0057] Then, at step 303, the method provides for computing a set of restoration paths for restoring the broken service
demands BD(1) avoiding the use of the broken links BL(1). Such computation is preferably performed by implementing
a path finding algorithm on the basis of the network resource information. This algorithm is preferably the same path
finding algorithm used at step 101 of Figure 1 for computing the nominal paths across the communication network, e.g.
the constrained shortest path first (CSPF) algorithm.
[0058] In particular, at step 303, for each broken service demand of the list of broken service demands BD(1), the
method provides for computing, by means of the path finding algorithm, a restoration path across the communication
network. Each restoration path is computed independently from the others. In other words, the same available network
resources are considered for each computed restoration path. Such implementation advantageously "simulates" the
computation of a restoration path performed by a GMPLS control plane instance at a source node.
[0059] According to a first embodiment of the method of the present invention, at step 303, each restoration path is
computed on the basis of the following network resource information:



EP 2 814 203 A1

8

5

10

15

20

25

30

35

40

45

50

55

- the number of available channels along each link of the communication network. At the first order, this number is
less than or equal to the number of channels supported by the link minus the number of channels already allocated
for the nominal paths over the link. Moreover, at the first order, the number of available channels includes the
channels previously associated to the broken demands BD(1), which are made available for the restoration path
computation.

[0060] At step 303 the method provides for returning both the restoration paths that actually might be set up (because
they comprise available network resources, i.e. available channels) and the restoration paths that actually might not be
set up (because of lack of at least one needed resource; this situation arises when, for instance, on one link of the
restoration path no channels are available for restoration because, e.g., they are all allocated for the nominal paths).
The former will be indicated as "successful restoration paths" while the latter will be indicated as "failed restoration paths".
[0061] Then, at the same step 303, the method provides for storing, in a path data structure, some information about
the computed restoration paths, either successful or failed. In particular, such stored information comprise the list of
links traversed by each restoration path, either successful or failed The restoration paths computed at this step will be
indicated as first order restoration paths.
[0062] Then, at step 304, a list of conflicting demands CD(1) and a list of conflicting links CL(1) is determined.
[0063] The list of conflicting demands CD(1) is determined as follows: from the knowledge of the restoration paths
computed at step 303, it is determined whether two or more restoration paths for the broken service demands share at
least one available network resource (i.e. one available channel along a link). If two or more restoration paths share one
available resource, it is determined that the shared resource is associated to the restoration path of one of such broken
demands while the other service demand(s) whose restoration path(s) share that same network resource is(are) added
to the list of conflicting demands CD(1). This situation may arise, for instance, when two restoration paths comprise a
same link and the link has only one channel available for restoration.
[0064] Selection of the service demand to which the shared network resource is associated (i.e. the service demand
which is not added to the list of conflicting demands CD(1)) may be performed on the basis of one or more of the following
criteria:

- the selected service demand is the demand whose computed restoration path comprises the maximum number of
hops; and

- the selected service demand is the demand whose restoration path comprises links having a lower number of
available network resources (i.e. less available channels), not considering the link along which the service demands
are conflicting.

[0065] The list of conflicting links CL(1) is determined by determining the links whose available network resource(s)
is(are) shared between the restoration paths of one or more broken service demands. The conflicting links CL(1) are,
in other words, links that, after the shared network resource is associated to one of the service demands, have no more
available resources for restorations.
[0066] If, at step 305, the list of conflicting demands CD(1) or the list of conflicting links CL(1) is empty, the method
provides for implementing steps 205-206 and considering another failure combination FC(i) within the set of failure
combinations at the input of the fault simulation (step 201 of Figure 2). In this case, after step 305, the path data structure
comprises a set of successful first order restoration paths in the form of groups of links traversed by each restoration
path computed at step 303. Moreover, each restoration path is preferably associated with the service demand it is meant
to restore, the failure combination it is meant to circumvent and the order j of restoration, i.e. 1.
[0067] If, at step 305, the list of conflicting demands CD(1) or the list of conflicting links CL(1) is not empty, the method
provides for, at step 306, checking if the order j of restoration is equal to the maximum order N. Moreover, at the same
step 306, the method provides for checking if the difference between the number of conflicting demands in the list CD(1)
and the number of broken demands exceeds the convergence threshold ConvTh. If this difference exceeds the conver-
gence threshold ConvTh, the number of conflicting demands is diverging.
[0068] If at least one of the two conditions above is not fulfilled, the operations at steps 303-306 are iterated. In
particular, the order of restoration is increased by one (step 307) and the lists of broken links and broken demands are
updated for the next order of restoration paths j+1 (step 308). More in particular, for the second order of restoration
paths, the updated list of broken demands BD(2) consists of the conflicting demands CD(1) that have been determined
at previous step 304 (i.e. the service demands that still have to be restored after the first iteration), and the updated list
of broken links BL(2) comprises the broken links already comprised in the former list of broken links BL(1) and the
conflicting links CL(1) that have been determined at previous step 304, which indeed are to be avoided in the successive
computation of restoration paths because they lack available network resources. Moreover, at a step non shown in the
flow chart of Figure 3, the method provides for updating also the network resource information to be used for the next
restoration path computation. In particular, the network resource information is updated so as to comprise the number
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of channels on each link which are currently available for the restoration path computation. At this step, this number is
computed so as not to comprise both the channels allocated for the nominal paths and the channels used for the
successful first order restoration paths.
[0069] Then, steps 303 to 306 are repeated and restoration paths of second order are computed and stored in the
path data structure, both successful restoration paths and failed restoration paths. Each restoration path is preferably
associated with the service demand it is meant to restore, the failure combination it is meant to circumvent and the order
j of restoration.
[0070] At each iterated step 304, the list of conflicting demands CD(j) is determined by first determining the service
demands whose computed restoration paths share at least one available network resource. Then, the restoration path
of one of such service demands is associated to the shared resource and the other service demands are added to the
list of conflicting demands CD(j).
[0071] Selection of the service demand to which the shared network resource is associated (i.e. the service demand
which is not added to the list of conflicting demands CD(j)) may be performed on the basis of one or more of the following
criteria:

- the selected service demand is the demand whose computed restoration path comprises the maximum number of
hops;

- the selected service demand is the demand whose restoration path comprises links having a lower number of
available network resources (i.e. less available channels), not considering the link along which the service demands
are conflicting; and

- the selected service demand is the demand for which the greatest number of restoration paths has already been
computed (this number comprising the restoration path of the current order j and the restoration path of lower orders).

[0072] The list of conflicting links CL(j) is determined by determining the links whose available network resource(s)
is(are) shared between restoration paths of order j, and that, in other words, after association of the shared network
resource to a service demand, have no more available resources for restorations.
[0073] According to the method of the present invention, for each failure combination FC(i) the order j of restoration
is incremented and steps 303 to 306 are repeated until at least one of the conditions at step 305 is fulfilled or, if the
conditions at step 305 are both not satisfied, until at least one of the conditions at step 306 is fulfilled. At each iteration,
restoration paths of j-th order are computed by considering a number of available channels over each link equal to the
number of available channels considered at the previous iteration minus the number of channels used for the successful
restoration paths of order j-1. Then, the computed restoration path of j-th order are stored in the path data structure,
both successful restoration paths and failed restoration paths.
[0074] At iterated step 306, it is checked if the current order j is higher than the maximum order N or if the difference
between the number of conflicting demands in the current list CD(j) and the number of conflicting demands in the previous
list CD(j-1) exceeds the convergence threshold ConvTh. If at least one of the above conditions is satisfied, the method
provides for forcing termination of the iterations of steps 303-306 (step 309).
[0075] Step 309 is described in detail by the flow-chart of Figure 4. It is assumed that, at the current order j of restoration
paths, the list of conflicting links CL(j) comprises NL links.
[0076] For each link L(k), k=1, ..., NL within the list of conflicting links CL(j) (step 401, 404 and 405), the method
provides for determining the conflicting service demands CDL(k) over the link L(k), and the number of available channels
over the link L(k) (step 402). Then, at step 403, the method provides for determining all the possible distinct combinations
combD(k) of the conflicting service demands CDL(k) over the available channels of the link L(k). For instance, if the
conflicting service demands CDL(k) comprise three service demands D1, D2, D3 and the number of available channels
over the link L(k) is 2, the following combinations are determined: (D1, D2), (D1, D3), (D2, D3). The number of different
combinations is equal to a binomial coefficient indexed by the number of conflicting demands over the link and the
number of available channels.
[0077] Steps 402 and 403 are repeated for each link L(k) of the list of conflicting links CL(j) at the current order of
restoration paths.
[0078] Once all the links have been taken into account (step 404, condition k=NL fulfilled), at step 406 the method
provides for computing the Cartesian product of the combination sets combD(1), combD(2), ..., combD(NL) of service
demands conflicting over the links L(1), L(2), ..., L(NL) comprised within the list of conflicting links CL(j). This computation
is performed by eliminating repetitions of service demands. The Cartesian product gives the possible combinations of
conflicting service demands over all the conflicting links. Further, at step 407, the combinations of the Cartesian product
are filtered for eliminating possible repetitions of combinations and a list of selected combinations Scomb of the conflicting
service demands over the conflicting links is determined. The number of selected combinations will be indicated as NS
and the selected combinations as Scomb(1), Scomb(2), ..., Scomb(NS).
[0079] For sake of example, it is assumed that 3 service demands D1, D2, D4 are conflicting over link L(1) and the
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number of available channels over the link L(1) is 2, while 4 service demands D1, D2, D3, D5 are conflicting over link
L(2) and the number of available channels over the link L(1) is 2. A number of 3 different combinations are determined
for link L(1), and listed in the following table, where each row corresponds to one combination and the "x" marks the
service demands of each combination:

[0080] A number of 6 different combinations are determined for link L(2) and listed in the following table:

[0081] The Cartesian product of the above combinations for link L(1) and L(2), followed by filtering, gives 14 selected
different combinations which are listed in the following table:

[0082] Then, for each possible selected combination Scomb(n), n=1, ..., NS (steps 408, 414 and 415), the method
provides for, at step 409, determine all the possible different sequencings of the service demands of the selected
combination Scomb(n). If the selected combination comprises a number NP(n) of demands, the number of different
sequencings is NP(n)!. Then, for each possible selected combination Scomb(n), n=1, ..., NS, the method provides for
computing a set of restoration paths for restoring the service demands of the selected combination Scomb(n) according
to each possible sequencing Pm(n), m=1, ..., NP(n)! (steps 410 to 412). Computation of the restoration paths is preferably
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X X

X X
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performed by implementing the same path finding algorithm considered at step 303 of Figure 3, e.g. the CSPF path
finding algorithm. The network resource information at the input of the path finding algorithm comprises, at each iterated
step 411, a number of available channels over each link which is equal to the number of available channels considered
at the previous iteration minus a number of channels allocated for the successful restoration paths computed at the
previous iterations. This way, restoration paths are computed by taking into account possible different sequencings of
the service demands over the conflicting links, given the available network resources over that links.
[0083] The restoration paths computed at iterated step 411 are stored in the path data structure, together with the
restoration paths computed at iterated step 303 of Figure 3 for the restorations of order 1, 2, ..., N. Within the path data
structure, each restoration path is in the form of the list of links traversed by the path. Moreover, each restoration path
is preferably associated to:

- the service demand it is meant to restore (either successfully or not);
- the fault combination it is meant to circumvent; and
- the order of restoration, corresponding to index j of iterated step 303 of Figure 3 at which the restoration path is

computed. The restoration paths computed at iterated step 411 of Figure 4 are associated to order N+1.

[0084] Advantageously, according to the method of the present invention, the fault simulation is less time consuming
than a simulation according to the known procedures described above. Indeed, with reference to the exemplary situation
described above for illustrating the flow chart of Figure 4, a full enumeration of all the possible sequencings of service
demands over the conflicting links L(1), L(2) would imply that a number of 3x6x4!=432 computations by the CSPF
algorithm shall be performed. Indeed, as listed in the tables above, link L(1) may carry 3 possible combinations of 2
service demands, link L(2) may carry 6 possible combinations of 2 service demands, so that, over the two links together,
3x6 combinations of 4 service demands are possible, and the number of different sequencings for each combination is
4! (indeed, the number of possible sequencings of service demands is the factorial of the number of service demands).
With the method of the present invention, redundant combinations are filtered away. Indeed, as listed in the last table
above, over the two links L(1), L(2) together, the filtered combinations comprise 5 combinations of 4 service demands,
8 combinations of 3 service demands and 1 combination of 2 service demands. Hence, thanks to filtering, a number of
5x4!+8x3!+1x2!=170 computations is actually to be performed, which number is significantly lower than when full enu-
meration is considered.
[0085] According to a second embodiment of the method of the present invention, the method still comprises steps
301-309 of the flowchart of Figure 3 and steps 401-415 of the flowchart of Figure 4, which have been described above.
However, according to the second embodiment, at iterated steps 303 of Figure 3 and 411 of Figure 4, each restoration
path is determined on the basis of the following network resources information:

1. the number of available channels along each link of the communication network; and
2. the wavelength associated to each available channel.

[0086] In particular, according to this second embodiment, at iterated step 303, the method provides for computing,
by means of the path finding algorithm, a restoration path on the basis of the number of the available channels over
each link, and for assigning a wavelength to be used for such a restoration path.
[0087] Then, the method provides for returning, for each restoration path of order j, the list of links traversed by the
path together with the wavelength assigned to the restoration path.
[0088] The wavelength assignment may be performed together with or after the computation performed by the path
finding algorithm. The assigned wavelength is preferably selected according to one or more of the following constraints:

- the assigned wavelength is the same over all the links comprised in the restoration path, and may be the same
wavelength assigned by the network design tool to the nominal path of the considered broken service demand;

- the assigned wavelength, for each service demand, may be selected as a wavelength that it is not already assigned
to any nominal path sharing at least one link with the currently computed restoration path; and

- if a conflict is detected along a link of the currently computed restoration path as described above, the assigned
wavelength is a wavelength that it is not already assigned to any nominal path or successful restoration path of
lower order along any other link of the currently computed restoration path, i.e. along the links of the restoration
path except the link over which the conflict is detected.

[0089] Then, preferably, a check is made whether along the restoration path (comprising the links over which conflicts
are detected) the assigned wavelength is already used for a nominal path or a successful restoration path of lower order.
Finally, the restoration paths are stored in the path data structure together with an information indicative of whether over
at least one link along the currently computed restoration path the wavelength allocated for the current restoration has
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been already used for a nominal path or a successful restoration path.
[0090] At each iteration, the network resource information at the input of the path finding algorithm preferably comprises
information about the number of available channels on each link and also about the wavelengths of these channels, so
that wavelengths already allocated for nominal paths and successful restoration paths of lower order j-1 may be avoided
when the restoration paths of the current order j are computed.
[0091] At iterated step 411, the same check described above is made for the restoration paths computed for restoring
the service demands of each selected combination Scomb(n), n=1, ..., NS according to each possible sequencing Pm(n),
m=1, ..., NP(n)!. Again, each restoration path stored within the path data structure after each step 411 comprises an
information indicative of whether over at least one link used along the restoration path the wavelength allocated for the
restoration has been already used for another nominal/restoration path.
[0092] According to an advantageous variant, which may be applied both to the first embodiment and the second
embodiment of the method of the present invention, at iterated steps 303 and 411, after computation of a restoration
path, a check is added in order to establish if the restoration path is optically feasible, i.e. if the restoration path exceeds
the optical reach for the optical signal propagating along the path. The optical reach is the maximum distance an optical
signal can propagate without any optical/electrical/optical (O/E/O) regeneration. For determining if the restoration path
exceeds the optical reach, the method of the present invention provides for determining one or more of the following
parameters associated to the propagation of an optical signal along the considered restoration path: optical signal to
noise ratio (OSNR), polarization mode dispersion (PMD) and nonlinear effect (NLE). If the optical signal to noise ratio
is higher than a given minimum optical signal to noise ratio, and/or the polarization mode dispersion is lower than a given
maximum polarization mode dispersion, and/or the nonlinear effect is lower than a given maximum nonlinear effect, then
the method of the present invention provides for determining that the restoration path is optically feasible.
[0093] According to this advantageous variant, each restoration path is then stored in the path data structure together
with an information indicating whether the restoration path is optically feasible or not.
[0094] As described above, according to the method of the present invention, the analysis of step 103 of the flow chart
of Figure 1 may be performed nearly simultaneously with the fault simulation of step 102.
[0095] As already described, both the fault simulation and the analysis are preferably implemented in combination
with the GUI on a dedicated hardware equipped with an input module, such as a keyboard and/or a mouse, and an
output device, such as a monitor, through which a user may interact with both the fault simulation and the analysis
according to one of the simulation modes i)-iii) described above. In particular, the user may set the input data for the
fault simulation, visualize, order and analyze the results of the fault simulation and decide, during the analysis, if and
where to allocate additional network resources in order to react to fault conditions. In the following, operations that may
be performed by applying the method of the present invention will be recalled by describing an exemplary GUI that may
be exploited by a user to implement the method.
[0096] Figure 5a, shows an exemplary window displayed by the GUI when in case the fault simulation mode i) or ii)
is implemented. In this case indeed the user may follow the sequence of operations listed below:

1. the user may determine one or more failure combinations to be simulated (the simulation mode i provides for
simulating all the possible failure combinations), which may be displayed on the GUI through respective graphic
objects such as buttons, each indicative of a failure combination ("fault 6", "fault 9" in Figure 5a);
2. the user may select a failure combination and activate the operations relative to fault simulation described above
with reference to step 204 of the flow chart of Figure 2; selection may be performed by selecting the respective
graphic object (e.g. clicking on the respective button) in the GUI: for instance, with reference to Figure 5a, the user
may click on the button "fault 6" for activating the operation of fault simulation with respect of the specific failure
combination identified by that button;
3. during the fault simulation, the data of the path data structure (order of restoration paths, conflicting service
demands and conflicting links for each order, etc.) are collected; at the end of the fault simulation, they may be
uploaded and displayed on the GUI as shown in Figure 5a: each time an order j of restoration paths is computed,
a graphic object, e.g. a button, indicative of this order is displayed ("step 1"); by selecting this graphic object, e.g.
by clicking on this button, the user may upload and visualize, possibly in the form of further graphic objects such as
further buttons, a list of conflicting demands ("demand 35", "demand 49", "demand 99") and a list of conflicting links
("link 143", "link 253", "link 658"). Selecting the graphic object indicative of a service demand (e.g. clicking on the
corresponding button) may upload and display a list of the links traversed by the computed restoration path for that
service demand.

[0097] It is appreciated that, as shown in Figure 5a, the GUI may be organized and used with a defined ordering (faults,
order of restoration paths, conflicting demands and links) which reflects the order of the operations performed during
fault simulation.
[0098] Figure 5b, shows an exemplary window displayed by the GUI in case the fault simulation mode iii) is implemented.
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In this case indeed the user may follow the sequence of operations listed below,:

1. the user may set one or more links of interest, e.g. one or more links having less available network resources
(i.e. less available channels). Such links may be displayed on the GUI by means of respective graphic objects such
as buttons ("link 253", "link 13" in Figure 5b);
2. for each of those links, the list of failure combinations that does not break the selected links is available to the
user and it may be displayed on the GUI by respective further graphic objects such as buttons ("fault 6", "fault 9",
"fault 12" in Figure 5b);

2.1 the user may select a failure combination and activate the operations relative to fault simulation described
above with reference to step 204 of the flow chart of Figure 2. Selection may be performed by selecting the
respective graphic object, e.g. by clicking on the respective button, in the GUI: for instance, with reference to
Figure 5b, the user may click on button "fault 6" for activating the operation of fault simulation with respect of
the specific failure combination identified by that button. At the end of fault simulation, results are uploaded from
the path data structure (and displayed in correspondence of the graphic object indicative of the failure combi-
nation) in terms of data indicative of:

- the order of restoration at which at least two service demands are conflicting over the selected link due to
the considered fault combination;

- the number of available channels over the selected link;
- the number of wavelengths that may be assigned to restoration paths over the selected link; notwithstanding

the fact that each channel is associated to a different wavelength, the number of available wavelengths
may be different from the number of available channels since a wavelength may be already used for another
nominal/restoration path on another link; and

- the number of conflicting service demands over the selected link;

Moreover, the list of conflicting demands may be uploaded and displayed on the GUI through respective graphic
objects such as buttons ("demand 23", "demand 35", demand 56" in Figure 5b). By selecting one of these
graphic objects, the user may visualize:

- data indicating whether the selected demand has a restoration path that is optical feasible; and/or
- data indicating whether assigned wavelength has not already been assigned to another nominal/restoration

path; and/or
- the list of links traversed by the restoration path computed for the selected service demand.

[0099] The links may be ordered according to a user selectable parameter, e.g. the number of resources available on
the link or a probability of failure of the link. In the former case, the user may focus his attention on links that have a
lower amount of available resources for restorations, which are more likely to cause conflicts. In the latter case, the user
may focus on links having a higher failure probability so as to avoid adding resources for circumventing failures that are
less probable.
[0100] The description above about the interaction between a user an the GUI is merely exemplary. Indeed, the GUI
may be merely an instrument for visualizing the results of the fault simulation, possibly in a selected order of visualization
(e.g. faults, order of restoration paths, conflicting service demand and links as in Figure 5a, or links, faults, conflicting
service demands as in Figure 5b), and the operations described above may be performed in a completely automatic
manner, without the user having to select graphical objects in the GUI for activating the fault simulation or visualizing
results for the analysis.
[0101] As already described above, on the basis of the analysis, the user may decide to intervene by adding the
necessary network resources to or modifying the nominal network resources (or the network resources already deployed
in an existing communication network) to reduce or avoid the effects of failures on service demands. Examples of possible
interventions in an optical communication network are:

- addition of an optical fiber;
- addition of an optical regenerator, able to regenerate the optical signal but also, possibly, to recolor (i.e. changing

the wavelength of) the optical signal; and
- modification of the optical add-drop multiplexers at the nodes of the optical communication network, e.g. replacement

of a colored optical add-drop multiplexer with a colorless one, or replacement of a directioned optical add-drop
multiplexer with a directionless one.
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[0102] Figures 6a and 6b show an exemplary fault condition in an optical communication network CN and represent
the effect of a possible intervention by a user, according to the information achievable by implementing the method
described above.
[0103] The an exemplary optical communication network CN comprises six nodes N1, N2, N3, N4, N5, N6
[0104] Figure 6a show an exemplary fault condition in the optical communication network CN. It is assumed that a
service demand generated at node N1 and destined to node N2 is allocated a nominal path NP1 which traverses node
N3. As shown in Figure 6a, it is supposed that a failure FC(1) breaks the link between node N1 and node N3. Figure 6a
also shows a restoration path RP1 computed by the path finding algorithm according to the method of the present
invention. The restoration path RP1 traverses nodes N4, N5, N6.
[0105] Through fault simulation and analysis as implemented according to the method of the present invention, a user
may have an indication that the restoration path RP1 is not optically feasible. In this case, as shown in Figure 6b, the
user may decide to introduce in the optical communication network an optical regenerator R, for instance at node N5,
able to regenerate the optical signal.
[0106] In another situation, the user may have an indication that the wavelength assigned to the restoration path RP1
is already used over one or more links along the path. For instance, the indication returned by fault simulation for the
restoration path RP1 is that the wavelength has been already used over the link connecting node N6 and node N2. In
this case, as described with reference to Figure 5b, the user may be presented with this indication during the analysis
and may decide to introduce a regenerator R, for instance at node N5, which is able to recolor the optical signal, so that
along the restoration path RP1 one wavelength is used between node N1 and node N5 (solid line) and another one may
be used between node N5 and node N2 (dotted line). Alternatively, the user may decide to intervene on the optical add-
drop multiplexers at the source node N1 and at the destination node N2, for instance replacing colored optical add-drop
multiplexers with colorless ones, in order to be able to change the wavelength of the optical signal and use a non
conflicting wavelength along the restoration path RP1.
[0107] Advantageously, the method of the present invention allows to identify in advance potential conflicts between
service demands in using the network resources when restoration is applied. This permits to take into account the
conflicts when dimensioning the network resources in a communication network, so that such dimensioning is optimized
and allows avoiding to fail the restoration of services due to the possible misalignments between the outcomes of the
design tool and the behaviour of the network in the field.
[0108] Moreover, the method of the present invention is more efficient, from the point of view of simulation time, than
known methods that perform a time consuming fault simulation. Indeed, the fault simulation of the present invention is
advantageously faster.
[0109] The method of the present invention is more efficient also from the point of view of selecting a simulation mode
which reflects the needs and interests of an operator or a user. Indeed, a user of the communication network may not
be interested in the effects of faults within the entire communication network, but he may be interested in focusing on
particular links. In particular, a user may be interested in focusing his attention on links having less network resources
that may be shared between different service demands and hence are more likely to cause conflicts, or on links having
a high probability of failure. In other words, the user may be interested in reducing the space of the faults to be simulated
to a reduced group of faults or to the faults affecting only a selected group of links. According to the method of the present
invention, the fault simulation and the subsequent analysis may be advantageously flexible so as to be tailored to the
needs of the operator or user, avoiding, for instance, the time consuming simulation of the effects of all the fault conditions
in the communication network.

Claims

1. A method for performing a failure analysis of a communication network comprising a number of links and a number
of nodes supporting transmission of a number of service demands, the method comprising:

a) selecting a failure combination (FC(1)) affecting said links and/or said nodes;
b) determining, amongst said number of service demands, one or more broken service demands (BD(1)) affected
by said failure combination (FC(1)) and, amongst said links, one or more broken links (BL(1)) affected by said
failure combination (FC(1));
c) computing a respective restoration path for each broken service demand, each of said restoration paths being
computed by excluding said broken links (BL(1));
d) amongst said broken service demands (BD(1)), determining whether at least two service demands have
respective restoration paths that share a network resource over a conflicting link;
and, in the affirmative:
e) associating said shared network resource to one of said at least two service demands;
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f) removing, from said broken service demands (BD(1)), said one of said at least two service demands to which
said shared resource is associated and the service demands whose restoration paths do not share any network
resource;
g) adding said conflicting link to said broken links (BL(1)); and
h) repeating steps c) to g) until a termination condition is fulfilled.

2. The method according to claim 1, wherein at said step c) computation of a restoration path is performed on the
basis of a number of available channels over the links of the communication network.

3. The method according to claim 2, wherein said termination condition comprises at said step d) determining that no
broken service demands have respective restoration paths sharing a network resource.

4. The method according to claim 2, wherein at step e) each service demand of said at least two service demands
whose restoration path is not assigned the shared network resource is put in a list of conflicting demands (CD(j)),
and said termination condition comprises repeating said steps c) to g) for a given number of times (N).

5. The method according to claim 2, wherein at step e) each service demand of said at least two service demands
whose restoration path is not assigned the shared network resource is put in a list of conflicting demands (CD(j)),
and said termination condition comprises determining that a difference between the number of conflicting demands
(CD(j)) at a current repetition of steps c) to g) and the number of conflicting demands (CD(j)) at a previous repetition
of steps c) to g) is higher than a threshold (ConvTh).

6. The method according to claim 4 or 5, wherein, when said termination condition is fulfilled, the method further
comprises:

a’) amongst said conflicting demands (CD(j)), determining first conflicting service demands (CDL(k)) whose
computed restoration paths comprises a first conflicting link (L(k));
b’) amongst said conflicting demands (CD(j)), determining second conflicting service demands (CDL(k)) whose
computed restoration paths comprises a second conflicting link (L(k));
c’) given a number of first available network resources over the first conflicting link, determining first combinations
(comb(1)) of said first conflicting service demands that can be restored by using said first available network
resources;
d’) given a number of second available network resources over the second conflicting link, determining second
combinations (comb(2)) of said second conflicting service demands that can be restored by using said second
available network resources;
e’) computing selected combinations (Scomb) of conflicting service demands as a Cartesian product between
said first combinations (comb(1)) and said second combinations (comb(2));
f’) for each selected combination (Scomb(n)), determining all the possible sequencings of the conflicting service
demands thereof;
g’) for each sequencing of conflicting service demands, computing a set of restoration paths according to said
sequencing.

7. The method according to any of the preceding claims, wherein said step c) further comprises assigning a wavelength
to the computed restoration path and step d) comprises checking whether at least two service demands have
respective restoration paths that share a wavelength over said conflicting link or over another link of the communi-
cation network.

8. The method according to any of the preceding claims, wherein said step d) further comprises checking whether the
computed restoration path is optically feasible.

9. The method according to claim 8, wherein checking whether the computed restoration path is optically feasible
comprises checking whether, along the computed restoration path, an optical signal to noise ratio is higher than a
given minimum optical signal to noise ratio, and/or a polarization mode dispersion is lower than a given maximum
polarization mode dispersion, and/or a nonlinear effect is lower than a given maximum nonlinear effect.

10. The method according to any of the preceding claims, wherein said failure combination (FC(1)) is selected from a
predetermined set of failure combinations and the method further comprises repeating steps a) to h) for each failure
combination (FC(i)) within said predetermined set of failure combinations.
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11. The method according to any of the preceding claims, wherein said communication network is an optical commu-
nication network.

12. The method according to claim 11, wherein said optical communication network is a GMPLS network.

13. The method according to any of the preceding claims, the method comprising displaying at a hardware device,
through a graphical user interface, information associated to the restoration paths computed at said step c).

14. The method according to claim 13, the method comprising displaying at said hardware device, through said graphical
user interface, a list of links of said communication network and, upon selection of one of said links by a user,
displaying a list of failure combinations that do not affect said selected link, wherein the method further comprises
performing said step a) to h) for each of said displayed failure combinations.

15. A computer program product comprising computer-executable instructions for performing, when the program is run
on a computer, the steps of the method according to any of the preceding claims.

Amended claims in accordance with Rule 137(2) EPC.

1. A method for performing a failure analysis of a communication network comprising a number of links and a number
of nodes supporting transmission of a number of service demands, the method comprising:

a) selecting a failure combination, FC(1), affecting said links and/or said nodes;
b) determining, amongst said number of service demands, one or more broken service demands, BD(1), affected
by said failure combination, FC(1), and, amongst said links, one or more broken links, BL(1), affected by said
failure combination, FC(1);
c) computing a respective restoration path for each broken service demand, each of said restoration paths being
computed by excluding said broken links, BL(1);
d) amongst said broken service demands, BD(1), determining whether at least two service demands have
respective restoration paths that share a network resource over a conflicting link;
and, in the affirmative:
e) associating said shared network resource to one of said at least two service demands;
f) removing, from said broken service demands, BD(1), said one of said at least two service demands to which
said shared resource is associated and the service demands whose restoration paths do not share any network
resource;
g) adding said conflicting link to said broken links, BL(1); and
h) repeating steps c) to g) until a termination condition is fulfilled.

2. The method according to claim 1, wherein at said step c) computation of a restoration path is performed on the
basis of a number of available channels over the links of the communication network.

3. The method according to claim 2, wherein said termination condition comprises at said step d) determining that
no broken service demands have respective restoration paths sharing a network resource.

4. The method according to claim 2, wherein at step e) each service demand of said at least two service demands
whose restoration path is not assigned the shared network resource is put in a list of conflicting demands, CD(j),
and said termination condition comprises repeating said steps c) to g) for a given number of times, N.

5. The method according to claim 2, wherein at step e) each service demand of said at least two service demands
whose restoration path is not assigned the shared network resource is put in a list of conflicting demands, CD(j),
and said termination condition comprises determining that a difference between the number of conflicting demands,
CD(j), at a current repetition of steps c) to g) and the number of conflicting demands, CD(j), at a previous repetition
of steps c) to g) is higher than a threshold, ConvTh.

6. The method according to claim 4 or 5, wherein, when said termination condition is fulfilled, the method further
comprises:

a’) amongst said conflicting demands, CD(j), determining first conflicting service demands, CDL(k), whose
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computed restoration paths comprises a first conflicting link. L(k);
b’) amongst said conflicting demands. CD(j), determining second conflicting service demands. CDL(k), whose
computed restoration paths comprises a second conflicting link L(k);
c’) given a number of first available network resources over the first conflicting link, determining first combinations,
comb(1), of said first conflicting service demands that can be restored by using said first available network
resources;
d’) given a number of second available network resources over the second conflicting link, determining second
combinations, comb(2), of said second conflicting service demands that can be restored by using said second
available network resources;
e’) computing selected combinations, Scomb, of conflicting service demands as a Cartesian product between
said first combinations, comb(1), and said second combinations, comb(2);
f’) for each selected combination, Scomb(n), determining all the possible sequencings of the conflicting service
demands thereof;
g’) for each sequencing of conflicting service demands, computing a set of restoration paths according to said
sequencing.

7. The method according to any of the preceding claims, wherein said step c) further comprises assigning a wave-
length to the computed restoration path and step d) comprises checking whether at least two service demands have
respective restoration paths that share a wavelength over said conflicting link or over another link of the communi-
cation network.

8. The method according to any of the preceding claims, wherein said step d) further comprises checking whether
the computed restoration path is optically feasible.

9. The method according to claim 8, wherein checking whether the computed restoration path is optically feasible
comprises checking whether, along the computed restoration path, an optical signal to noise ratio is higher than a
given minimum optical signal to noise ratio, and/or a polarization mode dispersion is lower than a given maximum
polarization mode dispersion, and/or a nonlinear effect is lower than a given maximum nonlinear effect.

10. The method according to any of the preceding claims, wherein said failure combination, FC(1), is selected from
a predetermined set of failure combinations and the method further comprises repeating steps a) to h) for each
failure combination, FC(i), within said predetermined set of failure combinations.

11. The method according to any of the preceding claims, wherein said communication network is an optical com-
munication network.

12. The method according to claim 11, wherein said optical communication network is a GMPLS network.

13. The method according to any of the preceding claims, the method comprising displaying at a hardware device,
through a graphical user interface, information associated to the restoration paths computed at said step c).

14. The method according to claim 13, the method comprising displaying at said hardware device, through said
graphical user interface, a list of links of said communication network and, upon selection of one of said links by a
user, displaying a list of failure combinations that do not affect said selected link, wherein the method further comprises
performing said step a) to h) for each of said displayed failure combinations.

15. A computer program product comprising computer-executable instructions for performing, when the program is
run on a computer, the steps of the method according to any of the preceding claims.
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