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Description

[0001] The invention relates to embedding a watermark into either a still picture or a sequence of moving pictures;
this may be used to assist in detection of copying or identification of the originator of material or for transmitting hidden
data. A watermark is a mark or data sequence that is embedded substantially invisibly into a picture for helping to
identify the originator or the intended recipient of the picture or to detect tampering.
[0002] It has been considered to modulate a watermark onto sample mean values, also known as DC-values, but
this has tended to result in unacceptable picture distortion.
[0003] Yeung and Mintzer [Journal of Electronic Imaging 7(3), 578-591 (July 1998)] proposed a watermarking system
in which a watermark is applied to DC coefficients of a JPEG compressed image. This is stated to produce satisfactory
results for an RGB image but there was some noticeable degradation (blockiness) observed when the watermark was
applied to luminance values. Investigations by the inventor have suggested that such a technique is unsuited to high
quality image reproduction or broadcast quality motion video marking as the artifacts tend to become too visible, and
one is generally dealing with a luminance signal rather than an RGB signal.
[0004] Qiao and Nahrstedt [IEEE International Conference on Multimedia Computing and Systems, Austin Texas
USA, 28th June - 1 st July 1998] proposed a watermarking technique in which a watermark is applied to DCT coefficients
in the transform domain. The technique is suitable for MPEG coded video. This disclosure notes that problems can
arise when a watermark is applied to both DC and AC coefficients and suggests that no watermark should be applied
to the DC coefficients. A drawback of this method is that the watermark must be applied in the transform domain and
this may require transformation of an image, thereby increasing the complexity of the method.
[0005] For the above reasons, attempts have concentrated largely on spread spectrum techniques or embedding
information into frequency bands other than DC values. The watermark is usually modulated onto a low frequency
band. This makes the watermark more robust against attacks that are based on low pass signal processing such as
data compression or digital filtering. This is in line with the properties of the human visual system. As a consequence,
an attack on a low frequency band for corrupting the watermark information runs the risk of introducing visible distortions
into the picture. However, for similar reasons, embedding the watermark may present problems; it may either require
complex and difficult to reproduce algorithms, may not embed the data reliably, or may introduce visible distortions.
[0006] A number of patents assigned to Digimarc Corporation having similar disclosures, of which US-A-5832119 is
a representative example, disclose a watermarking method in which a periodically repeating picture is filtered to remove
low and high frequency components to leave only mid-band components and added to a picture. In addition to the
drawbacks identified above for techniques of this nature, a specific drawback with this method which the inventor has
identified is that the watermark may become visible with certain picture types, particularly in flat areas of the picture.
Due to the complexity of the method and hence processing required, the method is unsuited, in practical terms, to
marking of moving video sequences, particularly of broadcast quality.
[0007] The inventor has appreciated that, whilst attempts to modulate a watermark signal onto DC values have
generally been unsuccessful for the reasons mentioned above, the use of DC values might offer a robust and simple
watermarking system as compared to conventional techniques, if these difficulties could be overcome.
[0008] According to a first aspect, the invention provides a method as set out in Claim 1.
[0009] When the watermark is embedded into a moving sequence, it has been found that, surprisingly, although the
watermark may be almost impossible to detect when the sequence is viewed frame by frame or in slow motion, artifacts
may become visible when the sequence is viewed at normal speed. Investigation has found that this is due to movement
in the picture causing the effectively static grid corresponding to assignment of watermark values to appear in a similar
manner to a dirty window overlaid on the picture. Further investigations have revealed that other known watermarking
techniques, when examined closely, are prone to similar problems. The prior art does not address these unforseen
problems which are peculiar to moving sequences.
[0010] By making use of a plurality of adjustment factors for each watermark value, each of which adjustment factors
is a function of a local estimate of visibility of the watermark within the picture and which is a function of the picture
sample values (and substantially independent of the watermark values), it has been found that, surprisingly, the wa-
termark information can be reliably embedded in the picture without causing unacceptable distortion to the picture.
The embedded watermark value may then change the local mean or DC-values of the subset of pixels in which it is
embedded, rendering detection simple and reliable.
[0011] It will be appreciated that this method may result in a watermarked picture in which watermark information is
barely present or even not present at all in certain regions of the picture where the estimate of visibility suggests that
the presence of the watermark is likely to cause visible distortions to the picture.
[0012] Preferably the magnitude of adjustment factors is determined from the picture sample values based on an
estimate of visibility, preferably from the local variance. This enables the watermark values to be concealed effectively.
There will be a plurality of values calculated for each subset, to take into account picture variation, and there is preferably
an independently determined adjustment value for each picture sample, although calculation of neighbouring adjust-
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ment factors may involve some overlap to reduce calculation.
[0013] The sign of the adjustment factors is preferably a function of the watermark values, the watermark values
preferably comprising a binary sequence of 0 and 1, being encoded as positive and negative signs respectively, or
vice versa. By changing the sign, a robust coding scheme is provided, the magnitude of the change not being critical
in detecting the watermark and hence being adjustable to allow the watermark to be kept substantially invisible. Alter-
natively, the magnitude may be adjusted in steps; this may increase the available data capacity but may increase
visibility, reduce robustness or increase complexity.
[0014] In a development, since measures of visibility may be determined from the watermarked picture which should
correspond substantially to the originally determined measures of visibility, it should be possible at a decoder to deter-
mine the available room for data and thus to employ dynamic allocation of watermark values or data values by encoding
more data (perhaps 2 or even 3 bits) in a region where the visibility estimate suggests that larger adjustments can be
tolerated. Similarly, decoding may disregard regions where a visibility estimate suggests that no data will be encoded.
Weighted filtering may be employed at a decoder, based on an estimate of visibility.
[0015] As an alternative to a binary system using positive and negative signs, a three level system in which zero
adjustment is employed could be used; this may not be so advantageous for simple watermarking as zero adjustments
would not assist in correlation, but could be used for data samples carried within the watermark (as discussed below)
to increase the data capacity.
[0016] The adjustment factors may be combined with picture values by adding (which term is intended to encompass
weighted addition or subtraction); this is simple to implement but effective, but more complex combination such as
averaging may be employed.
[0017] Where it is desired for the watermark to be robust, for example to carry data or to make the watermark difficult
to delete so that the source can be identified, as indicated above, the picture samples are preferably substantially
adjacent. Small translations and distortions will tend to leave at least some of each subset of samples sufficiently
unaffected for a determination of the watermark value for that subset. A grid may be defined, preferably substantially
rectangular for ease of processing, although hexagonal or other grid shapes may be employed, and the samples in
each region of the grid may be assigned to a subset. In this way, when it comes to decoding, a slight misalignment of
the grid will normally not prevent the majority of samples within a decoding grid from carrying the correct value and
permitting correct decoding.
[0018] When the picture is to be coded or compressed by an algorithm which partitions the picture into blocks, for
example JPEG or MPEG coding, the grid preferably corresponds to blocks or groups of blocks of the coding algorithm.
This may enable efficient processing and may also ensure that the watermark is reliably carried (more so than if indi-
vidual watermark values were assigned to pixels in different blocks).
[0019] It has been found that if each subset comprises a block of at least about 4 by 4 samples (or 16 samples if
non-rectangular grouping is used), this provides a much higher degree of robustness against a variety of attacks than
a comparative example in which significantly fewer (or only one) picture samples per watermark value are employed.
Preferably, blocks of at least about 8 by 8 samples (or similar size, at least about 64 samples if non-rectangular grids)
are used, more preferably, at least for broadcast quality images, blocks of at least about 8 by 16 (preferably 8 vertically,
16 samples horizontally).
[0020] In a preferred development, a restriction condition is applied to the choosing of watermarks from the available
watermarks. This may reduce the amount of data that can be carried but may increase robustness or error tolerance
or detection. In a preferred embodiment, the watermarks are subdivided into subsets (for example 16 watermarks are
sub-divided into 4 subsets of 4 marks) and a restriction condition related to the subsets is employed, for example
exactly one (or in certain less preferred cases another predetermined number, for example in the case of larger subsets)
watermark is chosen from each subset or each of a predetermined number of subsets (for example 1 mark from each
of 3 of 4 subsets of 4 marks). By applying such a restriction, a measure of errors or the reliability of the data can be
obtained based on the fact that there should be a given number (preferably one) of watermarks in each subset so if
detection yields no marks or a reasonable probability of more than one mark in a subset, it can be assumed that the
data is noisy or unreliable.
[0021] Watermark values may be assigned to substantially the whole of a picture. This may increase the dimension
of the watermark and make unauthorised copying and detection more difficult. However, a repeating watermark may
be used, or certain portions of the picture may be left blank.
[0022] The watermark may comprise a substantially static component and a variable component, the static compo-
nent enabling the watermark to be positively identified, and the variable component carrying additional information, for
example one or more of picture (or programme) title, date, author, originator, intended recipient, copying permissions,
equipment or recording or coding conditions, user definable data and the like. Looked at another way, data may be
carried with the watermark. In the case of a moving picture sequence, a separate hidden data stream may be carried,
some of the watermark assisting in alignment and framing and the remainder carrying user data. If the application is
such that the source and framing of the sequence can be guaranteed, then no static watermark may be needed for
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synchronisation, and the whole of the watermark may in fact comprise variable user information.
[0023] In certain cases, it may be desirable to make the watermark "fragile", so that processing of the data can be
detected readily by measuring degradation of the watermark; this may be used for authentication of original copies.
This may be achieved by scattering the picture sample values of each subset over the picture, and by increasing the
number of watermark values and decreasing the number of pixels per value. At the extreme, the method may be
modified to use only a single picture sample per watermark value, but this will normally require use of the original
picture to detect the watermark reliably.
[0024] The watermark preferably comprises a pseudo random pattern; this makes it harder for an unauthorised
person to detect or apply the watermark. However, in certain applications, a logo or regular pattern may be employed;
this may simplify identification, for example visually from a difference picture.
[0025] The watermarked picture may be communicated or stored together with data facilitating identification of the
watermark, as set out in Claims 12 to 14.
[0026] The invention further provides a method of testing for the presence of a watermark as set out in Claim 17 and
the preferred features set out in Claims 18 to 20.
[0027] The invention further provides a watermarked sequence of pictures or data storage means containing a se-
quence of pictures as set out in claim 21.
[0028] The invention further provides an apparatus for embedding a watermark as set out in claim 22 and a computer
program or computer program product as set out in claim 23.
[0029] Further aspects and preferred features are set out in the dependent claims respectively, and may also be
found in the following description of a preferred embodiment.
[0030] An embodiment of the invention will now be described by way of example, with reference to the accompanying
drawings in which:-

Fig. 1 shows a general outline of a watermarking system;
Fig. 2 illustrates partition of a picture into square cells;
Fig. 3 schematically illustrates an example of calculation of variance for current sample sn and its neighbouring
samples that belong to Bn;
Fig. 4 illustrates partition of a picture into square cells that carry either a watermark sample or a data bit;
Fig. 5 illustrates sub-division of a set of 16 watermarks into 4 subsets of 4;
Fig. 6 shows an 8 x 8 sample block for carrying data;
Fig. 7 shows the blocks of Fig. 6 tiled m x n;
Fig. 8 shows the tiled blocks of Fig. 7 forming a data watermark spread across a picture.

[0031] Referring to Fig. 1, the watermark w is embedded into the original signal, resulting in the watermarked signal.
The watermarked signal may be changed by friendly attacks that are caused by transmission techniques e.g. data
compression or by hostile attacks that deliberately attempt to remove the watermark. Therefore, the signal s

^
w instead

of sw feeds the input of the watermark-detector. The detector outputs a binary decision which indicates if a given
watermark is present in the input signal or not.
[0032] In this description restricted watermarking means that the original signal is also needed as an input to the
watermark-detector. In this case watermark detection is restricted to users who are in possession of the original signal.
Unrestricted watermarking means that the original signal is not needed during detection. Both cases will be addressed.
[0033] The watermark is a zero-mean (to prevent a change in global mean [average brightness] of the signal after
watermarking) white noise random signal that is chosen independently from the original signal and difficult-to-predict
for an attacker. The role of the watermark is similar to the role of the secret key in a symmetric crypto-system. A pseudo
random bit generator can be used for obtaining the antipodal series w(1),...w(k),...w(K) with

[0034] In restricted watermarking the seed-number of the bit generator can depend on the value of a hash function
that is applied to the samples of the original signal for providing authentication.
[0035] The original picture s is partitioned into cells. This is shown in Fig. 2 for a square cell shape. There is no
restriction on the cell shape and any other tiling of the x/y-plane can be used just as well, for example a hexagonal
grid. The cell shape and the cell size are parameters that are kept secret together with the watermark w. Let Ck denote
the set of indices that select the samples of the k-th cell. The watermark is modulated onto the sample values as

(1) w2(k) = 1 , k = 1,...,K.

(2) sw(n) = s(n) + w(k)·α2(n) , n [ Ck.
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[0036] The magnitude depends on a visibility measure and determines by how much the amplitude of a sample can
be changed without creating a visible distortion. For example the local variance can be calculated in a small window
of 7x7 samples that is centred at the current sample position, see Fig.3. Let Bn denote the set of indices that select
the samples in the neighbourhood including the current index n.
[0037] The variance is calculated as

[0038] Averaging over all samples gives the mean value

[0039] Additionally, the positive modulation index q is introduced for allowing a global control of the energy of the
modulated watermark, resulting in the magnitude

[0040] As a consequence of eq. (5) no watermark information is embedded into flat areas that are detected with a
threshold thflat.
[0041] Eqn.(5) is one example for the calculation of the magnitude α2(n) and more sophisticated models of the human
visual system can be applied in combination with the embedding method that is specified in eq. (2).
[0042] After transmission and possible attacks the received signal is partitioned into cells of appropriate shape
and size corresponding to the embedding procedure. For each cell a sample mean value is calculated, hereafter called
DC-value. The DC-value of the k-th cell is calculated as

[0043] In restricted watermarking a corresponding DC-value is calculated from the original signal s,
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and in unrestricted watermarking a prediction value is calculated from the DC-values specified in eq. (6),

[0044] The coefficients β1 are the same for each picture and can be calculated by linear regression for minimising
the mean squared error between DC(k) and DCpred(k). However, in terms of computational complexity a simpler pre-
diction method is to average the DC-values of the neighbouring cells.
[0045] In restricted watermarking ∆DC(k) = (DC(k) - DCpred (k)) and in unrestricted watermarking ∆DC(k) = (DC(k)
- DCori(k)) is correlated with the watermark,

[0046] The detector decides upon the presence of the watermark in the signal if the magnitude of the correlation
value exceeds a threshold, |corr| ≥ thdetect. The sign sgn(corr) of the correlation value signals one hidden data bit if the
presence of the watermark is detected. As no watermark information is embedded into flat areas the detector has the
option to exclude flat areas during the evaluation of eq. (9).
[0047] In restricted watermarking it is easier to align the sampling grid of the received signal relative to the
sampling grid that was used for embedding the watermark. This can be done by comparing with the original signal
s which also allows compensation for geometric distortions such as scaling or rotation. In unrestricted watermarking
the sampling grids can be aligned by a search for maximum correlation among a set of horizontal and vertical offset
values that are applied to the sampling grid of . As every watermark sample is spread over one cell perfect alignment
of the sampling grids is not needed for obtaining a good correlation. This property improves significantly the robustness
against attacks that re-sample the picture including geometric attacks that introduce an unnoticeable amount of dis-
tortion. Additionally, the cell size and the cell shape can be adapted for improving the robustness against specific types
of geometric distortions. Rotation, cropping or scaling by a noticeable amount can be handled by hypothesis testing
which however results in a computational intensive search for maximum correlation.
[0048] A common method for increasing the capacity of the hidden data channel is to partition the picture into sub-
pictures and to apply the above watermarking method to each sub-picture. Another method for increasing the data
capacity shall now be exemplified for a square cell shape, see Fig. 4. The white cells are used for the watermarking
method as described above. Firstly, the watermark is detected from the white cells at the receiver. This also allows
synchronisation and alignment of the sampling grid. Secondly, one data bit is detected from each dark cell as follows.
For the k-th cell the DC-values of eqs. (6)-(8) are calculated. In restricted watermarking, the sign of the difference

signals the data bit and in unrestricted watermarking the sign of the difference

∆DC (k) = (DC (k) - DCori (k))

∆DC (k) = (DC (k) - DC pred (k))



EP 1 195 047 B1

5

10

15

20

25

30

35

40

45

50

55

7

signals the data bit. At the transmitter the data bit is embedded similar to eqs. (2)-(5), the watermark sample is replaced
with the antipodal data bit in eq. (2). As no information is embedded into flat areas and prediction can fail in local areas
of the picture the detector has the option to evaluate the data bit only if

, this can be taken into account during embedding.
[0049] The above method significantly increases the gross data rate. However, robustness is lost in comparison with
the watermark that is carried on the white cells. Therefore, error correcting codes are applied to the data that is carried
on the dark cells.
[0050] We have described above methods of increasing data rate. In addition to the prediction technique already
outlined we will describe another way of increasing the payload. Instead of using one pseudo-random bit pattern as
the watermark w a plurality of N substantially statistically independent patterns w1, ..., wN is used. The patterns are
preferably statistically independent with the following properties:

where E is the expectation operator

Each payload is represented by a combination of three watermarks. Although there could be fewer (for example 2) or
more watermarks combined to increase the data capacity, we have found that, surprisingly, by combining exactly three
watermarks from a number (ideally a defined set) of substantially independent watermarks, an optimum result may be
achieved in terms of reliability of detection and increase in data payload. Thus, there is a total of N • (N-1) • (N-2) / 6
possible combinations (neglecting trivial or redundant combinations in which two or three watermarks are the same or
the order of combination is altered [which cannot be detected using simple combination of watermarks with the picture]).
For example, if N = 16 there are 560 combinations, and one can carry a payload of 9 information bits, plus reserved
combinations for other signalling. Surprisingly, we have found that the payload may be most advantageously increased
by selecting a reasonably large number of independent watermarks in this set or "library" and then combining exactly
three of these in any one picture (rather than combining larger numbers of watermarks), the maximum size of the library
being dependent on the ease with which watermarks can be distinguished, so varying with picture size. In order to
ease the notation let us further assume that the actual payload is represented by the three watermarks w1, w2, w3 .
One could then generate a watermark w, by calculating the average value of w1, w2 and w3.

However, this combination has the property that the expectation value of the product of any of the individual watermarks
with the combined watermark is 1/3.

A more advantageous way of combining w1, w2 and w3 is,

The watermark w then has the following properties,

thdata ,min < ∆DC (k) = (DC (k) - DC pred (k)) < th data ,max

(1) w2
1 = ... = w2

N = 1

(2) E[w1] = ... = E[wN] = 0,

(3) E[wk • wn] = 0 if k ≠ n

(4) w = [w1 + w2 + w3]/3

(5) E[w • w1] = E[w • w2] = E[w • w3] = 1/3

(6) w = [w1 + w2 + w3 - w1 • w2 • w3]/2
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The watermark w is embedded in the DC-values of the picture in the usual way. For detection of the payload one
generates the watermark w'

and cross-correlates the watermark w' with the DC-values of the pictures in the usual way. If a correlation-peak is
detected, the payload is retrieved by cross-correlating each watermark w1, ..., wN separately with the DC-values and
selecting the three watermarks with the largest correlation peaks. Although, as mentioned above, it is greatly preferred
if the patterns are independent and satisfy the above rules, it may be desirable in some cases to use patterns which
are not truly independent but have a low level of cross correlation (this may increase the number of patterns that can
be used or simplify pattern selection); this may make it harder to detect each component reliably, but this may be useful
in certain applications, for example where it is intended that the data embedded should be well concealed or "fragile"
(i.e. easily corrupted). The above provides a method of combining three bipolar watermarks to produce a single bipolar
watermark with the property that the product of the combined watermark with each of the constituent marks has an
expectation value of υ.
[0051] To increase the reliability of data embedding, the available watermarks may be sub-divided into subsets. To
recap, the method described above gave a possible 560 combinations, based on the binomial co-efficient

which, as mentioned, is just over 29.
[0052] In a modified proposal, the set is portioned into 4 subsets of 4 marks and exactly one mark is chosen from
each of 3 subsets, as schematically illustrated in Fig. 5. This gives as a number of possible combinations

which is exactly 28 so exactly 8 bits can be carried, with increased robustness, the first binomial coefficient giving the
number of ways of choosing 3 subsets from 4 and the second giving the number of ways of choosing 1 from 4 water-
marks in a subset.
[0053] Although the number of bits of information that is conveyed has been reduced, a detection strategy can be
used that can give increased confidence in the reliability of any data detected.
[0054] When correlation detection is used, the presence of a peak, over a certain threshold, in the correlation surface
of the watermark and the picture (after preprocessing), indicates that the mark has been detected.
[0055] The following procedure may be used to extract the data conveyed by the watermarks.

1) Check that exactly three subsets have been used.
Cross-correlate the picture with each of the 16 watermarks in turn. If there are more or fewer than three

cross-correlation functions with peaks above the detection threshold then no data can be recovered.

2) Inspect the distribution of the three peaks.

(7) w2 = 1

(8) E[w] = 0

(9) E[w • w1] = E[w • w2] = E[w • w3] = υ

(10) w' = w1 + ... + wN
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If there are three peaks, they should each belong to a different subset of 4 of the 16 possible watermarks. If
more than one mark in a subset has a cross-correlation peak above the threshold then no data can be recovered.

3) Each peak conveys 2 bits of data, and the set of three conveys 2 bits of data.

[0056] A particular advantage is that a soft decision threshold can be used, when detection falls below the threshold.
For example, the three highest peaks that are derived from different subsets could be used. That is, the threshold can
be varied until exactly 3 peaks are detected, with one in each subset, the fact that each mark is in a different subset
serving as a check (if the three marks giving the highest peaks are not in different subsets, an error can be assumed).

Higher data rate watermarking

[0057] A variety of methods with differing data capacities have been discussed. A further embodiment which may
allow the amount of data carried to be increased will now be described, with reference to Figs. 6-8.
[0058] To convey a data payload within a video watermark, such as the system described previously, the following
method may be employed to scatter the payload data across the picture.
[0059] The payload, for example 64 bits having values + 1 or -1, may be configured as a block of 8x8 bits (as shown
in Fig.6), which may then be tiled mxn times to form a data array as in Figure 7. Bi is one bit in this 8x8 block.
[0060] In the watermark encoder each occurrence of payload data Bi is convolved with a pseudo-random sequence
of length m x n corresponding to a predetermined key. This is done for each of the 8x8 payload data bits. Each resulting
value in this (8xm)x(8xn) array is then used as a watermark. Of course, where different payload sizes and shapes and
different tiling patterns are used, the bits of the payload will be convolved with the bits of the key in an appropriate
fashion. Convolution of the data is most preferably performed by a multiplication (considering the data to be signed +
or -) or equivalently an XOR [or XNOR] operation (considering the input data to be unsigned). The process may be
explained as follows:-

[0061] The watermark is ideally a zero mean, as indicated above, so if the watermark is generated from a logical
XOR, the binary values 0 and 1 would in fact be applied to the picture as bipolar values, with 1 corresponding to + 1
and 0 corresponding to -1 (or vice versa). It will be noted that the absolute amounts to be added to or subtracted from
each pixel value may in fact vary from pixel to pixel, based on a local estimate of visibility, as described above; however,
whilst this is highly preferred, the method of generating a watermark which carries data can be used in conjunction
with another method of embedding the watermark.
[0062] Each bit of the resulting watermark is applied to a block of pixels in a picture (ideally 4x4, which is found to
give optimum results in terms of enabling each data bit to be reliably detected and allowing a large key and data payload
size, but other block sizes and shapes may be used) such that the array is spread over the whole or part of the extent
of the picture, as shown in Fig.8. In a most preferred example, for a television picture of 576 lines by 720 pixels, this
gives 18 x 22.5 blocks of 8 x 8 data bits each spread over a block of 4 x 4 pixels; this allows 405 bits for the key (the
geometric arrangement is not critical, so the half blocks can be split over 2 lines). This arrangement is advantageous
as the relatively large key allows reliable detection, but still allows a useful data payload. Of course, other payload
sizes and configurations may be used, for example 16x8 blocks may carry 128 bits with a 202 bit key and 16x16 blocks
may carry 256 bits, allowing 101 bits for the key; such a key may still be reliably detected in many cases. For example
if the watermark is applied to a signal as it is transmitted, such a key should be detectable at a receiver, for example
to enable programme identification information to be decoded reliably. The blocks need not be square, nor even rec-
tangular (though these are most convenient for efficient packing of data, and less vulnerable to corruption of data by
resizing operations) or even regular, but any shape which can be applied many times over the picture and interlocking
or disjointed, but preferably non-overlapping shapes, may be used. To summarise, the method of embedding the wa-
termark may be considered in three ways as follows:-

Bipolar multiplication Unipolar XOR

Data Key Watermark Data Key Watermark

+1 +1 +1 1 1 0
+1 -1 -1 1 0 1
-1 +1 -1 0 1 1
-1 -1 +1 0 0 0
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1) Block by block

[0063] The data block is replicated nxm times, so in our example we can consider a set of 405 8x8 data blocks all
containing identical data. 405 individual pseudo-random sequences of length 8x8 = 64 (having values + 1 and -1) are
then convolved with the data in each block.
[0064] The blocks are then assembled to make a single rectangular array in some convenient manner, and each
point in that array is expanded to cover, in our example, say 4x4 individual pixels in the picture (for a picture of normal
European TV resolution, 720x576). This watermark may then be combined with other watermarks, as discussed below.

2) Whole picture

[0065] The picture area is to be considered as groups of say axb pixels. In our example, this is 4x4. The data block
is replicated nxm times across the entire picture, such that each element of an 8xm by 8xn (180x 144) array corresponds
to a 4x4 cluster of picture pixels. Special arrangements must be made for edge effects if n or m are not integers. In
our example a single pseudo-random sequence of length 8x8x22.5x18 = 25920 (having values + 1 and -1) is then
convolved with the 180x144 array.
[0066] Each point in the resulting array is expanded to cover, in our example, 4x4 individual pixels in the picture (for
a picture of normal European TV resolution, 720x576). This watermark may then be combined with other watermarks,
as discussed below.

3)Data bit by data bit

[0067] Each data bit in the 8x8 data block is replicated nxm times, to create a set of 64 mxn arrays. To take account
of the non-integer value of m or n, the resulting array may have varying number of data points on each line, or may be
considered as a set of 64 405-element linear arrays. 64 individual pseudo-random sequences of length 22.5x18 = 405
(having values +1 and -1) are then convolved with each array.
[0068] The 64 arrays are then interleaved (every 8 positions vertically and horizontally, or in some other way) to
make a single rectangular array of size 180x144 (in our example), and each point in that array is expanded to cover,
in our example, 4x4 individual pixels in the picture (for a picture of normal European TV resolution, 720x576). This
watermark may then be combined with other watermarks, as discussed below.
[0069] The resulting watermark may be applied as a single watermark to the picture, and detected as for other
watermarks by cross correlation with the key.
[0070] It will be appreciated that the three examples mentioned above may be applied to different watermark and
data payload sizes.
[0071] Most preferably, using the principles discussed above, and, as discussed further below, a further registration
watermark is included, at a known position with respect to the data-carrying watermark. It is desirable, as discussed
above that the registration watermark is substantially orthogonal to the data carrying watermark. It will be appreciated
that the data carrying watermark varies with the data, and it is not practicable to test every possible data set for or-
thogonality of the resulting data-carrying watermark with the registration watermark. It is, however, possible to test
each (405 bit or whatever size) key segment for degree of correlation with the corresponding (i.e. co-located) segment
of the registration watermark to ensure a low correlation for each segment. Since the data merely affects the sign of
each segment, if the correlation is low, it will remain low whatever the data. Thus, in the ideal case where the correlation
between each key segment and each corresponding watermark segment is exactly zero, this will remain true whatever
the data, and the sum of the correlations, being the correlation between the complete data-carrying watermark and
registration watermark, will also be zero. It is important to note that simply correlating a complete data carrying water-
mark (for example with dummy data all 1s) with the complete registration watermark will not give a reliable test as
some segments may cancel by chance, but would not cancel if the data were different.
[0072] Turning to the method of detection, this may comprise:-

A) Perform local averaging over each 4x4 (or whatever was used) block of pixels to extract DC prediction values
(as described above, see particularly equation 8 above and related description). In a preferred implementation,
we have found that performing 2x2 averaging, determining DC prediction values for each 2x2 block, and then
forming a single average DC prediction value for each 4x4 block may yield better results. This feature may be
applied independently, in particular to the basic watermarking technique mentioned above.

B) For each data bit position within each 8x8 block (or whatever shape or size was used), determine the corre-
sponding n x m block (or whatever shape was used) or sequence of key bits to correlate with the predetermined
key (or one of a number of predetermined keys - see below). A strong positive or negative correlation gives a
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positive or negative value for the data bit accordingly (or vice versa) and failure to correlate above a threshold
indicates that the picture may be corrupted, or the data unreliable.

[0073] As an optional check, the key values can be re-correlated, using the determined data values, to give a further
measure of reliability. If the starting position in the picture was not certain, the process may be repeated for different
positions or offsets, to determine the position which gives the maximum correlation.
[0074] The key used most preferably varies for each data bit. Looked at another way, each key (say 405 bits) can
be viewed as a key segment of a larger key (64*405 bits). Using a different key for each bit ensures that the data bits
can be distinguished and are not decoded in the wrong sequence due to shifts in the picture, and also avoids repeating
patterns in the watermark, thereby reducing detectability. On the other hand, in the event that the data is shifted, the
data will then become undetectable without searching for a registration point. In a preferred implementation, an addi-
tional registration watermark is provided, as discussed below, to facilitate registration; once the position of the known,
higher dimension watermark is determined accurately, the data can be reliably detected. As with the embedding proc-
ess, the detection process can be viewed in three ways, as follows:-

1) Block by block

[0075] In the detector the picture frame is processed creating a DC prediction error matrix of dimensions 22.5x8 by
18x8. This is broken down into 405 individual 8x8 blocks, each of which is multiplied by the pseudo-random sequence
with which it was originally convolved. Averaging the 405 blocks will produce a single 8x8 correlation matrix, with
positive or negative values in each cell of the matrix corresponding to the sign of the original data.

2)Whole picture

[0076] In the detector the picture frame is processed creating a DC prediction error matrix of dimensions 180 by 144.
This is multiplied by the same pseudo-random sequence as that with which it was originally convolved. Averaging
every eighth value along every eighth line (405 points) for each position of an 8x8 array will produce an 8x8 correlation
matrix, with positive or negative values in each cell of the matrix corresponding to the sign of the original data.

3)Data bit by data bit

[0077] In the detector the picture frame is processed creating a DC prediction error matrix of dimensions 180 by 144.
This is broken down into 64 individual mxn arrays by the inverse process by which they were assembled into a single
array, and each of them is multiplied by the pseudo-random sequence with which it was originally convolved. Averaging
the 405 values in each of the 64 blocks will produce 64 correlation values, with positive or negative values corresponding
to the sign of the original data.
[0078] It will be seen that all three embedding and detection methods are equivalent and have equivalent effects on
a picture, but may differ in the way in which they are implemented in hardware or software (all aspects and features
of the invention may be implemented in either or a combination of both), for example in the loop structure of a software
implementation or the processing layout of a hardware implementation.
[0079] To improve accuracy and reliability of detection, it is useful to include a further watermark, the content of which
is fixed, or which has a larger fixed (key) content and smaller data content, for example the watermark may be used
as one of several (most preferably three) watermarks wk, in the manner described above. As stated, the watermark
may be combined with one or more fixed watermarks or further data carrying watermarks. In the latter case, the different
data carrying watermarks are preferably convolved with substantially orthogonal keys. In one example, a single fixed
watermark, selected from a small group of fixed watermarks. Thus, applying the principles described above for encoding
data by including exactly three from sixteen watermarks, ideally sub-divided into four subsets of four watermarks (or
whatever other numbers are chosen), in this case, the keys rather than complete watermarks are chosen as indicated
above and the watermarks themselves are generated by convolving the keys with further data. Thus, choosing 3 from
4 subsets of 4 keys allows 8 bits to be encoded, applying the principles mentioned above. In addition, each key is
convolved with an 8x8 block of 64 bits of data, giving a total of 3*64 + 8 = 200 bits. It will be appreciated that certain
information will be carried more robustly than other information, and the principle of carrying information with differing
degrees of robustness may be independently provided, using other methods for encoding the data. A preferred imple-
mentation has one registration watermark, preferably selected from a relatively small set of possible watermarks, the
choice of watermark encoding a few bits of information and two data-carrying watermarks, preferably each using a
fixed key and encoding typically 64 bits of data each.
[0080] References to convolving data with a key as used herein are not limited to the multiplying and XOR operations
described but apply more generally to combination in which the resulting watermark is a function of both the data and
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the key, particularly any form of combining wherein the data can be extracted from the resulting watermark using the key.
[0081] The above described methods for carrying hidden data and watermarking can be applied to both still and
moving pictures. In the latter case motion imposes an additional problem in terms of attacks and visibility of the wa-
termark, and the spatial model of eqs. (3)-(5) may have to be enhanced to a spatio-temporal model, resulting in motion-
compensating embedding and detection. A simpler method is to embed the same static watermark only in every n-th
(for example every second or third) picture of a moving sequence and/or to alternate between different static watermarks
and/or grid patterns.
[0082] It is preferable in the case of a moving picture to change the data carried by the watermark only at certain
prespecified points, preferably when a shot change is detected or when an accumulated change in picture content
exceeds a threshold. Preferably, the watermark position is moved at a data change, as discussed below. Preferably a
key portion of the watermark is changed when the data is changed, for example a key sequence may be stepped
through. The key sequence may be generated from a pseudo random sequence, preferably having a seed value,
preferably using a Blum, Blum, Shub random number generator. One or more seed(s) for the random number generator
may be communicated to a decoder, preferably embedded in a picture by a method disclosed herein and one or more
seed or feature of the algorithm may be stored in the decoder so that the decoder may follow the sequence but an
unauthorised party not knowing the seed and algorithm cannot easily do so.
[0083] To detect such a watermark, it is necessary to search for the position of the watermark at each shot change.
In a detection method which may be provided independently, the invention provides a method of detecting a watermark
in a sequence of moving pictures comprising determining an expected position of the watermark and thereafter de-
tecting the watermark based on the expected position, wherein the expected position is re-determined following a shot
change or a change in picture content above a threshold.
[0084] To reduce the visibility of a watermark in a sequence of moving pictures, it may be desirable to invert the sign
of the watermark between pictures each time it is embedded, or according to a predetermined or pseudo-random
sequence; in this way the mark will tend to average to zero (not exactly due to picture content modulation) and so will
be less visible. This feature may be provided independently or in combination with other features.
[0085] The position of the watermark may be moved, particularly if the watermark is a simple pattern such as a
chequerboard or the like. The position in the picture can be determined by correlation with a fixed watermark. The
position, or more preferably (this is more rugged), relative movement may itself be used to encode information, for
example with up, down, left, right being assigned to 2 bit code pairs, or 3 bits if diagonal movement is encoded. The
distance moved may be used to encode further information, although this may be less rugged, particularly if the picture
is processed by an effects processor. Each of these features relating to movement may be provided independently or
in combination with other features.
[0086] In one preferred implementation, which may be provided independently, the watermark is moved, preferably
randomly (preferably based on a random noise generator rather than a pseudo random sequence generator) substan-
tially at each shot change, or whenever a measure of accumulated change in picture content exceeds a threshold. In
the case of a data carrying watermark, preferably the data carried is changed at the same time as the watermark is
moved, preferably every shot change. Such changes can assist in reducing detectability by unauthorised persons.
[0087] To hide the watermark better, it may be "attached" to a moving object and may move with the object. For
example, using algorithms similar to MPEG-2 algorithms to assign motion vectors to blocks (indeed the same coding
when the picture itself is to be MPEG coded), a watermark or portions of a watermark may be applied to blocks and
then move with the blocks. A drawback, however, is that decoding such a picture will normally require either some
information from the original picture or complex image processing algorithms (to identify the objects to which the wa-
termark is attached). This may nonetheless be useful when the picture is being compared to an original version of the
picture, for example to detect copying as it will be hard for a pirate to identify and remove the watermark. This feature
may be independently provided.
[0088] To explain the watermarking of a moving sequence in more detail, the process of averaging many pictures
together to produce a single picture has the effect of reducing the variance of the picture luminance if the pictures are
time-varying. If the watermark is static the result is that the amplitude of the watermark becomes larger relative to the
variance of the picture luminance. If a sufficiently large number of watermarked pictures are averaged, the dominant
feature will be the watermark. In practice this might be of the order of 6000 pictures - 4 minutes at television rates. This
property may be undesirable since it may assist in revealing the 'secret key' of the watermark. Another problem that
may arise when pictures that contain motion are watermarked is that the static watermark may become more visible
when the picture to which it is applied is moving. The subjective effect is that of seeing the picture through a glass
screen containing imperfections. This may be undesirable for two reasons, because it represents a reduction in the
quality of the signals that are produced and because it gives a clue about the nature of the watermarking process that
might be useful to malicious persons, in a similar manner to the problem of averaging mentioned above.
[0089] Above, motion-compensated embedding is proposed; a motion-compensation method will now be described
in more detail in which the static watermark pattern is moved to follow the average motion of the contents of the picture.
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The features to be described, as well as the general feature of the watermark following motion in a picture, may be
employed independently of other features and the features are independent of the precise implementation method used.
[0090] To implement this method, as a first step, the average motion of the picture is determined; this may be achieved
by any of a number of known methods, such as phase correlation or block matching, each of which have known relative
advantages and disadvantages and the implementation is not limited to any particular method. The strength of the
watermark is preferably reduced in areas where the actual motion does not match the average motion.
[0091] As will be appreciated, the process of determining whether the average motion is a good estimate of the actual
motion in a particular part of the picture can be done in several ways and the embodiment is not limited to any particular
method. One example of a more accurate method is to divide the picture into smaller blocks and perform a block-
matching or correlation process on pairs of blocks. This kind of method is typically used in MPEG-2 video coders to
calculate motion vectors. An example of another method, which is less accurate, but computationally far simpler, is
simply to compare luminance levels, pixel-by-pixel, between an actual picture and a picture predicted using a motion
estimate. If there is a significant difference, then it is assumed that the motion estimate was not accurate.
[0092] Detection typically relies on averaging several pictures and account must be taken of the average motion
before this. Before the picture sequence is added together, each picture must preferably be shifted to undo the average
motion relative to the first picture. Again, the precise method of determining average motion is not critical but it is very
highly desirable that the process by which the average motion estimate is made is the same as in the embedding
process; otherwise errors may be introduced. A specific implementation of the above will now be described in yet
further detail.
[0093] An exemplary embedding process is as follows:

1) a watermark Wk is embedded in picture Pk
2) the average motion, vk , from Pk to picture Pk+1 is measured.
This may conveniently be achieved by calculating the cross-correlation function of picture Pk and Pk+1; this has
the benefit of being relatively simple to implement and readily applicable in the step of detection of the watermark.
Another benefit is that the apparatus may already include hardware accelerators (or optimised code) for calculating
cross correlation of at least a portion of a picture, for other reasons.
3) a spatially shifted watermark Wk+1 is calculated by applying a cyclic shift to Wk according to the motion estimate vk
4) the error, Ek+1, in the estimated picture is calculated.
One way this may be achieved by applying the same shift to Pk to give P*

k+1, and calculating the difference between
pixel luminance values in the estimate P*

k+1 and the actual Pk+1. Another, more advanced, method for calculating
the error Ek+1 is to compare for each pixel the accuracy of the global shift with the estimate of a 'true' motion
estimator.
5) the watermark Wk+1 is then modulated according to the error signal Ek+1 to generate W'k+1 = Wk+1 • f(Ek+1).
The function f is preferably chosen to assist in concealing the watermark in areas where the motion estimate is
not accurate and is preferably, but not necessarily, a non-linear function of the error signal. However, the function
should also be readily implementable and one simple example is the use of a linear function (C-|Ek+1|) where C
is a constant equal to the possible range of the error E. The function f may also take into account the occurrence
of a shot change or of a still picture displayed over several frame periods; various functions may be chosen de-
pending on the degree to which concealment is required and the computational power available to implement the
function.
6) the modulated, shifted watermark W'k+1 is embedded into the picture Pk+1 substantially as described in detail
above for static pictures.
This process is then repeated starting at step 2).

[0094] A corresponding detection process is as follows:

1) the average motion, vk , from Pk to picture Pk+1 is measured.
As above, this may conveniently be achieved by calculating the cross-correlation function of picture Pk with Pk+1,
although other methods may be used in both cases.
2) a spatially shifted version of Pk+1 , P'k+1, is calculated by applying a cyclic shift opposite to vk
3) the spatially shifted picture P'k+1 is added to Pk
4) the average motion, vk+1, from picture Pk+1 to picture Pk+2 is measured by calculating the correlation function
of picture Pk+1 with Pk+2
5) a spatially shifted picture P'k+2 is calculated by applying a cyclic shift opposite to (vk+vk+1) to Pk+2
6) the spatially shifted picture P'k+2 is added to the sum of Pk and P'k+1 Steps 4), 5), and 6) are repeated over the
number of pictures, N, required for an adequate level of detection to produce a motion compensated average
picture P"
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7) the cross-correlation function of the average picture P" with the watermark Wk is calculated as for a static
watermark (it will be noted that this may employ or share some hardware or software with the cross-correlation
used to determine motion)

[0095] The use of motion-compensated watermarking thus makes embedded watermarks difficult to detect by un-
authorised individuals and reduces picture degradation.

Preferred Applications

[0096] The uses of the watermark fall broadly into two categories, one is identification, the other is authentication.
Identification associates the signal with descriptive information. In general, the association is made by using the wa-
termark to convey a unique identification number that points to a record in a database holding more information. Au-
thentication establishes the credibility of a signal. To identify a signal the watermark should be difficult to remove, should
be robust against distortions and should be difficult to perceive. To authenticate a signal the watermark should be
difficult to create (or imitate), should be sensitive to distortions but can be easy to perceive. The system described
above is particularly useful for identification, but, as discussed, may be adapted for either application. There are many
scenarios in which the identity of the signal is of significance. Some of these are as follows:

Copyright protection:

[0097] Somebody who has created something of artistic worth might wish to be rewarded for the use of their creation.
A broadcaster who creates a television programme usually retains rights over the programme. Limited rights to the
programme might be sold to another broadcaster permitting some use of the programme - a defined number of broad-
casts in a defined geographical area perhaps. The broadcaster owning the rights would like know that the rights granted
are not exceeded. If a watermark is added to the programme before it is sold, monitoring of broadcasts around the
world can generate reports of detection of the broadcast of the programme by virtue of detecting the watermark. The
record of the detections can be analysed to find out whether the rights granted have been exceeded. Copyright in-
fringements that might be found in this way would include the transmission of a programme more times than were
agreed, transmission of the programme in more geographical regions than were agreed, or the theft of the programme
(either by recording or retransmission of a legitimate broadcast) and use by someone unauthorised. To identify the
route by which a programme came to be used illegitimately, a watermark can be made specific to an individual copy
of the programme. Such a watermark is often called a fingerprint. This can be used to identify the recipient of the
programme of which the rights were infringed as well as the originator.

Copy protection:

[0098] As a step further on from detection of copyright infringements, a watermark can also be used to control the
duplication of material. If a recording system is used that will not record signals in which it detects a particular watermark,
then this provides a means of preventing illegitimate copies of the recording being made by that system. A related
application would use an authenticating watermark to prevent replay of signals unless the mark were detectable in the
signals.

Production meta-data tracking:

[0099] The processes that are involved in producing television programmes are often complex and numerous. To
keep track of all the programme material during this procedure can be difficult. The descriptive information, called meta-
data, associated with the picture or sound signal (such as what it is, where it came from, where it has been used, where
it will be used) can easily become dissociated from the signal itself. A simple example would occur when a self-adhesive
label carrying a unique identifying programme number falls off the side of a video-cassette. An identifying watermark
embedded in the pictures can be used to relate the pictures back to the descriptive information. Data embedded may
comprise a SMPTE Unique Material Identifier (UMID) or a subset of the data defined therein or a proprietary programme
identifier such as a British Broadcasting Corporation Audio-visual number. Considerations pursuant to the invention
suggest that, for most purposes, a 32 bit number may be adequate. However, 48 bits is preferable and a 64 bit identifier
enables maximum flexibility of encoding for a variety of producers, users and purposes. Since it has not hitherto been
easy to embed such amounts of data in a picture, prior art considerations have concentrated on packing data into a

P'' = ( Pk + P'k+1 + P'k+2 + .. + P'N+k-1 )/N
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small identifier, rather than increasing the data payload.
[0100] The stage of the production process at which such a watermark is embedded depends of the information
tracking requirements. Conceivably, the watermark could be embedded by a camera and could consist of a unique
identifier which conveys the time of day and geographical location as well as a serial number corresponding to the
camera. This would allow the plethora of constituent video clips that are combined to make a typical television pro-
gramme to be identified and traced back to their source at any stage of the process, even, given sufficient robustness,
after broadcast and re-recording.
[0101] At each stage of the production process, including final broadcast, every piece of equipment, on detecting
the watermark, could update a database that records the use of all programme material. This can be used to check
that contractual agreements relating to rights are not being breached, or to ensure that when material is used anyone
entitled to payment for its use is paid.
[0102] Each feature disclosed herein may be independently provided, unless otherwise stated.

Claims

1. A method of embedding a watermark within a sequence of pictures corresponding to a motion video sequence
comprising, for individual pictures, combining watermark values with picture sample values so as to render the
watermark substantially undetectable in the individual pictures, characterised in that, in order to inhibit the gen-
eration of artefacts when the sequence is viewed at normal speed, the method of combining includes compensating
for motion between pictures or the method of combining includes changing or moving the watermark at a shot
change or following detection of an accumulated change in picture content above a predetermined threshold level.

2. A method according to Claim 1, wherein motion compensation includes estimating average motion between pic-
tures.

3. A method according to Claim 2, wherein applying the watermark includes determining at least a local measure of
accuracy of the estimate of average motion.

4. A method according to Claim 3, wherein the watermark is applied so as to be reduced in visibility in areas of the
picture (in the case of a local measure of accuracy) or in pictures (in the case of a global measure of accuracy)
where said measure indicates that said estimate is inaccurate.

5. A method of embedding a watermark within a sequence of pictures corresponding to a motion video sequence
according to any preceding claim, wherein the watermark is combined with picture sample values characterised
in that the method of combining includes generating a motion-compensated version of the watermark to reduce
the appearance of static artifacts in the sequence.

6. A method according to Claim 2, wherein a measure of the accuracy of said estimate is determined and the strength
of the watermark is varied as a function of said measure.

7. A method according to any of Claims 1 to 6, wherein the watermark is embedded in some but not all pictures of
the sequence, preferably wherein at most one in two pictures are watermarked.

8. A method according to any of Claims 1 to 7, wherein the pattern of picture sample values with which watermark
values are combined varies from picture to picture.

9. A method according to Claim 8, wherein embedding the watermark includes defining a grid dividing the picture
into regions and wherein at least one characteristic of the grid, optionally selected from shape, size or alignment,
is varied between pictures of the sequence.

10. A method according to any preceding claim wherein the watermark is applied by embedding a watermark signal
comprising a series of watermark values in a picture signal comprising a series of picture sample values, the
method comprising adjusting picture sample values based on watermark values, characterised in that adjusting
comprises, for each watermark value:

combining the watermark value with a respective subset of the picture sample values using a plurality of ad-
justment factors, each adjustment factor being based on a local estimate of the visibility of the watermark at
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a corresponding picture sample location.

11. A method according to Claim 10 wherein local estimates are based on regions corresponding to blocks of a coding
process, preferably an MPEG or JPEG compression process.

12. A method according to any preceding claim further comprising communicating or storing the watermarked picture
together with information to assist in identifying the watermark.

13. A method according to Claim 12 wherein said information comprises a series of local mean values, each mean
value corresponding to the local mean of a subset of picture sample values prior to application of a watermark value.

14. A method according to Claim 12 or 13, wherein the information is compressed, preferably JPEG compressed.

15. A method of embedding a data-carrying watermark in a moving picture sequence according to Claim 1, wherein
the change in or movement of the watermark is substantially random.

16. A method of embedding a data-carrying watermark in a moving picture sequence according to Claim 1, comprising
moving the watermark when the data content of the watermark changes, preferably at a shot change or following
detection of an accumulated change in picture content above a predetermined threshold.

17. A method of embedding a watermark and of testing for the presence of the watermark embedded in a picture signal
corresponding to a motion video sequence by a method according to any preceding claim so as to render the
watermark substantially undetectable in the individual pictures, and wherein, in order to inhibit the generation of
artefacts when the sequence is viewed at normal speed, the method of combining includes compensating for
motion between pictures or the method of combining includes changing or moving the watermark at a shot change
or following detection of an accumulated change in picture content above a predetermined threshold level, the
method comprising: receiving the picture signal;

correlating the picture signal or a processed signal derived therefrom with a watermark signal;
outputting an estimate of the presence of the watermark based on the results of said correlation.

18. A method according to Claim 17 including estimating the cumulative average motion in a sequence of pictures.

19. A method according to Claim 17 or Claim 18, further comprising computing a motion-compensated average picture
taking into account the average motion in the pictures.

20. A method according to Claim 19, wherein the watermark is cross-correlated with the motion-compensated average
picture.

21. A watermarked sequence of pictures, a signal or data storage means containing a sequence of pictures having a
watermark embedded therein by a method according to any of Claims 1 to 18.

22. Apparatus for embedding a watermark within a sequence of pictures corresponding to a motion video sequence
comprising means for combining watermark values with picture sample values for individual pictures so as to
render the watermark substantially undetectable in the individual pictures, characterised in that, in order to inhibit
the generation of artefacts when the sequence is viewed at normal speed, the means for combining is arranged
to compensate for motion between pictures or the means for combining includes means for changing or moving
the watermark at a shot change or following detection of an accumulated change in picture content above a pre-
determined threshold level.

23. A computer program or computer program product comprising instructions for performing a method according to
any one of Claims 1 to 20.

Patentansprüche

1. Verfahren zum Einbetten eines Wasserzeichens in eine Folge von Bildern, die einer Bewegtvideosequenz ent-
sprechen, das für einzelne Bilder umfasst: Kombinieren von Wasserzeichenwerten mit Bildabtastwerten, um das
Wasserzeichen in den einzelnen Bildern im Wesentlichen nicht erfassbar zu machen, dadurch gekennzeichnet,
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dass, um die Erzeugung von Artefakten zu verhindern, wenn die Folge mit normaler Geschwindigkeit betrachtet
wird, das Kombinationsverfahren das Kompensieren einer Bewegung zwischen Bildern enthält oder das Kombi-
nationsverfahren das Ändern oder Bewegen des Wasserzeichens bei einer Aufnahmeänderung oder infolge einer
Erfassung einer akkumulierten Änderung des Bildinhaltes oberhalb eines vorgegebenen Schwellenpegels enthält.

2. Verfahren nach Anspruch 1, bei dem die Bewegungskompensation das Schätzen einer gemittelten Bewegung
zwischen Bildern umfasst.

3. Verfahren nach Anspruch 2, bei dem das Anwenden des Wasserzeichens das Bestimmen wenigstens eines lo-
kalen Genauigkeitsmaßes der Schätzung der gemittelten Bewegung enthält.

4. Verfahren nach Anspruch 3, bei dem das Wasserzeichen so angewendet wird, dass seine Sichtbarkeit in Bereichen
des Bildes (im Fall eines lokalen Genauigkeitsmaßes) oder in Bildern (im Fall eines globalen Genauigkeitsmaßes)
verringert wird, wenn das Maß angibt, dass die Schätzung ungenau ist.

5. Verfahren zum Einbetten eines Wasserzeichens in eine Folge von Bildern, die einer Bewegungsvideosequenz
entsprechen, nach einem vorhergehenden Anspruch, bei dem das Wasserzeichen mit Bildabtastwerten kombiniert
wird, dadurch gekennzeichnet, dass das Kombinationsverfahren das Erzeugen einer bewegungskompensierten
Version des Wasserzeichens enthält, um das Auftreten statischer Artefakte in der Folge zu verringern.

6. Verfahren nach Anspruch 2, bei dem ein Genauigkeitsmaß der Schätzung bestimmt wird und die Stärke des Was-
serzeichens in Abhängigkeit von dem Maß geändert wird.

7. Verfahren nach einem der Ansprüche 1 bis 6, bei dem das Wasserzeichen in einige, jedoch nicht in alle Bilder der
Folge eingebettet wird, wobei vorzugsweise höchstens ein oder zwei Bilder mit Wasserzeichen versehen werden.

8. Verfahren nach einem der Ansprüche 1 bis 7, bei dem sich das Muster von Bildabtastwerten, mit denen Wasser-
zeichenwerte kombiniert werden, bildweise ändert.

9. Verfahren nach Anspruch 8, bei dem das Einbetten des Wasserzeichens das Definieren eines Gitters, das das
Bild in Bereiche unterteilt, umfasst und bei dem wenigstens ein Merkmal des Gitters, das optional aus Form, Größe
oder Ausrichtung ausgewählt ist, zwischen Bildern der Folge geändert wird.

10. Verfahren nach einem vorhergehenden Anspruch, bei dem das Wasserzeichen durch Einbetten eines eine Reihe
von Wasserzeichenwerten enthaltenden Wasserzeichensignals in ein eine Reihe von Bildabtastwerten enthalten-
des Bildsignal angewendet wird, wobei das Verfahren das Einstellen von Bildabtastwerten auf der Grundlage von
Wasserzeichenwerten umfasst, dadurch gekennzeichnet, dass das Einstellen für jeden Wasserzeichenwert um-
fasst:

Kombinieren des Wasserzeichenwertes mit einer entsprechenden Untermenge der Bildabtastwerte unter Ver-
wendung mehrerer Einstellfaktoren, wobei jeder Einstellfaktor auf einer lokalen Schätzung der Sichtbarkeit
des Wasserzeichens an einem entsprechenden Bildabtastort basiert.

11. Verfahren nach Anspruch 10, bei dem lokale Schätzungen auf Bereichen basieren, die Blöcken eines Codierungs-
prozesses, vorzugsweise eines MPEG- oder JPEG-Kompressionsprozesses, entsprechen.

12. Verfahren nach einem vorhergehenden Anspruch, das ferner das Übermitteln oder Speichern des mit Wasserzei-
chen versehenen Bildes zusammen mit Informationen, die die Identifizierung des Wasserzeichens unterstützen,
umfasst.

13. Verfahren nach Anspruch 12, bei dem die Informationen eine Reihe lokaler Mittelwerte umfassen, wobei jeder
Mittelwert dem lokalen Mittelwert einer Untermenge von Bildabtastwerten vor der Anwendung eines Wasserzei-
chenwertes entspricht.

14. Verfahren nach Anspruch 12 oder 13, bei dem die Informationen komprimiert, vorzugsweise JPEG-komprimiert
werden.

15. Verfahren zum Einbetten eines Daten tragenden Wasserzeichens in eine Bewegtbildfolge nach Anspruch 1, bei
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dem die Änderung in dem Wasserzeichen oder die Bewegung des Wasserzeichens im Wesentlichen zufällig sind.

16. Verfahren zum Einbetten eines Daten tragenden Wasserzeichens in einer Bewegtbildfolge nach Anspruch 1, das
das Bewegen des Wasserzeichens umfasst, wenn sich der Dateninhalt des Wasserzeichens ändert, vorzugsweise
bei einer Aufnahmeänderung oder infolge einer Erfassung einer akkumulierten Änderung im Bildinhalt oberhalb
eines vorgegebenen Schwellenwertes.

17. Verfahren zum Einbetten eines Wasserzeichens und zum Prüfen des Vorhandenseins des Wasserzeichens, das
in ein einer Bewegtvideosequenz entsprechendes Bildsignal eingebettet ist, durch ein Verfahren nach einem vor-
hergehenden Anspruch, um das Wasserzeichen in den einzelnen Bildern im Wesentlichen nicht erfassbar zu ma-
chen, wobei, um die Erzeugung von Artefakten zu verhindern, wenn die Folge mit normaler Geschwindigkeit be-
trachtet wird, das Kombinationsverfahren das Kompensieren von Bewegung zwischen Bildern enthält oder das
Kombinationsverfahren das Ändern oder Bewegen des Wasserzeichens bei einer Aufnahmeänderung oder infolge
einer Erfassung einer akkumulierten Änderung im Bildinhalt oberhalb eines vorgegebenen Schwellenpegels ent-
hält, wobei das Verfahren umfasst: Empfangen des Bildsignals;

Korrelieren des Bildsignals oder eines verarbeiteten Signals, das hiervon abgeleitet ist, mit einem Wasser-
zeichensignal;

Ausgeben eines Schätzwerts bezüglich des Vorhandenseins des Wasserzeichens anhand der Ergebnisse
der Korrelation.

18. Verfahren nach Anspruch 17, das das Schätzen der kumulierten gemittelten Bewegung in einer Folge von Bildern
enthält.

19. Verfahren nach Anspruch 17 oder Anspruch 18, das ferner das Berechnen eines bewegungskompensierten ge-
mittelten Bildes unter Berücksichtigung der gemittelten Bewegung in den Bildern umfasst.

20. Verfahren nach Anspruch 19, bei dem das Wasserzeichen mit dem bewegungskompensierten gemittelten Bild
kreuzkorreliert wird.

21. Mit Wasserzeichen versehene Folge von Bildern, ein Signal oder Datenspeichermittel, die eine Folge von Bildern
enthalten, in die ein Wasserzeichen durch ein Verfahren nach einem der Ansprüche 1 bis 18 eingebettet ist.

22. Vorrichtung zum Einbetten eines Wasserzeichens in eine Folge von Bildern, die einer Bewegtvideosequenz ent-
sprechen, mit Mitteln zum Kombinieren von Wasserzeichenwerten mit Bildabtastwerten für einzelne Bilder, um
das Wasserzeichen in den einzelnen Bildern im Wesentlichen nicht erfassbar zu machen, dadurch gekennzeich-
net, dass, um die Erzeugung von Artefakten zu verhindern, wenn die Folge mit normaler Geschwindigkeit be-
trachtet wird, die Kombinationsmittel so beschaffen sind, dass sie eine Bewegung zwischen Bildern kompensieren,
oder die Kombinationsmittel Mittel enthalten, um das Wasserzeichen bei einer Aufnahmeänderung oder infolge
einer Erfassung einer akkumulierten Änderung im Bildinhalt oberhalb eines vorgegebenen Schwellenpegels zu
ändern oder zu bewegen.

23. Computerprogramm oder Computerprogrammprodukt, das Befehle zum Ausführen eines Verfahrens nach einem
der Ansprüche 1 bis 20 umfasst.

Revendications

1. Procédé d'incrustation d'un filigrane à l'intérieur d'une séquence d'images correspondant à une séquence de ci-
névidéo comprenant, pour des images individuelles, le fait de combiner des valeurs de filigrane avec des valeurs
d'échantillon d'image afin de rendre le filigrane sensiblement indétectable dans les images individuelles, carac-
térisé en ce que, afin d'empêcher la génération d'artefacts lorsque la séquence est visualisée à vitesse normale,
le procédé de combinaison comprend le fait de compenser le mouvement entre des images ou le procédé de
combinaison comprend le fait de modifier ou de déplacer le filigrane lors d'un changement de vue ou suite à la
détection d'un changement accumulé du contenu de l'image au-dessus d'un niveau seuil prédéterminé.

2. Procédé selon la revendication 1, dans lequel la compensation de mouvement comprend le fait d'estimer le mou-
vement moyen entre des images.
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3. Procédé selon la revendication 2, dans lequel l'application du filigrane comprend le fait de déterminer au moins
une mesure locale de précision de l'estimation du mouvement moyen.

4. Procédé selon la revendication 3, dans lequel le filigrane est appliqué afin d'être réduit en visibilité dans des zones
de l'image (dans le cas d'une mesure locale de précision) ou dans des images (dans le cas d'une mesure globale
de précision) où ladite mesure indique que ladite estimation n'est pas précise.

5. Procédé d'incrustation d'un filigrane à l'intérieur d'une séquence d'images correspondant à une séquence de ci-
névidéo selon l'une quelconque des revendications précédentes, dans lequel le filigrane est combiné à des valeurs
d'échantillon d'image, caractérisé en ce que le procédé de combinaison comprend le fait de générer une version
compensée en mouvement du filigrane pour réduire l'apparence d'artéfacts statiques dans la séquence.

6. Procédé selon la revendication 2, dans lequel une mesure de précision de ladite estimation est déterminée et la
force du filigrane est modifiée en fonction de ladite mesure.

7. Procédé selon l'une quelconque des revendications 1 à 6, dans lequel le filigrane est incrusté dans certaines
images, non la totalité, de la séquence, et dans lequel de préférence une image sur deux tout au plus comprend
un filigrane.

8. Procédé selon l'une quelconque des revendications 1 à 7, dans lequel le modèle de valeurs d'échantillon d'image
avec lequel les valeurs de filigrane sont combinées varie d'une image à l'autre.

9. Procédé selon la revendication 8, dans lequel l'incrustation du filigrane comprend le fait de définir une grille divisant
l'image en régions et dans lequel une caractéristique de la grille au moins, sélectionnée facultativement parmi la
forme, la taille ou l'alignement, est modifiée entre des images de la séquence.

10. Procédé selon l'une quelconque des revendications précédentes, dans lequel le filigrane est appliqué en incrustant
un signal de filigrane comprenant une série de valeurs de filigrane dans un signal d'image comprenant une série
de valeurs d'échantillon d'image, le procédé comprenant le fait d'ajuster des valeurs d'échantillon d'image en
fonction de valeurs de filigrane, caractérisé en ce que l'ajustement comprend, pour chaque valeur de filigrane,
le fait de :

combiner la valeur de filigrane à un sous-ensemble respectif des valeurs d'échantillon d'image en utilisant
une pluralité de facteurs d'ajustement, chaque facteur d'ajustement étant basé sur une estimation locale de
la visibilité du filigrane à un emplacement d'échantillon d'image correspondant.

11. Procédé selon la revendication 10, dans lequel des estimations locales sont basées sur des régions correspondant
à des blocs d'un procédé de codage, de préférence un procédé de compression MPEG ou JPEG.

12. Procédé selon l'une quelconque des revendications précédentes, comprenant en outre le fait de communiquer ou
de stocker l'image comprenant le filigrane conjointement avec des informations pour faciliter l'identification du
filigrane.

13. Procédé selon la revendication 12, dans lequel lesdites informations comprennent une série de valeurs moyennes
locales, chaque valeur moyenne correspondant à la moyenne locale d'un sous-ensemble de valeurs d'échantillon
d'image avant l'application d'une valeur de filigrane.

14. Procédé selon la revendication 12 ou la revendication 13, dans lequel les informations sont compressées, de
préférence compressées au format JPEG.

15. Procédé d'incrustation d'un filigrane porteur de données dans une séquence de film selon la revendication 1, dans
lequel le changement ou le mouvement du filigrane est sensiblement aléatoire.

16. Procédé d'incrustation d'un filigrane porteur de données dans une séquence de film selon la revendication 1,
comprenant le fait de déplacer le filigrane lorsque le contenu des données du filigrane change, de préférence lors
d'un changement de vue ou suite à la détection d'un changement accumulé du contenu d'image au-dessus d'un
seuil prédéterminé.
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17. Procédé d'incrustation d'un filigrane et de test de présence du filigrane incrusté dans un signal d'image corres-
pondant à une séquence de cinévidéo par un procédé selon l'une quelconque des revendications précédentes,
afin de rendre le filigrane sensiblement indétectable dans les images individuelles, et dans lequel, afin d'empêcher
la génération d'artefacts lorsque la séquence est visualisée à vitesse normale, le procédé de combinaison com-
prend le fait de compenser le mouvement entre des images ou le procédé de combinaison comprend le fait de
modifier ou de déplacer le filigrane lors d'un changement de vue ou suite à la détection d'un changement accumulé
du contenu d'image au-dessus d'un niveau seuil prédéterminé, le procédé comprenant le fait de :

recevoir le signal d'image ;
corréler le signal d'image ou un signal traité dérivé de celui-ci avec un signal de filigrane;
délivrer une estimation de la présence du filigrane en se basant sur les résultats de ladite corrélation.

18. Procédé selon la revendication 17, comprenant le fait d'estimer le mouvement moyen cumulatif dans une séquence
d'images.

19. Procédé selon la revendication 17 ou la revendication 18, comprenant en outre le fait de calculer une image
moyenne compensée en mouvement en prenant en compte le mouvement moyen dans les images.

20. Procédé selon la revendication 19, dans lequel le filigrane est intercorrelé avec l'image moyenne compensée en
mouvement.

21. Séquence d'images comprenant un filigrane, signal ou moyens de stockage de données contenant une séquence
d'images ayant un filigrane incrusté dans ceux-ci par un procédé selon l'une quelconque des revendications 1 à 18.

22. Appareil pour incruster un filigrane à l'intérieur d'une séquence d'images correspondant à une séquence de ciné-
vidéo comprenant des moyens pour combiner des valeurs de filigrane à des valeurs d'échantillon d'image pour
des images individuelles afin de rendre le filigrane sensiblement indétectable dans les images individuelles, ca-
ractérisé en ce que, afin d'empêcher la génération d'artefacts lorsque la séquence est visualisée à vitesse nor-
male, on fait en sorte que les moyens de combinaison compensent le mouvement entre des images ou les moyens
de combinaison comprennent des moyens pour modifier ou déplacer le filigrane lors d'un changement de vue ou
suite à la détection d'un changement accumulé du contenu de l'image au-dessus d'un niveau seuil prédéterminé.

23. Programme informatique ou produit de programme informatique comprenant des instructions pour mettre en
oeuvre un procédé selon l'une quelconque des revendications 1 à 20.
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