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(54) Information processing apparatus, program, and memory area allocation method

(57) A processing apparatus includes a plurality of
memories and a plurality of processors coupled to the
plurality of memories and configured to determine, in ac-
cordance with a demand for allocation of a memory area
of a first size to store first data used by an operating
system, whether or not a memory area of a third size may
be secured for each of the plurality of memories, the third
size being obtained by adding the memory area of the
first size and a memory area of a second size to store
data used by an application program, and to store the
first data in a first memory among the plurality of mem-
ories in a case where the first memory is determined to
be capable of securing the memory area of the third size.
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Description

TECHNICAL FIELD

[0001] The embodiments discussed herein are related
to an information processing apparatus, a program, and
a memory area allocation method.

BACKGROUND ART

[0002] A large-scale computer system is configured by
coupling a plurality of nodes provided with a processor,
a memory, and the like. For example, there is a non-
uniform memory access (NUMA) architecture in which a
plurality of nodes are coupled and a processor of each
node shares a memory of each node.
[0003] An NUMA computer system having the NUMA
architecture employed has a different access perform-
ance to a memory in accordance with the positions of
processors and the memory. An NUMA computer system
accesses a memory close to a processor at a lowest la-
tency, and accesses a memory far from the processor at
a relatively high latency. In an operating system (OS) of
such an NUMA computer system, it is desired to arrange
data used by an application program in a memory close
to a processor to process the application program. As a
related art, for example, there is Japanese Laid-open
Patent Publication No. 2002-140229.

SUMMARY

TECHNICAL PROBLEM

[0004] However, there may be a case where it is not
possible to arrange the data used by the application pro-
gram in the memory close to the processor to process
the application program. For example, there may be a
case where it is not possible to store data used by an
application program since the OS and various types of
data used by the OS are memorized in a memory close
to a processor to process the application program so that
there are no vacancies in the memory area. For example,
in an NUMA computer system, a processor of each node
is capable of accessing all shared memories. Therefore,
in the NUMA computer system, the size of memory space
becomes greater and the size of, for example, data for
management, such as a page table, used by the OS also
becomes greater. In the NUMA computer system, there
may be a case where there is no free area since the data
for management is memorized in a memory area of a
particular memory so that it may not be possible to store
the data used by an application program. In this case,
the data used by the application program turns out to be
stored in a memory far from a processor to process the
application program, and thus the processing perform-
ance of the application program decreases.

SOLUTION TO PROBLEM

[0005] According to an aspect of the invention, an ap-
paratus includes a plurality of memories and a plurality
of processors coupled to the plurality of memories and
configured to determine, in accordance with a demand
for allocation of a memory area of a first size to store first
data used by an operating system, whether or not a mem-
ory area of a third size may be secured for each of the
plurality of memories, the third size being obtained by
adding the memory area of the first size and a memory
area of a second size to store data used by an application
program, and to store the first data in a first memory
among the plurality of memories in a case where the first
memory is determined to be capable of securing the
memory area of the third size.

ADVANTAGEOUS EFFECTS OF INVENTION

[0006] It is desirable to provide an information process-
ing apparatus, a program, and a memory area allocation
method that may suppress a decrease in processing per-
formance of an application program.
[0007] The object and advantages of the invention will
be realized and attained by means of the elements and
combinations particularly pointed out in the claims.
[0008] It is to be understood that both the foregoing
general description and the following detailed description
are exemplary and explanatory and are not restrictive of
the invention, as claimed.

BRIEF DESCRIPTION OF DRAWINGS

[0009]

FIG. 1 illustrates the entire configuration of an infor-
mation processing apparatus;
FIG. 2 illustrates one example of a functional config-
uration of a building block;
FIG. 3 schematically illustrates one example of a
configuration of a CPU chip;
FIG. 4 illustrates one example of a data configuration
of size information;
FIG. 5 illustrates a relationship between hardware
and software in an information processing appara-
tus;
FIG. 6 illustrates an access latency in an information
processing apparatus;
FIG. 7 illustrates one example of configuration infor-
mation obtained from a hypervisor;
FIG. 8 illustrates one example of usage of a memory
area of each memory in a group;
FIG. 9 schematically illustrates one example of a flow
of startup of an OS; and
FIG. 10 is a flowchart illustrating a procedure of mem-
ory area allocation process.
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DESCRIPTION OF EMBODIMENTS

[0010] Detailed descriptions are given below to em-
bodiments of an information processing apparatus, a pro-
gram, and a memory area allocation method according
to embodiments of the present disclosure based on the
drawings. Embodiments of the present disclosure are not
limited by these embodiments. Then, it is possible to ap-
propriately combine each embodiment without contra-
dicting the process contents.

First embodiment

[0011] An information processing apparatus 10 ac-
cording to the first embodiment is described. FIG. 1 illus-
trates the entire configuration of an information process-
ing apparatus. The information processing apparatus 10
has a plurality of building blocks 11 and a service proc-
essor (SP) 12. The building blocks 11 are also referred
to as "system boards" and "nodes". For the information
processing apparatus 10 according to the present em-
bodiment, an NUMA architecture is employed. The plu-
rality of building blocks 11 and the service processor 12
are coupled by a global crossbar switch, a local area
network (LAN), and the like described later and it is pos-
sible to access each other. Although the example of FIG.
1 illustrates a case of coupling three building blocks 11
(11a, 11b, and 11c) for simplification, the number of build-
ing blocks 11 is not limited to this. The building blocks 11
may be modified in proportion to the size of the computer
system, and for example, 16 or 32 of them are coupled.
[0012] Each building block 11 respectively has hard-
ware that may run the OS independently. Each building
block 11 respectively has a plurality of CPU chips 20, a
plurality of memories 21, a disk unit 22, a communication
interface (I/F) 23, and a non-volatile memory 24. The
building blocks 11a, 11b, and 11c have approximately
similar hardware configurations. Although the example
of FIG. 1 illustrates a case where the building blocks 11
respectively have two CPU chips 20 and two memories
21 for simplification, the number of CPU chips 20 and
memories 21 are not limited to this.
[0013] Here, using FIG. 2, a configuration of such build-
ing block 11 is described. FIG. 2 illustrates one example
of a functional configuration of the building blocks. In the
example illustrated in FIG. 2, the building block 11 has
the plurality of CPU chips 20, the plurality of memories
21, a local crossbar (XB) 30, and a peripheral component
interconnect express (PCIe) switch 31. In addition, the
building block 11 also has the communication I/F 23 to
be coupled to the LAN, a serial attached SCSI (SAS) 32,
the disk unit 22, and the non-volatile memory 24.
[0014] The plurality of CPU chips 20 are coupled to
each other. Although the example of FIG. 2 illustrates a
case of two CPU chips 20, in a case of four CPU chips
20 for example, respective CPU chips 20 are cross-cou-
pled directly to other CPU chips 20, respectively. Al-
though FIG. 2 is an example of directly coupling the re-

spective CPU chips 20, the configuration may also couple
the CPU chips 20 to each other via, for example, the local
XB 30.
[0015] The respective CPU chips 20 are coupled to the
memories 21 individually. Although the respective CPU
chips 20 are coupled to one memory 21 in the example
of FIG. 2, the respective CPU chips 20 may also be cou-
pled to a plurality of memories. In addition, each CPU
chip 20 is also coupled to the non-volatile memory 24 via
a bus. Still in addition, each CPU chip 20 is also coupled
to the local XB 30. The local XB 30 is coupled to a global
crossbar switch 33. Yet in addition, each CPU chip 20 is
also coupled to the PCIe switch 31. The PCIe switch 31
is coupled to the communication I/F 23. In addition, the
PCIe switch 31 is also coupled to the disk unit 22 via the
SAS 32.
[0016] In the example illustrated in FIG. 2, for example,
the CPU chips 20 are processors to execute arithmetic
processing. The CPU chips 20 have a plurality of CPU
cores, and each CPU core functions as a CPU 40. In the
example of FIG. 2, the CPU chips 20 respectively have
four CPUs 40. Although the example of FIG. 2 illustrates
a case where the CPU chips 20 have the respective four
CPUs 40 for simplification, the number of CPUs 40 is not
limited to this. In a case where each CPU core of the
CPU chips 20 runs a plurality of threads and the respec-
tive threads function as CPUs, each thread corresponds
to the CPU 40.
[0017] FIG. 3 schematically illustrates one example of
a configuration of a CPU chip. The CPU chip 20 has four
CPU cores 41. In the example of FIG. 3, each CPU core
41 is equipped with two threads 42 that may execute
arithmetic processing, respectively, as hardware. The
threads 42 are also referred to as "strands". In a where
that the threads 42 respectively function as a CPU, each
thread 42 corresponds to the CPU 40.
[0018] Going back to FIG. 2, each CPU 40 is intercon-
nectingly coupled to the CPUs 40 of other building blocks
11 via the local XB 30 and the global crossbar switch 33
to utilize each memory 21 and the memories 21 of other
building blocks 11 as shared memories. For example,
each CPU 40 has a node map that associates a physical
address with a CPU ID as an identification of a CPU cou-
pled to a memory that is assigned the physical address.
In a case where the CPU ID of the physical address to
be accessed indicates a CPU 40 in a different building
block 11, each CPU 40 sends a request for memory ac-
cess to the other building block 11 via the local XB 30
and the global crossbar switch 33. In addition, in a case
where the CPU ID associated with the physical address
to be accessed indicates another CPU 40 in the same
building block 11, each CPU 40 also sends a request for
memory access via direct coupling between the CPUs.
That is, in a case where the CPU ID associated with the
physical address to be accessed indicates a CPU 40 oth-
er than the current CPU 40 and also a CPU present in
the same building block 11, each CPU 40 sends a request
for memory access via direct coupling between the
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CPUs.
[0019] In addition, in a case of receiving a request to
the a memory 21 coupled to the current CPU 40 from
another building block 11, the CPU 40 reads data to be
requested out of the memory 21 coupled to the CPU 40
and sends the data to the requestor.
[0020] The memories 21 are memories to memorize
data to be utilized by the OS and an application and are,
for example, a dual in-line memory module (DIMM). The
memories 21 included in each building block 11 are as-
signed physical addresses mapped to an identical phys-
ical address space, and are used in a shared manner by
the plurality of CPUs 40. That is, physical addresses hav-
ing unique values are allocated to all memories included
in the information processing apparatus 10. In the mem-
ories 21, a part of the memory area may be a shared
area shared by all CPUs 40 included in the information
processing apparatus 10.
[0021] The local XB 30 is a switch to forward packets
sent and received between the plurality of CPUs 40 that
are included in the plurality of building blocks 11. The
global crossbar switch 33 is a switch to forward packets
between each building block 11. The global crossbar
switch 33 dynamically selects a route of data sent and
received between each building block 11 and also for-
wards the data. The local XB 30 sends a packet issued
by a CPU 40 specifying a CPU 40 in another building
block 11 as a destination to the CPU 40 in the destination
building block 11 via the global crossbar switch 33.
[0022] The PCIe switch 31 is a switch to control an
access from each CPU chip 20 to an I/O device and the
like coupled via a PCIe slot. The communication I/F 23
is a LAN adaptor to couple a LAN and the building blocks
11. The SAS 32 is an adaptor for LAN and SAS mounted
to the PCIe slot, and relays coupling of the disk unit 22
with each CPU 40. Although the building blocks 11 have
the disk unit 22 in the present embodiment, embodiments
are not limited to this and a disk unit may also be disposed
outside the building blocks 11 by applying a technique
of storage area network (SAN) or the like.
[0023] The disk unit 22 is a device to have a built-in
hard disk drive (HDD) and to memorize various types of
information. Although the present embodiment illustrates
a case where the disk unit 22 has respective two HDDs
25, the number of HDDs 25 is not limited to this. The disk
unit 22 memorizes various programs, such as an OS, a
hypervisor, and firmware.
[0024] The non-volatile memory 24 is a memory that
is referred to in startup of the information processing ap-
paratus 10. In the non-volatile memory 24, a startup con-
trol program to control startup of the OS is memorized.
Examples of the startup control program may include, for
example, open boot PROM (OBP). The OBP has, for
example, a function of starting up and configuring the OS
from an external storage device or a network.
[0025] In addition, the non-volatile memory 24 also
memorizes various types of data used for control of al-
location of a memory area in startup. For example, the

non-volatile memories 24 memorize size information 50
for an application program and setting information 51.
[0026] The size information 50 for an application pro-
gram is data having a size of memory area to be secured
for an application program memorized therein. FIG. 4
illustrates one example of a data configuration of the size
information for an application program. As illustrated in
FIG. 4, the size information 50 for an application program
has each item of "group", and "memory size to be left for
application program". The item of group is an area to
memorize group numbers to group the memories. The
item of memory size to be left for an application program
is an area to memorize a size of memory area to be se-
cured for an application program in the memory of the
group of the group number. In the present embodiment,
in a case where there is no memory in the group capable
of securing a memory area for an application program,
determination is carried out three times by reducing the
size of memory area for an application program. The item
of memory size to be left for an application program is
divided into "the first time", "the second time", and "the
third time" to memorize the respective sizes of memory
area for an application program used for the determina-
tion in three times. The example of FIG. 4 illustrates that
the memory in the group "1" has a size of memory area
to be secured for an application program of 32 GB for
the first time, 16 GB for the second time, and 0 GB for
the third time.
[0027] The setting information 51 is data having set-
tings related to whether or not to secure a memory area
for an application program regarding a group not includ-
ing the CPU 40 memorized therein.
[0028] Here, a group having no CPU 40 present therein
also does not have a CPU 40 to run an application pro-
gram and does not have to secure a memory area for an
application program in order to suppress a decrease in
processing performance. However, the information
processing apparatus 10 has a possibility of modifying a
logical domain or dynamically adding a CPU 40 to a group
not including a CPU 40 using a function of dynamic recon-
figuration (DR). It is preferred for the information process-
ing apparatus 10, even regarding a group having no CPU
40 present therein, to secure a memory area for an ap-
plication program in a case of dynamically adding a CPU
40 to the group. With that, the information processing
apparatus 10 is designed to enable setting of whether or
not to secure a memory area for an application program
regarding a group not including the CPU 40 in the setting
information 51. This enables a system administrator to
modify whether to secure a memory area for an applica-
tion program by an operation of the system. For example,
in a case of securing a memory area for an application
program even regarding a group having no CPU 40
present therein, the administrator sets a size of memory
area to be secured even regarding a group having no
CPU 40 present therein in the size information 50 for an
application program. In addition, the administrator also
carries out settings to secure a memory area for an ap-

5 6 



EP 2 778 918 A2

5

5

10

15

20

25

30

35

40

45

50

55

plication program in the setting information 51. This en-
ables the information processing apparatus 10 to secure
a memory area for an application program even regard-
ing a group having no CPU 40 present therein. In addition,
in a case of not adding a CPU 40 to a group having no
CPU 40 present therein, the administrator may also avoid
securing a memory area for an application program in a
group having no CPU 40 present therein by carrying out
settings not to secure a memory area in the setting infor-
mation 51.
[0029] Going back to FIG. 1, the service processor 12
has a CPU 70, a memory 71, and a communication I/F
72, and carries out management control for the entire
information processing apparatus 10. For example, the
service processor 12 carries out power management, re-
set, modification of an operation mode, settings for add-
ing or deleting a node, collection of an error log, and the
like of each building block 11.
[0030] The information processing apparatus 10 ac-
cording to the first embodiment is considered to be ca-
pable of setting logical domains by dividing the resources
into logical groups. For example, in the example of FIG.
1, a logical domain 0 is set with the building block 11a
and the "CPU chip 2", the "memory 2", the "memory 3",
and the "disk unit" of the building block 11b. In each build-
ing block 11, various programs are loaded to the mem-
ories 21 to be run. For example, in each building block
11, a hypervisor is loaded to the memories 21 to be run.
The hypervisor runs the logical domain as a virtualization
machine to run the OS for each virtualization machine.
In the example of FIG. 1, one OS is run in the logical
domain 0. The OS is multiprocessor configuration com-
pliant and runs on any CPU 40 in the logical domain. In
a case of setting the logical domain in such a manner,
each memory 21 in the logical domain is assigned a phys-
ical address mapped to an identical physical address
space, and may be used in a shared manner from the
CPUs 40 in the logical domain.
[0031] FIG. 5 illustrates a relationship between hard-
ware and software in the information processing appa-
ratus 10. In the example illustrated in FIG. 5, hardware
of the information processing apparatus 10 is considered
to be divided into logical domains 0 through 3. In addition,
in the example of FIG. 5, hardware of each logical domain
is illustrated by being simplified, and only the four CPUs
40, the memory 21, and the disk unit 22 are illustrated
respectively as the hardware of the logical domains 0
through 3. Still in addition, the example illustrated in FIG.
5 illustrates a hypervisor 61 and an OS 60 as software.
[0032] The hypervisor 61 runs the logical domains 0
through 3 as respective virtualization machines. The OS
60 accesses the hardware of the logical domain on which
the OS 60 runs via the hypervisor 61. The OS 60 has a
kernel 63 and a setting unit 65. A memory management
unit 64 may also be a separate program, not being a part
of the kernel 63. The kernel 63 is a program to be a core
of the OS 60, and has an interruption processing unit, a
process management unit, the memory management

unit 64, a file management unit, and the like to provide
basic functions as the OS 60. The memory management
unit 64 manages the memory space of the memories 21
to be used in a shared manner and carries out allocation
of a memory area as demanded. The setting unit 65 is a
program to set the size information 50 and the setting
information 51. The system administrator sets, in the size
information 50, a size of memory area to be secured for
an application program in each group using the setting
unit 65. In addition, the system administrator also sets
whether or not to secure a memory area for an application
program regarding a group not including the CPU 40 in
the setting information 51 using the setting unit 65.
[0033] The hypervisor 61 understands a resource con-
figuration of the information processing apparatus 10,
and is capable of understanding an access latency of
each memory 21 for the CPU chips 20 from the resource
configuration that is defined as the logical domain. For
example, such CPU chip 20 is capable of directly access-
ing a memory 21 coupled to the CPU chip 20. Therefore,
the directly coupled memory 21 has a low access latency.
In contrast, the CPU chip 20 accesses a memory 21 cou-
pled to a CPU chip 20 in another building block 11 via
the local XB 30 and the global crossbar switch 33. There-
fore, the memory 21 in another building block 11 has a
high access latency. In contrast, the CPU chip 20 ac-
cesses a memory 21 coupled to another CPU chip 20 in
the same building block 11 via another CPU chip 20.
Therefore, the memory 21 coupled to another CPU chip
20 in the same building block 11 has a medium access
latency.
[0034] FIG. 6 illustrates an access latency in an infor-
mation processing apparatus. The example of FIG. 6 il-
lustrates an access latency of the building block 11a of
the information processing apparatus 10 illustrated in
FIG. 1 from the "CPU chip 0". The CPU chip 20 of the
"CPU chip 0" is capable of directly accessing the memory
21 of the "memory 0", so that the latency is low. In con-
trast, the CPU chip 20 of the "CPU chip 0" accesses the
memory 21 of the "memory 2" and the "memory 3" in the
building block 11b via the local XB 30 and the global
crossbar switch 33, so that the latency is high. In contrast,
the CPU chip 20 of the "CPU chip 0" accesses the mem-
ory 21 of the "memory 1" in the building block 11a via
another CPU chip 20, so that the latency becomes me-
dium.
[0035] Going back to FIG. 5, the hypervisor 61 may
inform of configuration information of resources for each
group to group each memory 21 in the logical domains.
For example, the hypervisor 61 has an informing unit 62
to inform of configuration information of the resources for
each group. The hypervisor 61 manages the configura-
tion information of the resources for each group to group
each memory 21 in the logical domains. For example,
the hypervisor 61 manages the configuration information
of the resources taking a respective memory 21 having
a lowest access latency for each CPU chip 20 as a re-
spective separate group. In the example of FIG. 1, the
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memories 21 directly coupled to each CPU chip 20 are
grouped as respective separate groups. In addition, the
hypervisor 61 also manages the configuration informa-
tion of the resources taking memories 21 having no cou-
pled CPU chip 20 present therein as respective separate
groups. For example, in the example of FIG. 1, the "CPU
chip 0" and the "memory 0" are considered to be in the
group 0. In addition, the "CPU chip 1" and the "memory
1" are considered to be in a group 1. Still in addition, the
"CPU chip 2" and the "memory 2" are considered to be
in a group 2. Yet in addition, the "memory 3" is considered
to be in a group 3. The informing unit 62 informs of the
group number of the group, the CPUs 40 included in the
group, the base address of the memory 21, and the size
of the memory 21 as the configuration information of the
resources for each group as demanded.
[0036] In the present embodiment, in the information
processing apparatus 10 sharing the memories 21 of
each building block 11, a memory placement optimization
(MPO) is implemented in the OS 60 to be executed. Here,
the MPO is refers to a function of optimizing arrangement
of data used by an application program on the memories.
The OS having the MPO implemented therein arranges
the data used by an application program in a memory as
close as possible to a processor to run the application
program. This enables the application program to have
an improved memory access performance because the
data is arranged in a memory accessible at a low latency.
[0037] The OS 60 having the MPO implemented there-
in arranges data used by an application program in the
memory 21 as close as possible to a processor to run
the application program in a case of loading the applica-
tion program into any of the memories 21 and running
the application program. For example, the OS 60 de-
mands the configuration information of the group from
the hypervisor 61 to obtain the configuration information
of the group from the hypervisor 61. FIG. 7 illustrates one
example of the configuration information obtained from
a hypervisor. In the example of FIG. 7, as the configura-
tion information, the group number of the group, the
CPUs 40 included in the group, the base address of the
memory 21, and the size of the memory 21 are obtained.
The OS 60 arranges the data used by the application
program in the memory 21 of the group to which the CPU
40 to run the application program belongs based on the
configuration information thus obtained. For example, in
FIG. 1, in a case where the application program runs on
the "CPU 1", the OS 60 arranges the data in the "memory
0" of the group 0 to which the "CPU chip 0" to run the
"CPU 1" belongs. This enables the application program
to access data at a low latency.
[0038] Next, brief descriptions are given to a flow of
startup of an OS in the information processing apparatus
10. In startup of the OS 60, a startup control program
memorized in the non-volatile memories 24 is loaded to
the memories 21 to be executed. The startup control pro-
gram loads kernel modules, driver modules, and the like
of the OS 60 stored in the disk unit 22 and the like to the

memories 21 for execution. The kernel 63, as being ex-
ecuted, sequentially demands allocation of a memory ar-
ea to store the data used in the OS 60 by specifying the
size from the memory management unit 64 as desired
to store the data in the memory area allocated by the
memory management unit 64. For startup of the OS 60,
such allocation of a memory area is carried out a plurality
of times.
[0039] The information processing apparatus 10 ac-
cording to the first embodiment shares the memories 21,
so that the size of memory space is large. In addition,
the information processing apparatus 10 also has a large
number of CPUs 40. For example, it is assumed that the
information processing apparatus 10 is configured by 32
building blocks 11, each building block 11 has four CPU
chips 20, each CPU chip 20 is provided with 16 cores,
and each core causes two threads to function as the
CPUs 40. In this case, the CPU 40 becomes 32 3 4 3
16 3 2 = 4096. In such a manner, the information
processing apparatus 10 according to the first embodi-
ment has a large size of memory space and the large
number of CPUs 40 run, so that the size of data for man-
agement used by the OS also becomes greater. There-
fore, in the information processing apparatus 10, there
may be a case where allocation of a memory area be-
comes intensive in a particular memory 21 and the data
for management is concentrated to the particular memory
21. In a case of executing an application program in the
particular memory 21, the OS 60 tries to arrange data
used by the application program in the particular memory
21. However, in a case where it is not possible to secure
a memory area in the particular memory 21, the OS 60
arranges the data used by the application program in a
memory 21 far from the processor to run the application
program. In this case, data access becomes costly, so
that the processing performance of the application pro-
gram decreases.
[0040] With that, the OS 60 according to the present
embodiment has a function of allocating an area from a
memory 21 having a vacancy for the application program
in startup of the OS 60. The memory management unit
64 of the OS 60 has a determination unit 81 and an al-
location unit 82.
[0041] In a case where the kernel 63 during startup
demands allocation of a memory area to store data used
by the OS 60 from the determination unit 81 by specifying
the size, the determination unit 81 determines whether
or not there is a vacancy for an application program in
the memories 21 of each group. For example, the deter-
mination unit 81 obtains the configuration information of
a group illustrated in FIG. 7 from the hypervisor 61. In a
case where the OS 60 obtains the configuration informa-
tion of a group in advance, the determination unit 81 may
use the configuration information obtained in advance.
The determination unit 81 determines whether or not a
memory area of a size obtained by adding a specified
size and a size to secure for an application program may
be secured in the memories 21 in each group. For ex-
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ample, the determination unit 81 reads a memory size to
be left for an application program for the first time for
each group memorized in the size information 50 for an
application program. Then, the determination unit 81 de-
termines whether or not the memory area of a size ob-
tained by adding the specified size and the memory size
to be left for an application program for the first time may
be secured in the memories 21 in each group. In a case
where there is no memory 21 in a group capable of se-
curing the memory area, the determination unit 81 carries
out the determination again by reducing the memory size
to be left for an application program. For example, in a
case where there is no memory 21 capable of securing
a memory area at the determination for the first time, the
determination unit 81 carries out determination again by
reading a memory size to be left for an application pro-
gram for the second time in each group out of the size
information 50 for an application program. In addition, in
a case where there is no memory 21 capable of securing
a memory area at the determination for the second time,
the determination unit 81 also carries out determination
again by reading a memory size to be left for an applica-
tion program for the third time in each group out of the
size information 50 for an application program.
[0042] Although a size of memory area to be secured
for an application program is defined as a data volume
in the size information 50 for an application program in
the present embodiment, the size may also be defined
as a percentage. For example, the size of memory area
to be secured for an application program in the size in-
formation 50 for an application program may also be de-
fined as 50% of the memory 21. FIG. 4 illustrates a case
of defining the size as a percentage in parentheses. In
addition, although the size information 50 for an applica-
tion program memorizes the size of memory area to be
secured for three times in the present embodiment, the
size information may also memorize the size of memory
area for two times, four times, or more. Still in addition,
in a case where respective one size of memory area to
be secured for each group is memorized in the size in-
formation 50 for an application program and it is not pos-
sible to secure the memory area, the determination unit
81 may also repeat determination by reducing the size
of memory area to be secured stepwise. Yet in addition,
the size of memory area to be secured for an application
program does not have to be defined in the size informa-
tion 50 for an application program. For example, the de-
termination unit 81 carries out determination by obtaining
a size to secure for an application program taking the
size to secure for an application program as 50% of the
memory 21. Then, in a case where it is not possible to
secure the memory area, the determination unit 81 may
also carry out determination repeatedly by reducing the
percentage of the size to secure for an application pro-
gram stepwise as 40%, 30%, ... of the memory 21.
[0043] The allocation unit 82 allocates the memory ar-
ea based on the determination result of the determination
unit 81. For example, the allocation unit 82 allocates the

memory area from a memory 21 in the group that is de-
termined to be capable of securing the memory area by
the determination unit 81. For example, the allocation
unit 82 allocates the memory area of a specified size from
the memory 21 in the group determined to be capable of
securing the memory area by the determination unit 81.
In the allocated memory area, data used by the OS 60
is stored.
[0044] In contrast, in a case where there is no memory
in the group determined to be capable of securing the
memory area as a result of determination by the deter-
mination unit 81, the allocation unit 82 cancels the allo-
cation of a memory area to carry out a predetermined
error process. Examples of the error process may in-
clude, for example, logging a boot failure, informing an
administrator of the boot failure, and the like. Thus, the
administrator carries out an operation, such as modifica-
tion of the size of memory area to be secured for an ap-
plication program set in the size information 50 for an
application program, modification of the logical domain,
and physical addition of a memory 21, and carries out
startup of the OS 60 again.
[0045] Next, descriptions are given with specific exam-
ples. FIG. 8 illustrates one example of usage of an each
memory area of each memory in a group. In the example
of FIG. 8, it is assumed that the memory 21 in the group
0 has an installed memory size of 64 GB, a used memory
size of 14 GB, and a free memory size of 50 GB. In ad-
dition, it is assumed that the memory 21 in the group 1
has an installed memory size of 64 GB, a used memory
size of 4 GB, and a free memory size of 60 GB. Still in
addition, it is assumed that the memory 21 in the group
2 has an installed memory size of 32 GB, a used memory
size of 2 GB, and a free memory size of 30 GB. Yet in
addition, it is assumed that the memory 21 in the group
3 has an installed memory size of 32 GB, a used memory
size of 2 GB, and a free memory size of 30 GB.
[0046] It is assumed that the memory management unit
64 accepts a demand of allocation of a memory area with
the size of memory area to allocate specified as 20 GB,
for example. The determination unit 81 reads the size of
memory area to be secured for the first time in each group
memorized in the size information 50 for an application
program. For example, in a case where the data set in
the size information 50 for an application program is in a
state illustrated in FIG. 4, the groups 0 and 1 have the
memory size of 32 GB to be left for an application program
for the first time. The groups 2 and 3 have the memory
size of 16 GB to be left for an application program for the
first time.
[0047] The determination unit 81 determines whether
or not a memory area of a size obtained by adding a
specified size and a size of memory area to be secured
for an application program may be secured in each mem-
ory 21 of groups 0 through 3 in order. In the example of
FIG. 8, the group 0 has no vacancies of 52 GB, obtained
by adding the specified 20 GB and the memory size of
32 GB to be left for an application program for the first
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time, so that it is determined to be incapable of securing
the memory area. In contrast, the group 1 has a vacancy
of 52 GB, obtained by adding the specified 20 GB and
the memory size of 32 GB to be left for an application
program for the first time, so that it is determined to be
capable of securing the memory area.
[0048] The allocation unit 82 allocates a memory area
of a specified size from the memory 21 in the group 1
determined to be capable of securing the memory area.
In the memory area thus allocated, data used by the OS
60 is stored. Thus, in the example of FIG. 8, the used
memory size of the memory 21 in the group 1 changes
from 4 GB to 24 GB.
[0049] The information processing apparatus 10 sup-
presses the concentration of the data used by the OS 60
to a particular memory 21 by starting up the OS 60 while
securing the memory area for an application program in
such a manner. This enables the OS 60 to arrange the
data used by an application program in the memory 21
close to the CPU 40 to run the application program, so
that it is possible to suppress a decrease in processing
performance of an application program.
[0050] Next, a flow of startup of the OS 60 in the infor-
mation processing apparatus 10 according to the present
embodiment is described. FIG. 9 schematically illustrates
one example of a flow of startup of an OS.
[0051] As illustrated in FIG. 9, a startup control pro-
gram loads the OS 60, such as the kernel 63 and the
memory management unit 64, memorized in the non-
volatile memories 24 and the like to the memories 21
(S10) to execute the OS 60 (S11).
[0052] The OS 60 starts startup as being executed
(S20), and sets "1" in a try number counter M (S21). Then,
the OS 60 continues the startup process and demands
allocation of a memory area from the memory manage-
ment unit 64 by specifying a data size every time the
memory area of data used in the OS 60 is desired (S22).
The memory management unit 64 executes memory ar-
ea allocation process (FIG. 10) described later every time
allocation is demanded.
[0053] The OS 60 determines whether or not the allo-
cation of a memory area is successful every time alloca-
tion of a memory area is demanded (S23), and in a case
of successful allocation (yes in S23), data used in the OS
60 is stored in the memory area thus allocated. In a case
where the startup process is not completed (no in S24),
the OS 60 repeatedly carries out the process from S22
in allocation of a memory area, and as the startup process
is completed (yes in S24), the process is finished for suc-
cessful startup (S25).
[0054] In contrast, in a case where allocation of a mem-
ory area fails (no in S23), the OS 60 carries out prede-
termined error process and the process is finished for
failed startup (S26).
[0055] In a case where startup of the OS 60 fails, the
administrator carries out an operation, such as modifica-
tion of a size of memory area to be secured for an appli-
cation program set in the size information 50 for an ap-

plication program, modification of the logical domain, and
physical addition of a memory 21, and carries out startup
of the OS 60 again.
[0056] Next, a flow of memory area allocation process
in which the information processing apparatus 10 accord-
ing to the present embodiment carries out allocation of
a memory area. FIG. 10 is a flowchart illustrating a pro-
cedure of memory area allocation process. The memory
area allocation process is executed at the timing of, for
example, demanding allocation of a memory area.
[0057] As illustrated in FIG. 10, the determination unit
81 obtains configuration information of a group from the
hypervisor 61 (S50). The determination unit 81 sets "0"
in a group number counter N (S51).
[0058] The determination unit 81 determines whether
or not an Nth group of the group number counter has a
CPU 40 (S52). In a case where there is a CPU 40 (yes
in S52), the determination unit 81 reads a size of memory
area to be secured for Mth of the try number counter in
the Nth group of the group number counter out of the size
information 50 for an application program (S53), and the
process goes on to S56 described later.
[0059] In contrast, in a case where there is no CPU 40
(no in S52), the determination unit 81 determines whether
or not a group not including the CPU 40 in the setting
information 51 has settings to secure the memory area
for an application program (S54). In a case where the
group has the settings to secure the memory area (yes
in S54), the process goes on to S53 described above.
That is, even regarding the group not including the CPU
40, the size of memory area to be secured is read out of
the size information 50 for an application program. Thus,
as long as the size of memory area is set, the set size is
secured for an application even regarding a group not
including the CPU 40.
[0060] In contrast, in a case where the group does not
have settings to secure the memory area (no in S54), the
determination unit 81 regards the size of memory area
to be secured for an application program as zero (S55),
the process goes on to S56 described later.
[0061] The determination unit 81 determines whether
or not the memory area of a size obtained by adding a
specified size and a size to secure for an application pro-
gram may be secured in the memory 21 in the Nth group
of a group number counter (S56). In a case where the
memory area may be secured (yes in S56), the allocation
unit 82 allocates the memory area of the specified size
from the memory 21 in the group determined to be ca-
pable of securing the memory area by the determination
unit 81 (S57) and the process is finished.
[0062] In contrast, in a case where the memory area
may not be secured (no in S56), the determination unit
81 determines whether or not confirmation of whether or
not the memory areas may be secured is completed for
all groups (S58). In the present embodiment, the deter-
mination unit 81 determines whether or not the confirma-
tion is completed for all groups by whether or not the
value of the group number counter N is "3". In a case
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where the confirmation is not completed (no in S58), the
determination unit 81 adds "1" to the value of the group
number counter N (S59), the process goes on to S52.
[0063] In contrast, in a case where the confirmation is
completed (yes in S58), the determination unit 81 deter-
mines whether or not the value of the try number counter
M is "3" (S60). In a case where the value of the try number
counter M is not "3" (no in S60), the determination unit
81 sets "0" in the group number counter N and adds "1"
to the try number counter M (S61), and the process goes
on to S52.
[0064] In contrast, in a case where the value of the try
number counter M is "3" (yes in S60), the determination
unit 81 has carried out confirmation determination for
three times memorized in the size information 50 for an
application program, so that the allocation of a memory
area is considered as a failure (S62), and the process is
finished.
[0065] In such a manner, in a case where allocation of
a memory area to store data used by the OS 60 is de-
manded, the information processing apparatus 10 deter-
mines whether or not the memories 21 in each group to
group the memories 21 in each building block 11 have a
vacancy for an application program. The information
processing apparatus 10 allocates the memory area from
the memory in the group determined to have a vacancy
for an application program. This enables the information
processing apparatus 10 to suppress a decrease in
processing performance of an application program.
[0066] In addition, in the information processing appa-
ratus 10, regarding the memories 21 provided in the build-
ing blocks 11, respective memories 21 having a lowest
access latency to the CPUs 40 are grouped into respec-
tive separate groups. This enables the information
processing apparatus 10 to configure groups for respec-
tive memories 21 having a low access latency.
[0067] Still in addition, in a case where there is no mem-
ory 21 in the group capable of securing the memory area,
the information processing apparatus 10 carries out de-
termination again by reducing the size of memory area
to be secured for an application program. This enables
the information processing apparatus 10 to secure more
memory areas for an application program while starting
up the OS 60 even in a case where there are fewer va-
cancies in the memory area and it is not possible to se-
cure more memory areas to be secured for an application
program.
[0068] In addition, every time allocation of a memory
area is demanded in startup of the OS 60, the information
processing apparatus 10 determines whether or not the
memory area may be secured. Then, in a case where
there is no memory 21 in the group determined to be
capable of securing a memory area as a result of deter-
mination taking the size of memory area to be secured
for an application program as zero, the information
processing apparatus 10 cancels the allocation of a
memory area to stop startup of the OS 60. Accordingly,
in a case where it is not possible to secure the memory

area to be secured for an application program, an admin-
istrator may carry out resetting to enable the information
processing apparatus 10 to secure the memory area for
an application program and start up the OS 60.
[0069] In addition, the information processing appara-
tus 10 carries out determination taking the size of memory
area to be secured for an application program as zero
regarding a group not including the CPU 40. This enables
the information processing apparatus 10 to suppress se-
curing of the memory area for an application program
regarding the group not including the CPU 40.

Second embodiment

[0070] Although descriptions have been given to an
embodiment related to the disclosed apparatus, embod-
iments of the disclosed technique may be performed in
a variety of different modes also other than the embodi-
ment described above. With that, descriptions are given
below to other embodiments included in the present dis-
closure.
[0071] For example, although a case where control of
allocation of a memory area is carried out by the OS 60
is described in the above embodiment, the disclosed ap-
paratus is not limited to this. For example, by giving a
function of the memory management unit 64 in FIG. 5 to
the OBP, the OBP may also control allocation and release
of a memory area. In addition, in startup of the OS 60,
the OBP may also carry out the control of allocation of a
memory area until the OS 60 is ready to carry out the
control of allocation of a memory area, and after that, the
OS 60 may carry out the control of allocation of a memory
area.
[0072] In addition, the above embodiment describes a
case where, if it is not possible to secure a memory size
to be left for an application program in carrying out the
allocation of a memory area, the memory size to be left
for an application program is reduced in further allocation
of a memory area; the disclosed apparatus is not limited
to this. For example, in a case where it is not possible to
secure the memory size to be left for an application pro-
gram, the memory size to be left for an application pro-
gram may also be reduced to carry out the startup again
from the start. For example, in a case where it is not
possible to secure the memory size to be left for an ap-
plication program for the first time, the information
processing apparatus 10 carries out startup from the start
with the memory size to be left for an application program
for the second time. In addition, in a case where it is not
possible to secure the memory size to be left for an ap-
plication program for the second time, the information
processing apparatus 10 may also carry out startup from
the start with the memory size to be left for an application
program for the third time.
[0073] In addition, although the above embodiment de-
scribes a case of applying the embodiment in startup of
the OS 60, the disclosed apparatus is not limited to this.
For example, the embodiment may also be applied when
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the OS 60 allocates a memory area to store data used
in the OS 60 after startup.
[0074] In addition, each component of each illustrated
apparatus is functionally conceptual and does not have
to be physically configured as illustrated. That is, a spe-
cific condition of distribution and integration of each ap-
paratus is not limited to the illustrations and all or part
thereof may be configured by being functionally or phys-
ically distributed and integrated in an arbitrary unit in ac-
cordance with various types of loads, usages, and the
like. For example, each processing unit of the determi-
nation unit 81 and the allocation unit 82 illustrated in FIG.
1 may also be integrated or separated appropriately.
[0075] All examples and conditional language recited
herein are intended for pedagogical purposes to aid the
reader in understanding the invention and the concepts
contributed by the inventor to furthering the art, and are
to be construed as being without limitation to such spe-
cifically recited examples and conditions, nor does the
organization of such examples in the specification relate
to a showing of the superiority and inferiority of the in-
vention. Although the embodiments of the present inven-
tion have been described in detail, it should be under-
stood that the various changes, substitutions, and alter-
ations could be made hereto without departing from the
spirit and scope of the invention.

Claims

1. A processing apparatus comprising:

a plurality of memories; and
a plurality of processors coupled to the plurality
of memories and configured to:

determine, in accordance with a demand for
allocation of a memory area of a first size
to store first data used by an operating sys-
tem, whether or not a memory area of a third
size may be secured for each of the plurality
of memories, the third size being obtained
by adding the memory area of the first size
and a memory area of a second size to store
data used by an application program, and
store the first data in a first memory among
the plurality of memories in a case where
the first memory is determined to be capable
of securing the memory area of the third
size.

2. The processing apparatus according to claim 1,
wherein,
among the plurality of processors, a first processor
having a lowest access latency for the first memory
executes the application program.

3. The processing apparatus according to claim 1,

wherein the plurality of processors are configured to,
in a case where any of the plurality of memories is
determined to be incapable of securing the memory
area of the third size, determine whether or not a
memory area of a fifth size may be secured for each
of the plurality of memories, the fifth size being ob-
tained by adding a fourth size smaller than the sec-
ond size and the first size.

4. The processing apparatus according to claim 1,
wherein the plurality of processors are configured to:

carry out the determination at the time of startup
of the operating system, and
stop startup of the operating system in a case
where any of the plurality of memories is deter-
mined to be incapable of securing the memory
area of the third size.

5. A program for causing a computer including a plu-
rality of memories and a plurality of processors cou-
pled to the plurality of memories to execute a proc-
ess, the process comprising:

determining, in accordance with a demand for
allocation of a memory area of a first size to store
data used by an operating system, whether or
not a memory area of a third size may be secured
for each of the plurality of memories, the third
size being obtained by adding the memory area
of the first size and a memory area of a second
size to store data used by an application pro-
gram; and
storing the first data in a first memory among the
plurality of memories in a case where the first
memory is determined to be capable of securing
the memory area of the third size.

6. The program according to claim 5, the process fur-
ther comprising:

executing the application program by a first proc-
essor having a lowest access latency among the
plurality of processors.

7. The program according to claim 5, the process fur-
ther comprising:

in a case where any of the plurality of memories
is determined to be incapable of securing the
memory area of the third size, determining
whether or not a memory area of a fifth size may
be secured for each of the plurality of memories,
the fifth size being obtained by adding a fourth
size smaller than the second size and the first
size.

8. The program according to claim 5, the process fur-
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ther comprising:

carrying out the determination at the time of star-
tup of the operating system, and
stopping startup of the operating system in a
case where any of the plurality of memories is
determined to be incapable of securing the
memory area of the third size.

9. A method executed by a computer including a plu-
rality of memories and a plurality of processors cou-
pled to the plural memories, the method comprising:

determining, in accordance with a demand for
allocation of a memory area of a first size to store
data used by an operating system, whether or
not a memory area of a third size may be secured
for each of the plurality of memories, the third
size being obtained by adding the memory area
of the first size and a memory area of a second
size to store data used by an application pro-
gram; and
storing the first data in a first memory among the
plurality of memories in a case where the first
memory is determined to be capable of securing
the memory area of the third size.

10. The method according to claim 9, the method further
comprising:

executing the application program by a first proc-
essor having a lowest access latency among the
plurality of processors.

11. The method according to claim 9, the method further
comprising:

in a case where any of the plurality of memories
is determined to be incapable of securing the
memory area of the third size, determining
whether or not a memory area of a fifth size may
be secured for each of the plurality of memories,
the fifth size being obtained by adding a fourth
size smaller than the second size and the first
size.

12. The method according to claim 9, the method further
comprising:

carrying out the determination at the time of star-
tup of the operating system, and
stopping startup of the operating system in a
case where any of the plurality of memories is
determined to be incapable of securing the
memory area of the third size.
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