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Description

FIELD OF THE INVENTION

[0001] The present invention relates generally to microprocessors, and is more particularly directed to microprocessor
circuits, systems, and methods for implementing a loop and/or stride predicting load target buffer.

BACKGROUND OF THE INVENTION

[0002] Microprocessor technology continues to advance at a rapid pace, with consideration given to all aspects of
design. Designers constantly strive to increase performance, while maximizing efficiency. With respect to performance,
greater overall microprocessor speed is achieved by improving the speed of various related and unrelated microprocessor
circuits and operations. For example, one area in which operational efficiency is improved is by providing parallel and
out-of-order instruction execution. As another example, operational efficiency also is improved by providing faster and
greater access to information, with such information including instructions and/or data. The present embodiments are
primarily directed at this access capability and, more particularly, to improving access to data by way of prefetching such
data in response to either data load or data store operations.
[0003] One very common approach in modern computer systems directed at improving access time to information is
to include one or more levels of cache memory within the system. For example, a cache memory may be formed directly
on a microprocessor, and/or a microprocessor may have access to al. external cache memory. Typically, the lowest
level cache (i.e., the first to be accessed) is smaller and faster than the cache or caches above it in the hierarchy, and
the number of caches in a given memory hierarchy may vary. In any event, when utilizing the cache hierarchy, when an
information address is issued, the address is typically directed to the lowest level cache to see if that cache stores
information corresponding to that address, that is, whether there is a "hit" in that cache. If a hit occurs, then the addressed
information is retrieved from the cache without having to access a memory higher in the memory hierarchy, where that
higher ordered memory is likely slower to access than the hit cache memory. On the other hand, if a cache hit does not
occur, then it is said that a cache miss occurs. In response, the next higher ordered memory structure is then presented
with the address at issue. If this next higher ordered memory structure is another cache, then once again a hit or miss
may occur. If misses occur at each cache, then eventually the process reaches the highest ordered memory structure
in the system, at which point the addressed information may be retrieved from that memory.
[0004] Given the existence of cache systems, another prior art technique for increasing speed involves the prefetching
of information in combination with cache systems. Prefetching involves a speculative retrieval, or preparation to retrieve,
information, where the information is retrieved from a higher level memory system, such as an external memory, into a
cache under the expectation that the retrieved information may be needed by the microprocessor for an anticipated
event at some point after the next successive clock cycle. In this regard, the instance of a load is perhaps more often
thought of in connection with retrieval, but note that prefetching may also concern a data store as well. More specifically,
a load occurs where a specific data is retrieved so that the retrieved data may be used by the microprocessor. However,
a store operation often first retrieves a group of data, where a part of that group will be overwritten. Still further, some
store operations, such as a store interrogate, do not actually retrieve data, but prepare some resource external from the
microprocessor for an upcoming event which will store information to that resource. Each of these cases, for purposes
of this Background and the present embodiments to follow, should be considered a type of prefetch. In any event, in the
case of prefetching where data is speculatively retrieved into an on-chip cache, if the anticipated event giving rise to the
prefetch actually occurs, the prefetched information is already available in the cache and, therefore, may be fetched
from the cache without having to seek it from a higher ordered memory system. In other words, prefetching lowers the
risk of a cache miss once an actual fetch is necessary.
[0005] Given the above techniques, the present inventors provide within a microprocessor a load target buffer ("LTB")
which predicts the address of the data to be used as the address for a prefetch. Moreover, the present embodiments
recognize and thereafter predict various different types of data patterns, where those patterns may range from relatively
straightforward to considerably complex data patterns. Thus, below are presented various embodiments which address
these as well as other considerations ascertainable by a person skilled in the art.

BRIEF SUMMARY OF THE INVENTION

[0006] In one embodiment there is a digital system comprising a load target circuit, the load target circuit comprising:

a plurality of entries, wherein each of the plurality of entries comprises:

a value (ADDRESS TAG) for associating said entry to a data fetching instruction:
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plurality of pointers (POINTER A,B,C), wherein each of the plurality of pointers is for storing a target data address
corresponding to an incident of the data fetching instruction; and
a next pointer, of a next pointer, (NEXT POINTER) value for identifying which one of the plurality of pointers provides
the target data address for a given incident of the data fetching instruction.

[0007] Other circuits, systems, and methods are also disclosed and claimed.

BRIEF DESCRIPTION OF THE SEVERAL VIEWS OF THE DRAWINGS

[0008] The present invention will now be further described by way of example, with reference to the accompanying
drawings in which:

Figure 1 illustrates an electrical diagram of a microprocessor having a multiple level memory system with various
components for both fetching and prefetching information from that system;
Figure 2a illustrates the format of an example of a record to be processed by data record processing software;
Figure 2b illustrates an example of data to be used in four records following the format introduced in Figure 2a;
Figure 3 illustrates a three memory area configuration storing the first three records from Figure 2, and whereby
successive data records may be handled in an overlapping manner such that, during a single time period, data is
input from storage to a first area, while data is processed in a second area, and while the data in a third area is
output to storage;
Figure 4 illustrates a first embodiment of an entry in a load target buffer ("LTB") to accommodate a looping data pattern;
Figure 5 illustrates the LTB entry of Figure 4 with certain values completed so as to illustrate looping between three
successive addresses of 1200, 2200, and 5200;
Figure 6a illustrates the format of a record from Figure 2a with still additional fields added thereto;
Figure 6b illustrates an example of data to be used in four records following the format introduced in Figure 6a;
Figure 7 illustrates the three memory area configuration of Figure 3, above, but further including the additional data
introduced in Figure 6b;
Figure 8 illustrates a second embodiment of an entry in an LTB, where the embodiment accommodates both a
striding data pattern or a looping data pattern, or a combination of the both a striding data pattern and a looping
data pattern;
Figure 9 illustrates the LTB entry of Figure 8 with certain values completed so as to illustrate looping between three
successive addresses of 1221, 2221, and 5221, as well as striding from address 1221 through address 122A; and
Figure 10 illustrates a method of operation in response to the LTB entry of Figure 8 such that successive prefetch
requests are issued for successive stride addresses.

DETAILED DESCRIPTION OF THE INVENTION

[0009] Figure 1 illustrates a block diagram of a microprocessor based system designated generally at 10 and in
accordance with the present embodiments. System 10 includes a microprocessor 12 which has a bus B. As demonstrated
below in connection with Figure 12, bus B may connect to various external devices. However, for purposes of providing
a context for the present embodiments, only an external memory 14 is shown connected to bus B, with additional items
discussed later. Note also that microprocessor 12 may represent various different types of microprocessor structures,
and numerous such structures are either known to or ascertainable by one skilled in the art. At this point, however, the
details related to such a microprocessor other than in connection with the components of Figure 1 are neither shown
nor explained in order to simplify the present discussion.
[0010] Turning to the blocks shown in Figure 1, microprocessor 12 includes a memory hierarchy in a manner known
in the art, that is, a hierarchy which reads and writes data starting from a lowest ordered storage system toward higher
ordered storage systems. At the lowest level of such a system is a zero level data cache circuit, shown in Figure 1 as
L0 data cache 16. The "L0" indication demonstrates the matter of memory hierarchy as is known in the art. Specifically,
cache circuits with a lower numerical designation are commonly closer to the execution unit of the microprocessor
pipeline (described below) as compared to cache circuits with a higher numerical designation, such as the L1 and L2
data cache circuits discussed later. Moreover, the numerical designation of the cache provides an ascending indication
of the order in which the caches are typically accessed when either reading from, or writing to, the caches. Thus, such
an access first occurs to an L0 cache and, if a cache miss occurs to that cache, it is followed by an access to an L1
cache, and so forth through the memory hierarchy until a hit is found in either a cache or other memory structure.
Returning to L0 data cache 16, in the present embodiment it is preferably a 4-way set associative cache operable to
store a total of 1 Kbytes of data in 16 byte blocks, and with each way operable to output 64 bits (i.e., 8 bytes) at a time.
[0011] Microprocessor 12 further includes an L1 data cache 18, and which is connected to L0 data cache 16 via a
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bus 19. Again, the "L1" designation necessarily indicates that this cache is higher in the memory hierarchy as compared
to L0 data cache 16. In the preferred embodiment, L1 data cache 18 is preferably a 2-way set associative cache operable
to store a total of 8 Kbytes of data in 32 byte blocks, and with each way operable to output 128 bits (i.e., 16 bytes) at a time.
[0012] System 10 further includes an L2 unified cache 20, and which is connected to L1 data cache 18 via a bus 21.
In the preferred embodiment, L2 unified cache 20 is preferably a 4-way set associative cache operable to store a total
of 64 Kbytes of data in 64 byte blocks with 32 byte sub-blocks, and with each way operable to output 256 bits (i.e., 32
bytes) at a time. Note that the L2 cache is referred to as a unified cache, meaning in addition to storing data it stores
other information as well. Specifically, as shown below, L2 unified cache 20 further stores instructions as well as address
translation information. Note that in an alternative embodiment, however, the type or types of information stored may
vary. In any event, with respect to data note then the memory hierarchy formed, that is, from L0 data cache 16, to L1
data cache 18, to L2 unified cache 20. Therefore, a first source giving rise to a potential addressing of L2 unified cache
20 is L1 data cache 18 in response to a miss in L1 data cache 18, which in turn arose from a miss in L0 data cache 16.
Moreover, in each fetch instance causing a cache miss, data is sought at the next higher level of this hierarchy; thus, if
a miss occurs at L2 unified cache 20, then the data is addressed from external memory 14. Note also that L2 unified
cache 20 further includes an access controller 22. As detailed below, access controller 22 receives requests to access
L2 unified cache 20, where those requests may be either for fetching or prefetching information from L2 unified cache 20.
[0013] Before discussing the other information paths shown in Figure 1 relating to L2 unified cache 20, and completing
the illustration of Figure 1 in an upward sense toward bus B, note that L2 unified cache 20 is further connected by way
of a bus 24 to a bus interface unit ("BIU") 26, and BIU 26 is connected to bus B. As suggested above, bus B permits
external access from microprocessor 12 and, therefore, may control and perform communication between microprocessor
12 and other elements external from the microprocessor, including external memory 14 which one skilled in the art will
appreciate is higher in the memory hierarchy than L2 unified cache 20 (and, of course, also higher than L1 data cache
18 and L0 data cache 16 as well). As another example, note that an external cache may be connected between bus B
and main memory 14 and, thus, microprocessor 12 could communicate with such an external cache. As still another
example, note that microprocessor 12 may communicate with other microprocessors in a multiple microprocessor system,
such as communicating with the on-chip memory or memories of those other microprocessors. In any event, these
external devices are by way of example and, at this point, any additional elements external from microprocessor 12 are
not detailed for sake of simplicity, with examples of such elements known or ascertainable by one skilled in the art.
[0014] As mentioned above, L2 unified cache 20 also stores instructions. In this regard, a second source giving rise
to a potential addressing of L2 unified cache 20 is L1 instruction cache 28. Specifically, L1 instruction cache 28 is
connected via a bus 30 to L2 unified cache 20. As its name implies, L1 instruction cache 28 stores instructions (as
opposed to data as is stored in L1 data cache 18). In the preferred embodiment), L1 instruction cache 28 is constructed
and sized in the same manner as L1 data cache 18 and, therefore, is preferably a 2-way set associative cache operable
to store a total of 8 Kbytes of information; here, the information is instructions in 32 byte blocks, and each way is operable
to output 128 instruction bits (i.e., 16 bytes) at a time.
[0015] A third source giving rise to a potential addressing of L2 unified cache 20 is a translation lookaside buffer
("TLB") 32. Specifically, TLB 32 is connected via a bus 34 to L2 unified cache 20. In the preferred embodiment, as is
common in the microprocessor art, logical instruction addresses are translated to corresponding physical addresses. In
this context, TLB 32 stores a table of some of the existing translations so that such translations may be accessed at
subsequent times without having to re-calculate the translation. In addition, if there is a miss in the look up to TLB 32,
then hardware associated with TLB 32 begins a table walk through page tables in main memory to determine the address
translation. These main memory page tables also may be stored, in part or whole, in L2 unified cache 20. In the preferred
embodiment, TLB 32 is preferably 256 entries, 4-way set associative, and sized such that each line stores a single
translation.
[0016] Having noted the different levels of caches in Figure 1, note further that each such cache is also connected to
an arbitration circuit 36. Arbitration circuit 36 is included to demonstrate the general functionality of successive accesses
to each cache based on a miss of a lower cache. For example, as mentioned above, if a cache access to L0 data cache
16 results in a cache miss, then L1 data cache 18 is accessed, followed by L2 unified cache 20, and so forth. Arbitration
circuit 36, therefore, represents an arbitration control over this functionality, and may be implemented in various fashions
by a person skilled in the art. Note that arbitration circuit 36 also connects to access controller 22 of L2 unified cache
20. Thus, when an access request is to be presented to L2 unified cache 20 based on a miss of a lower-level cache,
then arbitration circuit 36 presents this access request to access controller 22. As detailed below, however, access
controller 22 also represents an additional level of control which may prioritize these requests and re-issue them to L2
unified cache 20 based on the priority.
[0017] A fourth source giving rise to a potential addressing of L2 unified cache 20 is any circuit providing a snoop
request to L2 unified cache 20. As is known in the art, snooping is a function which ensures memory coherency through
different levels in a memory hierarchy. The snoop request may be generated either internally or externally from the
microprocessor. Typically, a snoop occurs by presenting an address to one or more levels of the memory system. In
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Figure 1, this functionality is shown by way of a snoop address input from BIU 26 to arbitration circuit 36 which, in turn,
may present the snoop address to any of the cache structures of Figure 1. Each cache may be directed to respond in
various manners to the snoop address depending on factors known in the art such as the coherency protocol being
implemented. For example, the cache may be directed to merely confirm whether it stores information corresponding
to the snoop address. As another example, the cache may be directed to output the information corresponding to the
snoop address if it has such information. As yet another example, the cache may be directed to invalidate the information
corresponding to the snoop address if it has such information. In any event, the snoop address poses yet another
potential address to L2 unified cache 20.
[0018] Having presented the various components of the addressable memory hierarchy of microprocessor 12, refer-
ence is now turned to the components of the microprocessor which may require the addressable information from the
memory hierarchy. In this regard, microprocessor 12 includes a pipeline designated generally at 38 and which may used
to receive and process instructions in a complex instruction set computer ("CISC"). Pipeline 38 is shown by way of
example as having six stages evenly numbered 40 through 50. Each of stages 40 through 50 is in some respects
representative of a stage or stages known in the art, and may differ in name and/or function in different architectures.
Thus, the following discussion is by way of example and without limitation to the inventive embodiments. Turning to
pipeline 38, note generally that an instruction is retrieved at a beginning stage which in the present example is an
instruction fetch stage 40. Instruction fetch stage 40 includes a branch target buffer ("BTB") 41 which may assist in
instruction fetching in the context of branch instructions as known in the art. Instruction fetching by stage 40 occurs at
a first level from L1 instruction cache 28 described above. Note also that some instruction fetches may stall the pipeline
more than one clock cycle, particularly to access slower components of the memory hierarchy system. Typically, the
received instruction is thereafter decoded in one or more decoding stages 42. While a pipeline may therefore include
an integer number of decode stages, pipeline 38 includes only one such decode stage 42 by way of example, with it
understood that typically the decode process is a multi-stage (i.e., multiple clock) process. The decode stage 42 (or
stages) decompresses the more complicated instruction into one or more simple operations referred to in this document
as micro-operation codes. These micro-operation codes typically may be executed in a single execution clock. Note
also that micro-operation codes have different names depending on the architecture and/or manufacturer. For example,
in the Texas Instruments’ standard, micro-operation codes are referred to as atomic operations ("AOps"). These AOps,
if completed in their entirety, represent completion and graduation of the instruction set instruction, including its opcode
and operands if applicable. Note that AOps are approximately comparable to some RISC instructions and, thus, are the
codes which are connected to various portions of the microprocessor to subsequently initiate execution of the decoded
instruction. Thus, AOps are comparable to what is referred to in other architectures as ROps, POps, or RISC86 instruc-
tions.
[0019] After the micro-operation codes are generated from decode stage 42, schedule stage 44 schedules those
codes to the corresponding appropriate execution units of the microprocessor. In some conventions, the scheduling
stage is referred to as the issuing of each micro-operation code to its execution unit. For example, if a microprocessor
includes three execution units (e.g., an arithmetic unit, a load/store unit, and a floating point unit), then a group of up to
three micro-operation codes may be formed and assigned for execution in a single clock cycle by each corresponding
execution unit. Indeed, a microprocessor may include more than three execution units, such as by having more than
one arithmetic unit and more than one load/store unit. In such an event, the number of micro-operation codes to be
executed in a single clock cycle may be increased accordingly. For purposes of a referring term to use in this document,
the group of micro-operation codes, regardless of its size, is referred to as a "machine word." It is not uncommon for
such a machine word to require 50 or more bits per execution resource and, therefore, a microprocessor with three
execution units may operate in response to a machine word on the order of 150 bits in width.
[0020] Before discussing the stage following schedule stage 44, note further that machine words may come from a
different source as an alternative to that described above, namely, from a microprogram memory 52 which often is
referred to in the art as a microROM. Microprogram memory 52 is commonly a read only memory which is pre-programmed
with various threads of machine words. The output of microprogram memory 52 is connected as an input to a multiplexer
54 as is the output of schedule stage 44. Consequently, multiplexer 54 may, in response to various control signals which
need not be detailed here, provide a machine word from microprogram memory 52 to the next successive stage rather
than a machine word from schedule stage 44. More specifically, an entry point address may be generated to microprogram
memory 52 in which case the first machine word in such a thread is output, and then during each successive clock cycle
a successive machine word in the thread may be output. Thus, by repeating this process, one of the entire threads from
microprogram memory 52 is passed to the remainder of pipeline 38, which may then execute and complete each of the
machine words in the microprogram memory thread.
[0021] After multiplexer 54, operand fetch stage 46 fetches any data necessary to execute any one or more of the
micro-operation codes in the currently issued machine word. Typically, this data includes operands fetched from either
registers or memory. In the context of retrieving data from memory, note that stage 46 is connected to L0 data cache
16 to seek data from that cache. Again, if a miss occurs at that cache level, one skilled in the art will therefore appreciate
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that the data may then be sought from a higher level, such as L1 data cache 18, L2 unified cache 20, or external memory
14. Note that like instruction fetches, some data fetches also may stall the pipeline more than one clock cycle.
[0022] Execution stage 48 includes numerous execution units, such as one or more arithmetic logic units, one or more
load/store units, and a floating point unit. For each such unit, the unit executes its corresponding part of the machine
word, that is, each execution unit performs its corresponding function on its assigned micro-operation code. Note also
that one or more execution units of execution stage 48 also may access data and, therefore, stage 48 is also connected
to L0 data cache 16 and, by that connection, has access to that cache as well as to the additional data storage structures
higher than that cache in the memory hierarchy of microprocessor 12.
[0023] Lastly, stage 50 graduates the instruction, meaning it is allowed to complete and take its effect, if any, on the
architected state of the microprocessor. In addition, the result of the instruction, if any, may be written to some store
such as a register file. This last operation is commonly referred to as writeback, and sometimes is considered a function
which is not part of the final pipeline stage, but which occurs at the same time the instruction is graduated.
[0024] Given the discussion presented thus far, one skilled in the art will appreciate that microprocessor 12 includes
various circuits which may access information from its memory hierarchy, where that information may be either data,
instructions, or address translation tables. Note that the accesses described to this point deal with actual fetches of such
information, that is, the retrieval of information where that information is fetched directly into pipeline 38. Typically, the
fetched information is then acted upon in the clock cycle immediately following the cycle in which it was fetched. For
example, an instruction fetched in a first clock cycle by instruction fetch stage 40 may be decoded by decode stage 42
in the next clock cycle following the first clock cycle. As another example, data fetched in a first clock cycle by data fetch
stage 46 may be used by an execution unit in execution stage 48 in the next clock cycle following the first clock cycle.
Lastly, note that the types of accesses described above are only by way of illustration, and still others will be ascertainable
by one skilled in the art. For example, certain instructions may access the memory hierarchy to fetch information into
the pipeline when the instruction is at any of various different stages of the pipeline. Moreover, the discussion of pipeline
38 above is merely by way of example, and instructions therefore may fetch information into the pipeline when passing
through various pipeline stages of other types of pipeline architectures (e.g., reduced instruction set computer) as known
in the art.
[0025] Having discussed accessing information by fetching, note that system 10 further includes various circuits and
methodology pertaining to information accesses which involve prefetching rather than fetching. Prefetching differs from
fetching in that prefetched information is retrieved speculatively rather than being retrieved because of an actual need
to act upon the information as soon as it is received. In the present embodiments, prefetching is used to reduce effective
access time through the memory hierarchy of system 10 as detailed below. Moreover, as introduced in the above
Background, prefetching may involve an instance such as a load, a data store, or a store interrogate. In any event, at
this point some introductory discussion is presented to facilitate an understanding of the embodiments below. Recall
that information stored in external memory 14 also may be stored in various caches, with the different caches characterized
in part by their location in the memory hierarchy as well as the type of information stored by a given cache. In the instance
of prefetching, when a prefetch is desired by one of various circuits within microprocessor 12 (those circuits being
discussed below), the requesting circuit issues a prefetch request corresponding to the desired information. Preferably,
and as detailed below, the prefetch request includes at least the address of the desired information as well as some
indication of the size (e.g., number of bytes) of the desired information. In the preferred embodiment, note that the
prefetch request is coupled directly to L2 unified cache 20 as opposed to a lower level cache structure. In other words,
unlike a fetch request, the prefetch request does not access the lowest level(s) of cache which may store the particular
type of information being sought by the request. Note that this approach arises because, in the preferred embodiment,
L2 unified cache 20 is downward inclusive in its information, meaning that any information in a cache lower in order than
L2 unified cache 20 is also stored in L2 unified cache 20. For example, if L1 data cache 18 stores a cache line of
information, that same information is also stored in L2 unified cache 20. Consequently, if a prefetch operation is issued
to L2 unified cache 20 resulting in a cache miss, then it is also known that none of the lower caches store the requested
information as well and, therefore, it is beneficial to continue with the prefetch operation to bring the information on chip
to L2 unified cache 20. Once the information is then brought on chip, if it is thereafter needed it is more readily accessible
(i.e., at least in L2 unified cache 20) so an external access is not necessary. In this regard, note therefore that most of
the benefit of prefetching is achieved by bringing the prefetched data on-chip. In other words, without the prefetch, if a
fetch for that information is later issued and must retrieve the information off chip, then numerous clock cycles are likely
required for this access. However, by prefetching the information on-chip, then it will be available from at least one of
the on-chip caches and, therefore, the time to access that information is considerably shorter than would be required
from an off-chip access. Moreover, if a prefetch operation is issued to L2 unified cache 20 resulting in a cache hit, then
it is known that the information is then available from L2 unified cache 20, and may even be available from a cache lower
in the hierarchy as compared to L2 unified cache 20. In either location, therefore, the information is accessible in a
relatively short time period as compared with having to retrieve it from an off chip resource. Additional benefits of this
preferred action are described below. In any event, note that once the prefetch request is presented to L2 unified cache
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20, without additional intervention it generally may be confirmed that L2 unified cache 20 either stores that information,
or that information may be retrieved into L2 unified cache 20 from a higher level memory. Alternatively, the prefetched
information may be stored in some other resource within microprocessor 12, such as within a group of prefetch buffers,
where those buffers are either a part of L2 unified cache 20 or are a separate structure. In any event, once the information
is prefetched, and if the speculative prefetch is correct, that is, if the information is thereafter needed for an actual fetch,
then it is accessible from a cache (i.e., L2 unified cache 20) or other on-chip resource and, therefore, effective access
time to the information is minimized.
[0026] Given the above discussion of prefetching, note further that it raises two considerations addressed by the
present embodiments below. First, there is the consideration of which circuits may issue a prefetch. Second, it is stated
above that the access of prefetch information proceeds with respect to L2 unified cache 20 in the above manner in the
absence of additional intervention; however, as demonstrated below, the present embodiments provide circuits and
methodology which in some instances intervene in the prefetch function, as further detailed below.
[0027] As introduced above, various circuits may issue a prefetch request in the preferred embodiment. In this regard,
note first that some of the above circuits which may issue an actual fetch also may issue a prefetch request. For example,
execution stage 48 may issue a prefetch request for data, such as by operation of its one or more load/store units. As
another example, while BTBs are known in the art to issue actual fetches for instructions (i.e., for placement into the
pipeline for immediate decoding or the like), under the present embodiment BTB 41 of instruction fetch stage 40 also
may issue a prefetch request so that one or more instructions are prefetched into L2 unified cache 20. Microprocessor
12 includes additional circuits which also may issue a prefetch request. Specifically, note now that microprocessor 12
further includes a load target buffer ("LTB") 56 connected to L2 unified cache 20 (although in alternative embodiments
the prefetch request it issues could be connected elsewhere, such as to a lower level cache(s)). At this point and by
way of introduction, note that LTB 56 includes addresses of certain data fetching instructions and predictions based on
which data will be used by those instructions in the future by microprocessor 12. Thus, once the data fetching instruction
is itself fetched into pipeline 38, LTB 56 may be consulted to determine if it has an entry corresponding to the data
fetching instruction. If so, and based on the prediction and possibly other information corresponding to the data fetching
instruction, LTB 56 may then issue a prefetch request to L2 unified cache 20. Without other intervention, the prefetch
request is responded to by a prefetch operation starting from L2 unified cache 20 and propagating upward through the
memory hierarchy so that the data is confirmed to be currently on-chip (i.e., within one of its caches) or so it may be
retrieved onto the microprocessor in response to the prefetch request. Thus, once retrieved, the data is available for
subsequent use once the data fetching instruction requires the data as the instruction passes through pipeline 38. Note
also that it is stated shortly above that the prefetch operation occurs in response to the prefetch request if there is no
other intervention. In this regard, however, note that in some instances the prefetch operation in response to the request
may be suppressed, or modified, based on other system parameters.
[0028] Looking now more closely to LTB 56, note that it predicts the address of the data to be fetched by a data fetching
instruction, and for purposes of discussion this data will be referred to as target data and its address will be referred to
as a target data address. In response to the prediction of LTB 56, the target data at the target data address may be
prefetched into a cache (e.g., L2 unified cache 20) or other memory structure on the microprocessor chip before the
data fetching instruction is executed. Hence, once the data fetching instruction thereafter requires the data, the data
may be fetched from the on-chip cache or memory structure rather than having to fetch the data from some external
storage device. In other words, prefetching in this manner reduces the cost of a cache miss and, therefore, improves
microprocessor efficiency. Given the benefit of prefetching, however, this benefit is only realized if the LTB is able to
accurately predict the data pattern for a given data fetching instruction. As detailed below, the present embodiments
improve upon the prior art by providing accurate prediction for various complicated data patterns.
[0029] At least a current publication discusses predicting simple load targets directed to software in the science arena
and, therefore, is directed to data structures which are often encountered in such software. In contrast, the present
inventors have recognized that data record processing software for business often involves considerably different types
of data structures as opposed to science and technical software. Therefore, current LTBs are not well-suited for such
different data structures. Consequently, the present inventors present in this document various embodiments which
permit prefetching of target data which is particularly beneficial for data record processing software. By data record
processing software, it is intended to designate programs which are record intensive, where often loops of instructions
are repeated for each record in a file of records. To further introduce this concept, Figure 2a illustrates a simple record
designated generally at 60, and which includes five fields 60a through 60e by way of example. Of course, a lesser or
greater number of fields may be used, and the subject matter of those fields may vary immensely. The examples of
Figure 2a provide a common context for purposes of later discussion. Thus, turning to record 60, its first field 60a identifies
an EMPLOYEE NAME, while the remaining fields specify attributes of that employee. Specifically, the second field 60b
identifies the employee’s I.D. NUMBER, the third field 60c identifies the employee’s HOURLY WAGE, the fourth field
60d identifies the number of employee’s HOURS WORKED FOR THE PAST MONTH (hereafter abbreviated as "HOURS
WORKED"), and the fifth field 60e identifies the PAY DUE to the employee based on fields 60c and 60d as better
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appreciated below.
[0030] To further present a background for discussion below, Figure 2b illustrates four records 62, 64, 66, and 68,
which follow the format of record 60 in Figure 2a. However, specific information is provided for each of records 62, 64,
66, and 68, again to provide examples for purposes of discussion below. For example, record 62 lists the EMPLOYEE
NAME as Abe Adams, his I.D. NUMBER as 123, his HOURLY wage as $6.50, his number of HOURS WORKED equal
to 185, and his pay due equal to $1202.50. One skilled in the art will further appreciate how this data is also provided
for each of records 64, 66, and 68 as well without re-stating the data of each field herein. Note also that the actual
information fields shown in records 62, 64, 66, and 68 are merely fictitiously created data and, therefore, are not intended
to reflect upon any individual, living or dead.
[0031] Given that the present embodiments relate to LTB technology, note that the use of LTB 56 improves micro-
processor efficiency in instances where the predictions of LTB 56 are accurate a sufficient number of times. In this
regard, and having introduced record formats, the present inventors have appreciated how LTB 56 may be constructed
so its predictions are sufficiently acceptable in the context of certain known techniques for processing data records.
Figure 3 introduces one such technique. Specifically, one technique commonly used by data record processing software
involves the use of three separate memory areas to allow the handling of three different data records to overlap; to
illustrate this process, Figure 3 illustrates three such memory areas designated AREA 1, AREA 2, and AREA 3. Typically,
the AREAs used in the manner described in connection with Figure 3 are separate pages in memory, but other techniques
for dedicating memory areas may be used. In any event, the location of each of three AREAs will be known to the
software by the beginning address of each such AREA. To present an example for discussion, assume that AREA 1
commences at address 1200 in memory, AREA 2 commences at address 2200 in memory, and AREA 3 commences
at address 5200 in memory. For purposes of example, the addresses of the various AREAs are hexadecimal numbers
as appreciated by one skilled in the art.
[0032] Once the locations of the AREAs of Figure 3 are known, each AREA is used as a temporary workspace for
one of the records of the file of records as explained immediately below. Using the records of Figure 2b by way of
example, each memory AREA is used for a successive record. Moreover, the use of the AREAs in this manner overlaps
as follows. At a first time, shown as t1 in Figure 3, a data record is fetched into AREA 1, starting at the beginning address
of AREA 1 which is 1200. In the present example, therefore, record 62 from Figure 2b is fetched into AREA 1. Note that
the fifth field (i.e., PAY DUE) is shown in Figure 3, but its value is initially not in the record but instead is later calculated
and written to the memory as is discussed later. Note also that the input of record 62 in this manner is typically performed
without burdening the central processing unit ("CPU"), such as by using a separate direct memory access controller
("DMA") or the like. Thus, during t1, DMA is used to fetch record 62 from some storage such as disk storage and input
to AREA 1, starting at the beginning address of AREA 1 which is 1200. At a second time, shown as t2 in Figure 3, a
data record is fetched into AREA 2, starting at the beginning address of AREA 2 which is 2200. In the present example,
therefore, record 64 from Figure 2b is input via DMA to AREA 2. However, note further during t2 that while record 64 is
being input to AREA 2, record 62 in AREA 1 is being processed by the CPU; that is, the fields of record 62 are available
to program code for reading any of those fields and writing information to those fields. Thereafter, at a third time, shown
as t3 in Figure 3, a data record is fetched into AREA 3, starting at the beginning address of AREA 3 which is 5200. In
the present example, therefore, record 66 from Figure 2b is input via DMA to AREA 3. However, because both AREAs
1 and 2 already received records, note further during t3 that while record 66 is being input via DMA to AREA 3, record
64 in AREA 2 is being processed and record 62 in AREA 1 is being output. More specifically as to record 62 in AREA
1, note that it is output to disk storage also without burdening the CPU, again by using DMA or the like.
[0033] Given the format of AREA 1 through AREA 3, but before proceeding with the processing of the records stored
in those AREAs, note that the described format of one record per area is by way of example. Thus, as an alternative,
note that some input/output to AREAs in this nature is accomplished by blocked records as that term is known in the
art. Blocked records indicates an instance where multiple records are placed in a single area, where those multiple
records are referred to as a block. For example, in Figure 3, records 62 and 64 could be stored in AREA 1 while records
66 and 68 were stored in AREA 2. Thus, a different data pattern would be realized, but also may be accommodated by
the present embodiments, as further appreciated from the various concepts taught below.
[0034] After each of AREAs 1 through 3 has received records in the manner described above, note that the procedure
continues as each record in the file of records is to be processed. Thus, at t4, the next record in the file of records is
input into AREA 1 so, while not shown in Figure 3, record 68 of Figure 2b is input to AREA 1 during t4. Moreover, during
this same t4, record 64 is output from AREA 2 while record 66 in AREA 3 is processed. Given this procedure, one skilled
in the art will appreciate that successive records may be efficiently processed in memory while reducing access time of
those records from and to disk storage. In other words, if only a single memory area were used rather than three memory
areas, then a single record would be input to that area, processed, and then output from that area, followed by the next
single record, and so forth. This latter procedure would require considerably more time to process a number of records
because there is no overlap in the time of inputting one record, while processing another, while outputting still another.
In summary, therefore, the technique illustrated by Figure 3 improves record processing efficiency. Additionally, however,
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and as demonstrated below, the present inventors also have recognized how the Figure 3 procedure gives rise to a level
of predictability which may be detected and recorded in LTB 56 so that prefetching may be used in combination with the
above process to further improved microprocessor efficiency.
[0035] To further demonstrate the present embodiments, Table 1 below sets forth a simple pseudo code program to
process the records of Figure 2b:

[0036] Before proceeding with a discussion of the implementation of LTB 56, additional comments are helpful in
connection with the pseudo code of Table 1. First, note that as pseudo code it is intended that the code of Table 1 is
merely an example and, of course, the actual code used by a microprocessor to accomplish the functions illustrated by
the code may differ in form and/or complexity. In any event, the intended illustration of Table 1 is that various lines of
program code will be stored somewhere in memory, and the program lines will perform various operations on each
record in the record file of Figure 2b. With respect to memory storage of the program code, note that Table 1 lists a
memory address for each of the program lines, starting from address 10 and incrementing by one for each successive
instruction. From this point forward, therefore, each such instruction is referred to by its address in Table 1. With respect
to the operations performed by the code, the example of Table 1 calculates the amount of money earned by each
employee for the past month, that is, it calculates the field PAY DUE shown in Figure 2a. Specifically, PAY DUE is
calculated by multiplying the HOURLY WAGE of each employee times that employee’s HOURS WORKED. More par-
ticularly, instructions 11 and 12 load each of these multipliers into respective registers, and instruction 13 performs a
multiplication of those registers and stores the product in a third register. Lastly, instruction 14 stores the result to the
PAY DUE field for the corresponding record. Of course, various additional operations may take place, but the present
example should be sufficient to explain further principles set forth below.
[0037] The present inventors now demonstrate a looping pattern of operation which has been observed in connection
with the memory AREA format of Figure 3, and which may be predicted by LTB 56 in accordance with the present
embodiments. To illustrate this looping technique, the following traces through the pseudo code set forth above through
the processing stage of the records of Figure 2b. turning to the pseudo code, for J=1, record 62 (i.e., Abe Adams) is
processed. Instruction 11 loads the target data of Abe’s HOURLY WAGE, which is located at the target data address
of 1214. Instruction 12 loads the target data of Abe’s HOURS WORKED, which is located at the target data address of
1218. Instruction 13 calculates the product of these two multipliers and stores it to register REG3. Lastly, instruction 14
stores the product realized from instruction 13 into the AREA memory location corresponding to the PAY DUE field, that
is, the target data address of 121C. Now, J is incremented by instruction 15 so, for J=2, the same instructions process
the data for record 64 (i.e., Barry Barnes). Again, therefore, instruction 11 loads the target data of Barry’s HOURLY
WAGE, which is located at the target data address of 2214. Instruction 12 loads the target data of Barry’s HOURS
WORKED, which is located at the target data address of 2218, and thereafter the product is calculated and written to
the target data address of 221C. Again, J is incremented so, for J=3, the same instructions process the data for record
66 (i.e., Cindy Cox). Again, therefore, instruction 11 loads the target data of Cindy’s HOURLY WAGE, which is located
at the target data address of 5214. Instruction 12 loads the target data of Cindy’s HOURS WORKED, which is located
at the target data address of 5218, and thereafter the product is calculated and stored to the target data address of 521C.
[0038] Having processed the first three records of the file, recall also that as the record in AREA 3 is being processed
by the above instructions, AREA 1 is loaded with the next record. Thus, in the example above, while record 66 for Cindy
Cox in AREA 3 is being processed, record 68 for Diane Davis is being fetched into AREA 1. Continuing with the instructions
from Table 1, therefore, for J=4, the same instructions process the data for record 68 (i.e., Diane Davis). Again, therefore,
instruction 11 loads the target data of Diane’s HOURLY WAGE, which is located at the target data address of 1214.
Instruction 12 loads the target data of Diane’s HOURS WORKED, which is located at the target data address of 1218,
and thereafter the product is calculated and stored to the target data address of 121C . Lastly, while no additional records
are shown in Figure 2b, one skilled in the art will appreciate that for each successive record, instructions 10 through 14

Table 1

Instruction Address Pseudo Code

10 FOR J = 1 TO LAST RECORD

11 LOAD REG1, HOURLY WAGE

12 LOAD REG2, HOURS WORKED

13 LOAD REG3, REG1 * REG2

14 STORE REG3, PAY DUE

15 NEXT J
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repeat for each memory AREA. Therefore, upon processing the data in one memory AREA, the process continues to a
next memory area in a looping fashion, that is, from AREA 1, to AREA 2, to AREA 3, and back to AREA 1 again.
[0039] Given the above, the present inventors now note their recognition of the predictability of data loads from the
above. For example, consider each occurrence of instruction 11. For J=1, instruction 11 required data from target address
1214. For J=2, instruction 11 required data from target address 2214. For J=3, instruction 11 required data from target
address 5214. Lastly, for J=4, instruction 11 required data from target address 1214 once more. Thus, given the processing
of still additional records, there is a pattern of target addresses, that is, from 1214, to 2214, to 5214, back to 1214, and
repeating onward for each record. Thus, for the entirety of records, the present inventors recognize that a loop may be
predicted whereby a single instruction (i.e., instruction 11) requires data in a looping fashion, that is, from a first address,
to a second address, to a third address, and back to the first address. Further, note that instruction 12 also loops in this
manner, but from address 1218, to 2218, to 5218, back to 1218, and repeating onward. Indeed, for various data record
processing software programs, it will be noted that this process may occur. Consequently, for a given data fetching
instruction, the present embodiments detect such a looping technique. Moreover, the present embodiments then further
predict that the data fetching instruction will continue to loop in the detected manner. Lastly, based on the prediction
(which is preferably stored in LTB 56), the present embodiments may then prefetch the data which is to be used in this
looping manner, thereby minimizing cache misses and improving microprocessor efficiency as demonstrated in detail
below.
[0040] Figure 4 illustrates a first embodiment of a single entry 561 set forth in LTB introduced above. Note that in the
preferred embodiment, LTB 56 may include on the order of 2048 entries in an 8-way set associate structure, but only
one entry of one way is shown in Figure 4 with it understood that the remaining entries in the present embodiment have
the same format. Generally, each entry in LTB 56 is operable to store information corresponding to a different data
fetching instruction. Thus, up to 2048 different data fetching instructions may be identified in LTB 56 at a time, as better
appreciated below. The specific formulation of each entry is detailed later, but a brief introduction of the overall effect of
LTB 56 is set forth here. In general, when a data fetching instruction is fetched by instruction fetch stage 40, LTB 56 is
searched to determine if it stores an entry corresponding to that data fetching instruction. If not, then an entry is created
and updated as detailed below. Once the entry is created, and provided it is set to a valid state, then as mentioned above
it provides one or more predictions of the address of the data to be fetched by the data fetching instruction. In other
words, suppose that a data fetching instruction is fetched by instruction fetch stage 40 and LTB 56 is found to have a
valid entry corresponding to the data fetching instruction. In this instance, while the data fetching instruction is still at the
relative top of instruction pipeline 38, the prediction from LTB 56 is used to issue a prefetch request for the data address
predicted by the LTB entry. Consequently, in response to this request, the data may be prefetched to a cache or the like
on the microprocessor chip. Thereafter, when the data fetching instruction reaches its execution stage, it may fetch the
data directly from the cache, without having to access it from a memory external from the microprocessor. Thus, micro-
processor efficiency is enhanced, as better appreciated from the following detailed discussion of entry 561.
[0041] Turning to entry 561, its first three values are general to the data fetching instruction, with the remaining seven
values directed to predictions for prefetching data corresponding to the data fetching instruction. Each of these values
is described below.
[0042] Starting with the general values of entry 561, its first value is an ADDRESS TAG. The ADDRESS TAG lists the
address of where the data fetching instruction is stored in memory. For example, if entry 561 corresponded to the first
load instruction in Table 1, then ADDRESS TAG would correspond to a value of 11. The second value of entry 561
includes MISCELLANEOUS CONTROL INFORMATION about the data fetching instruction, where such information
may be analogous to information listed in a BTB for a branching instruction. For example, a valid indicator may be stored
as part of this value so as to later determine whether the information in the entry is valid and may be relied upon by other
circuitry analyzing such information. Other examples will be ascertainable by a person skilled in the art. The third value
of entry 561 is the ACCESS TYPE of the data fetching instruction. Various example of access types were earlier introduced.
For example, a more straightforward access type is a fetch request, where the data fetching instruction seeks to retrieve
(i.e., load) information from a certain memory location. As another example, however, the request may be a data store
interrogate. In this case, the data store interrogate is a request to prepare some memory structure to receive data, but
no data is actually retrieved. Alternatively, the request may be a data fetch store interrogate. Here, like the data store
interrogate, the request again seeks to prepare some memory structure to receive data; in addition, however, here a
group of data is retrieved into a cache as part of the preparation, with the anticipation that part of that group will be
overwritten by a subsequent store to that group. Still other types of requests will be ascertainable by a person skilled in
the art.
[0043] Looking to the prediction related value of entry 561, the fourth value in entry 561 is a NEXT POINTER which
indicates which of three different pointers and its associated control is used as the next prediction of data to be fetched
for the corresponding data fetching instruction. More specifically, the remaining six values of entry 561 correspond to
three pointers (shown as POINTER A, POINTER B, and POINTER C) as well as control values for each of those pointers
(shown as A CONTROL, B CONTROL, and C CONTROL, respectively). Each of the POINTERs is able to store a target
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data address and, thus, the data at that address represents a prediction of the target data to be prefetched for the
instruction associated with entry 561. The CONTROL information is detailed later. At this point, returning to the NEXT
POINTER value, and as demonstrated using examples below, its value indicates which of the three pointers and its
corresponding CONTROL will predict the next target data address for the data fetching instruction identified in the
ADDRESS TAG for entry 561. Thus, the NEXT POINTER is preferably a 2-bit value, where the state of the two bits
indicates one of the three POINTERS and its CONTROL as shown in the following Table 2:

[0044] Given Table 2, a binary value of NEXT POINTER equal to 00 indicates that the next POINTER to be used as
a prediction to the target data address for the given data fetching instruction is POINTER A, as controlled by the CONTROL
information corresponding to POINTER A. Similarly, values 01 and 10 correspond to POINTER B and POINTER C,
respectively. Lastly, the value of 11 is reserved for use with alternative embodiments.
[0045] The CONTROL information for each of the three POINTERs is used to indicate whether a POINTER is valid
and, if so, to encode a fetch pattern type for its corresponding POINTER. With respect to fetch pattern types, as dem-
onstrated below the present embodiments may detect different types of data fetching patterns. One of these modes is
a loop mode, which corresponds to the example described in connection with the pseudo code of Table 1, above, and
which is further explored below. Other modes involve striding patterns, but are detailed later. In any event, the detected
pattern is encoded into the CONTROL information. Because only looping has been introduced thus far, Table 3 therefore,
sets forth the various indications of the CONTROL information which indicate whether a POINTER is valid and, if so,
the type of looping associated with it as embodied in a 3-bit value.

[0046] Given Table 3, a binary value of a CONTROL equal to 000 indicates that the corresponding POINTER value
is invalid. On the other hand, if the far left bit of the CONTROL equals 1, then the right two bits of the CONTROL specify
the POINTER to which control should loop after fetching from the address specified by the current POINTER, as illustrated
by way of example below. Lastly, if the far left bit of the CONTROL equals 0 while one of the two right bits is non-zero,
then still additional modes are represented for use with alternative embodiments, as detailed later.
[0047] To further illustrate the characteristics of entry 561 as well as the various aspects introduced above, the following
discussion now traces through the establishment of the values within entry 561 in connection with the example of Table
1. More particularly, the following discussion applies to instruction 11 of Table 1, but could apply in a similar manner to
instruction 12 of Table 1 as well. Recall that the program of Table 1 is stored as instructions in a memory accessible to
microprocessor 12, such as in external memory 14. Thus, to process those instructions, each is fetched into pipeline 38
to pass through it toward its execution stage 48. During this process, therefore, instruction 11 is fetched by instruction
fetch stage 40 for a first time (i.e. for J=1 of instruction 10). At this point, it is detected, by techniques known in the art,

Table 2

NEXT POINTER Identifi ed POINTER

00 A

01 B

10 C

11 reserved

Table 3

CONTROL INDICATION

000 Pointer is invalid

001 Reserved

010 Reserved

011 Reserved

100 Loop mode, next pointer = A

101 Loop mode, next pointer = B

110 Loop mode, next pointer = C

111 Reserved
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that the instruction is a data fetching instruction, such as a load, a store, a store interrogate, and so forth. In response
to detecting that instruction 11 is data fetching instruction, LTB 56 is consulted to determine whether one of its entries
corresponds to instruction 11. In the current example, because this is the first time instruction 11 is fetched, LTB 56 will
not have an entry corresponding to instruction 11. Thus, an entry is created as described below. Moreover, note also
that if an entry were detected in LTB 56, then a control tag also may be appended to instruction 11 so that as it passes
through pipeline 38 it is known to be a data fetching instruction which has an entry already established for it in LTB 56.
[0048] Creation of an entry in LTB 56 first involves determining where in LTB 56 to create the entry. In this regard, if
there are still unused lines in LTB 56, then one of those lines may be selected, either randomly or by some placement
algorithm, to be used to correspond to instruction 11. On the other hand, if each of the lines in LTB 56 is already
established for other data fetching instructions, then least recently used ("LRU") corresponding to each existing entry is
checked, and the entry which is the least recently used is evicted (or invalidated) so that the new entry may be formed
in its place. Note that use of LRU information to evict entries in a table is known in the art such as in use of caches, as
shown in Chapter 5 of the text entitled "Computer Architecture A Quantitative Approach", Second Edition, by Patterson
and Hennessy, (1996, Morgan Kaufmann Publishers, Inc.), which is hereby incorporated herein by reference. Regardless
of the two techniques and returning to the present inventive embodiment, assume for the current example that an entry
is formed for instruction 11 in entry 561. Having chosen entry 561, the value of its address tag is set to correspond to
11, that is, to identify the address where the current data fetching instruction is stored in memory. In addition, the value
of the NEXT POINTER is set to 01, that is, to indicate that POINTER B is the next pointer to be consulted upon the next
incident of instruction 11, as better appreciated below. Further, because this is the first incident of instruction 11, there
is generally insufficient information by which to predict what data the next incident of instruction 11 will require. However,
as a default, it is predicted that the current data fetching instruction (i.e., instruction 11) will be part of a loop mode, that
is, each incident of the instruction will gather data in a looping fashion as shown by the example of the pseudo code in
Table 1, above. Thus, since it is assumed that a loop will be formed from the target address of POINTER A toward the
target address of POINTER B, the A CONTROL information corresponding to POINTER A is set to 101, thereby predicting
a loop mode where the next target address is pointed to by POINTER B. Beyond this prediction, however, the CONTROL
information values corresponding to the remaining POINTERs B and C are set to invalid (i.e., to 000 as shown in Table
3). After establishing entry 561, eventually instruction 11 passes through pipeline 38 and the actual address for the data
it requires is ascertainable. At this point, therefore, that address is stored into the value of POINTER A. In the example
shown in connection with Figure 3, recall that the first incident of instruction 11 requires data from address 1214; thus,
the address of 1214 is stored into POINTER A.
[0049] Continuing with the above example from Table 1, instruction 14 returns control to instruction 10 for the next
iteration where J = 2. For a second time, therefore, instruction 11 is fetched by instruction fetch stage 40. Again it is
detected that instruction 11 is a data fetching instruction and, therefore, LTB 56 is consulted to determine whether one
of its entries corresponds to instruction 11. In the current example, because of the previous incident of instruction 11,
and assuming no other intervening event has affected the entry, then the ADDRESS TAG of entry 561 is detected as
corresponding to instruction 11. In response, the NEXT POINTER of entry 561 is consulted to determine what the
predicted target data address is for instruction 11. Recall that the NEXT POINTER indicates POINTER B; thus, the value
of POINTER B is examined as a potential target data address. Recall further that the B CONTROL corresponding to
POINTER B is currently set to invalid. Thus, at this point, there is no prediction of a target data address for the second
incident of instruction 11. In response, first the value of the NEXT POINTER is set to 10, that is, to indicate that POINTER
C is the next pointer to be consulted upon the next incident of instruction 11. Moreover, again as a default, it is predicted
that the current data fetching instruction (i.e., instruction 11) will be part of a loop mode. Thus, since it is assumed that
a loop will be formed from the data target address of POINTER B toward the data target address of POINTER C, the B
CONTROL is set to 110, thereby predicting a loop mode where the next target address is pointed to by POINTER C.
Thereafter, again the process waits for instruction 11 to pass through pipeline 38 until its actual target data address is
determined. In the example shown in connection with Figure 3, recall that the second incident of instruction 11 requires
data from address 2214; thus, the address of 2214 is stored into POINTER B. Note after two target data addresses are
stored in two POINTERs (e.g., POINTER A and B) as in the example thus far (or as an alternative either at the same
time the second address is being stored or before it is being stored), an additional test is performed for reasons more
clear below. Specifically, it is determined whether the two target data addresses match. In the current example, however,
there is no such match. Thus, the process continues under the assumption of the loop mode as detailed below.
[0050] Continuing still further with the above example from Table 1, instruction 14 returns control to instruction 10 for
the next iteration where J = 3. For a third time, therefore, instruction 11 is fetched by instruction fetch stage 40. Again it
is detected that instruction 11 is a data fetching instruction and LTB 56 is consulted to access entry 561 corresponding
to instruction 11. In response, the NEXT POINTER value of entry 561 is consulted to determine what the predicted target
data address is for instruction 11. The NEXT POINTER indicates POINTER C, so the value of POINTER C is examined
as a potential target data address. Recall, however, that the C CONTROL value corresponding to POINTER C is currently
set to invalid. Thus, at this point, there is no valid prediction of a target data address for the third incident of instruction
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11. In response, first the value of the NEXT POINTER is set to 00, that is, to indicate that POINTER A is the next pointer
to be consulted upon the next incident of instruction 11. Once again as a default, it is predicted that the current data
fetching instruction 11 is part of a loop mode, thereby looping from the target address of POINTER C toward the target
address of POINTER A; thus, the C CONTROL information corresponding to POINTER C is set to 100, thereby predicting
a loop mode where the next target address is pointed to by POINTER A. Thereafter, again the process waits for instruction
11 to pass through pipeline 38 until its actual target data address is determined. In the example shown in connection
with Figure 3, recall that the third incident of instruction 11 requires data from address 5214; thus, the address of 5214
is stored into POINTER C. Note also that after three target data addresses are stored in all three POINTERs as in the
example thus far (or as an alternative either at the same time the third address is being stored or before it is being
stored), an additional test is performed for reasons more clear below. Specifically, it is determined whether the most
recent target data address (e.g., the one in POINTER C) matches the least recent target data address (e.g., the one in
POINTER A). In the current example, however, there is no such match. Thus, the process as currently described continues
under the assumption of the loop mode as detailed below. Note, however, that in an alternative process detailed below,
it is also determined whether the most recent target data address (e.g., the one in POINTER C) matches the target data
address in POINTER B as well.
[0051] To summarize the above Table 1 example as of this point in the discussion, Figure 5 illustrates entry 561 with
the example values listed given the example of instruction 11 having been processed three times. Thus, in summary,
note first that the NEXT POINTER to be consulted is POINTER A. Additionally, note that a loop mode is predicted for
each POINTER. In other words, POINTER A identifies a first target data address (i.e., 1214), and its corresponding A
CONTROL predicts that after the data pointed to by POINTER A is used by instruction 11, its next incident will loop to
the target data address of POINTER B. Similarly, POINTER B identifies a second target data address (i.e., 2214), and
its corresponding B CONTROL predicts that after the data pointed to by POINTER B is used by instruction 11, its next
incident will loop to the target data address of POINTER C. POINTER C identifies a third target data address (i.e., 5214),
and its corresponding C CONTROL predicts that after the data pointed to by POINTER C is used by instruction 11, its
next incident will return to complete the loop back to the target data address of POINTER A.
[0052] Given the above, one skilled in the art will appreciate that for each subsequent incident of instruction 11, LTB
entry 561 properly predicts the pattern of data fetching for that instruction. For example, continuing with the example for
the fourth incident if data fetching instruction 11, instruction 11 is fetched by instruction fetch stage 40 and entry 561 is
detected and consulted. The NEXT POINTER value indicates that POINTER A is currently controlling, the A CONTROL
indicates a loop mode, and the value of POINTER A predicts that this fourth incident of instruction 11 will require the
target data at target data address 1214. At this point, therefore, a prefetch request is issued either by LTB 56 or a circuit
associated with it to request a prefetch of the data at target data address 1214. Returning to Figures 1b and 2, therefore,
this fourth incident will issue a prefetch request to retrieve the HOURLY WAGE for Diane Davis. Thus, as the data
fetching instruction 11 passes through pipeline 38, this data may be prefetched into an on-chip cache. Thereafter, when
data fetching instruction 11 is executed, it may load the data from the on-chip cache rather than having to alternatively
retrieve it from an external memory, where that alternative would be far more time consuming. The fourth incident of
data fetching instruction 11, as well as each subsequent incident of that instruction, is further used to ensure that entry
561 is accurate. For example, during the fourth incident, either before or during the execution of data fetching instruction
11, its actual target data address is determined. In the current example, given the records from Figure 2b, the actual
target data address will be the same as that which was predicted, that is, an address of 1214. As a result, entry 561
remains correct in its prediction and need not be modified. Indeed, one skilled in the art will now appreciate that for each
successive incident of data fetching instruction 56, the prediction shown by the values of Figure 5 are accurate, thereby
providing for continuous prefetching of data from memory addresses 1214, 2214, and 5214, for each respective incident
of data fetching instruction 11. In each of these instances, therefore, the accuracy of entry 561 will be confirmed and the
values therein will not be disturbed.
[0053] Having presented an example of successfully establishing entry 561 for a looping pattern including three ad-
dresses, recall it was stated above in connection with the second iteration of instruction 11 (i.e., for J=2) that, in connection
with establishing POINTER B, a comparison also was made to whether the two target data addresses match and, in the
above example, there was no such match. Note now, however, that the present embodiment also may detect a data
pattern where the same data address is repeatedly accessed as the target data address target data address for an
instruction, and the above-mentioned comparison is one technique to achieve such detection. More specifically, suppose
as an alternative example that instruction 11 repeatedly accessed address 1214, rather than looping in the manner as
described above. Thus, after the second iteration of instruction 11, both POINTERs A and B are set to 1214 using the
technique described above. However, recall that there is also the comparison of POINTERs A and B after POINTER B
is established. Since the two match in the current example, however, then an alternative prediction technique predicts
that the data fetching instruction is one which repeatedly accesses the same target data address. In response, the NEXT
POINTER is maintained at 01, thereby indicating that POINTER B is once again the NEXT POINTER. Consequently,
for each successive incident of instruction 11, the NEXT POINTER continuously indicates that POINTER B stores the
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predicted target data address, thereby presenting a same address loop mode. Therefore, from that point forward and
until an error in the prediction is detected, the same address (e.g., 1214) will be used as the target data address for
instruction 11. Note also that because POINTER A stored this same target data address, as an alternative the NEXT
POINTER could be maintained as indicating POINTER A to also cause each successive incident of the address to
predict address 1214 as the target data address. Indeed, still further, because both POINTERs A and B point to the
same address, the control could be set to loop between POINTERs A and B which, in effect, also would cause the same
address pointed to by both (i.e., 1214) to be the target data address for each successive incident of instruction 11.
[0054] In addition to the instance of detecting the same address pattern described above, recall further that it was
stated above in connection with the third iteration of instruction 11 (i.e., for J=3) that, in connection with establishing
POINTER C, it is determined whether it matches the least recent target data address (e.g., the one in POINTER A) . In
the above example, there was no match and therefore the process continued under the assumption of the loop mode.
Note now, however, that the present embodiment also may detect a looping data pattern where the loop only includes
two addresses as opposed to three which were demonstrated above. More specifically, suppose as an alternative
example that instruction 11 repeatedly accessed address 1214 in one incident, then address 2214 in the next incident,
and then looped back to address 1214 in the next incident, and so forth in a looping pattern. Thus, after the third iteration
of instruction 11, both POINTERs A and B are set to 1214 and 2214, respectively, using the technique described above,
but note further that POINTER C would then also be set to 1214. Recall further that there is also the comparison of
POINTERs A and C as well as POINTERs B and C after POINTER C is established (although it is not required to compare
POINTERs B and C if POINTERs A and C match, because if A equals C then B cannot equal C in the current scenario
(because it was already determined that A does not equal B)). Since POINTERs A and C match in the current example,
however, then an alternative prediction technique predicts that the data fetching instruction is one which loops from the
address in POINTER B back to the address in POINTER A (i.e., because POINTER C and A identify the same target
data address). In response, the NEXT POINTER is set to 01, thereby indicating that POINTER B is once again the NEXT
POINTER. In addition, the A CONTROL is set to 101 to indicate a loop mode with the next POINTER to be POINTER
B, while the B CONTROL is set to 100 to indicate a loop mode with the next POINTER to be POINTER A. Thereafter,
for each incident of the data fetching instruction, the NEXT POINTER may be toggled between POINTER A and B so
that the loop will continue between the two respective addresses indicated by those two POINTERs.
[0055] The above discussion demonstrates an example where the fourth incident of data fetching instruction 11, as
well as each subsequent incident of that instruction, gives rise to an accurate prediction of entry 561. However, in other
instances, it may be that the data fetching instruction at issue appeared to be looping among three target data addresses,
yet an additional incident of the data fetching instruction produces an actual target data address which departs from the
predicted loop pattern. In this event, entry 561 is modified in some manner. One example of such a modification is
described below in connection with an embodiment which provides for striding before looping. Still other modifications,
however, may be ascertainable by a person skilled in the art, and may be implemented into the format of the various
values provided by the embodiment of Figure 4.
[0056] Given the implementation of a loop mode by the embodiment of LTB 56 as described thus far, note further that
an additional embodiment may be accomplished by extending the format of each entry of LTB 56 as demonstrated
below, where that embodiment not only predicts looping as in the case described above, but further predicts strides after
a target data address but before looping to a next target data address. As an introduction to this additional embodiment,
Figure 6a once again illustrates record 60 of Figure 2a, but adds an additional four fields to that record and designated
60f through 60i. As shown in Figure 6a, each of these fields identifies the number of WEEKLY HOURS WORKED for a
first through fourth week of the current month. Thus, these fields, when summed, provide the HOURS WORKED FOR
PAST MONTH shown in field 62d. Of course, the present example assumes that the given month only includes four
weeks, with this assumption made merely to simplify the example while presenting a basis for further discussion of the
present embodiments. In any event, given the four week assumption, and although not discussed earlier, note that the
value in field 60d may be written by a program which adds fields 60f through 60i, and stores the result to field 60d.
[0057] To further illustrate the concept of Figure 6a, Figure 6b illustrates records 62, 64, 66, and 68 of Figure 2b, but
adds to those records the new fields introduced by Figure 6a. For example, in record 62 corresponding to Abe Adams,
fields 62f through 62i identify that Abe worked 40 hours in a first week of the past month, 50 hours in a second week of
the past month, 50 hours in a third week of the past month, and 45 hours in a second week of the past month. One
skilled in the art will further appreciate how this data is also provided for each of records 64, 66, and 68 as well without
re-stating the data of each field herein.
[0058] Given the illustrations of Figures 6a and 6b, Table 4 below provides a simple pseudo code program to process
the records of Figure 6b, where the program will provide the value to each record of the HOURS WORKED FOR THE
PAST MONTH based by determining the sum of each WEEKLY HOURS WORKED field:
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[0059] Before proceeding with a discussion of the additional LTB 56 embodiment, note again that Table 4 represents
pseudo code and, therefore, the actual code used by a microprocessor to accomplish the functions illustrated by the
code may differ in form and/or complexity. In any event, once again the various lines of program code in Table 4 will be
stored somewhere in memory, and the program lines will perform various operations on each record in the record file
of Figure 6b. With respect to memory storage of the program code, Table 4, like Table 1 above, lists a memory address
for each of the program lines. For the example of Table 4, the memory addresses storing the program code start from
address 20 and increment for each successive instruction. From this point forward, each such instruction is referred to
by its address in Table 4. With respect to operations performed by the code, instructions 22 through 26 of the example
of Table 4 calculate the HOURS WORKED FOR THE PAST MONTH by each employee by summing for each employee
the WEEKLY HOURS WORKED for each of the four weeks listed in the employee’s record. More particularly, after
instruction 21 clears register REG2 (i.e., sets it to zero) , then for four iterations instruction 23 loads a successive one
of the four values of the WEEKLY HOURS WORKED into register REG1. For each of those instruction 23 loads, instruction
24 adds the contents of registers REG1 and REG2 and stores the result to register REG2. Thus, one skilled in the art
will appreciate instruction 24 accumulates into register REG2 a sum of each of the values loaded by instruction 23 for
a given employee record. Once the sum is complete for all four weekly fields, instruction 26 stores the total back to the
record, at the location corresponding to the field designated HOURS WORKED FOR PAST MONTH. Once again, various
additional operations may take place, as is further demonstrated by instructions 27 through 29. Specifically, given that
instruction 24 after all iterations provides a total of the HOURS WORKED FOR PAST MONTH, then instruction 27 loads
the employee’s HOURLY WAGE, and instruction 28 multiplies this value times that employee’s HOURS WORKED FOR
PAST MONTH. Consequently, the product, which is then in register REG2, represents the PAY DUE for that employee
and, therefore, that value is written back to the record by instruction 29. Lastly, note further that still additional operations
may take place, but the present example should be sufficient to explain further principles set forth below.
[0060] The present inventors now demonstrate a striding then looping pattern of operation which also has been
observed in connection with the memory AREA format of Figure 3. To better illustrate the memory AREA format, Figure
7 once again illustrates the memory AREAs of Figure 3, but those AREAs are extended to show the target data addresses
for each of the WEEKLY HOURS WORKED fields. For example, AREA 1 stores the WEEKLY HOURS WORKED for
Abe Adams in addresses 1221, 1224, 1127, and 122A. Similarly, AREA 2 stores the WEEKLY HOURS WORKED for
Barry Barnes in addresses 2221, 2224, 2127, and 222A, and AREA 3 stores the WEEKLY HOURS WORKED for Cindy
Cox in addresses 5221, 5224, 5227, and 522A.
[0061] Turning now to the demonstration of the striding then looping pattern, the following discussion traces the pseudo
code of Table 4 through the processing stage of the records of Figure 6b. Turning to the pseudo code, for J=1, record
62 (i.e., Abe Adams) is processed. Instruction 21 clears register REG2 which will store the total, and instruction 22 begins
a loop to process each of the four WEEKLY HOURS WORKED fields for the record. Next, instruction 23 loads the target
data of Abe’s WEEKLY HOURS WORKED [#1] (i.e., 40), which is located at the target data address of 1221. Instruction
24 then adds the loaded value with the value in register REG2, and stores the value to register REG2. At this point,
therefore, since register REG2 was cleared to zero, a total of 40 is stored to register REG2. Next, instruction 25 returns
the program to instruction 23 (i.e., for K=2), which therefore represents a second incident of instruction 23. This second
incident of instruction 23 loads the target data of Abe’s WEEKLY HOURS WORKED [#2] (i.e., 50), which is located at

Table 4

Instruction Address Pseudo Code

20 FOR J = 1 TO LAST RECORD

21 CLEAR REG2

22 FOR K = 1 TO 4

23 LOAD REG1, WEEKLY HOURS WORKED [#K]

24 ADD REG2, REG1

25 NEXT K

26 STORE REG2, HOURS WORKED FOR PAST MONTH

27 LOAD REG1, HOURLY WAGE

28 MULTIPLY REG2, REG1

29 STORE REG2, PAY DUE

27 NEXT J
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the target data address of 1224. Instruction 24 then adds the loaded value (i.e., 50) with the value in register REG2 (i.e.,
40), and stores the value (i.e. 90) to register REG2. The above repetition of instructions 23 through 24 then occurs again
for K=3 and K=4. Thus, a third incident of instruction 23 loads the target data of Abe’s WEEKLY HOURS WORKED [#3]
(i.e., 50), which is located at the target data address of 1227, and instruction 24 then adds the loaded value (i.e., 50)
with the value in register REG2 (i.e., 90), and stores the value (i.e. 140) to register REG2. Still further, a fourth incident
of instruction 23 loads the target data of Abe’s WEEKLY HOURS WORKED [#4] (i.e., 45), which is located at the target
data address of 122A, and instruction 24 then adds the loaded value (i.e., 45) with the value in register REG2 (i.e., 140),
and stores the value (i.e. 185) to register REG2. At this point, the program continues to instruction 26, which stores the
total in register REG2 (i.e., 185) to the memory address corresponding to the HOURS WORKED FOR PAST MONTH
for Abe Adams, which therefore stores the value of 185 to memory address 121C. Lastly, instructions 27 through 29
also calculate the PAY DUE for Abe Adams as described above.
[0062] Given the above, note that a single iteration of J=1 presents a type of predictability of data loads known as
striding. Striding, by itself, is known in the art, as its recognition and prediction thereafter of data fetching in a striding
manner. However, after the following discussion of striding in a single iteration of the example presented in the immediately
preceding paragraph, it is further demonstrated how striding may be combined with loop detection under the present
embodiments, providing still additional benefits over the prior art. In general, striding refers to a data processing pattern
where data is fetched in a successive manner such that, once an initial fetch (and its address) is established, a fixed
distance referred to a "stride" is taken for the next successive fetch. For example, if the initial fetch address is decimal
1000 and the stride is decimal 10, then the address sequence for the fetches is 1000, 1010, 1020, 1030, and so forth.
For more information about striding as known in the art, the reader is invited to review the following two documents, both
of which are hereby incorporated herein by reference: (1) "Stride Directed Prefetching in Scalar Processors", by John
W.C. Fu of Intel Corp, and Janak H. Patel and Bob L. Janssens of the Center for Reliable and High-Performance
Computing at the University of Illinois, published by the IEEE as document number 0-8186-3175-9/92, copyright 1992;
and (2) "Hardware Support for Hiding Cache Latency", by Michael Golder and Trevor N. Mudge of the Advanced Computer
Architecture Lab at the University Of Michigan, dated January 13, 1995.
[0063] As introduced above, a single iteration of J=1 above presents an example of striding. For example, for J=1,
consider each occurrence of K for instruction 23. First, for J=1, and for K=1, instruction 23 required data from target
address 1221. Second, for J=1, and for K=2, instruction 23 required data from target address 1224. Third, for J=1, and
for K=3, instruction 23 required data from target address 1227. Lastly, for J=1, and for K=4, instruction 23 required data
from target address 122A. Note therefore that over four incidents of instruction 23, its target data addresses were 1221,
1224, 1227, and 122A. Thus, in the context of striding, an initial fetch was to address 1224, with a stride of three for
each of the next three accesses.
[0064] While the preceding paragraphs demonstrate striding, note now that the example of Table 4 further demonstrates
looping in combination with striding, where that combination may be detected by the present embodiments and encoded
into LTB 56 as detailed later. More specifically, after K iterates from 1 to 4 for J=1 as detailed immediately above, J is
incremented to 2. In the prior art where only striding is predicted, for the next incidence of instruction 23 a stride of three
would be added to the last accessed address (i.e., 122A), thereby resulting in a prediction that this next incidence of
instruction 23 will used the data at address 122D. However, such a prediction is inaccurate. Specifically, when J=2, the
first incident of instruction 23 requires the WEEKLY HOURS WORKED [#1] for record 64, and that value is stored at
address 2221 in memory AREA 2 of Figure 7. As detailed below, however, the present embodiments may accurately
predict this change from the stride, thereby further improving upon the prior art.
[0065] By continuing with the example of instruction 23 of Table 4 and the records in the memory AREAs of Figure 7,
one skilled in the art will appreciate the pattern of striding then looping in a repeated manner as recognized by the present
inventors and accommodated by the present embodiments. Continuing with the discussion of the example from above,
note that as of this point in the example, the target data addresses accessed by instruction 23 are 1221, 1224, 1227,
and 122A. Note now the target data address sequence for successive incidences of instruction 23. Thus, address 2221
is accessed when J=2 and K =1. Consider now the remaining three iterations of K while J=2. For J=2, and for K=2,
instruction 23 requires data from target address 2224. For J=2, and for K=3, instruction 23 requires data from target
address 2227. For J=2, and for K=4, instruction 23 requires data from target address 222A. Note therefore that over
four incidents of instruction 23 when J=2, its target data addresses were 2221, 2224, 2227, and 222A. Without stating
the detail of each of the successive incidences of instruction 23, one skilled in the art will appreciate that, for J=3, the
four occurrences of instruction 23 will require data from target addresses 5221, 5224, 5227, and 522A. At this point,
however, recall that after memory AREA 3 is processed, the process loops back to AREA 1. Thus, for J=4, the first
occurrence of instruction 23 will loop back to require data from target address 1221. Thereafter, the next three occurrences
of instruction 23 will require data from target addresses 1224, 1227, and 122A.
[0066] Given the above, the combination of striding then looping may be summarized. For J=1, instruction 23 executes
four times, and strides a distance of three during those times (e.g., addresses 1221, 1224, 1227, and 122A). However,
J is then incremented so that the next execution of instruction 23 does not stride a distance of three. Instead, the beginning
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of a loop in the manner of the earlier embodiments is formed when instruction 23 requires data from address 2221.
Thereafter, instruction 23 again strides a distance of three for the next three accesses. At this point, once again the loop
continues when instruction 23 next requires the data from address 5221. After three more strides of distance three, the
loop is then completed as instruction 23 next requires data from the same address at which the loop began, namely,
address 1221. Summarizing all incidents of instruction 23, therefore, it strides from 1221, to 1224, to 1227, to 122A,
then loops to 2221, from where it strides to 2224, to 2227, to 222A, then loops to 5221, from where it strides to 5224,
to 5227, to 522A, and then loops back to 1221, to continuously repeat this pattern for all occurrences of instruction 23.
[0067] Given the above, Figure 8 illustrates an additional embodiment of a single entry 561 set forth in LTB 56 introduced
above, where entry 561 includes the same values as in Figure 4 shown above, but includes an additional five values
where those values permit the present embodiment to predict various stride patterns either alone, or in combination with
looping as set forth above. With respect to the first ten values of entry 561, the reader is referred to the earlier discussion.
Thus, the following discussion focuses on the newly added values shown in Figure 8. Briefly, the values newly shown
in Figure 8 include a STRIDE LENGTH, a STRIDE THRESHOLD, a STRIDE COUNTER, a TEMPORARY POINTER
SAVER, and a STRIDE CONTROL. Moreover, note that while Figure 8 demonstrates one set of stride-related values
to be shared by each of the three POINTERs as detailed below, in an alternative embodiment each POINTER and its
associated CONTROL could have its own set of stride-related values. In this alternative, therefore, a more complex data
pattern could be predicted whereby, for a single data fetching instruction, the length and/or threshold for one stride
sequence differed from that of the next stride sequence. In any event, each of these stride-related values is discussed
below.
[0068] To demonstrate the information and operation of the stride-related values shown in Figure 8, an introductory
explanation is first presented for each of those values, with sample information provided in the context of the example
of instruction 23 of Table 4, above. Thus, before proceeding, recall that it was shown above how instruction 23 progressed
by striding through the following target data addresses: 1221, 1224, 1227, and 122A. Turning then to the stride-related
values in Figure 8, the STRIDE LENGTH value identifies the magnitude of the difference between successive stride
target data addresses. Thus, in the current example, STRIDE LENGTH equals three, that is, the stride between addresses
1221 to 1224 is three, from address 1224 to 1227 is three, and so forth. The STRIDE THRESHOLD is the number of
target addresses in a given series of strides. Thus, in the current example, STRIDE THRESHOLD equals four (i.e., there
are four addresses in the sequence of 1221, 1224, 1227, and 122A). Next, the STRIDE COUNTER is a counter which
advances for each stride in a given series of strides. By advancing, it is intended to indicate that the COUNTER may
either increment or decrement so as to keep track of each successive stride. To achieve this functionality in the preferred
embodiment, and as detailed later, the STRIDE COUNTER is initially loaded with the STRIDE THRESHOLD, and then
decrements to a value of zero as each stride is taken. The TEMPORARY POINTER SAVER is used to store the initial
address in the sequence of stride addresses. Thus, in the present example, the address of 1221 is stored to the TEM-
PORARY POINTER SAVER. As detailed later, at the conclusion of the stride sequence, this address is then returned
to the one of the POINTERs (i.e., A, B, or C) which initially provided it. Note further that, instead of having the TEMPORARY
POINTER SAVER, in an alternative embodiment the initial address may instead be re-calculated at the conclusion of
the stride sequence, with the re-calculated initial address then being returned to the POINTER which initially provided
it. Lastly, the STRIDE CONTROL merely provides additional information which may be implemented by a person skilled
in the art to control operation of stride techniques either alone or in combination with looping as further demonstrated
below.
[0069] Having introduced the various stride-related values of Figure 8, recall that each of the POINTERs A, B, and C
has a corresponding CONTROL value, and the content of those values as they related to looping were introduced above
in connection with Table 3 insofar as they relate to looping data patterns. However, as now introduced and as further
detailed below, the embodiment of Figure 8 further accommodates various stride-related patterns as well. To further
implement this functionality, note now that the CONTROL information corresponding to each POINTER may further
indicate a stride-related operation and, in this regard, Table 5 below repeats the values of Table 3, but further defines
some of the reserved values from Table 3 so as to accommodate various stride operations:

Table 5

CONTROL INDICATION

000 Pointer is invalid

001 Stride mode, STRIDE LENGTH has amount

010 Stride mode, stride = LENGTH1

011 Stride mode, stride = LENGTH2

100 Loop mode, next pointer = A
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[0070] Given Table 5, a binary value of CONTROL information equal to 001, 010, or 011 indicate that the POINTER
corresponding to the CONTROL relates to a stride activity, with the difference being the magnitude of the stride. The
specific stride differences are discussed below.
[0071] From Table 5, it is shown that a binary value of CONTROL information equal to 001 indicates a stride mode,
where the STRIDE LENGTH value of an entry in LTB 56 stores the length of the stride. To illustrate this aspect, the
following discussion traces through the example code of Table 4 and, more particularly, how an entry 561 in LTB 56
relates to the stride-operations of instruction 23. Toward this end, Figure 9 illustrates entry 561 as it has been established
to permit data prefetch predictions for instruction 23 during stride operation. Note also that the steps for establishing
instruction 23 are detailed later. Turning to Figure 9, assume therefore that entry 561 has earlier been established and
that the pseudo code of Table 4 is to be fetched and processed by pipeline 38 introduced above. Thus, instruction fetch
stage 40 fetches instruction 23 and, as in the instances described above, detects that it is a data fetching instruction.
Thus, LTB 56 is consulted to determine whether it stores an entry corresponding to instruction 23. Specifically, the
address tag field in entry 561 is determined to match the address of instruction 23 and, therefore, it is determined that
LTB 56 has such an entry. Next, the NEXT POINTER value of entry 561 is consulted and it indicates that POINTER A
and its corresponding A CONTROL should control the current prefetch request, if any, to the target data address for
instruction 23.
[0072] In response to the above, the A POINTER CONTROL INFORMATION is evaluated, and it indicates (i.e., a
value of 001) that the current access is part of a stride, where the length of the stride is stored in the STRIDE LENGTH
value. To further illustrate the steps taken from this point forward, Figure 10 illustrates a method designated generally
at 70 which depicts the various preferred steps in response to the current type of stride operation. Method 70 is shown
to generally begin with a step 72, which merely demonstrates that the method has commenced in response to a CONTROL
information value equal to 001 (or to any of the other control values which indicate a stride mode of operation). Next,
method 70 continues to step 74, which examines whether the STRIDE COUNTER equals zero. As better appreciated
once the discussion of method 70 is complete, because this is the first incident of instruction 23 for the stride sequence
of 1221, 1224, 1227, and 122A, the STRIDE COUNTER should have been reset to zero; thus, step 74 should be found
to be true and method 70 continues to step 76. If, for some reason, on this first incident of an instruction in a stride
sequence the value of the STRIDE COUNTER is non-zero, method 70 continues to step 77 which is an example of an
error handler for responding to the erroneous setting of the STRIDE COUNTER.
[0073] The error handling of step 77 performs two operations. First, the CONTROL information for the current POINTER
is set to invalid. Thus, in the current example, the A CONTROL would be set to 000. Second, the NEXT POINTER value
is advanced to point to the next successive POINTER. Thus, in the current example, the value of NEXT POINTER would
be set to 01. Finally, once this error handling is complete, the flow passes from step 77 to step 90 which, as also stated
below, merely represents the end of method 70 for the current processing of entry 561.
[0074] Step 76 is reached after the STRIDE COUNTER is found to equal zero as is the case for a valid entry in LTB
56 where a data fetching instruction which is to begin striding as in the current example of instruction 23. Step 76 then
performs two set up operations. First, step 76 copies the value of the current POINTER to the TEMPORARY POINTER
SAVER. Thus, in the current example, the value of 1221 stored in POINTER A is copied to the TEMPORARY POINTER
SAVER, from where it is later retrieved into POINTER A for reasons more clear below. Second, step 76 loads the STRIDE
COUNTER with the STRIDE THRESHOLD, so that count may decrement as introduced above for each successive
stride occurrence, also as further detailed below. After these two set up operations, method 70 continues to step 78.
[0075] Step 78 issues a prefetch request to commence at the address indicated by the corresponding POINTER.
Thus, in the current example, because POINTER A is at issue, step 78 issues a prefetch request to the target data
address of 1221. Note therefore that if this prefetch request instigates an actual prefetch operation, the data at address
1221 may be retrieved into an on-chip cache as discussed above and, therefore, will be readily available to be fetched
from that cache once instruction 23 reaches the appropriate time as it passes through pipeline 38. Again, therefore, the
benefit of prefetching may be realized, while here it is demonstrated in the first instance of a stride sequence of addresses.
Next, method 70 continues to step 80.
[0076] Step 80 decrements the value in the STRIDE COUNTER. In the current example, recall from Figure 9 that the
STRIDE COUNTER stores the value of four from the STRIDE THRESHOLD. Therefore, step 80 decrements this value
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from four to three. As better appreciated below, for each successive issuance of a prefetch request by the immediately
preceding step 78, step 80 will again decrement the count which, therefore, ultimately will reach zero to designate that
all stride instances for a given sequence of stride addresses have occurred. Next, method 70 continues to step 82.
[0077] Step 82 again determines whether the STRIDE COUNTER has reached zero. As stated in the immediately
preceding paragraph, a count of zero will be reached once all stride instances for a given sequence of stride addresses
have occurred. If the STRIDE COUNTER has not reached zero, method 70 continues to step 84. On the other hand, if
the STRIDE COUNTER has reached zero, method 70 continues to step 86. In the current example, the STRIDE COUN-
TER equals three and, thus, method 70 continues to step 84.
[0078] Step 84 increases the value of the current pointer by the value of the STRIDE LENGTH. Thus, in the current
example, POINTER A equals 1221 and the STRIDE LENGTH equals three. Consequently, in response to step 84, the
value in POINTER A is increased from 1221 to 1224. Next, method 70 returns to step 78.
[0079] Given the above discussion, one skilled in the art will appreciate that the return of method 70 from step 84 to
step 78 will cause one or more additional prefetch requests to be issued, where each successive prefetch request issues
the address of the previous prefetch address plus the value of the STRIDE LENGTH. For example, recall that the first
instance of step 78 issued a prefetch request at 1221, and the POINTER A value was thereafter increased by the STRIDE
LENGTH of three to a value of 1224. Next, therefore, step 78 will once again issue a prefetch request, but here at address
1224. Still further, step 80 will then again decrement the STRIDE COUNTER, but here from three to two, followed by
step 82 passing control to step 84, increasing POINTER A, and continuing in this manner. Given this process, note
therefore that step 78 will issue prefetch requests for the sequence of 1221, 1224, 1227, and 122A. After the issuance
of the prefetch request at address 122A, however, step 80 will again decrement the STRIDE COUNTER. At this point,
therefore, the STRIDE COUNTER is decremented from one to zero. Consequently, step 82 then passes control to step
86. Note therefore that this change of control occurs after all addresses in the stride sequence (i.e., 1224, 1224, 1227,
and 122A) have been the subject of a prefetch request.
[0080] Step 86, having been reached after issuance of all prefetch requests corresponding to a sequence of striding
addresses, copies the value from the TEMPORARY POINTER SAVER back to the current POINTER. In the current
example, recall that before step 86 the value of POINTER A equals address 122A, that is, the last address in the sequence
of stride addresses 1221, 1224, 1227, and 122A. Step 86, however, by copying back from the TEMPORARY POINTER
SAVER, restores the value in the current POINTER to that which it was at the beginning of the sequence of stride
addresses. In the current example, therefore, the value of 1221 which was earlier (i.e., in step 76) stored into the
TEMPORARY POINTER SAVER is now restored into POINTER A. Thus, one skilled in the art will appreciate that in the
next instance of a prefetch request based on POINTER A, that request will once again be directed to the address at the
beginning of the stride sequence rather than at the end of it. Additionally, and as mentioned above in connection with
the introduction of the TEMPORARY POINTER SAVER, as an alternative to using that SAVER the result of step 76
could be achieved by re-calculating the initial address which otherwise is stored in the SAVER. For example, given the
ending address of 1221, the STRIDE LENGTH could be multiplied times the value of (STRIDE THRESHOLD minus
one), and that product could be subtracted from the ending address, thereby providing the initial address to re-store to
POINTER A.
[0081] After step 86, method 70 continues to step 88. Step 88 advances the NEXT POINTER indicator for the entry
of LTB 56 at issue. In the current example, recall from Figure 9 that the value of the NEXT POINTER is currently set to
00, that is, it points to POINTER A per the values set forth in Table 2. Thus, step 88 advances the NEXT POINTER
value to 01, thereby setting it to indicate that POINTER B is the next POINTER to be consulted for the next instance
where line 561 is used. In other words, the next time instruction 23 is detected in response to being fetched by fetch
stage 40, line 561 will again be used, but at that time POINTER B and its B CONTROL will control based on the current
advancement by step 88 of the NEXT POINTER. Note further that this advancement of the NEXT POINTER continues
for each successive POINTER in entry 561 in a looping fashion. In other words, if NEXT POINTER is set to indicate
POINTER C when step 86 is reached, then advancing the NEXT POINTER in that instance would cause it to point to
POINTER A as the next POINTER; thus, the circular fashion is formed from POINTER A, to POINTER B, to POINTER
C, back to POINTER A, and so forth.
[0082] In addition to the operation of step 88 as just described, note further that still another embodiment may be
created within the inventive scope by permitting a stride to complete and a loop to a POINTER other than the next
POINTER in the circular order. In other words, the preceding paragraph described the instance of advancing the NEXT
POINTER from POINTER C to POINTER A, thereby maintaining the circular looping fashion after the stride sequence
related to POINTER C is complete. In other words, given the stride control values provided by Table 5, the preceding
paragraph implies that after a stride sequence is complete, the NEXT POINTER is merely incremented, such that the
next target data address will be indicated by the POINTER in the circular order which follows the POINTER which was
just used in connection with the now-completed stride sequence. However, note now that as an alternative embodiment
still additional control may be permitted so that a different POINTER is the NEXT POINTER after a stride sequence is
complete. For example, an additional value could be included in each LTB entry, or the number of bits in the CONTROL
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could be increased. In either event, the additional capability would permit the completion of a stride sequence followed
by a designation of a POINTER which does not circularly follow the POINTER just used. For example, in the above
example where POINTER A governed the stride sequence, this additional control could cause the NEXT POINTER to
change to 10, thereby indicating that POINTER C (rather than POINTER B as in the above example) is the next POINTER
to be consulted for the next incident of the data fetching instruction. Thus, even more complicated data patterns than
those described above could be detected and indicated in each LTB entry.
[0083] After step 88, method 70 reaches step 90. Recall also that step 90 may be reached following the error handling
of step 77 as well. In any event, step 90 merely represents the conclusion of method 70 for a given entry into LTB 56,
where that entry is based upon the stride mode of operation. Thus, after step 90, method 70 may be repeated numerous
additional times, where those times are once again commenced in response to a match being found between a fetched
instruction and an entry in LTB 56, where the matching LTB entry has an appropriate CONTROL information value set
to indicate a stride mode, and where the length of the stride is set forth in the STRIDE LENGTH value.
[0084] From the above discussion, one skilled in the art will appreciate that the embodiment of Figure 8 permits prefetch
requests to be issued to a sequence of striding addresses. Indeed, note further that by continuing with the present
example, one skilled in the art will appreciate that the embodiment of Figure 8 also permits looping between striding
addresses. More particularly, by looking again to Figure 9, note that the B POINTER identifies address 2221. Recall
also that step 88 from the above example changed the NEXT POINTER to indicate POINTER B to be the next POINTER
to be consulted for the next instance where line 561 is used. Thus, continuing with the present example, when instruction
23 is next detected in response to being fetched by fetch stage 40, line 561 will again be used to predict the fetch, but
at this point B CONTROL and POINTER B are used. Note further that B CONTROL indicates a looping mode, so again
a prefetch request will issue for this instance of instruction 23 to address 2221, but will be followed by three strides for
each of the next three incidents of instruction 23, that is, the next three such incidents will give rise to prefetch requests
to addresses 2224, 2227, and 222A. Still further, once address 222A is issued as part of a prefetch request, again the
NEXT POINTER is incremented, this time indicating POINTER C and its C CONTROL as controlling for the next access.
Continuing, one skilled in the art will appreciate that once again a stride pattern of addresses will occur for the next four
incidents of instruction 23, with those addresses including 5221, 5224, 5227, and 522A. Finally, when this is complete,
again the NEXT POINTER is incremented, this time completing the loop back to cause POINTER A and its A CONTROL
as controlling for the next access. Thus, this pattern may repeat numerous times, thereby providing a combined stride
then loop functionality.
[0085] Note also that the example above assumed a CONTROL information value for each of the POINTERs where
the CONTROL value equals 001, that is, indicating a stride mode where the magnitude of the stride was stored in the
STRIDE LENGTH value of entry 561. However, note now that the CONTROL values equal to 010 and 011 may be used
as alternatives, where each of those values correspond to a known fixed length (shown as LENGTH1 and LENGTH2
in Table 5). For example, LENGTH1 may be a value of three bytes, in which case the previous example using the value
from the STRIDE LENGTH value could instead have been achieved using a CONTROL value of 010, and from that
CONTROL value it would be known to use a stride length of three when calculating the next predicted address for which
a prefetch request is issued. As another example, LENGTH2 could be the size of one word for a given architecture,
which therefore may be four bytes for some machines. Thus, in such an instance, if a CONTROL value equals 011, then
the STRIDE LENGTH value of the entry need not be consulted and, instead, the fixed value of four bytes as known from
the 011 encoding would be used to calculate successive stride addresses. In addition to the above, note further that for
even more complex striding data patterns, the CONTROL corresponding to one POINTER may differ in mode from that
of another. For example, the A CONTROL could be 001, while the B CONTROL is 010, and the C CONTROL is 011.
Thus, each of the CONTROLs relates to a stride mode, but of differing stride lengths. Still other examples will be
appreciated by one skilled in the art.
[0086] In the context of the patterns of addresses above, note that it has been stated to this point that the prefetch
request is issued and, thus, it is not affirmatively stated that the request will actually cause a prefetch operation. In other
words, once a prefetch request is issued, it is not known by the requesting circuit whether the prefetch operation in
response to that request actually takes place. If the prefetch operation does take place, then presumably the requested
data is thereafter available in an on-chip cache so that the data may be used by an actual fetch from that cache. However,
in some instances, it may be desirable to not service the prefetch request, that is, to not permit a prefetch operation in
response to the prefetch request. Two examples of such instances are described below.
[0087] As a first example of an instance where a prefetch request is issued yet a prefetch in response to that request
may or may not occur, in yet another aspect of the present embodiments, one or more additional values may be added
to each entry in LTB 56, or some additional circuit may be connected having access to the entries described above, for
evaluating a current prefetch request relative to a past prefetch request, where the evaluation is based on cache-line
crossing. More particularly, there are various circuits known in the art for evaluating two addresses to determine whether
a subsequent address is within the same cache line as a prior address. If not, the subsequent address is said to be line-
crossing relative to the prior address, that is, its address crosses the boundary between one cache line and another
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cache line corresponding to the prior address. In the context of the present embodiment, this functionality is used in
combination with stride operations to further improve performance. More specifically, as each successive stride address
is issued as part of a prefetch request, the stride address is preferably submitted to such a line-crossing detection circuit.
If a subsequent address does not cross a cache line, then it therefore is seeking data which was presumably was sought
(and/or prefetched) in connection with the preceding stride address. Thus, absent other considerations, the subsequent
prefetch request need not cause a prefetch operation because the preceding address already caused a prefetch operation,
and that operation ensured that the data which would be sought by the subsequent prefetch request is already in the
cache. To better illustrate this, return to the example of instruction 23, which recall when handled by method 20 issued
the stride addresses of 1221, 1224, 1227, and 122A. Now, suppose that addresses 1221 and 1224 are aligned in one
cache line, while addresses 1227 and 122A are aligned in a second cache line. For the first incident of instruction 23, it
is shown above that a prefetch request is issued corresponding to address 1221. Because this is the first address in the
sequence, and absent some other reason, then a prefetch operation is permitted to occur in response to the prefetch
request. Thus, the data at address 1221 is prefetched into an on-chip cache. However, because address 1224 is also
in the same cache line as address 1221, then at the same time that the address for 1221 is prefetched in this manner,
so will be the data at address 1224. Next, for the second incident of instruction 23, it is shown above that a prefetch
request is issued corresponding to address 1224. Here, however, the cache line-crossing detection circuit detects that
the current address 1224 is in the same cache line as the preceding address 1221. In response, although a prefetch
request is preferably issued for the data at address 1224, in response no prefetch operation is preferably performed at
this point because the sought data was earlier already prefetched into the cache at the same time as was the data at
address 1221. Continuing with this example, for the third incident of instruction 23, it is shown above that a prefetch
request is issued corresponding to address 1227. Here, the cache line-crossing detection circuit detects that the current
address 1227 is not in the same cache line as the preceding address 1224. Therefore, in response to the prefetch
request issued for the data at address 1227, a prefetch operation is preferably permitted to occur, thereby fetching the
data at address 1227 (and 122A) into a different cache line, again thereby having that data available on-chip for a
subsequent fetch.
[0088] As a second example of an instance where a prefetch request is issued yet a prefetch in response to that
request may or may not occur, and as introduced much earlier, recall that additional system parameters may bear on
the efficiency of whether the prefetch operation should take place, or indeed whether the request should be modified
such that a different yet related and responsive prefetch operation occurs.
[0089] Having described the stride operation followed by looping operation accomplished by entry 561 of Figures 8
and 9, and to further illustrate the characteristics of entry 561 of those Figures as well as the various aspects introduced
above, the following discussion now traces through the establishment of the values within entry 561 of Figure 9 in
connection with instruction 23 of the example of Table 4. Recall that the program of Table 4 is stored as instructions in
a memory accessible to microprocessor 12, such as in external memory 14. Thus, to process those instructions, each
instruction is fetched into pipeline 38 to pass through it toward its execution stage 48. During this process, therefore,
instruction 23 is fetched by instruction fetch stage 40 for a first time (i.e. for J=1 and K=1). At this point, it is detected,
by techniques known in the art, that the instruction is a data fetching instruction, such as a load, a store, a store interrogate,
and so forth. In response to detecting that instruction 23 is data fetching instruction, the same initial steps are taken as
were described above in connection with entry 561 of Figure 5. Thus, the reader is referred to that prior discussion rather
than re-stating all of those details here. Briefly, recall that first LTB 56 is consulted to determine whether one of its entries
corresponds to instruction 23 and an entry is either verified to exist or one is created in a new row within LTB 56 (e.g.,
by evicting the least recently used entry in LTB 56). Recall further, however, that entry 561 of Figure 4 did not include
stride-related attributes, and the default prediction was that a loop was involved. Thus, for entry 561 of Figure 4, after
receiving a data fetching instruction and entering its target data address into the entry, the value of the NEXT POINTER
is set to 01 to indicate that POINTER B is the next pointer to be consulted upon the next incident of the data fetching
instruction. In the present embodiment of entry 561 of Figure 8, however, note that it includes various additional stride-
handling capabilities. Consequently, as further demonstrated below, its default prediction is that the address sequence
will be striding instead of looping. Thus, the value of the NEXT POINTER is maintained at 00, that is, to indicate that
POINTER A is the next pointer to be consulted upon the next incident of instruction 23. However, because there is only
a single target data address at this point, it is stored in POINTER A as well as to the TEMPORARY POINTER SAVER,
and the A CONTROL is set to 001 which, recall from Table 5 indicates a stride mode entry with the stride length being
stored in the STRIDE LENGTH value. In addition, the STRIDE COUNT is initialized to one, because the value in POINTER
A is predicted to be the first address in a sequence of stride addresses. Lastly, note that the STRIDE CONTROL is set
to incomplete. In other words, at the current point of the example, it is unknown whether the stride sequence is complete.
Thus, for control purposes as appreciated below, a value (e.g., a certain binary code) is set within the STRIDE CONTROL
to indicate this incomplete status.
[0090] The second incident of instruction 23 causes a hit in the LTB, and in response it is determined that the NEXT
POINTER is POINTER A, the CONTROL value for POINTER A is set to 001 (i.e., a stride mode entry), the STRIDE
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COUNT is set to one, and the STRIDE CONTROL is set to incomplete. In response, the actual target data address from
this second incident is used to calculate a difference between that value and the value already stored in POINTER A
(i.e., the actual target data address from the first incident of instruction 23). In the current example, therefore, the first
incident target data address of 1221 is subtracted from the second incident target data address of 1224, thereby leaving
a difference of three. Moreover, because the default mode is predicted as a stride mode, this difference is now stored
in the STRIDE LENGTH value of entry 561. Moreover, the STRIDE COUNTER is now incremented from one to two,
because the default prediction is that this second incident of instruction 23 is the second in a series of stride addresses.
Still further, the current target data address (i.e., 1224) is stored to POINTER A. Lastly, because only two successive
addresses have been received and analyzed, the NEXT POINTER remains at 00 to identify POINTER A, the A CONTROL
remains at 001, and the STRIDE CONTROL continues to indicate an incomplete status.
[0091] The third incident of instruction 23 again causes a hit in the LTB, and in response it is again determined for the
corresponding entry that the NEXT POINTER is POINTER A, and that the A CONTROL is set to 001. Here, however,
it is further detected that the STRIDE COUNTER is greater than one; from this indication in combination with the STRIDE
CONTROL value of incomplete, it is known that a stride sequence is being established, is not yet complete, and has
only covered two incidents of the data fetching instruction. Thus, again the actual target data address from this third
incident is used to calculate a difference between that value and the value already stored in POINTER A (i.e., the actual
target data address from the second incident of instruction 23) and, therefore, in the current example, the difference
equals three. Next, this difference is compared against that already stored in the STRIDE LENGTH. In the current
example, therefore, a match is found and, thus, it is presumed that the stride sequence of addresses is continuing.
Consequently, the same difference (of three) remains in the STRIDE LENGTH value. Moreover, the current target data
address (i.e., of 1227) is stored in POINTER A. Still further, the STRIDE COUNTER is now incremented from two to three.
[0092] The fourth incident of instruction 23 again causes a hit in LTB 56 with the corresponding NEXT POINTER set
to POINTER A, the A CONTROL set to 001, and the STRIDE CONTROL set to incomplete. However, because the
STRIDE COUNTER is greater than two (e.g., is currently equal to three), then it is now predicted that the actual target
data address for this fourth incident of the data fetching instruction will be the value in POINTER A (i.e., the value from
the third incident of the instruction) plus the amount stored in the STRIDE LENGTH. In other words, it is now predicted
that this fourth incident will once again be a stride in the sequence which commenced with the first through third incidents
discussed above. Therefore, in the current example, the value of three in the STRIDE LENGTH is added to the value
of 1227 in POINTER A, and the resulting target data address of 122A is used to issue a prefetch request at that address.
In addition, eventually this fourth incident of the instruction will permit the instruction to pass sufficiently along pipeline
38 so that an actual target data address is issued. In response, the actual target data address from this fourth incident
is used to calculate a difference between_that value and the value from the third incident of instruction 23 earlier stored
in POINTER A to confirm the prediction that this fourth incident was once again a stride. Here, the difference equals
three and, therefore, when compared against that already stored in the STRIDE LENGTH results in a match. Therefore,
it has been confirmed that the predicted target data address was accurate and, therefore, it is further presumed that the
stride sequence of addresses is continuing. Consequently, the same difference (of three) remains in the STRIDE LENGTH
value, and the STRIDE COUNTER is now incremented from three to four. Moreover, the current target data address
(i.e., of 122A) is stored in POINTER A.
[0093] The fifth incident of instruction 23 again causes a hit in LTB 56 with the corresponding NEXT POINTER set to
POINTER A, the A CONTROL set to 001, and the STRIDE CONTROL set to incomplete. Once again, because the
STRIDE COUNTER is greater than two (e.g., is currently equal to four), then it is now predicted that the actual target
data address for this fifth incident of the data fetching instruction will be the value in POINTER A (i.e., the value from
the fourth incident of the instruction) plus the amount stored in the STRIDE LENGTH. Therefore, in the current example,
the value of three in the STRIDE LENGTH is added to the value of 122A in POINTER A, and the resulting target data
address of 122D is used to issue a prefetch request at that address. In addition, eventually this fifth incident of the
instruction will permit the instruction to pass sufficiently along pipeline 38 so that an actual target data address is issued.
In response, the actual target data address from this fifth incident is used to calculate a difference between that value
and the value from the fourth incident of instruction 23 earlier stored in POINTER A to confirm the prediction that this
fifth incident was once again a stride. Here, however, recall from the illustration of Figure 7 that the actual target data
address for the fifth incident of instruction 23 is 2221; therefore, the difference between this fifth address and the value
of 122A stored in POINTER A is not equal to the difference of three already stored in the STRIDE LENGTH. Thus, in
response to the mismatch, it is determined that the stride sequence up to the current incident is complete, that is, the
sequence of addresses 1221, 1224, 1227, and 122A is complete. In response, therefore, the first address in that sequence
is restored from the TEMPORARY POINTER SAVER back to POINTER A. Additionally, the incomplete status of the
STRIDE CONTROL is now reset to indicate that the stride analysis for POINTER A is complete and, therefore, the
STRIDE LENGTH has the appropriate distance between stride addresses in a sequence. Still further, recall that the
STRIDE COUNTER was incremented for each address in the stride sequence. Thus, having concluded detection of the
stride sequence, the value from the STRIDE COUNTER is now moved to the STRIDE THRESHOLD, and the STRIDE
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COUNTER is set back to one. Still further, the NEXT POINTER is now set to a value of 01, thereby indicating that
POINTER B should control the next incident of the data fetching instruction. Lastly, the current target data address from
the fifth incident of instruction 23 is stored to POINTER B as well as the TEMPORARY POINTER SAVER, and the B
CONTROL is set to 001.
[0094] The sixth incident of instruction 23 is similar in various respects to the second incident above, but here the
actions are taken with respect to POINTER B rather than POINTER A. Thus, in response to a hit in the LTB, it is
determined that the corresponding NEXT POINTER is POINTER B, the CONTROL value for POINTER B is set to 001,
the STRIDE COUNT is set to one, and the STRIDE CONTROL is set to incomplete. In response, the actual target data
address from this sixth incident is used to calculate a difference between that value and the value of the fifth incident
actual target data address already stored in POINTER B. In the current example, therefore, the fifth incident target data
address of 2221 is subtracted from the sixth incident target data address of 2224, thereby leaving a difference of three.
However, at this point, recall that POINTER A has already been fully established corresponding to a stride sequence,
and recall that each POINTER shares the same stride resources. Thus, to the extent that POINTER B may also correspond
to a stride sequence, it is now ensured that the stride LENGTH is the same for POINTER B as it is for the already-
established stride sequence of POINTER A. Therefore, given the stride length of three calculated from the sixth and fifth
actual target data addresses, this difference is compared to the value in the STRIDE LENGTH. Here, a match occurs
and, therefore, the establishment of POINTER B in connection with a stride sequence may continue. Note, however,
that if a match did not occur, then alternative steps would be implemented. For example, in an alternative embodiment
mentioned earlier, each POINTER has its own corresponding stride attributes and, thus, POINTER B could be established
to correspond a different type of stride sequence, that is, one with either or both a different STRIDE LENGTH or a
different STRIDE THRESHOLD. Still other alternatives will be ascertainable by one skilled in the art. In any event,
returning to the current example where the stride length matches, the STRIDE COUNTER is incremented from one to
two, because the default prediction is that this sixth incident of instruction 23 is the second in a series of stride addresses
with respect to POINTER B. Still further, the current target data address (i.e., 2224) is stored to POINTER B. Lastly,
because only two successive addresses have been received and analyzed, the NEXT POINTER remains at 01 to identify
POINTER B, the B CONTROL remains at 001, and the STRIDE CONTROL remains set to incomplete status.
[0095] Given the above, one skilled in the art will appreciate that the previous steps may repeat for the seventh, eighth,
and ninth incidents of instruction 23 to also complete the values corresponding to POINTER B in a manner similar to
the completion of POINTER A in connection with the third, fourth, and fifth incidents of instruction 23. Therefore, after
the ninth incident of instruction 23, POINTER B will be restored with the address of 2221 from the TEMPORARY POINTER
SAVER and the and the STRIDE CONTROL is reset to indicate a complete status. Thus, once POINTER B is next
identified as the NEXT POINTER, it in combination with the stride values will predict a series of four stride addresses,
those being 2221, 2224, 2227, and 222A. Still further, note that once the ninth incident is used to conclude that the
current stride sequence is complete, the value of t:he STRIDE COUNTER is compared against the value of the STRIDE
THRESHOLD, with this step again being required due to the sharing of stride-related values among multiple POINTERs.
In other words, at this point, recall that the STRIDE THRESHOLD has already been fully established for the stride
sequence of 1221, 1224, 1227, and 122A. Thus, to the extent that POINTER B may also correspond to a stride sequence,
it is now ensured that the STRIDE THRESHOLD is the same for POINTER B as it is for the already-established stride
sequence of POINTER A. Therefore, given the STRIDE THRESHOLD of four, it is compared to the value in the STRIDE
COUNTER. Here, a match occurs and, therefore, the establishment of POINTER B in connection with a stride sequence
is complete.
[0096] Note that after the B POINTER and its control are finalized to indicate a stride mode, still an additional step
may be taken to compare the values of POINTER A and POINTER B. If these two values match, then as an alternative
prediction it may be predicted that instruction 23 repeatedly performs a stride sequence through four addresses, and
then returns to the same original address (i.e., the address stored in both POINTERs A and B). In other words, it may
be determined for a given stride sequence corresponding to POINTER A that the sequence completes, and then loops
back to the beginning address of the same sequence. In this case, recall further that an alternative was described in
connection with step 88 above whereby a stride may complete and be followed by a NEXT POINTER indication to a
POINTER other than the next POINTER in the circular order. This current paragraph, therefore, benefits from such an
alternative, where the alternative permits the stride sequence to complete, and the NEXT POINTER to identify the same
POINTER which governed the now-complete stride. In other words, for the current example, the NEXT POINTER value
would remain set to 00 so that, upon completing a stride sequence, the next incident of the data fetching instruction
would again be governed by POINTER A which controlled the just-completed stride sequence as well.
[0097] Lastly, returning to the example of Figure 7 and the establishment of entry 561, one skilled in the art will
appreciate that the previous steps for the second set of stride addresses (i.e., 2221, 2224, 2227, and 222A) are again
repeated for the tenth through thirteenth incidents of instruction 23 to complete the values corresponding to POINTER
C. Therefore, after the thirteenth incident of instruction 23, POINTER C will be restored with the address of 5221 from
the TEMPORARY POINTER SAVER, the C CONTROL will be set to 001, and the STRIDE CONTROL is reset to indicate
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a complete analysis. Thus, once POINTER C is identified as the NEXT POINTER, it in combination with the stride values
will predict a series of four stride addresses, those being 5221, 5224, 5227, and 522A. In addition, after receiving an
actual target data address for the thirteenth incident of instruction 23, one skilled in the art will appreciate that the NEXT
POINTER points to POINTER A. Therefore, the actual target data address of the thirteenth incident is confirmed to
match the target data address in POINTER A. In the current example, therefore, a match is found, thereby completing
the loop from the end of the stride sequence relating to POINTER C to the beginning of the next stride sequence as
identified by POINTER A.
[0098] Given the above, one skilled in the art will appreciate that after the thirteenth incident of instruction 23 that entry
561 is complete (i.e., as shown in Figure 9) and verified to accurately predict the stride then loop sequence depicted
above. Thus, to facilitate use with the method of Figure 10, note further that it is preferable to further modify entry_561
so that the next incident (i.e., the fourteenth incident) of instruction 23 as well as other incidents thereafter may follow
the method of Figure 10. To accomplish this, therefore, the STRIDE COUNTER is preferably loaded with the STRIDE
THRESHOLD, and then decremented once since the thirteenth occurrence of instruction 23, that is, the first incident in
the current stride sequence, already has been handled in that an actual fetch of its target data has occurred. From this
point forward, therefore, the method of Figure 10 may issue prefetch requests as described above so long as the
prediction of entry 561 remains accurate. Given the above, one skilled in the art will appreciate how the present embod-
iments may accurately predict both looping and striding data patterns for data fetching instructions. Additionally, while
various examples of encoding are shown for those predictions, and while various techniques for establishing those
encodings are shown, still other alternatives may be ascertained by a person skilled in the art. For example, while the
embodiment of Figure 4 has three POINTERs (and their corresponding CONTROL fields) which are preferred to detect
a pattern such as that introduced in Figures 2a through 7, an alternative number of POINTERs may be used for various
data patterns. As another example, while an alternative embodiment to that of Figure 8 was described above whereby
each POINTER and its associated CONTROL could have its own set of stride-related values, note as still another
embodiment a table could be set up with stride-related values, and that table could be referenced by one or entries in
LTB 56, or even associated with one or more POINTERs from one or more entries LTB 56. In other words, a resource
pool of stride values could be shared by different LTB entries, or even by different POINTERs in one or more such
entries. Still other examples will be ascertainable by one skilled in the art. Consequently, while the present embodiments
have been described in detail, various substitutions, modifications or alterations could be made to the descriptions set
forth above without departing from the inventive step.
[0099] The above embodiment has been described in terms of a load target circuit wherein each entry of the plurality
of entries further comprises a stride counter for counting the number of data target addresses issued in a sequence of
prefetch requests corresponding to the entry . Embodiments can be realised in which, for given one of the plurality of
entries, in response to successive incidents of the data fetching instruction, and further in response to one of the plurality
of control values indicating a stride mode, a circuitry for issuing pre-fetch requests issues a number of prefetch requests
equal to the number of target data addresses in the stride sequence indicated by the stride threshold value.

Claims

1. A digital system comprising a load target circuit (56), the load target circuit comprising:

a plurality of entries, wherein each (561) of the plurality of entries comprises:

a value (ADDRESS TAG) for associating said entry to a data fetching instruction:

a plurality of pointers (POINTER A,B,C), wherein each of the plurality of pointers is for storing a target data
address corresponding to an incident of the data fetching instruction; and
a next pointer value, of a next pointer, (NEXT POINTER) for identifying which one of the plurality of pointers
provides the target data address for a given incident of the data fetching instruction.

2. The digital system of Claim 1, wherein each of the plurality of entries further comprises a plurality of control values
(CONTROL A,B,C), wherein each one of the plurality of control values (CONTROL A,B,C) corresponds to one of
the plurality of pointers (POINTER A,B,C).

3. The digital system of claim 2, wherein, for a given one of the plurality of entries, in response to a given one (CONTROL
A) of the plurality of control values indicating a loop mode (101), the next pointer (NEXT POINTER) is adjusted from
a first one (POINTER A) of the plurality of pointers corresponding to the given one (CONTROL A) of the plurality of
control values to a second one (POINTER B) of the plurality of pointers after issuing a prefetch request corresponding
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to the target data address of the first one (POINTER A) of the plurality of pointers.

4. The digital system of Claim 3, wherein each of the plurality of pointers (POINTER A,B,C) is logically arranged in a
sequential and circular order; and
wherein, for a given one of the plurality of entries, in response to a given one (CONTROL A) of the plurality of control
values indicating a loop mode (101), the next pointer (NEXT POINTER) is incremented from a first one (POINTER
A) of the plurality of pointers corresponding to the given one (CONTROL A) of the plurality of control values to a
second one (POINTER B) of the plurality of pointers in the sequential and circular order after issuing a prefetch
request corresponding to the target data address of the first one (POINTER A) of the plurality of pointers.

5. The digital system of any of Claims 2 to 4, further comprising circuitry (40, 56) for issuing prefetch requests; and
wherein each of the plurality of entries further comprises: a stride threshold value for indicating a number of data
target addresses in a stride sequence.

6. The digital system of Claim 5,
wherein each entry of the plurality of entries further comprises a stride counter (STRIDE COUNTER) for counting
the number of data target addresses issued in a sequence of prefetch requests corresponding to the entry.

7. The digital system of Claim 5, wherein, for a given one (561) of the plurality of entries, in response to successive
incidents of the data fetching instruction, and further in response to one (CONTROL A) of the plurality of control
values indicating a stride mode (001), the circuitry (40,56) for issuing prefetch requests issues a number of prefetch
requests equal to the number of data target addresses in the stride sequence indicated by the stride threshold value
(STRIDE THRESHOLD).

8. The digital system of Claim 5, wherein each of the plurality of entries further comprises
a stride length value (STRIDE LENGTH) for indicating a stride length between successive data target addresses in
a stride sequence.

9. The digital system of Claim 8,
wherein, for a given one of the plurality of entries, in response to successive incidents of the data fetching instruction,
and further in response to one (CONTROL A) of the plurality of control values indicating a stride mode (001), the
circuitry (40,56) for issuing prefetch requests is operative to issue successive prefetch requests, wherein each of
the successive prefetch requests includes a data target address and
wherein the data target address of each of the successive prefetch requests after a first of the successive prefetch
requests has the stride length (STRIDE LENGTH) as the difference between itself and a data target address of an
immediately preceding prefetch request.

10. The digital system of any of Claims 5 to 9,
wherein, for a given one of the plurality of entries, in response to successive incidents of the data fetching instruction,
and further in response to one (CONTROL A) of the plurality of control values indicating a stride mode (001), the
circuitry (40,56) for issuing prefetch requests is operable to issue a number of prefetch requests equal to the number
of data target addresses in the stride sequence indicated by the stride threshold value (STRIDE THRESHOLD); and
wherein, for a given one of the plurality of entries, in response to a given one (CONTROL A) of the plurality of control
values indicating a loop mode (101), the circuitry (40,56) for issuing prefetch requests is operable to increment the
next pointer (NEXT POINTER) from a first one (POINTER A) of the plurality of pointers corresponding to the given
one (CONTROL A) of the plurality of control values to a second one (CONTROL B) of the plurality of pointers after
issuing a prefetch request corresponding to the target data address of the first one (POINTER A) of the plurality of
pointers.

11. The digital system of any of Claims 2 to 10, further comprising:

a plurality of control values (CONTROL A,B,C), wherein each one of the plurality of control values corresponds
to one of the plurality of pointers (POINTER A,B,C); and
circuitry for maintaining the next pointer (NEXT POINTER) value to a constant value to identify one of the
plurality of pointers for multiple incidents of the data fetching instruction thereby creating a same address loop
mode.

12. The digital system of Claim 12, further comprising:
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circuitry (40,56) for issuing prefetch requests, wherein, for a given one of the plurality of entries, in response to
successive incidents of the data fetching instruction, and further in response to the same address loop mode,
the circuitry for issuing prefetch requests issues successive prefetch requests having the same target data
address.

13. The digital system of any of Claims 1 to 12, wherein the plurality of pointers (POINTER A,B,C) is three pointers.

14. The digital system of any of Claims 1 to 13, wherein the data fetching instruction is a load instruction.

15. The digital system of any of Claims 1 to 14, wherein the data fetching instruction is a store instruction.

16. The digital system of any of Claims 1 to 15 being a microprocessor, comprising:

an instruction pipeline (38) for receiving instructions; and
circuitry (40,56) for determining whether a received instruction is a data fetching instruction connected to the
load target circuit.

17. A method of operating a microprocessor (12) having an instruction pipeline (38), comprising the steps of:

receiving a data fetching instruction in the instruction pipeline (38) over a plurality of incidents, wherein each of
the plurality of incidents produces a corresponding plurality of actual target data addresses for the data fetching
instruction;
forming an entry (561) in a load target buffer (56) on the microprocessor (12) in response to a first one of the
plurality of incidents; wherein the entry (561) corresponds to the data fetching instruction; in response to the
plurality of incidents, encoding in the entry (561) a prediction of a target data address, wherein the prediction is
based on the corresponding plurality of actual target data addresses for the data fetching instruction;
wherein the prediction is selected from a first prediction type and a second prediction type;
wherein the first prediction type is a loop mode such that the plurality of actual target data addresses form a
loop sequence having a beginning loop target data address and passing to an ending loop target data address
and repeating by returning to the beginning loop target data address; and
wherein the second prediction type is a stride mode such that the plurality of actual target data addresses pass
from a beginning stride target data address and pass to a number of additional successive addresses,
wherein the target data address of each of the successive target addresses has a common distance between
itself and a target data address of an immediately preceding target data address.

Patentansprüche

1. Digitales System mit einer Ladezielschaltung (56), wobei die Ladezielschaltung Folgendes aufweist:

mehrere Eingaben, wobei jede (561) der mehreren Eingaben Folgendes umfasst:

einen Wert (ADRESS-TAG), um die Eingabe einem Datenabrufbefehl zuzuordnen;
mehrere Zeiger (ZEIGER A, B, C), wobei jeder der mehreren Zeiger dazu vorgesehen ist, eine Zieldaten-
adresse zu speichern, die einem Ereignis des Datenabrufbefehls entspricht; und
einen Folgezeigerwert eines Folgezeigers (FOLGEZEIGER), um zu identifizieren, welcher der mehreren
Zeiger die Zieldatenadresse für ein bestimmtes Ereignis des Datenabrufbefehls bereitstellt.

2. Digitales System nach Anspruch 1, bei dem jede der mehreren Eingaben ferner mehrere Steuerwerte (STEUER A,
B, C) umfasst, wobei jeder der mehreren Steuerwerte (STEUER A, B, C) einem der mehreren Zeiger (ZEIGER A,
B, C) entspricht.

3. Digitales System nach Anspruch 2, bei dem für eine bestimme Eingabe der mehreren Eingaben in Reaktion auf
einen bestimmten Steuerwert (STEUER A) der mehreren Steuerwerte, der einen Schleifenmodus (101) angibt, der
Folgezeiger (FOLGEZEIGER) von einem ersten Zeiger (ZEIGER A) der mehreren Zeiger, der dem bestimmten
Steuerwert (STEUER A) der mehreren Steuerwerte entspricht, in einen zweiten Zeiger (ZEIGER B) der mehreren
Zeiger geändert wird, nachdem eine Vorabrufanforderung ausgegeben wurde, die der Zieldatenadresse des ersten
Zeigers (ZEIGER A) der mehreren Zeiger entspricht.
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4. Digitales System nach Anspruch 3, bei dem jeder der mehreren Zeiger (ZEIGER A, B, C) in einer sequentiellen und
zirkulären Ordnung logisch angeordnet ist; und
bei dem für eine bestimmte Eingabe der mehreren Eingaben in Reaktion auf einen bestimmten Steuerwert (STEUER
A) der mehreren Steuerwerte, der einen Schleifenmodus (101) angibt, der Folgezeiger (FOLGEZEIGER) von einem
ersten Zeiger (ZEIGER A) der mehreren Zeiger, der dem bestimmten Steuerwert (STEUER A) der mehreren Steu-
erwerte entspricht, auf einen zweiten Zeiger (ZEIGER B) der mehreren Zeiger in der sequentiellen und zirkulären
Ordnung inkrementiert wird, nachdem eine Vorabrufanforderung ausgegeben wurde, die der Zieldatenadresse des
ersten Zeigers (ZEIGER A) der mehreren Zeiger entspricht.

5. Digitales System nach einem der Ansprüche 2 bis 4, das ferner eine Schaltungsanordnung (40, 56) zum Ausgeben
von Vorabrufanforderungen aufweist; und
bei dem jede der mehreren Eingaben ferner Folgendes umfasst: einen Schrittschwellenwert zum Angeben einer
Anzahl von Datenzieladressen in einer Schrittsequenz.

6. Digitales System nach Anspruch 5,
bei dem jede Eingabe der mehreren Eingaben ferner einen Schrittzähler (SCHRITTZÄHLER) umfasst, um die Anzahl
der Datenzieladressen zu zählen, die in einer Sequenz von Vorabrufanforderungen, die dem Eingang entsprechen,
ausgegeben werden.

7. Digitales System nach Anspruch 5, bei dem für eine bestimmte Eingabe (561) der mehreren Eingaben in Reaktion
auf aufeinander folgende Ereignisse des Datenabrufbefehls und ferner in Reaktion auf einen Steuerwert (STEUER
A) der mehreren Steuerwerte, der einen Schrittmodus (001) angibt, die Schaltungsanordnung (40, 56) zum Ausgeben
von Vorabrufanforderungen eine Anzahl von Vorabrufanforderungen ausgibt, die der Anzahl von Datenzieladressen
in der Schrittsequenz entspricht, die von dem Schrittschwellenwert (SCHRITTSCHWELLENWERT) angegeben wird.

8. Digitales System nach Anspruch 5, bei dem jede der mehreren Eingaben ferner Folgendes umfasst:

einen Schrittlängenwert (SCHRITTLÄNGE), um eine Schrittlänge zwischen aufeinander folgende Datenziel-
adressen in einer Schrittsequenz anzugeben.

9. Digitales System nach Anspruch 8,
bei dem für eine bestimmte Eingabe der mehreren Eingaben in Reaktion auf aufeinander folgende Ereignisse des
Datenabrufbefehls und ferner in Reaktion auf einen Steuerwert (STEUER A) der mehreren Steuerwerte, der einen
Schrittmodus (001) angibt, die Schaltungsanordnung (40, 56) zum Ausgeben von Vorabrufanforderungen wirksam
ist, um aufeinander folgende Vorabrufanforderungen auszugeben,
wobei jede der aufeinander folgenden Vorabrufanforderungen eine Datenzieladresse besitzt, und wobei die Daten-
zieladresse jeder der aufeinander folgenden Vorabrufanforderungen nach einer ersten der aufeinander folgenden
Vorabrufanforderungen die Schrittlänge (SCHRITTLÄNGE) als Differenz zwischen sich selbst und einer Datenzie-
ladresse einer unmittelbar vorangehenden Vorabrufanforderung hat.

10. Digitales System nach einem der Ansprüche 5 bis 9,
bei dem für eine bestimmte Eingabe der mehreren Eingaben in Reaktion auf aufeinander folgende Ereignisse des
Datenabrufbefehls und ferner in Reaktion auf einen Steuerwert (STEUER A) der mehreren Steuerwerte, der einen
Schrittmodus (001) angibt, die Schaltungsanordnung (40, 56) zum Ausgeben von Vorabrufanforderungen wirksam
ist, um eine Anzahl von Vorabrufanforderungen auszugeben, die der Anzahl von Datenzieladressen in der Schritt-
sequenz entspricht, die von dem Schrittschwellenwert (SCHRITTSCHWELLENWERT) angegeben wird; und
bei dem für eine bestimmte Eingabe der mehreren Eingaben in Reaktion auf einen bestimmten Steuerwert (STEUER
A) der mehreren Steuerwerte, der einen Schleifenmodus (101) angibt, die Schaltungsanordnung (40, 56) zum
Ausgeben von Vorabrufanforderungen wirksam ist, um den Folgezeiger (FOLGEZEIGER) von einem ersten Zeiger
(ZEIGER A) der mehreren Zeiger, der dem bestimmten Steuerwert (STEUER A) der mehreren Steuerwerte ent-
spricht, auf einen zweiten (STEUER B) der mehreren Zeiger zu inkrementieren, nachdem eine Vorabrufanforderung
ausgegeben wurde, die der Zieldatenadresse des ersten Zeigers (ZEIGER A) der mehreren Zeiger entspricht.

11. Digitales System nach einem der Ansprüche 2 bis 10, das ferner Folgendes aufweist:

mehrere Steuerwerte (STEUER A, B, C), wobei jeder der mehreren Steuerwerte einem der mehreren Zeiger
(ZEIGER A, B, C) entspricht; und
eine Schaltungsanordnung, um den Wert des Folgezeigers (FOLGEZEIGER) auf einem konstanten Wert zu
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halten und einen der mehreren Zeiger für mehrere Ereignisse des Datenabrufbefehls zu identifizieren, wodurch
ein identischer Adressschleifenmodus gebildet wird.

12. Digitales System nach Anspruch 12, das ferner Folgendes aufweist:

eine Schaltungsanordnung (40, 56) zum Ausgeben von Vorabrufanforderungen, wobei für eine bestimmte
Eingabe der mehreren Eingaben in Reaktion auf aufeinander folgende Ereignisse des Datenabrufbefehls und
ferner in Reaktion auf den gleichen Adressschleifenmodus die Schaltungsanordnung zum Ausgeben von Vor-
abrufanforderungen aufeinander folgende Vorabrufanforderungen mit der gleichen Zieldatenadresse ausgibt.

13. Digitales System nach einem der Ansprüche 1 bis 12, bei dem die mehreren Zeiger (ZEIGER A, B, C) drei Zeiger
umfassen.

14. Digitales System nach einem der Ansprüche 1 bis 13, bei dem der Datenabrufbefehl ein Ladebefehl ist.

15. Digitales System nach einem der Ansprüche 1 bis 14, bei dem der Datenabrufbefehl ein Speicherbefehl ist.

16. Digitales System nach einem der Ansprüche 1 bis 15, das ein Mikroprozessor ist, der Folgendes aufweist:

eine Befehlspipeline (38) zum Empfangen von Befehlen; und
eine Schaltungsanordnung (40, 56), um zu bestimmen, ob ein empfangener Befehl ein Datenabrufbefehl ist,
der mit der Ladezielschaltung verbunden ist.

17. Verfahren zum Betreiben eines Mikroprozessors (12) mit einer Befehlspipeline (38), das folgende Schritte umfasst:

Empfangen eines Datenabrufbefehls in der Befehlspipeline (38) über mehrere Ereignisse, wobei jedes der
Vielzahl von Ereignissen eine entsprechende Vielzahl von tatsächlichen Zieldatenadressen für den Datenab-
rufbefehl erzeugt;
Bilden einer Eingabe (561) in einem Ladezielbuffer (56) am Mikroprozessor (12) in Reaktion auf ein erstes
Ereignis der mehreren Ereignisse, wobei die Eingabe (561) dem Datenabrufbefehl entspricht, in Reaktion auf
die mehreren Ereignisse Kodieren einer Vorhersage für eine Zieldatenadresse in der Eingabe (561), wobei die
Vorhersage auf der entsprechenden Vielzahl von tatsächlichen Zieldatenadressen für den Datenabrufbefehl
basiert;
wobei die Vorhersage aus einem ersten Vorhersagetyp und einem zweiten Vorhersagetyp ausgewählt ist;
wobei der erste Vorhersagetyp ein Schleifenmodus ist, so dass die mehreren tatsächlichen Zieldatenadressen
eine Schleifensequenz bilden, die eine Anfangsschleifenzieldatenadresse aufweist, zu einer Endschleifenziel-
datenadresse übergeht und wiederholt, indem zu der Anfangsschleifenzieldatenadresse zurückgekehrt wird;
und
wobei der zweite Vorhersagetyp ein Schrittmodus ist, so dass die mehreren tatsächlichen Zieldatenadressen
von einer Anfangsschrittzieldatenadresse zu einer Anzahl von zusätzlichen aufeinander folgenden Adressen
übergehen,
wobei die Zieldatenadressen aller aufeinander folgenden Zieladressen einen gemeinsamen Abstand zwischen
sich selbst und einer Zieldatenadresse einer unmittelbar vorangehenden Zieldatenadresse haben.

Revendications

1. Système numérique comprenant un circuit cible de chargement (56), le circuit cible de chargement comprenant :

une pluralité d’entrées, dans lequel chaque entrée (561) de la pluralité d’entrées comprend:

une valeur (BALISE D’ADRESSSE) pour associer ladite entrée à une instruction d’extraction de données:

une pluralité de pointeurs (POINTEUR A, B, C), chaque pointeur de cette pluralité de pointeurs servant à stoker
une adresse de données cible correspondant à un incident de l’instruction d’extraction de données; et
une valeur de pointeur suivant (POINTEUR SUIVANT) pour identifier quel pointeur de la pluralité de pointeurs
donne l’adresse de données cible pour un incident donné de récupération des données d’instructions.
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2. Système numérique selon la revendication 1, dans lequel chaque entrée de la pluralité d’entrées comprend en outre
une pluralité de valeurs de contrôle (CONTROLE A, B, C), chacune de la pluralité de valeurs de contrôle (CONTROLE
A, B, C) correspondant à un pointeur de la pluralité de pointeurs (POINTEUR A, B, C).

3. Système numérique selon la revendication 2, dans lequel, pour une entrée donnée de la pluralité d’entrées, en
réponse à une valeur de contrôle donnée (CONTROLE A) de la pluralité de valeurs de contrôle indiquant un mode
en boucle (101), le pointeur suivant (POINTEUR SUIVANT) est réglé à partir d’un premier pointeur (POINTEUR A)
de la pluralité de pointeurs correspondant à la valeur de contrôle donnée (CONTROLE A) de la pluralité de valeurs
de contrôle à un deuxième pointeur (POINTEUR B) de la pluralité de pointeurs après délivrance d’une requête de
pré-extraction correspondant à l’adresse de données cible du premier pointeur (POINTEUR A) de la pluralité de
pointeurs.

4. Système numérique selon la revendication 3, dans lequel chaque pointeur de la pluralité de pointeurs (POINTEUR
A, B, C) est aménagé logiquement dans un ordre séquentiel et circulaire ; et
dans lequel, pour une entrée donnée de la pluralité d’entrées, en réponse à une valeur de contrôle donnée (CON-
TROLE A) de la pluralité de valeurs de contrôle indiquant un mode en boucle (101), le pointeur suivant (POINTEUR
SUIVANT) est incrémenté à partir d’un premier pointeur (POINTEUR A) de la pluralité de pointeurs correspondant
à la valeur de contrôle donnée (CONTROLE A) de la pluralité de valeurs de contrôle à un deuxième pointeur
(POINTEUR B) de la pluralité de pointeurs dans l’ordre séquentiel et circulaire après délivrance d’une requête de
pré-extraction correspondant à l’adresse de données cible du premier pointeur (POINTEUR A) de la pluralité de
pointeurs.

5. Système numérique selon l’une quelconque des revendications 2 à 4, comprenant en outre des circuits (40, 56)
pour délivrer des requêtes de pré-extraction ; et
dans lequel chaque entrée de la pluralité d’entrées comprend en outre une valeur de seuil d’incrément pour indiquer
un certain nombre d’adresses de données cible dans une séquence d’incréments.

6. Système numérique selon la revendication 5,
dans lequel chaque entrée de la pluralité d’entrées comprend encore un compteur d’incréments (COMPTEUR
D’INCREMENTS) pour dénombrer le nombre d’adresses de données cibles délivrées dans une séquence de re-
quêtes de pré-extraction correspondant à l’entrée.

7. Système numérique selon la revendication 5, dans lequel, pour une entrée donnée (561) de la pluralité d’entrées,
en réponse à des incidents successifs de l’instruction d’extraction de données, ainsi qu’en réponse à une valeur de
contrôle (CONTROLE A) de la pluralité de valeurs de contrôle indiquant un mode à incréments (001), les circuits
(40, 56) destinés à délivrer des requêtes de pré-extraction délivrent un nombre de requêtes de pré-extraction égal
au nombre d’adresses de données cibles dans la séquence d’incréments indiqué par la valeur de seuil d’incrément
(SEUIL D’INCREMENT).

8. Système numérique selon la revendication 5, dans lequel chaque entrée de la pluralité d’entrées comprend en outre :

une valeur de longueur d’incrément (LONGUEUR D’INCREMENT) pour indiquer une longueur d’incrément
entre des adresses de données cibles successives dans une séquence d’incréments.

9. Système numérique selon la revendication 8,
dans lequel, pour une entrée donnée de la pluralité d’entrées, en réponse à des incidents successifs de l’instruction
d’extraction de données, ainsi qu’en réponse à une valeur de contrôle (CONTROLE A) de la pluralité de valeurs de
contrôle indiquant un mode d’incrément (001), les circuits (40, 56) destinés à délivrer des requêtes de pré-extraction
sont fonctionnels pour délivrer des requêtes de pré-extraction successives, où chacune des requêtes de pré-ex-
traction successives comprend une adresse de données cible et où l’adresse de données cible de chacune des
requêtes de pré-extraction successives après une première des requêtes de pré-extraction successives présente
la longueur d’incrément (LONGUEUR D’INCREMENT) comme la différence entre elle-même et une adresse de
données cible d’une requête de pré-extraction immédiatement précédente.

10. Système numérique selon l’une quelconque des revendications 5 à 9,
dans lequel, pour une entrée donnée de la pluralité d’entrées, en réponse à des incidents successifs de l’instruction
d’extraction de données, ainsi qu’en réponse à une valeur de contrôle (CONTROLE A) de la pluralité de valeurs de
contrôle indiquant un mode d’incrément (001), les circuits (40, 56) destinés à délivrer des requêtes de pré-extraction
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sont exploitables pour délivrer un nombre de requêtes de pré-extraction égal au nombre d’adresses de données
cibles dans la séquence d’incréments indiqué par la valeur de seuil d’incrément (SEUIL D’INCREMENT) ; et
dans lequel, pour une entrée donnée de la pluralité d’entrées, en réponse à une valeur de contrôle donnée (CON-
TROLE A) de la pluralité de valeurs de contrôle indiquant un mode en boucle (101), les circuits (40, 56) destinés à
délivrer des requêtes de pré-extraction sont exploitables pour incrémenter le pointeur suivant (POINTEUR SUIVANT)
à partir d’un premier pointeur (POINTEUR A) de la pluralité de pointeurs correspondant à la valeur de contrôle
donnée (CONTROLE A) de la pluralité de valeurs de contrôle à un second pointeur (CONTROLE B) de la pluralité
de pointeurs après délivrance d’une requête de pré-extraction correspondant à l’adresse de données cible du premier
pointeur (POINTEUR A) de la pluralité de pointeurs.

11. Système numérique selon l’une quelconque des revendications 2 à 10, comprenant en outre :

une pluralité de valeurs de contrôle (CONTROLE A, B, C), dans laquelle chacune de la pluralité de valeurs de
contrôle correspond à un pointeur de la pluralité de pointeurs (POINTEUR A, B, C) ; et
des circuits pour maintenir la valeur du pointeur suivant (POINTEUR SUIVANT) à une valeur constante pour
identifier un pointeur de la pluralité de pointeurs pour de multiples incidents de l’instruction d’extraction de
données, ce qui crée un mode en boucle de même adresse.

12. Système numérique selon la revendication 12, comprenant encore :

des circuits (40, 56) pour délivrer des requêtes de pré-extraction, dans lequel, pour une entrée donnée de la
pluralité d’entrées, en réponse à des incidents successifs de l’instruction d’extraction de données, ainsi qu’en
réponse au mode en boucle de même adresse, les circuits destinés à émettre des requêtes de pré-extraction
émettent des requêtes de pré-extraction successives ayant la même adresse de données cible.

13. Système numérique selon l’une quelconque des revendications 1 à 12, dans lequel la pluralité de pointeurs (POIN-
TEUR A, B, C) est constituée de trois pointeurs.

14. Système numérique selon l’une quelconque des revendications 1 à 13, dans lequel l’instruction d’extraction de
données est une instruction de chargement.

15. Système numérique selon l’une quelconque des revendications 1 à 14, dans lequel l’instruction d’extraction de
données est une instruction de stockage.

16. Système numérique selon l’une quelconque des revendications 1 à 15 sous forme de microprocesseur, comprenant :

un pipeline d’instructions (38) pour recevoir des instructions; et
des circuits (40, 56) pour déterminer si une instruction reçue est une instruction d’extraction de données reliée
au circuit de chargement cible ou non.

17. Procédé pour faire fonctionner un microprocesseur (12) ayant un pipeline d’instructions (38), comprenant les étapes
consistant à :

recevoir une instruction d’extraction de données dans le pipeline d’instructions (38) parmi une pluralité d’inci-
dents, dans lequel chaque incident de la pluralité d’incidents produit une pluralité correspondante d’adresses
de données cibles réelles pour l’instruction d’extraction de données;
former une entrée (561) dans une mémoire cible de chargement (56) sur le microprocesseur (12) en réponse
à un premier incident de la pluralité d’incidents; dans lequel l’entrée (561) correspond à l’instruction d’extraction
de données, en réponse à la pluralité d’incidents, codant dans l’entrée (561) pour une prédiction d’une adresse
de données cible, dans lequel la prédiction est basée sur la pluralité correspondante d’adresses de données
cibles réelles pour l’instruction d’extraction de données;
dans lequel la prédiction est sélectionnée entre un premier type de prédiction et un second type de prédiction;
dans lequel le premier type de prédiction est un mode en boucle, de sorte que la pluralité d’adresses de données
cibles réelles forme une séquence en boucle ayant une adresse de données cible de départ dans la boucle et
passant à une adresse de données cible de fin dans la boucle, et l’on recommence en revenant à l’adresse de
données cible de départ dans la boucle; et
dans lequel le second type de prédiction est un mode à incréments, de sorte que la pluralité d’adresses de
données cibles réelles passe d’une adresse de données cible d’incrément de départ à un nombre d’adresses
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successives supplémentaires,
dans lequel l’adresse de données cible de chacune des adresses cibles successives présente un écart commun
entre elle-même et une adresse de données cible d’une adresse de données cible immédiatement précédente.
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