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Description

[0001] The present invention relates to methods of data processing, and in particular, to methods of processing data
relating to images. The invention is particularly, but not exclusively, concerned with methods of data compression.

The Compression Problem

[0002] Assuming that an electronic image is already in a digital form, image compression is the means by which the
number of data bits required to represent the image is significantly reduced. Typical parameters are as follows:

[0003] Thus an uncompressed data rate for an SXGA+ (140031050) image running at 60Hz, which could be a typical
requirement for a high-end product, could be: 

[0004] "Traditional" methods of bandwidth reduction, originally introduced in the analog era, but in fact equally applicable
today include: (a) the reduction of colour bits by using alternative colour space (e.g. reduced chrominance information);
and (b) the reduction of data per frame (e.g. by using "interlaced" images each of half full frame resolution, but still
allowing high frame rate for motion).
[0005] Thus, a "High-Definition" image data rate (based on the so-called 1920i format) could be: 

[0006] However, such arrangements can, at best, only partially alleviate the problem. Clearly much more aggressive
methods are needed. Target bit rates for images ranging from video to UXGA, with varying amounts of motion, lie in the
range 0.5 - 100Mb/s, with an emphasis on rates below 10Mb/s.

Basis of Compression

[0007] There are two types of image compression, spatial and temporal. Spatial compression reduces the amount of
information needed to describe a single image frame, and temporal compression reduces the need to send full frame
data for every frame, while still maintaining movement in the decompressed image.
[0008] A desirable strategy for compressing a single-image frame using spatial compression is as follows:

(a) finding a method by which the image can be described in a more efficient or "shorthand" way; for example if a
large area is colored green, simply defining the area with a limited number of co-ordinates, and coding it "green"
instead of recording every pixel;
(b) optionally taking advantage of known characteristics of human vision, and eliminate or reduce the data relating
to aspects of the image that the human viewer may not see; and
(c) taking the resulting numerical data and recording it more efficiently, for example by suppressing redundant zeros,
or using standard lossless data compression techniques like run length encoding.

[0009] The principal strategy for temporal compression is to compare successive images, and to limit the information
transmitted to the changes between one image and another. When such a method is used, there must be a method of
periodically sending a full frame image or its equivalent to ensure that the image reconstruction is working from a correct
datum.

Color parameters 3 (e.g. RGB or YUV)
Bits per color 8 (or e.g. 4, 10, 12)
Horizontal pixels 1400 (or, e.g. 720, 1024, 1600, 1920)
Vertical pixels 1050 (or, e.g. 588, 768, 1200)
Frames per second 60 (or, e.g. 24, 30, 85)
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Required Attributes of a Compression System

[0010] In developing a compression system for particular applications, a number of priorities can be identified:

(a) the system must work in real time with minimum latency;
(b) the system must be suitable for different "bit depths"; while 8-bit pixels are typically used, it would be desirable
to extend the system to 10- or 12-bit pixels for particular applications;
(c) the system must be scaleable in respect of spatial resolution; the highest current resolution is 160031200 (UXGA)
but in principle the system should be able to cope with higher resolutions as they are introduced;
(d) in hardware terms the system needs to be "symmetrical", i.e. the cost of realizing the encoder should not be
significantly different from that of realizing a decoder; (although it is recognized that there is also a place for a
software-based decoder for some applications);
(e) the system must be realizable using standard components (although an ASIC version would be envisaged for
high volume applications);
(f) it must be possible to extract a low-resolution version of a high-resolution image or to extract part of a high
resolution image, without the need to process the whole high resolution image data: this feature is of great significance.

Choice of the Wavelet Transform

[0011] Practical spatial image compression systems require a method by which redundancy in the image information
can be easily identified and eliminated. While it is theoretically possible to analyze the original pixel numerical data, in
practice this is inefficient and computationally intensive.
[0012] Current practice is to "transform" the original pixel data into another format. The new format does not itself
reduce the amount of data needed to represent the image, but what it does do is to present the data in such a way that
redundant information can be easily identified and eliminated. It also presents the data in a way that can be efficiently
encoded.
[0013] The idea of a transform is exemplified by the Fourier theorem that states that any complex waveform can be
reproduced by adding together a number of harmonically related sine waves of varying amplitudes. The greater the
number of harmonics used, the closer the result is to the original waveform. Thus, for example, a "square wave" can
either be described in the "time" domain, where its amplitude is shown as changing from zero to maximum and back
again at regular intervals, or it can be described in the "frequency" domain; where a set of coefficients is given that
applies to each harmonic of the fundamental frequency of the original waveform.
[0014] The concept of a transform is neatly illustrated by the square wave example. If the amplitude of the harmonics
is plotted against frequency, a Sinx / x function is the result.
[0015] Figure 1 shows such a "transform pair". If the left waveform represents the amplitude with respect to time, the
right shows the distribution of frequencies, but the same is true in reverse: if the left represents the distribution of
frequencies, the right represents the resulting amplitude with respect to time.
[0016] A characteristic of the transform pair shown is that as the left function gets narrower, the right hand function
gets wider. This is the equivalent of saying that if only a narrow range of frequencies is involved, the resulting amplitude
distribution will be "wide and flat" - at the limit when the frequency distribution is zero, the result is a flat line of infinite
length, i.e. "DC".
[0017] An interesting point about this transform pair example is that it gives a clue as to how a time/frequency transform
can be made. If the left function represents the bandwidth of a filter, the right function represents the filter’s impulse
response.
[0018] Image compression does indeed use the idea of the frequency domain. The usual arrangement is to divide the
image into blocks, each block consisting of an array of pixels. Each block is then reviewed for frequency distribution:
"high" frequency occurs at image "edges", whereas an area of uniform "brightness" exhibits "low" frequency.
[0019] The best known transform for image compression is the Discrete Cosine Transform (DCT), a special version
of the Fourier transform. The principle is that of "testing" the image data against a range of frequencies, and generating
a coefficient for each. The process requires the use of basis functions that are themselves in principle endless sine
waves (but in practice necessarily truncated). A feature of the DCT is that the frequency domain is divided into equal
increments, and a corollary of this is that the basis functions contain a different number of cycles according to frequency.
[0020] The Wavelet Transform has gained popularity as an alternative to the DCT and is achieved using a series of
complementary high and low pass filters that divide the input bandwidth in half, arranged in cascade. The output of each
filter is down-sampled by a factor of two, as illustrated in Figure 2, so that the output data of the cascade is the same
size as the input data. The high pass filter’s impulse response is a "wavelet".
[0021] The characteristic of a wavelet is that, in this context, the wavelet basis functions all contain the same number
of cycles, irrespective of frequency: meaning that they are of different length. In the cascade arrangement shown, the
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set of wavelets is derived from one single wavelet that is scaled by a factor of two at each stage.
[0022] At the end of the cascade, there is a heavily band-limited signal. Adding coefficients from the previous frequency
band doubles the available resolution, and if the process is repeated, resolution is doubled again. This demonstrates
three attributes of the wavelet transform:

(a) it is naturally scaleable;
(b) the frequency domain is divided into octaves, and not equal increments; and
(c) in the image processing context, it is possible to derive a low resolution version of the image by using only part
of the available data.

[0023] To take a simple example, if 16 input samples are fed into a four-stage cascade, the first stage will yield eight
difference samples; the next four, the next two, finally a single difference signal along with a single value derived from
the sequence of low pass filters which can be regarded as the average "brightness" of all 16 samples (DC component).
The total number of output samples is the same as that of the input, i.e.:

[0024] The high-frequency components of the image are described by a large number of short wavelets, the low-
frequency parts by a small number of long wavelets.
[0025] The wavelet transform can be regarded as a series of discrete signals in time, each of which gives a multiple
resolution analysis of the image. The purpose of the transform is to deconstruct the image into coefficients that are of
greater or lesser significance. Insignificant coefficients can then be quantised or eliminated. The wavelet transform
provides the best compaction of significant coefficients (compared to other transforms).
[0026] Electronic images are not "one-dimensional" but consist of two-dimensional pixel arrays. Thus, in image com-
pression it is necessary to carry out the transform process in two dimensions. The process of single stage wavelet
decomposition is shown in Figure 3. The original image is filtered into four frequency bands; LL is the original image
low pass filtered and sub-sampled in both the horizontal and vertical directions. HL consists of the residual vertical
frequencies, i.e. the vertical component of the difference between the original image and the LL image. Similarly, LH
contains the residual horizontal frequencies, and HH, being the high-frequency component of both vertical and horizontal
filtering, represents the residual diagonal frequencies.
[0027] In practice a multi-stage decomposition takes place. LL represents the whole image (or section of image) at
reduced resolution, so now the filtering process is applied to the LL image to achieve a second level of decomposition.
In order to achieve a lossless transform (i.e. one where no information content is lost) it is necessary to repeat the
process down to the spatial equivalent of the individual pixel.
[0028] Thus, for example if the process is applied to a 434 pixel block, a "Level 1" transform can be imagined where
four coefficients are derived by applying the filter pair in both the horizontal and vertical directions. A "Level 2" transform
then carries out the same process on the one quarter of the information representing the outputs of the low pass filters,
which in spatial terms is at the pixel level. (If the block were bigger, more "levels" would be required to achieve the
lossless transform.)
[0029] The decoding of the transform ("reconstruction") is the inverse of the encoding ("decomposition" or "decon-
struction") process - pointing to a high degree of symmetry in any practical execution. At the simple filter pair level, if
the two input streams are up-sampled by a factor of two, then filtered and re-combined, the result is the original spatial
data. For perfect reconstruction to take place the decoding filters must exactly match the response of the encoding filters,
and the number of "levels" must be the same.
[0030] The wavelet transform was chosen as the basis of the preferred compression method because:

(a) it has inherent scalability;
(b) it provides the best compaction of significant transform coefficients;
(c) it is easy to derive a low-resolution version of an image without processing the whole image data;
(d) it is amenable to fast parallel processing;
(e) it is amenable to efficient encoding; and
(f) the encoding and decoding processes (to and from the transform) are symmetrical.

[0031] In realizing a compression system based on the wavelet transform a number of important practical points have
to be taken into account in order to ensure that the system is practicable to realize using standard components, and that
it meets the needs of the market.
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[0032] Some particular points that had a great influence on the design are:

(a) the system must be able to accommodate a wide range of spatial compression ratios from lossless (typical
achieved ratio 2:1) though visually lossless (maybe as high as 30:1) up to lossy (50:1 and upwards);
(b) the operation of the encoding and decoding processes must be deterministic, in the sense that they must operate
within defined time cycles, independent of the complexity of the image. Obviously they must operate in "real time"; and
(c) the differing needs of full motion "video" images and high resolution "graphics" images must be fully taken into
account.

[0033] A description of the overall system can be divided into sections, summarized as:

(a) the input system, choice of color space;
(b) the wavelet transform engine;
(c) the encoding of the resultant data;
(d) the encoding for temporal compression;
(e) the network connection; and
(f) decoding options.

[0034] The different stages from image input to data stream output are illustrated in Figure 5.
[0035] A practical system must, as far as practicable, be based on existing standards. Thus the "input" to the preferred
system is based on current digital image standards, primarily the DVI standard for computer graphic images, and the
SDI and HDSDI standards for video and High Definition video images. DVI itself is practically limited to an image resolution
of 160031200 (24 bits per pixel) but it is possible to gang up multiple DVI signals to describe a larger image. Clearly
any practical system must be designed to adapt to higher resolutions and new transport standards as they become
available.
[0036] Electronic images are normally described by the color parameters RGB (Red, Green, Blue). In principle, there-
fore, any compression system must operate in triplicate; one "channel" for each color parameter. It can be convenient
to use an alternative color space, generally referred to as YUV, where Y is the "luminance" or "white brightness" value,
and U and V are two "color difference" values referred to collectively as the "chrominance" or "color difference" values.
Although in the basic transform from RGB to YUV there is no reduction in the amount of data, in practice the human eye
is less sensitive to chrominance spatial resolution than it is to luminance spatial resolution; and this fact has been used
as a means of bandwidth reduction in color television since its inception.
[0037] While not limited to the use of YUV, the preferred system is based on it since this permits differential encoding
rates for chrominance and luminance information, thus taking advantage of the human eye response to improve com-
pression efficiency. While the transform between RGB and YUV is, apparently, a matter of simple arithmetic, there are
pitfalls which can result in either a degradation of the image, or an increase in the amount of data.
[0038] The CCIR 601 standard defines component video by the following matrix: 

[0039] This matrix does not lend itself to a lossless reversible conversion, since non-integers are used as conversion
factors, and so the preferred system uses the following equations, representing an approximation of the CCIR matrix,
to achieve lossless reversible conversion, where Yr Ur and Vr are the reversible luminance and chrominance values:

[0040] In the above equations the symbol axÌ is referred to as the "floor" function, and is defined as the greatest integer
which is less than or equal to x. The equations above have the following attributes:

Ur = R - G G = Yr - a(Ur + Vr)/4)Ì
Vr = B - G R = Ur + G
Yr = G + (Ur + Vr)/4Ì B = Vr + G
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(a) if the input is RGB of N bits, then the lossless transform results in Yr also having N bits, but the components Ur
and Vr have N+1 bits; and
(b) when the components are then inverted the result is an RGB signal of N bits.

[0041] Two questions arose as part of the development behind the present invention:

(a) would it be possible to absorb the creation of the extra bits in the chrominance components when applied to the
wavelet transform without losing the lossless performance?
(b) should the equations be modified to optimize performance when lossy compression is required?

[0042] A significant finding was that both the colour transform and the wavelet transform bit growth for lossless operation
could be eliminated by applying the combined result to the property referred to as the property ofprecision preservation
(PPP). Further details of this technique can be found in "An Approach to the Integer Wavelet Transformations for Lossless
Image Compression" by Hongyang Chao, Paul Fisher and Zeyi Hua, December 1997. However, both the equations
above and the PPP technique apply only to lossless transforms.
[0043] Where lossy compression is required, an alternative technique is used. Here the aim is simply to preserve the
original range and ensure that there is no bit growth. This is achieved using the following equations:

[0044] EP 1 009 160 describes a quad-tree embedded image compression and decompression system for use in
combination with a bit-plane encoding technique to provide an embedded image coding system in which, for each group
of transformed data bits which are the same, two bits of data are generated in the output bit stream: a first bit to indicate
that all the bits have the same value, and a second bit to identity the value of those bits as being either 0 or 1.
[0045] It would therefore be desirable to provide methods of image data compression, both spatial and temporal, which
permit efficient encoding of the data and which can be either lossless or lossy.
[0046] In accordance with a first aspect of the present invention there is provided a method of encoding an input
sequence of data bits by forming a tree structure, wherein the input sequence of data bits comprises one of a plurality
of rows of bits which collectively define a bit plane of a block of image data which has been transformed in accordance
with a wavelet transform, a bit plane being defined as a plane formed from the respective bits of equal significance with
the transformed block of image data, the method comprising:

(a) forming groups of data bits from the input sequence and logically combining the data bits within each group to
form a sequence of first-stage logic output bits;
(b) repeating step (a) iteratively, by forming groups of logic output bits from the first-stage logic output bits and
logically combining logic output bits within each group to form a sequence of intermediate logic output bits, until
there is a single final logic output bit; and
(c) generating an encoded output bit stream comprising said final logic output bit and any or all of the logic output
bits and any or all of the data bits of the input data sequence, in dependence on at least a first exclusion condition
that, if a given logic output bit is equal to a first predetermined value, which uniquely defines the data bits and any
logic output bits which have been used to generate said given logic output bit, then said uniquely-defined data bits
and said uniquely-defined logic output bits are excluded from said output bit stream.

[0047] This provides a convenient way of encoding data and which, in certain circumstances, permits a high degree
of lossless compression.
[0048] The data bits and the logic output bits may be so combined using a logical OR combination, in which case the
first predetermined value is 0.
[0049] This method is particularly advantageous when the number of data bits in the sequence which are equal to the
predetermined value (e.g. 0) is expected to be sufficiently more than the number of data bits which are equal to the
logically opposite value (e.g. 1), such that the resulting encoded output bit stream comprises fewer bits than the input
sequence of data bits. This provides an efficient method of lossless compression.
[0050] In this case, steps (a) and (b) may be applied to each of the rows of said bit plane, thereby generating, for each
row, a respective single final logic output bit which constitutes a row output bit, and the method further comprises forming
a further row tree structure by:

Ur =a(R - G)/2Ì G = Yr -a(Ur + Vr)/2)Ì
Vr =a(B - G)/2Ì R = 2Ur + G
Yr = G +a(U + V)/2Ì B = 2Vr + G
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(i) forming groups of said row output bits and logically combining the row output bits within each group to form a
sequence of first-stage row logic output bits;
(ii) repeating step (i) iteratively, by forming groups of row logic output bits from the first-stage row logic output bits
and logically combining the row logic output bits to form a sequence of intermediate row logic output bits, until there
is only a single final row logic output bit; and

wherein the resulting output bit stream comprises:

said final row logic output bit;
any or all of the first-stage or intermediate row logic output bits; and
any or all of the row output bits,

in dependence on a second exclusion condition that, if a given row logic output bit is equal to said first predetermined
value, which uniquely defines the row logic output bits and any row output bits which have been used to generate said
given logic output bit, then said uniquely-defined row logic output bits and said uniquely-defined row output bits are also
excluded from said output bit stream.
[0051] Each group of said row output bits comprises five row output bits. This provides a particularly efficient method
of encoding, since five row output bits can effectively by processed in parallel.
[0052] However, not all of the row output bits are necessarily formed into groups, in which case those row output bits
which are not so grouped are combined with other row logic output bits within the row tree structure.
[0053] The resulting output bit stream preferably additionally comprises some or all of the non-grouped row output
bits, in dependence on an additional exclusion condition that, for each non-grouped row output bit, if the row logic output
bit, which results from the logical combination of that non-grouped row output bit with the other row logic output bits with
which they are combined in the row tree structure, is not equal to said first predetermined value, then that non-grouped
row output bit is excluded from the output bit stream, but all of the intermediate logic output bits which were logically
combined to form that non-grouped row output bit are included. Again, this provides an efficient way in which the data
can be compressed during encoding.
[0054] If the transformed block of image data has been transformed using a multi-level wavelet transform, the row
output bits may be grouped in step (i) in accordance with the level of the transform to which they relate.
[0055] In this case, the row output bits of the first and second levels may be grouped together in step (i), and the row
output bits of the third level may be grouped with the first-stage row logic output bits.
[0056] In accordance with a further aspect of the present invention there is provided a method of encoding a transformed
image data block which comprises an array of transformed image coefficients configured as a plurality of bit planes, by
forming the data bits from each bit plane as a respective sequence of data bits and applying such a method to the bit
sequences of each bit plane, starting with the most significant bit plane and ending with the least significant, so as to
derive an encoded output bit stream representing the entire transformed data bock.
[0057] The transformed image data block may additionally comprise a bit plane in which the signs of the transformed
image data have been encoded, and wherein the method further comprises incorporating in said output bit stream bits
representing the respective signs associated with the most significant data bit of each of the transformed image coeffi-
cients.
[0058] This method may be subject to a further exclusion condition that, for each logic value which is equal to a second
predetermined value, such as 1, the corresponding logic values in the same position within the corresponding row tree
structure associated with each succeeding bit plane are excluded from the encoded output bit stream, but wherein the
logic values or data bits immediately preceding said corresponding logic values are retained, even if they would otherwise
have been excluded by said first exclusion condition.
[0059] This provides a further efficient way of compressing the data in a lossless manner.
[0060] The encoded output bit stream is preferably additionally subject to a compression exclusion condition in which
bits occupying predetermined positions within the or each tree structure are excluded from said encoded output bit
stream in accordance with a predetermined compression profile. This enables a predetermined lossy compression to
be applied within the encoding process.
[0061] The compression profile may be defined for each of said bit planes so as to exclude a greater number of bits
from the bit planes of lower significance than those from the bit planes of greater significance.
[0062] Alternatively, or in addition, the compression profile may be defined so as to exclude a greater number of row
logic output bits generated in earlier stages of step (ii) than those generated in the later stages thereof.
[0063] The output bit stream may comprise, for each bit plane in sequence starting with the bit plane of greatest
significance and ending with the bit plane of least significance: the non-excluded row output bits, followed in sequence
by: (a) the row logic output bits; (b) the non-excluded intermediate logic output bits; and (c) the non-excluded data bits.
This feature enables the data to be decoded efficiently.
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[0064] In this case, the output bit stream preferably further comprises, for each bit plane: (d) the bits representing the
respective signs associated with the most significant data bit of each of the transformed image coefficients.
[0065] The invention extends to a method of decoding a bit stream which has been encoded using the above method
in which the bits which have been excluded by any exclusion condition are regenerated so as to recreate the original
input sequence of data bits from which the bit stream has been encoded.
[0066] In accordance with a further aspect of the present invention there is provided a method of preventing the creation
of blocking artefacts during the transformation of image data, the method comprising: receiving an original set of data
relating to an image in the form of an array of adjoining blocks; and processing the data of each block, together with
data of each immediately adjacent block within the array, in accordance with a predetermined transformation algorithm,
thereby to create a respective block of transformed data which is substantially devoid of block boundary artefacts.
[0067] The transformed data in each of the blocks are preferably compressed separately. This, in turn, means that
the resulting compressed blocks can be decompressed separately, and this permits a selection of only some compressed
blocks to be made for decompression.
[0068] The method preferably further comprises transmitting sequentially the blocks of compressed data.
[0069] The present invention extends to receiving the transmitted blocks of compressed data and sequentially decom-
pressing each block to recreate said transformed data.
[0070] The method preferably further comprises processing said recreated transformed data in accordance with a
reverse algorithm so as to recreate the original set of data.
[0071] The original set of data may constitute the pixels of an entire frame of an image signal, wherein each block
may comprise 1,024 pixels.
[0072] In accordance with a further aspect of the present invention there is provided a method of recreating an original
set of data relating to an image in the form of an array of adjoining blocks which has been processed in accordance with
the above method to create blocks of transformed data, the method comprising processing each block of transformed
data in accordance with an algorithm which is an inverse of said predetermined transformation algorithm, thereby to
recreate the data of each block, together with data of each immediately adjacent block within the array, and combining
the resulting processed blocks thereby to recreate the original image.
[0073] The predetermined transformation algorithm may comprise a wavelet transform, such as the 2/10 transform.
[0074] In accordance with a further aspect of the present invention, there is provided a method of performing a first
transformation on each of a first and a second data group to generate first and second transformed data groups respec-
tively, and performing a plurality of subsequent transformations on each of the first and the second data group, the
method comprising, in sequence: performing said first transformation on said first data group using a first transform
engine; and performing all of said subsequent transformations on said transformed first data group using a second
transform engine within a time interval which at least partly overlaps a time interval within which said first transform
engine performs said first transformation on said second data group.
[0075] This provides a particularly efficient method of effecting a multi-level transform, since only two transform engines
are required.
[0076] The time taken to perform all of said subsequent transformations on a transformed data group is preferably
less than or equal to the time taken to perform the first transformation thereon. This provides the advantage that the
subsequent transformation steps do not give rise to any delay in the overall multi-level transformation method.
[0077] The method preferably further comprises storing the transformed data resulting from each transformation on
said first data group in a first memory storage area, and storing the transformed data resulting from each transformation
on said second data group in a second memory storage area, and, when applied to a plurality of further data groups,
the data resulting form each transformation on the or each further odd-numbered data group are preferably stored in
the first memory storage area, and the transformed data resulting from each transformation on the or each further even-
numbered data group are preferably stored in the second memory storage area. Such an arrangement requires only
two memory storage areas, even though a multi-level transform is performed.
[0078] After each of said subsequent transformations the resulting transformed data are preferably stored in their
respective memory storage area so as to overwrite at least some of the data already stored therein resulting from one
or more previous transformations.
[0079] In accordance with a further aspect of the present invention there is provided a method of performing a plurality
of transformations on first and second data groups, the method comprising, in sequence:

(a) performing a first transformation on said first data group using a first transform engine, so as to generate a first
once-transformed data group;
(b) storing said first once-transformed data group in a first memory storage area;
(c) reading said first once-transformed data group from said first memory storage area;
(d) performing a second-stage transformation thereon using a second transform engine, thereby generating a first
twice-transformed data group; and
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(e) writing said first twice-transformed data group into said first memory storage area so as to overwrite said first
once-transformed data group;
the method further comprising, in sequence:
(f) performing said first transformation on said second data group using said first transform engine, so as to generate
a second once-transformed data group;
(g) storing said second once-transformed data group in a second memory storage area;
(h) reading said second once-transformed data group from said second memory storage area;
(i) performing said second-stage transformation thereon using said second transform engine, thereby generating a
second twice-transformed data group; and
(j) writing said second twice-transformed data group into said second memory storage area so as to overwrite said
second once-transformed data group;

wherein step (f) commences after the completion of step (a) but before the completion of step (e).
[0080] Step (f) preferably commences before the completion of step (c).
[0081] Steps (a) to (j) may be repeated using a multiplicity of data groups, in which case steps (a) to (e) are applied
to odd-numbered data groups and steps (f) to (j) are applied to even-numbered data groups.
[0082] The method preferably further comprises, in sequence, after step (e):

(e1) reading a sub-group of said first twice-transformed data group from said first memory storage area;
(e2) performing a third-stage transformation thereon using said second transform engine, thereby generating a first
three-times-transformed data sub-group; and
(e3) writing said first three-times-transformed data sub-group into said first memory storage area so as to overwrite
said sub-group of said first twice-transformed data group;
and, after step (j):
(j1) reading a sub-group of said second twice-transformed data group from said second memory storage area;
(j2) performing a third-stage transformation thereon using said second transform engine, thereby generating a second
three-times-transformed data sub-group; and
(j3) writing said second three-times-transformed data sub-group into said second memory storage area so as to
overwrite said sub-group of said second twice-transformed data group.

[0083] The time taken to perform the combination of steps (c) to (e3) is preferably less than or equal to the time taken
to perform step (a), and the time taken to perform the combination of steps (h) to (j3) is less than or equal to the time
taken to perform step (f).
[0084] The method preferably further comprises, in sequence, after step (e3):

(e4) reading said first three-times-transformed data sub-group from said first memory storage area;
(e5) performing a fourth-stage transformation thereon using said second transform engine, thereby generating a
first four-times-transformed data sub-group;
(e6) writing said first four-times-transformed data sub-group into said first memory storage area so as to overwrite
said first three-times-transformed data sub-group;
and, after step (j3):
(j4) reading said second twice-transformed data group from said second memory storage area;
(j5) performing a fourth-stage transformation thereon using said second transform engine, thereby generating a
second four-times-transformed data sub-group; and
(j6) writing said second four-times-transformed data sub-group into said second memory storage area so as to
overwrite said second three-times-transformed data sub-group.

[0085] The time taken to perform the combination of steps (c) to (e6) is preferably less than or equal to the time taken
to perform step (a), and the time taken to perform the combination of steps (h) to (j6) is less than or equal to the time
taken to perform step (f).
[0086] The method preferably further comprises repeating steps (e3) to (e6) and steps (j3) to (j6) a plurality of times,
using the transformed sub-groups stored in the respective memory storage areas, wherein each even-numbered trans-
formation is performed on only a sub-group of the data stored in the memory and each odd-numbered transformation
is performed on all of the data generated in the preceding even-numbered transformation step.
[0087] The data groups may be subjected to ten transformations, which will be the case with a five-level wavelet
transform, in which each level requires two separate transformation steps.
[0088] The plurality of transformations may collectively comprise a multi-level wavelet transform, such as the Haar
wavelet transform or the 2/10 wavelet transform.
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[0089] Each data group may comprise a frame of image data.
[0090] In accordance with a further aspect of the present invention there is provided a method of performing a plurality
of reverse transformations on first and second data groups which have been transformed in accordance with a method
as defined above, the method comprising, in sequence: performing all but the last one of the reverse transformations
on said first transformed data group using a first reverse transform engine; and performing the last reverse transformation
on said first transformed data group using a second reverse transform engine within a time interval which at least partly
overlaps a time interval within which said first reverse transform engine performs all but the last one of the reverse
transformations on said second transformed data group.
[0091] The time taken to perform said all but the last one of the reverse transformations on said first transformed data
group is preferably less than or equal to the time taken to perform the last reverse transformation on said first data group.
[0092] In accordance with a further aspect of the present invention there is provided a method of transmitting data
comprising: grouping the data into a sequence of frames comprising a first frame and at least one subsequent frame,
each frame comprising a predetermined plurality of data blocks; transmitting the first frame in its entirety; and transmitting
only those data blocks within the or each subsequent frame which are significantly different from the corresponding data
block within the first frame, each such data block being transmitted in combination with a respective index number which
defines the position of the block within the frame.
[0093] This method provides an enormous advantage over existing systems of transmitting image data, in which
information concerning the difference between sequential image frames is transmitted in order to reconstruct the desired
image frames. In the event of a transmission error, the error would in this case continue until a further complete frame
is transmitted. In contras, with the above method, only those blocks which have changed between consecutive frames
are transmitted, and these are used to create the desired subsequent frames.
[0094] The method preferably further comprises: processing each of said data blocks in accordance with a predeter-
mined algorithm to evaluate a parameter for that data block; for each data block within the or each subsequent frame,
determining if the value of the associated parameter is significantly different from the corresponding data block of the
preceding frame within the sequence; wherein the step of transmitting only those data blocks which are significantly
different comprises transmitting only those data blocks within the or each subsequent frame for which there has been
a positive determination. This feature effectively provides a method of "thresholding" the measured differences between
blocks of sequential frames, so that only those blocks which exhibit a significant difference are transmitted.
[0095] The step of grouping the data may comprise grouping the data into a plurality of said sequences, each containing
n frames, where n is a predetermined number, such that at least one entire frame is transmitted within each sequence
of n consecutive frames of data.
[0096] The method preferably further comprises transmitting an additional entire frame at regular intervals.
[0097] The method preferably further comprises transmitting an additional entire frame on receipt of a demand signal.
[0098] The present invention extends to a similar method in which the data are compressed, the method comprising
grouping the data into a sequence of frames comprising a first frame and at least one subsequent frame, each frame
comprising a predetermined plurality of data blocks; compressing the first frame in its entirety; and compressing only
those data blocks within the or each subsequent frame which are significantly different from the corresponding data
block within the first frame, each such data block being compressed in combination with a respective index number
which defines the position of the block within the frame.
[0099] If the data to be compressed has been subjected to a wavelet transform, the parameter may usefully be
evaluated on the basis of only the most significant coefficient within each sub-band in each data block. In this case, the
parameter is preferably evaluated on the basis of the position within the data block of the most significant coefficient,
and may be evaluated on the basis of only the n most significant coefficients selected from the group comprising the
most significant coefficient within each sub-band in each data block, where n is a predetermined number. In this case,
n may be equal to 8.
[0100] The wavelet transform may be a five-level transform resulting in 16 sub-bands.
[0101] The method preferably further comprises transmitting only the compressed data.
[0102] If the data comprises colour image data, then it is preferable that only the luminance component of the colour
image data is processed in order to evaluate said parameter.
[0103] Preferably only those components of the data within each data block having values higher than a predetermined
threshold are processed to evaluate the parameter for that data block.
[0104] In accordance with a further aspect of the present invention there is provided a method of configuring a plurality
of variable-length data blocks into a data stream from which each data block can subsequently be retrieved, wherein
each data block maps to a block of pixels within a frame of image data, the method comprising: for each data block,
forming a respective indexed data block comprising: a sync word which is identical for each indexed data block; an index
number which uniquely identifies the data block within said plurality of data blocks; and the respective data block.
[0105] This method enables variable-length blocks to be recreated from a data stream without the need for the length
of each block to be defined in a header section.
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[0106] Each indexed data block preferably comprises, in sequence, said sync word, said index number and said
respective data block.
[0107] The sync word preferably comprises a sequence of 16 bits and/or a sequence of bits equal to 1.
[0108] Preferably all of the index numbers comprise bits sequences of equal length, such as 11 bits in length, which
enables 2048 different data blocks to be uniquely identified.
[0109] Each of the data blocks may comprise a data block which has been transformed in accordance with a wavelet
transform.
[0110] The present invention extends to a method of retrieving variable-length data blocks from a data stream, the
data blocks having been configured in accordance with the above method, the method comprising locating said syric
word within said data stream thereby to identify said data blocks; and retrieving the resulting identified data blocks from
said data stream.
[0111] Each of the data blocks may have a characteristic which enables it to be verified as a valid data block, in which
case the data stream is searched sequentially for a data sequence which is identical to said sync word, thereby to identify
a potential indexed data block comprising a potentially valid data block, and validating said data block only: (a) if it is
verified by said characteristic to be a valid data block; and (b) if the potential indexed data block is followed immediately
within the data stream by a further potential indexed data block comprising a data sequence which is identical to said
sync word.
[0112] The method preferably further comprises selecting for a subsequent processing step only those data blocks
which have been validated. If the data stream comprises data corresponding to an image to be displayed, then the
processing step comprises displaying the resulting selected data blocks.
[0113] The present invention extends to a method of selecting a region of interest from within a plurality of variable-
length data blocks which have been retrieved in accordance with the above method, in which only those retrieved
variable-length data bocks which are associated with one or more predetermined index numbers are selected. This
provides a particularly advantageous way in which data, such as relating to a particular position within an image, can
be selected, e.g. for display, from a data stream.
[0114] Preferred embodiments of the present invention will now be described in detail, with reference to the accom-
panying drawings, in which:

Figure 1 illustrates an example of a "transform pair";

Figure 2 illustrates how the wavelet transform is achieved using a set of filters in cascade;

Figure 3 shows a single-stage wavelet decomposition;

Figure 4 shows a single-stage wavelet reconstruction in a decoder;

Figure 5 illustrates processes within the preferred encoder;

Figure 6 illustrates five-level decomposition;

Figure 7 illustrates a block-based Haar transform;

Figure 8 shows an example of a pixel array for illustrating the operation of the transforms;

Figure 9 illustrates the result of applying Equations 1 and 2 to the array of Figure 8 in which the equations have
been solved in the range r = 0 ... 9 and c = 0 ... 4;

Figure 10 illustrates the result of applying Equations 5, 6, 9 and 10 to the horizontal transform data shown in Figure
9 in which the range is r = 0 ... 4 and c = 0 ... 4, representing the Haar Transform for the example pixel array;

Figure 11 illustrates the results of applying the 2/10 transform equations to the sample pixel array;

Figure 12 is a block diagram showing the architecture of the entire encoding system;

Figure 13 illustrates the preferred transform engine in detail;

Figure 14 illustrates successive re-writing in memory;
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Figure 15 illustrates the CKL-tree showing how the coefficient data are analyzed;

Figure 16 illustrates an L-tree made up from 64 L-types, in which 24 are shown as "L boxes" on the diagram, the
other 40 being implied as children of the Level 3 LH and HH L-types);

Figure 17 illustrates the concept of eliminating coding loss by examining all eight data planes as a composite;

Figure 18 illustrates the concept of the weighting factor applied to a five-level transform, in which typically a=2;

Figure 19 illustrates how the organisation of the coefficient data in one bit plane is related directly to the wavelet
transform;

Figure 20 illustrates the preferred L encoder;

Figure 21 illustrates the preferred CS encoder;

Figure 22 illustrates the LKCS pass;

Figure 23 is a diagrammatic representation of the preferred temporal encoding process;

Figure 24 illustrates the IEEE 802.3 frame format used in standard Ethernet;

Figure 25 illustrates the translation of the compressed image stream into IP packets; and

Figure 26 shows a part of the bit stream, showing two consecutive image blocks with their associated sync words
and index numbers that identify the block position within the image.

The wavelet transform engine

[0115] A significant advantage of the preferred design is that it is able to use the same "engine" for both deconstruction
and reconstruction of the image. It uses an architecture that consists of a single filter bank that carries out a five-level
transform in two dimensions in real time.
[0116] From the above, it can be seen that the use of a five-level transform results in data that describe a 32332 pixel
block. However, if this were literally the case at the encoding stage, the end result could be "blocky" images (especially
at high compression ratios). In order to ensure that data relating to pixels at the edge of a block fully takes into account
the energy of pixels in a neighboring block, the transform process must "sweep" across the whole pixel array. Thus,
while the resulting data is, indeed, formatted as representing a series of 32332 blocks, the image information so derived
is not itself block-based.
[0117] Figure 6 shows the aim of the five-level transform process. There are 16 coefficients at Level 3, four at Level
4 and one at Level 5. There are several ways wavelet transforms can decompose a signal into various sub-bands. These
include uniform decomposition, octave-band decomposition, and adaptive or wavelet-packet decomposition. Out of
these, octave-band decomposition is the most widely used. This is a non-uniform band splitting method that decomposes
the lower frequency part into narrower bands and the high-pass output at each level is left without any further decom-
position.
[0118] In order to allow the system to be optimized to different source material, the preferred system is set up to use
two different wavelet transforms. The Haar transform is used for material where the definition of sharp discontinuities
or "edges" needs to be precise, and the "Two/Ten" or TT transform is provided as an alternative for moving video images
where a "smooth" result is more pleasing.
[0119] The Haar transform is best for the compression of graphics images where it is of great importance that the
integrity of sharp discontinuities (in practice thin lines etc.) is maintained. When moving video images are involved, there
are benefits in using a different transform, and the preferred system allows a choice between the Haar transform and
the "Two - Ten" (or TT, or 2/10) transform depending on the type of images being used.
[0120] Under severe compression there is a tendency for image artifacts to appear at block boundaries when the
image is reconstructed. The 2/10 transform processes more pixels in the high pass filter, and this has the effect of
"smoothing" the image, giving a visually more acceptable result on video content.
[0121] In the block-based Haar transform the image is processed in 32 3 32 pixel blocks, with one block for each of
Y, U and V. This is shown pictorially in Figure 7. In practice the pixels are processed as 16 3 16 non over-lapping blocks
each of 2 pixels 3 2 pixels. The actual processing, and its similarity to that required for the 2/10 transform is described
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below.
[0122] In both transforms a two-stage process is used. In the first stage two coefficients L and H are derived from the
pixel data in a one-dimensional transform; in the second stage a two-dimensional transform derives the LL, LH, HL,
and HH values. In fact the equation for the initial low pass filtering is the same for both transforms. The high-pass filtering
is similar, however, for the 2/10 transform there is an additional "predictor" value derived from looking at existing derived
low pass values. This has the effect of "smoothing" the resulting image.
[0123] In the following equations P is used to represent the original pixel data. The suffixes r,c represent the row and
column coordinates respectively, and p indicates a predictor.

Equation 1. Derivation of L for both Haar and 2/10 transforms:

[0124]

Equation 2. Derivation of H in the Haar Transform:

[0125]

Equation 3. Derivation of the predictor pH in the 2/10 transform:

[0126]

Equation 4. Derivation of H in the 2/10 Transform:

[0127]

Equation 5. Derivation of LL for both Haar and 2/10 transforms:

[0128]

Equation 6. Derivation of LH in the Haar Transform:

[0129]
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Equation 7. Derivation of the predictor pLH in the 2/10 Transform:

[0130]

Equation 8. Derivation of LH in the 2/10 Transform:

[0131]

Equation 9. Derivation of HL for both Haar and 2/10 transforms:

[0132]

Equation 10. Derivation of HH in the Haar Transform:

[0133]

Equation 11. Derivation of the predictor pHH in the 2/10 Transform:

[0134]

Equation 12. Derivation of HH in the 2/10 Transform:

[0135]

Example of the Transform Equations in Action

[0136] The operation of the above equations is best understood by example. Figure 8 shows a pixel array of 10310
pixels with some arbitrary values for P. The layout is purely for example to draw attention to the workings of the 2/10
and Haar transforms. The 10310 array is the minimum that can be used to demonstrate the 2/10 and has no other
significance.
[0137] If Equations 1 and 2 are applied to the array of Figure 8, the result is as shown in Figure 9. Here the points to
notice are:
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(a) the transform process halves the number of columns (the equations are solved for r= 0....9 and c= 0...4);
(b) the overall quantity of image data has, however, remained the same (by virtue of having the two sets of coefficients
L and H).

[0138] Figure 9 results represent the first pass "one-dimensional" horizontal transform. When the results of Figure 9
are applied to Equations 5, 6, 9 and 10, the second "two-dimensional" vertical transform is completed. The overall result
is the complete Haar transform and is of the form shown in Figure 10. Notice how now both row and column data have
been halved, but once again the amount of data overall remains the same.
[0139] While the Haar transform can be seen to apply to the whole array, the situation with the 2/10 transform is quite
different. The Haar transform operates on 232 pixel blocks, but the 2/10 requires data from many more pixels - in fact
for the example it can only give valid results for the four center pixels in the array (i.e. the ones shown with values 80,
48, 45, 110 in Figure 8).
[0140] Applying Equations 1, 3, and 4 in the range c = 4..5 and r = 2 produces the 2/10 values for L and H; then if
Equations 5, 7, 8, 9, 11 and 12 are solved, the 2/10 values for LL, LH, HL and HH are derived.
[0141] Figure 11 shows these solutions for the example. On the left are shown the solutions for L and H, and, on the
right, are shown the solutions for LL, LH, HL and HH. Note that the information on the right-hand side of Figure 11 is
the minimum that must be transmitted to ensure that it is possible to recover the original pixel data.

The Reverse Transforms

[0142] Both the Haar and the 2/10 transforms are reversible and are suitable for both lossless and lossy compression.
However, in using the equations above in the form stated, there is bit growth in the "detail" outputs (there is no bit growth
in the LL or "smooth" output). For this reason, in the preferred system, the output transform data is operated on using
the principle of "Property of Precision Preservation" already referred to above, and which results in no bit growth while
retaining a lossless performance. (The PPP applied in this way is due to Hongyang, Fisher and Zeyi.)
[0143] An important point to appreciate with respect to the transform equations is they are all operated in the integer
domain, and yet produce lossless results. The insight here is due to Pearlman and also to Gormish et al. from Ricoh.
[0144] The equation set for carrying out the wavelet transforms have been provided above. There now follow the
corresponding equations to reverse the process and to recover the pixel data.
[0145] If the transform results shown in Figures 10 and 11 were to be fed into the equations that follow (operated over
the appropriate ranges), the pixel data emerging would be exactly as shown in Figure 8.

Equation set 13. Vertical reverse Haar transform to recover Land H:

[0146]
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Equation set 14. Horizontal reverse Haar transform to recover pixels:

[0147]

Equation set 15: Vertical reverse 2/10 transform to recover L and H:

[0148]

Equation set 16. Horizontal reverse2/10 transform to recover pixels:

[0149]
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Operation of the transform engine

[0150] The essence of the practical realization of the transform engine is breaking the task down into a number of
simple steps, each one of which operates in a completely deterministic way. Some of the problems that must be solved are:

(a) dealing with the "out of block" pixel data required by the 2/10 transform (the 32332 block can be processed on
its own in respect of the Haar transform, but the 2/10 requires data from pixels that are from a whole block and a
partial block to complete the 32x32 transform);
(b) simplifying the tasks in such a way that the transform engine components do not have to "know" whether they
are dealing with vertical or horizontal data - each element should just carry out a simple arithmetical task; and
(c) finding a way to reduce the processing time: implicit in the five-level 2D transform process is the need to carry
out a succession of operations resulting in a multiple of the time taken to process a single frame’s worth of pixel
data; clearly it is necessary to ensure that the entire process of transforming and encoding a frame can all be carried
out in a time that is less than the original frame time.

[0151] Figure 12 is a block diagram of the entire encode system architecture, although only items 1 to. 7 will be
described at this stage. The YUV transform process has already been described above. The encoder and the packetiser
are described below. The principal processes in the transform engine proper, which actually consists of two transform
engines and a large memory, are now described.

1. Image data enters the transform engine two pixels at a time and the first task is the Level 1 Horizontal transform.
This generates the L and H data according to Equation 1, and either Equation 2 or Equation 4. It can be seen that
the H equations are the same with the exception of the predictor, so it is possible to use a single set of equations,
with p being set to zero for the Haar transform. Figure 13 shows how the data for a typical pixel n is derived. The
filter equations for deriving the values of s(n) and d(n) are shown below. Figure 13 shows how the predictor p is
derived for the 2/10 transform. The transform engine is not itself interested in co-ordinates, so the equations are
expressed in a simplified form showing the s or "smooth" component, and the d or "detail" component. At this stage
these correspond to L and H. 

2. Figure 12 assumes 8-bit color, so the input to the transform engine is shown as 48 bits wide (two pixels are read
in at a time). When it emerges it is 54 bits wide because of the addition of a sign. The "18 to 36" box converts the
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data to 108 bits wide by combining the data of four transform coefficients. This is a stratagem for shortening the
time taken to load the memory, and therefore allowing time for the multiple pass access to the memory needed for
the succeeding two-dimensional transform.

3. The two transform engines 1, 5 are supported by a large DDR (Double Data Rate) memory 3. The input and
output of the memory 3 are equipped with multiplex switches (MUX). The one on the input side selects between
data from the output of the two transform engines, and the one on the output sends data either to the second
transform engine or to the Coder. The memory 3 is large enough to contain the equivalent of two image frames of
data. The transform data from odd-numbered frames in a sequence are stored in a first section of the memory 3,
and even-numbered frames are stored in a second section.

4. The data from the output of the first transform is read out of the memory 3 in 32332 block format. To carry out
the succeeding levels of transform requires the data to undergo multiple passes through the second transform
engine. In order that the engine itself can be "dumb" and not be concerned as to whether it is processing row or
column data, row and column control is provided external to the transform engine. Prior to arriving at the transform
engine, the data is re-ordered back to 54-bit wide.

5. The idea of using external row and column control allows the second transform engine (5) to be identical to the
first one. It only works in a single dimension itself, but produces the two-dimensional transform by treating the row
and column data in sequence. To produce the five-level transform the YUV block data must have multiple passes
through the transform engine. The reason that this is possible within the frame time is that the Level 1 transform
takes the great majority of the time (about 75%). The succeeding levels, although requiring multiple passes, actually
take up much less time because the number of coefficients is much smaller (see Figure 6). Note that, in order to
carry out the 2/10 transform, the recirculated data must include "out of block" coefficients.

6. The output of the second transform engine is re-ordered back to 108-bit wide before going back into the memory.
Figure 14 shows the idea of successive re-writing in memory. On the left is the result of the Level 1 transform; when
the Level 2 transform is completed, only the LL part of the Level 1 data is over-written with Level 2 data. It is clear
from this figure why the amount of re-circulated data reduces as each level of transform is completed. Once the
Level 1 two-dimensional transform has been completed the coefficients are stored according to the left of the diagram.
The LL coefficients are then overwritten by the new set of coefficients for Level 2. These occupy exactly the same
space in memory, as depicted on the right. The process is repeated up to Level 5.

7. The completed YUV block transform data is released by the MUX to the encoder section.

[0152] It is important to note: first that confirmation that the original YUV data is essentially lossless with respect to
the RGB original, and that ALL this data goes forward to the transform process. This is equivalent to saying that all
processing is "4:4:4" in professional video terms, and ensures that there is no color spill at "edges"; and secondly, that,
at the transform stage, the idea of saving the 2/10 coefficients between blocks achieves the numerical equivalent of a
frame based transform. Thus the end result is an image fidelity that is blockless. However, all transform management
and all the subsequent coding is done in the block domain which is the key to efficient and deterministic operation.

Encoding the Resultant Data

[0153] As stated above, the initial effect of a transform is not to reduce the amount of data, but only to present it in a
form that allows more efficient compression.
[0154] Data compression can be effected using standard mathematical methods (that are quite independent of the
application), but better results can be obtained when advantage is taken of the nature of the underlying data. Wavelet
transform data lends itself well to efficient lossless and lossy compression when the data is organized into a "tree" structure.
[0155] The fundamental idea behind the use of "trees" is that neighboring pixels in an image are likely to be similar.
In the transform domain this is expressed in a different way. If the magnitudes of the wavelet coefficients in a higher
sub-band of a decomposition are insignificant relative to a particular threshold, then it is likely that wavelet coefficients
having the same spatial location, but relating to lower sub-bands will also be insignificant. Furthermore when proceeding
from the highest to the lowest levels of the wavelet "pyramid" the variations in the wavelet coefficients decrease. This
leads to the idea that the coding of a large number of insignificant wavelet coefficients can be done very efficiently.
[0156] Known methods include the Spatial Orientation Tree or SOT (Shapiro) and the Set Partitioning in Hierarchical
Trees SPIHT (Pearlman). The problem with both of these methods is that they require the data to be visited more than
once. The preferred method also uses the tree principle, in the form of a "Quadtree", but does so in a way that requires
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the data to be visited only once. This allows the production of a real time single-pass compression engine that carries
out its task in a precisely defined cycle.
[0157] The aim of the system is to code two different types of information; one is the "control" or coding information,
and the other is the "data". The coding information is sent ahead of the data, so the decoding system knows in advance
how to treat the data that follows. The basic coding system is lossless; but lends itself very well to precisely defined
levels of lossy compression.

The LKCS Encoding

[0158] Data relating to an individual image is partitioned into blocks of 32332 wavelet coefficients. This block data is
then separated into nine planes, eight data planes and one sign plane. Each plane is then rearranged as 64 rows of 16
bits, as shown in Figure 19 and described in more detail below.
[0159] Figure 15 shows how one such row is encoded into a "CKL-Tree". For simplicity, the data bits of the 16 coefficients
are shown in a line, but it must be remembered they actually refer to a two-dimensional array. These 16 coefficients are
divided into four sets, each set connected to a "K-type" tree. If all the coefficients in a set are zero, then the corresponding
K-type is also zero, and it is only necessary to retain the K-type. If the set is not zero, then it is necessary to retain the
original coefficient data and the K-type. (In Boolean terms the K tree is an OR gate with four inputs. If output is 0, then
only the information K=0 is retained. If output is 1, then both the information K=1 and the four individual data bits must
be retained.)
[0160] The four K-types also form a set and follow the same probability laws, so it is possible to repeat the tree idea.
The K-type set forms a tree to an L-type. Thus if a K-type set is zero only the L-type needs to be retained.
[0161] The next step is to encode the L-type trees within the individual bit plane. Each L-type represents a row within
a 64 row block, and this fits perfectly into an L tree structure of 64 L-types. Figure 16 shows how this happens and also
shows how the L-types relate to the original transform data (HL, LH and HH). The figure show 20 L-types for HL at
Levels 1 and 2 and the four final L-types at Levels 3, 4 and 5. There are also 20 L-types for each of LH and HH at Levels
1 and 2 as indicated in the diagram.
[0162] The L-tree again capitalises on the likelihood of similarity. Encoding is performed from the bottom of the tree
(Level 1) up to Level 4/5. In hierarchical terms, Level 4/5 can be considered the "parent", and Levels 3, 2 and 1 have a
"child" relationship to it. The encoding procedure is the same as before.
[0163] The exact operation of the encoding "node" is shown in Figure 16. The process can be illustrated by considering
the node marked L2_0. Here the Boolean operation is of a five-input OR gate, with four of the inputs being the L1_0
through L1_3 data, and the fifth input being the L2_0 data. As before, if the output of the gate is 1, then both the L-type
and the preceding data must be retained, but if it is 0, then only the L-type is retained. The process is then repeated at
the Level 3 nodes and thence to Level 4/5.
[0164] It can be seen that very large coding gains are achieved when there are large areas with zero coefficients - in
the extreme case if all the coefficients in a bit plane are zero, only level 4/5 is retained.
[0165] Now it can be seen that, while the coding process can result in a considerable reduction in the data, there an
overhead where L and K values have to be retained. The L and K bits themselves are additional to the original data, i.e.
while the tree process is reducing original data, it can also be adding control data. Some of the coding gain is being lost,
and it is desirable to minimize this loss. This can be done by taking an overview of all eight data planes. Figure 17 shows
the idea of the planes with Plane 7 being the most significant and Plane 0 the least significant. By virtue of the wavelet
transform Plane 7 contains the most zeros, and therefore on this plane the K and L structure will be at its most efficient
in terms of coding gain as most of the coefficients will be zero.
[0166] A way of looking at K- and L-types is that they provide a record of the significance of coefficients in a plane.
This record can be passed from one plane to another, and can be used to determine when a corresponding K- or L-type
became significant (i.e. became = 1). Once this has been detected it is no longer necessary to store the type for succeeding
planes (since the data is being retained anyway). This procedure eliminates redundant L-types and K-types.
[0167] The process of scanning the successive planes is also used to code the sign plane (Plane 8). In the transform
process the 8-bit pixel data becomes 9-bit, indicating a range of 6255. In the sign plane the 1024 coefficients are
designated positive by 0, and negative by 1. The sign data is coded on the basis of significance, so when the significance
scan is done (for eliminating redundant K and L types) only those coefficients that are significant have their sign data
encoded (since clearly it would be redundant to code sign data to zero coefficients that have already been discarded).
[0168] The whole encoding process can now be summarized as the generation of LKCS data, where each plane is
coded in a sequence of four sections, and where:

L = L-type tree
K = K-type tree
C = Coefficient Data
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S = Sign

[0169] For lossless encoding it is necessary to plan the encoded data for the "worst case", i.e. the case where the
original image is so complex that there is actually no coding gain. The process is, therefore, as follows:

(a) The L-tree is coded with up to 64 bit data, corresponding to the L-types. While these are themselves derived
from knowledge of K-types, this section must be first in the bit stream. This is because the decoder needs to know
ahead of time which rows are being sent and which rows are not sent (insignificant). The L-type bits, together with
the compression profile (see below) allow the decoder to reconstruct the L-type tree.
(b) K-types are coded next with up to 256 bit data corresponding to the 256 K-types. The decoder uses the recon-
structed L tree to decode the map of the K-types.
(c) The original coefficient data C is coded next with up to 1024 bits. The decoder uses the reconstructed L- and K-
types to decode the map of the C data.
(d) The sign data S are coded last with up to 1024 bit data. The decoder uses the reconstructed C data to decode
the map of the S data.

[0170] The whole LKCS process is repeated for each of the 8 image planes.

Encoding for Spatial Compression

[0171] Clearly once the process described above has been completed there is a situation where the actual encoded
data is of variable length. While it is statistically improbable (even impossible) that there would ever be a situation where
there was a coding loss (i.e. the coding process actually resulted in an increase in the data) it is the case that the lossless
coding results in a variable outcome which would be difficult to manage in the intended real time applications.
[0172] In order to achieve a more predictable outcome, in terms of bit rate, and to introduce lossy compression with
high coding gains, the LKCS data is subject to a compression profile. In principle this is no more than removing data
based on resolution and bit-plane number. This profile is sent as a header to the bit stream, so that the decoder knows
in advance what has been deleted.
[0173] The trend of successive profiles is to apply the most aggressive deletion to Plane 0 and Level 1, and to
progressively reduce the deletion with rising levels and planes. In practice the compression profile is applied at the time
of coding the CKL and L trees, meaning that both the unwanted coefficient data and the corresponding K- and L-types
are deleted. This is important since it results in both the original data and the control information being compressed -
otherwise there would be a situation where at high compression levels the control information would become dominant.

Compression Profile

[0174] The compression profile uses a weighting method that exploits the visual perception characteristics of the
human eye. In principle the human eye is less sensitive to the loss of high frequencies, so any compression scheme
starts by eliminating the high-frequency components and by ensuring that the effect of quantization noise is also elimi-
nated.
[0175] The weighting scheme is aligned to the sub-band levels of the wavelet transform, and the idea is shown in
Figure 18 (which should be compared with Figure 6). Another way of putting it is that the compression is applied to the
L-tree, not to the original data.
[0176] In Figure 18 an easy (and typical) example is to take "a" as a=2. Then it can be seen that HH at any level has
twice the compression (half the data) of the corresponding LH and HL; further that progressively less compression is
applied at the higher levels where the more significant information resides.
[0177] The preferred weighting method is to vary the value of "a" to obtain a range of compression ratios. Figure 18
is conceptual, in that it conveys the relative notional weights applied; but in practice the range of compression is in the
form of a set of individual profiles that are applied at the encoder. The user can select one of the given profiles or even
define a custom profile.
[0178] In defining a profile the aim is to ensure that the re-constructed image has minimum errors, and at the same
time has the highest perceptual quality (i.e. the image is perceived by the viewer as "natural"). This necessarily results
in some compromise, and in practice perceptual quality is more important at lower bit rates.
[0179] The weighting scheme is simple, efficient and independent of the actual image. It is effected by a 16-bit Profile
parameter that relates directly to one bit-plane of an L-type tree. This is shown in Table 1; if a bit is equal to 0, the data
is removed, if the bit is equal to 1, the data is retained. The process can be described as "pruning the L-tree" and is
achieved by a logical AND operation with the L-type bit or bits.
[0180] For example if Bit 10 = 0, then all four bits of L_LH2 would be zeroed, but if Bit 10 = 1, then only those bits of
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L_LH2 with value 1 would be retained.
[0181] The presence of "spare bits" needs explaining. In the original structure space was allowed for the individual
components of L_4/5. In practice this is redundant for all normal images, but the facility has been retained in case later
developments (possibly involving very large images) require these extra bits. The chip design retains the facility for using
them, but the scheme does not result in the redundant data being sent.
[0182] The control of the L-type tree provides very efficient compression, since when more zeroes are formed, both
data and control are removed by the profile parameter.

Examples of Profiles

[0183] Table 2 and Table 3 show examples of compression profiles. Table 2 is an actual example of a compression
profile that provides a visually lossless image. By studying the bits set to 1 or 0 it is possible to get an idea of the weighting
of the profile, and it is immediately clear that significant planes and levels have no compression applied. Such a profile
can give a spatial compression ratio in the range 20:1 to 30:1.
[0184] Table 3 shows an example of heavy compression, in the range 50:1 to 100:1, and it is obvious that much more
of the data has been discarded. Notice that L_4/5 data is retained for all planes, since any loss of this data would have
a serious effect on image quality, while only providing a marginal reduction in bit rate.
[0185] When defining a profile it is important that the removal of data is done in a way that ensures all data relating
to a particular resolution level is removed within a bit plane, since otherwise the resulting image would have a non-
uniform spatial quality. The eye is sensitive to this potential artifact: for example when viewing a human face the eye
expects a uniform quality, but is troubled if different parts of the face have different qualities.

The Encoding Engine

[0186] The description of the encoding process so far given has described a number of discrete processes. In Figures
12 and 13 the concept of a "transform engine" to carry out the wavelet transform was shown in some detail; but in Figure
12 the coding process was simply shown as a function within the block diagram, without any detail as to how the encoder
worked.

Re-arranging the Transform Data

[0187] The result of the transform process is image coefficient data in 32332 blocks (there are three sets of such
blocks, Y, U and V) and within the blocks the coefficient data is ordered, starting with the Level 5 data, and ending with
the Level 1 data.
[0188] For each bit plane the data is first re-arranged to 64 rows each of 16 bits, since this facilitates the derivation of
the L tree. The organisation and its relationship to the coefficient data is clearly seen in the following diagram.

The L-Encoder

[0189] As mentioned above, the L-tree is derived first, since this is both needed first in the decode process, and results
in the discarding of the largest amount of coefficient data. The task of the "L-tree coding engine" is quite complex, since
it must work in three dimensions:

(a) a logical AND operation must be carried out on the data to impose the desired compression profile;
(b) deriving an L-type is itself quite simple because this is a logical OR operation on a single row of data, working
from Row 63 to Row 0;
(c) but it is redundant to designate an L-type if it is already known that coefficient data is significant, so the process
must work downwards from the most significant plane;
(d) the desired end result is the discarding of all insignificant coefficient data, the retention of the remaining coefficient
data; and a compact description of the location of all L-types; and
(e) the engine must work on a single pass basis in that it must not be required to "re-visit" data.

[0190] Figure 20 shows the process in block diagram form. L FORMAT builds the 64 Ls from the 64 3 16 coefficient
bits in one plane.
[0191] The L TREE produces eight planes of: L_CUR[63..0], L_MSK[63..0] and L_SIG [3..0] working from the most
significant Plane 7 to the least significant Plane 0. Note how the compression profile is applied at this stage.These items
represent the "output" of the L encoder. Here:
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L_CUR[63..0] is the L tree state of the current plane;
L_MSK[63..0] is the mask determining which L_CUR bits are not sent; and
L_SIG [3..0] is L SIGNIFICANCE and is used by the K, C and S passes; it indicates which rows are not sent.

[0192] L ACC produces L_ACC[63...0] which is a record of the current ORed state of all previous planes.
[0193] The equations used in the L encoder are as follows:

Logic equations for calculating L_CUR[63..0] the UP Ltree.

[0194]

Definitions of L_CUR and L_SIG Compression Profile
L_cur[0] = L4/5 C_prof[15..0]

L_cur[1] = L3_LH LL5 = [0]
L_cur[2] = L3_HL LH5 = [1]
L_cur[3] = L3_HH HL5 = [2]

HH5 = [3]
L_cur[7..4] = L2_LH[3..0] LH4 = [4]

L_cur[11..8] = L2_HL[3..0] HL5 = [5]
L_cur[15..12] = L2_HH[3..0] HH5 = [6]

L_cur[31..16] = L1_LH[15..0] LH3 = [7]
L_cur[47..32] = L1_HL[15..0] HL3 = [8]
L_cur[63..48] = L1_HH[15..0] HH3 = [9]

LH2 = [10]
HL2 = [11]

L_sig[3..0], HH2 = [12]
is the L significance for one 64-way row (total = 64 * 16) LH1 = [13]

HL1 = [14]

HH1 = [15]

Equations Comment
L_cur[0]=(L[0] #L_cur[3] #L_cur[2] # L_cur[1]) & C_prof[0]; (L4/5 L[0] or child)

L_cur[1] = (L[1] # L_cur[7] # L_cur[6] # L_cur[5] # L_cur[4]) & C_prof[7]; (L3_LH)
L_cur[2] = (L[2] # L_cur[11] # L_cur[10] # L_cur[9] # L_cur[8]) & C_prof[8]; (L3_HL)
L_cur[3] = (L[3] # L_cur[15] # L_cur[14] # L_cur[13]# L_cur[12])& Crof[9]; (L3_HH)

L_cur[4] = (L[4] # L_cur[19] # L_cur[18] # L_cur[17] # L_cur[16])& 
C_prof[10];

(L2_LH[0])

L_cur[5] = (L[5] # L_cur[23] # L_cur[22] # L_cur[21] # L_cur[20])& 
C_prof[10];

(L2_LH[1])

L_cur[6] = (L[6] # L_cur[27] # L_cur[26] # L_cur[25] # L_cur[24])& 
C_prof[10];

(L2_LH[2])

L_cur[7] = (L[7] # L_cur[31] # L_cur[30] # L_cur[29] # L_cur[28])& 
C_prof[10];

(L2_LH[3])

L_cur[8] = (L[8] # L_cur[35] # L_cur[34] # L_cur[33] # L_cur[32])& 
C_prof[11];

(L2_HL[0])

L_cur[9] = (L[9] # C_cur[39] # L_cur[38] # L_cur[37] # L_cur[36])& 
C_prof[11];

(L2_HL[1])

L_cur[10]= (L[10] # L_cur[43] # L_cur[42] # L_cur[41] # L_cur[40])& 
C_prof[11];

(L2_HL[2])
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Logic equations for calculating L_SIG

[0195]

(continued)

Equations Comment
L_cur[11]= (L[11]# L_cur[47] # L_cur[46] # L_cur[45] # L_cur[44])& 
C_prof[11];

(L2_HL[3])

L_cur[12]= (L[12] # L_cur[51] # L_cur[50] # L_cur[49] # L_cur[48])& 
C_prof[12];

(L2_HH[0])

L_cur[13]= (L[13] # L_cur[55] # L_cur[54] # L_cur[53] # L_cur[52])& 
C_prof[12];

(L2_HH[1])

L_cur[14]= (L[14] # L_cur[59] # L_cur[58] # L_cur[57] # L_cur[56])& 
C_prof[12];

(L2_HH[2])

L_cur[15]= (L[15] # L_cur[63] # L_cur[62] # L_cur[61] # L_cur[60])& 
C_prof[12];

(L2_HH[3])

L_cur[19..16] = L[19..16] & C_prof[13]; (L1_LH[3..0])
L_cur[23..20] = L[23..20] & C_prof[13]; (L1_LH[7..4])
L_cur[27..24] = L[27..24] & C_prof[13]; (L1_LH[11..8])
L_cur[31..28] = L[31..28] & C_prof[13]; (L1_LH[15..12])

L_cur[35..32] = L[35..32] & C_prof[14]; (L1_HL[3..0])
L_cur[39..36] = L[39..36] & C_prof[14]; (L1_HL[7..4])
L_cur[43..40] = L[43..40] & C_prof[14]; (L1_HL[11..8])
L_cur[47..44] = L[47..44] & C_prof[14]; (L1_HL[15..12])

L_cur[51..48] = L[51..48] & C_prof[15]; (L1_HH[3..0])
L_cur[55..52] = L[55..52] & C_prof[15]; (L1_HH[7..4])
L_cur[59..56] = L[59..56] & C_prof[15]; (L1_HH[11..8]]
L_cur[63..60] = L[63..60] & C_prof[15]; (L1_HH[15..12]]

L_cur[63..0] = L_cur_[63..0] 
& !L_acc[63..0];

L_cur[n] can only be significant for 1 plane (transition to significance); note that 
that L coding stops beyond the point of becoming significant.

L_SIG is used by K, C and S passes and indicates which rows are 
not sent. A row is not sent when an Ln_XX_sig = 0. Lsig[3..0] maps 
to 4 rows i.e. there is a sequence of 16 sets for processing the 16 
cycle K, C and S passes where sel[0] to sel[15] selects the 
sequence.

L4_sig = (L_cur[0]#L_acc[0]) & C_prof[0];

L3_LH_sig = (L_cur[1] # L_acc[1]) & C_prof[7];
L3_HL_sig = (L_cur[2] # L_acc[2]) & C_prof[8];
L3_HH_sig = (L_cur[3] # L_acc[3]) & C_prof[9];

L2_LH_sig[3..0] = (L_cur[7..4] # L_acc[7..4]) & C_prof[10];

L2_HL_sig[3..0] = (L_cur[11:.8] # L_acc[11..8]) & C_prof[11];
L2_HH_sig[3..0] = (L_cur[15..12] # L_acc[15..12]) & C_prof[12];

L1_LH_sig[15..0] = (L_cur[31..16] # L_acc[31..16]) & C_prof[13];
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(continued)

L1_HL_sig[15..0] = (L_cur[47..32] # L_acc[47..32]) & C_prof[14];
L1_HH_sig[15..0] = (L_cur[63..48] # L_acc[63..48]) & C_prof[15];

L_sig[3..0] passes 4 significance values to each (4*16) K,C,S word. 
There are 3 passes of 16 for each type (K,C,S)

L_sig[3..0] = ((L3_HH_sig,L3_HL_sig,L3_LH_sig,L4_sig) & sel[0]) #

(L2_LH_sig[3..0] & sel[1]) #
(L2_HL_sig[3..0] & sel[2]) #
(L2_HH_sig[3..0] & sel[3]) #
(L1_LH_sig[3..0] & sel[4]) #
(L1_LH_sig[7..4] & sel[5]) #
(L1_LH_sig[11..8] & sel[6]) #

(L1_LH_sig[15..12]& sel[7]) #
(L1_HL_sig[3..0] & sel[8]) #
(L1_HL_sig[7..4] & sel[9]) #
(L1_HL_sig[11..8] & sel[10]) #
(L1_HL_sig[15..12]& sel[11]) #
(L1_HH_sig[3..0] & sel[12]) #

(L1_HH_sig[7..4] & sel[13]) #
(L1_HH_sig[11..8] & sel[14]) #
(L1_HH_sig[15..12]& sel[15]).

Logic equations for calculating L_MSK Comment

This is used to decide which L bits of L_cur[63..0] are not sent. An L-bit is not sent when its parent 
is 0 or its C_prof[] is 0. It incorporates a down L-tree (top to bottom). Each pass is a plane and 
done from most significant to least significant (plane 7 to 0)

L_msk[0] = !L_acc[0] & C_prof[0]; (L4/5)
L_msk[1] = !L_acc[1] & C_prof[7] & (L_cur[0] # L_acc[0]); (L3_LH ( ) = parent)

L_msk[2] = !L_acc[2] & C_prof[8] & (L_cur[0] # L_acc[0]); (L3_HL)
L_msk[3] = !L_acc[3] & C_prof[9] & (L_cur[0] # L_acc[0]); (L3_HH)

L_msk[7..4] = !L_acc[7..4] & C_prof[10] & (L_cur[1]# L_acc[1]); (L2_LH)
L_msk[11..8] = !L_acc[11..8] & C_prof[11] & (L_cur[2]# L_acc[2]); (L2_HL)
L_msk[15..12] = !L_acc[15..12]&C_prof[12] & (L_cur[3]# L_acc[3]); (L2_HH)

L_msk[19..16]= !L_acc[19..16] & C_prof[13]& (L_cur[4]# L_acc[4]); (L1_LH[3..0])
L_msk[23..20]= !L_acc[23..20] & C_prof[13] & (L_cur[5]# L_acc[5]); (L1_LH[7..4])
L_msk[27..24]= !L_acc[27..24] & C_prof[13]& (L_cur[6]# L_acc[6]); (L1_LH[11..8])
L_msk[31..28]= !L_acc[31..28] & C_prof[13]& (L_cur[7]# L_acc[7]); (L1_LH[15..12])

L_msk[35..32]= !L_acc[35..32] & C_prof[14]& (L_cur[8]# L_acc[8]); (L1_HL[3..0])
L msk[39..36]= !L_acc[39..36] & C_prof[14]& (L_cur[9]# L_acc[9]); (L1_HL[7..4])
L_msk[43..40]= !L_acc[43..40] & C_prof[14]& (L_cur[10]# L_acc[10]); (L1_HL[11..8])
L_msk[47..44]= !L_acc[47..44] & C_prof[14]& (L_cur[11]# L_acc[11]); (L1_HL[15..12])

L_msk[51..48]= !L_acc[51..48] & C_prof[15]& (L_cur[12]# L_acc[12]); (L1_HH[3..0])

L_msk[55..52]= !L_acc[55..52] & C_prof[15]& (L_cur[13]# L_acc[13]); (L1_HH[7..4])
L_msk[59..56]= !L_acc[59..56] & C_prof[15]& (L_cur[14]#L_acc[14]); (L1_HH[11..8])
L_msk[63..60]= !L_acc[63..60] & C_prof[15]& (L_cur[15]# L_acc[15]); (L1_HH[15..12])
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The CS Encoder

[0196] Figure 21 shows the CS Encoder. Within this:

CS FORMAT converts the original 16 bit row format [15..0] to a 34 row format, i.e. [63..0]. This is done to conform
the data to 64 bits, so the final part of the encoding engine can work only on a 64 bit basis.

[0197] The sign data is replicated in parallel for all coefficient planes. This is necessary for the next stage which requires
the sign to be available for every C plane.
[0198] C ACC records the point at which each coefficient becomes significant, and is used by the next stage to
determine when a sign should be encoded.

The LKCS Pass

[0199] Figure 22 shows the whole encoding engine. Here L ENCODE and CS ENCODE are the processes already
described above.
[0200] MX LDPS is the encoding engine. The desired output consists of MX_CUR[63..0] and MX_MSK[63..0]. The
other "outputs" shown in Figure 22 are intermediate data used in calculating the output and appear in the equations
shown below.
[0201] The real time encoding engine works on a 64 cycle basis, so it is important to be sure that the theoretical worst
case of each of L, K, C and S being at maximum values will actually "fit". This is tested by understanding that: 

[0202] Therefore to generate MX_CUR and MX_MSK requires the full sequence of L, K, C and S passes, that is:

1+16+16+16 = 49 cycles per plane

which is well within the 64 cycle capacity.
[0203] The output MX_MSK[63..0] is a mask for selecting which bits of each of L, K, C and S_CUR[ ] are encoded.
[0204] The equations used in the LKCS pass now follow:

Deriving K accumulate from C accumulate

K_acc[0] = C_acc[0] # C_acc[1] # C_acc[2] # C_acc[3];
K_acc[1] = C_acc[4] # C_acc[5] #C_acc[6] # C_acc[7];
K_acc[2] = C_acc[8] # C_acc[9] # C_acc[10] # C_acc[11];
K_acc[3] = C_acc[12] # C_acc[13] # C_acc[14] # C_acc[15];

K_acc[4] = Cacc[16] # Cacc[17] # C_acc[18] # C_acc[19];
K_acc[5] = Cacc[20] # Cacc[21] # Cacc[22] # C_acc[23];
K_acc[6] = Cacc[24] # Cacc[25] # Cacc[26] # C_acc[27];
K_acc[7] = Cacc[28] # Cacc[29] # Cacc[30] # C_acc[31];

K_acc[8] = C_acc[32] # C_acc[33] # C_acc[34] # C_acc[35];
K_acc[9] = C_acc[36] # C_acc[37] # C_acc[38] # C_acc[39];
K_acc[10]= C_acc[40] # C_acc[41] # C_acc[42] # C_acc[43];
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K_acc[11]= C_acc[44] # C_acc[45] # C_acc[46] # C_acc[47];

K_acc[12] = C_acc[48] # C_acc[49] # C_acc[50] # C_acc[51];
K_acc[13] = C_acc[52] # C_acc[53] # C_acc[54] # C_acc[55];
K_acc[14] = C_acc[56] # C_acc[57] # C_acc[58] # C_acc[59];
K_acc[15] = C_acc[60] # C_acc[61] # C_acc[62] # C_acc[63];

Deriving the K type from C_cur

K[0] = C_cur[0] # C_cur[1] # C_cur[2] # C_cur[3];
K[1] = C_cur[4] # C_cur[5] # C_cur[6] # C_cur[7];
K[2] = C_cur[8] # C_cur[9] # C_cur[10] # C_cur[11];
K[3] = C_cur[12] # C_cur[13] # C_cur[14] # C_cur[15];
K[4] = C_cur[16] # C_cur[17] # C_cur[18] # C_cur[19];
K[5] = C_cur[20] # C_cur[21] # C_cur[22] # C_cur[23];
K[6] = C_cur[24] # C_cur[25] # C_cur[26] # C_cur[27];
K[7] = C_cur[28] # C_cur[29] # C_cur[30] # C_cur[31];

K[8] = C_cur[32] # C_cur[33] # C_cur[34] # C_cur[35];
K[9] = C_cur[36] # C_cur[37] # C_cur[38] # C_cur[39];
K[10]= C_cur[40] # C_cur[41] # C_cur[42] # C_cur[43];
K[11]= C_cur[44] # C_cur[45] # C_cur[46] # C_cur[47];

K[12] = C_cur[48] # C_cur[49] # C_cur[50] # C_cur[51];
K[13] = C_cur[52] # C_cur[53] # C_cur[54] # C_cur[55];
K[14] = C_cur[56] # C_cur[57] # C_cur[58] # C_cur[59];
K[15] = C_cur[60] # C_cur[61] # C_cur[62] # C_cur[63];

The K pass

Derive K_cur (needed for both K_pass and C_pass)

[0205]

K_cur[15..0] = R[15..0] & (!K_acc[15..12] & L_sig[3],
!K_acc[11..8] & L_sig[2],
!K_acc[7..4] & L_sig[1],
!K_acc[3..0] & L_sig[0]) & (K_pass_ # C_pass_);

K_cur[15..0] = K_cur[15..0] & K_pass_;

Make K_pass mask

[0206]

K_msk[15..0]= (!K_acc[15..12] & L_sig[3],
!K_acc[11..8] & L_sig[2],
!K_acc[7..4] & L_sig[1],
!K_acc[3..0] & L_sig[0]) & K_pass_;

The C pass

Derive C_cur

[0207]

C_cur[63..0] = (C_cur[63..48] & L_sig[3],
C_cur[47..32] & L_sig[2],
C_cur[31..16] & L_sig[1],
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C_cur[15..0] & L_sig[0]) & P_pass_;

Prepare and make C_pass mask

[0208]

a[15..0] = (K_cur[15..0] #(K_acc[15..12] & L_sig[3],
K_acc[11..8]& L_sig[2],
K_acc[7..4] & L_sig[1],
K_acc[3..0] & L_sig[0])) & C_pass_;

C_msk[63..0] = (a[15],a[15],a[15],a[15],
a[14],a[14],a[14],a[14],
a[13],a[13],a[13],a[13],
a[12],a[12],a[12],a[12],
a[11],a[11],a[11],a[11],
a[10],a[10],a[10],a[10],
a[9],a[9],a[9],a[9],
a[8],a[8],a[8],a[8],
a[7],a[7],a[7],a[7],
a[6],a[6],a[6],a[6],
a[5],a[5],a[5],a[5],
a[4],a[4],a[4],a[4],
a[3],a[3],a[3],a[3],
a[2],a[2],a[2],a[2],
a[1],a[1],a[1],a[1],
a[0],a[0],a[0],a[0]).

The S Pass

[0209]

S_msk[63..0] = C_cur[63..0] & (!C_acc[63..48] & L_sig[3],
!C_acc[47..32] & L_sig[2],
!C_acc[31..16] & L_sig[1],
!C_acc[15..0] & L_sig[0]) & S_pass_;

S_cur[63..0] = S[63..0] & S_msk[63..0].

The MX LKCS

[0210]

MX_cur[63..0] = (L_cur[63..0] & L_pass) #
((z[63..16],K_cur[15..0]) & K_pass) #
(C_cur[63..0] & C_pass) #
(S_cur[63..0] & S_pass);

MX_msk[63..0] = (L_msk[63..0] & L_pass) #
((z[63..16],K_msk[15..0]) & K_pass) #
(C_msk[63..0] & C_pass) #
(S_msk[63..0] & S_pass).

The Decoding Engine

[0211] The decoding engine is based on a set of deterministic principles that provides a "one pass" decoding solution
by mirroring the encoding format. The format provides for a progressive calculation that allows for a set of pointers for
subsequent data to be known ahead of time. In a pipelined logic structure that contains a dependant feedback element;
it is a requirement to know ahead of time the location of future data otherwise the delay (pipeline) will result in a non-
real-time decoder.
[0212] Like the encoder, the decoder operates on a 64-bit by 64-cycle basis per plane. It decodes the embedded
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control and data progressively in the same order as it was encoded i.e. LKCS.

The L decoder

[0213] The decoding of the L control bits [63..0] is done in two passes:

L pass 1 = Level 4,3,2 = L[15..0]
L pass 2 = Level 1 = L[63..16]

[0214] L pass 1 operates on the first 16 bits of serial data d[15..0] of any plane. Together inputs:

L_acc[15..0]
C_prof[15..0]

it produces 8 planes of :

L_cur[15..0]
L4_sig
L3_LH_sig
L3_HL_sig
L3_HH_sig
L2_LH_sig[3..0]
L2_HL_sig[3..0]
L2_HH_sig[3..0]

[0215] The definitions of these parameters are defined in the encoding engine.

L_pass 1 equations

Pointers for L data

[0216]

pointer for L3_LH
s1_[1..0]) = 2 x (!L_acc[0] & C_prof[0]) );

pointer for L3_HL
s2_[2..0]) = s1_[1..0] x 2 x (!L_acc[1] & C_prof[7]) );

pointer for L3_HH
s3_[3..0]) = s2_[2..0] x 2 x (!L_acc[2] & C_prof[8]) );

pointer for start of L2 data
s4_[4..0]) = s3_[3..0] x 2 x (!L_acc[3] & C_prof[9]);

pointer for L2_LH[3]
not required (base = 0)

pointer for L2_LH[2]
s5_[1..0] = 2 x (!L_acc[5] & L3_LH_sig_ & C_prof[10]);

pointer for L2_LH[1]
s6_[2..0]) = s5_[1..0] x 2 x (!L_acc[6] & L3_LH_sig_ & C_prof[10]);

pointer for L2_LH[0]
s7_[3..0]) = s6_[2..0] x 2 x (!L_acc[7] & L3_LH_sig_ & C_prof[10]);

pointer for L2_HL[3]
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s8_[4..0]) = s7_[4..0] x 2 x (!L_acc[8] & L3_HL_sig_ & C_prof[11]);

pointer for L2_HL[2]
s9_[5..0]) = s8_[4..0] x 2 x (!L_acc[9] & L3_HL_sig_ & C_prof[11]);

pointer for L2_HL[1]
s10_[6..0]) = s9_[5..0] x 2 x (!L_acc[10] & L3_HL_sig_ & C_prof[11]);

pointer for L2_HL[0]
s11_[7..0]) = s10_[5..0] x 2 x (!L_acc[11] & L3_HL_sig & C_prof[11]);

pointer for L2_HH[3]
s12_[8..0]) = s11_[7..0] x 2 x (!L_acc[12] & L3_HH_sig_ & C_prof[12]);

pointer for L2_HH[2]
s13_[9..0]) = s12_[8..0] x 2 x (!L_acc[13] & L3_HH_sig_ & C_prof[12]);

pointer for L2_HH[1]
s14_[10..0]) = s13_[9..0] x 2 x (!L_acc[14] & L3_HH_sig_ & C_prof[12]);

pointer for L2_HH[0]
s15_(11..0]) = s14_[10..0] x 2 x (!L_acc[15] & L3_HH_sig_ & C_prof[12]);

L data

L_cur[3..0] for Level4 and 3

[0217]

L_cur[0] = d[0] & (!L_acc[0] & C_prof[0]) ;
L_cur[1] = ((d[1] & s1_[1]) #

(d[0] & s1_[0])) &
((!L_acc[1]& C_prof[7]) & L4_sig_);

L_cur[2] = ((d[2] & s2_[2]) #
(d[1] & s2_[1]) #
(d[0] & s2_[0])) &
((!L_acc[2] & C_prof[8]) & L4_sig_);

L_cur[3] = ((d[3] & s3_[3])#
(d[2] & s3_[2]) #
(d[1] & s3_[1]) #
(d[0] & s3_[0]) &
((!L_acc[3] & C_prof[9]) & L4_sig_);

Locate range of Level2 L data[15..4])

[0218]

L2_[4] = s4_[4..0] & d[4..0];
L2_[5] = s4_[4..0] & d[5..1];
L2_[6] = s4_[4..0] & d[6..2];
L2_[7] = s4_[4..0] & d[7..3];
L2_[8] = s4_[4..0] & d[8..4];
L2_[9] = s4_[4..0] & d[9..5];
L2_[10] = s4_[4..0] & d[10..6];
L2_[11] = s4_[4..0] & d[11..7];
L2_[12] = s4_[4..0] & d[12..8];
L2_[13] = s4_[4..0] & d[13..9];
L2_[14] = s4_[4..0] & d[14..10];
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L2_[15] = s4_[4..0] & d[15..11];

[0219] L_cur[15..4] for Level2

L2 LH cur

[0220]

L_cur[4] = L2_[4] & (!L_acc[4] & L3_LH_sig_ & C_prof[10]);
L_cur[5] = ((L2_[5] & s5_[1]) #

(L2_[4] & s5_[0])) &
(!L_acc[5] & L3_LH_sig_ & C_prof[10]);

L_cur[6] = ((L2_[6] & s6_[2]) #
(L2_[5] & s6_[1]) #
(L2_[4] & s6_[0]))&
(!L_acc[6] & L3_LH_sig_ & C_prof[10]);

L_cur[7] = ((L2_[7] & s7_[3]) #
(L2_[6] & s7_[2]) #
(L2_[5] & s7_[1]) #
(L2_[4] & s7_[0]))&
(!L_acc[7] & L3_LH_sig & C_prof[10]);

L2 HL cur

[0221]

L_cur[8] = ((L2_[8] & s8_[4]) #
(L2_[7] & s8_[3]) #
(L2_[6] & s8_[2]) #
(L2_[5] & s8_[1]) #
(L2_[4] & s8_[0]))&
(!L_acc[8] & L3_HL_sig_ & C_prof[11]);

L_cur[9] = ((L2_[9] & s9_[5]) #
(L2_[8] & s9_[4]) #
(L2_[7] & s9_[3]) #
(L2_[6] & s9_[2]) #
(L2_[5] & s9_[1]) #
(L2_[4] & s9_[0])) &
(!L_acc[9] & L3_HL_sig_ & C_prof[11]);

L_cur[10] = ((L2_[10]& s10_[6]) #
(L2_[9] & s10_[5]) #
(L2_[8] & s10_[4]) #
(L2_[7] & s10_[3]) #
(L2_[6] & s10_[2]) #
(L2_[5] & s10_[1]) #
(L2_[4] & s10_[0])) &
(!L_acc[10] & L3_HL_sig_ & C_prof[11]);

L_cur[11] = ((L2_[11]& s11_[7]) #
(L2_[10]& s11_[6]) #
(L2_[9] & s11_[5]) #
(L2_[8] & s11_[4]) #
(L2_[7] & s11_[3]) #
(L2_[6] & s11_[2]) #
(L2_[5] & s11_[1]) #
(L2_[4] & s11_[0])) &
(!L_acc[11] & L3_HL_sig_ & C_prof[11]);



EP 1 917 813 B1

32

5

10

15

20

25

30

35

40

45

50

55

L2 HH cur

[0222]

L_cur[12] = ((L2_[12]& s12_[8]) #
(L2_[11]& s12_[7]) #
(L2_[10]& s12_[6]) #
(L2_[9] & s12_[5]) #
(L2_[8] & s12_[4]) #
(L2_[7] & s12_[3]) #
(L2_[6] & s12_[2]) #
(L2_[5] & s12_[1]) #
(L2_[4] & s12_[0]) &
(!L acc[12] & L3_HH_sig_ & C_prof[12]);

L_cur[13] = ((L2_[13]& s13_[9]) #
(L2_[12]& s13_[8]) #
(L2_[11]& s13_[7]) #
(L2_[10]& s13_[6]) #
(L2_[9] & s13_[5]) #
(L2_[8] & s13_[4]) #
(L2_[7] & s13_[3]) #
(L2_[6] & s13_[2] #
(L2_[5] & s13_[1]) #
(L2_[4] & s13_[0]))&
(!L_acc[13] & L3_HH_sig_ & C_prof[12]);

L_cur[14] = ((L2_[14]& s14_[10])#
(L2_[13]& s14_[9]) #
(L2_[12]& s14_[8]) #
(L2_[11]& s14_[7]) #
(L2_[10]& s14_[6]) #
(L2_[9] & s14_[5]) #
(L2_[8] & s14_[4]) #
(L2_[7] & s14_[3]) #
(L2_[6] & s14_[2]) #
(L2_[5] & s14_[1]) #
(L2_[4] & s14_[0]))&
(!L_acc[14] & L3_HH_sig_ & C_prof[12]);

L_cur[15] = ((L2_[15]& s15_[11])#
(L2_[14]& s15_[10])#
(L2_[13]& s15_[9]) #
(L2_[12]& s15_[8]) #
(L2_[11]& s15_[7]) #
(L2_[10]& s15_[6]) #
(L2_[9] & s15_[5]) #
(L2_[8] & s15_[4]) #
(L2_[7] & s15_[3]) #
(L2_[6] & s15_[2]) #
(L2_[5] & s15_[1]) #
(L2_[4] & s15_[0]))&
(!L_acc[15] & L3_HH_sig_ & C_prof[12]);

L significance

[0223]

L4_sig_ = L_cur[0] # (L_acc[0] & C_prof[0]);
L3_LH_sig_ = L_cur[1] # (L_acc[1] & C_prof[7]);
L3_HL_sig = L_cur[2] # (L_acc[2] & C_prof[8]);
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L3_HH_sig_ = L_cur[3] # (L_acc[3] & C_prof[9]);

L2_LH_sig[3..0] =(L_cur[7..4] # L_acc[7..4]) & C_prof[10];
L2_HL_sig[3..0] =(L_cur[11..8] # L_acc[11..8]) & C_prof[11]; ;
L2_HH_sig[3..0]=(L_cur[15..12]# L_acc[15..12])& C_prof[12]; ;

[0224] L_Pass 2 operates on a range of data d[63..16] that has been pre-pointed to from the end of data of L_Pass
1. Together with inputs:

L_acc[63..16]
L2_LH_sig[3..0]
L2_HL_sig[3..0]
L2_HH_sig[3..0]
C_prof[15..0]

it produces 8 planes of:

L_cur[63..16]
L_acc[63..16]
L1_LH_sig[15..0]
L1_HL_sig[15..0]
L1_HH_sig[15..0]

[0225] These parameters are defined in the encoding engine

a[63..16] = (d[63..16] & !L_acc[63..16]) ;

L_cur[19..16] = a[19..16] & L2_LH_sig[0] & C_prof[13];
L_cur[23..20] = a[23..20] & L2_LH_sig[1] & C_prof[13];
L_cur[27..24] = a[27..24] & L2_LH_sig[2] & C_prof[13];
L_cur[31..28] = a[31..28] & L2_LH_sig[3] & C_prof[13];

L_cur[35..32] = a[35..32] & L2_HL_sig[0] & C_prof[14];
L_cur[39..36] = a[39..36] & L2_HL_sig[1] & C_prof[14];
L_cur[43..40] = a[43..40] & L2_HL_sig[2] & C_prof[14];
L_cur[47..44] = a[47..44] & L2_HL_sig[3] & C_prof[14];

L_cur[51..48] = a[51..48] & L2_HH_sig[0] & C_prof[15];
L_cur[55..52] = a[55..52] & L2_HH_sig[1] & C_prof[15];
L_cur[59..56] = a[59..56] & L2_HH_sig[2] & C_prof[15];
L_cur[63..60] = a[63..60] & L2_HH_sig[3] & C_prof[15];

b[63..16] = (d[63..16] & !L_acc[63..16]) # L_acc[63..16];

L1_LH_sig[3..0] = b[19..16] & L2_LH_sig[0] & C_prof[13];
L1_LH_sig[7..4] =b[23..20] & L2_LH_sig[1] & C_prof[13];
L1_LH_sig[11..8] = b[27..24] & L2_LH_sig[2] & C_prof[13];
L1_LH_sig[15..12] = b[31..28] & L2_LH_sig[3] & C_prof[13];

L1_HL_sig[3..0] = b[35..32] & L2_HL_sig[0] & C_prof[14];
L1_HL_sig[7..4] = b[39..36] & L2_HL_sig[1] & C_prof[14];
L1_HL_sig[11..8] = b[43..40] & L2_HL_sig[2] & C_prof[14];
L1_HL_sig[15..12] = b[47..44] & L2_HL_sig[3] & C_prof[14];

L1_HH_sig[3..0] = b[51..48] & L2_HH_sig[0] & C_prof[15];
L1_HH_sig[7..4] = b[55..52] & L2_HH_sig[1] & C_prof[15];
L1_HH_sig[11..8] = b[59..56] & L2_HH_sig[2] & C_prof[15];
L1_HH_sig[15..12] = b[63..60] & L2_HH_sig[3] & C_prof[15].
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The K decoder

[0226] K_Pass operates on a range of data that has been pre-pointed to from the end of data of L_Pass 2. Together
with inputs:

16 x d[15..0]
16 x C_acc[63..0]
16 x L_sig[3..0] Note that L_sig[3..0] is a sequential quad mapping of:

L4_sig,L3_LH_sig, L3_HL_sig, L3_HH_sig
to
L1_HH_sig[15..12]

it produces:

16 x K_cur[15..0] per plane
16 x K_msk[15..0] per plane

K accumulate from C accumulate

[0227]

K_acc[0] = C_acc[0] # C_acc[1] # C_acc[2] # C_acc[3];
K_acc[1] = C_acc[4] # C_acc[5] # C_acc[6] # C_acc[7];
K_acc[2] = C_acc[8] # C_acc[9] # C_acc[10] # C_acc[11];
K_acc[3] = C_acc[12] # C_acc[13] # C_acc[14] # C_acc[15];

K_acc[4] = C_acc[16] # C_acc[17] # C_acc[18] # C_acc[19];
K_acc[5] = C_acc[20] # C_acc[21] # C_acc[22] # C_acc[23];
K_acc[6] = C_acc[24] # C_acc[25] # C_acc[26] # C_acc[27];
K_acc[7] = C_acc[28] # C_acc[29] # C_acc[30] # C_acc[31];

K_acc[8] = C_acc[32] # C_acc[33] # C_acc[34] # C_acc[35];
K_acc[9] = C_acc[36] # C_acc[37] # C_acc[38] # C_acc[39];
K_acc[10]= C_acc[40] # C_acc[41] # C_acc[42] # C_acc[43];
K_acc[11]= C_acc[44] # C_acc[45] # C_acc[46] # C_acc[47];

K_acc[12] = C_acc[48] # C_acc[49] # C_acc[50] # C_acc[51];
K_acc[13] = C_acc[52] # C_acc[53] # C_acc[54] # C_acc[55];
K_acc[14] = C_acc[56] # C_acc[57] # C_acc[58] # C_acc[59];
K_acc[15] = C_acc[60] # C_acc[61] # C_acc[62] # C_acc[63];

K_cur[15..0] = d[15..0] & (!K_acc[15..12] & L_sig[3],
!K_acc[11..8] & L_sig[2],
!K_acc[7..4] & L_sig[1],
!K_acc[3..0] & L_sig[0]) & K_pass_en;

K_msk[15..0] = (K_cur[15..0] # (K_acc[15..12] & L_sig[3],
K_acc[11..8] & L_sig[2],
K_acc[7..4] & L_sig[1],
K_acc[3..0] & L_sig[0])) & K_pass_en;

The C Decoder

[0228] C_Pass operates on a range of data that has been pre-pointed to from the end of data of K_Pass. Together
with inputs:

16 x d[63..0]
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16 x C_acc[63..0]
16 x K_msk[15..0]
16 x L_sig[3..0]

it produces:

16 x C_cur[63..0] per plane
16 x S_msk[63..0] per plane

C_cur[63..0] = d[63..0] &
(K_msk[15], K_msk[15], K_msk[15], K_msk[15],
K_msk[14], K_msk[14], K_msk[14], K_msk[14],
K_msk[13], K_msk[13], K_msk[13], K_msk[13],
K_msk[12], K_msk[12], K_msk[12], K_msk[12],
K_msk[11], K_msk[11], K_msk[11], K_msk[11],
K_msk[10], K_msk[10], K_msk[10], K_msk[10],
K_msk[9], K_msk[9], K_msk[9], K_msk[9],
K_msk[8], K_msk[8], K_msk[8], K_msk[8],
K_msk[7], K_msk[7], K_msk[7], K_msk[7],
K_msk[6], K_msk[6], K_msk[6], K_msk[6],
K_msk[5], K_msk[5], K_msk[5], K_msk[5],
K_msk[4], K_msk[4], K_msk[4], K_msk[4],
K_msk[3], K_msk[3], K_msk[3], K_msk[3],
K_msk[2], K_msk[2], K_msk[2], K_msk[2],
K_msk[1], K_msk[1], K_msk[1], K_msk[1],
K_msk[0], K_msk[0], K_msk[0], K_msk[0])&
C_pass_en;

S_msk[63..0] = C_cur_[63..0] & (!C_acc[63..48] & L_sig[3],
!C_acc[47..32] & L_sig[2],
!C_acc[31..16] & L_sig[1],
!C_acc[15..0] & L_sig[0]) & C_pass_en;

The S decoder

[0229] S_Pass operates on a range of data that has been pre-pointed to from the end of data of C_Pass. Together
with inputs:

16 x d[63..0]
16 x S_msk[63..0]

it produces:

16 x S_cur[63..0] per plane
S_cur[63..0] = (d[63..0] & S_msk[63..0]) & S_pass_en ;

Encoding for Temporal Compression

[0230] Temporal compression is the key to achieving high compression ratios. However some methods are compu-
tationally intensive, with the processing time being highly dependent on the image content. In the preferred scheme two
priorities are addressed:

(a) Whatever method is used must retain the determinism of the transform and coding engines. In this way the
overall process is simplified, and the time taken to encode content is precisely defined.
(b) The data to be streamed must be "absolute"; that is to say that the images can be reconstructed using only the
data received, and there is no dependency on image history or forward prediction. The concept of absolute data
provides high immunity to network errors, and, in particular, does not extend image latency. (Extended image latency,
i.e. a multiple frame delay between encoding and decoding, is inevitable with any system that requires complex
computation over a group of images.)



EP 1 917 813 B1

36

5

10

15

20

25

30

35

40

45

50

55

[0231] The basis of the preferred temporal compression scheme is to code only the picture information that has
changed. The scheme exploits the fact that areas of picture content can remain static over several frames, which it
detects and does not code. In this way large coding gains are achieved. For this scheme to be viable, accurate and
secure detection of changes is of paramount importance, since any false detections of change will produce obvious
errors - manifested in "frozen" areas of the decoded image.
[0232] The secure detection of motion is at the heart of the scheme. However it is much more difficult to devise a
scheme based on the sending of absolute data than it is to use a scheme relying on only sending the differences between
changes (as is done with, for example, MPEG). The difficulty arises because of the presence of noise in the images,
and the consequent problem of discriminating between true picture content and the noise. The noise arises for two
principal reasons; camera sensor noise (particularly in scenes with low lighting levels) and quantization noise arising
from analog to digital signal conversion.
[0233] The basis of the preferred method of discriminating between noise and image content is to process the motion
detection in the wavelet domain - i.e. at the transform output, prior to coding. "De-noising" in the wavelet domain is based
on an idea first proposed by Donoho who noticed that the wavelet transform maps noise in the signal domain to noise
in the transform.
[0234] For any given image, signal energy becomes concentrated into fewer coefficients in the transform domain -
but noise energy does not. It is this important principle that enables the separation of signal from noise, achieved by
"thresholding" the wavelet coefficients. Since noise is at a much lower level than the significant coefficients, intelligent
low level thresholding can be applied to remove only the low level coefficients deemed to be noise. The thresholding is
dynamic across the transform levels in order to achieve optimum noise suppression. The preferred scheme is novel
because the signal is separated from the noise by non-linear means - in some ways the process is akin to the method
used to apply the compression profile described above.
[0235] In the preferred temporal compression scheme only a sparse set of the most significant coefficients is used as
the basis for noise removal. This aggressive approach is designed to obtain a super-clean "wavelet signature" for motion
detection. This "signature" is not required to resemble a recognizable picture, but only to be the means of valid change
detection.

Definition of Temporal Compression

[0236] The aim of the temporal compression algorithm is to minimize the computation needed. In the preferred system
advantage is taken of the nature of the initial color space transform.
[0237] The boundary for defining motion is the YUV transformed block of 32332 coefficients. Each block is numbered
in a way that defines its position within an image frame. Corresponding blocks between frames are compared, and only
if they are different are coded and transmitted. Since Y itself can be considered as being derived from U and V, it is
sufficient to use only the Y coefficients for assessing motion. This has the effect of reducing the requirement for motion
computation and frame storage to only one third of what it would be if the computation was done for the full YUV (or
RGB) image.
[0238] The process of temporal encoding is shown diagrammatically in Figure 19, which indicates the following steps
in the process:

1. Extract the Y transform information in 32332 blocks; assign position information for each block.

2. Apply a noise threshold to the data. This eliminates all coefficients below a programmed value. This "threshold"
is very low and is only intended to eliminate insignificant coefficients that are at noise level.

3. Detect the magnitude and position of the most significant coefficients. In this process the 16 sub-bands that form
the five-level transform are each filtered to select the most significant coefficient and its associated position.

4. From the 16 resulting coefficients select the most significant. The number selected is programmable, and in
practice a maximum of eight is found to be sufficient. The idea behind the scheme is to get sufficient information to
ensure reliable motion detection, but at the same time achieve maximum noise immunity by capping the size of the
group of most significant coefficients. This information summarizing the significant coefficient and corresponding
positional data is referred to as a "wavelet signature".

5. Compare the resulting "signature" with that of the corresponding block in the previous image frame. At this stage
another programmable threshold is applied. This "difference threshold" may allow certain comparisons that are not
exact to be still considered true - it allows for small peak modulation differences between coefficients, and is applied
only to magnitude, and not position, information.
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6. As a result of the comparison, there is no transmission if signatures are the same; there is transmission of data
for coding if the signatures are different. Note that the data that goes forward for coding is the original YUV transform
data. This is an important principle since it ensures that (within the constraints of the compression profile) the highest
possible image quality is maintained, and that the code/decode processes do not have to distinguish between still
and moving image data.

Reference Frame Data

[0239] The temporal compression scheme is also organized to output reference frame data for synchronizing the
decoder(s) to the current status of the encoder. The process can be considered as providing a "background" image
refresh facility.
[0240] The facility ensures that, regardless of the decision taken at Step 6 (see above), the full YUV transform data
of a block is sent at intervals. The interval is programmable, in order to ensure that sending of reference frame data has
a minimum impact on data flow in the output network. The parameter is defined by "one reference block sent for every
x normal blocks" with x typically 100 or more.
[0241] This refresh mechanism is independent of image resolution and asynchronous to temporal changes in the
image, and is, therefore, image content independent: it merely sends the latest update for a block, governed by the index
of the block within the current frame. It can be seen that to refresh an entire high resolution image this way could take
some seconds; but such a system deals effectively with errors (e.g. arising from network problems) affecting still images,
and supports multiple users where, for example, a new user logs on and otherwise would not receive still image data
until the original image was changed.

The Network Connection

[0242] The task here is to convert the compressed image data to a form that can be passed over an Ethernet network.
The image data is in the form of coded "image blocks" each of which describes a 32x32 array of pixels. Such a block
does not necessarily match the payload specification of Ethernet. In addition there must be provision for multiplexing
digital audio data into the final data stream.
[0243] Each YUV block is encoded on the basis of leading most significant data to trailing least significant data. The
block format is shown in Table 4.

Choice of User Datagram Protocol (UDP)

[0244] Early in the development program behind the present invention many different methods of multiplexing and
transmitting image data over a digital link were considered; but then the decision was taken to ride on the back of the
universally accepted Ethernet network using Internetwork Protocol. It was then important to ensure the system would
work on "real world" networks and that it did not introduce any practical difficulties.
[0245] As a result, the guiding principles in defining how the data is transmitted across a network are as follows:

Table 4. The image block format.

Field Size (in bits) Description

ID 32 SYNC word - 16 bits
Index Number - 11 bits (defines position of block
in the frame)
Spare - 5 bits

Block data variable YUV compressed data in order:
Y bit plane 7 L-types
Y bit plane 7 K-types
Y bit plane 7 C-types
Y bit plane 7 S-types
Y bit plane 6 L-types

And so on through..
Y bit plane 0 S-types

Then repeat for U and V
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(a) The aim is reliable and efficient transport of real time images; notwithstanding the fact that networks are asyn-
chronous in nature - conflicting with the requirement of synchronous image delivery.
(b) The system must be based on existing network transport standards and protocols.
(c) There must be low system complexity across the network.
(d) The system must work as a multi-node system (i.e. typically one image source being distributed to multiple
"users" or "viewers").
(e) As a corollary, there must be no need for the capture node(s) to manage the display node(s) in any way. This
minimizes the computational complexity of nodes, and (in this execution) provides scalability.

[0246] The technical requirement is to get the data into a format that matches the IEEE 802.3 Media Access Control
(MAC) frame as shown in Figure 24. The last requirement above indicates a "multicast" approach, and the accepted
method of achieving this is that the MAC "payload" follows Internetwork Protocol (IP) in the form of "datagrams" following
the User Datagram Protocol (UDP). Multicast messages have a special Multicast "Destination Address". Note that the
maximum data packet size is 1500 bytes, which must include any protocol overhead. Larger packets are permitted on
Gigabit Ethernet.
[0247] UDP has the great merits of simplicity and minimum data overhead. But like IP it is a connectionless protocol
that does not itself provide any guarantee of reliable communication; nor does it provide any form of error correction or
recovery, or any kind of message flow control. Communication is "best effort", and any means of overcoming deficiencies
must reside in the application.
[0248] In order to eliminate the need for any bi-directional communication (as is used in the connection oriented
protocol Transport Control Protocol (TCP) and which provides reliable point-to-point communication) the preferred system
is designed to be robust against packet loss. Table 4 shows that each data block is separated by a uniquely coded sync
word. In the event that data from a block or series of blocks is damaged, the sync word is designed to arrest propagation
of the error. The sync word is used to "bracket" errors, thus preventing the decoded bit stream displaying garbage. In
the case of error(s) the last intact block or blocks continue to be displayed.

Translation to IP packets

[0249] The matching of the image data to IP/UDP is a two stage process. The first stage is to convert the original
coded YUV block data into a series of standardized data packets. It is at this point that any accompanying audio is
multiplexed with the image data. Audio is carried as uncompressed digital audio according to AES/SPDIF standards
(Dolby AC3 can also be carried). Table 5 shows the packet format.

[0250] The resulting bit stream is placed in a buffer memory, and then converted to Ethernet payload with the addition
of the necessary headers. The whole process is illustrated in Figure 25.
[0251] An item not clearly shown in Figure 25 is an additional Real Time Protocol (RTP) header that is carried between
the Transport Layer Header and the Transport Layer Payload.
[0252] The "Data start for video" marks a frame start, marking the first packet in a variable number of packets required
for a frame. (The number of packets needed for a frame varies according to the nature of the image, the compression
profile and the influence of temporal compression.) Because there is no alignment between the original image blocks
and the packet boundaries, the last packet may only be partially filled. In this case the packet is packed with zeroes to
make up the packet size.

Table 5. The packet format for the multiplexed audio/video stream. Byte order is "Little endian" (Intel) format.

Field Size (in bits) Description

ID 32 "VID0" - 0x56494430 "AUD0"- 0x41554430
Data Start 1 The first packet in a set of data

Haar 1 Transform, Haar / 2-10
Profile Y 4 Compression Profile
Profile U 4
Profile V 4
Reserved 2
Packet Size 16 The size of the data packet in bytes

PTS 32 The time stamp of the data packet in 10 ms units
Data {packet size} *8 The raw data.
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Network Loading

[0253] It is clear from the above that the "loading" presented to a network carrying the compressed images is variable
according to the nature of the image. In practice it is found that for any given image resolution and compression profile
the average bit rate remains fairly constant. This means that in any real application it is easy to ensure that there is
sufficient network capacity for the images, and this is especially the case where multiple images are being carried, since
statistically the overall bit rate will remain constant within quite narrow limits.
[0254] It should be noted that the "programmable" aspects of the overall system can be applied on an individual frame
basis. This means that it is possible to change compression performance, and hence average bit rate, "on the fly". Thus
while the system does not offer a constant bit rate, it does offer predictable performance and the ability to change the
bit rate rapidly should this be necessary.

Decoding Options

[0255] The intended principle of the preferred system is that the encode and decode processes are symmetrical. Thus
the normal execution of the decode process will be the inverse of that shown in Figure 12, and can be based on a similar
hardware configuration. In summary:

(a) The incoming data stream is "depacketized", i.e. all overhead data related to the UDP format and to error
correction is removed, and the coded YUV block data is recovered.
(b) By receiving the compression profile information first, it is then possible to apply this information to the compressed
block data, and thereby to recover the complete LKCS information. Note that in many cases a complete "tree" may
be represented by only a single bit in the coded state, but on decoding all the "hidden" values are restored.
(c) The LKCS information is used to create the complete set of wavelet coefficients.
(d) This data undergoes the reverse transform to recover the L and H values using Equations 13 and 15. As with
the encode process, this requires multiple passes through the reverse transform engine, until Level 1 "vertical" is
reached. As in the encode process, "row and column" control is used to allow the simple one dimension reverse
transform engine to be used.
(e) The recovered data is then put through a second reverse transform engine, operating only in the horizontal Level
1 dimension, to recover the individual pixel data.
(f) The pixel data (now back at 16 bit for two pixels) is transformed from YUV back to 8 bit RGB.

Dealing with Packet Loss

[0256] In a real world network there is a significant chance of data packets being lost. For example ITU Recommendation
Y.1541 (Network performance objectives for IP-based services) envisages an IPLR (IP packet loss ratio) of 1 3 10-3 on
an IP network. Clearly this could have a catastrophic effect on the received image. However, in order to avoid the
additional overhead that would arise from the use of complex forward error correction (which would increase both
bandwidth and latency) the preferred system uses its own image block format (Table 4) to provide a method of discarding
corrupted data resulting from packet loss.
[0257] The data stream is continuous, but the sync words are easily distinguished as a series of 16 bits value 1. Figure
26 shows two consecutive blocks of YUV data, and it can be seen that, if all is well, each block has its own sync word,
but at the end of the block there is the sync word of the next block.
[0258] In an IP network each IP packet is validated using a CRC checksum. If the IP packet is invalid, it is discarded.
The effect on the image bit stream shown in the figure is that a section is chopped out and, typically, two lots of unrelated
block data could get joined together.
[0259] While the length of the block is variable, the "tree" nature of the image data is such that the decoder "knows"
when it has received enough data to complete the image reconstruction, and, therefore, when it should expect to see
the next sync word. This feature is exploited to validate block data before it is sent on to the display memory.
[0260] The mechanism is that block data of the form YUV BLOCKm is validated by its own SYNC WORDm and its
immediate neighbor’s SYNC WORDn. A "YUV Block Send Module" in the decoder stores the decoded YUV block, and
if a trailing SYNC word is present at the end of a decoded YUV block, the module passes the YUV block on to the display
memory. If it is not present, the decoded YUV block is discarded.
[0261] The special case of the last block in an image frame, which would not normally see a following sync word, is
dealt with by the insertion of an additional sync word at end of frame. This ensures that only valid YUV blocks are passed
on to the display. The method works because the YUV blocks contain absolute image data, and do not depend on either
historical or forward data. In the event that a block is discarded, the display system continues to show the previous
"good" YUV image block. In systems operating at typical display frame rates (24 - 60Hz) the random errors arising from
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lost packets are, in practice, not noticeable.

Software Decode

[0262] The intended applications of the preferred system are such that, in most cases, hardware decoding will be used
to ensure deterministic performance. However, it is clear from the description given so far that the "output" of the encode
process is a bit stream that describes an image or set of images. Therefore in theory anyone with knowledge of the bit
stream syntax could devise a means of decoding it using software methods only.
[0263] It is envisaged that a "software decode" product might be developed to meet particular market needs: these
would likely be where a lower level of performance was acceptable (for example for reviewing images at low resolution
or examming partial images).

Advantages of the Compressed Image Format

[0264] The description so far has covered the concept of a codec (coder-decoder) that displays symmetry in the
encoding and decoding processes, that is deterministic (with the exception of bit rate in the temporal compression
process) and that introduces minimum latency. Clearly there is the possibility of introducing additional image processing
features, particularly at the decode stage. The coded data represents a highly economical "shorthand" description of
the underlying images - and this means that operations that would be computationally intensive in the pixel domain can
be carried out with minimum resources in the coded block domain. This is especially the case when a single codec unit
is used to simultaneously process multiple images (for example a codec realized using an industry standard FPGA can
process eight standard video images simultaneously).
[0265] Some of the possibilities are:

(a) Compositing multiple image displays by selecting only the required blocks from different image streams, and re-
ordering to produce the required display format.
(b) Selecting different image fidelities (by electing not to decode all levels of the transform).
(c) Selecting image blocks to match the capabilities of the display node. (For example the image stream may be
carrying the equivalent of 160031200, but the display is only able to show 8003600). N.B This does not imply
resizing, which is a separate subject.

[0266] An important theoretical point is that any processing or re-ordering done at the coded block level can be thought
of as being done in faster than real time. For example, if an image has been compressed 20:1, any processing will take
place in one twentieth of the time that the corresponding processing would take at the pixel level.

Summary

[0267] A summary of some of the advantageous features of the preferred implementation of image compression based
on wavelet transforms is as follows:

(a) Use of the Property of Precision Preservation in the combined result of the RGB to YUV transform and wavelet
transform to provide an overall reversible lossless transform without bit growth.
(b) High speed scalable transform engine based on parallel pipeline architecture. Programmable choice of transform
to optimize results for either graphics or moving image applications. Transform processing deterministic - i.e. carried
out in precise cycle time and quite independent of image content. Minimum practicable latency.
(c) Method of achieving the results of a full frame transform for moving images while actually carrying out all processing
in the block domain (use of "out of block" transform data).
(d) Novel "LKCS" coding arrangement designed to exploit the characteristics of the wavelet transform that can lead
to efficient compression.
(e) Programmable Compression Profile, able to provide lossless, visually lossless and high compression ratios at
high spatial compression efficiency, for example, a ratio of highest to lowest bit stream rate of 1000:1.
(f) Novel programmable temporal compression scheme based on the application of wavelet signatures. Absolute
coding, not requiring image history or forward prediction; no extension of image latency. Use of reference frames
to eliminate effects of transmission errors.
(g) Self-describing bit stream to carry the coded image block data.
(h) The system output is configured for connectionless network operation, providing for the configuration of a scalable
multiple image network. High immunity to network transmission errors.
(i) Novel method of detecting IP packet loss, taking advantage of the nature of the encoded bit stream.
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Claims

1. A method of encoding an input sequence of data bits by forming a tree structure, wherein the input sequence of
data bits comprises one of a plurality of rows of bits which collectively define a bit plane of a block of image data
which has been transformed in accordance with a wavelet transform, a bit plane being defined as a plane formed
from the respective bits of equal significance with the transformed block of image data, the method comprising:

(a) forming groups of data bits from the input sequence and logically combining the data bits within each group
to form a sequence of first-stage logic output bits;
(b) repeating step (a) iteratively, by forming groups of logic output bits from the first-stage logic output bits and
logically combining logic output bits within each group to form a sequence of intermediate logic output bits, until
there is a single final logic output bit; and
(c) generating an encoded output bit stream comprising said final logic output bit and any or all of the logic
output bits and any or all of the data bits of the input data sequence, in dependence on at least a first exclusion
condition that, if a given logic output bit is equal to a first predetermined value, which uniquely defines the data
bits and any logic output bits which have been used to generate said given logic output bit, then said uniquely-
defined data bits and said uniquely-defined logic output bits are excluded from said output bit stream.

2. A method as claimed in claim 1, wherein the data bits and the logic output bits are so combined using a logical OR
combination, and wherein the first predetermined value is 0.

3. A method as claimed in claim 2, where it is expected that the number of data bits in the sequence which are equal
to 0 will be sufficiently more than the number of data bits which are equal to 1, such that the resulting encoded
output bit stream comprises fewer bits than the input sequence of data bits.

4. A method as claimed in any preceding claim, wherein steps (a) and (b) are applied to each of the rows of said bit
plane, thereby generating, for each row, a respective single final logic output bit which constitutes a row output bit,
the method further comprising forming a further row tree structure by:

(i) forming groups of said row output bits and logically combining the row output bits within each group to form
a sequence of first-stage row logic output bits;
(ii) repeating step (i) iteratively, by forming groups of row logic output bits from the first-stage row logic output
bits and logically combining the row logic output bits to form a sequence of intermediate row logic output bits,
until there is only a single final row logic output bit;
and wherein the resulting output bit stream comprises:

said final row logic output bit;
any or all of the first-stage or intermediate row logic output bits; and
any or all of the row output bits,

in dependence on a second exclusion condition that, if a given row logic output bit is equal to said first prede-
termined value, which uniquely defines the row logic output bits and any row output bits which have been used
to generate said given logic output bit, then said uniquely-defined row logic output bits and said uniquely-defined
row output bits are also excluded from said output bit stream.

5. A method as claimed in claim 4, wherein each group of said row output bits comprises five row output bits.

6. A method as claimed in claim 4 or claim 5, wherein not all of the row output bits are formed into groups, and the
non-grouped row output bits are combined with other row logic output bits within the row tree structure.

7. A method as claimed in claim 6, wherein the resulting output bit stream additionally comprises some or all of the
non-grouped row output bits, in dependence on an additional exclusion condition that, for each non-grouped row
output bit, if the row logic output bit, which results from the logical combination of that non-grouped row output bit
with the other row logic output bits with which they are combined in the row tree structure, is not equal to said first
predetermined value, then that non-grouped row output bit is excluded from the output bit stream, but all of the
intermediate logic output bits which were logically combined to form that non-grouped row output bit are included.

8. A method as claimed in any one of claims 4 to 7, wherein the transformed block of image data has been transformed
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using a multi-level wavelet transform, and the row output bits are grouped in step (i) in accordance with the level of
the transform to which they relate.

9. A method as claimed in claim 8, wherein only the row output bits of the first and second levels are grouped together
in step (i).

10. A method as claimed in claim 9, wherein the row output bits of the third level are grouped with the first-stage row
logic output bits.

11. A method of encoding a transformed image data block which comprises an array of transformed image coefficients
configured as a plurality of bit planes, by forming the data bits from each of said bit planes as a respective sequence
of data bits and applying a method in accordance with any one of claims 4 to 10 to the bit sequences of each bit
plane, starting with the most significant bit plane and ending with the least significant, so as to derive an encoded
output bit stream representing the entire transformed data bock.

12. A method as claimed in claim 11, wherein the transformed image data block additionally comprises a bit plane in
which the signs of the transformed image data have been encoded, and wherein the method further comprises
incorporating in said output bit stream bits representing the respective signs associated with the most significant
data bit of each of the transformed image coefficients.

13. A method as claimed in claim 11 or claim 12, subject to a further exclusion condition that, for each logic value which
is equal to a second predetermined value, the corresponding logic values in the same position within the corre-
sponding row tree structure associated with each succeeding bit plane are excluded from the encoded output bit
stream, but wherein the logic values or data bits immediately preceding said corresponding logic values are retained,
even if they would otherwise have been excluded by said first exclusion condition.

14. A method as claimed in claim 13, wherein the second predetermined value is 1.

15. A method as claimed in any preceding claim, wherein the encoded output bit stream is additionally subject to a
compression exclusion condition in which bits occupying predetermined positions within the or each tree structure
are excluded from said encoded output bit stream in accordance with a predetermined compression profile.

16. A method as claimed in claim 15 when dependent on claim 11, wherein said compression profile is defined for each
of said bit planes and serves to exclude a greater number of bits from the bit planes of lower significance than those
from the bit planes of greater significance.

17. A method as claimed in claim 15 or claim 16, wherein said compression profile serves to exclude a greater number
of row logic output bits generated in earlier stages of step (ii) than those generated in the later stages thereof.

18. A method as claimed in any one of claims 4 to 17, wherein said output bit stream comprises, for each bit plane in
sequence starting with the bit plane of greatest significance and ending with the bit plane of least significance:

the non-excluded row output bits, followed in sequence by:

(a) the row logic output bits;
(b) the non-excluded intermediate logic output bits; and
(c) the non-excluded data bits.

19. A method as claimed in claim 18, when dependent on claim 12, wherein said output bit stream further comprises,
for each bit plane:

(d) said bits representing the respective signs associated with the most significant data bit of each of the
transformed image coefficients.

20. A method of decoding a bit stream which has been encoded using a method as claimed in any preceding claim, the
method comprising regenerating the bits which have been excluded by said or each exclusion condition, thereby to
recreate the original input sequence of data bits from which the bit stream has been encoded.
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Patentansprüche

1. Verfahren zum Codieren einer Eingabefolge von Datenbits durch das Bilden einer Baumstruktur, wobei die Einga-
befolge von Datenbits eine von mehreren Zeilen von Bits umfasst, die zusammen eine Bitebene eines Blocks von
Bilddaten definieren, der entsprechend einer Wavelet-Transformation umgeformt worden ist, wobei eine Bitebene
als eine Ebene definiert ist, die aus den jeweiligen Bits von gleicher Wertigkeit mit dem umgeformten Block von
Bilddaten gebildet wird, wobei das Verfahren Folgendes umfasst:

(a) Bilden von Gruppen von Datenbits aus der Eingabefolge und logisches Kombinieren der Datenbits innerhalb
jeder Gruppe, um eine Folge von logischen Erstphasen-Ausgabebits zu bilden,
(b) iteratives Wiederholen von Schritt (a) durch Bilden von Gruppen von logischen Ausgabebits aus den logischen
Erstphasen-Ausgabebits und logisches Kombinieren von logischen Ausgabebits innerhalb jeder Gruppe, um
eine Folge von logischen Zwischen-Ausgabebits zu bilden, bis es ein einziges abschließendes logisches Aus-
gabebit gibt,
(c) Erzeugen eines codierten Ausgabebitstroms, der das abschließende logische Ausgabebit und ein beliebiges
Ausgabebit oder alle logischen Ausgabebits und ein beliebiges Datenbit oder alle Datenbits der Eingabedaten-
folge umfasst, in Abhängigkeit von wenigstens einer ersten Ausschlussbedingung, dass, wenn ein gegebenes
logisches Ausgabebit gleich einem ersten vorbestimmten Wert ist, der eindeutig die Datenbits und beliebige
logische Ausgabebits, die verwendet worden sind, um das gegebene logische Ausgabebit zu erzeugen, definiert,
dann die eindeutig definierten Datenbits und die eindeutig definierten logischen Ausgabebits von dem Ausga-
bebitstrom ausgeschlossen werden.

2. Verfahren nach Anspruch 1, wobei die Datenbits und die logischen Ausgabebits unter Verwendung einer logischen
ODER-Kombination so kombiniert werden und wobei der erste vorbestimmte Wert 0 ist.

3. Verfahren nach Anspruch 2, wobei zu erwarten ist, dass die Anzahl von Datenbits in der Folge, die gleich 0 sind,
ausreichend größer ist als die Anzahl von Datenbits, die gleich 1 sind, so dass der sich ergebende codierte Ausga-
bebitstrom weniger Bits umfasst als die Eingabefolge von Datenbits.

4. Verfahren nach einem der vorhergehenden Ansprüche, wobei die Schritte (a) und (b) auf jede der Zeilen der Bitebene
angewendet werden, wodurch für jede Zeile ein jeweiliges einziges abschließendes logisches Ausgabebit erzeugt
wird, das ein Zeilenausgabebit darstellt, wobei das Verfahren ferner das Bilden einer weiteren Zeilenbaumstruktur
umfasst durch:

(i) Bilden von Gruppen der Zeilenausgabebits und logisches Kombinieren der Zeilenausgabebits innerhalb jeder
Gruppe, um eine Folge von logischen Erstphasen-Zeilenausgabebits zu bilden,
(ii) iteratives Wiederholen von Schritt (i) durch Bilden von Gruppen von logischen Zeilenausgabebits aus den
logischen Erstphasen-Zeilenausgabebits und logisches Kombinieren der logischen Zeilenausgabebits, um eine
Folge von logischen Zwischen-Zeilenausgabebits zu bilden, bis es nur noch ein einziges abschließendes logi-
sches Zeilenausgabebit gibt,
und wobei der sich ergebende Ausgabebitstrom Folgendes umfasst:

das abschließende logische Zeilenausgabebit,
ein beliebiges oder alle Erstphasen- oder Zwischen-Zeilenausgabebits und
ein beliebiges oder alle Zeilenausgabebits,

in Abhängigkeit von einer zweiten Ausschlussbedingung, dass, wenn ein gegebenes logisches Zeilenausgabebit
gleich dem ersten vorbestimmten Wert ist, der eindeutig die logischen Zeilenausgabebits und beliebige Zeilen-
ausgabebits, die verwendet worden sind, um das gegebene logische Ausgabebit zu erzeugen, definiert, dann
die eindeutig definierten logischen Zeilenausgabebits und die eindeutig definierten Zeilenausgabebits von dem
Ausgabebitstrom ausgeschlossen werden.

5. Verfahren nach Anspruch 4, wobei jede Gruppe der Zeilenausgabebits fünf Zeilenausgabebits umfasst.

6. Verfahren nach Anspruch 4 und 5, wobei nicht alle der Zeilenausgabebits zu Gruppen geformt werden und die nicht-
gruppierten Zeilenausgabebits mit anderen logischen Zeilenausgabebits innerhalb der Zeilenbaumstruktur kombi-
niert werden.
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7. Verfahren nach Anspruch 6, wobei der sich ergebende Ausgabebitstrom zusätzlich einige oder alle der nicht-grup-
pierten Zeilenausgabebits umfasst, in Abhängigkeit von einer zusätzlichen Ausschlussbedingung, dass für jedes
nicht-gruppierte Zeilenausgabebit, wenn das logische Zeilenausgabebit, das sich aus der logischen Kombination
dieses nicht-gruppierten Zeilenausgabebits mit den anderen logischen Zeilenausgabebits, mit denen sie in der
Zeilenbaumstruktur kombiniert werden, ergibt, nicht gleich dem ersten vorbestimmten Wert ist, dann dieses nicht-
gruppierte Zeilenausgabebit von dem Ausgabebitstrom ausgeschlossen wird, aber alle der logischen Zwischen-
Ausgabebits, die logisch kombiniert wurden, um dieses nicht-gruppierte Zeilenausgabebit zu bilden, eingeschlossen
werden.

8. Verfahren nach einem der Ansprüche 4 bis 7, wobei der umgeformte Block von Bilddaten unter Verwendung einer
mehrstufigen Wavelet-Transformation umgeformt worden ist und die Zeilenausgabebits in Schritt (i) entsprechend
der Stufe der Transformation, zu der sie in Beziehung stehen, gruppiert werden.

9. Verfahren nach Anspruch 8, wobei nur die Zeilenausgabebits der ersten und der zweiten Stufe in Schritt (i) mitein-
ander gruppiert werden.

10. Verfahren nach Anspruch 9, wobei die Zeilenausgabebits der dritten Stufe mit den logischen Erstphasen-Zeilen-
ausgabebits kombiniert werden.

11. Verfahren zum Codieren eines umgeformten Bilddatenblocks, der eine Anordnung von umgeformten Bildkoeffizi-
enten, konfiguriert als eine Vielzahl von Bitebenen, umfasst, durch Bilden der Datenbits aus jeder der Bitebenen
als eine jeweilige Folge von Datenbits und Anwenden eines Verfahrens nach einem der Ansprüche 4 bis 10 auf die
Bitfolgen jeder Bitebene, beginnend mit der höchstwertigen Bitebene und endend mit der niedrigstwertigen, um so
einen codierten Ausgabebitstrom abzuleiten, der den gesamten umgeformten Datenblock darstellt.

12. Verfahren nach Anspruch 11, wobei der umgeformte Bilddatenblock zusätzlich eine Bitebene umfasst, in der die
Vorzeichen der umgeformten Bilddaten codiert worden sind, und wobei das Verfahren ferner das Einbeziehen von
Bits in den Ausgabebitstrom umfasst, welche die jeweiligen Vorzeichen darstellen, die mit dem höchstwertigen
Datenbit jedes der umgeformten Bildkoeffizienten verknüpft sind.

13. Verfahren nach Anspruch 11 oder Anspruch 12, unterworfen einer weiteren Ausschlussbedingung, dass für jeden
logischen Wert, der gleich einem zweiten vorbestimmten Wert ist, die entsprechenden logischen Werte in der
gleichen Position innerhalb der entsprechenden Zeilenbaumstruktur, die mit jeder nachfolgenden Bitebene verknüpft
sind, von dem codierten Ausgabebitstrom ausgeschlossen werden, aber wobei die logischen Werte oder Datenbits,
die den entsprechenden logischen Werten unmittelbar vorausgehen, zurückgehalten werden, selbst wenn sie an-
derenfalls durch die erste Ausschlussbedingung ausgeschlossen worden wären.

14. Verfahren nach Anspruch 13, wobei der zweite vorbestimmte Wert 1 ist.

15. Verfahren nach einem der vorhergehenden Ansprüche, wobei der codierte Ausgabebitstrom zusätzlich einer Kom-
pressionsausschlussbedingung unterworfen wird, wobei Bits, die vorbestimmte Positionen innerhalb der oder jeder
Baumstruktur einnehmen, entsprechend einem vorbestimmten Kompressionsprofil von dem codierten Ausgabebit-
strom ausgeschlossen werden.

16. Verfahren nach Anspruch 15, wenn abhängig von Anspruch 11, wobei das Kompressionsprofil für jede der Bitebenen
definiert wird und dazu dient, eine größere Anzahl von Bits aus den Bitebenen mit niedrigerer Wertigkeit als derjenigen
aus den Bitebenen mit größerer Wertigkeit auszuschließen.

17. Verfahren nach Anspruch 15 oder Anspruch 16, wobei das Kompressionsprofil dazu dient, eine größere Anzahl von
logischen Zeilenausgabebits, die in früheren Phasen von Schritt (ii) erzeugt werden, als derjenigen, die in den
späteren Phasen desselben erzeugt werden, auszuschließen.

18. Verfahren nach einem der Ansprüche 4 bis 17, wobei der Ausgabebitstrom für jede Bitebene in einer Reihenfolge,
die mit der Bitebene der größten Wertigkeit beginnt und mit der Bitebene der geringsten Wertigkeit endet, Folgendes
umfasst:

die nicht-ausgeschlossenen Zeilenausgabebits, in Reihenfolge gefolgt von
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(a) den logischen Zeilenausgabebits,
(b) den nicht-ausgeschlossenen logischen Zwischen-Zeilenausgabebits und
(c) den nicht-ausgeschlossenen Datenbits.

19. Verfahren nach Anspruch 18, wenn abhängig von Anspruch 12, wobei der Ausgabebitstrom ferner für jede Bitebene
Folgendes umfasst:

(d) die Bits, welche die jeweiligen Vorzeichen darstellen, die mit dem höchstwertigen Datenbit jedes der um-
geformten Bildkoeffizienten verknüpft sind.

20. Verfahren zum Decodieren eines Bitstroms, der unter Verwendung eines Verfahrens nach einem der vorhergehen-
den Ansprüche codiert worden ist, wobei das Verfahren das Regenerieren der Bits, die durch die oder jede Aus-
schlussbedingung ausgeschlossen worden sind, umfasst, um dadurch die ursprüngliche Eingabefolge von Daten-
bits, aus welcher der Bitstrom codiert worden ist, wieder zu erzeugen.

Revendications

1. Procédé d’encodage d’une séquence d’entrée de bits de données par la formation d’une structure arborescente,
dans lequel la séquence d’entrée de bits de données comprend l’une d’une pluralité de lignes de bits qui définissent
collectivement un plan binaire d’un bloc de données d’image qui a été transformé selon une transformée en onde-
lettes, un plan binaire étant défini comme un plan formé à partir des bits respectifs d’importance égale au bloc
transformé de données d’image, le procédé comprenant :

(a) la formation de groupes de bits de données à partir de la séquence d’entrée et la combinaison logique des
bits de données au sein de chaque groupe pour former une séquence de bits de sortie logique de premier étage ;
(b) la répétition itérative de l’étape (a), par la formation de groupes de bits de sortie logique des bits de sortie
logique de premier étage et la combinaison logique de bits de sortie logique au sein de chaque groupe pour
former une séquence de bits de sortie logique intermédiaires, jusqu’à ce qu’il n’y ait qu’un seul bit de sortie
logique final ; et
(c) la génération d’un train de bits de sortie encodé comprenant ledit bit de sortie logique final et l’un quelconque
ou tous les bits de sortie logique et l’un quelconque ou tous les bits de données de la séquence de données
d’entrée, en dépendance d’au moins une première condition d’exclusion selon laquelle, si un bit de sortie logique
donné est égal à une première valeur prédéterminée, qui définit uniquement les bits de données et tout bit de
sortie logique qui a été utilisé pour générer ledit bit de sortie logique donné, alors lesdits bits de données définis
uniquement et lesdits bits de sortie logique définis uniquement sont exclus dudit train de bits de sortie.

2. Procédé selon la revendication 1, dans lequel les bits de données et les bits de sortie logique sont ainsi combinés
en utilisant une combinaison OU logique, et dans lequel la première valeur prédéterminée est 0.

3. Procédé selon la revendication 2, dans lequel il est attendu que le nombre de bits de données dans la séquence
qui sont égaux à 0 sera suffisamment supérieur au nombre de bits de données qui sont égaux à 1, de sorte que le
train de bits de sortie encodé résultant comprenne moins de bits que la séquence d’entrée de bits de données.

4. Procédé selon l’une quelconque des revendications précédentes, dans lequel les étapes (a) et (b) sont appliquées
à chacune des lignes dudit plan binaire, générant ainsi, pour chaque ligne, un seul bit de sortie logique final qui
constitue un bit de sortie de ligne, le procédé comprenant en outre la formation d’une structure arborescente de
ligne supplémentaire par :

(i) la formation de groupes desdits bits de sortie de ligne et la combinaison logique desdits bits de sortie de
ligne au sein de chaque groupe pour former une séquence de bits de sortie logique de ligne de premier étage ;
(ii) la répétition itérative de l’étape (i), par la formation de groupes de bits de sortie logique de ligne à partir des
bits de sortie logique de ligne de premier étage et la combinaison logique des bits de sortie logique de ligne
pour former une séquence de bits de sortie logique de ligne intermédiaires, jusqu’à ce qu’il n’y ait qu’un seul
bit de sortie logique de ligne final ;
et dans lequel le train de bits de sortie résultant comprend :

ledit bit de sortie logique de ligne final ;
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l’un quelconque ou tous les bits de sortie logique de ligne de premier étage ou
intermédiaires ; et
l’un quelconque ou tous les bits de sortie de ligne,

en dépendance d’une seconde condition d’exclusion selon laquelle, si un bit de sortie logique de ligne donné
est égal à ladite première valeur prédéterminée, qui définit uniquement les bits de sortie logique de ligne et tout
bit de sortie de ligne qui ont été utilisés pour générer ledit bit de sortie logique donné, alors lesdits bits de sortie
logique de ligne définis uniquement et lesdits bits de sortie de ligne définis uniquement sont également exclus
dudit train de bits de sortie.

5. Procédé selon la revendication 4, dans lequel chaque groupe desdits bits de sortie de ligne comprend cinq bits de
sortie de ligne.

6. Procédé selon la revendication 4 ou la revendication 5, dans lequel les bits de sortie de ligne ne sont pas tous
formés en groupes, et les bits de sortie de ligne non groupés sont combinés à d’autres bits de sortie logique de
ligne au sein de la structure arborescente de ligne.

7. Procédé selon la revendication 6, dans lequel le train de bits de sortie résultant comprend en outre certains ou tous
les bits de sortie de ligne non groupés, en dépendance d’une condition d’exclusion supplémentaire selon laquelle,
pour chaque bit de sortie de ligne non groupé, si le bit de sortie logique de ligne, qui résulte de la combinaison
logique du bit de sortie de ligne non groupé avec les autres bits de sortie logique de ligne avec lesquels ils sont
combinés dans la structure arborescente de ligne, n’est pas égal à ladite première valeur prédéterminée, alors ce
bit de sortie de ligne non groupé est exclu du train de bits de sortie, mais tous les bits de sortie logique intermédiaires
qui ont été combinés logiquement pour former ce bit de sortie de ligne non groupé sont inclus.

8. Procédé selon l’une quelconque des revendications 4 à 7, dans lequel le bloc transformé de données d’image a
été transformé en utilisant une transformée en ondelettes multiniveau, et les bits de sortie de ligne sont groupés à
l’étape (i) selon le niveau de la transformée à laquelle ils sont liés.

9. Procédé selon la revendication 8, dans lequel seuls les bits de sortie de ligne des premier et deuxième niveaux
sont groupés à l’étape (i).

10. Procédé selon la revendication 9, dans lequel les bits de sortie de ligne du troisième niveau sont groupés avec les
bits de sortie logique de ligne de premier étage.

11. Procédé d’encodage d’un bloc de données d’image transformé qui comprend une matrice de coefficients d’image
transformés configurés sous forme d’une pluralité de plans binaires, par la formation des bits de données à partir
de chacun desdits plans binaires sous forme de séquence respective de bits de données et l’application d’un procédé
selon l’une quelconque des revendications 4 à 10 aux séquences de bits de chaque plan binaire, en commençant
avec le plan binaire le plus significatif et en terminant avec le moins significatif, de façon à dériver un train de bits
de sortie encodé représentant la totalité du bloc de données transformé.

12. Procédé selon la revendication 11, dans lequel le bloc de données d’image transformé comprend en outre un plan
binaire dans lequel les signes des données d’image transformées ont été encodés, et dans lequel le procédé
comprend en outre l’incorporation dans ledit train de bits de sortie de bits représentant les signes respectifs associés
au bit de données le plus significatif de chacun des coefficients d’image transformés.

13. Procédé selon la revendication 11 ou la revendication 12, soumis à une condition d’exclusion supplémentaire selon
laquelle, pour chaque valeur logique qui est égale à une seconde valeur prédéterminée, les valeurs logiques cor-
respondantes dans la même position au sein de la structure arborescente de ligne correspondante associée à
chaque plan binaire suivant sont exclues du train de bits de sortie encodé, mais dans lequel les valeurs logiques
ou bits de données précédant immédiatement lesdites valeurs logiques correspondantes sont retenus, même s’ils
avaient été sinon exclus par ladite première condition d’exclusion.

14. Procédé selon la revendication 13, dans lequel la seconde valeur prédéterminée est 1.

15. Procédé selon l’une quelconque des revendications précédentes, dans lequel le train de bits de sortie encodé est
en outre soumis à une condition d’exclusion de compression dans laquelle des bits occupant des positions prédé-
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terminées au sein de la ou de chaque structure arborescente sont exclus dudit train de bits de sortie encodé selon
un profil de compression prédéterminé.

16. Procédé selon la revendication 15 lorsqu’elle dépend de la revendication 11, dans lequel ledit profil de compression
est défini pour chacun desdits plans binaires et sert à exclure un plus grand nombre de bits des plans binaires de
moindre importance que ceux des plans binaires de plus grande importance.

17. Procédé selon la revendication 15 ou la revendication 16, dans lequel ledit profil de compression sert à exclure un
plus grand nombre de bits de sortie logique de ligne générés lors d’étapes précédentes de l’étape (ii) que ceux
générés dans les étapes ultérieures de celle-ci.

18. Procédé selon l’une quelconque des revendications 4 à 17, dans lequel ledit train de bits de sortie comprend, pour
chaque plan binaire dans l’ordre commençant par le plan binaire de plus grande importance et terminant par le plan
binaire de moindre importance :

les bits de sortie de ligne non exclus, suivis dans l’ordre par :

(a) les bits de sortie logique de ligne ;
(b) les bis de sortie logique intermédiaires non exclus ; et
(c) les bits de données non exclus.

19. Procédé selon la revendication 18, lorsqu’elle dépend de la revendication 12, dans lequel ledit train de bits de sortie
comprend en outre, pour chaque plan binaire :

(d) lesdits bits représentant les signes respectifs associés au bit de données le plus significatif de chacun des
coefficients d’image transformés.

20. Procédé de décodage d’un train de bits qui a été encodé en utilisant un procédé tel que revendiqué à l’une quelconque
des revendications précédentes, le procédé comprenant la régénération des bits qui ont été exclus par ladite ou
chaque condition d’exclusion, afin de recréer la séquence d’entrée d’origine de bits de données à partir desquels
le train de bits a été encodé.
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