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Description

[0001] The invention relates to optimization of computer software, and more particularly relates to determining data
layout based on data obtained by profiling the software.
[0002] Various techniques have evolved for improving the performance of computer software. A category of techniques
commonly called "optimization" evaluates a piece of software and modifies its operation to improve performance while
preserving the software’s functionality.
[0003] For example, the architecture of many computer systems organizes memory into pages. Such systems may
include a mechanism by which a limited number of pages can be loaded into primary memory for access by a processor.
Additional pages can be stored in secondary memory; however, when the system accesses secondary memory, process-
ing is suspended while moving the pages from secondary memory to primary memory.
[0004] For purposes of illustration, consider a piece of software having instructions for four procedures A, B, C, and
D executing in sequence in a system having only one page of primary memory. If procedures A and C are on a first
page, and procedures B and D are on a second page, the following eight actions take place when the piece of software
is executed:

1. Move first page to primary memory
2. Execute procedure A
3. Move second page to primary memory
4. Execute procedure B
5. Move first page to primary memory
6. Execute procedure C
7. Move second page to primary memory
8. Execute procedure D.

[0005] One optimization technique places code portions which execute within a certain period of time in close proximity
to each other. Thus, A and B are placed close to each other (e.g., on the same page) and C and D are place close to
each other. Applying sucl optimization to the above piece of software, the following six actions take place when the piece
of software is executed:

1. Move first page to primary memory
2. Execute procedure A
3. Execute procedure B
4. Move first page to primary memory
5. Execute procedure C
6. Execute procedure D.

Thus, optimization of the software has saved two actions. Since moving pages into primary memory typically requires
a large amount of time in terms of processing cycles the savings is significant. This optimization technique can be applied
to large software projects to provide dramatic savings in processing resources.
[0006] Although manual optimization is possible, software developers employ a technique called profiling to automate
the process. Profiling observes software’s behavior during execution to assist in optimization. For example, information
about which procedures are executed within a certain period of time can be collected for the above-described optimization
technique.
[0007] Seidl M, Zorn B: "Segregating Heap Objects by Reference Behavior and Lifetime" Proceedings of the Eighth
International Conference on Architectural Support for Programming Languages and Operating Systems, October 1998,
pages 1 to 12, San Jose, California ISSN: 0362-1340 discloses a concept of segregating heap objects by reference
behavior and lifetime. There is proposed a profile-driven approach to organize heap-allocated objects that improve the
spatial locality of reference to those objects. Objects in different categories are placed in different areas of the heap,
which are called segments. In a training phase, a training input from the program is used to find a correlation between
information that is present when each object is allocated and the segment into which the object should be placed. Based
on these measurements, a customized version of an allocator is generated that predicts which segment each allocated
object should be placed into based on the information available.
[0008] Chilimbi T et al: "Cach-Conscious Structure Definition" Proceedings of the ACM Sigplan’99 Conference on
Programming Language Design and Implementation (PLDI)-Sigplan Notices, May 1999, pages 13 to 24, Atlanta, USA
ISSN: 0362-1340 discloses a cache-conscious structure definition describing two techniques, structure splitting and field
reordering of Java objects. For large structures, which span many cache blocks, reordering fields, to place those with
high temporal affinity in the same cache block can improve cache utilization. It is further suggested to split classes
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selected by the splitting algorithm and to perform an associated program transformation. Hot fields and their accesses
remain unchanged. Cold fields are collected and placed in a new cold counterpart of the split class, which inherits from
the primordial object class.
[0009] EP-A-0 755 003 discloses a concept of reordering data during the execution of a computer program.
[0010] Kistler T, Franz M: "Automated Layout of Data Members for Type-Safe Languages" Technical Report (Revised
Version) - University of California - Department of Information and Computer Science, [Online] no. 98-22, September
1998, pages 1 to 10, Irvine, CA discloses a layout of data members for type-safe languages for pointer-centric applications.
[0011] Franz M, Kistler T: "Splitting Data Objects to Increase Cache Utilization" Technical Report- University of Cali-
fornia - Department of Information and Computer Science, [Online] no. 98-34, October 1998, pages 1 to 11, Irvine, CA
discloses a grouping of program data to increase cache utilization.
[0012] It is the object of the present invention to provide an improved method of arranging object classes in a virtual
memory system, as well as a corresponding execution engine and computer-readable medium.
[0013] This object is solved by the subject matter of the independent claims.
[0014] Preferred embodiments are defined by the dependent claims.
[0015] While the above-described techniques can lead to significant improvements in software performance, they
focus on the code-related portions of software and fail to recognize inefficiencies related to the data-related portions of
software. These techniques further fail to take into account various peculiarities of object-oriented software.
[0016] The invention includes a method and system for data layout optimization based on profiling. Various features
provided by the system lead to better use of resources and improved performance. For example, data members of a
software object can be divided into separate groups. Further, the system can provide feedback to assist in re-designing
software object classes.
[0017] In one feature, data members of an object can be split into plural separate groups. For example, some data
members of an object class can be designated as residing in a hot group, while others reside in a cold group. At runtime,
the groups can be placed in separately-loadable units of a memory system. Data members from the same group can
be placed at neighboring locations in the memory system. From the perspective of functions within the software, the
division of the data members is inconsequential, but software performance can be improved.
[0018] In another feature, metadata describing the groups can be associated with an object class for consideration
when the data members of an object are arranged in a memory system when the object is loaded into memory. In this
way, the fields of an object can be stored in appropriate locations in the memory system, according to previously observed
behavior of the software. For example, more frequently referenced data members can be placed at neighboring locations,
and less frequently referenced data members can be placed at other locations separately loadable into the memory
system.
[0019] In yet another feature, calculations for determining layout of data include the time domain to determine affinity
of data members of one another with respect to time. Thus, "affinity" in such an arrangement means affinity in time.
Analysis of the observation of software’s behavior can determine that certain data members tend to be referenced at
times close to each other. As a result of making such a determination, the data members can be placed close to each
other in the memory system. Affinity-based layout can produce better results under certain circumstances.
[0020] In still another feature, a software developer can declaratively control optimization by including certain state-
ments in source code or specifying options at a command line. For example, a programmer may wish to explicitly specify
a particular layout scheme.
[0021] Another feature provides affinity information visually for consideration by developers. The information may lead
to a re-design of the object classes to build a high-performance software object set.
[0022] Various aspects of the invention thus improve upon the above-described optimization technique, which focuses
on optimizing the arrangement of data members of an object. The problem referred to as "dragging around dead data"
is avoided. Performance is increased dramatically under certain circumstances, such as when some data members are
quite frequently referenced, while others are referenced only a few times, once, or not at all.
[0023] Additional features and advantages of the invention will be made apparent from the following detailed description
of illustrated embodiments, which proceeds with reference to the accompanying drawings.

BRIEF DESCRIPTION OF THE DRAWINGS

[0024]

Figure 1 is a block diagram of a computer system that may be used to implement the described optimization system.
Figure 2 is a block diagram of an object conforming to the Component Object Model specification of Microsoft
Corporation, which may be used for objects to be optimized according to the invention.
Figure 3 is a block diagram showing an exemplary computer system including an execution engine.
Figure 4 is a block diagram showing an exemplary memory system.
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Figure 5 is a flowchart showing an exemplary method for implementing data layout optimization.
Figure 6 is a block diagram showing an exemplary arrangement for collecting profile data.
Figure 7 is a block diagram showing an exemplary arrangement for grouping data members based on collected
profile data, such as that of Fig. 6.
Figure 8 is a block diagram showing an exemplary arrangement for executing software, grouping the data members
of an object according to a grouping of data members, such as that of Fig. 7.
Figure 9 is a source code listing of a method for tracking the likelihood of a counter overflow during collection of
profile data.
Figure 10 is a graph illustrating derivation of an overflow forecast method for use when tracking the likelihood of a
counter overflow during collection of profile data, such as in Fig. 9.
Figure 11 is a block diagram showing an exemplary general layout of fields for the class Foo in a memory system.
Figure 12 is a block diagram showing a more detailed approximation of an exemplary layout of fields for the class
Foo in a memory system.
Figure 13 is a block diagram showing a memory system during execution of software not optimized with data layout
optimization.
Figure 14 is a block diagram showing a memory system during execution of software optimized with data layout
optimization.
Figure 15 is a graph representing a cost matrix calculated for class Bar.
Figure 16 is a minimum-cost spanning tree for the graph of Fig. 15.
Figure 17 is a flowchart showing a method for ordering data members, such as those shown in the graph of Fig. 15.

DETAILED DESCRIPTION OF THE INVENTION

[0025] The invention is directed toward a method and system for laying out data members of software objects. In one
embodiment illustrated herein, the invention is incorporated into a runtime environment associated with the "COM+"
component of an operating system entitled "MICROSOFT WINDOWS 2000," both marketed by Microsoft Corporation
of Redmond, Washington. Briefly described, this software is a scaleable, high-performance network and computer
operating system providing an object execution environment for object programs conforming to COM and other speci-
fications. COM+ also supports distributed client/server computing. The COM+ component incorporates new technology
as well as object services from prior object systems, including the MICROSOFT Component Object Model (COM), the
MICROSOFT Distributed Component Object Model (DCOM), and the MICROSOFT Transaction Server (MTS).

Exemplary Operating Environment

[0026] Figure 1 and the following discussion are intended to provide a brief, general description of a suitable computing
environment in which the invention may be implemented. While the invention will be described in the general context of
computer-executable instructions of a computer program that runs on a computer, the invention also may be implemented
in combination with other programs. Generally, programs include routines, software objects (also called components),
data structures, etc. that perform particular tasks or implement particular abstract data types. Moreover, the invention
may be practiced with other computer system configurations, including single- or multiprocessor computer systems,
minicomputers, mainframe computers, as well as personal computers, hand-held computing devices, microprocessor-
based or programmable consumer electronics, and the like. The illustrated embodiment of the invention also is practiced
in distributed computing environments where tasks are performed by remote processing devices that are linked through
a communications network. But, some embodiments of the invention can be practiced on stand-alone computers. In a
distributed computing environment, program modules may be located in both local and remote memory storage devices.
[0027] With reference to Figure 1, an exemplary system for implementing the invention includes a conventional com-
puter 20, including a processing unit 21, a system memory 22, and a system bus 23 that couples various system
components including the system memory to the processing unit 21. The processing unit may be any of various com-
mercially available processors, including Intel x86, Pentium and compatible microprocessors from Intel and others,
including Cyrix, AMD and Nexgen; Alpha from Digital; MIPS from MIPS Technology, NEC, IDT, Siemens, and others;
and the PowerPC from IBM and Motorola. Dual microprocessors and other multi-processor architectures also can be
used as the processing unit 21.
[0028] The system bus may be any of several types of bus structure including a memory bus or memory controller, a
peripheral bus, and a local bus using any of a variety of conventional bus architectures such as PCI, VESA, Microchannel,
ISA and EISA, to name a few. The system memory includes read only memory (ROM) 24 and random access memory
(RAM) 25. A basic input/output system (BIOS), containing the basic routines that help to transfer information between
elements within the computer 20, such as during start-up, is stored in ROM 24.
[0029] The computer 20 further includes a hard disk drive 27, a magnetic disk drive 28, e.g., to read from or write to
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a removable disk 29, and an optical disk drive 30, e.g., for reading a CD-ROM disk 31 or to read from or write to other
optical media. The hard disk drive 27, magnetic disk drive 28, and optical disk drive 30 are connected to the system bus
23 by a hard disk drive interface 32, a magnetic disk drive interface 33, and an optical drive interface 34, respectively.
The drives and their associated computer-readable media provide nonvolatile storage of data, data structures, computer-
executable instructions, etc. for the computer 20. Although the description of computer-readable media above refers to
a hard disk, a removable magnetic disk and a CD, it should be appreciated by those skilled in the art that other types of
media which are readable by a computer, such as magnetic cassettes, flash memory cards, digital video disks, Bernoulli
cartridges, and the like, may also be used in the exemplary operating environment.
[0030] A number of programs may be stored in the drives and RAM 25, including an operating system 35, one or more
application programs 36, other programs 37, and program data 38. The operating system 35 in the illustrated computer
may be the MICROSOFT WINDOWS NT Server operating system, together with the before mentioned MICROSOFT
Transaction Server.
[0031] A user may enter commands and information into the computer 20 through a keyboard 40 and pointing device,
such as a mouse 42. Other input devices (not shown) may include a microphone, joystick, game pad, satellite dish,
scanner, or the like. These and other input devices are often connected to the processing unit 21 through a serial port
interface 46 that is coupled to the system bus, but may be connected by other interfaces, such as a parallel port, game
port or a universal serial bus (USB). A monitor 47 or other type of display device is also connected to the system bus
23 via an interface, such as a video adapter 48. In addition to the monitor, computers typically include other peripheral
output devices (not shown), such as speakers and printers.
[0032] The computer 20 may operate in a networked environment using logical connections to one or more remote
computers, such as a remote client computer 49. The remote computer 49 may be a workstation, a terminal computer,
another server computer, a router, a peer device or other common network node, and typically includes many or all of
the elements described relative to the computer 20, although only a memory storage device 50 has been illustrated in
Figure 1. The logical connections depicted in Figure 1 include a local area network (LAN) 51 and a wide area network
(WAN) 52. Such networking environments are commonplace in offices, enterprise-wide computer networks, intranets,
extranets, and the Internet.
[0033] When used in a LAN networking environment, the computer 20 is connected to the local network 51 through
a network interface or adapter 53. When used in a WAN networking environment, the computer 20 typically includes a
modem 54, or is connected to a communications server on the LAN, or has other means for establishing communications
over the wide area network 52, such as the Internet. The modem 54, which may be internal or external, is connected to
the system bus 23 via the serial port interface 46. In a networked environment, program modules depicted relative to
the computer 20, or portions thereof, may be stored in the remote memory storage device. It will be appreciated that the
network connections shown are exemplary and other means of establishing a communications link between the com-
puters may be used.
[0034] In accordance with the practices of persons skilled in the art of computer programming, the present invention
is described below with reference to acts and symbolic representations of operations that are performed by the computer
20, unless indicated otherwise. Such acts and operations are sometimes referred to as being computer-executed. It will
be appreciated that the acts and symbolically represented operations include the manipulation by the processing unit
21 of electrical signals representing data bits which causes a resulting transformation or reduction of the electrical signal
representation, and the maintenance of data bits at memory locations in the memory system (including the system
memory 22, hard drive 27, floppy disks 29, and CD-ROM 31) to thereby reconfigure or otherwise alter the computer
system’s operation, as well as other processing of signals. The memory locations where data bits are maintained are
physical locations that have particular electrical, magnetic, or optical properties corresponding to the data bits.

Object Overview

[0035] Fig. 2 and the following discussion are intended to provide an overview of software objects, using the MICRO-
SOFT Component Object Model (COM) as an exemplary object model. In the illustrated embodiments, a software
management framework is implemented in an extension to the MICROSOFT COM Environment termed "COM+." COM
is a model for accommodating software objects and can be implemented on a variety of platforms, such as the MICRO-
SOFT WINDOWS NT operating system. In the illustrated embodiments of the invention, the software objects conform
to the MICROSOFT Component Object Model ("COM") specification (i.e., are implemented as a "COM Object" 76) and
are executed using the COM+ services of the MICROSOFT WINDOWS 2000 operating system, but alternatively may
be implemented according to other object standards (including the CORBA (Common Object Request Broker Architec-
ture) specification of the Object Management Group and JAVABEANS by Sun Microsystems) and executed under object
services of another operating system. The COM specification defines binary standards for objects and their interfaces
which facilitate the integration of software objects into programs. (For a detailed discussion of COM and OLE, see Kraig
Brockschmidt, Inside OLE, Second Edition, Microsoft Press, Redmond, Washington (1995)).
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[0036] In accordance with COM, the COM object 60 is represented in the computer system 20 (Figure 1) by an instance
data structure 62, a virtual function table 64, and member methods (also called member functions) 66-68. The instance
data structure 62 contains a pointer 70 to the virtual function table 64 and data 72 (also referred to as data members,
or properties of the object). A pointer is a data value that holds a reference to an item. As will be explained in greater
detail below, the conventional instance data structure 70 is modified to accommodate grouping the data members into
separate groups. The virtual function table 64 contains entries 76-78 for the member methods 66-68. Each of the entries
76-78 contains a reference to the code 66-68 that implements the corresponding member methods.
[0037] The pointer 70, the virtual function table 64, and the member methods 66-68 implement an interface of the
COM object 60. By convention, the interfaces of a COM object are illustrated graphically as a plug-in jack as shown for
the software object 1104 in Figure 11. Also, interfaces conventionally are given names beginning with a capital "I." In
accordance with COM, the COM object 60 can include multiple interfaces, which are implemented with one or more
virtual function tables. The member function of an interface is denoted as "IInterfaceName::MethodName."
[0038] The virtual function table 64 and member methods 66-68 of the COM object 60 are provided by an object server
program 80 (hereafter "object server DLL") which is stored in the computer 20 (Figure 1) as a dynamic link library file
(denoted with a ".dll" file name extension). In accordance with COM, the object server DLL 80 includes code for the
virtual function table 64 and member methods 66-68 of the classes that it supports, and also includes a class factory 82
that generates the instance data structure 62 for an object of the class.
[0039] Other objects and programs (referred to as a "client" of the COM object 60) access the functionality of the COM
object by invoking the member methods through the COM object’s interfaces. Typically however, the COM object is first
instantiated (i.e., by causing the class factory to create the instance data structure 62 of the object); and the client obtains
an interface pointer to the COM object.
[0040] Before the COM object 60 can be instantiated, the object is first installed on the computer 20. Typically, instal-
lation involves installing a group of related objects called a package. The COM object 60 is installed by storing the object
server DLL file(s) 80 that provides the object in data storage accessible by the computer 20 (typically the hard drive 27,
shown in Figure 1), and registering COM attributes (e.g., class identifier, path and name of the object server DLL file
80, etc.) of the COM object in one or more data stores storing configuration information. Configuration data stores for
the object include the registry and the catalog.
[0041] A client requests instantiation of the COM object using system-provided services and a set of standard, system-
defined component interfaces based on class and interface identifiers assigned to the COM Object’s class and interfaces.
More specifically, the services are available to client programs as application programming interface (API) functions
provided in the COM+ library, which is a component of the MICROSOFT WINDOWS 2000 operating system in a file
named "OLE32.DLL." Other versions of COM+ or other object services may use another file or another mechanism.
Also in COM+, classes of COM objects are uniquely associated with class identifiers ("CLSIDs"), and registered by their
CLSID in the registry (or the catalog, or both). The registry entry for a COM object class associates the CLSID of the
class with information identifying an executable file that provides the class (e.g., a DLL file having a class factory to
produce an instance of the class). Class identifiers are 128-bit globally unique identifiers ("GUIDs") that the programmer
creates with a COM+ service named "CoCreateGUID" (or any of several other APIs and utilities that are used to create
universally unique identifiers) and assigns to the respective classes. The interfaces of a component additionally are
associated with interface identifiers ("IIDs").
[0042] In particular, the COM+ library provides an API function, "CoCreateInstance()," that the client program can call
to request creation of a component using its assigned CLSID and an IID of a desired interface. In response, the "Co-
CreateInstance()" API looks up the registry entry of the requested CLSID in the registry to identify the executable file
for the class. The "CoCreateInstance()" API function then loads the class’ executable file, and uses the class factory in
the executable file to create an instance of the COM object 60. Finally, the "CoCreateInstance()" API function returns a
pointer of the requested interface to the client program. The "CoCreateInstance()" API function can load the executable
file either in the client program’s process, or into a server process which can be either local or remote (i.e., on the same
computer or a remote computer in a distributed computer network) depending on the attributes registered for the COM
object 60 in the system registry.
[0043] Once the client of the COM object 60 has obtained this first interface pointer of the COM object, the client can
obtain pointers of other desired interfaces of the component using the interface identifier associated with the desired
interface. COM+ defines several standard interfaces generally supported by COM objects including the "IUnknown"
interface. This interface includes a member function named "QueryInterface()." The "QueryInterface()" function can be
called with an interface identifier as an argument, and returns a pointer to the interface associated with that interface
identifier. The "IUnknown" interface of each COM object also includes member functions, "AddRef()" and "Release()",
for maintaining a count of client programs holding a reference (e.g., an interface pointer) to the COM object. By convention,
the "IUnknown" interface’s member functions are included as part of each interface on a COM object. Thus, any interface
pointer that the client obtains to an interface of the COM object 60 can be used to call the Query Interface function.
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Execution Engine Overview

[0044] For purposes of illustration, data layout optimization is shown implemented in an execution engine. An exemplary
computer system 302 with an exemplary execution engine 322 is shown in Fig. 3. In the computer system 302, software
314 is provided by any of a number of means, such as by online or physical distribution. The software 314 includes one
or more object class definitions 312. In some systems, information relating to the object class definitions 312 is stored
in a central configuration store called a registry or catalog.
[0045] When the functionality provided by the software 314 is desired, the software is executed via the execution
engine 322. The execution engine 322 is sometimes called a "virtual machine" because it provides processing services
as if it were a computer system. The execution engine 322 typically offers more flexibility than an actual computer
centered around a particular central processing unit. For instance, the execution engine 322 might process software in
varying degrees of compilation (e.g., fully compiled, partially compiled, or uncompiled) in a variety of formats (e.g., in
various languages or according to various native machine formats).
[0046] The execution engine 322 includes various components to perform its work. Typically, a class loader 326 and
garbage collector 328 are included, although many other arrangements are possible. In the example, the class loader
326 performs the work of laying out objects of the class specified in the object class definition 312 in the memory system
332. For example, when a new object is created, the class loader 326 places an instance data structure (e.g., the instance
data structure 62 shown in Fig. 2) at a particular location within the memory system 332. Further, the data members of
an object (e.g., an integer field and an array) can be referenced in memory by referencing a particular address within
the memory system 332. Preferably, the software 314 is written without regard to where in the memory system 332 the
data members will be located. The execution engine 322 handles the details of determining where the data members
will be located and how to access them within the memory system 332.
[0047] Although the memory system 332 is shown outside the execution engine 322, in some scenarios, it may be
more accurate to portray the memory system 332 as part of the execution engine 322. In either case, the data members
of an object are arranged within the memory system 332 in such a way that they can be referenced in memory for reading
and writing by the software 314.

Memory System Overview

[0048] The principles of the invention can be applied to a wide variety of memory systems having architectures with
at least two hierarchically-related portions of memory. These two portions of memory are sometimes referred to as a
primary memory and a secondary memory.
[0049] For example, a virtual memory system 402 with an exemplary hierarchical memory architecture is illustrated
in Fig. 4. In the example, a processing unit 412 has an associated cache 414, and the system 402 includes the main
RAM 424 and the hard disk 434. For example, the main RAM 424 might take the form of 512 megabytes of RAM, and
the hard disk 434 might be in the form of an 8 gigabyte hard disk. Many other arrangements and forms of storage are
possible.
[0050] In accordance with accepted memory terminology the main RAM 424 is said to be "closer" to the processing
unit and exhibits a lower latency (i.e., is faster) than the hard disk 434. Typically, elements of the memory system 402
closer to the processing unit 412 exhibit a lower latency but have less capacity than elements further away. Further, in
a system having virtual memory, the processing unit 412 typically does not work directly on items on the hard disk 434,
but instead first loads them into the main RAM 424.
[0051] In such a scenario, the main RAM 424 can be called the "primary" (or "main") memory, and the memory pages
stored on the hard disk 434 can be called the "secondary" memory. Other arrangements are possible; the primary
memory generally exhibits a lower latency than the secondary memory. In some systems, the cache 414 in combination
with the main RAM 424 are considered to be part of the primary memory; in others, the cache 414 is not considered
part of the virtual memory system 402, but is rather complementary to it. Further, there are often additional levels of
cache within or in addition to the cache 414. Further details of virtual memory systems are discussed at length in Denning,
"Virtual Memory," Computer Science and Engineering Handbook (Tucker, Ed.), Chapter 80, pp. 1747-1760, 1997.
[0052] In a virtual memory system, the memory system can, for example, use the hard disk 434 to supplement the
main RAM 424. Thus, the virtual address space available to a program is much larger than the RAM available to the
program. In this way, a computer system with a virtual memory system can run programs that will not fit in the main
RAM 424 alone. Ideally, the virtual memory system 402 is transparent to the program, which simply provides a virtual
memory address that refers to memory anywhere in the virtual memory system 402, whether it happens to reside in the
main RAM 424 or on the hard disk 434.
[0053] The virtual memory is typically divided into units called "pages" (sometimes called "blocks"). The pages of a
memory system can be either of a fixed or variable size. The contents of a program can be spread out over multiple
pages. Typically, pages representing the program instructions and program data initially reside on the hard disk 434.
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As the program executes, the processing unit references data on these pages, so they are loaded into the main RAM
424. The set of pages in the main RAM 424 is sometimes called the "resident set". The virtual memory system 402
tracks which pages are available in the resident set. If an executing program specifies a virtual memory address referring
to a page not in the resident set (i.e., not in main RAM 424), the virtual memory system responds by loading the page
into the main RAM 424 for access by the processing unit.
[0054] As a program executes, a memory reference to a portion of memory present at a particular level in the hierarchy
is called a "hit"; otherwise, it is a "miss." In the context of a cache, a cache hit means the item was present in cache
when it was needed. If a memory reference is made to a virtual memory page not in primary memory, the miss is often
referred to as a "page fault." Excessive page faults can particularly degrade performance because the processing unit
typically suspends execution of the program until the page is fetched from a high-latency device (e.g., a mechanical
device such as a hard disk).
[0055] Typically, the resident set for a program is limited to a certain number of pages, which may be less than the
total pages required by the program. In other words, the entire program might not fit into the main RAM 424. Consequently,
there will come a time when the processing unit requires access to a page, but the resident set has reached its limit. In
such a situation, the virtual memory system 402 replaces a page in the resident set (i.e., in RAM 424) with a new page.
Various approaches sometimes called "replacement policies" have been formulated to determine which page should be
replaced. For example, one approach replaces the least recently used page under the assumption that the least recently
used page is least likely to be needed again soon. It would be inefficient, for example, to replace a page that is immediately
reloaded back into the resident set.
[0056] Although a superior replacement policy can improve performance, performance improvement is bounded by
how items are arranged within the pages (i.e., the layout of the items). The illustrated embodiments employ various
techniques and features for determining an arrangement that results in better performance and further employ various
techniques and features for achieving such an arrangement. The result is increased performance when a program is
executed in an environment having primary and secondary memory such as the illustrated virtual memory system 402.

Profiling Overview

[0057] In various illustrated embodiments, profiling operates to monitor memory references to the data members of
an object. Profiling can be achieved by a variety of methods. For example, the code of a program can be provided to
an instrumentor, which writes instrumented code. When executed, the instrumented code produces memory-reference
trace data for memory references to data members, which can be stored, for example, in a database. The memory-
reference trace data can then be used to determine how the class loader arranges the data members of an object.
[0058] An exemplary database of memory-reference trace data might have a record for each memory reference to a
data member to indicate the data member being referenced and when it was referenced in memory. Since profiling is
typically applied to software having multiple objects with multiple data members referenced multiple times in memory,
the database may become quite large. So, various techniques can be used to reduce its size. In some illustrated
embodiments, the arrangement can be determined solely based on how many times each data member was referenced
alone (without information about when it was referenced), so the memory-reference trace data need only keep a count
of how many memory references were made to each data member being monitored. In other embodiments (e.g., an
affinity-based technique), information about when the memory references were made is recorded.
[0059] Alternatively, a technique called "static profiling" might be used. Static profiling analyzes code without running
it to determine profiling data. For example, it might be apparent from the code that a memory reference to one data
member is performed responsive to a memory reference to another data member in a conditional statement.

Data Member Grouping Overview

[0060] When a developer specifies a software object, the specification includes a set of data members. At some point
after the program is developed, these data members are translated from a high level definition (e.g., a set of data
structures defined in C++ or a definition according to a scripting language) to an actual layout in the memory system
(e.g., a virtual memory system). Many translation scenarios are possible. For example, the translation can be partially
handled by a compiler, partially handled by an interpreter, or otherwise handled in a partially-compiled language.
[0061] For example, in the illustrated embodiments, a class loader loads an object into the virtual memory system
when a program references an object. The class loader assigns an arrangement for the data members of the object by
specifying which data members will reside where in the virtual memory system. Generally, the loader places more
frequently accessed data members into a set of groups (called "hot groups") and less frequently accessed data members
into another set of groups (called "cold groups"); however a group may fall anywhere in the spectrum between "hot" and
"cold." The loader can place data members in the same group in neighboring locations in the virtual memory system.
Further, the memory system typically has a set units (e.g., pages or blocks) that are separately loadable into primary



EP 1 269 311 B1

10

5

10

15

20

25

30

35

40

45

50

55

memory.
[0062] Neighboring members in the same group tend to fall in the same pages of the virtual memory system. Members
of different groups tend to reside in different pages of the virtual memory system. Consequently, when a program
references a data member in one group, the virtual memory system tends to move the pages associated with the group
having the referenced data member into primary memory, but the pages associated with the other group tend to be left
behind in secondary memory.
[0063] A class loader could be constructed to interface with the virtual memory system to specifically assign the data
members to particular pages of the virtual memory system. Further analysis of the arrangement could be done based
on the size of a page in the virtual memory system.

Overview of Some Advantages

[0064] Arranging the data members with the class loader as described above results in several advantages. For
purposes of comparison, consider a scenario in which the data members are not explicitly arranged by the class loader.
For example, consider software in which thousands of references are made to various data members of an object over
the lifetime of the object. Further, the resident set for the software is of such a size that it cannot accommodate all the
data members, so page faults cause pages to be constantly swapped in and out of primary memory.
[0065] Some of the data members are particularly active; 98 percent of the references to data members are made to
them. Some of the other data members are accessed only once over the lifetime of the object.
[0066] A class loader might unfortunately happen to place one of the active data members and one of the once-only
data members alone on a page of virtual memory. Since the active member is referenced often, there could be many
page faults for the page. For each page fault, the once-only member is copied into primary memory, even though it is
accessed only once over the lifetime of the object. This phenomenon can be called "dragging around dead data" because
the once-only data member is being repetitively copied into primary memory, even when it is not needed.
[0067] Instead, a more advantageous arrangement is for the class loader to place the data members into groups as
described above. If the active data members are placed in one group, they will likely reside in the same pages of virtual
memory. Likewise, if the once-only data members are placed in a different group, they will likely reside in the same
pages of virtual memory. Accordingly, the "dead data" is less likely to be "dragged around" as references are made to
the data members. In this way, the space of the resident set is used more effectively, resulting in fewer page faults.
[0068] Similarly, data members in the same groups will tend to co-reside in any cache that may be in the memory
system (including processing unit-resident cache). Thus, properly grouping the data will also lead to fewer cache misses,
making more effective use of the cache.

Illustrated Embodiments

[0069] A shorthand name for techniques that group data members of objects within memory to enhance performance
is "data layout optimization." "Optimization" or "optimize" means improvement in the direction of optimal; an optimal
layout may or may not be produced by a data layout optimization technique.
[0070] An overview of an exemplary data layout optimization method is shown in Figure 5. At 502, profile data for the
object is collected. Examples of profile data are shown in the illustrated embodiments below. At 504, the data members
of an object are grouped based on the profile data. Techniques for achieving such grouping are shown below. Then, at
506, at runtime, data members from the same groups are arranged at neighboring locations in the memory system;
members from different groups are placed at locations separately loadable from each other (e.g., members from Group
A are placed at locations in one page of memory, and members from Group B are placed at locations in another page
of memory).
[0071] An overview of an exemplary architecture of a data layout optimization system is shown in Figures 6, 7, and
8. Fig. 6 shows an exemplary arrangement for collecting profiling data. The software 602 to be profiled includes an object
class definition 604. For example, the object class definition 604 could specify a set of data members of varying sizes
and types.
[0072] The instrumentor 606 takes the software 602 as input and produces the instrumented software 622 (which
includes an object class definition 624 identical to or based on the object class definition 604) for generating the profiling
data 632. Further, various options 612 can be specified to the instrumentor 606 to tailor the instrumented software 622
to generate various types of profiling data 632. In this way, profiling data for an object can be collected.
[0073] Fig. 7 shows an exemplary arrangement for grouping data members of an object based on profiling data. A
data member grouper 712 consults the profiling data 702 (e.g., profiling data 632 from Fig. 6) to determine how the data
members of the object class definition 722 should be grouped. The data member grouper 712 produces a decorated
object class definition 732, which indicates in what groups the data members of the object class definition 722 will be
grouped. Various options 714 can be specified to the data member grouper 712 to tailor the data member grouping
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process.
[0074] An exemplary decorated object class definition 732 is represented on a basic level as shown in inset 734. Data
members m1 and m4 have been grouped into group G1, and data members m2, m3, and m5 have been grouped into
group G2. A variety of other information can be included in the decorated object class definition 732 to further specify
layout as described in more detail below.
[0075] Fig. 8 shows an exemplary arrangement for arranging the data members in the same group at neighboring
locations in the memory system at runtime. The software 802 includes a decorated object class definition 804, such as
the decorated object class definition 732 of Fig. 7. At runtime, an execution engine 810 executes the software. During
execution, the class loader 812 arranges data members of the object in the memory system 822 by placing data members
in the same group at neighboring locations in the memory system 822. Further, data members from one group can be
placed in a unit of memory separately loadable from data members of another group.
[0076] As the program is run, the memory system 822 may appear as generally shown in inset 824. Two data members
m1 and m4 of group G1 reside in one page 832 in primary memory of the memory system 822 and have also been placed
in cache. Two other data members m2, m5, and m3 of group G2 reside in another page 834 in secondary memory of the
memory system 822. The data members of group G2 are separately loadable into primary memory, and are not currently
loaded into primary memory.
[0077] An advantage to the arrangement shown in Fig. 8 is that if the data member grouper has placed, for example,
more frequently used data members in group G1 and less frequently used data members in group G2, fewer page faults
and cache misses will result. This is partly because each page fault for the page 832 brings in the group G1 of the more
referenced data members, while leaving the less referenced data members behind in page 834. Thus, in effect, a page
of primary memory is conserved for use by another page (e.g., one which would have been replaced to load in the data
members in group G2).
[0078] The overview shown in Figs. 5-8 is a basic representation of possible implementations of a data layout optimi-
zation technique. In practice, the data layout may involve many more objects, data members, and pages (or other units
of memory) in a memory system.

Instrumentation

[0079] A wide variety of instrumentation techniques can be used to generate profile data for use during data layout
optimization. Some tools capture complete traces of software by generating a record in a database for each memory
reference to any data. Such a trace can prove to be quite large, so various techniques can be used to reduce the size
of the profile data. On a general level, the instrumentation attempts to measure the number of memory references to
data members of an object (e.g., fields of an object).
[0080] An exemplary format for data captured during instrumentation appears in Table 1.

Some of the described fields (e.g., Width, RefType, Time, and ObjectID) might be useful for research to further improve
data layout optimization (e.g., to research more specialized reorganization heuristics), but need not be implemented in
practice.
[0081] One way of reducing the size of the profile data is to track the number of memory references in counters (e.g.,
a read counter and a write counter) for each data member and then write one record to the database for each method
call. Preferably, the counters are 64-bit integers. In such a system, repetitive entries of the format shown in Table 2 can
be used.

Table 1 - Logical Data Captured for Data References

Field Description

ObjClass Class of the Object having data being referenced

FieldID Identifier of the data member (e.g., field) of the object being referenced

StaticOrNot Boolean field to indicate whether the data member is a static field

Width Width of data member (e.g., byte, dword, etc.)

RefType Either "read" or "write"

Time Indicates a time at which the data was referenced (e.g., microsecond resolution or better)

ObjectID Identifier of the object instance
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Again, some of the fields are optional, and the field Hits can be derived from ReadHitCount + WriteHitCount (if used).
[0082] Another instrumentation technique involves setting a timer and then tracking the number of memory references
to each data member in counters (e.g., read and write counters). Upon expiration of the timer, a record with a column
for each data member is written to the database and the counters are reset to zero. For data members having zero
references, space can be saved by omitting the number. The format of such records resembles those shown in Table 2.
[0083] Still another technique involves using an overflow interrupt. On machines supporting an overflow interrupt, a
record is generated when such an overflow interrupt is generated due to a counter overflow. Upon overflow, a record is
written to the database.
[0084] Still another technique possibly used in conjunction with the method-based or timer-based technique (or similar
techniques) is one that generates a record for the database whenever an overflow of the counter is likely. The likelihood
of overflow can be represented by saving the time trend of the counts and extrapolating. Example code for forecasting
an overflow is shown in Fig. 9. The counter L tracks the number of memory references (i.e., "hits") to a data member of
a certain object class during, for example, a method call. The code shown in Fig. 9 is executed upon exit from an object’s
method. The counter H is an overall counter tracking sums of L. Steps are taken to avoid an overflow of H.
[0085] Derivation of the forecaster formula "(H- H1) + H" is illustrated in the graph 1002 of Fig. 10. Assume 1012
represents a point at which the value of the overall counter was observed to be H1 (the previous value of the overall
counter) at time T-D1. Further, 1014 represents a point at which the overall counter was observed to be H at time T.
Point 1016 represents a point at which the overall counter will be observed to be the forecast value F at time T+D1 (e.g.,
after the next method call). Point 1016 can be extrapolated as shown in Table 3.

Thus, if it is determined that an overflow of the overall counter is likely, the counter is written to a database, and the
overall counter is begun anew. The illustrated technique can be extended to construct forecasters of quadratic or higher
degree.

Table 2 - Profiling Data Captured for References During a Method Call

Field Description

ObjClass Class of the Object having data being referenced

FieldID Identifier of the data member (e.g., field) of the object being referenced

StaticOrNot Boolean field to indicate whether the data member is a static field

Hits Number of memory references to the data member

Width Width of data member (e.g., byte, dword, etc.)

ReadHitCount Number of memory references reading the data member

WriteHitCount Number of memory references writing to the data member

Table 3 - Extrapolation of Overflow Value

 
Assuming D1 and D2 are both D, we have

 



EP 1 269 311 B1

13

5

10

15

20

25

30

35

40

45

50

55

Greedy Data Layout Optimization Technique

[0086] One data layout optimization technique, sometimes called "greedy," groups the data members based on a
simple ordering by the number of memory references as indicated by the profile data. The technique is greedy in the
sense that data members having more references (as indicated by the profile data) are placed in a more favored group.
The following illustrates various possible greedy data layout optimization techniques.
[0087] Using an instrumentation technique, such as one of the instrumentation techniques described above, profiling
data such as that shown in Table 4 can be collected for an object class Foo during execution of a piece of software.

In the example, the profile data generally indicates that certain data members are referenced more than others are. The
profile data can thus be used to determine how to group the object’s data members.

Greedy Grouping Technique

[0088] In a greedy grouping technique, arrangement of data members is determined by sorting the fields from most
referenced in memory to least referenced in memory.
[0089] Various criteria can then be used to place the data members into "hot" (more referenced) and "cold" (lesser
referenced) groups. Assuming the lesser referenced data members are less likely to be accessed at any given time, the
greedy technique increases performance by facilitating loading the hotter groups into more readily accessible memory
without having to move the data members in the colder groups along with them.

Data Layout Optimization Assistance Tools

[0090] Various techniques can be used to determine how to split a class (i.e., group the data members into groups).
The examples listed here show splitting the data members into two groups, but a similar technique is used to split data
members into three or more groups.
[0091] A simple splitting technique simply specifies a threshold (e.g., percentage of references) and splits the data
members of a class into two groups: a hot group and a cold group. If the profiling data indicates a particular data member
has at least the threshold (e.g., percentage of the references), it is placed in the hot group; data members having less
than the threshold (e.g., percentage of references) are placed in the cold group.
[0092] In practice, however, the splitting technique can be more complex. A variety of techniques or mixture of tech-
niques may result in superior performance. In some cases, it may not be advantageous to split the data members. For
example, in an implementation in which splitting the data members introduces overhead, it is not advantageous to split
a class into a hot group and a cold group if the size of the overhead in the hot group is not smaller than the size of the
cold group.
[0093] An analysis of the profile data can be used to provide tools for assistance in deciding whether to split a class.
These tools can be used, for example, by a developer to specify parameters during the data layout optimization process.
Such tools include a threshold framework and a policy framework. The frameworks use formulas for hit-count statistics
shown in Table 5 and global hit-count statistics shown in Table 6. The term "hit" is used to mean a memory reference
to a data member (e.g., a object field).

Table 4 - Profile Data for Class Foo

Data Member References

m1 47

m2 0

m3 5

m4 34

m5 1
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Given the above formulas, a threshold framework provides at least three ways to specify thresholds for determining
when to split a class: absolute, specified in a scalar number of hit counts (e.g., "127 hits"), Gaussian, specified in standard
deviations, and linear, specified as a multiple of average hit counts.
[0094] Absolute thresholds have the advantages of precision and convenience. Although absolute thresholds depend
on the total number of hits in a profiling run, they can be normalized by dividing all hit count measurements by GHC.
[0095] Gaussian thresholds have the advantage of being in a manageable range (e.g., 1-3). However Gaussian
thresholds assume the hit counts have a normal distribution, which is not the case if the distribution is bimodal (e.g.,
there are a large number of fields with many hits and a large number of fields with zero hits).
[0096] Linear thresholds are often larger numbers than the Gaussian thresholds, but do not assume a normal distri-
bution. A number of other techniques (e.g., rank-order or non-parametric statistics) could also be used.
[0097] For example, consider the profiling data in Table 7 and the corresponding analysis of Table 8. For purposes
of example, assume the global average hit count per field (GHA) is 34.

Table 6 - Global Hit-Count Statistics

NC = number of classes in profiling data for a program

 

 

 

 

 

Table 7 - Profile Data for Class Foo

Field Hits

f1 47

f2 0

f3 5

f4 34

f5 1
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An exemplary absolute threshold for the class Foo would be "10," meaning group any field with a hit count less than 10
in the cold group. An exemplary linear threshold for class Foo would be "0.5," meaning group any field with a hit count
less than half the mean (i.e., 8.7) to the cold group. An example of a Gaussian threshold for Foo would be "-0.5," meaning
group any field with a hit count less than 7.7 (i.e., half a standard deviation below the average 17.4) in the cold group.
However, it should be noted the distribution of the hit counts is not normal.
[0098] Using the above formulas, a policy framework can be constructed to help specify when a class should be split
into groups of data members. Given a proposed (or "candidate") cold group, a policy within the framework specifies
whether or not the class should be split. Typically, the proposed cold group is specified via a threshold from the threshold
framework.
[0099] The policy framework is useful, for example, to provide a way for a developer to provide guidance to the splitting
process. In the policy framework, a default policy can be specified to apply to all classes. Further, the default policy can
be overridden by specifying a policy for a particular class. Essentially, the policy specifies a Boolean result, which
determines whether or not to split the class based on the proposed cold group. The policy framework provides the options
shown in Table 9.

The " Split if the cold group is bigger than..." and "Split if ... " columns specify the same criteria in two different ways.
The policies can be used to accommodate a wide variety of situations. For example, it is clear that a class should not
be split if the overhead created in the hot group by splitting is greater to or equal to the size of the fields in the cold group.
This fact is embodied in the policy H(). However, how to proceed in light of the overhead created in the cold group is
more challenging.
[0100] For example, if the cold group is very cold, the space overhead created in the cold group may be tolerable
since the cold group will not be referenced much. However, if the cold group is merely "cool," the cool group will be
referenced more frequently, and it is more a matter of judgment on how to proceed. The above-described policy framework
provides a way to specify how to proceed in light of such scenarios.
[0101] The threshold and policy frameworks can provide a way for the developer to guide the data layout optimization
process. For example, a software developer may have identified a particular class as large and critical to performance.
The software developer can contribute this knowledge to the automatic optimization process by specifying these classes
(e.g., in a command line or in a file) in conjunction with instructions on what threshold and policy to use.
[0102] Thus, the developer can specify a threshold and policy for each class. Other tools provided to the developer
include options for specifying that all or only a subset of the classes should be considered for splitting. An exemplary
command line interface for specifying the options is shown in a later section.

Table 8 - Analysis of Profile Data for Class Foo

Foo.NF number of fields in class Foo = 5

Foo.HC1 number of hits on field 1 of class Foo = 47.
Foo.HC2 = 0, Foo.HC3 = 5, Foo.HC4 = 34, Foo.HC5 = 1.
Foo.HC (total hit count in class Foo) = 87
Foo.HA (the average hit count in class Foo per field) = 17.4
Foo.HC2 (sum of squares of hit count in class Foo) = 3391
Then, Foo.SD (standard deviation of hit counts in class Foo) = 19.4

Table 9 - Global Policy Defaults

Policy Split if the cold group is bigger than ... Split if...

H() Hot group overhead only (this policy is the default 
if no policy specified)

size of cold group >size of hot group overhead

HC() Hot group overhead and cold group overhead size of cold group > (cold group overhead +hot group 
overhead)

HFC(f) Hot group overhead and a fraction, f, of cold group 
overhead

size of cold group > (f * cold group overhead +hot 
group overhead)

HFA(f) Hot group overhead and cold group overhead if 
cold is warmer than fraction f of GHA

(((hit count for cold group / number of fields in cold 
group)>(f * GHA)) && HC()) || H())
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Splitting a Class According to a Greedy Method

[0103] For each class specified as a candidate for splitting, the threshold and policy are applied to determine whether
and how to split the class. For example, returning now to Table 7, assume a linear threshold was specified to indicate
that fields with a hit count greater than or equal to the global average hit count (GHA = 34) are to be placed in a hot
group for the class; other fields are to be placed in a cold group. Thus, fields f1 and f4 are grouped in the hot group, and
fields f3, f5, and f2 are grouped in the cold group.

Metadata Associated with the Execution Engine

[0104] The above-described grouping of data members can be used when the program is executed to arrange the
data members from the same group into neighboring locations in a memory system and place data members from
different groups into separately-loadable units of memory. One way of accomplishing such arrangement is to generate
metadata for use by an execution engine at run time. The term "metadata" generally means, "data about the data." In
other words, the metadata provides information about the data members of an object, namely into what groups the data
members have been placed and thus, how they should be arranged at runtime.
[0105] For example, a format such as that shown in Table 10 can be used to specify various options to be used by a
class loader of an execution engine.

The Metadata format includes various layout directives. The LayoutType can specify AutoLayout, ExplicitLayout, or
SequentialLayout. AutoLayout (typically the default) leaves the execution engine to arrange the data members as it sees
fit (i.e., in any order and at any location). ExplicitLayout is one option useable when data members are grouped; when
specified, this option causes the execution engine (and class loader) to place the data members at the locations (offsets)
supplied. The data member grouper computes the appropriate values based on, for example, the size of the data
members. SequentialLayout is another option useable when data members are grouped; when specified, this option
causes the execution engine (and class loader) to place the data members in the order supplied, without specifying
actual offsets.
[0106] Following the LayoutType is a specification for data members of the class. Position may be specified, or it can
be implied by the order in which the data members appear (i.e., the first data member is assigned a position of 1).
[0107] Offset/Delta can take on different meanings. If the option ExplicitLayout has been specified, Offset/Delta spec-
ifies an actual offset (from the top of the object or group) at which the data member is located. Overlapping layout (e.g.,
for unions) can be permitted. If the option SequentialLayout has been specified, Offset/Delta specifies a shift indicating
how far after the present data member the next data member starts (essentially, the data member’s size). Another
optional field, not shown, specifies the field preceding the present field (the PredecessorField).
[0108] Exemplary metadata for a class Foo that has been split into two groups of fields (f1 and f4) and (f3, f5, and f2)
is shown in Table 11.

Table 10 - Metadata Format for Specifying Groups

Class C
LayoutType = (AutoLayout, ExplicitLayout, or SequentialLayout)
Data Member m1:

[Position]
Offset/Delta (offset if ExplicitLayout, shift if SequentialLayout)
SplitGroupID (zero means no grouping)

Data Member mn:
[Position]
Offset/Delta

SplitGroupID

Table 11 - Metadata for Foo

Class Foo
LayoutType = ExplicitLayout

Data Member f1:
Offset/Delta: 0
SplitGroupID: 1
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The metadata can, for example, reside with the respective class definition, or be specified in a central repository of
metadata for the execution engine. An alternative to the above arrangement would be to specify a SequentialLayout
while still specifying different groups for the fields. The above data format is an example of one of many possible formats
for specifying how data members of an object can be placed into groups. Specifying such information for data members
is sometimes called "decorating" the class (or software module) with metadata.

Arranging the Data Members at Runtime

[0109] At runtime, the metadata can be consulted to determine how to actually arrange the data members in the
memory system. From the perspective of software accessing an object, the data member arrangement is inconsequential.
For example, an instance 1104 of an object of a class called "Foo" might appear to software as shown in Fig. 11. A class
loader placing an instance of the class Foo in memory might layout the fields in separately-loadable groups 1106 if the
class definition is decorated with metadata as described above. Fields f1 and f4 are placed at neighboring locations in
a hot group 1122, which has a pointer to the cold group 1132, containing fields f3, f5, and f2 at neighboring locations
separate from the hot group 1122. The number of references for each of the fields is shown in Fig. 11; however, this
data need not reside with the field in memory.
[0110] The layout in Fig. 11 is meant as a general guide. A more detailed approximation of how the object would
actually appear is shown in Fig. 12, which again shows how an instance 1200 of the class Foo might appear in memory.
A hot group 1202 contains the fields f1 and f4 and a cold group 1212 contains the fields fields f3, f5, and f2. The hot group
1202 further includes a pointer to the object information set 1222, and the cold group 1212 further includes a pointer to
the object information set 1232. The object information sets 1222 and 1232 provide, for example, information for garbage
collection functions and VTableSlots that point to function members of the object. In some cases, there may be gaps
between the fields, and an implementation could be constructed that uses an alternative VTable arrangement or an
arrangement not using a VTable. The principle of data layout optimization can be implemented without various of the
fields shown, including the fields related to garbage collection.
[0111] As a result of the arrangement described above, fields in the same group tend to reside in the same unit(s)
(e.g., page or pages) of virtual memory in the memory system, and fields in different groups tend to reside in different
units, separately loadable into primary memory from units for other groups. During execution, then, the fields in the hot
group are more likely to occupy primary memory than fields in the cold group. Further, the software tends not to fill up
its available primary memory (e.g., the resident set) with fields in the cold group, which are relatively seldom referenced.

Exemplary Operation

[0112] Data layout optimization of an object class increases performance during execution of a piece of software that
makes use of the object class. For example, for purposes of comparison, the following two examples demonstrate how
data layout optimization better utilizes primary memory and reduces page faults and cache misses. For purposes of the
examples, when data is referenced, the cache copies the referenced data and a portion of the data following the referenced
data.
[0113] In the first example, shown in Fig. 13, assume the exemplary class Foo were laid out (e.g., the fields f1, f2, f3,
f4, and f5) without regard to the profile data and thus were arranged in sequential order by the class loader. Accordingly,
fields f1, f2, and f3, have been placed in one memory page P1 and fields f4, and f5 have been placed in another memory

(continued)

Data Member f4:
Offset/Delta: 3072
SplitGroupID: 1

Data Member f3:
Offset/Delta: 0
SplitGroupID: 2

Data Member f5:
Offset/Delta: 1024
SplitGroupID: 2

Data Member f2:
Offset/Delta: 1056
SplitGroupID: 2
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page P2. Fields f10 and f11 are of another class called "baz" and reside in another memory page P3.
[0114] Each of the memory pages pictured is separately loadable into the primary memory 1304. And, in fact, during
execution, two pages P1 and P2 have been loaded into the primary memory 1304 since the software has been referencing
fields f1 and f4 of the object Foo (as the profile data indicated was likely). Assume the most recent reference to a data
member was to f1; accordingly, f1 and f2 (data following f1) have found their way into the cache 1302. The software then
references f4 (a likely memory reference, based on the profile data). At this point, a cache miss results. Further, when
the second page P2 was loaded into memory, it replaced another page P3 having a field f11 that is about to be referenced
shortly for the baz object. Accordingly, a page fault results when f11 is referenced, and P3 is copied from secondary
memory 1306. We thus have a cache miss and a page fault.
[0115] By contrast, consider the same software that has been optimized with data layout optimization as described
above (e.g., the fields f1 and f4 reside in a hot group and f3, f5, and f2 reside in a cold group). During execution, the
software has been referencing fields f1 and f4 of the object Foo, as the profile data indicated was likely. Such references
resulted in the arrangement shown in Fig. 14, where one page P1 from the virtual memory system containing fields f1
and f4 has been loaded into the primary memory 1404 for the Foo object. Assume the most recent reference to a data
member was to f1; accordingly, f1 and f4 have found their way into the cache 1402. The software then references f4 (as
in the example of Fig. 13). At this point, there is no cache miss. Further, since P2 has yet to be loaded into primary
memory, the page P3 was permitted to stay in primary memory. Accordingly, there is no page fault when f11 is referenced,
and P3 need not be copied from secondary memory 1406. Thus there were no cache misses and no page faults.
[0116] As demonstrated by the above example, data layout optimization can result in loading fewer pages into primary
memory (e.g., resulting in fewer page faults) and fewer cache misses. The above example is simplistic, but a more
complex system exhibits similar benefits. Another way of describing the improvement in performance is to note that
primary memory is not wasted by filling it with fields from the cold group every time there is a reference to the hot group.
In this way, if the principles of data layout optimization are applied to a set of objects, primary memory tends to fill with
fields that are frequently accessed (e.g., from the set of objects), and better use is made of the primary memory available
to the software.

Using the Time Domain in an Affinity-Based Technique

[0117] Although the greedy technique described above may lead to dramatic improvements in performance in some
instances, an affinity-based technique may be even better because it takes the time domain into account. Generally,
the affinity-based technique strives to place data members referenced close in time close in location within the memory
system. One embodiment described below performs a dot product calculation to determine affinity.
[0118] Again, various techniques can be used to determine how to split the data members into groups. For example,
an embodiment described below finds the minimum-cost spanning tree of a graph defined in terms of affinity between
the data members.

Instrumenting for an Affinity-based Technique

[0119] Since the affinity-based technique takes the time domain into account, instrumentation of the software somehow
represents the time domain in the profile data generated. Various techniques described in the section on a greedy
technique can be used as long as they somehow incorporate the time domain. For example, the timer-based technique
would work with an affinity-based data layout optimization technique.

Profile Data for an Affinity-Based Technique

[0120] Exemplary profile data for use in an affinity-based technique represents references to an object class called
"Bar" and is shown in Table 12.

Table 12 - Profile Data for Class Bar

Field Hit Counts

f1 5 6 7

f2 2 5 5 5

f3 6 6 5

f4 3 4 5
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The hit counts in Table 12 represent references made to the data members (e.g., fields) of a particular class during
various (e.g., sequential) observation periods. Thus, for instance, the first column of Hit Counts indicates that the fields
f1 and f4 were referenced 5 and 3 times respectively during a particular observation period. In other words, each cell in
Table 12 represents the number of references to a field between two times, t1 and t2. In this way, Table 12 incorporates
the time domain into the profile data because memory references near in time appear in the same column.

Transforming the Profile Data into a Minimum-Cost Spanning Tree

[0121] In order to determine how to group the data members of a class based on profile data such as that shown in
Table 12, the profile data can be transformed into a minimum-cost spanning tree problem, the solution to which is
established and well-known. Such transformation is accomplished by constructing an affinity matrix for the profile data,
then transforming the affinity matrix into a cost matrix, which represents a graph for which a minimum-cost spanning
tree can be found and traversed to determine an appropriate data member order.

Constructing the Affinity Matrix

[0122] An affinity matrix indicates which fields are referenced near each other in time. For example, treating the entries
for the fields shown in Table 12 as time vectors, an affinity matrix can be constructed by calculating the dot product of
the vectors. Thus, the affinity of data member A to data member B can be calculated as shown in Formula 1, where T
is the number of time samples. 

Self-affinities (e.g., A•A and B•B) allow the affinity-based approach to degrade to a simply greedy technique when there
is no affinity between the data members.
[0123] One way of describing the profile data is to call it a matrix V, of size N x T, where N is the number of data
members, and T is the number of time samples. Then the affinity matrix is the matrix V matrix multiplied by V transpose.
The affinity matrix is thus square (N x N). Typically, N is smaller than T, so the affinity matrix will be smaller than V (the
profile data) and more easily stored. In the example, calculation of the affinity matrix is of complexity N * N * T. To reduce
time complexity or reduce the amount of storage needed for the profile data, T (the number of time samples) can be
reduced. Preferably, the affinities are computed using 128-bit integers (e.g., a pair of native 64-bit integers).
[0124] If there are N fields in an object class definition, then there are N(N +1)/2 meaningful entries in the affinity matrix
(the matrix is symmetric). A numerically larger entry in the affinity matrix indicates greater mutual locality of the two fields
corresponding to the indexes of the entry, and therefore, generally, a greater desirability to lay them out nearby in space
(e.g., at neighboring locations or on the same page in memory).
[0125] When the above-described calculations are performed on Table 12, the result is as that shown in Table 13.

According to Table 13, then, f1’s affinity with f2 is 12 (less than f1’s affinity with f4, which is 74). The self-affinities are
included on the diagonal. If any field has a self-affinity of zero (there are none in Table 13), the field was not accessed
during profiling and can be put at the bottom of the layout list. Further, an internal consistency check (sometimes called
an "ASSERT") is available because any field with a zero self-affinity should also have a zero dot product with every
other vector. So, for a field with a zero on the diagonal, an assert can be made that entries in the same row also be zero.
[0126] One way of describing the affinity matrix is to call the vectors represented in Table 12 geometrical vectors in
a Euclidean space. This space has a number of dimensions equal to the number of time samples, T. Each dimension,
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then, is a time-slice in which objects may be active. The magnitude of a vector in Euclidean space is the root sum of
squares of the components. Thus, self-affinities in Table 13 are squared magnitudes of the time vector for objects of a
particular class. The off-diagonal affinities are dot products in the geometrical sense under this approach.
[0127] Thus, the off-diagonal affinities can be related to the magnitudes of two vectors and an angle between them
as shown in formula 2. 

This angle can be described as a measure of the nearness of two time vectors in Euclidean space, independent of their
magnitudes. The nearness can be generally called "co-locality."

Conversion of the Affinity Matrix to a Cost Matrix

[0128] Typically, techniques for finding a solution to a cost matrix are posed in terms of minimizing cost; however, the
aim of a data layout optimization technique is to maximize affinity. Therefore, the following illustrated example calculates
a cost matrix by subtracting each affinity from the maximum affinity plus one (this approach is known as additive reflection).
Thus, the lowest cost in the matrix will be one. The cost matrix for class Bar calculated using additive reflection is shown
in Table 14. An alternative would be to calculate reciprocals (e.g., 1/affinity) or rationalization about the least common
multiple of the affinities.

The cost matrix can be described as representing a graph. The graph uses self affinities as values for the vertices, and
affinities between data members as the values for the edges. Affinities of zero are left as zero and represent absence
of connection in the graph. Zero values can save on storage (i.e., under a sparseness technique) and provide other
advantages, such as the ability to detect connected components of the graph.
[0129] Accordingly, a graph representing the cost matrix of Table 14 is shown in Fig. 15, the minimum-cost spanning
tree is shown in Fig. 16, and a method for ordering the data members is shown in Fig. 17.
[0130] The method of Fig. 17 uses a minimum-cost, depth-first approach (which degrades to a greedy approach under
certain circumstances), although other approaches (e.g., minimum-cost, breadth first) may yield better performance in
some instances. At 1702, a minimum-cost spanning tree is constructed from the graph representing the cost matrix (e.g.,
the graph shown in Fig. 15). Techniques for constructing a minimum-cost spanning tree include Kruskal’s and Prim’s
algorithms. These algorithms have running times of O(E lg V) and O(E + V lg V), respectively (where E is the number
of edges, and V is the number of vertices). The minimum-cost spanning tree of the graph shown in Fig. 15 is shown in
Fig. 16.
[0131] The vertices are then traversed and the order of visitation recorded. At 1712, traversal begins with the vertex
of lowest cost (e.g. f1 in the tree shown in Fig. 16). The method then repetitively applies the technique 1722, which
involves traversing the subtree connected by the lowest cost edge at 1732 (e.g., initially the edge connecting f1 to f4)
according to the technique 1722 (e.g., recursively), then traversing the subtree connected by the other edge at 1742
according to the technique 1722. Such a traversal results in the ordering shown in Table 15. For purposes of example,
an edge cost is also shown as a mechanism for deciding how to split the data members into groups.

Table 15 - Data Member Ordering for Class Bar

Data Member Edge Cost

f1

f4 37

f2 99
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Splitting the data members can be done any number of ways, such as going through the ordering and choosing a cutoff
when the edge cost exceeds an arbitrary cost threshold (e.g., the average edge cost of 62 1/3). Under such an approach,
the data members shown in Table 15 would be grouped into the following groups: Group 1 (f1 and f4) and Group 2 (f2
and f3). This approach can be extended to arrangements having more than two groups. For example, providing an
additional group whenever the edge cost exceeds a specified threshold.
[0132] In some cases, there will be disconnected components of the graph. The data members can be grouped
according to the disconnected components (e.g., data members in the same disconnected component are placed into
the same group; data members in different disconnected components are placed into different groups). Additionally,
more than one group can be used for a particular disconnected component if appropriate.
[0133] The affinity-based approach can be used in combination with various of the features described for the greedy
approach, such as calculating averages (e.g., average edge cost), specifying an absolute value, or calculating standard
deviations.

Declarative Layout Directives

[0134] To provide a software developer with further control over the data layout optimization process, declarative
layout directives can be provided. For example, a developer can place a directive in source code to indicate that a
particular class should not be optimized. In this way, the developer can explicitly opt out of the data layout optimization
process for data members that, for example, may not function properly if rearranged or separated.

Display of Affinity Information

[0135] To provide a software developer with further information about affinities between data members, the affinity
data can be displayed. For example, a graded color scheme shows the various data members as vertices in a graph,
with colored lines according to the scheme (e.g., red represents a high affinity) connecting the vertices of the graph.
Also, a graph (e.g., a pie chart) shows which data members are being referenced how often. Activating a part of the
graph relating to a data member displays the data member’s affinity with the other data members also in the form of a
graph (e.g., another pie chart).
[0136] In this way, the developer is provided with information about the behavior of an object and can better craft a
high-performance object set.

Inheritance

[0137] Supporting inheritance while grouping the data members poses some special problems. Generally, one way
of solving these problems is to combine data concerning a parent class (including children of the parent class) and
choose a single layout.

Static Fields

[0138] Static fields typically present a special case because there is only one value per class for a set of instances of
the class. One alternative is to group static fields together or use different splitting thresholds for static fields.

Exemplary Command Line Options for Instrumentation and Grouping

[0139] As explained in the section on instrumentation, various options can be chosen when instrumenting code. Table
16 shows a possible command line scheme for specifying such options. Table 17 shows a possible command line
scheme for a data member grouper for specifying options during the grouping process.

(continued)

Data Member Edge Cost

f3 51
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A wide variety of other techniques can be used to achieve similar control over the data layout optimization process,
including a graphical user interface or a scripting language.

Table 16 - Command line options for the instrumentor

Example Description

Instrument /TimeDriven:sampleRate Program.exe Use a timer-based profile data collection technique; set the time 
to expire every sampleRate milliseconds

Instrument /MethodDriven Program.exe Use a method-based profile data collection technique

Instrument /OverflowDriven Program.exe Use an overflow-driven profile data collection technique (if 
supported)

Table 17 - Command line options for the Data Member Grouper

Example Description

DataOptimizer /greedy Program.exe Use a simple greedy technique to order the data 
members

DataOptimizer /greedy /GlobalLinearThreshold: 
multiplesOfMean Program.exe

Use a greedy technique to order the data members, 
and split at the specified multiplesOfMean

DataOptimizer /greedy /GlobalAbsoluteThreshold:hitCounts 
Program.exe

Use a greedy technique to order the data members, 
and split at the specified hitCounts

DataOptimizer /greedy /GlobalGaussianThreshold: 
standardDeviations Program.exe

Use a greedy technique to order the data members, 
and split at the specified standardDeviations

DataOptimizer /affinity Program.exe Use an affinity-based technique to order the data 
members

DataOptimizer /affinity /GlobalLinearThreshold: 
multiplesOfMean Program.exe

Use an affinity-based technique to order the data 
members, and split at the specified 
multiplesOfMean

DataOptimizer /affinity /GlobalAbsoluteThreshold:hitCounts 
Program.exe

Use an affinity-based technique to order the data 
members, and split at the specified hitCounts

DataOptimizer /affinity /GlobalGaussianThreshold: 
standardDeviations Program.exe

Use an affinity-based technique to order the data 
members, and split at the specified 
standardDeviations

/ClassLinearThreshold:className, multiplesOfMean A per-class threshold overriding the globally-
specified option

/ClassAbsoluteThreshold: className, hitcounts A per-class threshold overriding the globally-
specified option

/ClassGaussianThreshold:className, standardDeviations A per-class threshold overriding the globally-
specified option

lsplitOnly:className splits only the class specified (may be specified zero 
or more times in the command line)

/splitOnly:* split all classes

/globalQualification:x Where x is H; HC; HCF,realNumber; or 
HCA,realNumber

/classQualification:x Where x is H; HC; HCF,realNumber; or 
HCA,realNumber

/responseFile:filename take options from fileName instead of the command 
line
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Dynamic Data Layout Optimization

[0140] Another way of achieving data layout optimization is to include profiling functionality in an execution engine. In
this way, data member grouping is based on behavior of the object as observed in its actual environment, rather than
a test environment. Data member grouping might therefore change over time, leading to dynamic data layout optimization.
[0141] Having described and illustrated the principles of our invention with reference to illustrated embodiments, it will
be recognized that the illustrated embodiments can be modified in arrangement and detail without departing from such
principles. It should be understood that the programs, processes, or methods described herein are not related or limited
to any particular type of computer apparatus, unless indicated otherwise. Various types of general purpose or specialized
computer apparatus may be used with or perform operations in accordance with the teachings described herein. Elements
of the illustrated embodiment shown in software may be implemented in hardware and vice versa. Although reference
is sometimes made to "an" object class or "a" data member, multiple object classes with a plurality of fields can be used.
In view of the many possible embodiments to which the principles of my invention may be applied, it should be recognized
that the detailed embodiments are illustrative only and should not be taken as limiting the scope of our invention. Rather,
we claim as our invention all such embodiments as may come within the scope of the following claims and equivalents
thereto.

Claims

1. In a computer (302), a method of arranging a plurality of data members of an object class (312; 722) in a virtual
memory system (402; 822) having units separately loadable from secondary memory (434; 834; 1306; 1406) into
primary memory (424; 832; 1304; 1404), the method comprising:

consulting metadata indicating how the data members of the object class are to be grouped into a plurality of
separate groups comprising a first group and a second group;
responsive to said consulting metadata indicating how the data members of the object class are to be grouped
into a plurality of separate groups comprising a first group and a second group, assigning memory locations for
data members of the first group within a first unit of memory in the virtual memory system; and
responsive to said consulting metadata indicating how the data members of the object are to be grouped into
a plurality of separate groups comprising a first group and a second group, assigning memory locations for data
members of the second group within a second unit of memory in the virtual memory system separately loadable
into primary memory from the first unit, wherein
a class definition (732; 804) of the object class is decorated with metadata indicating a plurality of non-intersecting
groups into which the data members have been placed.

2. The method of claim 1 further comprising:

generating the metadata to indicate data members of the object with greater affinity to one another with respect
to time are to be grouped in the first group and data members with lesser affinity to one another with respect
to time are to be grouped in the second group.

3. The method of claim 2 further comprising:

generating profile data by recording how many memory references were made to data members of the object
during successive time periods and storing said profile data as time vectors;
wherein generating the metadata comprises calculating an affinity matrix based on the profiling data; wherein
the affinity matrix indicates which data members are referenced near each other in time; wherein the affinity
matrix for the data members is computed by calculating a dot product of the time vectors.

4. The method of claim 3 further comprising generating the profiling data in a database (632) by a method comprising:

maintaining counters indicative of how many memory references were made to data members of the object
during successive observations;
adding the counters to an overall counter; and
writing a record to the database whenever it is determined that an overflow of the overall counter is likely, based
on an extrapolation of the time trend of the counts.
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5. The method of claim 3 further comprising:

transforming the affinity matrix into a cost matrix representing a graph of the data members;
constructing a minimum-cost spanning tree for the graph; and
traversing the minimum-cost spanning tree to determine how the data members of the object class are to be
grouped into the plurality of separate groups.

6. The method of claim 1 wherein the plurality of separate groups comprises more than two groups, the method further
comprising:

responsive to said consulting metadata indicating how the data members of the object class are to be grouped
into a plurality of separate groups comprising more than two groups, assigning memory locations for data
members of groups other than the first group and the second group within respective units of memory in the
virtual memory system separately loadable from the first unit of memory and the second unit of memory.

7. The method of claim 1 further comprising:

based on profile data of the object, generating the metadata to indicate more frequently referenced data members
of the object are to be grouped in the first group and less frequently referenced data members are to be grouped
in the second group.

8. The method of claim 7 further comprising:

ordering the data members by how many times referenced in memory during profiling; and
dividing the data members into the first group and the second group based on a threshold.

9. The method of claim 8 further comprising:

calculating an average number of references observed during profiling; wherein the threshold is the average
number of references.

10. The method of claim 8 further comprising:

calculating an average number of references observed during profiling;
receiving a specified number representing a desired multiple of an average; wherein the threshold is the desired
multiple times the average number of references.

11. The method of claim 8 further comprising:

receiving a specified number of memory references indicative of a desired threshold number of memory refer-
ences observed during profiling; wherein the threshold is the desired threshold number of memory references.

12. The method of claim 8 further comprising:

calculating a standard deviation for a number of references observed during profiling;
receiving a specified number representing a desired multiple of the standard deviation; wherein the threshold
is the desired multiple times the standard deviation.

13. The method of claim 1 wherein the data members of the first group are assigned a set of contiguous addresses in
the virtual memory system (402; 822).

14. The method of claim 1 wherein the first unit of memory in the virtual memory system (402; 822) is a page (832)
separately loadable into primary memory.

15. An execution engine (322) operable to perform operations on an object of an object class (312; 722) defined by an
object class definition and residing in a virtual memory system (402; 822) having units separately loadable into
primary memory (424; 832; 1304; 1404) from secondary memory (434; 834; 1306; 1406), the execution engine
comprising:
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means for receiving a request from software to load the object of the object class;
means for maintaining information about a plurality of data members of the object class, wherein the information
comprises metadata that indicates the plurality of data members to be placed on different plural units within the
virtual memory system; and
means for arranging the plurality of data members of the object of the object class within plural units of memory
in the virtual memory system according to the metadata about the plurality of data members of the object class,
wherein the means for arranging is operative to consult the metadata indicating information about the data
members responsive to the request to arrange; wherein
a class definition (732; 804) of the object class is decorated with metadata indicating a plurality of non-intersecting
groups into which the data members have been placed.

16. The execution engine (322) of claim 15 wherein said means for arranging is a class loader (326) operable to receive
a layout directive specifying an explicit layout, a sequential layout, or an automatic layout; wherein the automatic
layout leaves the execution engine to arrange the data members in any order and at any location; the explicit layout
causes the execution engine to place the data members at supplied offset locations; and the sequential layout
causes the execution engine to place the data members in an order supplied, without specifying offsets.

17. The execution engine of claim 15 wherein the units of the virtual memory system are pages of a fixed size.

18. The execution engine of claim 15 further comprising:

means for collecting profiling information indicating memory references to data members during execution of
the software;
wherein said means for arranging is operable to consult the profiling information indicating memory references
to data members during execution of the software to determine how to arrange the plurality of data members.

19. A computer-readable medium comprising a data structure for indicating how a plurality of data members defined by
an object class definition of an object class (312; 722) are to be arranged in a virtual memory system (402; 822) at
runtime of an object, wherein the object is an instance of the object class, wherein the memory system supports
separately-loadable units, the data structure comprising:

for the object class, a layout directive field indicating whether layout of the data members of the object class is
to be performed according to a scheme specified in the data structure; and
for at least two data members of the object class, a grouping field indicating a group into which data members
are to be placed at runtime, wherein the grouping field for a first at least one data member of the object class
indicates the at first at least one data member of the object class is to be placed into a first group residing in a
first (424; 832; 1304; 1404) unit of the memory system at runtime, and the grouping field for a second at least
one data member of the object class indicates the at second at least one data member of the object class is to
be placed into a second group residing in a second unit (434; 834; 1306; 1406) of the memory system separately-
loadable from the first unit at runtime; wherein
a class definition (732; 804) of the object class is decorated with metadata indicating a plurality of non-intersecting
groups into which the data members have been placed.

20. The data structure of claim 19 in a set of data structures for indicating data layout, wherein the object class is a first
object class and the data structure comprises an entry for a second object class, wherein the layout directive field
is defined to accommodate values for an automatic layout, an explicit layout, and a sequential layout; wherein the
automatic layout leaves the execution engine to arrange the data members in any order and at any location; the
explicit layout causes the execution engine to place the data members at supplied offset locations; and the sequential
layout causes the execution engine to place the data members in an order supplied, without specifying offsets.

21. The data structure of claim 19 wherein the grouping field groups data members of the class according to their affinity
to one another with respect to time as determined by calculating an affinity matrix for the data members, said affinity
matrix indicating which data members are referenced near each other in time, and transforming the affinity matrix
into a minimum-cost spanning tree.

22. The data structure of claim 19 wherein the grouping field groups data members of the class according to how many
times the data members were referenced in memory during profiling.
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Patentansprüche

1. Verfahren zum Anordnen einer Vielzahl von Datenelementen einer Objektklasse (312; 722) in einem virtuellen
Speichersystem (402; 822), das Einheiten aufweist, die separat von sekundärem Speicher (434; 834; 1306; 1406)
in primären Speicher (424; 832; 1304; 1404) geladen werden können, in einem Computer (302), wobei das Verfahren
umfasst:

Konsultieren von Metadaten, die angeben, wie die Datenelemente der Objektklasse zu einer Vielzahl separater
Gruppen zu gruppieren sind, die eine erste Gruppe und eine zweite Gruppe umfassen;
in Reaktion auf das Konsultieren von Metadaten, die angeben, wie die Datenelemente der Objektklasse zu
einer Vielzahl separater Gruppen zu gruppieren sind, die eine erste Gruppe und eine zweite Gruppe umfassen,
Zuweisen von Speicherplätzen für Datenelemente der ersten Gruppe innerhalb einer ersten Speichereinheit in
dem virtuellen Speichersystem; und
in Reaktion auf das Konsultieren von Metadaten, die angeben, wie die Datenelemente des Objektes zu einer
Vielzahl separater Gruppen zu gruppieren sind, die eine erste und eine zweite Gruppe umfassen, Zuweisen
von Speicherplätzen für Datenelemente der zweiten Gruppe innerhalb einer zweiten Speichereinheit des vir-
tuellen Speichersystems, die von der ersten Einheit separat in primären Speicher geladen werden können,
wobei eine Klassen-Definition (732; 804) der Objektklasse mit Metadaten dekoriert wird, die eine Vielzahl nicht
überschneidender Gruppen angeben, in denen die Datenelemente positioniert worden sind.

2. Verfahren nach Anspruch 1, das des Weiteren umfasst:

Erzeugen der Metadaten, so dass sie anzeigen, dass Datenelemente des Objektes mit größerer zeitlicher
Affinität zueinander zu der ersten Gruppe zu gruppieren sind und Daten mit geringerer zeitlicher Affinität zu-
einander zu der zweiten Gruppe zu gruppieren sind.

3. Verfahren nach Anspruch 2, das des Weiteren umfasst:

Erzeugen von Profil-Daten, indem aufgezeichnet wird, wie viele Speicherreferenzen auf Datenelemente des
Objektes während aufeinanderfolgender Zeiträume gemacht wurden, und Speichern der Zeiträume als Zeit-
vektoren;
wobei Erzeugen der Metadaten Errechnen einer Affinitäts-Matrix auf Basis der Profil-Daten umfasst, die Affini-
täts-Matrix anzeigt, welche Datenelemente in zeitlicher Nähe zueinander referenziert werden, und die Affinitäts-
Matrix für die Datenelemente durch Errechnen eines Skalarproduktes der Zeitvektoren berechnet wird.

4. Verfahren nach Anspruch 3, das des Weiteren umfasst, dass die Profil-Daten in einer Datenbank (632) mit einem
Verfahren erzeugt werden, das umfasst:

Führen von Zählwerten, die anzeigen, wie viele Speicherreferenzen auf Datenelemente des Objektes während
aufeinanderfolgender Beobachtungen gemacht wurden;
Addieren der Zählwerte zu einem Gesamt-Zählwert; und
Schreiben eines Eintrags in die Datenbank immer dann, wenn auf Basis einer Extrapolation des Zeittrends der
Zählwerte festgestellt wird, dass ein Überlauf des Gesamt-Zählwertes wahrscheinlich ist.

5. Verfahren nach Anspruch 3, das des Weiteren umfasst:

Transformieren der Affinitäts-Matrix zu einer Kosten-Matrix, die einen Graphen der Datenelemente repräsentiert;
Bauen eines Spannbaums minimaler Kosten (minimum-cost spanning tree) für den Graphen; und
Traversieren des Spannbaums minimaler Kosten, um festzustellen, wie die Datenelemente der Objektklasse
zu der Vielzahl separater Gruppen zu gruppieren sind.

6. Verfahren nach Anspruch 1, wobei die Vielzahl separater Gruppen mehr als zwei Gruppen umfasst und das Verfahren
des Weiteren umfasst:

in Reaktion auf das Konsultieren von Metadaten, die anzeigen, wie die Datenelemente der Objektklasse zu
einer Vielzahl separater Gruppen zu gruppieren sind, die mehr als zwei Gruppen umfasst, Zuweisen von Spei-
cherplätzen für Datenelemente anderer Gruppen als der ersten Gruppe und der zweiten Gruppe innerhalb
jeweiliger Speichereinheiten in dem virtuellen Speichersystem, die separat aus der ersten Speichereinheit und
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der zweiten Speichereinheit geladen werden können.

7. Verfahren nach Anspruch 1, das des Weiteren umfasst:

Erzeugen der Metadaten, so dass sie anzeigen, dass häufiger referenzierte Datenelemente des Objektes zu
der ersten Gruppe zu gruppieren sind und seltener referenzierte Datenelemente zu der zweiten Gruppe zu
gruppieren sind.

8. Verfahren nach Anspruch 7, das des Weiteren umfasst:

Ordnen der Datenelemente nach Häufigkeit der Referenzierung im Speicher während des Profilierens; und
Teilen der Datenelemente in die erste Gruppe und die zweite Gruppe auf Basis eines Schwellenwertes.

9. Verfahren nach Anspruch 8, das des Weiteren umfasst:

Berechnen einer durchschnittlichen Zahl während des Profilierens beobachteter Referenzen; wobei der Schwel-
lenwert die durchschnittliche Zahl von Referenzen ist.

10. Verfahren nach Anspruch 8, das des Weiteren umfasst:

Berechnen einer durchschnittlichen Zahl während des Profilierens beobachteter Referenzen;
Empfangen einer vorgegebenen Zahl, die ein gewünschtes Vielfaches eines Durchschnitts repräsentiert; wobei
der Schwellenwert das gewünschte Vielfache der durch-schnittlichen Zahl von Referenzen ist.

11. Verfahren nach Anspruch 8, das des Weiteren umfasst:

Empfangen einer vorgegebenen Zahl von Speicherreferenzen, die eine gewünschte Schwellenwertzahl wäh-
rend des Profilierens beobachteter Speicherreferenzen anzeigt; wobei der Schwellenwert die gewünschte
Schwellenwert-Zahl von Speicherreferenzen ist.

12. Verfahren nach Anspruch 8, das des Weiteren umfasst:

Berechnen einer Standardabweichung für eine Zahl während des Profilierens beobachteter Referenzen;
Empfangen einer vorgegebenen Zahl, die ein gewünschtes Vielfaches der Standardabweichung repräsentiert,
wobei der Schwellenwert das gewünschte Vielfache der Standardabweichung ist.

13. Verfahren nach Anspruch 1, wobei den Datenelementen der ersten Gruppe ein Satz zusammenhängender Adressen
in dem virtuellen Speichersystem (402; 822) zugewiesen wird.

14. Verfahren nach Anspruch 1, wobei die erste Speichereinheit in dem virtuellen Speichersystem (402; 822) eine Seite
(832) ist, die separat in primären Speicher geladen werden kann.

15. Ausführungs-Engine (322), die in Funktion Vorgänge an einem Objekt einer Objektklasse (312; 722) durchführen
kann, die durch eine Objektklassen-Definition definiert wird und in einem virtuellen Speichersystem (402; 822)
resident ist, das Einheiten aufweist, die separat aus sekundärem Speicher (434; 834; 1306; 1406) in primären
Speicher (424; 832; 1304; 1404) geladen werden können, wobei die Ausführungs-Engine umfasst:

eine Einrichtung zum Empfangen einer Anforderung von Software zum Laden des Objektes der Objektklasse;
eine Einrichtung zum Führen von Informationen über eine Vielzahl von Datenelementen der Objektklasse, wobei
die Informationen Metadaten umfassen, die anzeigen, dass die Vielzahl von Datenelementen in mehreren
verschiedenen Einheiten innerhalb des virtuellen Speichersystems zu positionieren sind; und
eine Einrichtung zum Anordnen der Vielzahl von Datenelementen des Objektes der Objektklasse innerhalb
mehrerer Speichereinheiten in dem virtuellen Speichersystem entsprechend den Metadaten über die Vielzahl
von Datenelementen der Objektklasse, wobei die Einrichtung zum Anordnen in Funktion die Metadaten, die
Informationen über die Datenelemente anzeigen, in Reaktion auf die Anforderung zum Anordnen konsultiert; und
eine Klassendefinition (732; 804) der Objektklasse mit Metadaten dekoriert wird, die eine Vielzahl nicht über-
schneidender Gruppen anzeigen, in denen die Datenelemente positioniert worden sind.
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16. Ausführungs-Engine (322) nach Anspruch 15, wobei die Einrichtung zum Anordnen ein Klassenlader (class loader)
(326) ist, der in Funktion eine Layout-Direktive empfangen kann, die ein explizites Layout, ein sequentielles Layout
oder ein automatisches Layout vorgibt, wobei es das automatische Layout der Ausführungs-Engine überlässt, die
Datenelemente in jeder beliebigen Reihenfolge und an jeder beliebigen Position anzuordnen, das explizite Layout
die Ausführungs-Engine veranlasst, die Datenelemente an bereitgestellten Offset-Positionen zu positionieren, und
das sequentielle Layout die Ausführungs-Engine veranlasst, die Datenelemente in einer bereitgestellten Ordnung
zu positionieren, ohne Offsets vorzugeben.

17. Ausführungs-Engine nach Anspruch 15, wobei die Einheiten des virtuellen Speichersystems Seiten einer festen
Größe sind.

18. Ausführungs-Engine nach Anspruch 15, die des Weiteren umfasst:

eine Einrichtung zum Sammeln von Profilierungs-Informationen, die Speicherreferenzen auf Datenelemente
während der Ausführung der Software anzeigen;
wobei die Einrichtung zum Anordnen in Funktion die Profilierungs-Informationen konsultieren kann, die Spei-
cherreferenzen auf Datenelemente während der Ausführung der Software anzeigen, um zu bestimmen, wie
die Vielzahl von Datenelementen angeordnet werden.

19. Computerlesbares Medium, das eine Datenstruktur umfasst, die anzeigt, wie eine Vielzahl von Datenelementen,
die durch eine Objektklassen-Definition einer Objektklasse (312; 722) definiert werden, in einem virtuellen Spei-
chersystem (402; 822) bei Laufzeit eines Objektes anzuordnen sind, wobei das Objekt eine Instanz der Objektklasse
ist, das Speichersystem separat ladbare Einheiten unterstützt und die Datenstruktur umfasst:

für die Objektklasse ein Layout-Direktivenfeld, das anzeigt, ob Layout der Datenelemente der Objektklasse
entsprechend einem in der Datenstruktur vorgegebenen Schema durchzuführen ist; und
für wenigstens zwei Datenelemente der Objektklasse ein Gruppierungsfeld, das eine Gruppe anzeigt, zu der
Datenelemente bei Laufzeit zu positionieren sind, wobei das Gruppierungsfeld für ein erstes wenigstens eines
Datenelement der Objektklasse anzeigt, dass das erste wenigstens eine Datenelement der Objektklasse bei
Laufzeit in einer ersten Gruppe zu positionieren ist, die in einer ersten Einheit (424; 832; 1304; 1404) des
Speichersystems resident ist, und das Gruppierungsfeld für ein zweites wenigstens eines Datenelement der
Objektklasse anzeigt, dass das zweite wenigstens eine Datenelement der Objektklasse bei Laufzeit in einer
zweiten Gruppe zu positionieren ist, die in einer zweiten Einheit (434; 834; 1306; 1406) des Speichersystems
resident ist, die separat von der ersten Einheit geladen werden kann; wobei
eine Klassendefinition (732; 804) der Objektklasse mit Metadaten dekoriert wird, die eine Vielzahl nicht über-
schneidender Gruppen anzeigen, in denen die Datenelemente positioniert worden sind.

20. Datenstruktur nach Anspruch 19 in einem Satz von Datenstrukturen zum Anzeigen von Daten-Layout,
wobei die Objektklasse eine erste Objektklasse ist und die Datenstruktur einen Eintrag für eine zweite Objektklasse
umfasst, das Layout-Direktivenfeld so definiert ist, dass es Werte für ein automatisches Layout, ein explizites Layout
und ein sequentielles Layout aufnimmt, das automatische Layout der Ausführungs-Engine überlässt, die Datene-
lemente in jeder beliebigen Reihenfolge und an jeder beliebigen Position anzuordnen, das explizite Layout bewirkt,
dass die Ausführungs-Engine die Datenelemente an bereitgestellten Offset-Positionen positioniert, und das sequen-
tielle Layout die Ausführungs-Engine veranlasst, die Datenelemente in einer bereitgestellten Ordnung zu positio-
nieren, ohne Offsets vorzugeben.

21. Datenstruktur nach Anspruch 19, wobei das Gruppierungsfeld Datenelemente der Klasse entsprechend ihrer zeit-
lichen Affinität zueinander gruppiert, die durch Berechnen einer Affinitäts-Matrix für die Datenelemente bestimmt
wird, die Affinitäts-Matrix anzeigt, welche Datenelemente zeitlich nahe zueinander referenziert werden, und die
Affinitäts-Matrix in einen Spannbaum minimaler Kosten umgewandelt wird.

22. Datenstruktur nach Anspruch 19, wobei das Gruppierungsfeld Datenelemente der Klasse danach gruppiert, wie oft
die Datenelemente in dem Speicher bei Profilierung referenziert wurden.

Revendications

1. Dans un ordinateur (302), procédé d’arrangement d’une pluralité d’éléments de données d’une classe d’objets (312 ;
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722) dans un système de mémoire virtuel (402 ; 822) comportant des unités qui peuvent être chargées séparément
d’une mémoire secondaire (434 ; 834 ; 1306 ; 1406) dans une mémoire primaire (424 ; 832 ; 1304 ; 1404), le procédé
comprenant :

la consultation de métadonnées qui indiquent comment les éléments de données de la classe d’objets doivent
être groupés en une pluralité de groupes séparés comprenant un premier groupe et un deuxième groupe ;
en réponse à ladite consultation de métadonnées qui indiquent comment les éléments de données de la classe
d’objets doivent être groupés en une pluralité de groupes séparés comprenant un premier groupe et un deuxième
groupe, l’attribution d’emplacements de mémoire pour des éléments de données du premier groupe au sein
d’une première unité de mémoire dans le système de mémoire virtuel ; et
en réponse à ladite consultation de métadonnées qui indiquent comment les éléments de données des objets
doivent être groupés en une pluralité de groupes séparés comprenant un premier groupe et un deuxième
groupe, l’attribution d’emplacements de mémoire pour des éléments de données du deuxième groupe au sein
d’une deuxième unité de mémoire dans le système de mémoire virtuel qui peut être chargée en mémoire
primaire séparément de la première unité,
dans lequel une définition de classe (732 ; 804) de la classe d’objets est décorée à l’aide de métadonnées
indiquant une pluralité de groupes non entrecoupés où les éléments de données ont été placés.

2. Procédé selon la revendication 1, comprenant en outre :

la génération des métadonnées pour indiquer que les éléments de données de l’objet qui présentent une plus
grande affinité réciproque dans le temps doivent être groupés dans le premier groupe et les éléments de données
qui présentent une moindre affinité réciproque dans le temps doivent être groupés dans le deuxième groupe.

3. Procédé selon la revendication 2, comprenant en outre :

la génération de données de profil en enregistrant combien de références de mémoire ont été faites à des
éléments de données de l’objet durant des périodes successives, et le stockage desdites données de profil
sous forme de vecteurs temporels ;
dans lequel la génération des métadonnées comprend le calcul d’une matrice d’affinité sur base des données
de profilage ; dans lequel la matrice d’affinité indique quels éléments de données sont référencés à proximité
les uns des autres dans le temps ; dans lequel la matrice d’affinité pour les éléments de données est traitée en
calculant un produit scalaire des vecteurs temporels.

4. Procédé selon la revendication 3, comprenant en outre la génération des données de profilage dans une base de
données (632) selon un procédé comprenant :

la maintenance de compteurs indiquant combien de références de mémoire ont été faites à des éléments de
données de l’objet durant des observations successives ;
l’ajout des compteurs à un compteur général ; et
l’écriture d’un enregistrement dans la base de données chaque fois qu’il est déterminé qu’un débordement du
compteur général est probable, sur base d’une extrapolation de la tendance temporelle des comptages.

5. Procédé selon la revendication 3, comprenant en outre :

la transformation de la matrice d’affinité en une matrice de coût représentant un graphe des éléments de
données ;
la construction d’un arbre couvrant de coût minimum pour le graphe ; et
le parcours de l’arbre couvrant de coût minimum pour déterminer comment les éléments de données de la
classe d’objets doivent être groupés dans la pluralité de groupes séparés.

6. Procédé selon la revendication 1 dans lequel la pluralité de groupes séparés comprend plus de deux groupes, le
procédé comprenant en outre :

en réponse à ladite consultation de métadonnées qui indiquent comment les éléments de données de la classe
d’objets doivent être groupés en une pluralité de groupes séparés comprenant plus de deux groupes, l’attribution
d’emplacements de mémoire pour des éléments de données de groupes autres que le premier groupe et le
deuxième groupe au sein d’unités de mémoire respectives dans le système de mémoire virtuel qui peuvent
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être chargées séparément de la première unité de mémoire et de la deuxième unité de mémoire.

7. Procédé selon la revendication 1, comprenant en outre :

sur base de données de profil de l’objet, la génération des métadonnées pour indiquer que des éléments de
données de l’objet référencés plus fréquemment doivent être groupés dans le premier groupe et des éléments
de données référencés moins fréquemment doivent être groupés dans le deuxième groupe.

8. Procédé selon la revendication 7, comprenant en outre :

la mise en ordre des éléments de données selon le nombre de fois où ils sont référencés en mémoire durant
le profilage ; et
la répartition des éléments de données dans le premier groupe et le deuxième groupe sur base d’un seuil.

9. Procédé selon la revendication 8, comprenant en outre :

le calcul d’un nombre moyen de références observées durant le profilage ; dans lequel le seuil est le nombre
moyen de références.

10. Procédé selon la revendication 8, comprenant en outre :

le calcul d’un nombre moyen de références observées durant le profilage ;
la réception d’un nombre spécifié représentant un multiple désiré d’une moyenne ; dans lequel le seuil est le
multiple désiré multiplié par le nombre moyen de références.

11. Procédé selon la revendication 8, comprenant en outre :

la réception d’un nombre spécifié de références de mémoire indicatives d’un nombre seuil désiré de références
de mémoire observées durant le profilage ; dans lequel le seuil est le nombre seuil désiré de références de
mémoire.

12. Procédé selon la revendication 8, comprenant en outre :

le calcul d’un écart-type pour un nombre de références observées durant le profilage ;
la réception d’un nombre spécifié représentant un multiple désiré de l’écart-type ; dans lequel le seuil est le
multiple désiré multiplié par l’écart-type.

13. Procédé selon la revendication 1, dans lequel les éléments de données du premier groupe sont attribués à un
ensemble d’adresses contiguës dans le système de mémoire virtuel (402 ; 822).

14. Procédé selon la revendication 1, dans lequel la première unité de mémoire dans le système de mémoire virtuel
(402 ; 822) est une page (832) qui peut être chargée séparément dans la mémoire primaire.

15. Moteur d’exécution (322) utilisable pour mettre en oeuvre des opérations sur un objet d’une classe d’objets (312 ;
722) définie par une définition de classe d’objets et résidant dans un système de mémoire virtuel (402 ; 822)
comportant des unités qui peuvent être chargées séparément en mémoire primaire (424 ; 832 ; 1304 ; 1404) à partir
de la mémoire secondaire (434 ; 834 ; 1306 ; 1406), le moteur d’exécution comprenant :

un moyen de réception d’une demande provenant d’un logiciel pour charger l’objet de la classe d’objets ;
un moyen de maintenance d’information concernant une pluralité d’éléments de données de la classe d’objets,
dans lequel l’information comprend des métadonnées qui indiquent la pluralité d’éléments de données à placer
sur différentes unités d’une pluralité au sein du système de mémoire virtuel ; et
un moyen d’arrangement de la pluralité d’éléments de données de l’objet de la classe d’objets au sein d’une
pluralité d’unités de mémoire dans le système de mémoire virtuel conformément aux métadonnées concernant
la pluralité d’éléments de données de la classe d’objets, dans lequel le moyen d’arrangement est fonctionnel
pour consulter les métadonnées qui indiquent de l’information concernant les éléments de données en réponse
à la demande d’arrangement ;
dans lequel une définition de classe (732 ; 804) de la classe d’objets est décorée à l’aide de métadonnées
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indiquant une pluralité de groupes non entrecoupés dans lesquels les éléments de données ont été placés.

16. Moteur d’exécution (322) selon la revendication 15 dans lequel ledit moyen d’arrangement est un chargeur de classe
(326) utilisable pour recevoir une directive d’agencement spécifiant un agencement explicite, un agencement sé-
quentiel ou un agencement automatique ; dans lequel l’agencement automatique laisse le moteur d’exécution ar-
ranger les éléments de données dans un ordre quelconque et à un emplacement quelconque ; l’agencement explicite
commande au moteur d’exécution de placer les éléments de données à des emplacements déportés fournis ; et
l’agencement séquentiel commande au moteur d’exécution de placer les éléments de données dans un ordre fourni,
sans spécifier les déportements.

17. Moteur d’exécution selon la revendication 15 dans lequel les unités du système de mémoire virtuel sont des pages
de taille fixe.

18. Moteur d’exécution selon la revendication 15, comprenant en outre :

un moyen de collecte d’information de profilage indiquant des références de mémoire à des éléments de données
durant l’exécution du logiciel ;
dans lequel ledit moyen d’arrangement est utilisable pour consulter l’information de profilage indiquant des
références de mémoire à des éléments de données durant l’exécution du logiciel pour déterminer comment
arranger la pluralité d’éléments de données.

19. Support lisible par un ordinateur comprenant une structure de données pour indiquer comment une pluralité d’élé-
ments de données définis par une définition de classe d’objets d’une classe d’objets (312 ; 722) doit être arrangée
dans un système de mémoire virtuel (402 ; 822) lors de l’exécution d’un objet, dans lequel l’objet est une instance
de la classe d’objets, dans lequel le système de mémoire prend en charge des unités qui peuvent être chargées
séparément, la structure de données comprenant :

pour la classe d’objets, un champ de directive d’agencement indiquant si l’agencement des éléments de données
de la classe d’objets doit ou non être mis en oeuvre conformément à un schéma spécifié dans la structure de
données ; et
pour au moins deux éléments de données de la classe d’objets, un champ de groupement indiquant un groupe
dans lequel des éléments de données doivent être placés lors de l’exécution, dans lequel le champ de grou-
pement pour un premier au moins un élément de données de la classe d’objets indique que ledit premier au
moins un élément de données de la classe d’objets doit être placé dans un premier groupe qui réside dans une
première unité (424 ; 832 ; 1304 ; 1404) du système de mémoire lors de l’exécution, et le champ de groupement
pour un deuxième au moins un élément de données de la classe d’objets indique que ledit deuxième au moins
un élément de données de la classe d’objets doit être placé dans un deuxième groupe qui réside dans une
deuxième unité (434 ; 834 ; 1306 ; 1406) du système de mémoire qui peut être chargée séparément de la
première unité lors de l’exécution ;
dans lequel une définition de classe (732 ; 804) de la classe d’objets est décorée à l’aide de métadonnées
indiquant une pluralité de groupes non entrecoupés dans lesquels les éléments de données ont été placés.

20. Structure de données selon la revendication 19 dans un ensemble de structures de données pour indiquer un
agencement de données, dans laquelle la classe d’objets est une première classe d’objets et la structure de données
comprend une entrée pour une deuxième classe d’objets, dans laquelle le champ de directive d’agencement est
défini pour recevoir des valeurs pour un agencement automatique, un agencement explicite et un agencement
séquentiel ; dans laquelle l’agencement automatique laisse le moteur d’exécution arranger les éléments de données
dans un ordre quelconque et à un emplacement quelconque ; l’agencement explicite commande au moteur d’exé-
cution de placer les éléments de données à des emplacements déportés fournis ; et l’agencement séquentiel com-
mande au moteur d’exécution de placer les éléments de données dans un ordre fourni, sans spécifier les déporte-
ments.

21. Structure de données selon la revendication 19, dans laquelle le champ de groupement regroupe des éléments de
données de la classe conformément à leur affinité réciproque dans le temps tel que déterminé en calculant une
matrice d’affinité pour les éléments de données, ladite matrice d’affinité indiquant quels éléments de données sont
référencés à proximité les uns des autres dans le temps ; et en transformant la matrice d’affinité en un arbre couvrant
de coût minimum.
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22. Structure de données selon la revendication 19, dans laquelle le champ de groupement regroupe des éléments de
données de la classe conformément au nombre de fois où les éléments de données ont été référencés en mémoire
durant le profilage.
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