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Description

1 Field

[0001] This invention provides a method and apparatus for rapidly determining whether a particular piece of data is
present in a reduced-redundancy computer data storage system.

2 Background

[0002] Conventional data storage systems, such as conventional file systems, organise and index pieces of data by
name. These conventional systems make no attempt to identify and eliminate repeated pieces of data within the collection
of files they store. Depending on the pattern of storage, a conventional file system might contain a thousand copies of
the same megabyte of data in a thousand different files.
[0003] A reduced-redundancy storage system reduces the occurrence of duplicate copies of the same data by parti-
tioning the data it stores into subblocks and then detecting and eliminating duplicate subblocks. A method for partitioning
data into subblocks for the purpose of communication and storage is described in US Patent #5,990,810 by Ross Williams
(also the inventor of the invention described here). Also of background relevance is US Patent Application 2006/0282457,
Ross Williams, "Method for Storing Data with Reduced Redundancy Using Data Clusters", filed March 10, 2006 and US
Patent Application 2006/0271540, Ross Williams, "Method for Indexing in a Reduced-Redundancy System", filed March
10, 2006.
[0004] In a reduced-redundancy computer storage system, each BLOB (Binary Large Object - a finite sequence of
zero or more bytes (or bits)) is represented as a sequence of subblocks from a pool of subblocks.
[0005] Figure 1 (prior art) shows a pool of subblocks 10 indexed by a subblock index. By maintaining an index of
subblocks 12, a storage system can determine whether a new subblock is already present in the storage system and,
if it is, determine its location. The storage system can then create a reference to the existing subblock rather than storing
the same subblock again. Figure 2 shows how the representations of two different BLOBs 20, 22 can both refer to the
same subblocks in the pool 24, thereby saving space. This sharing enables the storage system to store the data in less
space than is taken up by the original data.
[0006] The subblock index 26 should contain an entry for each subblock. Each entry provides information to identify
the subblock (distinguish it from all others) and information about the location of the subblock within the subblock pool.
These entries can consume a significant amount of space. For example, if 128-bit (16 byte) hashes (of subblocks) were
used as subblock identifiers, and 128-bit (16 byte) subblock storage addresses were used as addresses, then the size
of each entry would be 32 bytes. If the mean subblock length were 1024 bytes, then this would mean that the index
would be about 3% of the size of the data actually stored. This would mean that a storage system containing one terabyte
would require a subblock index of about 30 Gigabytes (3% of 1TB).
[0007] The requirement to maintain an index, whose size is of the order of 3% of the size of the store, would not matter
much if the index could be stored on disk. However, in reduced-redundancy storage systems, the index can be referred
to very frequently, as each new BLOB to be stored must be divided into subblocks, and many of the subblocks (or their
hashes) looked up in the index. If the mean subblock length is 1024 bytes, then storage of a twenty megabyte block of
data may require dividing the data into about 20,480 subblocks and then performing an index lookup on each subblock.
If the index is on disk, then this may involve at least 20,000 random access seek operations, which is far slower than
the same number of memory accesses. If the index is held in memory instead of disk, then the system will run much
faster. However, memory (RAM) is far more expensive than disk space, and the requirement that the RAM/ disk ratio
be of the order of 3% can be onerous for large stores.
[0008] The present invention provides an indexing method that consumes far less memory than the system just
described that holds the entire index in memory.
[0009] US 5,990,810 discloses a method and apparatus for detecting common spans within one or more data blocks
by partitioning the blocks into subblocks and searching the group of subblocks (or their corresponding hashes) for
duplicates. Blocks can be partitioned into subblocks with subblock boundaries at fixed positions, data-dependent posi-
tions, or with multiple overlapping subblocks. By comparing the hashes of subblocks, common spans of one or more
blocks can be identified without ever having to compare the blocks or subblocks themselves. This leads to an incremental
backup system that backs up changes rather than changed files, a utility that determines the similarities and differences
between two files, a file system that stores each unique subblock at most once, and a communications system that
eliminates the need to transmit subblocks already possessed by the receiver.
[0010] Hector Garcia-Molina, et. al., "Database Systems: The Complete Book", 2002, ISBN: 0130980439, pages
702-709 describes motivation for bitmap indexes, compressed bitmaps, operating on run-length-encoded bit-vectors
and managing bitmap indexes.
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3 Summary

[0011] The invention is defined in the attached independent claims, to which reference should now be made. Further,
preferred features may be found in the sub claims appended thereto.
[0012] The first observation is that it is very much more important to lookup the index quickly when a subblock is not
present in the store than when it is present. This is because, for actual data, most index lookups are for absent subblocks
(subblocks not in the store). This in turn is because present ("matching") subblocks (i.e. subblocks in the store) often
occur in runs 40.
[0013] Figure 4 shows how a BLOB that is being stored can be modelled as an alternating sequence of matching
("present") and non-matching ("absent") runs of subblocks 42.
[0014] Figure 3 shows how two different BLOBs 30, 32 can share a run of subblocks. The first BLOB 38 stored
consisted of subblocks ABC. This caused a cluster 31 of subblocks containing subblocks A, B and C to be created in
the pool 36. The second BLOB 39 is then stored. Its first two subblocks W and X are absent from the store so they are
placed in a cluster (in this example, a new cluster 33). However, the next three subblocks are a run of subblocks ABC
that are already in the store in the same order. This causes the representation of the second BLOB to refer to the entire
run of matching subblocks A, B and C. While subblocks W and X must be looked up in the index, once the fact that
subblock A has been detected as already being in the store, and once it has been found in a cluster, matching B and C
can easily be performed without referring to the index.
[0015] Once a subblock to be stored has been discovered to be already present in the store, it is likely that the next
several (maybe even several hundred) subblocks will also be present and will be found immediately following the matching
subblock. As such, the rest of the run of matching subblocks can be stored without looking up the index. Each incoming
subblock can be compared with the next subblock in the matching run of subblocks without reference to the index. The
index is only required again when the matching run ends.
[0016] In contrast, during a run of absent subblocks (i.e. subblocks that are not in the store) an index lookup must be
performed for every single subblock (unless some duplication of subblocks in the store is to be tolerated).
[0017] This analysis suggests that, regardless of the level of redundancy of the data, most index lookup operations
will be of subblocks that are not present in the store. So the present invention focuses on optimising these lookups.
[0018] A second observation is that lookups that fail require no further information from the index. If a subblock is
present, the index yields a storage location for the subblock. However, if a subblock is absent, no further information is
required; the subblock can simply be written to a cluster in the store and indexed. It follows that, for the vast majority of
index lookups, the only requirement of the index is that it confirm that a subblock is absent.
[0019] The third observation is that there is no need to make the index lookup of every absent subblock fast (particularly
with respect to memory vs disk accesses). So long as most of the lookups can be made fast, then the speed of the index
will be vastly improved.
[0020] All these observations are taken into account in the present invention which eliminates the need to hold the
whole index in memory.
[0021] In an aspect of the invention, the index resides on disk and a bitfilter 130 is maintained in memory. The bitfilter
is an array of bits, which commences as all ’0’s. When each subblock 132 is stored, its content is hashed 134 to yield
a position in the bitfilter and the bit there is set to ’1’. If the bit is already ’1’, it remains as ’1’. Positions within the bitfilter,
to which no subblock maps, remain ’0’. Figure 13 shows how four subblocks might be hashed to four locations in the
bitfilter. Opposite digital values could be used, with ’1’ being used for convenience as a predetermined bit value.
[0022] As most embodiments are likely to hash subblocks (using a cryptographic hash) anyway (e.g. for comparison
purposes), it is simple to use the subblock’s hash as a basis for a secondary hash into the bitfilter. Figure 5 depicts this
two-step process. For example, if the bitfilter had 1024 bits, a subblock 50 could be hashed 52 using an MD5 hash
algorithm to a 128-bit hash and the first ten bits of the hash used to form an index into the bitfilter 54 from 0 to 1023.
Figure 14 depicts a more general embodiment where the first hash 140 is either non-cryptographic or cryptographic,
and where the bitfilter hash function 142 may consist of a modulo operation on part or all of the result of the first hash.
[0023] The result of setting bits in the bitfilter this way is that the bitfilter will contain a record of the subblocks stored.
This record will be lossy (unless the bitfilter contains at least one bit for each possible hash). For any practical bitfilter
size, this means that some of the incoming subblocks map to the same bit. This means that if two subblocks 60, 62, one
present and one absent, map to the same bit 164, and that bit is turned on 166, then a lookup of the absent subblock
will incorrectly indicate that the subblock is present. Figure 6 depicts such a collision. These bitfilter collisions do not
threaten correctness because, if a subblock is hashed to a position and a ’1’ found there, the index is then looked up to
see if the subblock really is there.
[0024] The likelihood of a new subblock colliding with an existing subblock in the bitfilter is the same as the density of
the bitfilter (number of ’1’ bits divided by the total number of bits), which, for a sparse bitfilter, is about the same as the
ratio of stored subblocks to the number of bits in the bitfilter. The density will be denoted 1/D. As the size of the bitfilter
is a design choice, so is the density, and so it is possible to lower the chance of subblock "collisions" to any desired
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level. Collisions can still occur though, as, in any practical embodiment, the number of bits in the bitfilter will be less than
the number of possible subblock hash values.
[0025] The bitfilter does, however, retain one important certainty. If a subblock is hashed to a bit in the bitfilter, and
the bit is ’0’, then it is certain that the subblock is absent from the store. This is a critical property because the data
structure provides certainty in the most common case - that of an absent subblock.
[0026] In summary, the index resides on disk, but the bitfilter resides in memory. Data to be stored is divided into
subblocks using a partitioning method and the first subblock is looked up in the bitfilter. If the bit is ’0’, then the subblock
is certainly absent from the store and can be written to the store and indexed (and its bitfilter bit set to ’1’). If the bit is
’1’, then the subblock may or may not be present in the store; the index on disk can then be consulted to be sure. If the
subblock is present, there is a matching run of one or more subblocks. As each matching run requires just one index
lookup (for the first subblock in the run), and as each absent subblock requires an index lookup with probability 1/D (the
bitfilter density), then so long as the density is kept low, the index will be required relatively rarely.
[0027] A remaining issue is the updating of the index, for even if a subblock’s bit is ’0’, the subblock still has to be
added to the index. The obvious approach of performing a random access read and write to the index on disk for each
subblock is clearly inefficient.
[0028] In a further aspect of the invention, the bitfilter is combined with a memory-resident 120 index entry write
buffer. When a subblock is added to the index, it is instead added to the buffer 122. This is much faster than performing
a random access write to the index on disk 124. Figure 12 depicts the relationship between the bitfilter 126, the index
entry write buffer 122, and the subblock index 128.
[0029] When the buffer becomes sufficiently full, it is flushed 121 to the disk 124 index 128 by sorting the entries in
the buffer (or having kept them sorted) and then performing a single sequential pass through the index in which the next
section of the index is read into memory, the entries in the buffer that fall in that section are merged in, and then the
section is written back out to the index on disk. In this way, hundreds of random access read/write IO operation pairs
are converted to a single sequential read operation and a single sequential write operation (which are faster than random
access operations) without having to hold the entire index in memory.
[0030] As the contents of the unflushed buffer effectively form part of the index, it should be searched whenever the
index is searched. However, this will not slow the system down, as the buffer is in memory.
[0031] One issue with this buffering approach is that, when the buffer is full, everything stops while it is flushed. This
is a disadvantage in real-time systems. In a further aspect of the invention, the index 70 and the buffer 72 are split into
sections and each section is buffered separately (Figure 7). This eliminates the need to flush the entire buffer all at once.
In a further aspect of the invention, the bitfilter is similarly divided into corresponding sections.
[0032] In a further aspect of the invention, the bitfilter is compressed using a bitfilter compression method. This can
provide a huge reduction in memory consumption, particularly if the bitfilter density is low.
[0033] In a further aspect of the invention, the subblock index is looked up only if the bitfilter yields a ’1’ for at least T
consecutive subblocks of the data being stored, where T is a positive integer threshold. Setting T=1 is the normal case.
Setting T to higher values causes all matching runs of subblocks less than T subblocks long to be duplicated in the store
as if they were absent subblocks, but speeds up subblock storage and reduces fragmentation. If 1/D is the density of
the bitfilter, then setting T=2 will reduce the probability of a "false positive" (in which a subblock hashes to a ’1’ bit in the
bitfilter but is then found to be absent from the store) from 1/D to 1/D2.
[0034] In a further aspect of the invention, with T set to a value above one, only every T’th subblock is indexed, but
every subblock (not in a matching run) is looked up in the bitfilter (and, if there is a ’1’ bit there, the index is also accessed).
If the subblock is present in the store, the T-1 subblocks in the store that precede the matching subblock are compared
to the subblocks preceding the matching subblock and if there is a match, these are combined in as part of the matching
run. Figure 18 depicts an example for T=3 where a BLOB BLOB1 180 has been stored with only every third subblock
being indexed. When BLOB2182 is stored, each of its subblocks is looked up in the bitfilter. If the result for a subblock
is 1184, the subblock is looked up in the index and, if the subblock is determined to be present in a cluster 186, a search
188 for adjacent matching subblocks proceeds both backwards and forwards from the matching subblock. In this example,
subblocks B and C in BLOB2 appeared in BLOB1 and are already in the store, but the match is not detected when they
are processed (for BLOB2) because subblocks B and C were not indexed (and added to the bitfilter) when BLOB1 was
stored. However, when subblock D is looked up in the bitfilter, the result is a 1 (because it was indexed when BLOB1
was stored) and so subblock D is looked up in the index and found in the cluster in the subblock pool. With this match
of subblock D established, a search is performed backwards (up to T-1 (in this case 2) subblocks) and it is discovered
that subblocks B and C match. A search forward from subblock D also reveals that subblock E matches, but subblock
Y does not. The final result is that a match of the run of subblocks BCDE is made.

4 Terminology

[0035] Absent Subblock: A subblock that is not present in the store.
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[0036] Bitfilter: An array of bits used to record the presence or absence of subblocks.
[0037] Bitfilter Collision: A bitfilter collision occurs when more than one subblock that is stored in a store hashes to
the same bitfilter position.
[0038] Bitfilter Density: A value in the range [0,1] being the number of ’1’ bits in the bitfilter divided by the total number
of bits in the bitfilter.
[0039] BLOB (Binary Large OBject): This is a finite sequence of zero or more bytes (or bits) of data. Despite its
name, a BLOB is not necessarily large; a BLOB could be as small as a few bits or as large as gigabytes.
[0040] BLOB Fragmentation: The extent to which storage of a BLOB is scattered throughout the storage system.
[0041] Buffer: See Index Entry Write Buffer.
[0042] Collision: See Bitfilter Collision.
[0043] Cryptographic Hash: A hash function that has been engineered to be computationally infeasible to invert.
[0044] Density: See Bitfilter Density.
[0045] Disk: A random access storage medium used by computers. Typically, the term refers to spinning platters of
metal holding magnetised data (hard disks). In the context of this document, the term may more broadly be taken to
mean a random access storage medium that is significantly slower than Memory.
[0046] False Positive: A false positive occurs when an absent subblock hashes to a position in the bitfilter that holds
a ’1’.
[0047] Hash: A fixed-length sequence of bytes (or bits) generated by a hash algorithm. Hashes of subblocks may be
used as representatives of the subblocks to index and compare subblocks.
[0048] Hash Algorithm: An algorithm that accepts a finite sequence of bytes (or bits) and generates a finite sequence
of bytes (or bits) that is highly dependent on the input sequence. Typically a hash algorithm generates output of a
particular fixed length. Hash algorithms can be used to test to see if two sequences of data might be identical without
having to compare the sequences directly. Cryptographic hashes practically allow one to conclude that two subblocks
are identical if their hashes are identical.
[0049] Hash of Subblock: See Subblock Hash.
[0050] Index: See Subblock Index.
[0051] Index Buffer: See Index Entry Write Buffer.
[0052] Index Entry: A record in the subblock index. In some embodiments an index record contains an index key and
an index value. In some embodiments an index record contains part of an index key and an index value. In some
embodiments an index record contains just an index value. In some embodiments an index record contains no value
and some or all of a key. Index Entry Write Buffer: A buffer in memory that holds zero or more recently added index
entries that form part of the subblock index, but which have not yet been written to the index on disk.
[0053] Index Key: The information about a subblock provided to the subblock index in order to retrieve information
about the subblock. In some embodiments, the information is retrieved by locating and reading an index entry.
[0054] Index Lookup: An operation that maps a subblock (or a subblock’s hash) to an index entry. The index entry
provides information about the location of the subblock on disk.
[0055] Index Value: The information yielded about a subblock by the index when the subblock (or a derivative of the
subblock, an example of which is its hash) is looked up in the index. In some embodiments, the value consists of the
location of the subblock on disk. In other embodiments there may be no value if the sole purpose of the index is to record
the presence or absence of a key.
[0056] Memory: A random access storage medium used by computers, typically referring to Random Access Memory
(RAM). In the context of this document, the term may more broadly be taken to mean a random access storage medium
that is significantly faster than Disk.
[0057] Partitioning Method: A method for dividing a BLOB into one or more subblocks such that every byte (or bit)
in the BLOB falls within exactly one subblock.
[0058] Present Subblock: A subblock that is present within the store.
[0059] Reduced-Redundancy Store: A storage system that eliminates, in its representation of data, some of the
duplicated data within the set of data that it stores.
[0060] Store: See Reduced-Redundancy Store.
[0061] Subblock: A sequence of bytes (or bits) that has been identified as a unit for the purpose of indexing, comparison
and/or redundancy elimination. A BLOB may be partitioned into subblocks.
[0062] Subblock Hash: The result of applying a hash algorithm to a subblock. Hashes of subblocks may be used, for
example, as representatives of the subblocks to index and/or compare the subblocks.
[0063] Subblock Index: A data structure that maps (or otherwise associates) a subblock’s hash (or the subblock
itself) to the location of the subblock (e.g., without limitation, a cluster number (and possibly also a subblock identifier)).
[0064] Subblock Pool: A collection of subblocks in a reduced-redundancy storage system.
[0065] Write Buffer: See Index Entry Write Buffer.
[0066] Throughout this specification and the claims that follow, unless the context requires otherwise, the words
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’comprise’ and ’include’ and variations such as ’comprising’ and ’including’ will be understood to imply the inclusion of
a stated integer or group of integers but not the exclusion of any other integer or group of integers.
[0067] The claims that follow in this specification are broad statements of the invention/s disclosed herein and are
incorporated into the body of the specification by reference.
[0068] The reference to any prior art in this specification is not, and should not be taken as, an acknowledgement or
any form of suggestion that such prior art forms part of the common general knowledge.

5 Brief Description of Figures

[0069]

Figure 1 depicts a subblock pool and an index that makes it possible to locate any subblock in the pool (Prior art
from US5,990,180 to Williams).

Figure 2 shows how identification of identical subblocks in two different files allows the files to be stored in less
space by storing the identical subblocks just once.

Figure 3 shows how, once it is determined that the next subblock to be stored is already present in the store, the
next subblocks to be stored and the subblocks in the store that follow the subblock just matched can be compared
without requiring reference to the subblock index.

Figure 4 shows how the subblocks in a BLOB of data may be viewed as comprising of alternating runs of matching
(present) and non-matching (absent) subblocks.

Figure 5 shows how a subblock is mapped to a position in the bitfilter, first by taking its cryptographic hash and
then feeding that into the bitfilter hash function to generate the bitfilter index.

Figure 6 depicts a bitfilter collision in which two subblocks hash to the same position in the bitfilter.

Figure 7 shows how the subblock index can reside on disk with only the bitfilter and the index entry write buffer
residing in memory.

Figure 8 depicts a binary digital search tree each leaf of which contains a hash table which is stored on disk and a
bitfilter and index entry write buffer which are stored in memory.

Figure 9 shows how, when a BLOB is stored, an isolated matching subblock (C) can cause fragmentation in the
representation of the BLOB.

Figure 10 shows how fragmentation can be avoided by choosing to store an isolated subblock (C) in the store twice.

Figure 11 shows the non-linear relationship between the density of a bitfilter and its compressibility. The graph
shows the compressibility of a bitfilter containing 1000 ’1’ bits. The X axis is the total uncompressed size of the
bitfilter and the Y axis is the optimally-compressed size of the bitfilter.

Figure 12 shows the use of an index entry write buffer where a bitfilter and the buffer are held in memory, but the
subblock index itself resides disk.

Figure 13 shows a bitfilter as derived from a set of subblocks in a storage system.

Figure 14 shows how a subblock is mapped to a position in the bitfilter, first by taking its hash and then feeding that
into the bitfilter hash function to generate the bitfilter index.

Figure 15 shows a binary digital search tree keyed on successive bits of the subblock hash, each leaf of which
contains a hash table which is stored on disk and a bitfilter and index entry write buffer which are stored in memory.

Figure 16 shows the process of determining within a sequence of subblocks, the non-existence of contiguous runs
of T present subblocks for a sequence of subblocks.
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Figure 17 shows the division of a BLOB into subblocks by a partitioning method, the hashing of subblock E to a bit
in a bitfilter, the testing of that bit, the setting of the bit to ’1’ if and only if the bit value is ’0’, and the adding of an
entry for E to an index entry buffer.

Figure 18 shows an aspect in which BLOB1 has been stored, but only every third subblock has been indexed. When
BLOB2 is added, each of its subblocks is looked up in the index and when a match is found, the search for matching
blocklets proceeds backwards as well as forwards.

Figure 19 shows how a computer A could maintain a bitfilter that corresponds to the collection of subblocks stored
on a separate computer B. In this example, computer A can use its bitfilter to determine that computer B does not
possess subblock X.

Figure 20 shows how a plurality of N different functions that map a subblock to a position in the bit filter can be used
to set N bits in the bit filter for each subblock.

Figure 21 shows how a subblock is tested by a bit filter where each subblock has set N bits (as in Figure 20). The
subblock is hashed by each of the N functions and the results used to index the bit filter. The resultant bits are
ANDed to yield the lookup result.

Figure 22 shows how an embodiment might be deployed on typical computer hardware. The subblock index digital
search tree resides in memory and disk, but the subblock index hash tables reside only on disk. The bitfilter resides
in memory while the index entry buffers cache entries to be written to the hash tables on disk.

[0070] Specific embodiments of the invention will now be described in some further detail with reference to and as
illustrated in the accompanying figures. These embodiments are illustrative, and are not meant to be restrictive of the
scope of the invention. Suggestions and descriptions of other embodiments may be included within the scope of the
invention but they may not be illustrated in the accompanying figures or alternatively features of the invention may be
shown in the figures but not described in the specification.

6 Detailed Description

6.1 Partitioning Methods

[0071] There are a variety of ways in which data can be partitioned into subblocks. These include fixed-length parti-
tioning (in which the data is divided into N-byte subblocks) and variable-length partitioning in which the data is divided
into variable-length subblocks at positions where the bytes (or bits) near the position satisfy some predetermined con-
straint. A detailed discussion of variable-length partitioning methods can be found in US Patent #5,990,810 by Williams R.

6.2 Hashing Subblocks

[0072] At least two kinds of hashing may be employed.
[0073] First, the storage system hashes subblocks into fixed-length hashes so that the subblocks can be more easily
indexed and manipulated. This hashing operation is preferably performed by a cryptographic hash algorithm so as to
allow secure comparison of subblocks by comparing their hashes. Examples of cryptographic hash algorithms are MD5
(which yields a 128-bit (16 byte) value) and SHA-1 (which yields a 160-bit (20 byte) value).
[0074] Second, the subblock hashes (or perhaps just the subblocks) are hashed into a position in the bitfilter. This
operation does not require cryptographic strength as collisions are expected in the bitfilter, so the hashing can be
performed using one of a variety of methods. One simple method of hashing a subblock to a bitfilter position is to take
K bits (for some K) of the subblock hash and to divide the value by B (the number of bits in the bitfilter) to yield a remainder
(modulo function). This remainder is used as the subblock’s bitfilter position. This method should load the bitfilter fairly
evenly so long as 2K is at least an order of magnitude higher than B.
[0075] If the number of bits in the bitfilter is a power of two, the modulo function can be performed simply by taking
the bottom K bits.

6.3 The Important Property of The Bitfilter

[0076] The most important property of the bitfilter is that if a subblock hashes to a ’1’ bit, the subblock may or may not
be present, but if the subblock hashes to a ’0’ bit, the subblock is definitely not present in the store. It is this certainty
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that makes the bitfilter useful.

6.4 Bitfilter Density and Size

[0077] How big should the bitfilter be? For a given number of ’1’ bits, a larger bitfilter will consume more memory, but
will have a lower density (ratio of ’1’ bits to bits in the bitfilter). A smaller bitfilter will consume less memory, but have a
higher density. So there is a trade-off between memory consumption and bitfilter density.
[0078] Memory consumption is clearly undesirable, as reducing the memory used by reduced-redundancy storage
systems was one of the reasons for introducing the bitfilter in the first place. So the bitfilter shouldn’t be made too large,
or its very size will subvert its purpose.
[0079] The density of the bitfilter is important too because it determines the rate of false positive events. These occur
when a subblock that is not already in the store is hashed into the bitfilter and there is a ’1’ there (because it was set by
some other subblock). When this happens, the store accesses the index on disk to see if the subblock is really present
(and determines that it is absent). If the average density of the bitfilter is a ’1’ bit every D bits, then the false positive rate
will be 1/D.
[0080] The trade off between the false positive rate and memory consumption is one that can only be made in the
light of more information about the specific application, taking into account such factors as the cost of memory and the
mean subblock length.

6.5 Bitfilter Growth

[0081] No matter what size is chosen for the bitfilter, its density will increase over time as subblocks are added to the
index. If the density becomes too high, the size of the bitfilter can be increased to reduce the false positive rate.
[0082] There seems to be no obvious way to increase the size of the bitfilter using only the information in the bitfilter,
as each ’1’ bit does not contain information about the set of one or more subblocks that caused it to be set to ’1’. Instead,
a fresh larger bitfilter can be constructed from the information in the index. This can be performed by preparing a new
larger bitfilter in memory, setting it to all ’0’s, and then performing a single sequential pass through the index, hashing
each entry to a bit in the bitfilter and then setting it to ’1’.
[0083] Even if the pass through the index can be performed sequentially, it is still likely to be a time consuming
operation. In some embodiments, the index can be several gigabytes. Re-reading the entire index, even sequentially,
is unacceptable in systems with real-time deadlines.
[0084] One solution is to prepare the new bitfilter in the background. When the existing bitfilter becomes too dense,
a new, larger bitfilter could be prepared in memory. A background process could read the entire index sequentially and
prepare the new bitfilter. When this operation is complete, the old bitfilter can be discarded. During the process of creating
the new bitfilter, all new subblocks would have to set bits in both the old and new bitfilters so that subblocks arriving
after the start of the operation would still be represented in the new bitfilter. However, part of the solution may cause an
additional spike in memory usage during the changeover.
[0085] A better solution is to divide the index into sections and maintain a separate bitfilter for each section. Then, if
the bitfilter for a particular section becomes too dense, it can be expanded independently of the other section’s bitfilters.
This strategy can work particularly well in synergy with an index that is itself organised for growth, such as an index that
is a tree of hash tables 80. In this case, a bitfilter can be associated with each hash table 82 and split when the hash
table is split. Figure 8 depicts a tree in which each leaf holds its own bitfilter and index 84 entry buffer in memory 88.
On disk 86, there is a hash table 80 corresponding to each leaf. Figure 15 is similar and shows the subblock hash 150
values relative to the binary tree 152.

6.6 Index Entry Write Buffer

[0086] There are a variety of ways to implement the index entry write buffer. It is should be possible to add index
entries to the buffer and in some embodiments there may be a requirement to search the buffer.
[0087] If the buffer corresponds to just a section of the index, it may not be very large. If this is the case, a simple
unordered list could do the job, with a linear search being used to search the index when required. As the buffer is in
memory, a linear search could be reasonably fast.
[0088] If the buffer is larger, its entries may have to be maintained in sorted order, or some kind of tree or hash table
data structure so as to enable them to be searched quickly.
[0089] If the storage system supports the deletion of BLOBs, then it may be necessary for the index entry write buffer
to buffer deletions as well as insertions.
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6.7 False Positives

[0090] One issue with using the bitfilter is "false positives" where a subblock hashes to a ’1’ bit in the bitfilter but where,
upon accessing the index, the subblock is found to be absent from the store. If the density of the bitfilter is 1/D, then
these false positives should arise on average once every D absent subblocks. False positives can cause a random
access read to the index on disk.
[0091] Experiments have shown that the combination of the bitfilter and the index entry write buffer is so effective at
reducing random access disk operations that in systems that are storing significant quantities of fresh data, false positives
start to become one of the limiting factors in system performance. Even with D=100, the random access seek that occurs
on average once per 100 subblocks features prominently in performance analyses.
[0092] The simplest way to reduce this time penalty is to reduce the density of the bitfilter. For example, if D is raised
from 100 to 200, the cost halves. This is a valid option, and can be particularly effective as, though the size of the bitfilter
doubles, the compressed size of the bitfilter increases in size by less than double (because lower entropy bitfilters are
more compressible) (Figure 11).
[0093] Another approach is to increase the mean subblock length. Increasing the mean subblock length (within the
range 1K to 16K) usually improves a variety of performance metrics except the extent of data reduction. For example,
if the mean subblock length is doubled, the bitfilter density halves.

6.8 Skipping Short Matching Runs

[0094] A more interesting approach to reducing false positives is to address them in the context of BLOB fragmentation.
If a BLOB is being stored and its subblocks are not found in the store, the subblocks will typically be written sequentially
to the store. However, the moment a subblock matches, the system must process a run of one or more matching
subblocks. If that run is very short, the representation of the BLOB becomes fragmented for very little reduction in space.
In Figure 9 the representation of BLOB2 90 is split into three parts 91, 92, 93 just because a single subblock C is already
present in the store.
[0095] To avoid small matching runs that increase fragmentation but do not improve storage reduction much, a subblock
matching threshold of T subblocks can be applied. If a matching run (present subblocks) is encountered, but it is of
length T-1 or less subblocks, then the (present) subblocks are duplicated in the store so as to reduce fragmentation.
Figure 10 shows how, by storing subblock C twice, fragmentation is eliminated, and BLOB2100 is represented by
subblocks within a single cluster 102. It is important to note that the motivation for this technique is independent of any
bitfilter false positives. This approach may cause some subblocks to be stored multiple times, but the additional space
used is disk space only, and the technique may reduce fragmentation and thereby decrease BLOB retrieval time.
[0096] If, for defragmentation reasons, a value of threshold T of greater than one subblock (which represents a normal
system) is used, then this scenario can also be used to reduce the cost of false positives. If, for example, T is 2, then if,
following a non-matching subblock, a subblock is encountered that hashes to a ’1’ bit in the bitfilter, then there is no
need to lookup the index unless the next subblock also hashes to a ’1’ bit in the bitfilter. In general, use of a threshold
reduces the (per subblock) probability of false positives from 1/D to (1/D)T. For D=100, this reduces the frequency of
false positives from 1 in 100 to 1 in 10,000 - a very significant decrease.
[0097] Because a subblock that maps to a ’0’ in the bitfilter is guaranteed not to be present in the store, the bitfilter
can be used to exclude all but some runs of T subblocks as candidate runs of T present subblocks. Figure 16 depicts
a sequence of subblocks 160 that are in the process of being stored under a regime in which only contiguous runs of
three (T=3) or more present subblocks are treated specially (i.e. stored as references to already present subblocks).
Each subblock is looked up in the bitfilter 162. Any subblock which maps to a ’0’ cannot be part of a run of T present
subblocks. Thus, the bitfilter assists in the search of contiguous runs of T or more present subblocks by excluding 164
all but a few candidate runs which can be tested more thoroughly by accessing the index.

6.9 Setting Multiple Bits For Each Subblock

[0098] Another method for reducing the false positive rate is to map each subblock 200 to N positions (where N is a
small positive integer) in the bitfilter 202, and set the bits at all N positions. This can be achieved by employing N different
hash functions 204. Figure 20 shows how a single subblock 200 can by hashed by three different hash functions (H1,
H2 and H3) into three positions in the bit filter and cause three bits to be set.
[0099] To test a subblock 210, the subblock is hashed by the N different hash functions 212 and the corresponding
bits in the bit filter looked up. The results are ANDed 214 together to yield a single result bit that is ’0’ if the subblock is
definitely absent 216 and ’1’ if it might be present 218 (Figure 21).
[0100] Setting N bits for each subblock increases the density of the bitfilter by about a factor of N (for a sparse bitmap).
If a million-bit filter with N=1 had 1000 bits set and a density of 0.001, under a regime with N=3, its density would triple
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to approximately 0.003. However, the probability of a false positive would plummet from 0.001 to 0.0033 which is about
2.7 x 10-8. This example shows how increasing N has a linear effect on bit density but an exponential effect on the false
positive rate.

6.10 Bitfilter Compression

[0101] In order to yield a low false positive rate, the bitfilter must be sparse, and if it is sparse, it has low entropy and
is highly compressible. Furthermore, because of the chaotic way in which bits are set in the bitfilter, the bitfilter will
approximate the output of a memoryless binary random number generator with a probability of 1/D of a ’1’ and (D-1)/D
of a ’0’ (where D is the bitfilter density). This means that compression can be performed without having to build complex
models of the data. Most importantly, so long as the density of the bitfilter is known, individual pieces of it can be
compressed independently with no loss of compression (relative to compressing larger pieces of the data).
[0102] The field of compression provides a wide variety of techniques for compressing memoryless binary sources.
The next few sections explore some of these.

6.11 Run-Length Encoding Bitfilter Compression

[0103] One simple technique for compressing bitfilters is run-length encoding in which the bitfilter is represented as
a sequence of numbers being the lengths of the ’0’-bit runs (for sources where ’0’s are more likely than ’1’s). The various
run-length encoding methods differ mainly in the way in which they represent the run lengths.
[0104] One simple form of run-length encoding is to use fixed-width lengths. For example, if we choose a width of one
byte (8-bit lengths), then a run of 47 ’0’ bits followed by a ’1’ bit would be represented by the byte value (decimal) 47.
To allow runs of ’0’ bits longer than 255, the value 255 can be reserved as a special code that means that the four bytes
that follow it are the actual length. This enables the code to represent runs of up to 232-1 ’0’ bits. If it is necessary to be
able to represent even longer runs, then a special code (e.g. FFFFFFFF) could be defined within the four-byte value to
indicate that the real length follows in the following eight bytes. A bit block that ends in a ’0’ can be represented either
by adopting the convention of always truncating the final ’1’ bit, or by storing a length.
[0105] The advantage of choosing bytes as lengths is that they are very easy to load from memory.

6.12 Tanaka and Leon-Garcia Bitfilter Compression

[0106] A particular form of run-length coding by Tanaka and Leon-Garcia provides highly efficient compression while
retaining the simplicity of run-length coding.
[0107] A Tanaka/Leon-Garcia mode-m code maps a run of k ’0’ bits followed by a ’1’ bit (for k=0..2m-1) by the bit
string "1<k in binary as m bits>" and a run of 2m’0’ bits to the bit string "0". Thus a mode 3 code maps bits as follows:

[0108] Tanaka and Leon-Garcia showed that for any binary memoryless source (as chosen by the single parameter
p - the probability of a ’1’ bit), there exists a mode-m code that will compress that source with at least 96% efficiency
relative to its theoretical compressibility. The formula for m is: 

Input Output

00000000 0
1 1000
01 1001

001 1010
0001 1011
00001 1100
000001 1101
0000001 1110
00000001 1111
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[0109] So to compress a block of bits using this method, the ’1’ bits and the total number of bits are counted and the
optimal m calculated and the block coded using the mode m code. The mode of the code m can be stored at the start
of the coded block. More details are provided in Hatsukazu Tanaka and Alberto Leon-Garcia, "Efficient Run-Length
Encodings", IEEE Transactions on Information Theory, 28(6), November 1982, pp.880-890

6.13 Arithmetic Coding of Bitfilters

[0110] Arithmetic coding provides the most space-efficient method to compress a bitfilter, but at some implementation
complexity and possibly a reduction in speed relative to run-length coding. A binary arithmetic code is described by
Langdon and Rissanen in the referenced paper Langdon G.G and Rissanen J.J, "Compression of Black-White Images
with Arithmetic Cording", IEEE Transactions on Communications, 29(6), 1981, pp.858-867.

6.14 Non-Linear Compressibility of Bitfilters

[0111] An interesting aspect of bitfilter compression is that doubling the size of the bitfilter (for a given number of ’1’
bits) will not result in the size of the compressed bitfilter doubling. Instead it will increase in size by a lesser amount.
This is because the density of the doubled bitfilter is half that of the original and the decrease in entropy makes the larger
bitfilter more compressible.
[0112] Figure 11 shows a plot of the relationship between bitfilter density and compressibility for a bitfilter containing
one thousand ’1’ bits. The X axis is the total number of bits in the bitfilter (uncompressed) and, as this is increased, the
entropy of the bitfilter (the lower theoretical bound on its compressed size) increases, but not linearly. At a total size of
2000 bits, where 50% of the bits are ’1’s and 50% ’0’s, the entropy is 2000 bits, but at a total size of 10,000 bits, the
entropy is 4834 bits - less than half of what might be expected (10,000 bits) if there were linear growth in entropy with
bitfilter size for a fixed number of bits.
[0113] This non-linearity can be analysed probabilistically. If the probability of a ’1’ bit is p (and hence the probability
of a ’0’ bit is 1-p) then in theory, each ’0’ bit can be compressed to 

and each ’1’ bit can be compressed to: 

[0114] This means that, on average, each bit in the bitfilter can be compressed to 

and this formula determines the shape of the graph of Figure 11.
[0115] The non-linear compressibility of bitfilters means that the trade-off between the false positive rate (which is
directly related to the bitfilter density) and memory consumption is non-linear, and some thought should be put into the
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trade-off in any particular embodiment. In particular, it is tempting to increase the (uncompressed) size of the bitfilter
because it will reduce the false positive rate linearly, but will increase the space consumed by the bitfilter sub-linearly.

6.15 Bitfilter Division

[0116] As each new subblock arrives, it is looked up in the bitfilter (by hashing it to a bitfilter position) to determine if
the bit is ’0’ or ’1’. If the entire bitfilter is compressed, then the entire bitfilter would have to be decompressed before
each lookup (or at least the part of it before the bit being accessed would have to be decompressed), an operation that
would be time consuming and whose output (the decompressed bitfilter) could be hundreds of times larger than the
compressed bitfilter.
[0117] To avoid having to decompress bits that are not immediately required, the bitfilter can be divided into sections
and each section compressed separately. To lookup an individual bit, only the section containing the bit needs to be
decompressed (or the portion of the section before the bit to be tested). If the index is divided into sections, with a
separate bitfilter for each section, the bitfilters may be small enough not to require further subdivision. Alternatively, it
may be advantageous to subdivide the bitfilter further, solely to reduce the amount of bitfilter that must be decompressed
to access any single bit.
[0118] If the bitfilter is compressed, any technique that sets N bits per subblock will have to decompress about N
sections (and, if setting bits, compress them again too). This decompression will impose a processing cost that might
motivate system designers to keep N low.

6.16 Processing an Absent Subblock

[0119] Figure 17 shows how a single absent subblock 170 (which will often occur within a run of absent subblocks)
is processed in relation to the bitfilter 171 and the index entry write buffer. The diagram follows the processing of a
subblock E that is in the process of being stored as part of the storage of an enclosing BLOB 172. First, subblock E is
hashed 173 to yield a position in the bitfilter and consequently a binary digit, being that position’s contents. If E is absent
from the store (and this section focuses on that case), the bit will be ’0’. Because the subblock is about to be stored, the
bit in the bitfilter is set to ’1’ to record subblock E’s presence. The subblock is then stored 174 somewhere in the storage
system and an index entry prepared 175 that maps the subblock to its storage location. This index entry 176 is added
to the index entry write buffer 177 from which it will later be written to the subblock index 178 on disk 179. An aspect of
this entire process is that (assuming that the contents of subblock E itself are also buffered in memory), the entire process
does not require a single disk access.

6.17 Representations of Remote Storage Systems

[0120] In distributed storage applications and communications applications, an aspect of the invention could be used
to represent the existence of a set of subblocks on a remote computer so as to, for example, determine the need to
transmit subblocks to the remote computer. In general, an aspect of the invention could be used to represent sets of
subblocks on one or more computers anywhere else in the world, not just on the computer storing the bitfilter. Figure
19 shows how a computer A 190 could maintain a bitfilter 192 that corresponds to the collection of subblocks stored on
a separate computer B 194. In this example, computer A can use its bitfilter to determine that computer B does not
possess subblock X 196.
[0121] A single bitfilter on one computer could represent the union of the sets of subblocks on multiple other computers.

6.18 Robustness

[0122] In a typical embodiment of the invention, the index resides on disk and the bitfilter and index entry write buffer
reside in memory (Figure 12). It would be typical practice to maintain a copy of the bitfilter on disk, which is updated
from time to time. How does this organisation fare in the face of a system crash?
[0123] If the computer crashes and the contents of memory are lost, the setting of various bits in the bitfilter will be
lost (because the older copy of the bitfilter on disk will have ’0’s in some of those positions rather than ’1’s). The index
entries in the index entry write buffer will also be lost.
[0124] Each of these losses could impact on the redundancy reduction performance, but do not threaten correctness.
The effect of losing the setting of some bits in the bitfilter or of losing index entries is that, while the subblock still safely
exists in the store (and may still form part of one or more BLOBs), the store’s index no longer remembers the subblock.
Consequently, if the same subblock arrives again, it will be stored a second time. This does not affect correctness
because the earlier subblock still exists in the subblock pool and is still accessible as part of one or more BLOBs which
point to the subblock independently of the index.
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[0125] Thus, the effect of changing a bitfilter bit from a ’1’ to a ’0’ is that one or more subblocks may be duplicated in
the store if they appear as part of a new BLOB being stored. The effect of changing a bitfilter bit from a ’0’ to a ’1’ would
be to cause the index to be accessed whenever a new subblock happens to hash to that bit in the bitfilter.
[0126] Thus, consequent loss of ’1’ bits in the bitfilter does not threaten correctness and so long as crashes are
relatively rare, the loss of some ’1’ bits in the bitfilter or index entries in the buffer will not affect reduction performance much.
[0127] If reduction performance is absolutely critical, or there is some absolute requirement that the subblock pool
never store the same subblock twice, then the embodiment could employ some non-volatile RAM whose contents will
survive a system crash.
[0128] Figure 22 shows how an embodiment might be deployed on typical computer hardware. The subblock index
digital search tree resides in memory and disk, but the subblock index hash tables reside only on disk. The bitfilter
resides in memory while the index entry buffers cache entries to be written to the hash tables on disk.

6.19 A Note on Scope

[0129] It will be appreciated by those skilled in the art that the invention is not restricted in its use to the particular
application described. Neither is the present invention restricted in its preferred embodiment with regard to the particular
elements and/ or features described or depicted herein. It will be appreciated that various modifications can be made.
Therefore, the invention should be understood to include all such modifications within its scope.

Claims

1. A method for representing, in a lossy manner, the existence of data subblocks residing in a data storage system,
the method comprising:

creating a bitfilter comprising an array of bits of size B where a bit in the bitfilter has a predetermined bit value
if the contents of at least one data subblock in the storage system is mapped to the bit’s position in a two step
calculation,
where the first step of the two step calculation comprises applying a first hash function to the contents of the at
least one data subblock to obtain a first hash code, the first hash code having a size of L bits, and
where the second step of the two step calculation comprises applying a second hash function that takes K bits
of the first hash code to obtain a position in the bitfilter, wherein 2K is at least an order of magnitude higher than
B, where K is less than L, and where K and L are integers.

2. The method of claim 1, where the first calculation is a cryptographic hash function whose result is input into the
second calculation.

3. The method of claim 1, where the first calculation is a non-cryptographic hash function whose result is input into the
second calculation.

4. The method of claim 1, where the number of bits in the bitfilter is a power of 2.

5. The method of claim 1, comprising:

creating an index of subblocks containing index entries that map a subblock or a subblock hash to a location
in the subblock storage system; and
creating one or more index entry write buffers for holding newly created subblock index entries;
where the content of an index entry write buffer is written to the subblock index from time to time.

6. The method in claim 5, where the index resides on disk and the index entry buffer resides in memory.

7. The method in claim 6, where when the index entry write buffer becomes full to a predetermined level, the index is
read into memory, and the elements in the index entry write buffer are added to it and the modified index is then
written to disk.

8. The method of claim 1, where the set of all possible subblocks is partitioned into a plurality of mutually exclusive
spaces and a separate bitfilter is used to represent the presence or absence of actual subblocks in the storage
system that fall within the plurality of mutually exclusive spaces.
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9. The method of claim 8, where the partitioning of the subblock space is performed by hashing subblocks and splitting
the space of subblock hashes using a digital search tree.

10. The method of claim 8 and claim 5, where the index entry write buffer is correspondingly divided.

11. The method of claim 5, where the bitfilter is in memory.

12. A method for determining whether a subblock z is absent in a storage system by applying the functions of claim 1
to the subblock z and testing the value of the corresponding bit of the bitfilter, the bitfilter having been created in
accordance with the method of claim 1.

13. A method for determining, within a sequence of subblocks, the non- existence of contiguous runs of at least T present
subblocks at various positions in the sequence, by using the method of claim 12 to test each subblock in the sequence
for its definite absence, where T is a value above 1.

14. A data processing apparatus for representing, in a lossy manner, the existence of subblocks residing in a storage
system, comprising:

a memory data storage, and
data processing means for creating a bitfilter comprising an array of bits of size B in memory where a bit in the
bitfilter has a predetermined bit value if the contents of at least one data subblock in the storage system is
mapped to the bit’s position in a two step calculation, where the first step of the two step calculation comprises
applying a first hash function to the contents of the at least one data subblock to obtain a first hash code, the
first hash code having a size of L bits, where the second step of the two step calculation comprises applying a
second hash function that takes K bits of the first hash code to obtain a position in the bitfilter, wherein 2K is at
least an order of magnitude higher than B, where K is less than L, and where K and L are integers.

Patentansprüche

1. Verfahren zum Darstellen der Existenz von Datenunterblöcken, die sich in einem Datenspeichersystem befinden,
in einer verlustbehafteten Art, wobei das Verfahren umfasst:

Erzeugen eines Bitfilters, der eine Anordnung von Bits der Größe B umfasst, wobei ein Bit in dem Bitfilter einen
vorgegebenen Bitwert aufweist, wenn die Inhalte von mindestens einem Datenunterblock in dem Speichersys-
tem auf die Bitposition in einer Berechnung in zwei Schritten abgebildet werden,
wobei der erste Schritt der Berechnung in zwei Schritten ein Anwenden einer ersten Hashfunktion (Streuwert-
funktion) auf die Inhalte von mindestens einem Datenunterblock umfasst, um einen ersten Hash-Code zu er-
halten, wobei der erste Hash-Code eine Größe von L Bits aufweist, und
wobei der zweite Schritt der Berechnung in zwei Schritten ein Anwenden einer zweiten Hashfunktion umfasst,
die K Bits des ersten Hash-Codes nimmt, um eine Position in dem Bitfilter zu erhalten, wobei 2K mindestens
eine Größenordnung größer als B ist, wobei K kleiner als L ist und wobei K und L ganze Zahlen sind.

2. Verfahren nach Anspruch 1, wobei die erste Berechnung eine kryptographische Hashfunktion ist, deren Ergebnis
als Eingabe in die zweite Berechnung dient.

3. Verfahren nach Anspruch 1, wobei die erste Berechnung eine nichtkryptographische Hashfunktion ist, deren Er-
gebnis als Eingabe in die zweite Berechnung dient.

4. Verfahren nach Anspruch 1, wobei die Anzahl von Bits in dem Bitfilter eine Potenz von 2 ist.

5. Verfahren nach Anspruch 1, das umfasst:

Erzeugen eines Indexes von Unterblöcken, die Indexeinträge enthalten, die einen Unterblock oder einen Un-
terblock-Hash auf einen Ort in dem Unterblockspeichersystem abbilden; und
Erzeugen eines oder mehrerer Schreibpuffer für Indexeinträge, um die neu erzeugten Indexeinträge für Unter-
blöcke zu halten;
wobei der Inhalt eines Schreibpuffers für Indexeinträge von Zeit zu Zeit an den Unterblockindex übertragen wird.



EP 1 866 776 B1

15

5

10

15

20

25

30

35

40

45

50

55

6. Verfahren nach Anspruch 5, wobei sich der Index auf einer Diskette befindet und sich der Indexeintragspuffer in
dem Speicher befindet.

7. Verfahren nach Anspruch 6, wobei dann, wenn der Schreibpuffer für Indexeinträge bis auf ein vorgegebenes Füll-
niveau voll wird, der Index in einen Speicher eingelesen wird, und die Elemente in dem Schreibpuffer für Indexeinträge
zu ihm hinzugefügt werden und wobei der modifizierte Index dann an eine Diskette übertragen wird.

8. Verfahren nach Anspruch 1, wobei der Satz von allen möglichen Unterblöcken in mehrere sich gegenseitig aus-
schließende Räume unterteilt ist und wobei ein getrennter Bitfilter verwendet wird, um die Anwesenheit oder Ab-
wesenheit von tatsächlichen Unterblöcken in dem Speichersystem, das innerhalb der mehreren sich gegenseitig
ausschließenden Räume fällt, darzustellen.

9. Verfahren nach Anspruch 8, wobei das Unterteilen des Unterblockraumes durch ein Hashen der Unterblöcke und
ein Aufteilen des Raumes der Unterblock-Hashes unter Verwendung eines digitalen Suchbaumes durchgeführt wird.

10. Verfahren nach Anspruch 8 und 5, wobei der Schreibpuffer für Indexeinträge entsprechend geteilt ist.

11. Verfahren nach Anspruch 5, wobei der Bitfilter im Speicher ist.

12. Verfahren zur Bestimmung, ob ein Unterblock z in einem Speichersystem nicht vorhanden ist, durch ein Anwenden
der Funktionen nach Anspruch 1 auf den Unterblock z und Testen des Werts des entsprechenden Bits des Bitfilters,
wobei der Bitfilter gemäß dem Verfahren nach Anspruch 1 erzeugt worden ist.

13. Verfahren, um innerhalb einer Folge von Unterblöcken die Nicht-Existenz von zusammenhängenden Folgen von
mindestens T vorhandenen Unterblöcken an verschiedenen Positionen in der Folge unter Verwendung des Ver-
fahrens nach Anspruch 12 zu bestimmen, um jeden Unterblock in der Folge auf seine definitive Abwesenheit zu
testen, wobei T ein Wert oberhalb von 1 ist.

14. Vorrichtung zur Verarbeitung von Daten zum Darstellen der Existenz von Unterblöcken, die sich in einem Speicher-
system befinden, in einer verlustbehafteten Art, wobei die Vorrichtung umfasst:

einen Datenspeicher, und
Datenverarbeitungsmittel, um einen Bitfilter, der eine Anordnung von Bits der Größe B umfasst, in dem Speicher
zu erzeugen, wobei ein Bit in dem Bitfilter einen vorgegebenen Bitwert aufweist, wenn die Inhalte von mindestens
einem Datenunterblock in dem Speichersystem auf die Bitposition in einer Berechnung in zwei Schritten abge-
bildet werden, wobei der erste Schritt der Berechnung in zwei Schritten ein Anwenden einer ersten Hashfunktion
auf die Inhalte von mindestens einem Datenunterblock umfasst, um einen ersten Hash-Code zu erhalten, wobei
der erste Hash-Code eine Größe von L Bits aufweist, wobei der zweite Schritt der Berechnung in zwei Schritten
ein Anwenden einer zweiten Hashfunktion umfasst, die K Bits des ersten Hash-Codes nimmt, um eine Position
in dem Bitfilter zu erhalten, wobei 2K mindestens eine Größenordnung größer als B ist, wobei K kleiner als L
ist und wobei K und L ganze Zahlen sind.

Revendications

1. Procédé pour représenter, d’une façon à perte, l’existence de sous-blocs dans un système de stockage de données,
le procédé comprenant :

créer un filtre à bits comportant une série de bits de taille B où un bit dans le filtre à bits a une valeur de bit
prédéterminée si le contenu d’au moins un sous-bloc de données dans le système de stockage se voit attribuer
une position de bit dans un calcul à deux étapes,
où la première étape du calcul à deux étapes comprend appliquer au contenu de l’au moins un sous-bloc de
données une première fonction de hachage afin d’obtenir un premier code de hachage, le premier code de
hachage ayant une taille de L bits, et
où la seconde étape du calcul à deux étapes comprend appliquer une seconde fonction de hachage qui prend
K bits du premier code de hachage, pour obtenir une position dans le filtre à bits, où 2K est au moins un ordre
de grandeur plus grand que B, K étant inférieur à L et K et L étant des nombres entiers.
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2. Procédé selon la revendication 1, caractérisé en ce que le premier calcul est une fonction de hachage cryptogra-
phique dont le résultat est introduit dans le second calcul.

3. Procédé selon la revendication 1, caractérisé en ce que le premier calcul est une fonction de hachage non-
cryptographique dont le résultat est introduit dans le second calcul.

4. Procédé selon la revendication 1, caractérisé en ce que le nombre de bits dans le filtre à bits est une puissance de 2.

5. Procédé selon la revendication 1, comprenant
créer un répertoire de de sous-blocs comportant des entrées de répertoires qui voient attribuer à un sous-bloc ou
une fonction de hachage de sous-bloc un endroit dans le système de stockage de sous-blocs, et
créer un ou plusieurs tampons d’écriture d’entrées de répertoire pour tenir des entrées de répertoire de sous-blocs
nouvellement crées,
où le contenu d’un tampon d’écriture d’entrées de répertoire est enregistré de temps en temps dans le répertoire
de sous-blocs.

6. Procédé selon la revendication 5, caractérisé en ce que le répertoire est sur un disque et le tampon d’entrées de
répertoire est dans une mémoire.

7. Procédé selon la revendication 6, caractérisé en ce que, lorsque le tampon d’écriture d’entrées de répertoire est
plein jusqu’à un niveau prédéterminé, le répertoire est écrit dans la mémoire et les éléments dans le tampon d’écriture
d’entrées de répertoire y sont ajoutés et le répertoire modifié est alors écrit sur le disque.

8. Procédé selon la revendication 1, caractérisé en ce que l’ensemble de tous les sous-blocs possibles est réparti
en une pluralité d’espaces réciproquement exclusifs et un filtre à bits séparé est utilisé pour représenter la présence
ou l’absence de sous-blocs actuels dans le système de stockage qui tombent dans la pluralité d’espaces récipro-
quement exclusifs.

9. Procédé selon la revendication 8, caractérisé en ce que la répartition de l’espace de sous-blocs est effectuée en
hachant des sous-blocs et en divisant l’espace de fonctions de hachage de sous-blocs en utilisant un arbre de
recherche numérique.

10. Procédé selon la revendication 8 et la revendication 5, caractérisé en ce qu’un tampon d’écriture d’entrées de
répertoire est divisé de manière correspondante.

11. Procédé selon la revendication 5, caractérisé en ce que le filtre à bits est en mémoire.

12. Procédé pour déterminer si un sous-bloc z est absent dans un système de stockage en appliquant les fonctions de
la revendication 1 au sous-bloc z et en testant la valeur du bit correspondant du filtre à bits, le filtre à bits ayant été
créé selon le procédé de la revendication 1.

13. Procédé pour déterminer, dans une séquence de sous-blocs, la non-existence de suites contiguës d’au moins T
sous-blocs à des positions différentes dans la séquence, en utilisant le procédé selon la revendication 12 pour tester
chaque sous-bloc dans la séquence pour son absence certaine, où T est une valeur supérieure à 1.

14. Appareil de traitement de données pour représenter, d’une façon à perte, l’existence de sous-blocs dans un système
de stockage de données, comprenant :

un stockage de données de mémoire, et
des moyens de traitement de données pour créer un filtre à bits comportant une série de bits de taille B en
mémoire où un bit dans le filtre à bits a une valeur de bit prédéterminée si le contenu d’au moins un sous-bloc
de données dans le système de stockage se voit attribuer une position de bit dans un calcul à deux étapes,
où la première étape du calcul à deux étapes comprend appliquer au contenu de l’au moins un sous-bloc de
données une première fonction de hachage afin d’obtenir un premier code de hachage, le premier code de
hachage ayant une taille de L bits, et
où la seconde étape du calcul à deux étapes comprend appliquer une seconde fonction de hachage qui prend
K bits du premier code de hachage, pour obtenir une position dans le filtre à bits, où 2K est au moins un ordre
de grandeur plus grand que B, K étant inférieur à L et où K et L sont des nombres entiers.
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