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(54) Documentation parser

(57) A documentation parser 20 identifies text in doc-
umentation (1) on computer processes and performs
analysis (21-25) on the structure and content of the doc-
umentation to determine automatically how to invoke
services. The system then compiles a process using the

invoked services and runs tests (30) using the process
to determine whether it functions as intended. This re-
duces the degree of human intervention (41) required to
generate the complete program (50, 51).
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Description

[0001] The invention is related to the provision of serv-
ices using an information distribution system running
over an electronic data network, for example using the
"World Wide Web" over the Internet, in which clients send
requests to servers; servers process the requests and
return appropriate responses. A Web Service can be con-
sidered to be a computational object on the Web.
[0002] The Web is traditionally concerned with serving
static pages of text and other media for human consump-
tion. However, more recently the Web approach has
been used to deliver computational objects which can be
requested from within computer code (or via a human
interface), carry out some computation (for example us-
ing data contained in the request) and return a result.
Increasingly organisations are making their data availa-
ble by Web application programming intrerfaces (APIs).
A simple example of a Web Service would be a weather
service in which, when given a request including a loca-
tion parameter, the Service will return data about the
weather at the location. Data in the response is typically
in the form of XML or JSON (JavaScript Object Notation).
[0003] Web Services might also have interfaces suited
to human users e.g. a form interface where users can
enter data as free text or by selecting items from a menu,
and make a request to the website, which returns the
results of the requests to the user terminal for output such
as a visual display.. Such human interaction can be useful
for testing a service invocation function prior to integra-
tion with other software.
[0004] The majority of early Web Services conformed
to the WSDL (Web Service Description-Language) /
SOAP (Simple Object Access Protocol) style, which is
very prescriptive. WSDL allows a strict definition of the
Web Service to be made in terms of available methods
that can be invoked, and the data that should be provided
in response to the invoked method. Similarly SOAP de-
fines a protocol for the messages that are to be passed.
The prescriptive nature of WSDL / SOAP allows the def-
initions to be interpreted by a computer, making it easy
to construct wrappers around the service which can be
exposed in a variety of ways depending upon the needs
of the consumer of the Web Service. For example, a
wrapper could be constructed to expose a Web Service
as a Java Class making it easy to integrate the Web Serv-
ice with a Java application.
[0005] More recently a trend for Web Services to adopt
the Representational State Transfer ("ReST") protocol
has emerged. This approach relies on the standard fea-
tures of the HTTP (hypertext transport protocol) to sim-
plify the coding process for the user.. It is much less pre-
scriptive and does not use an equivalent of WDSL / SOAP
to define the interaction. Instead documentation pages
are written in plain text to describe the service to the
human who can then create code to wrap the Service as
appropriate. A format named WADL (Web Application
Description Language) exists which replicates some of

the features of WSDL for ReST services (i.e. description
of available resources); however, this is not widely sup-
ported.
[0006] The present invention provides an automated
analysis of a documentation page to establish how the
service should be invoked. A number of possible tech-
niques can be used to identify features in the documen-
tation text, and thus to identify the set of routines which
involve interaction with a further computing entity that the
service accepts. This invention then generates a com-
putational process including such routines. In preferred
embodiments test service invocations are made to vali-
date the analysis. Although largely automated, the inven-
tion may allow human intervention to perform modifica-
tions in order to successfully allow a web-based serv-
ice to be invoked.
[0007] Maleshkova,- M., Pedrinaci, C., and Domingue,
J. ’Semantically Annotating RESTful Services with
SWEET’ Demo at 8th International Semantic Web Con-
ference, October 2009 describes a tool known as
SWEET (Semantic Web sErvice Editing Tool). The tool
provides a graphical user interface (GUI) that allows a
user to manually create annotations on a web service
documentation page using the ReST protocols. The user
is able to highlight parts of the page and assign a type
(e.g. input, output, method, operation, address) and a
semantic annotation (e.g. a concept in a domain ontolo-
gy) to it. Upon completion of this process the user can
then create a Semantic Service description which can be
uploaded to a public server. This description can then be
used by other tools to understand how to invoke the web
service and / or combine it with other services.. These
references describe methods of identifying that a web
page describes a Web Service of this type, but requires
the user to perform the laborious process of parsing and
interpreting the information contained within the page.
This manually annotated documentation can then be au-
tomatically interpreted allowing the service to be invoked
from within an application. The present invention auto-
mates the annotation process.
[0008] Steinmetz, N., Lausen, H. and Brunner, M. ’Web
Service Search on Large Scale’ (International Confer-
ence on Service Oriented Computing (ICSOC) 2009, No-
vember 24-17, 2009, Stockholm, Sweden) describes a
web "crawler" that identifies web service descriptions on
the web and indexes them such that a search engine can
then return them as results to users. The crawler attempts
to index service descriptions of both WSDL and ReST
format. The crawler looks for features in the page content
such as:

keywords on the page or in the URL such as "api",
"developer", "lib", "code", "service", etc;
a high number of ’camelcase’ words (character
strings containing medial upper-case characters,
such as ReST, apiKey, or parameterValue),
a high number of inner domain links,
or other characteristic character strings such as "://".
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[0009] According to the invention, there is provided a
method of generating a service invocation function,
wherein documentation relating to the processes to be
performed by the service invocation function is analysed,
the textual content of the documentation is parsed, and
computational routines required to perform the process-
es are identified and compiled into the service invocation
function.
[0010] This automated process reduces the level of
expertise required to make use of the service.
[0011] The parsing may include the identification of
textual content in specified alphanumeric formats, such
as specified character strings or formats, or the structure
or layout of the textual content.
[0012] In a preferred embodiment the method includes
a test process for the service invocation function so gen-
erated by the operation of a computer according to the
service invocation function using predetermined test da-
ta, and analysis of the outcome of the operation. This
allows the process to determine whether it has found a
valid way to invoke the Service, or may initiate an inter-
action with the user to improve upon or correct the out-
come of the automated process.
[0013] Once a valid service invocation function has
been generated from the textual content it can be encod-
ed with a computational wrapper allowing the Service to
be invoked from an external program or application, in
an analogous way to that done for WSDL descriptions,
for example the Axis2 process for Eclipse.
[0014] The invention makes use of the fact that docu-
mentation for web services using the Representational
State Transfer protocol typically uses a set of common
characteristics. Although there is a significant variety in
the quality and content of documentation, certain com-
monalities can be identified and extracted, and used to
provide a service invocation function or "wrapper" allow-
ing the service to be invoked. The following examples
describe how invocations to such a Web Service can be
made, using the application programme interface (api)
of a fictional service XYZ provided by a service ABC.
[0015] A base URL (universal resource locator) pro-
vides an endpoint for the service e.g. https://www.AB-
Capis.com/XYZ/v1/.
[0016] Following specification of the base URL, the re-
source type is then usually given e.g. https://www.AB-
Capis.com/XYZ/v1/resources.
[0017] At this stage, invocations can then be made
against the resource type, or a specific resource of the
type can be referenced. In both cases a parameter can
be added after a ’?’ character. Further parameters can
be added separated by a ’&’ character. Parameters al-
ways follow the format: parameterName=parameterVal-
ue. Thus an invocation against all resources using the
search parameter q would be: https://www.ABCap-
is.com/XYZ/v1/resources?q=search+terms
[0018] An invocation to retrieve a specific resource
would be:
https://www.ABCapis.com/XYZ/v1/resources/myresour

ce/ . Items related to specific resources can also be re-
ferred to. For example the following retrieves a specific
resource res1 from a set of resources belonging to a spe-
cific user: https://www.ABCapis.com/XYZ/v1/us-
ers/userld/resources/res1.
[0019] Several different methods can be applied to the
invocations. The most common are:

GET which requests an existing resource,
POST which creates a new resource,
PUT which updates an existing resource and
DELETE which deletes an existing resource.

[0020] PUT and POST methods typically include a
message body where the data /resource to be added or
modified is described. A message body is part of an HTTP
request.
[0021] The following characteristics are typically found
in ReST WS documentation. The HTML structure of the
page and in particular the structure of the headings pro-
vides an important indication about the different invoca-
tions that can be made for the service. The headings
themselves will typically reference the resources that can
be accessed.
[0022] The pages will generally contain http or https
URLs written as text, which are almost always service
invocations (they may be templates for invocations, or
example invocations) including the resources that can
be accessed and the parameters that can be used. In-
vocations are accompanied by a mention of the http
method that should be used i.e. GET, POST, PUT or
DELETE and these are generally written in uppercase.
[0023] Invocations are usually accompanied by the al-
lowable parameters that can be used with the invocation.
These are often generally described as ’parameter’, ’ar-
guments’ or ’attributes’.
[0024] The text surrounding the invocations provides
detailed information about what the invoked service does
and what resources it provides access to.
[0025] URLs and parameters are often written using
preformatted text using the <pre> html tag. Text in an
element is displayed in a fixed-width font (usually Couri-
er).
[0026] Parameters are usually presented in an HTML
table or list or some other repeated format. A description
of what the parameter does is presented next to the pa-
rameter name.
[0027] Sample responses to invocations are often pro-
vided, again using tags. These are generally encoded as
JSON (Javascript Object Notation) or XML.
[0028] Sample message bodies for invocations are of-
ten provided, again using tags and also generally encod-
ed as JSON (Javascript Object Notation) or XML.
[0029] Based on these characteristics various tech-
niques can be applied to analyse and extract information
about how to invoke the service. An embodiment of this
process will now be described with reference to the draw-
ings, in which:
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Figure 1 is a flow chart showing the principal ele-
ments of the process, and
Figure 2 depicts some of these elements in greater
detail

[0030] Referring to Figure 1, the process is initiated by
inputting the url for the documentation into the system.
(Step 1). The process then runs an analysis of the page
structure and content of the documentation (step 2). This
analysis comprises several inter-dependant elements
20-25, generating respective outputs 200-255.
[0031] The first element is an HTML parser 20, for ex-
ample jsoup (www.jsoup.org) which parses the HTML
(HyperText Markup Language) of the documentation
page to identify a hierarchical structure 200. This hierar-
chy is not the same as that formed by the various levels
of headings that are found on a page, but on the HTML
tags and their contents. The parsed HTML can be recur-
sively searched in order to locate headings and their sub-
headings and the textual content provided under each
heading. jsoup provides methods to obtain tags of a cer-
tain type.
[0032] For example, the arrangement of headings 200
may be represented in a tree data structure.
[0033] Following this, the text under each of the head-
ings 200 is searched for occurrences of textual URLs.
(step 21) This is carried out using a regular expression
which assumes that the URL will start with ’http://’ or ’ht-
tps://’ followed by a set of characters (not including a ’?’
character - if the URL has parameters, these are found
in the next step 22). For each invocation found, it is stored
in a set of invocation data 211, related to the heading
under which it was found.
[0034] Any parameter names are then found (step 23)
by using a regular expression to locate anything between
’?’ or ’&’ and ’=’. The values given for these are also
stored by extracting anything after a ’=’. Parameter
names and values are stored (233).with the invocation
(211) after which they were found
[0035] The next step is to identify the HTML method
associated with the invoked service. The text under the
heading under which the invocation is located is
searched for the occurrence of one of the methods, first
in uppercase and if not successful in lower or title case.
The method found (or if more than one is found, the one
mentioned most often and / or first) is also stored 233
along with the invocation data 211.
[0036] Following, this the parsed HTML 200 is
searched for a table or repeating construct such as a list
which provides the parameters that can be used with the
service invocations. These are often provided under a
heading containing a form of the word ’parameter’, or
failing that ’argument’ or ’attribute’. The text under this
heading can then be searched for the occurrence of a
HTML table tab. Within this there is typically a table head-
ing or first row which contains the column names of the
table, one of which typically contains the ’parameter’ key-
word. The table elements arranged under this column

will provide the names of the parameters. The other col-
umns will typically provide text describing what the pa-
rameter does or represents and where it can be used.
This can also be stored 233 with the parameter as sup-
porting text.
[0037] If a table is not found, other HTML tags such as
"list" can be searched for. Another technique is to search
for the names of parameters already found alongside in-
vocations, and locate where they are subsequently de-
scribed. Once found the preceding html tags and or char-
acters e.g. a <span> tag can be used to locate other
parameters assuming that some unknown repeating
structure is used to display the list of parameters.
[0038] A further technique is to use the word frequency
in the documentation (step 22), and in particular the head-
ings, to determine the most important features i.e. the
resources that the service represents. A word frequency
counter can be used to identify the words that are used
the most in the documentation. The results of this test
can be used in conjunction with a stop list to filter out the
most common everyday words as well as the allowable
set of html tags. The data thus collected 222 can be used
on the headings and text under them. This approach typ-
ically identifies the resources of the API followed by the
names of parameters and can be used to unpick the re-
sources from the API invocations that have already been
found and to reinforce the identification of parameters
233.
[0039] Sample responses to invocations are often pro-
vided and typically follow closely after a invocation in the
documentation and often under the same heading or a
subsequent heading at the same level. These are gen-
erally JSON or XML and are displayed in a fixed width
font. Since both JSON and XML provide a parsable struc-
ture, these can therefore be identified by a response data
extraction function 24, and a data structure in the target
language can be automatically constructed which repre-
sents the response and can be used to store it 244, al-
lowing it to be used in the target application. In a similar
way, a data structure 25 can be created to represent a
request message body 255 for invocations using PUT
and POST methods.
[0040] The end result of the analysis 2 is a set of data
200-255 which represents the API as described in the
documentation. Since the quality and content of the doc-
umentation varies this will affect the quality of the results
of the analysis. A set of confidence values can be attrib-
uted to the data that is discovered. This indicates the
level of evidence found which supports the invention in
creating a set of valid API invocations.
[0041] This data 200-255 from the analysis 2 can be
used to create invocations to the API.
[0042] The next stage (step 3) of the process is to test
the data 200-255 that has been collected, by carrying out
some test invocations using it. Since GET invocations
have no side effects i.e. will not add, change or remove
resources, test invocations using this method will not
have any side effects. If it is necessary to test methods

5 6 



EP 2 711 838 A1

5

5

10

15

20

25

30

35

40

45

50

55

which do have side effects, a sequence of test invoca-
tions can be run which have a zero overall effect. For
example, a "POST" invocation can be tested by using it
to create a resource. The same resource can then be
deleted using the "DELETE" invocation. Alternatively, a
"DELETE" invocation can be tested by first creating a
test resource (using "POST") to be deleted. A "PUT" func-
tion can be tested by first using "GET" to obtain the cur-
rent value of a resource, then using "PUT" twice, first to
change that value to a test value and then to restore it to
the original value previously obtained by the "GET" func-
tion..
[0043] Test invocations 31 can be carried out automat-
ically using values for resources or parameters found in
the documentation or by allowing the user to provide suit-
able test values. The invocations are transmitted to the
application process interface endpoint 9 and responses
evaluated to determine whether the invocations succeed
and to analyse any data that is returned. Where different
values for the same invocation are provided in the doc-
umentation, a number of tests using different combina-
tions of values can be carried out and the results analysed
to identify which ones succeed. If successful invocations
are found to have been made this increases the confi-
dence that the data discovered about the API is correct
and would satisfy a user and the stored confidence values
can be increased to represent this.
[0044] The next phase of the process (step 4) allows
the user to modify the service invocations. A represen-
tation of the API is delivered to a graphical user interface
(GUI) 40 with a user input allowing changes to be made,
to provide input values, to further test the invocations and
check that the output is stored correctly. A form-style in-
terface can be used to allow the user to provide input
values. The user is also able to add, remove or change
the names of parameters and resources that can be
made with a invocation, and to add, change or remove
invocations themselves. The data structures created to
represent message bodies and responses may also be
provided to the user. As shown in Figure 3, the changes
implemented by the user are themselves tested (step 3)
at the API end point 9 and the testing and modification
steps (31, 40) can be iterated until the user is satisfied
[0045] The user then initiates the final phase of the
process by selecting an API wrapper for a chosen target
programming language (step 41) which is used to create
a set of classes (51) containing appropriate methods and
attributes to allow the API 9 to be invoked from an appli-
cation 50 written in the target language.
[0046] The user may also make these functions (wrap-
pers) available to others (step 53) by allowing them to be
stored in an online repository accessible to other users.

Claims

1. A method of generating a service invocation function,
wherein documentation relating to the processes to

be performed by the service invocation function is
analysed, the textual content of the documentation
is parsed, and computational routines required to
perform the processes are identified and compiled
into the service invocation function, the processes
including the invocation of routines.

2. A method according to claim 1, wherein the parsing
includes the identification of textual content in spec-
ified alphanumeric formats.

3. A method according to claim 2, wherein the parsing
identifies predetermined character strings or for-
mats,

4. A method according to Claim 2 or Claim 3, wherein
the parsing identifies predetermined structures or
layouts of the textual content.

5. A method according to any preceding claim, further
comprising a test process for the service invocation
function so generated, the test process causing the
operation of an application programming interface
on commands from the service invocation function
using predetermined test data, and analysis of the
outcome of the operation.

6. A method according to Claim 5, wherein the test
process initiates an interaction with a user to modify
the service invocation function.

7. A method according to any preceding claim, further
comprising the step of encoding the resulting service
invocation function with a computational wrapper al-
lowing a computational object to be invoked from an
external program or application
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