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Description

FIELD OF THE INVENTION

[0001] This invention relates to a method of automatically replicating data objects between a mobile device and a
server; data replication is needed, for example, to back up data from the mobile device to the server and to ensure that
the mobile device has the most up to date data held on the server. The mobile device and the server are connected
over a wireless network, which may comprise a wide area network such as a cellular telephony network. The wireless
network may also comprise a short range network, such as an 802.11 network, or a combination of short range, wide
area and wire based connections.

DESCRIPTION OF THE PRIOR ART

[0002] WO 01/78319 discloses a system and method of pushing user-selected data items from a host system to a
user’s mobile data communication device upon detecting the occurrence of one or more user-defined event triggers.
[0003] EP 0794646 discloses a data management system and method for managing copies of a shared data file
maintained on a plurality of computer systems that are connectable via a mobile communication network.

SUMMARY OF THE PRESENT INVENTION

[0004] Aspects of the invention are set out in the accompanying claims.

BRIEF DESCRIPTION OF THE DRAWINGS

[0005] The present invention will be described with reference to the accompanying drawings, which show graphs of
how the parameters used to control data replication can vary over time.

DETAILED DESCRIPTION

[0006] The present invention is implemented by Cognima Ltd (London, United Kingdom) to allow mobile network
operators to control the timing of data replication in the Cognima Replicate™ system. The present document assumes
a working familiarity of the Cognima Replicate™ system, which is described in more detail in Appendix 1
[0007] It should be noted that the term Quality of Service, or QoS, is used throughout the present document, but unless
stated in context this is not related to the technical meaning of QoS in the context of RFC2475. This IETF document
defines QoS very precisely in terms of a number of metrics in the IP layer, whereas the first implementation of Cognima
QoS will be applied at the application layer and will not rely upon service-specific configuration of network server pa-
rameters.

1. Scheduled Replication of Data

[0008] This invention defines a way in which data transmission across a packet-switched wireless network can be
intelligently scheduled, to improve efficiency of network bandwidth usage without seriously impairing the user experience.

1.1 Cognima Replicate

[0009] The Cognima Replicate system is designed to replicate user data between a mobile client and a network-based
server, with zero user intervention. Both the client and the server recognise when there have been changes to the data
which require replication to take place, ensuring the integrity of the distributed object database that is shared by the
client and the server. This approach creates an experience for end users of the system, of always having instant access
to all their data, without the any need for manual synchronisation. An implication of making replication invisible to the
user is that there need be no indication, and no user control, of when the replication is taking place. The client and server
devices are in control of when replication should take place, with timing decisions based on dynamic parameters that
can be set by the mobile network operator.

1.2 Scheduled Replication And Network Operators

[0010] Network operators wish to smooth the peaks and troughs of the daily network usage cycle in order to make
most efficient use of the bandwidth. This means moving data traffic away from peak times, and where possible moving
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it into troughs in the cycle. Operators will value the ability to tweak settings that affect when replication occurs, and
thereby refine network efficiency.
[0011] Operators will also wish to offer services of different QoS and cost levels (usually expressed as a choice of
service level bundles with their existing data tariff) to address the varying demands of customers. This is enabled by
providing the network operators with the opportunity to set dynamically, the parameters which define replication QoS
from the users’ perspective.
[0012] Most importantly the services that Operators offer should provide a compelling user experience to their cus-
tomers.

1.3 Scheduled Replication And User Expectations

[0013] The Cognima technology presents new mental models for users. Replication scheduling models, and their
corresponding Service plans, must be simple and consistent to aid user acceptance. Users should be shielded from the
details of replication as much as possible. Data should replicate according to users’ expectation.
[0014] Users want to be able to choose one QoS level from a range of options; otherwise they feel that they are either
paying too much or not getting good service. The QoS options to the user should be simple. Users will find difficulty in
weighing up the relative benefits of a plan that offers Contacts in 2 minutes, Photos in 3 hours, and Banking overnight
against one offering Contacts immediately, Photos overnight, and Banking in 30 minutes etc, however much these
options might fit the Network Operators’ demographic research.
[0015] Users will feel more comfortable choosing a general standard of service - e.g. Basic-and upgrading perhaps
one particular service. Users will appreciate the opportunity to temporarily upgrade the replication lag, by service or
individual object for a cost. For example, users may want a premium "Send this photo now" option, which would override
the default priority with which all other photographs are replicated to the Cognima server.

1.4 Scheduled Replication and the Cognima Architecture

[0016] From an engineering point of view, solutions should be based on simple models rather than complex rule-sets.
Rules that depend on time-outs (e.g. each object should have its own time limit that starts counting down when it enters
the Change-Log) will severely affect performance. Likewise a solution requiring the CRE to poll the Change-Log every
x seconds will also reduce performance.

2. QoS Implementation

2.1 The QoS Profile

[0017] We introduce the concept of a QoS Profile which determines when objects of a given type will be replicated
for a given user.
[0018] The Network Operator can influence the timing at which all objects are replicated according to the peak and
off-peak tariff or periods of high network traffic demand. It is possible for a Network Operator to define a timing profile
for each application, against which each device reconciles the replication priorities and time limits of objects in the
change-log to determine replication behaviour. The shape of this graph will be determined by a number of factors including
the experience of the network operator in monitoring data traffic volumes.
[0019] The Network Operator can also influence whether other (lower-priority) objects in a change-log at the time of
an open data connection should be replicated, once the connection-initiating object has been sent. It is possible to define
an opportunism threshold to control this.
E.g. several non-urgent items are in the device’s change log. The user changes a device setting that immediately initiates
a data connection. The NetOp has specified that any other object in the change-log under 20kB should be replicated
using the open connection.
[0020] A different opportunism threshold should be used if the device is operating in a roamed network, as the cost
to the user of initiating connections may outweigh the impact to the NetOp of sending more data at peak periods. The
opportunism threshold, along with the other QoS control parameters on the client device, are communicated to the client
using the replication framework and are therefore kept automatically in step between the client and the server.
[0021] In a more advanced implementation of QoS control, the network-based server will be able to determine the cell
loading for a given mobile device. When the cell loading drops below a defined cell loading threshold, the server should
be able to signal the client that it may start opportunistic replication. This delivers most benefit in all-IP networks where
the client device has a permanently assigned IP address and can therefore be contacted instantly by the server. Otherwise
the process of sending a Communications Initiation Request to the client device influences the cell loading, and adds a
latency to the system that creates an opportunity for the cell loading to change before replication can start.
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[0022] The Network operator can update the data traffic graph, opportunism threshold and cell loading threshold after
deployment. This allows optimisation of the QoS control in the light of experience.
[0023] All objects joining the device change log are currently subject to the Pause Before Connect delay. However
as a Network operator defined mechanism for defining to what extent changes are batched together, the Pause Before
Connect delay will be largely superseded by QoS control.

2.2 The Service Provider control

[0024] The Service Provider has the opportunity to determine a QoS Profile for each Cognima service. This profile
contains sets of replication time limits within which Cognima objects created by that service are intended to be replicated.
The actual time at which replication is attempted within the time limits is determined by a number of elements in the
system including the state of the Cognima client software and the client device, and network factors such as data tariff
peak/off peak times, cell loading and so on. The Service Provider can set a zero time limit - i.e. request immediate
replication for objects of a given type. If replication is attempted and fails, the object remains scheduled for replication
but is subject to the existing backing-off behaviour.
E.g. Provider specifies that replication of new contacts to the Server should be attempted within a 2 hour time limit. If a
contact is created during a network trough or while the cell loading is very low, the device may send the contact imme-
diately. If the timing coincides with a network peak or the cell loading is high, the device can wait for up to 2 hours for
conditions to change, but after this time it must attempt replication regardless.
[0025] The QoS Profile defines the following factors as parameters determining replication timing:

1 Object type (e.g. Contact, Photo, DCC directory, DCC usage log etc)
1 How object was created (e.g. new contact on handset, edit to contact created on portal etc.)
1 Direction of travel (e.g. edits to contact on portal go immediately, edits to contacts on phone go within 2 hours)
1 Handset is on home/roamed network (e.g. photo replicates immediately at home, but within 12 hours if roaming)

[0026] And optionally...

1 Size of Object (e.g. contact is over 5kB (i.e. contains an image) - send within 12 hours, contact is under 5kB -
send immediately)
1 Different behaviour when service is first activated (E.g. initial upload of photos is immediate, thereafter within 12
hours)

[0027] The time limit for replication is assigned to an object by a QoS Profile based on its time of creation. However
it is also possible to change a limit already assigned according to subsequent events such as the memory available on
device changing, or if the handset roams to another network. This creates a need for occasional recalculation of the
weights of the items in the changelog.
[0028] The Service Provider is able to define a shelf life for objects in the QoS Profile. If an object reaches its shelf
life while it is still in the change log, the object should be deleted.
E.g. The Service Provider specifies that a weather update in the DCC service has a shelf-life of 24 hours. If the item
hasn’t replicated to a handset within this time, it is deleted from the change-log
[0029] The Service Provider can define an object as over-writeable. If a new object enters the change log that replaces
an earlier version still in the change-log, the earlier version is deleted. In this situation, the Service Provider can determine
whether the new object should adopt the timing of the object that has been overwritten, or should enter the system with
a new replication time limit. The default setting is that new objects adopt the timing characteristics of the objects they
replace.
E.g. The Service Provider specifies that a objects of the weather update class are over-writeable, and that new entries
should adopt the timing of the ones that get overwritten. This will mean that an old forecast message gets overwritten
by a newer one, but the newer one is not held back from replication.
[0030] Service Providers can provide different classes of service within the Profile set. One way of dong this is by
defining individual QoS Profiles for each class of service.
E.g. Contacts in a Gold service are replicated immediately after creation, but under the Silver service on the same
network, replication may take up to 2 hours.
[0031] A QoS tariff applies to an individual Cognima service, although it may be presented to the subscriber as a
bundle of services at a particular price point.
[0032] A QoS Profile can be changed by the Service Provider once it is deployed; changes to the Profile are replicated
to the relevant client devices so that the understanding of each QoS profile is common between all entities in the system.
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2.3 Notes on deriving a QoS Profile.

[0033] The parameters in a network operator (or ’netop’) defined profile should aim to balance:

1 What is acceptable user experience for given tariff?
1 What scope should be given for batching changes (typically more batching while roaming)
1 What scope should be given for dodging network peaks

[0034] It should be expected that users will generally need changes made on a portal to be swifter than those made
on the phone - we should expect users at a PC to have their phone with them, but not vice versa. Initial replication on
activation should be immediate for the best initial user experience.
[0035] The cost to the user of opening several data connections when roaming is likely to outweigh the impact to the
NetOp of sending more data at peak periods.

3. Algorithmic Implementation of QoS

3.1 Introduction

[0036] In the Cognima system, QoS is implemented as an increment to the functionality of both the client and the
server. In particular it requires a modification to the behaviour of the change log, and introduces a requirement to
recalculate certain attributes of queued change log entries. Replication can then occur as a result of the outcome of this
recalculation.

3.2 Algorithm Description

[0037] The algorithm is made up of several components. We introduce a changelog item weight. This weight indicates
how urgently a changelog item needs to be sent; the heavier the weight, the more urgent the item. We introduce a
changelog threshold. Any items that have a weight equal to or greater than the threshold need to be sent immediately.
When a connection is made all items with weight greater than the threshold minus a delta are sent. The delta represents
opportunism.
[0038] For the sake of concreteness we say that weight and threshold can vary between 0 - 100. The weight of an
item that absolutely has to be sent right now is 100; a changelog threshold of zero indicates that any entries in the
changelog can be replicated right away.
[0039] Both weight and threshold can vary over the course of a day. There will be predictable variation and also
dynamic variation. Some examples will clarify this.
[0040] In Figure 1, the straight line at weight value 40 shows that the weight is constant over time. The weight of an
item that has to go within a certain time is shown at Figure 2. The weight of the item starts at a relatively low value,
indicating low priority, and then it jumps as we reach the time limit - the new value of 100 will force the client to attempt
replication of the object at time T1.
[0041] An item that should only go at a certain time will look like the Figure 2 diagram but the jump comes at a particular
time, not after a particular duration. The weight of an item might change dynamically. Say for example that the device
starts to run out of space: the weight of items could be increased to get them out of the changelog and allow ghosting
(see Appendix one to the current description for an explanation of this term). The threshold will also have a graph over
time, the following Figure 3 graph shows an example of how a daily threshold cycle might appear, with a high threshold
to guard against low-value traffic during peak hours (e.g. after 9.00 hours for several hours), and a lower threshold when
the data networks are traditionally quieter (between 24.00 hours and 6.00 hours, the threshold is zero).
[0042] The example effectively shows a daily cycle split into three tariff bands, perhaps named off-peak, standard and
peak, with the replication threshold set appropriately for each band. Note that there is a fourth band just after midnight,
where the threshold drops to zero - this is introduced to ensure that all changelogs are emptied once per day during the
quietest period. This zero threshold period could be defined once per week or at some other interval defined by the
network operator, but is recommended to ensure that the defined QoS profile does not prevent some objects from being
replicated at all. As for the other bands in the profile, the off-peak period extends through the late evening and night,
and represents the times at which the data network can expected to experience low traffic; replicating large objects
during this time will allow the mobile network operator to make best use of the limited bandwidth available during peak
times.
[0043] The zero-threshold period can be adjusted by the network operator in the light of experience; finer adjustments
can be made for different user groups, per-application or even per-user thereby staggering the off-peak network usage
and ensuring that the full user base for a given server does not attempt to connect to the Cognima Server at the same time.
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[0044] There will be dynamic changes to the threshold, for example from cell loading or to support a marketing drive
promoting a new service (during which time it may be preferable to allow basic tariff data onto the network during peak
hours to encourage uptake). If it is possible for the device to detect that its cell is not busy it could drop its threshold a
bit which might trigger some replication.
[0045] The core of the algorithm is to calculate the threshold graph and the weight graph of every item in the change
log. If the current weight of any item is greater than the current threshold then a connection is established. Otherwise
the next time that any item will exceed the threshold is deduced (ie when the graphs intersect) and a timer is set for this
interval. Because both the weights and the threshold can be dynamic there are several events that can trigger a recal-
culation:

• A new change log item is added
• The server may push a new threshold value to the client. This is actually a special case of the previous event since

the QoS object on the client is controlled through replication in the normal way, meaning that a new threshold value
will be delivered to the client by placing the change in the device’s changelog queue on the server - this changelog
entry must have a weight of 100 to force immediate replication, and the resulting change of threshold may trigger
or delay replication of other entries already in the queue.

• A timer expires - this will usually be the timer indicating the point at which the weight of an existing entry in the
changelog is due to exceed the current changelog threshold.

• The cell (or network) loading changes
• The memory available on the client device falls below a certain level
• The device detects that its roaming state changes
• A new application is deployed and activated on the device
• Connection terminated - this also results in the creation / update of the ’next connection’ timer.

[0046] There are two separate calculations: the weight graph of an item and the threshold graph.
[0047] Parameters that can affect the weight of an item at any given point in time are:

• Direction (client -> server or server -> client)
• Shelf life (this is usually encoded in the class)
• Overwritable (this is usually encoded in the class)
• Size in bytes
• Time entered into change log
• Priority
• Time out interval
• Assigned time for replication
• User assignment of a non-default priority to a given object (such as the ’send now’ option on an image for uploading

to the user’s media gallery account)
• Memory available

[0048] The extent to which these parameters influence the weight is controlled by the service provider (i.e. network
operator) in the control as described in section "Service Provider Control" above.
[0049] Parameters that can affect the current threshold value of a change log are:

• Time of day
• Roaming status
• Cell / network loading
• Time since last replication
• User tariff

[0050] After each refresh of the changelog, the client software also calculates the time interval to the next intersection
between a weight graph and the threshold graph; this is so that scheduled replication can take place as required even
if there are no further changes before that scheduled time. Generally, the ’next event’ for the change log will either be
as predicted by this intersection calculation, or will be created by some external event that places a new entry in the
change log (which may of course force a refresh of the values of all weights and the threshold). Note that the ’next
connection’ event may have a value of ’never’ if the changelog is empty, unless the active QoS Profile has a zero-
threshold period as in the example above.



EP 1 576 784 B1

7

5

10

15

20

25

30

35

40

45

50

55

3.3 Banding

[0051] We control both the client weight graph and the threshold graph by a structure we call banding. We assume
that all graphs can be described as sets of horizontal lines which jump (concatenations of step functions). Therefore the
QoS Profile for a given class can be described by an array of bands. A band is parameterised as follows:

[0052] Bands can be defined as deltas from a start time or against the system clock (absolute). A weight graph for a
class which should be scheduled to go within 2 hours of object creation could be described by a pair of bands: The
following table could describe the QoS weight profile for the Contacts class.

[0053] A threshold graph which describes the graph in the example above would be represented as follows:

[0054] Note that there is a different weight for objects created or modified on the server and that this weight is constant
throughout the daily cycle. This approach can be used to mirror the fact that server-side changes may have a different
priority to those originating on the client.
[0055] The client and server carry QoS objects which encapsulate the above tables and influence the scheduling of
replication. A user’s device will hold a QoS object for each data class installed on the device, plus a single threshold
object representing the whole system. Each QoS object holds an array of bands to describe a single weight graph. The
intersection points of these graphs determine when objects of a given type will be replicated - these intersection points
must be calculated by determining the weight of each object and the threshold value for the system at a given time.

3.4 Changelog item weight calculation

[0056] The weight of an item in the change log has to be calculated. The QoS object for the item’s class is retrieved
from the data store. The banding structure is examined and a weight is looked up from the weight graph (either by
calculating current time - created time in the case of delta band type, or by comparing system time in the case of absolute
band type). To include object size as a parameter in weight calculation, we have added two more fields to the banding

Parameter Values Description

Band type Delta; absolute Whether the band is measured from creation time or against system 
time.

Direction Server->client; client-
>server

Direction of travel of item.

Start time Time If delta type a duration, if absolute then a clock time.

End time Time If delta type a duration, if absolute then a clock time.

Weight 0 - 100 Item urgency.

Band Name Band Type Direction Start Time End Time Weight

Band1 Delta client->server 00:00 02:00 25

Band2 Delta client->server 02:00 24:00 90

Band Name Band Type Direction Start Time End Time Weight

Band1 Absolute client->server 00:00 02:00 0

Band2 Absolute client->server 02:00 07:00 20

Band3 Absolute client->server 07:00 09:00 50

Band4 Absolute client->server 09:00 11:00 80

Band5 Absolute client->server 11:00 18:00 50

Band6 Absolute client->server 18:00 24:00 20

Band7 Absolute server->client 00:00 24:00 50



EP 1 576 784 B1

8

5

10

15

20

25

30

35

40

45

50

55

structure.

[0057] If the object size is greater than the size limit then the oversize weight is used - note that this could be higher
or lower than the default weight for the class. In some applications, the object weight can be overridden by a user request
(effectively a ’send now’ button) which sets the weight to 100.

3.5 Changelog threshold calculation

[0058] The current changelog threshold weight can be extracted from the threshold QoS object using the current
system time. This value can then be modified by dynamic variables - for example if the device can detect roaming status
then this can influence the threshold. Generally the threshold will be higher when roaming, to reflect the fact that replication
will be more expensive; it is also possible to specify a lower limit for the threshold in a given band, effectively preventing
very low priority objects from replicating at all before the device returns to its home network. In deployments where the
mobile terminal can be aware of local cell loading conditions, then the cell loading can be used as a factor in adjusting
the current threshold value: if the traffic loading of the local cell is below some value (e.g. 70%) then the threshold can
be reduced. If the cell loading is above some value (e.g. 95%) then the threshold can be increased.
[0059] The QoS object creates timer events which represent the times of day at which the threshold is known to
change, reflecting the shape of the QoS Profile as defined by the network operator. As each of these timer events fires
off, the QoS threshold will be assigned a new value and the ensuing weighting recalculation will allow objects with the
correct weight to be replicated.

3.6 Next connection time calculation

[0060] The weight graph of an item needs to be compared to the change log threshold graph to find the next time that
the item weight >= threshold weight. This calculation will ignore dynamic change to the threshold weight which is by
definition unpredictable. It is a fairly simple calculation to match up the bands and compare weights at consistent times.
[0061] There are three types of event that might result in a replication session:

• a change object already in the changelog may increase in weight due to moving into a new band

• the QoS threshold may drop due to a move from one time-based tariff to another

• a new entry may appear in the changelog with a weight higher than the current threshold.

[0062] For the first two events, the time at which the session starts is predictable and must be calculated at the end
of each replication session. This represents the next scheduled connection time.

APPENDIX 1 DATA REPLICATION SYSTEM DESCRIPTION

[0063] The present invention will be described with reference to an implementation from Cognima Limited of London,
United Kingdom. Cognima has developed a data replication technology that directly addresses the need for Mobile
Service Providers (MSPs) and Network Operators to increase consumer adoption of data services, encourage greater
loyalty from their valuable customers, and differentiate their services from the competition.
[0064] Cognima’s data replication solution addresses these issues by:

• Increasing adoption by making data services compelling and effortless to use.
• Establishing a high barrier to churn by securely backing up subscribers’ personal data on servers controlled by those

subscribers’ MSP.
• Enabling the MSP to create differentiated services by controlling the customer experience.

Parameter Values Description

Size limit Size in bytes Object size limit over which the oversize weight applies.

Oversize weight 0 - 100 Weight of oversize objects.
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1. Overview of uses for the Cognima Data Replication Framework

[0065] Cognima’s data replication framework enables a Mobile Service Provider to build compelling services for con-
sumer markets. The MSP hosts a Cognima Server at its data centre. The server comprises an Oracle database plus
Cognima’s multi-threaded Java communications server, hosted on a standards-based J2EE application server and
carrier-grade Unix hardware. Section 4 and later sections describe the technical implementation in detail.
[0066] The Cognima framework replicates data entered in a mobile phone automatically (without any user intervention)
to other phones via the Cognima Server. Similarly, data from external systems connected to the Cognima Server is
automatically kept up-to-date on mobile phones.
[0067] Mobile subscribers using Cognima-enabled applications experience an always-available, instant connection
to their personal information and friends.

• Personal information can include the subscriber’s address book, messages, bank account details, stock prices,
pizza orders, calendar, current traffic on a route to work, or any other personalised content. The data is always kept
securely backed-up on the Cognima Server and automatically replicated on all relevant client devices.

• Always-available means that the personal information is accessible on whichever device or handset the subscriber
is carrying, whether currently connected to the network or not since the user can always access personal information
stored locally on the device). Users can also edit and manage their personal data directly on the server via a web
interface - the Virtual Phone.

• Instant means that subscribers do not have to wait for data to download from a server; the latest information is on
their handsets even before they know they need it since that data is automatically sent to the handset (e.g. polling
by the handset may occur; this can be regular periodic - such as every 30 minutes or at pre-defined times (4pm,
5pm etc). Pushing to the handset may also occur).

• Subscribers can share their data across multiple devices and with their friends since the Cognima Server can
replicate this data to any defined device or defined individual.

1.1 Example Cognima Applications

[0068]

Customer Need Cognima Application

Sarah Sarah’s phone has been stolen, including 
some important contact numbers and 
messages for which she has made no manual 
back-up copy.

Whenever Sarah enters data in her phone, Cognima 
automatically backs it up on a central server at the 
MSP’s data centre. Sarah can buy a new mobile phone, 
and retrieve all her contacts and messages instantly 
from the central server, as long as she remains with 
the same MSP. She can also delete her data from the 
stolen phone via the MSP’s portal.

Jill Jill is out shopping. Before making an 
expensive purchase, she needs to know if her 
salary has been paid into her bank account. 
However, she is in the basement of a 
department store, and has no network 
coverage.

Cognima keeps Jill’s personalised content (including 
her bank account details) up-to-date automatically on 
her mobile phone by periodically (or at a predefined 
time or even immediately a change occurs) sending 
any changed data to Jill’s mobile. The latest data is 
there on Jill’s phone even before she knows she needs 
it. She can access it instantly, even if there is no 
network coverage.

Matthew Matthew likes to keep his friends informed 
about his current availability and ’mood’. He 
also likes to see what his friends are up to. 
He’s mainly interested in keeping track of 
what’s happening in his social group, and he 
wants to do this at a glance, without having 
to go ’on-line’ or send lots of expensive 
messages.

Cognima shares Matthew’s presence profile with his 
friends. When he changes his profile (e.g. selects an 
icon to indicate he’s feeling sociable) the icon updates 
automatically in Matthew’s address book entry on his 
friends’ phones. Matthew can see presence 
information for all his friends at a glance on his own 
phone. He can even ask his phone to alert him when 
a friend is feeling sociable or bored, so that he can 
immediately call.
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2. Benefits to the Mobile Subscriber

[0069] Cognima provides an ideal framework for implementing mass-market consumer data services based on the
following key benefits:

• Friendliness: no user intervention is required. Subscribers never need to press a ’sync’ or ’download’ button to
access their data. System configuration and secure data transfer are completely transparent to the end user.

• Instant availability: the user is always able to interact instantly with local data (even when off-line), whilst any
updates take place silently in the background. For example, users can read their personalised content whilst on an
underground train. The user experience is separated from the data transport.

• Affordability: The MSP can control when replication takes place, and the Quality of Service (QoS) delivered.
However, because the user experience is separated from the data transport, lower QoS does not affect the user’s
perception of the service. Crucially, this allows the MSP to offer low-cost, subscription-based services with relatively
poor QoS without sacrificing user experience - e.g. data replication can happen overnight for non-urgent data services
such as bank statements, yet still be satisfactory to users. Overnight data replication uses otherwise underused
bandwidth and is hence far cheaper than peak time data replication. Urgent data replication (e.g. presence infor-
mation) can happen at any time on a periodic or (optionally) continuous (push) basis and attract a higher charging
rate. Furthermore, efficient use of phone memory & processor power allows Cognima client software to be cost-
effectively installed in even the cheapest mass-market phones.

3. Benefits to the Mobile Service Provider

[0070] Cognima presents a MSP with a means to generate new data revenues, reduce churn, and to differentiate its
services from those of its competitors.

3.1 Increased Usage of Existing Mobile Services

[0071] Cognima increases usage of existing mobile services:

• Messaging and content-based services become much more convenient and immediate, and will therefore be used
more.

• The enhanced immediacy of presence information increases the use of chat and Instant Messaging, and an alert
when free capability will boost voice calls.

(continued)

Customer Need Cognima Application

Laura Laura has two mobile phones - one she uses 
at work, and a fashion-phone she takes out 
in the evenings. She wants to keep the same 
address book on both devices, but she hates 
entering data twice, and she’s never figured 
out how to use the sync software that came 
with her phone. Swapping the SIM card over 
is cumbersome, and leaves behind data in the 
phone memory.

Cognima automatically keeps all the data in Laura’s 
phones in step. Whenever she edits data on one 
handset, it is immediately (or periodically or at a 
predefined time) replicated onto the Cognima server 
which then updates her other phone as well. She never 
has to remember to press a ’sync button’-it just 
happens. Jill even shares some of the contacts in her 
phone with her husband, Geoff. When Geoff enters his 
mother’s new mobile number, it is automatically 
updated in Jill’s phones as well.

Juha Juha also has two mobile devices - a phone 
and a wireless-enabled PDA. He needs to 
read and reply to e-mail and SMS messages 
on both devices, but he gets confused and 
frustrated, and loses productivity, when his 
Inbox gets out of sync.

With Cognima, SMS, e-mail and other types of 
messages can be read and sent from any device, and 
also using a ’Virtual Phone’ web interface. Messages 
are received on all devices used by the subscriber, and 
sent messages appear in the Outbox on all devices. 
Any message read on one device is instantly marked 
as read on all other devices. Messages deleted from 
a mobile phone can be stored and retrieved via the 
Cognima Server.
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• Effortless management of multiple devices allows users to carry an appropriate phone on any occasion, and therefore
make more calls and send more messages.

3.2 Compelling New Services

[0072] Cognima enables rapid introduction of compelling and affordable new mobile data services.

• Cognima delivers a compelling user experience for new services in low-end phones using only spare network
capacity. This is affordable and scalable for the network operator, allowing the MSP to offer understandable and
predictable pricing for mass-market subscribers.

• Most of the application development for new Cognima services takes place on the server side, allowing the MSP
to bring new services to market quickly.

• Cognima’s client software can be installed as a flash memory upgrade, endowing today’s mass-market handsets
with smart-phone-like capabilities. New software applications can be downloaded over the air to existing Cognima-
enabled handsets, allowing MSPs to roll out new data services without waiting for new devices to support them.

• Third party application developers can leverage the MSP’s Cognima infrastructure to develop new applications for
the MSP’s network.

3.3 Churn Reduction

[0073] Cognima services act as a significant barrier to churn. For example, a subscriber who stores their personal
information securely at their MSP’s Cognima Server can buy a new phone and immediately retrieve all personal infor-
mation to their new device. All this personal information may be lost if they decide to take out a subscription with a
different service provider.

3.4 Differentiation

[0074] Today, subscribers have the same basic experience of using mobile data services on all networks. For example,
the experience of using WAP services is defined by the WAP protocols, the browser in the phone, and the content
accessed. Many MSPs have realised that they must differentiate themselves by giving their subscribers a unique user
experience, but are hindered from doing so by severe constraints to customising the services in mobile handsets.
[0075] Cognima gives MSPs the ability to implement services on the handset, and thereby to regain control of their
subscribers’ user experience. Most importantly, Cognima allows this without sacrificing interoperability; support for in-
dustry standards is achieved through straightforward integration with the Cognima Server. The net result is that the
MSP’s position in the value chain is strengthened versus the powerful brands of handset manufacturers and content
providers.

4. Cognima data replication framework functional design

4.1 Introduction

[0076] This and subsequent sections of the Detailed Description are intended to describe how the Cognima data
replication system actually works. It covers the behaviour of client devices, the Cognima Server and the web client,
without going into details of specific hardware, programming language, software class design or environment. It does
describe the basic data structures and algorithms used.

Terms

[0077]

Client device A phone, PDA or other machine running the Cognima client software.

Cognima server A server accessible by client devices which runs the Cognima server software to replicate data.

Replication The process of copying data from a client device up to the Cognima Server and then down to 
other client devices belonging to the same user.

User A human being who owns and uses at least one Cognima client device
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4.2 Purpose

[0078] The objectives of the Cognima software are:

• To allow a user instant access to view and modify an ’up to date’ copy of their data on multiple handheld devices
capable of wireless data connectivity.

• To allow a user to view and modify the same data using a conventional web browser.

• To effortlessly provide secure backup of a user’s data.

• To give a user powerful data functionality on a cheap handset by displacing complicated and expensive processing
to a server.

4.3 Highest level description

[0079] Client devices hold a copy of the user’s data in a database on the client device. The user can access this data
whether or not he has a network connection and therefore always has instant access. When a user changes the data
on his device, the changes are copied to a Change-Log. The client device connects periodically to a Cognima Server
on the wireless network, to send up the changes from the Change-Log and receive new data. This separates the act of
changing data from the need to connect to the network (i.e. push is not continuous in a preferred implementation). The
Cognima Server updates its own database with data changes received from the client device, and populates Change-
Logs for any other devices the user owns. When these devices next connect, they will receive the changes and thus the
devices are kept in sync, each with a copy of the same data.
[0080] The Cognima Server contains a web server which allows the user to examine directly using a web browser the
copy of the data held in the Cognima Server database, and make changes to it as he would on a client device. The
Cognima Server also acts as a gateway for the user to communicate with other servers on the network / internet. For
example, the client device can effectively ask the Cognima Server to send a message as an SMS or an email or a fax
by setting a few flags in a message object and the Cognima Server contains the functionality to communicate with email
servers, SMS servers and fax machines. This can be extended to servers holding ringtones, banking details, games
etc. It is easier and cheaper to build the software on the Cognima Server to talk to these other servers, than it would be
to build the software on the client device.

5. Lower level concepts

5.1 Data structures

5.1.1 Ids

[0081] Cognima user data is described using the terminology of object databases: classes and objects. Unfortunately,
there is room for confusion with similarly named OO programming concepts and care therefore needs to be taken.
[0082] All users in a Cognima network are assigned a user id. This id is unique to the network - i.e. provided by a
given network operator. All users have a Cognima address which is a combination of their user id and Cognima Server
URL. This is unique in the world. Each device which belongs to a user is assigned a device id. The device id is unique
to the user. This is only 8 bits so a user can have a maximum of 253 devices (id 254 is reserved for the web, id 255 is
spare, id 0 is invalid). All user data is classified into classes (contacts class, messages class, bank transactions class
etc) and the classes are assigned a class id which is unique in the world. Class id ’12’ refers to a contact, for example.
[0083] An instance of a class is an object, which is assigned an object id unique to the user, e.g. a contacts class
object might be the contact for "John Smith". The object id is generated by concatenating the device id of the device
which created the object with a monotonic increasing count which increases over the life of the device. So each device
can create a maximum of 16777215 objects (if we encountered this limit we could reset the device id). Classes are
defined by the properties which constitute them. A class is essentially an array of properties. Each property in the class

(continued)

User data The set of information (contacts, messages, ringtones, pictures etc) that a user might want to 
store and manipulate on a client device.
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has a property id which is unique to the class (and is actually just the array position of the property in the property array,
starting from zero).

5.1.2 Creating objects

[0084] An object is created on a device. It is assigned an object id and saved to the device database. A copy is also
saved into a Change-Log. When the device next connects to the Cognima Server the entry in the Change-Log is sent
up. The Cognima Server saves the object to its database (recording the system time), does any class specific processing
that may be required (such as generating and sending an email) and adds entries to Change-Logs for any other devices
that the user may own which have declared interest in the class. (The entries should be for the correct version of the
class on the device).
[0085] An object may also be created on the web portal. The object id is generated (using device id of 254 as described
above) and processed identically to the device. There is no Change-Log for the web portal, it gets selections directly
from the Cognima Server database.
[0086] An object may also be created by a server application (e.g. a messaging module might receive an email from
which it creates a message object). The object id is generated (using device id of 254 as described above) and processed
identically to the device.

5.1.3 Updating objects

[0087] One or more properties of an existing object are modified on a device. The changes are saved to the device
database. Each changed property is used to generate an entry in the device Change-Log. These are sent up to the
Cognima Server.
[0088] If the time of the update is later than the ’last changed’ time for the property in the Cognima Server database
then the Cognima Server saves the changes to its database (recording the new ’last changed’ time for the property),
does any required class specific processing and adds entries to Change-Logs for other devices which belong to the
user, have declared the class and have a version of the class which contains the property. The update is also placed
on the Change-Log for the device that originated the change. This may seem strange but is required to cope with the
following scenario:
A user has 2 devices A and B. He updates property 7 on A offline at 5pm and updates it on B offline at 6pm. He connects
to the network with A first. The value of 7 on A gets put in the Change-Log to be sent to B. Later B connects. Its value
of 7 is more recent so the value of 7 on B is sent to A, but B gets A’s value. Replicating the value of 7 back to B fixes this.
[0089] If an update is received by the Cognima Server for an object which is marked as deleted and the update is later
than the deletion, then this is interpreted as an un-deletion. The object is undeleted, updated and then a refresh of the
object in placed on the Change-Logs for all appropriate devices. Updates from the web portal or server applications
work in the same way.

5.1.4 Deleting objects

[0090] An object is deleted on the device. It is removed from the device database and an entry is put on the Change-
Log listing the class id and object id. The entry is sent up to the Cognima Server.
[0091] If the time of the deletion is later than the last updated time of the object, then the Cognima Server marks the
object as deleted in its database, does any class specific processing and adds the entry to other devices that belong to
the user and have declared the class.
[0092] If the time of deletion is earlier than the last updated time then this indicates that the deletion is invalid and a
refresh of the object is put on the Change-Log for the device which originated the deletion.
[0093] The deleted object is viewable in the web portal a manner that makes its deleted status clear. The user can
select the object for un-deletion. The deletion mark is removed from the object in the Cognima Server database and
entries to refresh the object are placed on the Change-Logs for all devices that belong to the user and have declared
the class.

5.1.5 Property types

[0094] Each property has a type. There are currently 9 permitted property types:

Type name Type value Type description

KcogTypeRef 0 4 byte object id of another object
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[0095] A CogString is a character count followed by the characters. If the string is ASCII then the space taken up by
the string will be (4 + char count) bytes. If the string is Unicode then the space taken up will be (4 + (char count * 2)) bytes.
[0096] A CogTypedString is a CogString preceded by a type (4 byte unsigned integer). The only use of a typed string
so far is a Contact Point. The type identifies the type of contact point (e.g. email address, home phone) and the string
holds the address (e.g. bob@xxx.yyy, 01233556677).
[0097] A CogBlob is a length in bytes followed by that number of bytes. It can be used to store any binary data.
[0098] A CogArray is passed around as a 4 byte unsigned integer ’type’ followed by two blobs. The ’type’ indicates
the type of elements held in the array. The first blob is an index blob: it holds a sequence of offsets (4 byte unsigned
integers) into the second blob. The second blob is the data blob which holds the elements of the array as a sequence
of binary lumps. Elements can be extracted from the data blob by counting along the index blob to get the offset of the
start of the element in the data blob. This is the stream structure of the CogArray as it is passed around. Inside a particular
system it may appear as a conventional vector (i.e. already parsed).
[0099] The only implemented example of a CogArray is the MessageAddress. Each element of the MessageAddress
is an AddressPair. An AddressPair is a contact id (object id of a contact object) followed by a Contact Point.

5.1.6 Smart property parameters

[0100] Some of the properties can be made "smart". This means they can be parameterised for a specific device to
sculpt the data in the property for the characteristics of the device. In practice the parameters are two 4 byte unsigned
integers, one is a smart type and the other is a max size. For example, the property which holds the body text of a
message might be parameterised to smart type kCogPlainText and max size 100 on a cheap phone with limited memory,
but parameterised to be smart type kCogRichText and max size 1000 on a PDA with more memory.
[0101] The parameters are stored by the Cognima Server when the application is added to the device. When new
objects or updates for that class are placed in the Cognima Server Change-Log for that device they are processed
according to the smart parameters. This might involve, for example, truncating text, converting Unicode text to narrow
text or converting image formats.
[0102] It is important for data integrity that the object held in the Cognima Server database be a copy of the object as
it was generated. Even if you see a cut down version on a device you can effectively manipulate the complete version
on the Cognima Server.

5.1.7 Class versions

[0103] We have the concept of a class version which is defined by a 4 byte unsigned integer. A new class version
may add properties to the end of the old class, but it may not change or remove existing properties, or insert new
properties between existing properties. This should allow interoperability between versions. Class definitions with different
smart property parameters are not different versions.

(continued)

Type name Type value Type description

KcogTypeInt 1 signed 4 byte integer value

KcogTypeUInt 2 unsigned 4 byte integer value

KcogTypeFloat 3 signed 4 byte floating value

KcogTypeStr 4 a CogString (a 4 byte unsigned integer holding the number of characters 
in the string, followed by the character bytes)

KcogTypeTime 5 unsigned 4 byte integer value indicating the number of seconds since 
midnight 1st Jan 1990

KcogTypeTypedStr 6 unsigned 4 byte integer value followed by a CogString

KcogTypeBlob 7 a stream of bytes preceded by a 4 byte unsigned integer which holds the 
number of bytes

KcogTypeArray 8 a blob structure which can hold an array of any kind of data
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5.2 Passing user data around

[0104] Cognima utilises the idea of class metadata to minimise the data that needs to be copied around between
databases. Class metadata is essentially an array of property metadata. Property metadata is a property id, a property
type, a smart type and a max size.
[0105] User data is transferred as a stream with no formatting information other than a class id. This stream is parsed
by looking up the class metadata. So if a stream is received for class 6 and the class metadata for class 6 says that
property 0 is a KcogTypeUInt and property 1 is a KcogTypeStr, then you know that the first 4 bytes of the stream should
be interpreted as an unsigned integer, the next 4 bytes should be interpreted as an unsigned integer holding the number
of characters n in the succeeding string, the next n (times 2 if Unicode) bytes hold the characters in the string etc.
[0106] Client devices declare to the Cognima Server the classes that they support. This enables the device to subse-
quently send up only raw user data (with a header containing class id, object id and a few other things) and hence
minimises bandwidth requirements. This can be contrasted with, for example, XML reliant systems that are far more
bandwidth hungry.
[0107] The client device class declarations also contain the smart property parameters so that the Cognima Server
can sculpt the data for the device. It is worth emphasising that the meaning of a property is hard coded into an application.
The class metadata states that property 2 in class 7 is a string with max length 30 characters. It is the code in the
application that interprets property 2 in class 7 as the name of a football team.

5.2.1 Data replication issues in more depth

[0108] Data is held in objects that are created on client devices and the server these devices connect to (known as
the Cognima Server). These objects and any changes made to them are replicated between the client devices and the
Cognima Server.
[0109] The design of the replication process allows:

• A set of objects to be defined that will be replicated so that the same set of objects will be held on a Cognima Server
and all the client devices that are logged on to that server for a given user. New objects created on any device or
the server will be replicated to all other devices. Changes in any property of an object will be replicated to all devices.

• Only the minimum data to be transmitted across the network for a given update since only changes in data are sent
from clients to the Cognima Server or vice versa.

• A key part of the design was to not require times of modification to be kept for each property of an object on the
client device as updating these on constrained client devices is slow and keeping a last modified time for each
property in an object would take a lot of space.

• On the Cognima Server storing modification times for all properties of an object is fine as the server has enough
storage space and processing power to deal with this.

5.2.2 Metadata

[0110] In order for the system to work it needs a clear idea of what properties are defined for a given class of objects.
This is done by providing the programmer with a few C++ compiler macros that allow definition of the class metadata.
[0111] The definition of the properties to be used in a class result in a Class Metadata definition. This definition tells
the CRE (Cognima recognition engine) what type a given property is and allows it to pack and unpack an object or a
property for transmission over a data link. In order for the CRE system to work all clients and the server must have the
same class metadata definition. Thus the following occurs:

• When a new Metadata definition is declared on a client device it is sent to the Cognima Server and from there the
Cognima Server will send it to all other clients.

• When a new Metadata definition is declared on a Cognima Server the definition is sent to all client devices.
• When a new client device logs on to a Cognima Server for the first time all of the metadata definitions are sent to

that device before any objects are sent.
• In all of the above cases a future optimisation may be made so that the Cognima Server only sends the metadata

definition to clients who access the class (and the specific properties) the metadata refers to.

5.2.3 ChangeLog

[0112] The purpose of the ChangeLog is to record any changes that have occurred since the client device last connected
to the Cognima Server (or the Cognima Server to the client device). Using Cognima APIs, applications connect to the
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CRE and can cause objects to be created or deleted, or a property in an object to be changed. These changes are
added to a Change-Log on the local device as they are made together with the time the change was made. Objects are
given unique identifiers when they are created so that a given object can always be identified.
[0113] In the same way, creation and deletion of objects and changes to object properties by applications running on
the Cognima Server result in the changes being added to all the Change-Logs of all the client devices registered to that
user on the Cognima Server. The time of changes are recorded for each object or property.
[0114] ChangeLogs can be built in two ways:

• As the new objects are created and properties are changed (this is normally the case for client devices)
• Or they can be built on demand when they are needed by using the last modified times of objects and properties if

these are stored on the system (in some circumstances, this method may be used on the Cognima Server instead
of the above method).

5.2.4 Replication

[0115] When a client device has items in its ChangeLog to send it will connect to the Cognima Server (and likewise
for the Cognima Server connecting to the client device). By default, the items in the ChangeLog are sent in the order in
which they were added to the ChangeLog, however they may be re-prioritised immediately before sending to provide
for premium services, urgent data and so on. Items transferred are:

• A metadata definition including the type of each property of a given class of objects.
• A new object that has been created - with the contents of the properties of that object.
• A property has been changed - with the new value of the property.
• An object has been deleted.

[0116] In all the above cases the appropriate IDs are sent to identify the object, class and properties involved. All
ChangeLog items are marked with the time the item was added to the ChangeLog. These times are always local machine
times and are resolved into GMT by the Time Management approach described in Section 6.2.
[0117] When a client device receives ChangeLog items from a Cognima Server:

• When a client device receives a new object message from a Cognima Server it adds this new object to its local
database.

• When a client device receives an object deletion message from a Cognima Server it marks the object as deleted in
its local database.

• When a client device receives a property change it is always assumed that the Cognima Server is authoritative on
the current state of the database and so the change is always made to the value of the property held in the local
database.

[0118] A Cognima Server receives ChangeLog items from a client device:

• When a Cognima Server receives a new object from a client device it is added to the Cognima Server database
and also added to all the Change-Logs of the client devices registered to that user, apart from the Change-Log of
the machine that sent the new object in the first place.

• When a Cognima Server receives an object deletion from a client device the object is marked for deletion and an
object deletion message is added to all the Change-Logs of the devices registered to that user apart from the
Change-Log of the machine that sent the object deletion in the first place.

• When a Cognima Server receives a property change it compares the time of the change to the current time held for
that property on the Cognima Server. If the time of the property change is later than that held on the Cognima Server
the property value is changed in the server database and this change is also added all the Change-Logs of the client
devices registered to that user - including the one of the machine that sent in property change (in case another
object update has been sent to that machine in the meantime). If the property change was not later than the one
held on the Cognima Server no change is made as the stored property value is more recent - but the value is added
to the list of old property values on the Cognima Server so that a user can retrieve it later if required. When times
are compared the Time Management approach described in Section 6.2.below is used.

[0119] When a device first connects to a Cognima Server it will be sent all class metadata definitions and then all the
objects in the database for that user. The Deletion messages generally just mark an object for deletion. Actual removal
of the object from the database may occur later on once all objects referring to that object have also been deleted.
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5.2.5 Optimisations

[0120] An optimised version of the above replication protocol allows for aggregation of the entries in the ChangeLog.
If a ChangeLog (in the Cognima Server or on a client device) has not yet been replicated, and a subsequent entry is
added, then existing entries can be scanned to potentially reduce the number of entries that need to be replicated during
the next connection:

• if the new entry is an update to a property that is already scheduled for update then only the later entry need be retained
• if the new entry is an object deletion then all property updates for that object can be removed from the ChangeLog
• if the new entry is an ’undelete’ command and the original deletion is still in the ChangeLog then the two entries can

both be removed from the ChangeLog

6. Core algorithms

6.1 Handling endian-ness

[0121] Operating systems are fundamentally little endian or big endian which is a choice of the byte order in which
numbers and strings are stored. If two computers which have different endian-ness have to communicate then one of
the computers will have to switch the endian-ness of its data packets. In the Cognima environment the Cognima client
software uses the same endian-ness as the host client device. The Cognima Server has to determine the endian-ness
of the client device (it uses a reference value in the first packet of data from the client) and then convert the subsequent
incoming data if necessary to maintain consistent endian-ness in the Cognima Server. The Cognima Server also has
to convert any outgoing data it sends back to the client device.

6.2 Synchronising system times

[0122] Different devices will inevitably have slightly different system times. Changes that are sent from client devices
to the Cognima Server are stamped with the device system time at the time of the change. It is up to the Cognima Server
to resolve the times on different devices so that it can judge the order in which changes took place and record the correct
update.
[0123] The logon of a device contains the current device time. The Cognima Server should be able to compensate
for the latency of the network and compare the login time with its own system time. This will give it a delta between the
device time and the Cognima Server time. This delta can be applied to further times sent up by the device in that session.
[0124] The Cognima Server can compare deltas in successive sessions from a device to determine clock ’creep’ on
the device or changes of time zone: it cannot be assumed that all the client devices in the system have clocks that are
well synchronised to each other:

• Clock times drift on devices depending on the device’s clock accuracy.
• Some users like to set clocks 5 minutes early for example.
• Some users will make changes to clocks to account for daylight saving rather than adjusting the locale settings (and

some OSes may not provide locale features anyway forcing the user to change the clock directly).

[0125] To get round this problem, the server will be responsible for adjusting times used by the client device to GMT
when comparisons are made on the Server, and from GMT to the equivalent time for the client device when messages
are sent from the Cognima Server to the client device.
[0126] The client device will tag all the items in the ChangeLog with times obtained from the local clock - as far as the
client device is concerned it only ever deals in time based on the client device’s own clock.
[0127] Each time the client device connects to the Cognima Server it sends its view of the current time as given by
the clock on the client device. From this the Server can work out:

• What the delta to GMT is

• If there has been any drift in the mobile device clock since the last time it logged on since the server keeps a record
of the last delta to GMT and when the last connection was made and therefore can compare these. If there is drift
the server can adjust all times sent by the mobile device pro-rata.

[0128] For example the table below shows a pattern of events with a client device connecting to a Cognima Server.
The Client device’s time is 5 minutes slower that the Cognima Server and is loosing a minute every hour (an extreme
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case to show the point). Also to show the point we will assume that from 09:00 to 12:00 the user is on a plane and out
of contact with the Cognima Server so it does not connect during this time:

[0129] In order to work out if the property changes were made before or after the time stored on the Cognima Server
the times X and Y need to be worked out. From the information above the Cognima Server knows that when the client
last connected it was around 3 hours ago and at that point the time difference was 5 minutes whereas now it is 8 minutes.
Thus, assuming the clock drift happens linearly, the Cognima Server can work out that the device is 5 minutes behind
GMT and that the clock is drifting back a minute every hour.
[0130] From this is it possible to work out that the time the client device knows as 10:00 for the property A change
needs to have 5 minutes added to it for the initial drift, plus one minute for the extra drift that occurred in the hour till that
property was changed.
[0131] Likewise Property B needs to be adjusted to 11:07 - the 5 minutes initial drift plus 2 minutes since two hours
elapsed from 09:00 to 11:00 when the property was changed.
[0132] In practice the delta to the time between the client device time and GMT may be minutes, but the drift will be
in the order of fractions of seconds per hour.

6.2.1 Time Adjustments

[0133] As well as the delta to GMT and any drift in the client device clock, users can also change the time on the client
device. They may do this to reset the time to the correct local time (we can give the user the option to have this happen
automatically but some users may want to keep their own control of their client device time - e.g. they like to have the
clock set 5 minutes fast). They may also make adjustments to reflect a change of local time (i.e. daylight savings or
changing timezone). The goal is that the user can change the clock on the device to any time that suits the user and the
device simply takes account of this.
[0134] When the user makes a change to the client device time most operating systems will report this change (for
systems that don’t do this the time can be polled say every minute to check for such a change). On detecting a change
in time the client device will work out the delta between the new time and the time as it was before the change. For
example this may be a change of plus one hour as a user moves timezone. The client device stores this time difference
as the Adjust Time which it saves for the next connection to the Cognima Server. The client device also goes through
every entry in the ChangeLog and updates all times in the log by Adjust Time. This ensures that the entries in the
ChangeLog are always relative to the local time on the client device.
[0135] Several such adjustments could be made between connections to the Cognima Server - each time the amount
of the time change is summed with the Adjust Time and the ChangeLog updated so that the times in the log are all
relative to the local time on the client device.
[0136] When the client device next connects to the Cognima Server the client device sends at logon the stored Adjust
Time - i.e. the amount by which the client device clock has been adjusted backwards or forwards since the last connection.
The Cognima Server can then remove this amount from the time from the delta to GMT and drift calculation.

6.2.2 GMT to Client Device

[0137] The same set of calculations can be made in reverse to convert the GMT times of changes made on the
Cognima Server to the correct local time for a given client device.

6.3 Adding an application

[0138] An application will use one or more classes to hold user data. The definition of the class is hard coded into the
application. The version of the class is coordinated by releases of the application.
[0139] Say that a statistics application uses a Footballer class to hold data about footballers. When the application
starts on a client device for the first time, it inquires from the device what version of the Footballer class the device

Action Client Device Time Cognima Server time (GMT)

Client device connects to Cognima Server 09:00 09:05

A change is made to property A 10:00 X

A change is made to property B 11:00 Y

Client device connects to Cognima Server 12:00 12:08
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already holds. If the version on the device is the same as the version that the application has been hard coded to use
then nothing more need be done.
[0140] If the device holds a newer version of the Footballer class, then the application needs to be robust enough to
cope with more properties than it expected. (This situation would arise if you had a class being used by multiple apps
and for some reason you installed an older version of one of the apps. This should be rare: ideally interdependent apps
should be upgraded together.)
[0141] If the device holds an older version of the Footballer class (or no version at all) then the application’s version
of the Footballer class should replace it. The new version is sent up to the Cognima Server. The Cognima Server therefore
maintains a list of versions of classes used on all devices.
[0142] The web portal pages will be the equivalent of the hard-coded device application. The web can extract objects
from the database according to the latest version of the class, and if there are more properties than it was hard coded
to expect it can ignore them. Therefore the web does not need to declare class versions.

6.4 Change-Log optimisation

[0143] The Cognima Server maintains Change-Logs for all devices listing changes that will be sent to the devices
when the devices next connect. There will be optimisations that can be made to the Change-Logs, for example:

• If >2 updates to the same property are queued in the Change-Log then only the last need be kept.
• If a deletion is queued for an object then any updates ahead in the queue may be removed.
• If an update is queued for an object then any delete ahead in the queue should be removed.
• If a device registers a new application there could potentially be very many objects to send down to it (e.g. message

history). The Change-Log should only have a sensible number of objects added to it (e.g. the 20 most recent
messages).

7. Ghosting, resurrection, pinning and withdrawal

[0144] The space available on a client device to hold user data will typically be orders of magnitude less than the
space available on the server. The device needs to hold a subset of data and the user should have to do as little work
as possible to maintain this subset. Ghosting and withdrawal are tools to aid this.
[0145] A class definition may include flagging certain properties as ’ghostable’. This means that if the object is ghosted
those properties will be nulled, freeing room on the client device. Ghosting is done automatically on the device. The
decision about which objects to ghost is made by following a ’ghosting rule’ and applying the rule whenever an object
is created or updated. The rule defines the maximum number of a selection of objects. When the maximum is exceeded
the objects in the selection at the bottom of a sort order are ghosted.
[0146] For example, the class might be messages, the selection might be messages in the inbox, the sort order might
be by date/time and the maximum number might be 50. If there are 50 messages in the inbox and a new message
arrives, the oldest message in the inbox is ghosted. Ghosting may remove the message body but leave enough header
information for the message to be recognised.
[0147] Withdrawal (also known in the past as auto-deletion and removal) is similar to ghosting but works by removing
the entire object, not just part of it.
[0148] Neither ghosting nor withdrawal are notified to the Cognima Server. They are purely local to the client device.
Therefore different devices may have different numbers of objects. The data on the devices is still fundamentally in sync,
but the devices hold different data subsets.
[0149] If the user wants to resurrect a ghost then a request is passed from the client to the Cognima Server for the
object to be resurrected. A refresh of the object is sent down to the device and the object is put back to normal.
[0150] Individual objects can be pinned. A pinned object is never ghosted or removed. Pinning can be chosen by the
user, or it can happen automatically. For example, an object that is resurrected is automatically pinned.

8. User replication - sharing objects

[0151] There are many applications for which we envisage it will be useful for users to be able to share objects. The
general way that this will work is: A user needs to know the Cognima address of users that he may want to share objects
with. It is more appropriate to discuss the retrieval of these addresses in detail in the Cognima Server architecture. Here
we assume that such a list is available.
[0152] A set of one or more Cognima addresses is attached to the object which is to be shared. The object can be
set to read-only (so the people you share it with cannot modify it). When the Cognima Server receives the new object
(or receives an update to it) from the web or a client device it replicates it as normal.
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[0153] It also looks up the list of ’sharees’ Cognima addresses. It marks the object with an originator id (i.e. the Cognima
address of the object owner + the object id) and sends it to the sharees. The sharee users may exist on the same
Cognima Server or be on different Cognima Servers. The Cognima Server of the sharee receives the object. If it is a
new object it assigns a new object id (keeping note of the originator id). If it is an update it finds the object using the
originator id.
[0154] If the sharee is allowed to update the object, the update can be replicated back to the object owner using the
originator id.

9. Displaying data

[0155] Conventional small devices like PDA tend to have simple filing systems that allow applications to read and
write data to some kind of storage that will keep the data when the application is not running. Generally these programs
will tend to read in the available set of data and then provide a user interface to display the data on the screen. This has
some disadvantages:

• Reading in the data when the program starts takes time
• The application needs to store all or some of the data in memory meaning it is now occupying more memory on the

client device
• Allowing more than one application to access the same set of data becomes non-trivial
• Similar code to read and manipulate the data appears in several applications that run on the device.

[0156] The Cognima approach is different:

• Data is stored in an Object Database that can be accessed by several applications
• A Cognima application does not read in all the data it deals with from a database. Instead it creates a selection - a

subset of the data which it is currently interested in. In general this selection matches the data that is currently being
displayed on the devices screen. Thus only the data currently being used by the application is held in memory -
saving a lot of memory space.

• All of the work of storing, sorting and indexing the data is done by the Object Database and so this functionality
does not need to be repeated in each application.

• When changes need to be made to data in an application, the application never directly updates its own display of
the data. Changes will update the properties in an object or create or delete an object. A change to the data could
be made by another application or an update received from a Cognima Server due to the data being changed on
another machine.

• When an application sets up a selection it gives a list of criteria by which data is either included or excluded from
the selection - because of this the Cognima Replication Engine can tell which applications to notify when a object
is created, deleted or updated.

• When an update needs to be sent to the application, code in the application linked to the selection that contains this
data is called and in this way the application can respond to the changes that have been made.

• When selections are set up, the application can also specify how the data is sorted and if only a small window on
the sorted list of data is required (known as a view).

[0157] This approach is similar to the screen re-paint approach used to redraw graphics screens on Windowing
systems. When an area of the screen needs repainting the application that is responsible for that bit of screen is called
to repaint the screen.

9.1 Example

[0158] A client device may have a contacts application running on it - this device replicates data with a Cognima Server
connected to other client devices also running contacts applications. A class of object is defined for a Contact that
contains names and phone numbers and these are replicated to all the devices of a given user.
[0159] An application on one device may have a display that shows all contacts by beginning letter - for example the
interface allows the user to press a D button to show all the names beginning with D. This application will set up a
selection that contains objects:

• Where the class is defined as Contacts
• Where the name begins with the selected letter (e.g. D)
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[0160] When the selection is defined the application also defines code to be called by the CRE when objects are
added, deleted or updated.
When the selection is first set up this code will be called back with the first set of objects that fulfil the above criteria.
[0161] If the application was asked to create a new contact with a name beginning with D the application would create
the object but do nothing else. The CRE would detect the new object and call back the selection code to notify it of the
new object.
[0162] Likewise is a new Contact object was created on another device and was replicated to the client device - if the
name of that Contact began with D the application would be notified.

9.2 Sorting

[0163] Data in selections generally needs to be sorted - often so that when displayed users can see data in a logical
format. When a selection is defined the sorting order can be specified: the properties to sort on, in what order and what
sorting algorithms to use.

9.3 Views

[0164] There may be many items of data in a selection. Commonly when the data is being displayed it may not all fit
on the screen and so the user will need to scroll up and down the data. A view provides this functionality by specifying
the number of items of data the selection wants to deal with and the number of the first item of data out of the complete
list of data the application wants to appear in the selection.
[0165] Views are important because they allow an application to limit the amount of data it stores locally to be limited
to just the amount needed to display on the screen this reducing unnecessary duplication of data.

9.4 Efficiency

[0166] Cognima has made some efficiency optimisations in how the data is transferred between the Cognima server
and client application - when multiple data changes are made the data is sent in blocks and then the application informed
that the changes are complete so that the application only needs to update its user interface once.

9.5 Example

[0167] As an example we will define a selection called ContactSelection. This is the code that the framework will call
back whenever a change is made to any of the selected objects. In the Cognima framework this is implemented as an
object which you derive from the COdbSelect templated class - specifiying the type of object you want to have in the
selection as the template argument.

 class CContactSelect : public COdbSelect<CContact>
 {
 public:
  CContactSelect(COdb *aOdb);
  void ObjectAdded(CContact *aObject);
  void ObjectUpdated(CContact *aObject);
  void ObjectRemoved(const TOdbObjectId aObjectId);
 private:
  bool ListContacts();
};

[0168] The methods ObjectAdded(), ObjectUpdated() and ObjectRemoved() are called by the framework whenever
respectively an object is added, updated or removed. When you implement the Selection class you don’t need to
implement all these methods if you do not want to take instance action on any of these events - in some cases you may
set up a selection to keep a list of a certain set of objects but only check that list on some other event and so the above
methods would not be required.
[0169] We have defined one extra private method called ListContacts() - this will list all the current contacts held by
the selection.
[0170] Here is the implementation of this class:

  CContactSelect::CContactSelect(COdb *aOdb)
 : COdbSelect<CContact>(aOdb)
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  {
 }
 void CContactSelect::ObjectAdded(CTestContact *aContact)
                                                                        {
   OdbLog(OdbLogApp,L"New contact added:" <<aContact->GetName());
   ListContacts();
 }
 void CContactSelect::ObjectUpdated(CTestContact *aContact)
  {
   OdbLog(OdbLogApp,L"Contact updated:" <<aContact->GetName());
   ListContacts();
 }
 void CContactSelect::ObjectRemoved(const TOdbObjectId aObjectId)
  {
   OdbLog(OdbLogApp,L"Contact deleted - Id:" <<aObjectId);
   ListContacts();
 }
 void CContactSelecr::ListContacts()
  {
   OdbLog(OdbLogApp,L"Contacts list:");
   for (unsigned long Index=0; Index<iResult.size(); Index++)
   {
          CTestContact*Contact=iResult[Index];
          OdbLog(OdbLogApp,Contact->GetName() <<","
                 <<Contact->GetPhone() <<","
                 <<Contact->GetEmail());
   }
 }

[0171] The constructor simply calls the default COdbSelect constructor. The ObjectAdded(), Updated() and Removed()
methods print out what change was made and then call ListContacts() to show what the current contents of the list is.
[0172] The ListContacts() shows how the current list of object held by the selection can be accessed. The current list
of pointers to objects is held in a container class called iResult - this can then be accessed by normal container class
integrators. In this case we simply go through the list and print all the objects in the list.

Claims

1. Method of automatically replicating data objects between a mobile device and a server, connected together via a
wireless network, in which the timing of data replication across the network is determined by a network operator
applying parameters that make efficient usage of network bandwidth; in which the method comprises the steps of:

(i) listing in a change log all objects at the device and/or server to be replicated;
(ii) defining the parameters using (a) a weight associated with each object that defines how urgently that object
needs to be replicated and (b) a threshold that is a function of time, whereby the threshold varies over time in
such a way that efficient use is made of available bandwidth;
(iii) locally comparing the weight of each object to the threshold at a given time with the outcome of the comparison
determining whether the object is sent for replication or not at the time;

wherein criteria that are relevant to how urgently an object needs to be replicated are represented by said weight
associated with that object.

2. The method of Claim 1 in which a connection is established at a given time if the weight of any object exceeds the
threshold at that time.

3. The method of Claim 1 in which the weight of an object at a given time is a function of one or more of the following:

(a) Direction of data replication (device to server or server to device)
(b) Shelf life, defining the time or duration after which the object will be automatically deleted if still present in
the change log
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(c) Whether the object is overwritable
(d) Size in bytes
(e) Time entered into the change log
(f) Priority
(g) Time out interval
(h) Assigned time for replication
(i) User assignment of a non-default priority to a given object
(j) Memory available.

4. The method of Claim 1 in which the network operator can cause the weight of an object to be altered at any time.

5. The method of Claim 1 in which the network operator can cause the threshold to be altered at any time.

6. The method of Claim 1 in which the threshold can vary over time in a different way for different groups of end-users,
individual end-users or applications.

7. The method of Claim 1 in which dynamic varying of the threshold can occur as cell or network loadings change.

8. The method of Claim 1 in which the dynamic varying of the threshold can occur to encourage uptake of a new data
replication service.

9. The method of Claim 1 in which the threshold can vary depending on one or more of the following:

(a) current time
(b) device roaming status
(c) cell or network loading
(d) time since last replication
(e) user tariff.

10. The method of Claim 1 in which, if the weight of no object exceeds the threshold at a given time, the time interval
that will elapse before the weight of any object exceeds the threshold is calculated and a timer set for that time interval.

11. The method of Claim 10 in which the time interval is re-calculated if:

(a) a new object is added to the change log
(b) a new threshold is deployed
(c) the timer expires
(d) cell or network loading alters
(e) device memory falls below a predefined level
(f) the device detects that its roaming state changes
(g) a new application is activated on the device
(h) a network connection is terminated.

12. The method of Claim 1 in which the end-user of the device can override default replication timing in respect of a
specific object or type of object.

13. The method of Claim 1 in which an object to be replicated is assigned a time limit by which time replication must occur.

14. The method of Claim 13 in which the time limit is dynamic.

15. The method of Claim 13 in which the time limit alters if memory on the device changes or if the device roams to a
new network.

16. The method of Claim 1 in which an object to be replicated is assigned a shelf life which defines a time or duration
after which the object will be deleted automatically if not replicated.

17. The method of Claim 1 in which different parameters enable the network operator to offer end-users different levels
of data replication service, each associated with a different tariff.
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18. The method of Claim 1 in which, once a connection initiating object has been replicated, then further objects in a
change log and pending replication are sent as well.

19. The method of Claim 18 in which an opportunism threshold function determines the further objects that are sent.

20. The method of Claim 19 in which the opportunism threshold changes if the device is on a roaming network.

21. The method of Claim 19 in which the opportunism threshold changes depending on whether a cell loading threshold
of the cell the device is located in is exceeded.

22. The method of Claim 19 in which the opportunism threshold is applied consistently by device and server, with
changes to the threshold communicated across the network.

23. The method of Claim 19 in which the network operator can vary the opportunism threshold.

24. The method of Claim 1 in which the actual time of replication is a function of the state of the mobile device, the state
of the network and the parameters.

25. A mobile device programmed with software which adapts the mobile device to perform the following steps when
executing the software:

(i) listing in a change log all objects at the mobile device to be replicated;
(ii) defining parameters using (a) a weight associated with each object that defines how urgently that object
needs to be replicated and (b) a threshold that is a function of time, whereby the threshold varies over time in
such a way that efficient use is made of available bandwidth;
(iii) locally comparing the weight of each object to the threshold at a given time, with the outcome of the comparison
determining whether the object is sent for replication or not at that time:
wherein criteria that are relevant to how urgently an object needs to be replicated are represented by said weight
associated with that object.

26. A server programmed with software which adapts the server to perform the following steps when executing the
software:

(i) listing in a change log all objects at the server to be replicated;
(ii) defining the parameters using (a) a weight associated with each object that defines how urgently that object
needs to be replicated and (b) a threshold that is a function of time, whereby the threshold varies over time in
such a way that efficient use is made of available bandwidth;
(iii) locally comparing the weight of each object to the threshold at a given time, with the outcome of the comparison
determining whether the object is sent for replication or not at that time:
wherein criteria that are relevant to how urgently an object needs to be replicated are represented by said weight
associated with that object.

27. Computer software which, when executing on a mobile device or server, adapts said mobile device or server to
perform the following steps:

(i) listing in a change log all objects at the mobile device or server to be replicated;
(ii) defining the parameters using (a) a weight associated with each object that defines how urgently that object
needs to be replicated and (b) a threshold that is a function of time, whereby the threshold varies over time in
such a way that efficient use is made of available bandwidth;
(iii) locally comparing the weight of each object to the threshold at a given time, with the outcome of the comparison
determining whether the object is sent for replication or not at that time:
wherein criteria that are relevant to how urgently an object needs to be replicated are represented by said weight
associated with that object.

Patentansprüche

1. Verfahren zum automatischen Replizieren von Datenobjekten zwischen einer mobilen Vorrichtung und einem Server,
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die über ein drahtloses Netzwerk miteinander verbunden sind, in dem die Zeitsteuerung der Datenreplikation im
Netzwerk durch einen Netzbetreiber bestimmt wird, der Parameter anwendet, die die Netzwerkbandbreite effizient
nutzen; wobei das Verfahren folgende Schritte umfasst:

(i) Auflisten aller Objekte auf dem zu replizierenden Gerät und/oder Server in einem Änderungsprotokoll;
(ii) Definieren der Parameter unter Verwendung von (a) einer Gewichtung, die jedem Objekt zugeordnet wird
und definiert, wie dringend das Objekt repliziert werden muss, und (b) einem Schwellenwert, der abhängig von
der Zeit ist, wobei der Schwellenwert im Zeitverlauf derart variiert, dass die verfügbare Bandbreite effizient
genutzt wird;
(iii) örtliches Vergleichen der Gewichtung jedes Objekts mit der Schwelle zu einem gegebenen Zeitpunkt, wobei
das Ergebnis des Vergleichs bestimmt, ob das Objekt zu diesem Zeitpunkt zur Replikation gesendet wird oder
nicht;

wobei Kriterien, die relevant dafür sind, wie dringend ein Objekt repliziert werden muss, durch die diesem Objekt
zugeordnete Gewichtung dargestellt werden.

2. Verfahren nach Anspruch 1, wobei eine Verbindung zu einer gegebenen Zeit hergestellt wird, wenn die Gewichtung
eines beliebigen Objekts die Schwelle zu diesem Zeitpunkt überschreitet.

3. Verfahren nach Anspruch 1, wobei die Gewichtung eines Objekts zu einem gegebenen Zeitpunkt abhängig von
einem oder mehreren der Folgenden ist:

(a) Richtung der Datenreplikation (Vorrichtung zu Server oder Server zu Vorrichtung)
(b) Haltbarkeitsdauer, die die Zeit oder Dauer definiert, nach der das Objekt automatisch gelöscht wird, wenn
es noch in dem Änderungsprotokoll vorhanden ist
(c) ob das Objekt überschreibbar ist
(d) Größe in Bytes
(e) in das Veränderungsprotokoll eingetragene Zeit
(f) Priorität
(g) Zeitüberschreitungsintervall
(h) zugewiesene Zeit für die Replikation
(i) Benutzerzuweisung einer nicht voreingestellten Priorität zu einem gegebenen Objekt
(j) verfügbarer Speicher.

4. Verfahren nach Anspruch 1, wobei der Netzbetreiber zu jeder beliebigen Zeit bewirken kann, dass die Gewichtung
eines Objekts geändert wird.

5. Verfahren nach Anspruch 1, wobei der Netzbetreiber zu jeder beliebigen Zeit bewirken kann, dass die Schwelle
verändert wird.

6. Verfahren nach Anspruch 1, wobei die Schwelle im Zeitverlauf für unterschiedliche Gruppen von Endnutzern, ein-
zelnen Endnutzern oder Anwendungen in einer unterschiedlichen Art und Weise variieren kann.

7. Verfahren nach Anspruch 1, wobei ein dynamisches Variieren der Schwelle auftreten kann, wenn sich Zell- oder
Netzwerkbelastungen ändern.

8. Verfahren nach Anspruch 1, wobei das dynamische Variieren der Schwelle auftreten kann, um die Aufnahme eines
neuen Datenreplikationsdienstes zu unterstützen.

9. Verfahren nach Anspruch 1, wobei die Schwelle in Abhängigkeit von einem oder mehreren der Folgenden variieren
kann:

(a) aktuelle Zeit
(b) Vorrichtungs-Roaming-Status
(c) Zell- oder Netzwerkbelastung
(d) Zeit seit der letzten Replikation
(e) Benutzertarif.
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10. Verfahren nach Anspruch 1, wobei, wenn die Gewichtung keines Objekts die Schwelle zu einer gegebenen Zeit
überschreitet, das Zeitintervall, das verstreichen wird, bevor die Gewichtung eines beliebigen Objekts die Schwelle
überschreitet, berechnet wird und ein Timer für dieses Zeitintervall eingestellt wird.

11. Verfahren nach Anspruch 10, wobei das Zeitintervall erneut berechnet wird, wenn:

(a) ein neues Objekt zu dem Änderungsprotokoll hinzugefügt wird
(b) eine neue Schwelle eingesetzt wird
(c) der Timer abläuft
(d) die Zell- oder Netzwerkbelastung sich ändert
(e) der Vorrichtungsspeicher unter einen vordefinierten Pegel fällt
(f) die Vorrichtung detektiert, dass sich ihr Roaming-Zustand ändert
(g) eine neue Anwendung auf der Vorrichtung aktiviert wird
(h) eine Netzverbindung beendet wird.

12. Verfahren nach Anspruch 1, wobei der Endnutzer der Vorrichtung die voreingestellte Replikationszeit in Bezug auf
ein spezifisches Objekt oder einen spezifischen Typ von Objekt überschreiben kann.

13. Verfahren nach Anspruch 1, wobei einem zu replizierenden Objekt eine Zeitgrenze zugewiesen wird, bis zu der
eine Zeitreplikation stattfinden muss.

14. Verfahren nach Anspruch 13, wobei die Zeitgrenze dynamisch ist.

15. Verfahren nach Anspruch 13, wobei sich die Zeitgrenze ändert, wenn sich der Speicher auf der Vorrichtung ändert
oder wenn die Vorrichtung zu einem neuen Netz roamt.

16. Verfahren nach Anspruch 1, wobei einem zu replizierenden Objekt eine Haltbarkeitsdauer zugewiesen wird, die
eine Zeit oder Dauer definiert, nach der das Objekt automatisch gelöscht wird, wenn es nicht repliziert wird.

17. Verfahren nach Anspruch 1, bei dem unterschiedliche Parameter es dem Netzbetreiber ermöglichen, Endnutzern
unterschiedliche Stufen eines Datenreplikationsdienstes anzubieten, die jeweils einem anderen Tarif zugeordnet
sind.

18. Verfahren nach Anspruch 1, wobei, sobald ein Verbindungsinitiierungsobjekt repliziert worden ist, weitere Objekte
in einem Veränderungsprotokoll und anstehende Replikation ebenfalls gesendet werden.

19. Verfahren nach Anspruch 18, bei dem eine opportunistische Schwellenfunktion die weiteren Objekte bestimmt, die
gesendet werden.

20. Verfahren nach Anspruch 19, wobei sich die opportunistische Schwelle ändert, wenn sich das Gerät in einem
Roaming-Netz befindet.

21. Verfahren nach Anspruch 19, wobei sich die opportunistische Schwelle in Abhängigkeit davon ändert, ob eine
Zellenladeschwelle der Zelle, in der sich die Vorrichtung befindet, überschritten wird.

22. Verfahren nach Anspruch 19, wobei die opportunistische Schwelle von der Vorrichtung und dem Server überein-
stimmend angewendet wird, wobei Änderungen der Schwelle über das Netz kommuniziert werden.

23. Verfahren nach Anspruch 19, wobei der Netzbetreiber die opportunistische Schwellene variieren kann.

24. Verfahren nach Anspruch 1, wobei die tatsächliche Replikationszeit abhängig vom Zustand der mobilen Vorrichtung,
dem Zustand des Netzes und den Parametern ist.

25. Mobile Vorrichtung, die mit Software programmiert ist, die die mobile Vorrichtung dazu anpasst, die folgenden
Schritte auszuführen, wenn die Software ausgeführt wird:

(i) Auflisten aller zu replizierenden Objekte auf der mobilen Vorrichtung in einem Änderungsprotokoll;
(ii) Definieren von Parametern unter Verwendung von (a) einer Gewichtung, die jedem Objekt zugeordnet wird
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und definiert, wie dringend das Objekt repliziert werden muss, und (b) einem Schwellenwert, der abhängig von
der Zeit ist, wobei der Schwellenwert im Zeitverlauf derart variiert, dass die verfügbare Bandbreite effizient
genutzt wird;
(iii) örtliches Vergleichen der Gewichtung jedes Objekts mit der Schwelle zu einem gegebenen Zeitpunkt, wobei
das Ergebnis des Vergleichs bestimmt, ob das Objekt zu diesem Zeitpunkt zur Replikation gesendet wird oder
nicht;

wobei Kriterien, die relevant dafür sind, wie dringend ein Objekt repliziert werden muss, durch die diesem Objekt
zugeordnete Gewichtung dargestellt werden.

26. Server, der mit Software programmiert ist, die den Server dazu anpasst, die folgenden Schritte auszuführen, wenn
die Software ausgeführt wird:

(i) Auflisten aller zu replizierenden Objekte auf dem Server in einem Änderungsprotokoll;
(ii) Definieren der Parameter unter Verwendung von (a) einer Gewichtung, die jedem Objekt zugeordnet wird
und definiert, wie dringend das Objekt repliziert werden muss, und (b) einem Schwellenwert, der abhängig von
der Zeit ist, wobei der Schwellenwert im Zeitverlauf derart variiert, dass die verfügbare Bandbreite effizient
genutzt wird;
(iii) örtliches Vergleichen der Gewichtung jedes Objekts mit der Schwelle zu einem gegebenen Zeitpunkt, wobei
das Ergebnis des Vergleichs bestimmt, ob das Objekt zu diesem Zeitpunkt zur Replikation gesendet wird oder
nicht;

wobei Kriterien, die relevant dafür sind, wie dringend ein Objekt repliziert werden muss, durch die diesem Objekt
zugeordnete Gewichtung dargestellt werden.

27. Computersoftware, die, wenn sie auf einer mobilen Vorrichtung oder einem Server ausgeführt wird, die mobile
Vorrichtung oder den Server dazu anpasst, die folgenden Schritte auszuführen:

(i) Auflisten aller zu replizierenden Objekte auf der mobilen Vorrichtung oder dem Server in einem Änderungs-
protokoll;
(ii) Definieren der Parameter unter Verwendung von (a) einer Gewichtung, die jedem Objekt zugeordnet wird
und definiert, wie dringend das Objekt repliziert werden muss, und (b) einem Schwellenwert, der abhängig von
der Zeit ist, wobei der Schwellenwert im Zeitverlauf derart variiert, dass die verfügbare Bandbreite effizient
genutzt wird;
(iii) örtliches Vergleichen der Gewichtung jedes Objekts mit der Schwelle zu einem gegebenen Zeitpunkt, wobei
das Ergebnis des Vergleichs bestimmt, ob das Objekt zu diesem Zeitpunkt zur Replikation gesendet wird oder
nicht;

wobei Kriterien, die relevant dafür sind, wie dringend ein Objekt repliziert werden muss, durch die diesem Objekt
zugeordnete Gewichtung dargestellt werden.

Revendications

1. Procédé de duplication automatique d’objets de données entre un dispositif mobile et un serveur, mutuellement
connectés par l’intermédiaire d’un réseau sans fil, dans lequel la temporisation de la duplication de données sur le
réseau est déterminée par un opérateur de réseau appliquant des paramètres qui réalisent une utilisation efficace
de la bande passante de réseau ; dans lequel le procédé comprend les étapes ci-dessous consistant à :

(i) répertorier, dans un journal des changements, tous les objets, au niveau du dispositif et/ou du serveur, à
dupliquer ;
(ii) définir les paramètres en utilisant (a) une pondération associée à chaque objet, qui définit l’urgence de la
duplication de cet objet, et (b) un seuil qui est fonction du temps, moyennant quoi le seuil varie au fil du temps
de sorte que l’utilisation efficace de la bande passante disponible est réalisée ;
(iii) comparer localement la pondération de chaque objet au seuil, à un instant donné, où le résultat de la
comparaison détermine si l’objet est envoyé à des fins de duplication ou non à cet instant ;

dans lequel des critères qui sont pertinents en ce qui concerne l’urgence de la duplication d’un objet sont représentés
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par ladite pondération associée à cet objet.

2. Procédé selon la revendication 1, dans lequel une connexion est établie à un instant donné si la pondération d’un
objet dépasse le seuil à cet instant.

3. Procédé selon la revendication 1, dans lequel la pondération d’un objet à un instant donné est fonction d’un ou
plusieurs des éléments suivants :

(a) la direction de la duplication de données (du dispositif vers le serveur, ou du serveur vers le dispositif) ;
(b) la durée de validité, qui définit le temps ou la durée au bout duquel / de laquelle l’objet sera automatiquement
supprimé s’il est encore présent dans le journal des changements ;
(c) si l’objet peut être écrasé ou non ;
(d) la taille en octets ;
(e) l’heure inscrite dans le journal des changements ;
(f) la priorité ;
(g) l’intervalle de fin de temporisation ;
(h) le temps affecté pour la duplication ;
(i) l’affectation, par l’utilisateur, d’une priorité « non par défaut » à un objet donné ;
(j) la mémoire disponible.

4. Procédé selon la revendication 1, dans lequel l’opérateur de réseau peut occasionner la modification de la pondé-
ration d’un objet à tout instant.

5. Procédé selon la revendication 1, dans lequel l’opérateur de réseau peut occasionner la modification du seuil à tout
instant.

6. Procédé selon la revendication 1, dans lequel le seuil peut varier au fil du temps d’une manière différente pour
différents groupes d’utilisateurs finaux, d’utilisateurs finaux individuels ou d’applications.

7. Procédé selon la revendication 1, dans lequel une variation dynamique du seuil peut se produire lorsque changent
des chargements de cellule ou de réseau.

8. Procédé selon la revendication 1, dans lequel la variation dynamique du seuil peut se produire en vue d’encourager
l’adoption d’un nouveau service de duplication de données.

9. Procédé selon la revendication 1, dans lequel le seuil peut varier en fonction d’un ou de plusieurs des éléments
suivants :

(a) l’heure en cours ;
(b) l’état d’itinérance de dispositif ;
(c) le chargement de cellule ou de réseau ;
(d) le temps écoulé depuis la dernière duplication ;
(e) la tarification d’utilisateur.

10. Procédé selon la revendication 1, dans lequel, si la pondération d’aucun objet ne dépasse le seuil à un instant
donné, l’intervalle de temps qui s’écoulera avant que la pondération d’un quelconque objet ne dépasse le seuil est
calculé, et un temporisateur est défini pour cet intervalle de temps.

11. Procédé selon la revendication 10, dans lequel l’intervalle de temps est recalculé si:

(a) un nouvel objet est ajouté au journal des changements ;
(b) un nouveau seuil est déployé ;
(c) le temporisateur expire ;
(d) un chargement de cellule ou de réseau est modifié ;
(e) la mémoire de dispositif passe en dessous d’un niveau prédéfini ;
(f) le dispositif détecte que son état d’itinérance change ;
(g) une nouvelle application est activée sur le dispositif ;
(h) une connexion de réseau est interrompue.
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12. Procédé selon la revendication 1, dans lequel l’utilisateur final du dispositif peut écraser une temporisation de
duplication par défaut en ce qui concerne un objet spécifique ou un type d’objet spécifique.

13. Procédé selon la revendication 1, dans lequel un objet à dupliquer se voit affecter une limite temporelle jusqu’à
laquelle la duplication doit se produire.

14. Procédé selon la revendication 13, dans lequel la limite temporelle est dynamique.

15. Procédé selon la revendication 13, dans lequel la limite temporelle est modifiée si la mémoire sur le dispositif change,
ou si le dispositif se déplace par itinérance vers un nouveau réseau.

16. Procédé selon la revendication 1, dans lequel un objet à dupliquer se voit affecter une durée de validité qui définit
un temps ou une durée au-delà duquel / de laquelle l’objet sera automatiquement supprimé s’il n’est pas dupliqué.

17. Procédé selon la revendication 1, dans lequel différents paramètres permettent à l’opérateur de réseau d’offrir aux
utilisateurs finaux différents niveaux de service de duplication de données, lesquels sont chacun associés à une
tarification distincte.

18. Procédé selon la revendication 1, dans lequel, dès lors qu’un objet initiateur de connexion a été dupliqué, ensuite,
des objets supplémentaires, dans un journal des changements, lesquels sont en attente de duplication, sont éga-
lement envoyés.

19. Procédé selon la revendication 18, dans lequel une fonction de seuil de convenance détermine les objets supplé-
mentaires qui sont envoyés.

20. Procédé selon la revendication 19, dans lequel le seuil de convenance change si le dispositif est situé sur un réseau
d’itinérance.

21. Procédé selon la revendication 19, dans lequel le seuil de convenance change selon qu’un seuil de chargement de
cellule de la cellule dans laquelle se situe le dispositif est dépassé.

22. Procédé selon la revendication 19, dans lequel le seuil de convenance est appliqué de manière cohérente, par
dispositif et par serveur, dans lequel des modifications apportées au seuil sont communiquées à travers le réseau.

23. Procédé selon la revendication 19, dans lequel l’opérateur de réseau peut modifier le seuil de convenance.

24. Procédé selon la revendication 1, dans lequel l’instant effectif de duplication est fonction de l’état du dispositif mobile,
de l’état du réseau, et des paramètres.

25. Dispositif mobile programmé avec un logiciel qui adapte le dispositif mobile en vue de mettre en oeuvre les étapes
suivantes, lors de l’exécution du logiciel, consistant à :

(i) répertorier, dans un journal des changements, tous les objets, au niveau du dispositif, à dupliquer ;
(ii) définir des paramètres en utilisant (a) une pondération associée à chaque objet, qui définit l’urgence de la
duplication de cet objet, et (b) un seuil qui est fonction du temps, moyennant quoi le seuil varie au fil du temps
de sorte qu’une utilisation efficace de la bande passante disponible est réalisée ;
(iii) comparer localement la pondération de chaque objet au seuil, à un instant donné, où le résultat de la
comparaison détermine si l’objet est envoyé à des fins de duplication ou non à cet instant ;

dans lequel des critères qui sont pertinents en ce qui concerne l’urgence de la duplication d’un objet sont représentés
par ladite pondération associée à cet objet.

26. Serveur programmé avec un logiciel qui adapte le serveur en vue de mettre en oeuvre les étapes suivantes, lors
de l’exécution du logiciel, consistant à :

(i) répertorier, dans un journal des changements, tous les objets, au niveau du serveur, à dupliquer ;
(ii) définir les paramètres en utilisant (a) une pondération associée à chaque objet, qui définit l’urgence de la
duplication de cet objet, et (b) un seuil qui est fonction du temps, moyennant quoi le seuil varie au fil du temps
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de sorte qu’une utilisation efficace de la bande passante disponible est réalisée ;
(iii) comparer localement la pondération de chaque objet au seuil, à un instant donné, où le résultat de la
comparaison détermine si l’objet est envoyé à des fins de duplication ou non à cet instant ;
dans lequel des critères qui sont pertinents en ce qui concerne l’urgence de la duplication d’un objet sont
représentés par ladite pondération associée à cet objet.

27. Logiciel informatique qui, lorsqu’il est exécuté sur un dispositif mobile ou sur un serveur, adapte ledit dispositif mobile
ou ledit serveur, en vue de mettre en oeuvre les étapes suivantes consistant à :

(i) répertorier, dans un journal des changements, tous les objets, au niveau du dispositif mobile ou du serveur,
à dupliquer ;
(ii) définir les paramètres en utilisant (a) une pondération associée à chaque objet, qui définit l’urgence de la
duplication de cet objet, et (b) un seuil qui est fonction du temps, moyennant quoi le seuil varie au fil du temps
de sorte que l’utilisation efficace de la bande passante disponible est réalisée ;
(iii) comparer localement la pondération de chaque objet au seuil, à un instant donné, où le résultat de la
comparaison détermine si l’objet est envoyé à des fins de duplication ou non à cet instant ;

dans lequel des critères qui sont pertinents en ce qui concerne l’urgence de la duplication d’un objet sont représentés
par ladite pondération associée à cet objet.
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