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Description

FIELD OF THE INVENTION

[0001] The present invention relates generally to the
field of cyber security and more particularly to detection
of anomaly action within a computer network.

BACKGROUND

[0002] A variety of techniques and tools are available
to aid computer system operators in detecting threats
due to attackers and malicious software. For example,
U.S. Patent Application Publication 2008/0271143 de-
scribes methods for insider threat detection. Embodi-
ments detect insiders who act on documents and/or files
to which they have access but whose activity is inappro-
priate or uncharacteristic of them based on their identity,
past activity, and/or organizational context. Embodi-
ments work by monitoring the network to detect network
activity associated with a set of network protocols;
processing the detected activity to generate information-
use events; generating contextual information associat-
ed with users of the network; and processing the infor-
mation-use events based on the generated contextual
information to generate alerts and threat scores for users
of the network.
[0003] US patent 9,231,962 relates to identifying sus-
picious user logins by comparison of login instances to
login profiles.
[0004] US patent 7,523,016 describes detecting
anomalies using statistically derived measures.

SUMMARY

[0005] The invention relates to a method, an apparatus
and a computer software product as defined in claims 1,
13 and 15, respectively, for detecting anomalies in data
packets transmitted over a network.
[0006] Particular embodiments of the invention are de-
fined in the dependent claims.

BRIEF DESCRIPTION OF THE DRAWINGS

[0007]

Fig. 1 illustrates a computer network having multiple
sensors connected to components, according to
some embodiments of the present invention;
Figs. 2A and Fig.2B illustrate a system for detecting
anomaly action in a computer network, according to
some embodiments of the present invention;
Fig. 3 illustrates activity of a condenser module, ac-
cording to some embodiments of the present inven-
tion;
Fig. 4 illustrates an identification module activity by
utilizing meta-data from the condenser, according to
one embodiment of the present invention;

Fig. 5 illustrates a statistical modeling module activ-
ity, according to some embodiments of the present
invention;
Fig. 6 illustrates an anomaly detection module activ-
ity, according to some embodiments of the present
invention;
Fig. 7 illustrates decision engine module activity, ac-
cording to some embodiments of the present inven-
tion;
Fig. 8 is a block diagram that schematically illustrates
an association server, in accordance with an embod-
iment of the invention; and
Fig. 9 is a flow chart that schematically illustrates a
method for associating network traffic with entities
in the network, in accordance with an embodiment
of the invention.

DETAILED DESCRIPTION OF EMBODIMENTS

[0008] Before explaining at least one embodiment of
the invention in detail, it is to be understood that the in-
vention is not limited in its application to the details of
construction and the arrangement of the components set
forth in the following description or illustrated in the draw-
ings. The invention is applicable to other embodiments
or of being practiced or carried out in various ways. Also,
it is to be understood that the phraseology and terminol-
ogy employed herein is for the purpose of description
and should not be regarded as limiting.
[0009] In cyber-security there are generic attacks
which don’t target a specific person or organization and
targeted attacks. Even a generic malware can evade de-
tection due to many reasons - one of them is the large
number of new variants. Even one specific threat can
have hundreds of new variants that are not detected by
the original rule or signature. In addition, targeted attacks
or Advanced Persistent Threats (APT) have changing
and complex patterns of behavior that are similar to nor-
mal usage of the network and usually evade detection of
security systems. APT commonly aims to maintain a
long-term access to a target in order to achieve defined
objectives.
[0010] The present invention, in some embodiments
thereof, provides a system for detection of anomaly ac-
tion and deviation from the normal behavior pattern of
the computer network. The anomaly action may be
caused by a generic malware of by a more targeted cy-
ber-attack such as APT and may be detected by statis-
tical modeling of the computer network that enables dif-
ferentiating the anomaly action from the normal behavior.
[0011] In the following application the term "entity" re-
lates to users, services, protocols, servers, workstations,
mobile devices and network devices.
[0012] In the following application the term "flow data"
relates to network protocols used to collect Internet Pro-
tocol (IP) traffic information such as netflow, a network
protocol of Cisco™ Systems, IP Flow Information (IP-
FIX), sFlow and the like.
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[0013] In the following application the term "raw data"
relates to packets, traffic data, flow data, logs, queries
and network protocols.
[0014] In the following application the term "Supervi-
sory Control and Data Acquisition (SCAD A)" relates to
computer systems that monitor and control industrial, in-
frastructure, or facility-based processes.
[0015] The term "computer network" refers to any com-
puter network such as: Local Area Network (LAN), Wide
Area Network (WAN), SCADA and a computer network
that uses communication Protocol technology such as
IP protocol to share information, operational systems, or
computing services within an organization or outside of it.
[0016] According to some embodiments of the present
invention, there are provided a method and a system for
detecting anomaly action within a computer network. The
method and system are based on advanced algorithms
for collecting data and associating entities in the compu-
ter network in order to statistically model an action of a
single entity and action of a group of entities.
[0017] According to some embodiments of the inven-
tion, an anomaly action in the computer network may be
identified utilizing the method and system described
above and upon identification may generate alerts that
specify the nature of threat.
[0018] For example, Google™ Inc. as a multinational
corporation operates several data centers which are lo-
cated worldwide may have some of the corporation’s as-
sets connected to the internet and as such may be ex-
posed to APT attacks. The corporation’s assets may be
personal data of clientele, financial data and other clas-
sified data on development of products and services. A
method and a system that may provide an early detection
warning may be advantageous and prevent most of the
damage caused by cyber-attacks.
[0019] Fig. I illustrates a computer network 100 having
multiple sensors 110A and HOB (referenced as 110) con-
nected to components of the computer network, accord-
ing to some embodiments of the present invention.
[0020] In a non-limiting example, a computer network
of Google™ Inc. may be connected to the internet 170.
Sensors 110 may be connected to network devices in
the computer network 100 such as: (i) a switch 145 (ii) a
router 140; (iii) a virtualization server 190, terminal serv-
ices sever 130 or other servers 190.
[0021] According to some embodiments of the present
invention, the sensors 110 may collect data from several
places in the computer network 100 and after analysis
of the collected data the sensors 110 may send the data
to an anomaly detection module 175.
[0022] According to some embodiments of the present
invention, agents 150 and 155 which are software com-
ponents may be installed on computers where collection
of network data is not possible. For example, communi-
cation between multiple Virtual Machines (VMs) 197 that
are running on virtualization server 190 is not passing
through the physical network and therefore may be mon-
itored and collected by an agent 155. In an another ex-

ample, when multiple workstations connect to a terminal
server 130, an agent 150 may be used to differentiate
network communications of different users and associate
each user activity to the right user that performed it
[0023] According to some embodiments of the present
invention, as illustrated in Fig. 1, an anomaly detection
module 175 may be connected to sensors 110 via the
computer network 100 within the organization network
or via the Internet.
[0024] According to other embodiments of the present
invention, as illustrated in Fig. 2, a system for detecting
anomaly action in a computer network is comprised of
an anomaly detection module 200 that is associated to
one or more sensors. The sensors may be: multiple net-
work sensors 210, IP traffic log sensors 215 and query
sensors 220.
[0025] According to other embodiments of the present
invention, passive sensors such as network sensors 210
may collect and record network packets from the com-
puter network 100 in Fig. I. The network sensors 210 may
extract relevant data for detecting attacks from the col-
lected data.
[0026] According to other embodiments of the present
invention, passive sensors such as IP traffic log sensors
215 may collect: (i) flow data from the network devices
in the computer network; and (ii) logs from various serv-
ers in the computer network. The server may be for ex-
ample, a file server, an electronic mail server, a server
that responds to security authentication requests, a SIEM
(security information and event management) system
and the like.
[0027] According to other embodiments of the present
invention, active sensors such as query sensors 220
which may act upon a trigger may run queries on services
that are provided by servers and terminals in the com-
puter network and outside the computer network. The
purpose of the queries is to gather specific information
such as the currently logged-on user name, running proc-
esses, the owner of an IP address or a domain and so
forth. Query sensors may poll for information periodically
and not act upon a trigger. According to other embodi-
ments of the present invention, the anomaly detection
module 200 may receive raw data from one or more sen-
sors. For parsing and analyzing the raw data into meta-
data based on existing knowledge about each protocol,
a condenser and duplication eliminator module 240 in
the anomaly detection module 200 may be activated.
[0028] The condenser and duplication eliminator mod-
ule 240 may receive raw data from all sensors in the
computer network and may perform de-duplication and
processing of the raw data to store only relevant meta-
data in a structured format (245). The duplication may
occur for example, as result of receiving raw data from
different sources in different formats such as: sniffed net-
work packets, IP traffic logs or other log data that repre-
sent the same event. Another example of duplication is
receiving the same raw data from different locations in
the network - for example from a sensor connected to a

3 4 



EP 3 223 495 B1

4

5

10

15

20

25

30

35

40

45

50

55

backbone switch and a sensor connected to another
switch.
[0029] According to other embodiments of the present
invention, the condenser and duplication eliminator mod-
ule 240 may be comprised of the following components:
(i) network protocols analyzer; (ii) logs analyzer; (iii) data
flow analyzer; and (iv) duplication eliminator component.
[0030] The network analyzer may parse received
packets to extract relevant data in a structured format for
each action such as: IP addresses, names of files, dates
and the like. The log analyzer may extract relevant data
from logs. The data flow analyzer may receive various
types of formats and extract most relevant information
when given only partial data from each format of data
flow. Since data is received from multiple sources it is
essential to eliminate these duplications to prevent arriv-
ing at a wrong conclusion regarding the number of times
that an action was performed in the computer network.
Eliminating duplications may be performed in two stages:
first stage is when packets are received and second stage
is in structured format that was extracted by the network
analyzer. The second stage is important since data is
received from multiple sensors which are located in var-
ious locations in the computer network.
[0031] According to other embodiments of the present
invention, the condenser and duplication eliminator mod-
ule 240 may transmit structured data (245) regarding ac-
tions to an association module 250. The association mod-
ule 250 may associate the received structured data re-
garding actions in the computer network to an entity. An
entity may be an (Internet Protocol) IP address, a user,
a service, a server or a workstation. The structure and
operation of associate module 250 are described further
hereinbelow with reference to Figs. 8 and 9.
[0032] Association may also be performed for entities
that are outside the organization’s network. Each entity
may be a part of a larger group. For example, an IP ad-
dress can belong to a subnet, an AS (autonomous sys-
tem), a domain name, a specific service or a company.
Association can be hierarchical.
[0033] According to other embodiments of the present
invention, the association may be performed by correlat-
ing between network actions while the actions are taking
place in the computer network or by active queries
against various network devices (or services) in the com-
puter network. For example if a user login is detected on
a specific workstation it is assumed that all the traffic that
originates from it is associated with the user, until he logs
out or until another user logs in.
[0034] According to other embodiments of the present
invention, a statistical modeling module 260 may receive
structured data (255) regarding actions with associated
entities for continuously building a statistical model of the
computer network.
[0035] According to other embodiments of the present
invention, a model for a group of users may be built over
time in addition to modeling per single user. Building a
model for a group of users i.e. clustering may divide users

into groups by similar properties. During the process of
clustering the statistical modeling module 260 may create
one or more groups of users that have common proper-
ties of action in the computer network regardless of their
unit classification. For example, managers may be clus-
tered into the same group instead of clustering a manager
with employees of the same business unit.
[0036] According to other embodiments of the present
invention, there are several types of models: (i) statistical
models based on parameters or based on groups of pa-
rameters or based on parameter aggregates; (ii) statis-
tical models of association and or connectivity between
entities (i.e. users and services) or between components;
and (iii) statistical models of relationships between enti-
ties, (iv) models for sequences of actions.
[0037] The model may include actions behavior pat-
tern for different time periods in different levels of detail
(for example the actions from the last day can be stored
as is, from the last month it can be stored in 1 day ag-
gregates, for the last year in 1 month aggregates, etc.)
The statistical modeling module 260 is a learning com-
ponent that works offline i.e. not necessarily when actions
are performed in the computer network. Data of the sta-
tistical models may be stored in a statistical models da-
tabase 265.
[0038] According to other embodiments of the present
invention, the anomaly detection module 270 receives
information regarding actions in the computer network
and identifies anomalous behavior by comparing actual
network actions with the statistical models. The anoma-
lies may be sent to a decision engine 280. The purpose
of the decision engine 280 is to aggregate relevant anom-
alies together and create incidents. The incidents may
be reported as notifications 285 regarding anomaly ac-
tion or an attack activity.
[0039] According to some embodiments of the present
invention, a training process is performed automatically
over multiple time periods, performing statistical analysis
of network actions at each period. The training process
continues until a statistically significant stabilization of
the statistical model is reached. The statistical strength
of the model may affect the priority or respective "weight"
given to the detected abnormalities.
[0040] According to other embodiments of the present
invention, at least part of the training process may be
performed manually. The notifications 285 may be sent
to a manual inspection 297. The manual inspection 297
may determine if an action is false positive or not and the
feedback (299) of the manual inspection may be sent to
the statistical models database 265.
[0041] According to other embodiments of the present
invention, the anomalies are identified by one of the fol-
lowing: (i) comparing a single action in the computer net-
work to the statistical model; and (ii) comparing a group
of actions in the computer network to the statistical model.
[0042] According to other embodiments of the present
invention, anomalies can be detected by finding specific
entities that differ in their behavior from the majority of
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other entities in the computer network which have similar
functionality, or finding actions that differ from the major-
ity of actions in their characteristics. This method works
on a batch of data and detects the anomalies rather than
compare a specific action to a model. One example is
detecting workstations that connect to many destinations
on a certain protocol, while most of the other workstations
connect to only a few. This method uses models of be-
havior that represent a certain timespan (such as a day,
a week, a month, etc.) and analyze a bulk of data finding
outliers (anomalous actions of entities). Sometimes a sin-
gle action may not indicate on an anomaly, however the
aggregated behavior of the entity may be significant to
trigger an anomaly.
[0043] According to other embodiments of the present
invention, the decision engine 280, may analyze several
anomaly actions and generate incidents/alerts based on
identified anomalies according to predefined rules such
as company policy rules (290) or based on identified
anomalies according to identified attack patterns.
[0044] The decision engine can use assisted data col-
lection agent 275 for receiving feedback from users be-
fore generating an alert.
[0045] The incidents/alerts 287 are reported to an ex-
ecution agent 295 which may apply prevention activities
according to company policy and rules 290 for blocking
or hindering the suspicious activity. For example sus-
pending a specific entity from using the computer network
100, disconnecting the offending computer from the net-
work, locking user account or blocking specific network
traffic.
[0046] According to other embodiments of the present
invention, a linguistic component may generate a de-
scription that will clarify context of alerts.
[0047] Fig. 3 illustrates activity of a condenser module,
according to some embodiments of the present invention.
[0048] According to some embodiments of the present
invention, the condenser module may receive informa-
tion from at least one sensor in the computer network
and may perform de-duplication and processing to store
only the relevant meta-data in a structured format. The
data that was received from at least one sensor may be
in raw format such as sniffed network packets or can be
IP traffic logs or other log data. The condenser module
may analyze specific network protocols and extract rel-
evant metadata.
[0049] The activity of the condenser module may begin
with receiving raw data from all types of sensors which
are connected to a computer network (stage 310). After
data is received from at least one sensor the condenser
may eliminate duplications (stage 315).
[0050] According to some other embodiments of the
present invention, the condenser module may analyze
logs to extract relevant computer network action related
data (stage 320).
[0051] According to some other embodiments of the
present invention, the condenser module may parse and
analyze the raw data that was received from at least one

sensor to extract and classify relevant meta-data and
identified computer network action (stage 325). The anal-
ysis may parse multiple packets which may support one
or more network actions. After relevant meta- data is ex-
tracted and classified it may be buffered or stored in a
structured format (stage 330).
[0052] Fig. 4 illustrates an association module activity
by utilizing meta-data from the condenser, according to
one embodiment of the present invention. The structure
of this module and examples of its operation are de-
scribed further hereinbelow with reference to Figs. 8 and
9.
[0053] According to some other embodiments of the
present invention, the association module may identify
the entities and their relations (stage 410) based on an-
alyzing computer network actions received from the sen-
sors, such as user logins, address resolutions, configu-
ration and zero-configuration actions, and queries to rel-
evant servers such as directory servers. Some entities
are related to other, for example a set of IP addresses in
the same subnet, a set of users in the same business
unit, etc.
[0054] According to some other embodiments of the
present invention, the association module may associate
each action with the relevant entities involved (stage 415)
(i.e., IP addresses, users, services servers or worksta-
tions).
[0055] For example, accessing a file in the network can
be associated to the originating workstation that gener-
ated the traffic and to specific user that is logged in on
the workstation at the same time. Another example is
data that is transferred from the web-server to the data-
base server which is associated with the web application
service running on the web server.
[0056] According to some other embodiments of the
present invention, the association may be hierarchical.
For example, a user may be a part of an organizational
group, which may be part of a larger group. Another ex-
ample, is an IP that is a part of a subnet which is a part
of an AS which belongs to a company.
[0057] The association between network actions and
entities can be achieved by the following steps described
in steps 420 and 425.
[0058] According to some other embodiments of the
present invention, association module activity may cor-
relate between different computer network actions oc-
curring in the same session period to identified associ-
ated entities (stage 420). For example if a user login ac-
tion is detected on a specific workstation, it is assumed
that all the traffic that originates from the workstation is
associated with the logged in user, until the user logs out
or until another user logs in. There is time correlation
between the login and the other actions that are originat-
ed by the workstation.
[0059] According to some other embodiments of the
present invention, association module activity may ac-
tively query components in the computer network (e.g.,
directory service) to receive relevant information for iden-
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tifying relevant identities of entities (stage 425). For ex-
ample query the directory service for the IP address of a
server within the computer network to receive information
about the server such as name and purpose or the server,
or query a computer to get the current logged-in user.
[0060] According to some other embodiments of the
present invention, the association module may associate
collected data to entities that are outside the computer
network (stage 430). Each entity may be a part of a larger
group.
[0061] For example, an IP address may belong to: a
subnet, an Autonomous System (AS), a domain name,
a specific service (such as Gmail or Facebook) or a com-
pany.
[0062] Fig. 5 illustrates a statistical modeling activity,
according to some embodiments of the present invention.
[0063] According to some other embodiments of the
present invention, the system may use machine learning
algorithms to build a model for each user or service. The
statistical model describes the normal behavior in gen-
eralized/aggregated terms. The following steps describe
the process of generating the statistical models:
Entities usually utilize their credentials in a very minimal-
istic way. For example, it is a common practice to grant
access to more than the specific files that a user uses,
but in practice each user uses a very small portion of the
resources the user has access to. Another example: the-
oretically each computer can send packets to all other
computer in the network but in practice the number of
destinations for each computer is small. The generaliza-
tion process learns from the actions of the entity and de-
fines the actual resources used by the entity and the pat-
tern of usage (including but not limited to frequency of
usage, bandwidth, applicative description of actions per-
formed, etc.)
[0064] Each captured packet, IP traffic record i.e. flow
data (such as NetFlow) or log record is part of an action.
The action may be a TCP session or a logical action (such
as a file transfer within an open TCP session, which can
be followed by additional actions). Additional packets or
records may enrich the information known about the cur-
rent action and may create a new or sub-action.
[0065] The action Meta data is then enriched with the
associated entities and their roles. The roles represent
the accumulated data the system learned about the en-
tities and their interaction with other entities in the net-
work. Role information is given by an automatic analysis
of the network entities according to the characteristics of
their associated historical actions within the network. For
example, the endpoints in a network can be servers or
workstations. The automatic analysis can detect the roles
of each endpoint and this information is used by the mod-
eling process as workstations and servers may have dif-
ferent characteristics. Another example of roles is admin-
istrative users vs. regular users. The two groups have
different behavior in the network.
[0066] According to some embodiments of the present
invention, statistical modeling module may begin with re-

ceiving detailed entities actions related data including
identity of entity over time from the association module
activity (stage 510). For example, the statistical modeling
module 260 in Fig.2A may receive data over time such
as: a user "X" accessed a file on the files’ server in a
specified time. The data may include parameters such
as: size of the file, the file’s location in the files’ server,
name of the file and the like. After processing the received
information, the statistical modeling module 260 in Fig.2A
may build a model for the user and a model for a group
of users which represent the behavior of the user or
group.
[0067] According to some embodiments of the present
invention, an optional step is clustering entities based on
their activities by identifying common characteristics,
such clustering improves false positive identification ac-
cording to the statistics of protocol and entities usage for
each entity (stage 515).
[0068] For example, managers of units in an organiza-
tion may be clustered instead of clustering a manager
with the manager’s subordinate employees working in
the same unit. Thus, preventing false-positive identifica-
tion of anomaly actions by comparing a manager’s action
in the computer network to other manager’s action in the
computer network instead of comparing the manager’s
action in the computer network to the manager’s subor-
dinates’ employees.
[0069] According to some other embodiments of the
present invention, the statistical modeling module may
be continuously learning entities behavior patterns of ac-
tions and sequence of actions over time (stage 520).
Many actions are often part of a larger sequence of ac-
tions. For example connecting to a VPN includes a few
login layers, accessing a file is usually preceded by que-
rying its attributes, etc. Looking at the sequence of ac-
tions is sometimes more meaningful than looking at each
specific action.
[0070] Statistical models may be built over time based
on parameters of actions in the computer network or
based on groups of parameters of actions in the computer
network. The system may continuously receive data and
may continuously update the statistical model quantita-
tively as well as qualitatively. The statistical models may
be built by automatically finding statistically strong pa-
rameters in the computer network over time, such as
schedule, protocol and other connectivity related param-
eters. The parameters may be found by utilizing machine
learning algorithms such as decision trees. For that pur-
pose, the statistical modeling module creation process
may correlate sequences of actions (stage 520 or 525)
and apply a machine learning algorithm. The leaning al-
gorithm enables identifying statically significant events
by, for example, using structured information database
such as decisions trees or creating N-dimensional infor-
mation structures. A parameter can be a quantity or an
aggregate of a quantity. For example: volume of traffic,
number of different IP addresses accessed, etc. A group
of parameters is a tuple of a few parameters that are
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analyzed together.
[0071] Additionally, the statistical modeling module
may maintain statistics of protocol and entities usage/pat-
tern behavior over multiple time periods for each entity
(stage 525). For example over the last hour, over the last
day, last week, last month, or last year. Some changes
or anomalies are relevant when something happens in
one minute (for example a large number of connections
originating from one computer), and other anomalies are
relevant in longer timespans (an aggregate number of
failed connections to the same server over 1 week). The
level of detail can vary between the different time periods
to maintain a manageable dataset. For example on a 1-
year timespan the average number of connections will
be saved for each month and not each specific connec-
tion.
[0072] In order to build a statistical model for each en-
tity in the computer network over time, protocols and in-
teraction with other entities may be continuously exam-
ined to store statistics for each entity. For example, time
of protocol usage, duration of usage, amount of usage
of each resource and other statistics related to properties
of the usage. Specifically connections between entities
in the computer network that are found and didn’t exist
previously add more data to the models.
[0073] Since components in the computer network
may have several functions, for example, a component
may function as a server in certain protocols and as a
client in other protocols, an association graph may assist
in identifying the function of the components in the com-
puter network. The statistical modeling module learns
different types of behavior of servers and of clients in the
computer network. For example, a backup server con-
nects to other servers in the computer network while a
storage server receives information from other servers
in the computer network.
[0074] Different types of entities in the computer net-
work may have a relationship with one another, for that
purpose, statistical models of relationships between en-
tities may be built over time. For example, in a certain
domain may be a number of Internet Protocol (IP) ad-
dresses. A specific user may login on a specific terminal
station therefore a relationship between the specific user
and the Media Access Control (MAC) address of the spe-
cific terminal station may be identified. Other examples
are relationship between IP address and username or
between IP address and a physical port in a switch and
the like. A change in one of the described relationships
may indicate an anomaly action.
[0075] According to some other embodiments of the
present invention, analyzing connectivity (logical/physi-
cal/ protocol) data between user entities may be used for
identifying functionality or role of entities and/or for de-
tecting abnormal connectivity (stage 530). Statistical
models of association between entities may be built over
time by modeling association graphs between different
users in the computer network. The association graph
may be comprised of: (i) a logical level between users;

(ii) a physical level between various components or be-
tween servers in the computer network; and (iii) various
protocols can be modeled separately, for example, a sit-
uation where a backup server communicates with other
servers for providing backup services does not imply that
all the servers are connected to each other.
[0076] The combination of all previous actions, results
in a behavior pattern model for each entity and a model
for each cluster of entities.
[0077] Fig. 6 illustrates an anomaly detection module
activity, according to some embodiments of the present
invention.
[0078] According to some embodiments of the present
invention, the anomaly detection module may begin with
receiving analyzed action related data including entities’
identities (stage 610). Comparing each action in the re-
ceived data to models of entities and models of clusters
of entities for determining the likelihood each action by
using statistical methods comparing the tested action
with model (stage 615).
[0079] For comparing a single action in the computer
network to the statistical model, probability may be cal-
culated for each single action in the computer network.
For example, identifying outgoing communication that
occurred at a time that is not typical to a specific user.
Another example may be when a server starts behaving
as a workstation i.e. the function of the server is changed.
When a new relationship is created in the connectivity
graph, a probability of the relationship is calculated by a
distance function. In case of detecting a high distance
measure of a new created relationship between compo-
nents, the probability of the new relationship is consid-
ered to be low, and therefore it is regarded as suspicious.
For example, identifying an action in the computer net-
work where a user logged in to a computer that does not
belong to his organizational unit.
[0080] Many actions are often part of a larger sequence
of actions. For example connecting to a VPN includes a
few login layers, accessing a file is usually preceded by
querying its attributes, etc. Actions that appear without
their contextual sequence may be anomalous and dis-
tance measure calculation is applied to quantify the dif-
ference from normal behavior.
[0081] According to some embodiments of the present
invention, the anomaly detection module may compare
a group of actions usage pattern (such as number of ac-
tion per time, frequency usage), in the received data to
models of entities and models of clusters of entities (stage
620). For each group of actions quantities parameters
may be examined when comparing a group of actions in
the computer network to the statistical model. Quantities
parameters may be: time elapsed between actions,
amount of actions, rate of actions that took place and the
like. For example, quantitative identification of a user’s
access to a thousand files may be identified as an anom-
alous action when compared to the statistical model in
which the user has accessed a maximum of only a dozen
files. In this example the anomaly is in the amount of
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access to files and not each access to a file by itself.
Another type of anomaly that can be checked and iden-
tified is inconsistency. Anomaly may be detected when
identifying changes of relations between entities and/or
their types, such as a 1: 1 or one-to-many or many- many
relation between entities/identities.
[0082] For example: A Domain Name System (DNS)
name typically corresponds to one or more IP addresses.
A physical port typically corresponds to one or more Eth-
ernet addresses. When changes occur in the relations
between identities - likelihood is calculated. If there is a
low likelihood for the respective action to occur an anom-
aly may be reported.
[0083] According to some other embodiments of the
present invention, the anomaly detection module may
score the detected anomalies according to their statistical
significance.
[0084] For each enriched action (action and entities
and roles) the anomaly detection module evaluates its
characteristics based on the accumulated data extracted
so far (packets, protocol decoding, agents, logs, records,
etc.) The system may represent the action object as a
feature vector in one or more N-dimensional vector spac-
es. It may use clustering algorithms, non-parametric sta-
tistical methods and/or a predefined map of clusters rep-
resenting green zones, to find the closest known network
action in each vector space. Finally, the anomaly detec-
tion module calculates a distance metric (represented in
terms of probability) for the current action.
[0085] The distance measure is used by the anomaly
detection module to differentiate normal and anomalous
actions. A low distance measure (high probability) indi-
cates a normal behavior. A high distance measure (low
probability) indicates an anomalous action (and the de-
gree of the anomaly). Another factor that may affect the
determination of anomalous action is the identity and type
of entity or its role in the current context such as the role
of the entity within the network. For example an action
can be considered as routine for an administrative user
but anomalous for a business user.
[0086] Distance measures work on any comparable
feature (dimension) of an action including but not limited
to address, size, time, bandwidth, service type, resource
path, access type, etc. When an action is identified as
anomalous the system identifies the dimensions or fea-
tures that contribute most to the distance measure. Fur-
thermore multiple anomalies with similar characteristics
may be aggregated and grouped together.
[0087] According to some other embodiments of the
present invention, the anomaly detection module may
represent each action in an N dimensional vector and
determine the likelihood of each action by using statistical
methods including comparing the tested action with the
model (stage 625).
[0088] According to some other embodiments of the
present invention, anomalies can be detected by finding
specific entities that differ in their behavior from the ma-
jority of other entities in the computer network, or finding

actions that differ from the majority of actions in their char-
acteristics and their associated entities (stage 630). This
method works on a batch of data and detects the anom-
alies between entities or actions rather than compare a
specific action to a model. One example is detecting
workstations that connect to many destinations on a cer-
tain protocol, while most of the other workstations con-
nect to only a few. This method uses models of behavior
that represent a certain timespan (such as a day, a week,
a month, etc.) and analyze a bulk of data finding outliers
(anomalous actions of entities). This may be performed
by clustering the data and find outliers or small clusters
that do not cluster well with the other groups.
[0089] Fig. 7 illustrates activity of the decision engine
module, according to some embodiments of the present
invention.
[0090] According to some embodiments of the present
invention, the decision engine module receives specific
information on anomalies in the computer network (stage
710). Next, the decision engine module may be creating
incidents by aggregating and clustering related anoma-
lies based on specified parameters (stage 715) and then
analyzing and ranking the incidents (stage 720).
[0091] According to some embodiments of the present
invention, the decision engine module collects assisting
information from people, software agents and/or based
on company policy and predefined rules, for determining
the ranking and severity of incidents (stage 725).
[0092] According to some embodiments of the present
invention, assisted False Positive Filtering and Informa-
tive Reporting are used in order to reduce the number of
false positives generated by the anomaly detection en-
gine. Such reporting may enhance the information includ-
ed in notifications. For this purpose, a process of collect-
ing augmentative data is performed. This data can be
collected in various forms for example by host-based
software agents. User feedback may aid to distinct be-
tween intended and unintended actions. Interaction with
the end-user can be achieved by using different commu-
nication methods such as: e-mail, mobile phone notifica-
tion, SMS/Text, P2P software, instant messenger, etc.
The user response (intended/unintended/do not
know/etc.) or lack thereof can then be logged, processed
and analyzed.
[0093] The assisting user can be the user with which
the traffic is associated with or an appointed individual.
The assisting information can collected from one or more
users. Information from software agents can include run-
ning processes, currently logged-on-user, open ports,
process associated with a given port, and so on. The
data can be used in further analysis and to enhance no-
tifications with information that can help the operator
quickly make a decision and act upon a given notification.
The collected information can be used before a notifica-
tion is issued, or to provide additional information for a
previously issued notification.
[0094] According to some embodiments of the present
invention, the decision engine module generates
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alerts/notification about the incidents (identified patterns
of attacks) taking into account company policy and pre-
defined rules and assisting information (stage 730).
[0095] Upon the alerts, the decision engine module
may be receiving feedback from a user regarding the
generated alerts (stage 735).
[0096] Next, the decision engine module may be up-
dating the models of users and models of clusters of us-
ers according the feedback from the user (stage 740). If
the feedback suggests that the network activity is benign
the decision engine will update the models so that this
activity will be considered benign. If the activity is still
suspicious or detected as malicious the decision engine
may keep the incident open and update it upon receiving
new related anomalies or data from the anomaly detec-
tion. The decision engine may send alerts/notification up-
on the update of the incident data.
[0097] When an incident is marked as malicious the
affected assets (users, workstations, servers, etc.) may
be marked as compromised. The priority of compromised
assets is elevated and the threshold of the filter is lowered
(to enable more subtle anomalies related to the compro-
mised assets to show). Further expansion of the threat
is contained, and can be supervised by a human opera-
tor.
[0098] According to some embodiments of the present
invention, the system may use accumulative operator’s
reactions to past events. These accumulated reactions
may trigger the creation of a new user created "green
zones". Thresholds within the system are updated con-
tinuously based on the operator’s feedback.
[0099] According to some embodiments of the present
invention, the decision engine module may be generating
automatic context based description of alerts which clar-
ifies alerts context using Natural Language Generation
(NLG) (stage 745).
[0100] Fig. 8 is a block diagram that schematically il-
lustrates an association server 800, in accordance with
an embodiment of the invention. Server 800 performs
the functions of association module 250 (Fig. 2), and may
also perform some or all of the other functions of anomaly
detection module 200 that are described above. Typical-
ly, server 800 comprises a general-purpose computer,
which is programmed in software to carry out the func-
tions that are described herein. This software may be
downloaded to the server in electronic form, over a net-
work, for example. Alternatively or additionally, the soft-
ware may be stored on tangible, non-transitory computer-
readable media, such as optical, magnetic or electronic
memory media. Further alternatively or additionally, at
least some of the functions of server 800 may be imple-
mented in hard-wired or programmable logic circuits.
[0101] Server 800 comprises a processor, such as a
central processing unit (CPU) 810, and a memory 820,
which are connected by a bus to a network interface con-
troller (NIC) 830. NIC 830 connects server 800 to the
network that is monitored by the anomaly detection mod-
ule and, inter alia, to sensors 210, 220, which intercept

network traffic for analysis by server 800. (The process
of intercepting and analyzing certain kinds of traffic is
described in detail hereinbelow with reference to Fig. 9.)
CPU 810 typically comprises multiple cores 840, which
handle different processing threads in parallel.
[0102] CPU 810 stores and updates association data
in memory 820, for example in the form of an association
table 850. Table 850 may be constructed and stored as
a database or as any other suitable type of data structure.
The purpose of table 850 is to store identity data in a
manner that enables CPU 810 to identify the hostname
of the computer and/or the username of the person re-
sponsible for transmitting traffic over the network, even
when the hostname and username do not appear in the
traffic itself.
[0103] This sort of association of network activities,
such as transmitting and receiving data and accessing
various network resource, with strong identities is re-
quired for accurate behavioral profiling of such network
activities. Identities such as the hostname and username
are considered "strong" in the sense that they uniquely
and persistently identify the entity responsible for an ac-
tivity, as opposed to network addresses, such as IP ad-
dresses. The term "entity" in this context can refer to any
participant in network communications, such as a partic-
ular host computer or a particular user of a host computer
or other network facilities. Network addresses such as
IP addresses are "weak" identifiers, in the sense that they
are often allocated dynamically and change over time or
even over the route of transmission of a given packet
(due to NAT - network address translation - for example).
[0104] In most protocols that are used for routine net-
work traffic, such as HTTP, the transmitted packets con-
tain only the IP address and the MAC address within the
current subnet (as opposed to the native MAC addresses
of the source and destination hosts) and do not reveal
any strong identity. By creating, updating, and referring
to table 850, however, server 800 is able to ascertain,
based on address information in the packet headers, a
strong identity of the entities that sent and/or received
the traffic. Thus, when the anomaly detection module in-
tercepts data packets that contain a given network ad-
dress, the module is able to use the associations record-
ed in table 850 to associate these data packets with the
strong identity. When the intercepted data packets are
indicative of anomalous behavior, the anomaly detection
module can attribute the anomalous behavior to the entity
responsible (as indicated by the strong identity), even
when the network address used by the entity changes
over time.
[0105] In the pictured example, records in table 850
are keyed by one or more address fields, including the
IP and possibly the MAC address. The hostname field
contains the hostname of the computer that has been
associated with the IP and/or MAC address, while the
username field contains the name of the user who was
most recently logged on at this address. In addition, each
record may contain the method by which the record was
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acquired (for example, interception of a DHCP or ARP
protocol exchange) and a timestamp indicating the time
at which the record was acquired.
[0106] A confidence field in each record indicates the
degree of reliability of the information that it contains. The
confidence is affected, inter alia, by the method of acqui-
sition (since some protocols are more reliable than others
in revealing strong identities) and timestamp (since tran-
sient identity information, such as IP addresses, is liable
to change over time, so that old records are less reliable).
CPU 810 uses the confidence values in choosing be-
tween different possible associations when records con-
flict, and may reject or discard a record entirely when the
confidence drops below a certain threshold.
[0107] Memory 820 typically comprises both RAM and
non-volatile memory, such as a magnetic disk. Table 850
is generally held in the RAM for rapid access during sys-
tem operation and is backed up to non-volatile memory
periodically.
[0108] In larger networks, multiple servers 800 and cor-
responding sensors may be deployed, covering different
areas of the network. In this case, the servers may share
the records in their respective tables 850 in a distributed
association process, which improves coverage and ac-
quisition speed. For example, upon creating a new as-
sociation between identities, CPU 810 may broadcast an
association event to the other association servers, which
will then update their own records accordingly.
[0109] Fig. 9 is a flow chart that schematically illus-
trates a method applied by server 800 for associating
network traffic with entities in the network, in accordance
with an embodiment of the invention. The method in-
cludes two phases: addition of a record to table 850
(steps 900-935) and application of records in processing
network traffic (steps 940-960). Although these steps are
shown in Fig. 9, for the sake of simplicity, as a linear
progression, in practice the two phases generally go on
in parallel, with table 850 being updated in parallel with
the use of the records in the table for traffic analysis. The
two phases may be performed in parallel by different
threads running on different cores 840 of CPU 810.
Therefore, in the processing phase, the association of
given traffic with a strong identity may be briefly delayed
in order to ensure that all contemporaneous changes to
corresponding records in table 850 have been complet-
ed.
[0110] The first phase of the method of Fig. 9 is initiated
when server 800 intercepts a protocol request that in-
cludes identity information, at an interception step 900.
For the purposes of the present example, the protocol
request will be assumed to be a request issued in ac-
cordance with a network address assignment protocol,
such as a Dynamic Host Configuration Protocol (DHCP)
request, which is issued by a host to a DHCP server in
the monitored network to acquire and refresh its IP ad-
dress. When requesting an IP address, the host adver-
tises its hostname and the MAC address of its network
adapter, both of which are strong identities. CPU 810

applies deep packet inspection (DPI) to the DHCP re-
quest in order to parse the DHCP payload and thus ex-
tract the MAC address and hostname, at an identifier
extraction step 905. Server can use these parameters in
creating a record in table 850 that associates the MAC
address with the hostname, as well as listing the method
(DHCP) and time of acquisition and a confidence value.
[0111] Server 800 subsequently intercepts a DHCP
protocol response, sent by the DHCP server, at a re-
sponse interception step 910. CPU 810 again applies
DPI to the DHCP payload in order to extract the response
parameters, including the assigned IP address, along
with the MAC address of the host that is to receive the
IP address. CPU 810 compares the response parame-
ters to the request that was intercepted at step 900, at a
response matching step 915. When a matching response
is found, server extracts the assigned IP address, and
adds it to the record in table 850, now containing the IP
address, MAC address and hostname, at a record crea-
tion step 920. Alternatively, the record associating the
MAC address with the hostname and the subsequent
record associating the IP address with the MAC address
are maintained separately.
[0112] DHCP thus provides a reliable source of asso-
ciation between IP, MAC addresses and hostnames, for
both IPv4 and IPv6. The present method is by no means
limited to DHCP, however, and can work with other pro-
tocols to extract identity associations. These other pro-
tocols include, for example:

• Network address advertisement and discovery pro-
tocols, such as the Address Resolution Protocol
(ARP), which provides association between IP and
MAC addresses in both requests and responses.

• Network diagnosis and error reporting protocols,
such as the Internet Control Message Protocol
(ICMPv6), in which neighbor advertisements provide
similar information for IPv6.

• Name registration protocols, such as NetBIOS,
which sometimes contains caller and callee host-
names, and thus provides associations between IP
address and hostname.

• IPv6 self-assigned link local IP addresses are some-
times an encoded form of the MAC address and thus
provide IP/MAC association.

• Authentication protocols, such as Kerberos, indicate
association between IP address, username, and
hostname.

• Various server protocols, including DNS, SSL, HTTP
and SMTP all provide association between the serv-
er hostname and IP address.

• Remote access protocols, such as the Remote
Desktop Protocol (RDP), which associates the host
IP address with the username of the RDP user.

[0113] CPU 810 evaluates the confidence level of the
new record, at a confidence assessment step 925. The
confidence level depends, inter alia, on the method of
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acquisition of the information, such as the protocol from
which the identity information was derived. For example:

• Protocols managed centrally by a server, such as
DHCP, receive a higher confidence score than peer-
to-peer protocols, such as ARP.

• Protocols that are easily spoofed receive low confi-
dence scores and may, in some cases, be ignored
entirely. (This point is explained further hereinbe-
low.)

• Autonomous and automated protocols receive high-
er confidence than protocols based on user interac-
tion.

[0114] As noted earlier, the confidence level is also a
function of time and may drop as the corresponding
record ages.
[0115] When table 850 already contains one or more
records corresponding to the identity parameters of the
new record under evaluation, CPU 810 compares the
parameters and the confidence levels. When the records
match, they can be combined into a single record with
greater confidence and merged into table 850, at a table
update step 935. In some cases, CPU 810 can combine
associations provided by different methods, using asso-
ciation events relating to short-term identities (such as
IP addresses) to create a record that associates strong
identities. For example, when server 800 intercepts an
RDP packet, which associates an IP address with a user-
name, CPU 810 can check whether table 850 already
contains a record associating the IP address with a MAC
address, possibly derived from a DHCP or ARP packet.
In this case, CPU 810 will update the record or create a
new record that associates the username with the MAC
address.
[0116] On the other hand, when records conflict, CPU
810 typically discards the record with lower confidence,
at a record discard step 930. Thus, for example, a record
based on DHCP association of a hostname with an IP
address will be preferred over a conflicting record based
on ARP association. In general, when CPU 810 gener-
ates a new record giving the only association for a certain
identity parameter, it will enter that record in table 850 at
step 935. In some cases, however, the confidence in the
new record will be so low that even a non-conflicting as-
sociation will be discarded at step 930.
[0117] In this regard, memory 820 may hold a blacklist
of types of association events that are known to be un-
reliable and thus give rise, effectively, to zero confidence
in their results. For example:

• Cisco routers spoof ARP replies to help misconfig-
ured hosts reach the Internet. When identifying a
source MAC address that responds with ARP re-
sponses for a large number of IP addresses in mul-
tiple subnets, server 800 determines that this sort of
spoofing is going on and ignores further ARP re-
sponses from this MAC address.

• Many VPN clients create a virtual network adapter
with a fixed MAC address (unlike real network inter-
faces that have a unique hardware identifier). When
querying hosts connected via VPN, the associated
MAC address will be the fixed virtual MAC address
instead of the real one. Server 800 observes that the
same MAC address is associated with too many
hostnames and ignores future associations with that
MAC address.

[0118] In a similar fashion, server 800 ignores possible
associations derived from certain types of traffic and
servers. For example, domain controllers forward Ker-
beros authentications to other domain controllers, and
therefore server 800 ignores Kerberos traffic originating
from domain controllers, since the actual source of the
Kerberos traffic is not known. As another example, host-
names used in HTTP/SSL traffic sent to an internal Web
proxy server are ignored, because the true destination
IP address is not known.
[0119] Continuing on to the second phase of the meth-
od of Fig. 9, server 800 (or another component of anom-
aly detection module 200) intercepts network traffic of
possible relevance to anomaly detection, at a traffic in-
terception step 940. CPU 810 checks the packet address,
for example the source IP address, against the records
in table 850, at a record checking step 945. If no matching
record is found, CPU 810 may still process the packet,
at an unmatched processing step 950. For example, CPU
810 may simply associate the traffic with an entity rep-
resenting the IP address, and evaluate any possible
anomalies associated with this IP address entity, without
tying the analysis to a particular host or user.
[0120] If CPU 810 is successful in matching the packet
captured at step 940 to a record in table 850, it then
checks whether the record has expired, at an expiration
checking step 955. Alternatively or additionally, CPU 810
may check for expired records in a separate background
process. In either case, when a record expires, it is dis-
carded at step 930 and removed from table 850. As long
as the record is still valid, however, CPU 810 uses the
record to associate the packet with the hostname and/or
username that is indicated by the record found at step
945. CPU 810 analyzes the associated traffic in order to
identify anomalous behavior by the host or user, by ap-
plying the analysis techniques described in earlier sec-
tions of this description.
[0121] Various criteria can be applied in deciding when
a given record in table 850 should expire relative to its
timestamp. For example, when DHCP allocates an IP
address to a given host, the allocation will become invalid
after a certain "lease time" has expired, unless the host
renews the allocation. Thus, when the lease time expires,
the association between the IP and MAC addresses in-
dicated by the corresponding record in the table is no
longer used, unless server 800 intercepts a DHCP re-
newal in the interim. (The association between the MAC
address and hostname typically remains valid, however.)
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By the same token, if server 800 intercepts a new allo-
cation for an IP address that is listed in table 850, the
existing record containing this IP address will expire im-
mediately. Additionally or alternatively, the confidence of
any given record may decrease gradually over time,
based on the time that has elapsed since the timestamp
of the record. The record will expire when the confidence
reaches zero.
[0122] In some cases, expiration of a record in table
850 may have retroactive effect on network traffic that
was captured previously. In other words, CPU 810 may
retroactively disassociate packets that were associated
with a certain strong identity during a certain period prior
to the occurrence of the expiration condition. This sort of
retroactive expiration is useful particularly when relying
on associations derived from methods with low reliability,
such as protocols involving user actions. As an example,
suppose a host advertises its name from time to time (but
not regularly), and this advertisement is used as the basis
for a record in table 850 associating the hostname as a
strong identity with the IP address from which the adver-
tisement originated. When a subsequent association
event associates a different hostname with the same IP
address, server 800 will generally be unable to ascertain
exactly when the change actually occurred. In this case,
CPU 810 may clear the associations made previously,
at step 960, between intercepted traffic and the earlier
hostname for any traffic that was intercepted between
the last association event using the earlier hostname and
the new association event with the new hostname.
[0123] It will be appreciated that the embodiments de-
scribed above are cited by way of example, and that the
present invention is not limited to what has been partic-
ularly shown and described hereinabove. Rather, the
scope of the present invention includes both combina-
tions and subcombinations of the various features de-
scribed hereinabove, as well as variations and modifica-
tions thereof which would occur to persons skilled in the
art upon reading the foregoing description and which are
not disclosed in the prior art.

Claims

1. A method for network monitoring, comprising:

intercepting, in an anomaly detection module
(175), data packets transmitted over a network
(100) to or from an entity on the network; and
analyzing the intercepted data packets in order
to detect anomalous behavior and to attribute
the anomalous behavior to the entity,

characterized in that the analyzing includes:

extracting from the intercepted data packets,
first data packets in accordance with a prede-
fined protocol, that include both a network ad-

dress that is assigned to the entity and a strong
identity, which persistently identifies the entity,
and which is incorporated in the first data packet
in accordance with the predefined protocol, and
recording in the anomaly detection module a re-
spective association between the network ad-
dress and the strong identity;
identifying in the intercepted data packets, by
the anomaly detection module, second data
packets transmitted over the network and con-
taining a specific network address;
responsively to the recorded association and the
specific network address, associating the sec-
ond data packets with the strong identity; and
analyzing the associated second data packets
in order to detect anomalous behavior and to
attribute the anomalous behavior to the entity.

2. The method according to claim 1, wherein the entity
is a host computer, and the strong identity is a host-
name of the host computer.

3. The method according to claim 1, wherein the entity
is a user of a computer on the network, and the strong
identity is a username of the user.

4. The method according to any of claims 1-3, wherein
the network address is dynamically allocated to the
entity, and wherein recording the association com-
prises detecting a change in allocation of the network
address, and updating the record responsively to the
change.

5. The method according to claim 4, and comprising
identifying in the intercepted data packets, third data
packets that are associated with the strong identity
responsively to the updated record, and analyzing
the third data packets together with the second data
packets in order to detect and attribute the anoma-
lous behavior to the entity.

6. The method according to any of claims 1-5, wherein
extracting the strong identity comprises identifying
the protocol and parsing a payload of the intercepted
first data packet responsively to the protocol in order
to extract the strong identity.

7. The method according to claim 6, wherein the pro-
tocol is selected from a group of protocols consisting
of:

a network address assignment protocol;
a network address advertisement and discovery
protocol;
a network diagnosis and error reporting proto-
col;
a name registration protocol;
an authentication protocol; and
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a remote access protocol.

8. The method according to any of claims 1-7, wherein
recording the association comprises assigning a
confidence level to the association, and wherein as-
sociating the second data packets with the strong
identity comprises deciding whether to attribute the
second data packets to the entity responsively to the
confidence level.

9. The method according to claim 8, wherein recording
the association comprises applying a timestamp to
the association, and wherein assigning the confi-
dence level comprises reducing the confidence level
in response to time that has elapsed since the times-
tamp.

10. The method according to any of claims 1-9, and com-
prising invalidating the recorded association in re-
sponse to an expiration criterion.

11. The method according to claim 10, wherein analyz-
ing the associated second data packets comprises,
upon occurrence of the expiration criterion, retroac-
tively disassociating one or more of the second data
packets that were associated with the strong identity
during a predefined period prior to the occurrence of
the expiration condition.

12. The method according to any of claims 1-11, wherein
extracting the network address and the strong iden-
tity, comprises deriving from one packet an associ-
ation between an Internet Protocol (IP) address and
a Media Access Control (MAC) address and deriving
from another packet an association between the
MAC address and a hostname, and wherein record-
ing the association comprises associating the IP ad-
dress with the hostname.

13. Network monitoring apparatus (800), comprising:

a sensor (110), which is coupled to intercept da-
ta packets transmitted over a network (100) to
or from an entity on the network;
a memory (820); and
a processor (810), which is configured to ana-
lyze the intercepted data packets in order to de-
tect anomalous behavior and to attribute the
anomalous behavior to the entity,

characterized in that the processor is configured to:
extract from the intercepted data packets, first data
packets in accordance with a predefined protocol,
that include both a network address that is assigned
to the entity and a strong identity, which persistently
identifies the entity, and which is incorporated in the
first data packet in accordance with the predefined
protocol, to record in the memory a respective asso-

ciation between the network address and the strong
identity, to identify in the intercepted data packets,
second data packets that contain a specific network
address, to associate the second data packets with
the strong identity responsively to the recorded as-
sociation and the specific network address, and to
analyze the associated second data packets in order
to detect anomalous behavior and to attribute the
anomalous behavior to the entity.

14. The apparatus according to claim 13, wherein the
entity is one of a host computer and a user of a com-
puter on the network, and the strong identity is one
of a hostname of the host computer and a username
of the user.

15. A computer software product, comprising a compu-
ter-readable medium in which program instructions
are stored, which instructions, when read by a com-
puter (800), cause the computer to intercept data
packets transmitted over a network (100) to or from
an entity on the network, and to analyze the inter-
cepted data packets in order to detect anomalous
behavior and to attribute the anomalous behavior to
the entity,
characterized in that the processor is configured to:

extract from the intercepted data packets, first
data packets in accordance with a predefined
protocol, that include both a network address
that is assigned to the entity and a strong iden-
tity, which persistently identifies the entity, and
which is incorporated in the first data packet in
accordance with the predefined protocol, and to
record an association between the network ad-
dress and the strong identity,
wherein the instructions further cause the com-
puter to identify in the intercepted data packets
transmitted over the network, second data pack-
ets that contain a specific network address, to
associate, responsively to the recorded associ-
ation and the specific network address, the sec-
ond data packets with the strong identity, and to
analyze the associated second data packets in
order to detect anomalous behavior and to at-
tribute the anomalous behavior to the entity.

Patentansprüche

1. Verfahren zur Netzwerküberwachung, umfassend:

Abfangen, in einem Anomalieerkennungsmodul
(175), von Datenpaketen, die über ein Netzwerk
(100) an eine Entität im Netzwerk oder von einer
Entität im Netzwerk gesendet wurden; und
Analysieren der abgefangenen Datenpakete,
um anomales Verhalten zu erkennen und das
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anomale Verhalten der Entität zuzuschreiben,
dadurch gekennzeichnet, dass das Analysie-
ren umfasst:

Extrahieren von ersten Datenpaketen aus
den abgefangenen Datenpaketen in Über-
einstimmung mit einem vordefinierten Pro-
tokoll, das sowohl eine der Entität zugewie-
sene Netzwerkadresse als auch eine starke
Identität enthält, die die Entität persistent
identifiziert, und das im ersten Datenpaket
in Übereinstimmung mit dem vordefinierten
Protokoll eingebunden ist, und Aufzeichnen
einer jeweiligen Assoziation zwischen der
Netzwerkadresse und der starken Identität
im Anomalieerkennungsmodul;
Identifizieren von zweiten Datenpaketen,
die über das Netzwerk gesendet wurden
und eine bestimmte Netzwerkadresse ent-
halten, in den abgefangenen Datenpaketen
durch das Anomalieerkennungsmodul;
als Reaktion auf die aufgezeichnete Asso-
ziation und die bestimmte Netzwerkadres-
se, Assoziieren der zweiten Datenpakete
mit der starken Identität; und
Analysieren der assoziierten zweiten Da-
tenpakete, um anomales Verhalten zu er-
kennen und das anomale Verhalten der En-
tität zuzuschreiben.

2. Verfahren nach Anspruch 1, wobei die Entität ein
Hostcomputer ist und die starke Identität ein Host-
name des Hostcomputers ist.

3. Verfahren nach Anspruch 1, wobei die Entität ein
Benutzer eines Computers im Netzwerk ist und die
starke Identität ein Benutzername des Benutzers ist.

4. Verfahren nach einem der Ansprüche 1-3, wobei die
Netzwerkadresse der Entität dynamisch zugeordnet
wird und wobei das Aufzeichnen der Assoziation ein
Erkennen einer Änderung bei der Zuordnung der
Netzwerkadresse umfasst, und Aktualisieren des
Datensatzes als Reaktion auf die Änderung.

5. Verfahren nach Anspruch 4, und umfassend ein
Identifizieren von dritten Datenpaketen, die mit der
starken Identität assoziiert sind, in den abgefange-
nen Datenpaketen als Reaktion auf den aktualisier-
ten Datensatz, und Analysieren der dritten Datenpa-
kete zusammen mit den zweiten Datenpaketen, um
das anomale Verhalten zu erkennen und der Entität
zuzuschreiben.

6. Verfahren nach einem der Ansprüche 1-5, wobei das
Extrahieren der starken Identität ein Identifizieren
des Protokolls und Parsen einer Nutzlast des abge-
fangenen ersten Datenpakets als Reaktion auf das

Protokoll umfasst, um die starke Identität zu extra-
hieren.

7. Verfahren nach Anspruch 6, wobei das Protokoll aus
einer Gruppe von Protokollen ausgewählt ist, die be-
steht aus:

einem Netzwerkadressenzuweisungsprotokoll;
einem Netzwerkadressenankündigungs- und
Entdeckungsprotokoll;
einem Netzwerkdiagnose- und Fehlererken-
nungsprotokoll;
einem Namensregistrierungsprotokoll;
einem Authentifizierungsprotokoll; und einem
Fernzugriffsprotokoll.

8. Verfahren nach einem der Ansprüche 1-7, wobei das
Aufzeichnen der Assoziation ein Zuweisen eines
Vertrauensniveaus zur Assoziation umfasst und wo-
bei das Assoziieren der zweiten Datenpakete mit der
starken Identität ein Entscheiden als Reaktion auf
das Vertrauensniveau umfasst, ob die zweiten Da-
tenpakete der Entität zuzuschreiben sind.

9. Verfahren nach Anspruch 8, wobei das Aufzeichnen
der Assoziation ein Anwenden eines Zeitstempels
auf die Assoziation umfasst und wobei das Zuweisen
des Vertrauensniveaus ein Reduzieren des Vertrau-
ensniveaus als Reaktion auf eine Zeit umfasst, die
seit dem Zeitstempel abgelaufen ist.

10. Verfahren nach einem der Ansprüche 1-9 und um-
fassend ein Ungültigmachen der aufgezeichneten
Assoziation als Reaktion auf ein Ablaufkriterium.

11. Verfahren nach Anspruch 10, wobei das Analysieren
der assoziierten zweiten Datenpakete nach Eintre-
ten des Ablaufkriteriums ein rückwirkendes Aufhe-
ben der Assoziation eines oder mehrerer der zweiten
Datenpakete umfasst, die während eines vordefi-
nierten Zeitraums vor dem Auftreten des Ablaufzu-
stands mit der starken Identität assoziiert waren.

12. Verfahren nach einem der Ansprüche 1-11, wobei
das Extrahieren der Netzwerkadresse und der star-
ken Identität ein Ableiten einer Assoziation zwischen
einer Internetprotokoll(IP)-Adresse und einer Media-
Access-Control(MAC)-Adresse aus einem Paket
und ein Ableiten einer Assoziation zwischen der
MAC-Adresse und einem Hostnamen aus einem an-
deren Paket umfasst und wobei das Aufzeichnen der
Assoziation ein Assoziieren der IP-Adresse mit dem
Hostnamen umfasst.

13. Netzwerküberwachungsvorrichtung (800), umfas-
send:

einen Sensor (110), der gekoppelt ist, um Da-
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tenpakete abzufangen, die über ein Netzwerk
(100) an eine Entität im Netzwerk oder von einer
Entität im Netzwerk gesendet wurden;
einen Speicher (820); und
einen Prozessor (810), der ausgelegt ist, die ab-
gefangenen Datenpakete zu analysieren, um
anomales Verhalten zu erkennen und das ano-
male Verhalten der Entität zuzuschreiben,
dadurch gekennzeichnet, dass der Prozessor
ausgelegt ist:
aus den abgefangenen Datenpaketen in Über-
einstimmung mit einem vordefinierten Protokoll,
das sowohl eine der Entität zugewiesene Netz-
werkadresse als auch eine starke Identität ent-
hält, die die Entität persistent identifiziert, und
das im ersten Datenpaket in Übereinstimmung
mit dem vordefinierten Protokoll eingebunden
ist, erste Datenpakete zu extrahieren, im Spei-
cher eine jeweilige Assoziation zwischen der
Netzwerkadresse und der starken Identität auf-
zuzeichnen, in den abgefangenen Datenpake-
ten zweite Datenpakete zu identifizieren, die ei-
ne bestimmte Netzwerkadresse enthalten, die
zweiten Datenpakete als Reaktion auf die auf-
gezeichnete Assoziation und der bestimmten
Netzwerkadresse mit der starken Identität zu as-
soziieren und die assoziierten zweiten Daten-
pakete zu analysieren, um anomales Verhalten
zu erkennen und das anomale Verhalten der En-
tität zuzuschreiben.

14. Vorrichtung nach Anspruch 13, wobei die Entität ent-
weder ein Hostcomputer oder ein Benutzer eines
Computers im Netzwerk ist und die starke Identität
entweder ein Hostname des Hostcomputers oder ein
Benutzername des Benutzers ist.

15. Computersoftwareprodukt, das ein computerlesba-
res Medium umfasst, in dem Programmanweisun-
gen gespeichert sind, wobei die Anweisungen, wenn
sie von einem Computer (800) gelesen werden, den
Computer veranlassen, über ein Netzwerk (100) an
eine oder von einer Entität im Netzwerk gesendete
Datenpakete abzufangen und die abgefangenen
Datenpakete zu analysieren, um anomales Verhal-
ten zu erkennen und das anomale Verhalten der En-
tität zuzuschreiben,
dadurch gekennzeichnet, dass der Prozessor
ausgelegt ist:

erste Datenpakete aus den abgefangenen Da-
tenpaketen in Übereinstimmung mit einem vor-
definierten Protokoll zu extrahieren, das sowohl
eine der Entität zugewiesene Netzwerkadresse
als auch eine starke Identität enthält, die die En-
tität persistent identifiziert, und das im ersten
Datenpaket in Übereinstimmung mit dem vor-
definierten Protokoll eingebunden ist, und eine

Assoziation zwischen der Netzwerkadresse und
der starken Identität aufzuzeichnen,
wobei die Anweisungen den Computer ferner
veranlassen, zweite Datenpakete, die eine be-
stimmte Netzwerkadresse enthalten, in den
über das Netzwerk gesendeten abgefangenen
Datenpaketen zu identifizieren, als Reaktion auf
die aufgezeichnete Assoziation und die be-
stimmte Netzwerkadresse die zweiten Datenpa-
kete mit der starken Identität zu assoziieren und
die assoziierten zweiten Datenpakete zu analy-
sieren, um anomales Verhalten zu erkennen
und das anomale Verhalten der Entität zuzu-
schreiben.

Revendications

1. Procédé de surveillance de réseau, comprenant :

l’interception, dans un module de détection
d’anomalie (175), de paquets de données trans-
mis sur un réseau (100) vers ou depuis une en-
tité sur le réseau ; et
l’analyse des paquets de données interceptés
afin de détecter un comportement anormal et
d’attribuer le comportement anormal à l’entité,
caractérisé en ce que l’analyse comprend :

l’extraction dans des paquets de données
interceptés, des premiers paquets de don-
nées conformément à un protocole prédé-
fini, qui incluent à la fois une adresse réseau
attribuée à l’entité et une identité forte, qui
identifie de manière persistante l’entité, et
qui est incorporée dans le premier paquet
de données conformément au protocole
prédéfini, et l’enregistrement dans le modu-
le de détection d’anomalie d’une associa-
tion respective entre l’adresse réseau et
l’identité forte ;
l’identification dans les paquets de données
interceptés, par le module de détection
d’anomalie, de deuxièmes paquets de don-
nées transmis sur le réseau et contenant
une adresse réseau spécifique ;
en réponse à l’association enregistrée et à
l’adresse réseau spécifique, l’association
des deuxièmes paquets de données à
l’identité forte ; et
l’analyse des deuxièmes paquets de don-
nées associés afin de détecter un compor-
tement anormal et d’attribuer le comporte-
ment anormal à l’entité.

2. Procédé selon la revendication 1, dans lequel l’entité
est un ordinateur hôte et l’identité forte est un nom
d’hôte de l’ordinateur hôte.
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3. Procédé selon la revendication 1, dans lequel l’entité
est un utilisateur d’un ordinateur sur le réseau et
l’identité forte est un nom d’utilisateur de l’utilisateur.

4. Procédé selon l’une quelconque des revendications
1 à 3, dans lequel l’adresse réseau est allouée dy-
namiquement à l’entité, et dans lequel l’enregistre-
ment de l’association comprend la détection d’un
changement d’allocation de l’adresse réseau et la
mise à jour de l’enregistrement en réponse au chan-
gement.

5. Procédé selon la revendication 4, et comprenant
l’identification dans les paquets de données inter-
ceptés, de troisièmes paquets de données qui sont
associés à l’identité forte en réponse à l’enregistre-
ment mis à jour et l’analyse des troisièmes paquets
de données conjointement avec les deuxièmes pa-
quets de données afin de détecter et d’attribuer le
comportement anormal à l’entité.

6. Procédé selon l’une quelconque des revendications
1 à 5, dans lequel l’extraction de l’identité forte com-
prend l’identification du protocole et l’analyse syn-
taxique d’une charge utile du premier paquet de don-
nées intercepté en réponse au protocole afin d’ex-
traire l’identité forte.

7. Procédé selon la revendication 6, dans lequel le pro-
tocole est choisi dans un groupe de protocoles cons-
titué des éléments suivants :

un protocole d’attribution d’adresses réseau ;
un protocole d’annonce et de découverte
d’adresses réseau ;
un protocole de diagnostic de réseau et de rap-
port d’erreurs ;
un protocole d’enregistrement de nom ;
un protocole d’authentification ; et
un protocole d’accès à distance.

8. Procédé selon l’une quelconque des revendications
1 à 7, dans lequel l’enregistrement de l’association
comprend l’attribution d’un niveau de confiance à
l’association et dans lequel l’association des deuxiè-
mes paquets de données à l’identité forte comprend
la décision d’attribuer ou non les deuxièmes paquets
de données à l’entité en réponse au niveau de con-
fiance.

9. Procédé selon la revendication 8, dans lequel l’en-
registrement de l’association comprend l’application
d’un horodatage à l’association et dans lequel l’at-
tribution du niveau de confiance comprend la réduc-
tion du niveau de confiance en réponse au temps
qui s’est écoulé depuis l’horodatage.

10. Procédé selon l’une quelconque des revendications

1 à 9 et comprenant l’invalidation de l’association
enregistrée en réponse à un critère d’expiration.

11. Procédé selon la revendication 10, dans lequel l’ana-
lyse des deuxièmes paquets de données associés
comprend, lors de l’occurrence du critère d’expira-
tion, la dissociation rétroactive d’un ou de plusieurs
des deuxièmes paquets de données qui ont été as-
sociés à l’identité forte pendant une période prédé-
finie avant l’occurrence de la condition d’expiration.

12. Procédé selon l’une quelconque des revendications
1 à 11, dans lequel l’extraction de l’adresse réseau
et de l’identité forte, comprend l’obtention à partir
d’un paquet d’une association entre une adresse IP
(Internet Protocol) et une adresse MAC (Media Ac-
cess Control) et l’obtention à partir d’un autre paquet
d’une association entre l’adresse MAC et un nom
d’hôte et dans lequel l’enregistrement de l’associa-
tion comprend l’association de l’adresse IP au nom
d’hôte.

13. Appareil de surveillance de réseau (800),
comprenant :

un capteur (110), qui est couplé pour intercepter
des paquets de données transmis sur un réseau
(100) vers ou depuis une entité sur le réseau ;
une mémoire (820) ; et
un processeur (810), qui est conçu pour analy-
ser les paquets de données interceptés afin de
détecter un comportement anormal et d’attri-
buer le comportement anormal à l’entité, carac-
térisé en ce que le processeur est conçu pour :
extraire à partir des paquets de données inter-
ceptés, des premiers paquets de données con-
formément à un protocole prédéfini, qui incluent
à la fois une adresse réseau attribuée à l’entité
et une identité forte, qui identifie de manière per-
sistante l’entité et qui est incorporée dans le pre-
mier paquet de données conformément au pro-
tocole prédéfini, pour enregistrer dans la mé-
moire une association respective entre l’adres-
se réseau et l’identité forte, pour identifier dans
les paquets de données interceptés, les deuxiè-
mes paquets de données qui contiennent une
adresse réseau spécifique, pour associer les
deuxièmes paquets de données avec l’identité
forte en réponse à l’association enregistrée et à
l’adresse réseau spécifique et pour analyser les
deuxièmes paquets de données associés afin
de détecter un comportement anormal et d’at-
tribuer le comportement anormal à l’entité.

14. Appareil selon la revendication 13, dans lequel l’en-
tité est l’un ou l’autre d’un ordinateur hôte et d’un
utilisateur d’un ordinateur sur le réseau et l’identité
forte est l’un ou l’autre d’un nom d’hôte de l’ordina-
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teur hôte et d’un nom d’utilisateur de l’utilisateur.

15. Produit logiciel informatique, comprenant un support
lisible par ordinateur dans lequel des instructions de
programme sont stockées, lesquelles instructions,
lorsqu’elles sont lues par un ordinateur (800), amè-
nent l’ordinateur à intercepter des paquets de don-
nées transmis sur un réseau (100) vers ou depuis
une entité sur le réseau et à analyser les paquets de
données interceptés afin de détecter un comporte-
ment anormal et d’attribuer le comportement anor-
mal à l’entité,
caractérisé en ce que le processeur est conçu
pour :

extraire à partir des paquets de données inter-
ceptés, des premiers paquets de données con-
formément à un protocole prédéfini, qui incluent
à la fois une adresse réseau attribuée à l’entité
et une identité forte, qui identifie de manière per-
sistante l’entité et qui est incorporée dans le pre-
mier paquet de données conformément au pro-
tocole prédéfini et pour enregistrer une associa-
tion entre l’adresse réseau et l’identité forte,
dans lequel les instructions amènent en outre
l’ordinateur à identifier dans les paquets de don-
nées interceptés transmis sur le réseau, des
deuxièmes paquets de données qui contiennent
une adresse réseau spécifique, à associer, en
réponse à l’association enregistrée et à l’adres-
se réseau spécifique, les deuxièmes paquets de
données avec l’identité forte et à analyser les
deuxièmes paquets de données associés afin
de détecter un comportement anormal et d’at-
tribuer le comportement anormal à l’entité.
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