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Description

Technical Field

[0001] The invention relates generally to communication nodes, and more particularly to an interconnect network for
operation within a communication node.

Background of the Invention

[0002] Communication nodes, which act as junction points for communication signals transferred between a plurality
of sources, are required to handle a variety of popular communication protocols, such as Integrated Services Digital
Network (ISDN) protocol, Asynchronous Transfer Mode (ATM), and Internet Protocol (IP). ISDN, an early attempt at a
multi-service architecture (i.e., an architecture capable of handling a variety of communication encapsulations), which
is based on the telephone hierarchy, apportions bandwidth in 64 kilobits per second (Kbps) circuits. With local area
networks (LANs) operating at 10 megabits per second (Mbps), ISDN has proved too slow. ATM is a packet switching
protocol that was conceived as a transport mechanism for broadband ISDN. ATM transfers information in fixed-length
packets called cells. The cells travel over virtual connections (VCs) between communication nodes that are established
prior to each communication session. The combination of fixed cell formats and VCs renders ATM a faster alternative
to ISDN. Additionally, ATM handles bursts of data traffic more efficiently than time division multiplexing (TDM) and
provides high-quality voice and video support.
[0003] The popularity of the World Wide Web (WWW) has encouraged the use of IP. As a result, low-cost, distance-
insensitive IP-based transport has become an attractive alternative to leased lines and frame relay (FR). Additionally,
Internet Service Providers (ISPs) have become serious contenders for enterprise traffic.
[0004] Unfortunately, all of the information transfer protocols have drawbacks. Specifically, ISDN provides a relatively
low-speed access solution. ATM supports frame relay, virtual private networks (VPNs), circuit emulation, private branch
exchange (PBX) interconnects and quality of service (QoS), but does not mesh easily with existing data protocols. IP
supports applications such as Internet Access and VPNs, for which cost connectivity is important. However, IP has yet
to demonstrate industrial-strength reliability. As a result, full service providers find it necessary to maintain parallel
switching networks. Because such parallel networks require maintenance and service of a variety of devices such as,
voice switches, frame relay switches, ATM switches, routers, add/drop multiplexers, and digital cross-connects, they
have a high associated capital equipment cost.
[0005] Conventional communication nodes also have a variety of drawbacks. For example, conventional communi-
cation nodes fail to provide sufficient ease of scalability. Typically, conventional switching nodes provide a switching/
routing network having a fixed bandwidth. However, as enterprises grow, their needs also grow.
[0006] But, the fixed bandwidth switching routing network of conventional technology requires enterprises to predict
such growth and purchase systems having sufficiently large bandwidth up front; thereby compounding the challenge of
maintaining parallel networks. Another drawback of conventional systems is reliability. Because conventional systems
fail to provide a single switch/routing network that can operate on a variety of protocols, today’s Giga Points-of-Presence
(GigaPoPs) and Access PoPs are a complex and expensive aggregation of core routers conducting smaller Access
PoPs to the core transport capacity. These structures are fragile, with frequent service outages due to performance
limitations and equipment failures. Enterprises cannot afford to be exposed to significant down time due to failures or
updates associated with conventional technology.
[0007] Because the switching/routing networks of conventional systems are typically designed to operate under the
constraints of a particular protocol, they lack the flexibility to adapt to emerging technologies, employing new commu-
nication protocols. As discussed above, different protocols provide different QoS features. Thus, another drawback of
a network operating under the constraints of a single protocol is that a service provider cannot offer varying grades of
service to users having differing priority requirements; thus causing service providers to forego a potentially significant
source of revenue.
[0008] US5,740,156 discloses an interconnect network suitable for operation within a communication node with a
number of interconnect modules, each having transfer elements suitable for transferring information between a plurality
of I/O channels and a second module located proximate to the first interconnect modules and having coupling means
for electrically coupling to said I/O channels.
[0009] Accordingly, it is an object of the invention to provide an interconnect network that enables a multi-service
communication node to handle a variety of communication protocols, without requiring the maintenance of costly parallel
networks.
[0010] It is a further object of the invention to provide an interconnect network that enables a communication node to
adapt to communication protocols employed by emerging technologies.
[0011] Another object of the invention is to provide a scalable interconnect network enabling bandwidth scaling of a
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communication node to fit the needs of providers having varying bandwidth requirements.
[0012] An additional object of the invention is to provide a fault-tolerant interconnect network capable of repair and
update, without causing down-time or compromising operation of the communication node.
[0013] These and other objects of the invention will be apparent with respect to the following description of the invention.

Summary of the Invention

[0014] The invention is directed to communication nodes. More particularly, it is directed to interconnect networks in
communication nodes. According to one embodiment of the invention, a communication node includes interconnect
networks that enable the node to transfer a variety of communication protocols. According to a further embodiment, an
interconnect network according to the invention enables a communication node to handle ATM and IP Packet-over-
SONET protocols with the same hardware. An interconnect network according to an additional embodiment of the
invention also enables a communication node to provide Frame Relay Data Terminal Equipment (DTE) and Multiprotocol
Label Switching(MPLS) functionality. An interconnect network according to another embodiment of the invention enables
a communication node to act as both a native ATM switch and a native IP router, operating at line speeds up to at least
as high as 2.488 Gps (OC48c/STM16c).
[0015] According to additional features, the invention can provide improved reliability. By way of example, according
to one embodiment, the invention provides Automatic Protection Switching (APS), wherein Open Systems Interconnec-
tion (OSI) Layer 2 and Layer 3 information is mirrored to provide rapid APS switchover. Additionally, system modules
can be hot-swappable, and designed so that single component failures do not lead to total node failure.
[0016] According to another embodiment, the communication node is packaged in a scalable set of modules. OC48
line cards and Gigabit Ethernet modules populate a local communication interface module including a local interconnect
network. An optional front end access module provides fan out to OC12/STM4, OC3/STM1, DS3, or E3 interfaces, and
an optional expanded interconnect module, sometimes referred to as a hyperconnect fabric, allows dynamic bandwidth
expansion of the communication node to include up to eight interconnected local interconnect modules, thereby providing
160 Gbs of essentially non-blocking bandwidth.
[0017] Yet another embodiment of the invention enables service providers to offer enterprises differing grades or
quality of service (QoS).
[0018] Briefly described, an interconnect network according to one embodiment of the invention is incorporated in a
communication node having a local communication interface, an associated local interconnect network, and scaling
elements. The local communication interface includes a plurality of external communication channels for coupling infor-
mation into and out of the node and a plurality of internal communication channels for transferring information within the
node. Each external communication channel couples to an internal communication channel. The local interconnect
network has local transfer elements for directing information between the internal communication channels, and conse-
quently between the external communication channels. The scaling elements enable dynamically scaling the node to
include additional local communication interfaces having additional associated local interconnect networks, such that
information can be transferred between the local communication interfaces. According to a further feature, as the node
expands to include additional local communication interfaces and local interconnect networks, the communication node,
optionally, can transfer information between any of the internal communication channels, and thus any of the external
communication channels, of the local communication interfaces.
[0019] Since an enhanced feature of the invention is dynamic bandwidth scalability, according to further embodiment,
the communication node provides an additional local communication interface and an additional local interconnect
network; and the scaling elements include an expanded interconnect network. The additional local communication
interface has an additional plurality of external communication channels for coupling information in and out of the node,
and an additional plurality of internal communication channels for transferring information within the node. The internal
and external communication channels of the additional local communication interface couple to each other. The additional
local interconnect network includes additional local transfer elements for directing information between the additional
plurality of internal communication channels. The local interconnect network and the additional local interconnect network
both include non-local transfer elements for directing information between the internal communication channels and the
expanded interconnect network. The expanded interconnect network includes expanded transfer elements for directing
information between the local interconnect networks, such that information, optionally, can be transferred between any
of the internal communication channels of the local communication interfaces.
[0020] In another embodiment, the invention includes up to eight local communication interfaces, with associated local
interconnect networks. According to the dynamic bandwidth scalability feature of the invention, the expanded interconnect
network remains unchanged, regardless of the number of local communication interfaces, and provides the ability to
transfer information between the internal communication channels. Such an embodiment provides an ease of bandwidth
scalability absent from prior art technology. In a further embodiment, the communication node can be scaled to change
the number of local communication interfaces, while the node is operating transferring information. In this way, a com-
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munication node, incorporating an interconnect network according to one embodiment of the invention, can more easily
meet a service provider’s varying bandwidth needs.
[0021] As mentioned above, the invention may provide enhanced QoS features. To provide such features, an inter-
connect network according to one embodiment of the invention can monitor the availability of communication channels.
More particularly, the local interconnect network can include a plurality of transceivers for transferring information between
the local transfer elements and the internal communication channels. Each transceiver couples to an associated internal
communication channel, and has a corresponding availability status indicative of an availability of that communication
channel for transferring information. The local interconnect network may also include a plurality of memory storage
queues, having associated ones of the transceivers, and including memory for storing information to be transferred by
an associated transceiver. The interconnect networks may further include control elements for setting the status corre-
sponding to a particular internal communication channel to indicate unavailability for transferring information, in response
to an associated memory queue reaching a selectable content level. In this way, the communication node lowers the
likelihood of losing information or blocking transfer due to overloading a particular channel. Additionally, according to a
further embodiment, the information coupled into the communication node is assigned a particular priority, and the
interconnect networks optionally includes control elements for setting the status corresponding to a particular channel
to indicate availability for receiving information having a particular priority, such as high, medium or low, in response to
an associated memory queue reaching a selectable content level.
[0022] According to a related embodiment, the interconnect networks provides a back pressure signal to the internal
communication channels, wherein the back pressure signal contains the availability status for each of the internal com-
munication channels. A further enhancement of this feature utilizes communication bits, initially reserved for a destination
address or handle, associated with a particular internal communication channel, to transfer the back pressure / availability
status from a local interconnect network to an associated local communication interface.
[0023] According to another embodiment, the invention provides enhanced error correction. As a result the local
interconnect network includes elements for generating a redundant version of information transferred from the local
interconnect network to the local communication interface. If error detection elements detect an anomaly in transferred
information, error correction elements can recover an error-free version of information from the redundant version.
According to a further embodiment, the communication node includes control elements for deactivating those elements,
be they line cards or interconnect elements, causing the detected anomalies. According to a related embodiment, the
communication node provides improved fault-tolerance by deactivating failed line cards or interconnect elements, without
compromising the speed with which information is transferred through the node. Additionally, to provide reduced down-
time, the communication node generally, and the interconnects specifically, may also include circuit protection elements
for enabling the hot replacement of failed components, while the communication node continues to transfer information.
[0024] In a related embodiment, the interconnect networks transfer information internally as information cells, wherein
each cell includes groups of information words, and each group of information words is transferred by way of a different
internal communication channel. The local interconnect network generates the redundant version by performing a bit-
by-bit "exclusive or" operation on pairs of groups of information words, prior to the pair being transferred to the local
communication interface. The local interconnect network also transfers the "exclusive or" version of the pair to the local
communication interface. In response to a detected anomaly in either member of the pair, the local communication
interface can reconstruct an error-free version of the anomalous member by performing an "exclusive or" operation
between the non-anomalous member and the "exclusive or" version of the transferred pair.
[0025] One way to enhance the non-blocking feature of the invention and thus, the speed with which information can
be transferred through the interconnect networks, is to avoid the need for re-ordering groups of information words into
a complete cell, subsequent to transfer through an interconnect network. According to one embodiment, the invention
employs "clumping" to avoid re-ordering and thus, enhance transfer speed. More specifically, the interconnect networks
can include elements for "clumping" or combining a plurality of information cells, and for transferring those clumped cells
substantially simultaneously. In a further enhancement, the interconnect networks also include elements for appending
"dummy" cells to fill in a partial clump prior to the clump being transferred.
[0026] In a related embodiment, an interconnect network according to the invention implements the clumping feature
by employing storage queues associated with the transceivers. The storage queues intermediately store groups of
information words to be transferred. The interconnect networks can further include detection elements for detecting
when groups of words of a plurality of information cells to be included in a clump are stored in a queue, and transfer
elements for substantially simultaneously transferring the clumped information cells by coupling the groups of words to
transceivers.
[0027] As the communication node expands to include additional local communication interfaces and associated local
interconnect networks, it becomes increasingly important for the expanded interconnect network to select an efficient
path through which information passes, thereby avoiding unnecessary delays. Accordingly, in a further embodiment,
the invention provides a substantially non-blocking feature. According to the non-blocking feature, the expanded inter-
connect network can include a forwarding array for storing data indicative of an unblocked local path through the expanded
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interconnect network. The expanded interconnect network can use at least a portion of the destination address of a
group of words of an information cell as a pointer into the forwarding array to select an unblocked path. In a further
embodiment, the expanded interconnect network employs a plurality of forwarding arrays, each storing data indicative
of a segment of an unblocked path through the expanded interconnect network. Further, the expanded interconnect
network can use successive portions of the destination address as pointers into each of the forwarding arrays to select
each segment of an unblocked path.
[0028] According to a further embodiment, the transfer elements of the local interconnect network and the transfer
elements of the expanded interconnect network are essentially identical, and therefore, interchangeable. In such an
embodiment, the transfer elements can include a mode selection feature for selecting whether the element is to be used
in a local mode or in an expanded mode. Such a feature provides substantial cost savings over prior art systems.
[0029] In further aspects, the invention includes methods corresponding to the above described apparatus.

Brief Description of the Drawings

[0030] The subject matter regarded as the invention is particularly pointed out and distinctly claimed in the concluding
portion of the specification. However, the invention, both as to organization and method of practice, together with further
objects and advantages thereof, may best be understood by reference to the following illustrative description taken in
conjunction with the accompanying drawings in which like numerals refer to like elements, and

FIGURE 1 depicts a plurality of communication networks interfacing through a communication node employing
interconnection networks according to the invention;

FIGURE 2 is block diagram of a communication node of the type depicted in FIGURE 1 and incorporating interconnect
networks according to the invention;

FIGURE 3 is a more detailed interconnection diagram of an exemplary local line card module and local interconnect
module of the type depicted in FIGURE 2;

FIGURE 4 is a table illustrative of the interconnections between a typical line card module and an interconnect
module of the types depicted in FIGURES 2 and 3;

FIGURE 5 is a more detailed block diagram showing interconnections between an exemplary local interconnect
module and an expanded interconnect module of the types depicted in FIGURE 2;

FIGURE 6 is a table detailing the communication channel connections between an exemplary local interconnect
module and the expanded interconnect module;

FIGURE 7 is a table further specifying the connection of communication channels between potential local interconnect
modules and the expanded interconnect module;

FIGURE 8 is a functional block diagram of a local interconnect logical plane of the type depicted in FIGURE 3;

FIGURES 9A and 9B are conceptual illustrations of high- and low-priority queues;

FIGURES 10A and 10B are flow-charts depicting the operation of the queues of FIGURES 9A and 9B; and

FIGURE 11 is functional block diagram of an expanded interconnect logical plane of the type depicted in FIGURE 5.

Description of Illustrated Embodiments

[0031] As briefly described above, the invention is directed to an interconnection network in a communication node.
Communication nodes are junctions for transferring communication signals between a plurality of sources. As such,
communication nodes may be required to interface with systems employing a variety of communication protocols and
operating at differing information transfer speeds. Prior art systems typically require maintenance of a plurality of networks,
each being capable of interfacing with a particular type of source. In contrast, a communication node, embodying features
of an illustrative embodiment of the invention, can process information entering the node at a variety of speeds and
formatted pursuant to a plurality of protocols. By way of example, information can enter and leave the communication
node at OC48, OC12/STM4, OC3/STM1, DS3 and E3 speeds. Additionally, information can enter and leave the node
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in IP- or ATM-based formats.
[0032] Another important feature of the invention is dynamic bandwidth scalability. A communication node employing
interconnection networks according to an illustrative embodiment of the invention, employs a modular design. The
modular design enables a service provider to change the number of communication channels by adding or subtracting
physical proximately located modules to or from the communication node. According to a preferred embodiment, the
modules include a plurality of I/O interfaces coupled to an associated interconnection network. In a further embodiment
of the invention, the communication node employs a two-level interconnection network modularity; a local level and an
expanded level. More particularly, a plurality of local interconnection network modules, preferably proximately located
with respect to each other, couple to an expanded interconnection network, also preferably located proximate to the
local interconnection modules. By changing the number of local interconnection network modules that are "plugged-in"
to the expanded interconnection module, a service provider can change the bandwidth of the communication node.
Moreover, according to a further embodiment, a service provider can connect and unconnect local interconnect modules
while the communication node is operating transferring information, thus, providing dynamic bandwidth scalability.
[0033] FIGURE 1 illustrates a typical deployment of a communication node 100 employing interconnection networks
according to the invention. As shown, the communication node 100 can support, among other systems, SONET rings
10, WWW server farms 20, dial up IP systems 30, IP over CATV/xDSL systems 40, IP over FR networks 50, multi-
service ATM networks 60, ATM transports 70, and internet WDM systems 80. Multi-service ATM access 60 can include
CBR circuits 61, voice over ATM circuits 62, internet access 63, FR over ATM data 64, and LANs 65.
[0034] FIGURE 2 shows a block diagram of a communication node 100 incorporating interconnect networks according
to an illustrative embodiment of the invention. The communication node 100 employs a two-level interconnect architecture.
Accordingly, the node 100 includes one or more local line card modules 102-116, each having first-level associated local
interconnect modules 118-132. In the case where the node 100 includes more than one local line card modules, the
communication node 100 further includes a second-level expanded interconnect module 134, sometimes referred to as
a hyperconnect fabric. The illustrated expanded interconnect module 134 includes three expanded interconnect boards
136-140. The boards are printed circuit boards holding integrated circuits and other components. According to one
embodiment, the local line card modules 102-116 are essentially identical to each other. Similarly, the local interconnect
modules 118-132 are also essentially identical to each other. Accordingly, for the most part, the following description
focuses on an exemplary local line card module 102 and an exemplary local interconnect module 118; that description
being equally applicable to the remaining local line card modules 104-116, and the remaining local interconnect modules
120-132.
[0035] The local line card module 102 transfers information into and out of the communication node 100, by way of a
plurality of I/O interfaces. Those I/O interfaces can be, for example, IP or SONET/SDH ports that accept an OC48 data
stream. For grooming to lower-speed interfaces, optional access modules 162-180 can be employed to provide
OC12/STM4, OC3/STM1, DS3 and E3 ports. Access module 162 multiplexes input data streams into an OC48/STM16
uplink to local line card module 102. Line card module 102 couples information to an associated local interconnect
module 118 by way of a plurality of Gigabit Ethernet connections 142. The local interconnect module 118 transfers
information between the I/O channels of local line card module 102.
[0036] A feature of the local line card module 102 is that it supports a number of datalink layer encapsulations,
implemented by a flexible encapsulation/decapsulation mechanism. The decapsulation mechanism is adaptable to ac-
commodate emerging encapsulations. According to one embodiment, local line card module 102 supports IP over ATM
over SONET/SDH; IP over PPP over SONET/SDH; IP over FR over SONET/SDH; IP over PPP over FR over SONET/SDH;
IP over PPP over ATM over SONET/SDH; IP over MPLS over SONET/SDH; IP over SNAP 802.2; and IP over Ethernet
2.0. Line card module 102 also supports FRAME Relay DTE.
[0037] Those skilled in the art of communication nodes will appreciate that other encapsulations may be accommodated
by the invention. The above list is intended to be illustrative, rather than limiting in nature.
[0038] A further feature of the illustrated communication node 100 is that it is dynamically bandwidth scalable. More
particularly, according to one embodiment, the communication node 100 can include up to seven additional local line
card modules 104-116, coupled to associated local interconnect modules 120-132 by way of Gigabit Ethernet connections
144-160. The expanded interconnect module 134 transfers information between local interconnect modules 118-132 by
way of a plurality of Gigabit Ethernet connections 170. Each local interconnect module 118-132 is coupled to all three
expanded interconnect boards 136-140. Another feature of the invention is that the same expanded interconnect module
134 can be employed for two local line card modules as is employed for additional local line card modules.
[0039] FIGURE 3 is a more detailed schematic block diagram of an illustrative embodiment 200 of the communication
node 100, but having only a single local line card module 102 coupled to a single local interconnect module 118. Since
there is only a single local line card module 102, there is no need for the communication node 200 to include the second-
level expanded interconnect module 134 of the type shown in FIGURE 1.
[0040] The local line card module 102 includes eight local line cards 202-216. Local line cards 202-216 are printed
circuit boards holding integrated circuits and other components. Each line card 202-216 has six internal (I/O) ports 202a-
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202f, and an external SONET I/O port 202g. Line card 202 couples information between external I/O port 202g and
internal I/O ports 202a-202f. External I/O port 202g couples information into and out of the node 200, and the internal
I/O ports 202a-202f connect with up to forty-eight internal communication lines 217 and couple information between the
local line card module 102 and the local interconnect module 118. Typically, each internal I/O port a-f includes a Gigabit
Ethernet transceiver, providing a Gigabit Ethernet input channel and a Gigabit Ethernet output channel. Preferably, the
input and output channels provide 10-bits of information. However, it should be noted that the term transceiver, as used
throughout this description, is also intended to encompass structures including separate receivers and transmitters. The
external I/O port 202g is preferably software configurable for either SONET or SDH operation. Thus, physical interfaces
are software configurable for OC48 or STM16. SONET and SDH PAMS may be freely intermixed within access module
142. A fully loaded local line card module 102 can have up to eight external SONET/SDH I/O ports and forty-eight
corresponding internal I/O ports.
[0041] The local interconnect module 118 includes three identical interconnect boards 218-222. The interconnect
boards 218-222 are printed circuit boards holding integrated circuits and other components. Each board 218-222 is
logically subdivided into two essentially identical planes. By way of example, interconnect board 218 includes logical
planes 218a and 218b; interconnect board 220 includes logical planes 220a and 220b; and interconnect board 222
includes logical planes 222a and 222b. The communication node 200 transfers information through the interconnect
boards 218-222 by way of Application Specific Integrated Circuits (ASICs) 224-228. Each ASIC 224-228 logically includes
an a-half and a b-half. The logical a-half services the logical a-plane of a particular interconnect board 218-222, while
the logical b-half services the logical b-plane of the particular interconnect board 218-222. By way of example, ASIC
224a services logical plane 218a and ASIC 224b services logical plane 218b.
[0042] The illustrated embodiment of FIGURES 2 and 3 is described with respect to particular physical groupings of
line cards 202-216 and local interconnect boards 218-222, and particular logical divisions of local interconnect planes
218a, 218b, 220a, 220b, 222a and 222c. However, as one skilled in the art will appreciate, the number of line card
modules 102-116 and associated local interconnect modules 118-132 can be varied. Moreover, the number of local line
cards included in a local line card module 102-116 can also be varied. Further, the number of local interconnect boards
included in a local interconnect module 118 and the number of extended interconnect boards included in an extended
interconnect module 134 can be varied. All logical divisions can also be varied.
[0043] With that caveat, according to the illustrated embodiment, each local interconnect board 218-222 includes
sixteen internal communication ports (eight associated with each logical plane), and sixteen expanded communication
ports (eight associated with each logical plane). As each interconnect board is essentially identical, board 218 will be
discussed in detail. Boards 220 and 222 have a similar construction and operation. Specifically, local interconnect board
218 has eight internal communication ports 0a-7a, associated with ASIC 224a, and eight internal communication ports
0b-7b, associated with ASIC 224b. Local interconnect board 218 also includes eight expanded communication ports
8a-15a, associated with ASIC 224a, and eight expanded communication ports 8b-15b, associated with ASIC 224b. Each
internal and expanded communication port includes an Ethernet transceiver providing a Gigabit Ethernet input channel
and a Gigabit Ethernet output channel. Each internal communication port 0a-7a and 0b-7b couples to an internal com-
munication port a-f of a line card 202-216, and transfers information between the local line card module 102 and the
local interconnect module 118. Similarly, each internal communication port a-f of line cards 202-216 couples to an internal
communication port 0a-7a and 0b-7b of one of the interconnect boards 218-222.
[0044] FIGURE 4 shows a table 300 illustrative of the interconnections between the internal communication ports of
line cards 202-216 and the internal communication ports of interconnect boards 218-222. Column 302 shows the line
card designation numbers 202-216. Column 304 lists sets of ordered pairs in the form (interconnect plane #, port #),
wherein those ordered pairs identify which internal port 0a-7a and 0b-7b of interconnect module 118 couples to each
internal port a-f of line cards 202-216. By way of example, the first line of table 300 indicates that line card 202, internal
port a, couples to internal port 0a of interconnect plane 218a. Similarly, internal ports b, c, d, e, and f of line card 202,
couple to internal ports 0b of plane 218b, 0a of plane 220a, 0a of plane 220b, 0a of plane 222a, and 0b of plane 222b,
respectively. In other words, the internal communication ports of line card 202 couple to the "zero numbered" ports of
the interconnect planes 224a, 224b, 226a, 226b, 228a and 228b. In a similar fashion, the internal communication ports
of line card 204 couple to the "one numbered" ports (e.g. 1a). Those of line card 206 couple to the "two numbered" ports
(e.g. 2a). Those of line card 208 couple to the "three numbered" ports (e.g. 3a), and so on.
[0045] According to an illustrative embodiment, and as shown below in TABLE 1, the communication node 200 transfers
information from the local interconnect module 118 to associated local line card module 102 in 64-byte cells.
[0046] As shown in TABLE 1, the 64-byte cell is subdivided into 16-byte groups. Logical plane 218a transfers 8-words
of 2-bytes each. Logical planes 218b, 220a and 220b do the same. The two least significant bytes (LSBs) of the first
and third 16-byte groups (i.e.. the groups transferred by logical planes 218a and 220a) are used for the address/handle
of a destination line card. The two LSBs of the second and fourth 16-byte groups (i.e., the groups transferred by logical
planes 218b and 220b) are used for interconnect addressing and flow control information. Board 222 provides error
correction and redundancy information. More particularly, logical plane 222a provides a bit-by-bit "exclusive or" (⊕)
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between the information transferred on logical plane 218a and logical plane 220a. Logical plane 222b provides a bit-by-
bit "exclusive or" between the information transferred on logical plane 218b and logical plane 220b. In the illustrated
embodiment of TABLE 1, a byte contains 8-bits and a word contains 2-bytes. However, those skilled in the art will
appreciate that alternative byte and word conventions may be employed.
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TABLE 1

Plane Word 7 Word 6 Word 5 Word 4 Word 3 Word 2 Word 1 Word 0

218a Data 7-0 Data 6-0 Data 5-0 Data 4-0 Data 3-0 Data 2-0 Data 1-0 Dest. Adrs

218b Data 7-0a Data 6-0a Data 5-0a Data 4-0a Data 3-0a Data 2-0a Data 1-0a Flow Control

220a Data 7-1 Data 6-1 Data 5-1 Data 4-1 Data 3-1 Data 2-1 Data 1-1 Dest. Adrs

220b Data 7-1a Data 6-1a Date 5-1 a Data 4-1 a Data 3-1 a Data 2-1 a Data 1-1a Flow Control

222a Data 7-0
⊕

Data 7-1

Data 6-0
⊕

Data 6-1

Data 5-0
⊕

Data 5-1

Data 4-0
⊕

Data 4-1

Data 3-0
⊕

Data 3-1

Data 2-0
⊕

Data 2-1

Data 1-0
⊕

Data 1-0

Dest Adrs

222b Data 7-0a
⊕

Data 7-1a

Data 6-0a
⊕

Data 6-1a

Data 5-0a
⊕

Date 5-1a

Data 4-0a
⊕

Data 4-1a

Data 3-0a
⊕

Data 3-1a

Data 2-0a
⊕

Data 2-1a

Data 1-0a
⊕

Data 1-0a

Flow Control
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[0047] With each line card 202-216 having six Gigabit internal Ethernet ports a-f, spread across three interconnect
boards 218-222, and according to the format of TABLE 1, the six Gigabit internal Ethernet ports a-f provide 3-Gbs of
usable bandwidth. More specifically, board 222 is not used for payload bandwidth, instead providing redundancy and
error correction information, thus leaving 4-Gbs of bandwidth. 4-bytes out of sixty-four contained in a transferred cell
(the LSBs of logical planes 218b and 220b) are used for interconnect addressing and flow control information, leaving
3.5 Gbs of bandwidth. And, 4-bytes out of the remaining fifty-six (the LSBs of logical planes 218a and 220a) are used
by the line cards 202-216 as a destination handle/address, leaving 3 Gbs of bandwidth. This ensures that the commu-
nication node 200 can provide a sustained OC-48 (2.4 Gbs) transfer rate
[0048] TABLE 2 below depicts a typical information cell format for information transferred from a line card 202-216 to
local interconnect planes 218a, 218b, 220a, 220b, 222a and 222b.
[0049] As shown in the first column of TABLE 2 and as previously described with respect to TABLE 1, information is
transferred in 8-word/16-byte groups. Each logical plane 218a, 218b, 220a and 220b receives a 16-byte group. Logical
plane 222a receives the "exclusive or" of planes 218a and 220a, and logical plane 222b receives the "exclusive or" of
logical planes 218b and 220b. Bytes 2-16 of logical planes 218a, 218b, 220a and 220b provide the transferred data.

[0050] "X" above represents an XOFF from the line card to the local interconnect 118. Information cells pass through
the local interconnect 118 on separate planes 218a-222b, but with some discrepancies. By way of example, the a-planes
contain the line card destination addresses. The b-planes allow for 14-bits of extra "payload" data carried through
untouched. The payload byte above typically has its most significant bit (bit "P") set as parity for words 0 and 1 together.
Even on plane 222a, the "P" bit covers the 15-bits which precede it, rather than the parity across planes 218a and 220a.
[0051] The line card destination address is an address or handle (global to the node 100 system wide) which specifies
the destination line card (for unicast information) or line card set (for multicast information) to which the information cell
is to be transferred.
[0052] TABLE 3 below depicts a preferred destination address format for locally transferred unicast information, while
TABLE 4 depicts a preferred destination address format for locally transferred multicast information.

[0053] Byte-0 of TABLE 3 provides an "APS" bit, a Line Card Module designation field and a Line Card designation

TABLE 2

Byte Plane 
218a

Plane 218b Plane 
220a

Plane 220b Plane 222a Plane 222b

0 DestLo 0 X DestLo 0 X DestLo 0 X

1 DestHi P Payload DestHi P Payload DestHi P Payload

2 Data0 Data 1 Data2 Data 3 218a⊕220a 218b⊕220b

3 Data4 Data5 Data6 Data7 218a⊕220a 218b⊕220b

• • • • • • •

15 Data52 Data53 Data54 Data55 218a⊕220a 218b⊕220b

TABLE 3

BYTE 7 6 5 4 3 2 1 0

0 APS 0 Line Card Module Line Card Designation

1 P 0 0 0 0 0 1 Pri

2-15 Cell Data

TABLE 4

BYTE 7 6 5 4 3 2 1 0

0 Least-Significant 8 bits of MulticastID

1 P 1 Most-Significant 6 bits of Mcast ID

2-15 Cell Data
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field. As shown in FIGURE 3, according to the illustrated embodiment, there are eight potential destination line cards
202-216. Each one is assigned a 3-bit code 000-111. Bits 3, 4 and 5 of byte-0 of TABLE 3 provide this code. As shown
in FIGURE 2, a communication node 100, according to the illustrated embodiment, has eight potential line card modules
102-116. Each line card module 102-116 is assigned a 3-bit code 000-111. Bits 0, 1 and 2 of byte-0 of TABLE 3 provide
this code. Bytes 2-15 provide the transferred data. The "P" bit provides parity across byte 1.
[0054] According to a preferred embodiment, unicast information cells travelling to a single destination line card have
the "Pri" bit of TABLE 3 set to one for high-priority traffic. If the "APS" bit of TABLE 1 is set, the cell is sent to both the
designated line card (n) and the (n+1) line card.
[0055] With reference to TABLE 4, the multicastID is an address into a 16 k x 9-bit RAM 748 of FIGURE 8. This 14-
bit address retrieves a 9-bit value. The least significant 8-bits are a mask with each bit representing a line card 202-216.
The most significant bit represents priority; set to a logical one for high priority or a logical zero for low priority. If the
node includes more than one local line card chassis 102, then each bit of the 8-bit mask represents a particular local
line card chassis.
[0056] In operation, and as illustrated in TABLE 1 above, the communication node 200 transfers each 16-byte group
over a different internal communication channel. By way of example and referring again to FIGURE 3, assume each
line card 202-216 has an associated address, and information enters line card 202 by way of external port 202g. Assume
further that the entering information has a destination address of line card 208. As shown in FIGURE 2, internal port
202a couples a first 16-byte group to internal port 0a of interconnect board 218. Internal port 202b couples a second
16-byte group to internal port 0b of board 218. Internal port 202c couples a third 16-byte group to internal port 0a of
board 220, and internal 202d couples a fourth 16-byte group to internal port 0b of board 220. Internal port 0a of board
218 couples the first 16-byte group to ASIC 224a. Internal port 0b of board 218 couples the second 16-byte group to
ASIC 224b. Internal port 0a of board 220 couples the third 16-byte group to ASIC 226a, and internal port 0b of board
220 couples the fourth 16-byte group to ASIC 226b.
[0057] ASIC 224a processes the line card destination address and directs the first 16-byte group to internal port 3a
of board 218. ASIC 224b processes the line card destination address and directs the second 16-byte group to internal
port 3b of board 218. ASIC 226a processes the line card destination address and directs third 16-byte group to internal
port 3a of board 220. ASIC 226b processes the line card destination address and directs the fourth 16-byte group to
internal port 3b of board 220. Board 222 generates a bit-by-bit "exclusive or" between the first and third groups, and
between the second and fourth groups. ASIC 228a processes the line card destination address and directs the "exclusive
or" combination of the first and third groups to internal communication port 3a of board 222, and ASIC 228b processes
the line card destination address and directs the "exclusive or" combination of the second and fourth groups to the
internal communication port 3b of board 222. Board 222 in turn couples the first, second, third and fourth groups to
destination line card 208, internal ports 208a-208d, respectively. Similarly, board 222 couples the "exclusive or" version
of the groups of bytes to internal ports 208e and 208f. Destination line card 208 then performs various types of error
checking, such as plain parity, 8B10B disparity and CRC across multiple cells. If line card 208 detects a bad character
error, software can alert the line card to use the "exclusive or" version to retrieve an error-free version of the transferred
information.
[0058] According to a further embodiment, the line card module 102 can determine whether a detected error is due
to a failed line card 202-216 or a failed interconnect board 218-222. In the case where the error is due to a failed line
card, the interconnect module removes that card from operation. In the case where the detected error is due to a failed
interconnect card 218-222, the line card detecting the error can signal the error prone interconnect board 218-222 to
take itself off line. So as not to compromise bandwidth, interconnect board 222 can automatically take the place of either
interconnect board 218 or 220, until the failed board is replaced. According to a further feature, the failed board can be
hot-swapped.
[0059] As discussed above, a feature of the invention is that according to a preferred embodiment, the communication
node 100 is dynamically bandwidth scalable to include additional line card modules 104-116, having additional associated
local interconnect chassis 120-160. According to a preferred embodiment, the modular construction of the line card
modules 102-116, along with the modular construction of the local interconnect modules 118-132, in combination with
the expanded interconnect module 134 provides the scalable feature. More specifically, as indicated in FIGURE 2,
according to the illustrated embodiment 100, a first mechanical chassis 101 houses up to eight local line card modules
102-116. Similarly, a second mechanical chassis 103 houses up to eight local interconnect modules 118-132. Further,
a third mechanical chassis 105 houses the extended interconnect network 134. The first mechanical chassis 101 elec-
trically couples to the second mechanical chassis 103 by way of communication channels 142-160. The second me-
chanical chassis 103 electrically couples to the third mechanical module 105 by way of communication channels 170.
The communication node 100 employs connectors designed for "hot-swapping" at module interfaces. Those connectors
enable the local line card modules 102-116. the local interconnect modules 118-132, and the expanded interconnect
boards 136-140 to be connected and unconnected (i.e., "hot-swapped") from their respective mechanical chassis 101,
103 and 105, while the communication node 100 is powered and operating transferring information. Thus, as a service
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provider requires additional bandwidth, additional local line card modules 102-116, with associate additional local inter-
connect modules 118-132 can be "plugged in" to chassis 101 and 103, respectively.
[0060] FIGURE 5 is a more detailed schematic block diagram 400 showing interconnections between an exemplary
local interconnect module 118 and an expanded interconnect module 134. The embodiment of FIGURE 4 is illustrative
of the dynamic bandwidth scalability of the communication node 100. As mentioned above, the local interconnect module
118 is essentially identical to optional local interconnect modules 120-132. Accordingly, the following illustrative descrip-
tion focuses on the interconnections between local interconnect module 118 and expanded interconnect module 134.
However, each additional local interconnect module 120-132 interfaces to expanded interconnect module 134 in a like
manner.
[0061] As shown in FIGURE 5, and as discussed in more detail with regard to FIGURE 3, the local interconnect module
118 includes three interconnect boards 218-222. Each board 218-222 logically subdivides into an a-plane and a b-plane.
The a-plane and the b-plane are essentially identical and share an ASIC, which is also logically subdivided into an a-
half and a b-half. Each ASIC 224-222 provides, among other functions, routing and switching between the internal
communication channels associated with the particular interconnect board 218-222. According to the illustrated embod-
iment, each ASIC 224-226 may also provides storage queues, a control processor, control registers and status registers.
It also controls Gigabit Ethernet I/O interfaces included on each interconnect board 218-222. The ASICs 224-228 further
provide one or more pointer queues for storing information indicative of a substantially non-blocked path through its
switching/routing circuitry.
[0062] Each local interconnect board 218-222 includes sixteen internal I/O ports 0a-7a and 0b-7b. The internal I/O
ports 0a-7a and 0b-7b provide Gigabit Ethernet interfaces. As shown in FIGURE 3, those Gigabit interfaces couple to
the internal communication channels of an associated local line card module 102. Each local interconnect board 218-222
also provides sixteen expanded I/O ports 8a-15a and 8b-15b. Each expanded I/O port 8a-15a and 8b-15b provides a
Gigabit input channel and a Gigabit output channel. The expanded I/O ports 8a-15a and 8b-15b couple information
between the local interconnect module 118 and the expanded interconnect module 134.
[0063] The expanded interconnect module 134 includes three essentially identical expanded interconnect boards
136-140. Each board 136-140 includes, among other components, one hundred and twenty-eight Gigabit Ethernet
transceivers. Each board 136-140 also includes four ASICs 402-408, 410-416 and 418-424, respectively. ASICs 402-424
are essentially identical to ASICs 224-228. However, ASICs 404-424 are mode selected to operate in an expanded
interconnect mode, rather than the local interconnect mode of ASICs 224-228. As in the case of ASICs 224-228, ASICS
404-424 each logically subdivides into an a-half and a b-half. Each half includes sixteen Gigabit Ethernet I/O ports,
wherein each port includes a Gigabit input channel and a Gigabit output channel. Each of the sixteen Gigabit Ethernet
ports couple to a Gigabit transceiver on the extended interconnect board.
[0064] By way of a specific example, board 136 of FIGURE 5 includes ASICs 402-408. ASIC 402 is subdivided into
to logical halves 402a and 402b. Similarly, ASIC 404 is subdivided into logical halves 404a and 404b; ASIC 406 is
subdivided into logical halves 406a and 406b; and ASIC 408 is subdivided into logical halves 408a and 408b. ASIC 402
includes Gigabit Ethernet ports 0a-15a, on half 402a, and 0b-15b on half 402b. Ports 0a-15a couple to transceivers 0-15
on board 136, and ports 0b-15b couple to transceivers 16-31. Gigabit ports 0a-15a and 0b-15b of ASICS 404-408
successively couple to remaining transceivers 32-127. Gigabit I/O ports of ASICs 410-416 and 418-424 couple to one
hundred and twenty-eight transceivers of boards 138 and 140, respectively, in an identical fashion to that described with
respect to ASICS 402-404 on board 136.
[0065] FIGURE 6 is a table 500 illustrating the communication paths between local interconnect module 118 and
expanded interconnect module 134. Column 502 specifies the local interconnect port designation. Column 504 specifies
the communication paths between local interconnect board 218 and expanded interconnect 134. Similarly, column 506
specifies the communication paths between local interconnect board 220 and expanded interconnect 134; and column
508 specifies the communication paths between local interconnect board 222 and expanded interconnect 134. As can
be seen from FIGURES 4 and 5, the communication channels of board 218 couple to board 136. Those of board 220
couple to board 138, and those of board 222 couple to board 140. As also can be seen from FIGURE 5, the I/O interfaces
from local interconnect module 118 couple to the zero and eight ports of ASICs 402-424.
[0066] FIGURE 7 is a table 600 depicting the expanded interconnect port assignments for each of the potential local
interconnect modules 118-132 of FIGURE 1. Column 602 identifies the particular local interconnect modules 118-132.
Column 604 identifies the port assignments for the extended interconnect module 134. As shown, local interconnect
module 120 couples to the one and nine ports; module 122 couples to the two and ten ports; module 124 couples to the
three and eleven ports; module 126 couples to the four and twelve ports; module 128 couples to the five and thirteen
ports; module 130 couples to the six and fourteen ports; and module 132 couples to the seven and fifteen ports.
[0067] TABLE 5 below specifies a preferred format for the destination address for unicast information transferred from
a local interconnect modules 118-132 to the expanded interconnect module 134. Similarly, TABLE 6 specifies a preferred
format for the destination address for multicast information transferred from a local interconnect modules 118-132 to the
expanded interconnect module 134.
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[0068] Referring to TABLE 5, bit 7 of the most significant byte (MSB) is the parity bit, which represents parity across
the previous 15-bits of the destination address. Bit 5 is the "Valid" bit. The "Valid" bit is set if the destination address is
valid. Bit 4 is the "Clump" bit. The "Clump" bit is set if there is a valid combination or clump of cells. Clumping is a feature
of the invention employed for eliminating the need for reordering transferred information subsequent to transfer. As
discussed in further detail below, with reference to FIGURE 7. Bit 7 is the "Pri" bit. The "Pri" bit is set to one for high-
priority traffic. Bit 7 of the LSB is the "APS" bit. The "APS" bit is simply passed through the expanded interconnect 134
to local interconnects 118-132. Bits 3-5 of the LSB provide the 3-bit designation 000-111 for the destination line card
module. Bits 0-3 of the LSB provide the 3-bit designation 000-111 for the particular line card.

[0069] Preferably, the "Multicast ID" of TABLE 6 is passed on to the expanded interconnect module 134 to be translated.
If the payload data portion of the cell is 0x3FFF, the information cell is considered to be invalid.
[0070] TABLES 7 and 8 depict a preferred format for unicast and multicast destination addresses, respectively, for
information cells transferred from the expanded interconnect module 134 to a local interconnect modules 118-132. As
described above, the "P" bit provides parity across the destination address. The "Valid" bit is set if the destination address
is valid. The "Pri" bit is set for high-priority traffic. The "APS" bit is set if the cell is to be sent to both the designated line
card (n), and the (n+1) line card. Bits 0-3 provide the designation code for the line card to which the cell is sent.

[0071] FIGURE 8 is a functional block diagram of an illustrative local interconnect board of FIGURE 5. The board 218
includes an ASIC 224 of the type employed in the local interconnect module 118. Preferably, ASIC 224 is identical to
ASICs 402-424 employed in the expanded interconnect module 134. As all of the local interconnect boards are preferably
identical, for the purpose of the following discussion it is assumed that board 218 is an exemplary local interconnect
board of local interconnect module 118, and interfaces with local line card module 102 of FIGURE 2. However, those
of ordinary skill in the art will appreciate that the ASIC 224 need not be identical to ASICs 404-424.
[0072] As shown in FIGURE 8, the interconnect board 218 includes Gigabit transceiver sets 704 and 708, memory
elements 710, controller 712 and status and control registers 714. Gigabit transceiver set 708 provides Gigabit I/O ports
0a-7a and 0b-7b, which couple to the internal communication channels of a local line card module 102 of FIGURE 3.
Gigabit transceiver set 704 provides Gigabit I/O ports 8a-15a and 8b-15b, which couple to the expanded communication
channels of the expanded interconnect module 134, shown in FIGURE 5.

TABLE 5

DestHi DestLo

7 6 5 4 3 2 1 0 7 6 5 4 3 2 1 0

P 0 Valid Clump 0 0 1 Pri APS 0 Module Card

TABLE 6

DestHi DestLo

7 6 5 4 3 2 1 0 7 6 5 4 3 2 1 0

P 1 MulticastID (not 0 � 3FFF)

TABLE 7

DestHi DestLo

7 6 5 4 3 2 1 0 7 6 5 4 3 2 1 0

P 0 Valid Pri APS Card

TABLE 8

DestHi DestLo

7 6 5 4 3 2 1 0 7 6 5 4 3 2 1 0

P 1 MulticastID (not 0 � 3FFF)
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[0073] Each transceiver of sets 704 and 708 couples to the ASIC 224 by way of associated input and output shift and
hold registers. More specifically, transceivers of set 704 couple to input shift and hold registers 714 by way of lines 716
and output shift and hold registers 718 by way of lines 720. Transceivers of set 704 couple to input shift and hold registers
722 by way of lines 724, and output shift and hold registers 726 by way of lines 728.
[0074] The ASIC 224 also includes a dual-port RAM 730 for storing various stacks and queues 731 associated with
flow control information. Flow status 733 stores an availability status, regarding the availability of a particular line card
to receive information. RAM 730 intermediately stores information being transferred through the board 218. Shift and
hold registers 714 and 716 couple to the dual-port RAM 730 by way of lines 732 and 734, respectively. Shift and hold
registers 722 and 726 couple to the dual-port RAM 730 by way of lines 736 and 738. The dual-port RAM 730 also couples
to destination stack 740 by way of lines 742. The ninety-six destination queues 740 intermediately store addresses
representative of where particular data is stored in RAM 730. The queues 740, preferably employ a plurality of stacks
for ease of addressing. However, other storage structures can be employed.
[0075] As discussed above in the Summary of the Invention, and as discussed in further detail below, according to a
preferred embodiment, the invention employs a plurality of memory storage queues / buffers to aid in the efficient transfer
of information. It should be noted that the terms queue and buffer are used interchangeably. The dual-port RAM 730
provides an output queue for each transceiver of sets 704 and 706. More specifically, information cells coupled into
board 218 to be transferred to a line card 202-204 of local interconnect 102, are first written into buffer memory at an
address which is written into an output queue. Free list memory 742 provides a list of available buffer memory addresses.
There is a reference counter 744 for each of the 1536 buffers in the dual port RAM 730. Reference counter 744 contains
the number of output queues to which the contents of the respective buffers are to be sent. A reference counter 744
decrements in response to information being read from an associated buffer. When the reference counter reaches zero,
the address of the buffer is returned to free list 743. In this way, the ASIC 224 can track the available buffer locations
associated with each transceiver. Information written to buffer memory is subsequently transferred to one of the output
shift and hold registers 720 or 728, and held there until an internal time slot arrives in which the destination address
lookup can be performed, the read from the free list memory 742 can be performed, the write to the buffer memory can
be performed, and the write to the output queue can be performed.
[0076] According to a preferred embodiment, the invention provides enhanced QoS features. To that end, queues
731 can include QoS queues. The QoS queues, such as those conceptually illustrated in FIGURES 9A and 9B, can
have multiple watermark levels; those levels corresponding to differing priorities. By way of example, high-priority queue
900 of FIGURE 9A can have two watermarks 906 and 908. In range 902, queue 900 reports its status as "stop-none,"
indicating the I/O channel associated with queue 900 is ready to receive information of any priority. As depicted in the
flow-chart of FIGURE 10A, during operation, in range 904, queue 900 reports its status as "stop-low" 1002, indicating
the I/O channel associated with queue 900 is ready to receive information having a "medium" priority or higher, as
indicated at 1004. When the queue 900 is filled up to level 906, it reports its status as "stop-all," as shown at 1006. As
shown at 1008, this indicates that its associated I/O channel is unavailable. If the "Stop-Low" watermark 908 of queue
900 has not been reached, as indicated at 1006, it is available to receive information of any priority.
[0077] Low-priority queues, such as queue 910 depicted in FIGURE 9B, the operation of which is illustrated in flow-
chart 1010 of FIGURE 10A, can include three watermarks 918, 920 and 922. As shown at 1012, queue 910 reports a
status of "Stop-None" in range 912. As shown at 1014 and 101B, it reports a status of "Stop-Low" in range 914. As
shown at 1018 and 1020, it reports a status of "Stop-Medium" in range 916, and as shown at 1022 and 1024, queue
910 reports a status of "Stop-All" subsequent to reaching watermark 918.
[0078] High-priority queues, such as queue 900, enable associated line cards to pass low- and medium-priority traffic,
while not allowing low-priority traffic of one line card to strangle medium-priority traffic of a different line card.
[0079] Low-priority queues, such as queue 910, enable associated line cards to pass low-, medium- and high-priority
traffic, while not allowing low-priority and medium-priority traffic of one line card to strangle high-priority traffic of a different
line card. It also prevents low-priority traffic of one line card from strangling medium- and high-priority traffic of a different
line card.
[0080] To efficiently manage information of differing priorities, the dual-port RAM 730 preferably provides storage for
sixty-four low-priority unicast queues; one for each possible local line card in the communication node 100. The RAM
730 also provides storage for sixteen high-priority unicast queues; one for each line card of its local interconnect module,
one for each potential additional local interconnect module, and one extra queue. Multicast traffic, preferably employs
four low-priority and four high-priority queues.
[0081] Additionally, each plane of the expanded interconnect 134 employs eight high-priority unicast queues; one for
each potential local interconnect module 118-132. Each expanded interconnect logical plane also employs eight high-
priority and eight low-priority multicast queues; again, one for each potential local interconnect destination module
118-132.
[0082] A related component, the queue depth logic circuitry 746, maintains a status of all of the line cards 202-216 of
local module 102. The status provides information regarding the availability of each line card 202-216 to receive infor-
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mation of varying priority levels.
[0083] Another feature of the illustrated embodiment of the invention is the way in which the node 100 passes the flow
control status (sometimes referred to as back pressure status) between the expanded interconnect module 134 and
each of the line cards of the local interconnect modules 118-132. According to one preferred embodiment, the invention
utilizes bits of the information cell, previously reserved for the destination address. These bits are indicated in TABLE
1 as the "Flow Control" words on the b-channels.
[0084] Flow control information is passed between the local interconnect modules 118-132 and the expanded inter-
connect module 134 using the least significant word of the b-channel. These bits are included in the parity calculation
of the parity bit in the primary channel’s destination address word. This format is generally illustrated above in TABLE
1, with respect to local interconnect plane 218a word 0, and local interconnect plane 218b word 0. This flow information
is preferably not repeated on all links. As illustrated in TABLE 9 below, also with reference to local interconnect planes
218a and 218b and expanded interconnect board 136, flow control information is sent in a two-cell sequence.
[0085] More particularly, column 1 of TABLE 9 lists the expanded interconnect port in (ASIC reference designation,
ASIC port designation) format. Column 2 lists the port reference designations for local interconnect plane 218b. Type 0
and Type 1 identifies the information contained in the byte (e.g. if local interconnect port 8b receives a Type 0 byte, that
byte contains Low6, Low5, Low4, Low3, Low2, Low1 and Low 0 flow control information). Each of the Low0-Low63 bits
are set if the corresponding low-priority queue is not full and thus, can receive data. Similarly, the High0-High7, MCHigh,
and MCLow bids are set if the corresponding high-priority, multicast high-priority and multicast low-priority queues have
space available for receiving information.

[0086] Even though the high-priority, and some of the low-priority flow-control information is repeated on both cycles,
there may nevertheless be some associated latency. Thus, to avoid queue overflow, the watermark levels are pro-
grammed at a level that takes into account potential latency. By way of example, if flow control latency takes four cells
to stop incoming information, (4* 16)-4 locations should be reserved above the watermark to avoid overflow. This results
from each of sixteen local input ports potentially aiming at the queue for four cell times. Thus, it would be draining out
four information cells in that interval. In contrast, the space below the watermark level need only be (1*flow control
latency) to avoid underflow. As a result, a preferred embodiment sets the watermark threshold levels between twelve

TABLE 9

Exp. Local D7 D6 D5 D4 D3 D2 D 1 D0
Interconnect Interconnect

Port Port

402b.0 8b Type0 Low6 Low5 Low4 Low3 Low2 Low1 Low0

404b,0 9b Type0 Low13 Low12 Low11 Low10 Low9 Low8 Low7

406b.0 10b Type0 Low20 Low19 Low18 Low17 Low16 Low15 Low14

408b.0 11b Type0 Low27 Low26 Low25 Low24 Low23 Low22 Low21

402b.8 12b Type0 Low34 Low33 Low32 Low31 Low30 Low29 Low28

404b.8 13b Type0 Low41 Low40 Low39 Low38 Low37 Low36 Low35

406b.8 14b Type0 High0 Low47 Low46 Low45 Low44 Low43 Low42

408b.8 15b Type0 High7 High6 High5 High4 High3 High2 High 1

402b.0 8b Type 1 Low52 Low51 Low50 Low49 Low48 MCHigh MCLow

404b.0 9b Type1 Low57 Low56 Low55 Low54 Low53 MCHigh MCLow

406b.0 10b Type 1 Low62 Low61 Low60 Low59 Low58 MCHigh MCLow

408b.0 11b Type1 Low3 Low2 Low1 Low0 Low63 MCHigh MCLow

402b.8 12b Type1 Low10 Low9 Low8 Low7 Low6 Low5 Low4

404b.8 13b Type1 Low17 Low16 Low15 Low14 Low13 Low12 Low11

406b,8 14b Type1 High0 Low23 Low22 Low21 Low20 Low19 Low18

408b.8 15 Type1 High7 High6 High5 High4 High3 High2 High1
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and eighteen bytes out of one hundred and ninety-two bytes.
[0087] According to the above-discussed structures and protocols, the interconnect networks support Constant Bit
Rate (CBR), Variable Bit Rate-Real-Time (VBR-rt), Variable Bit Rate-Non-Real-Time (VBR-nrt), and Unspecified Bit
Rate (UBR) QoS categories. The interconnect networks can operate as a class-based ATM switch. Thus, traffic is queued
for transfer based on the service category of the virtual circuit. However, shaping and policing are performed on a per-
virtual-circuit basis. The interconnect networks also support QoS features for IP networks, such as the Differentiated
Services Model.
[0088] As also mentioned above, a preferred embodiment of the invention employs "clumping" to increase the rate
with which information can be transferred through the interconnect networks. Typically, in prior art systems, portions of
communications can pass through an interconnect network at varying speeds, thus arriving at a common destination in
a misordered fashion. Reordering information subsequent to transfer can waste valuable time, and has the potential for
receiving out of order cells.
[0089] Therefore, according to a preferred embodiment of the invention, the expanded interconnect network 134
includes elements for "clumping" or combining a plurality of information cells and for transferring the clumped cells
substantially simultaneously.
[0090] More particularly, the queue depth logic 746 detects when a group of four unicast information cells are available
in a single queue. In response to detecting four unicast cells in a single queue, the queue depth logic 746 signals the
dual-port RAM 731 working in conjunction with the destination stack 740 to transfer the detected four cell clump to shift
and hold registers 726 for substantially simultaneous transfer via Ethernet transceivers 708. With the clump of cells
being transferred together, they arrive at a destination within a close enough time proximity to avoid reordering.
[0091] According to a further embodiment, a programmable wait timer begins decrementing upon the arrival of a first
information cell to be included in the clump. If the timer expires prior to the complete formation of a clump, it triggers the
cell(s) ready to be sent to be combined with 4-N invalid cells, where N is the number of cells which the clump is lacking.
[0092] Multicast cells are clumped together across paths. When multicast traffic is available to be sent on at least four
different paths, it is considered available for transmission. As in the case of unicast traffic, a programmable wait timer
on any given multicast queue can artificially render multicast traffic eligible. A programmable watermark threshold on
multicast queues can also artificially render multicast traffic eligible. Whenever multicast traffic is eligible to be sent,
"QInfo" cells are sent on the remaining links to or from the expanded interconnect 134.
[0093] The ASIC 224 also includes a translation memory 748. The translation memory 748 provides storage for path
segments through the expanded interconnect module 118, if such a module is included in the system. In the case of a
node configured as shown in FIGURE 2, translation memory 748 preferably contains nine logical storage areas; one for
each local interconnect modules 102-116, and one for the expanded interconnect module 118. The expanded interconnect
storage area is configured as a bitmap of destination line cards and priority. Destination address circuitry 750 accesses
the translation memory 748, and the multicast bitmap register 752 receives the accessed information.
[0094] A feature of the invention is synchronization of the local interconnect boards of a particular local interconnect
module with each other, and the synchronization of the expanded interconnect boards 138-140 with each other. Since
each board is independent, although they derive their clock frequencies from the same source, some signals are employed
to establish and maintain synchronization between boards. Slot synchronization forces essentially identical "time zero"
references between boards, and thus planes, in a module. Cell synchronization enables a local interconnect module to
set its slot zero reference such that its transmitted information cells can arrive at the expanded interconnect 134 at a
safe time. CPU synchronization enables certain CPU write operations to take place at the same time on all planes in a
module.
[0095] Plane synchronization logic 752 provide signals 754 necessary to synchronize certain read and write operations
between each plane of local interconnect module 118. Control registers 758 provide flow control information by way of
lines 760 to the other planes of local interconnect 118, if operating in local mode, or the additional expanded interconnect
planes of module 134 if operating in expanded mode.
[0096] Plane to plane cell synchronization is attained by cellok inter-plane connections 761. An asserted cellok signal
761 indicates that the corresponding plane has received a valid and error free cell header containing the 2-byte destination
address. According to the illustrated embodiment, each plane outputs 16 cellok signals 761 and inputs 32 cellok signals
761. Each cellok output, N, represents that both the a-ports and the b-ports have valid cell headers.
[0097] For a cell to be forwarded, all operating planes assert their respective cellok signals 761. If one plane asserts
cellok signals 761 and other planes do not, errors are recorded in CPU addressable registers 758. If a plane fails, the
system has the capability of instructing the operating planes to ignore the failed plane. In this way, a single failed plain
does not reduce the rate with which the effected local or expanded interconnect can transfer information.
[0098] Substantially identical ASICs are employed in the local interconnect modules 118-132 and the expanded in-
terconnect module 134. To that end, ASIC 224 includes mode select 756 for selecting whether ASIC 224 is to operate
as a local interconnection circuit or as an expanded interconnection circuit. As shown in FIGURES 3 and 5, in local
mode, ports 0a-7a and 0b-7b connect to local line cards and ports 8a-15a and 8b-15b connect to expanded interconnect
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134. Alternatively, in expanded mode all ports 0a-15a and 0b-15b connect to local interconnect planes, such as 218-222
shown in FIGURE 5.
[0099] Referring again to FIGURE 8, an important feature of the illustrated ASIC 224 is a "slot counter" contained in
timers, counters, control registers 758. The slot counter repeatedly counts from 0-15. Each port 01-15a and 0b-15b is
assigned a slot count. Each time the slot count 0-15 matches a port number, a check is performed to determine if there
is a cell to be transmitted out that port. If there is, the cell is copied from RAM 730 to shift and hold register 718 or 726
for transmission. If there is no cell to be transmitted, then a flow control cell is transmitted. According to the illustrated
embodiment, a common slot counter is employed for the a-ports and the b-ports.
[0100] As mentioned above, board 218 also includes controller 712 and memory 710. Memory 710 stores the control
code for board 218. As such, it provides start up initialization of statuses, pointers and communication interfaces. Controller
712 provides a variety of conventional processor functions.
[0101] As in the case of the local interconnect boards, expanded interconnect boards divide logically into essentially
identical a- and p-planes. Thus, for illustrative purposes, FIGURE 11 is described in terms of the a-plane 136a of expanded
interconnect board 136 of FIGURE 5.
[0102] Plane 136a includes four ASICs 402a, 404a, 406a and 408a. ASICs 402a-408a are essentially identical to
ASIC 224 of FIGURE 8. Each ASIC 402a-408a controls sixteen Gigabit Ethernet ports 1102-1108. Ports 1102-1108
couple to ASICs 402a-408a by way of shift and hold registers, such as registers 714 and 718 of FIGURE 8. Bus 110
couples interplane control signals, such as those generated by counters, timers and registers 758 and plane synchro-
nization logic 753, to each ASIC 402a-408a. Processor 1114 controls ASICS 402a-408a by way of bus 1112. Processor
1114 includes a CPU module, DRAM, FPGA control and Ethernet control, much in the same way that memory 710,
controller 712 and control and status registers 753 provide these functions for local interconnect board 218.
[0103] It should be noted that connections and circuit divisions referred to in the above description may be represent-
ative of both actual and logical connections or divisions.
[0104] FIGURE 11 shows a functional block diagram of a typical expanded interconnect logical plane illustrative of
any of interconnect planes of FIGURE 4.
[0105] It will thus be seen that the invention efficiently attains the objects set forth above, including providing dynamically
bandwidth scalable interconnect network. Since certain changes may be made in the above constructions and the
described methods without departing from the scope of the invention, it is intended that all matter contained in the above
description or shown in the accompanying drawings be interpreted as illustrative and not in a limiting sense.
[0106] Having described the invention, what is claimed as new and protected by Letters Patent is:

Claims

1. An interconnect network for operation within a communication node (100), the interconnect network comprising:

a plurality of local interconnect modules (118-132), located proximate to each other, each of the plurality of local
interconnect modules (118-132) including one or more local transfer elements (218-222) to:

transfer information between a plurality of local input and output (I/O) channels (202a-202f),
and
transfer information between the plurality of local I/O channels (202a-202f) and a plurality of non-local I/O
channels (202g); and
an expanded interconnect module (134), located proximate to the plurality of local interconnect modules
(118-132), including:

coupling means for electrically coupling to the non-local I/O channels (202g), and
one or more expanded transfer elements (136-140) to transfer information between particular ones of the plurality
of local interconnect modules (118-132).

2. An interconnect network according to claim 1, wherein the one or more local transfer elements (218-222) include:

means for synchronizing (752) information transferred between each of the one or more local transfer elements
(218-222); and/or
wherein the one or more expanded transfer elements (136-140) include:

means for synchronizing (752) information transferred between said particular ones of the plurality of local
interconnect modules (118-132),
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hot-swap means for changing particular ones of the plurality of local interconnect modules (118-132) included
in the interconnect network, while the interconnect network is transferring information; and/or
wherein the local I/O channels (202a-202f) include an associated priority and
the interconnect network further comprises:

quality of service means (731) for transferring information from a first one of the local I/O channels (202a-202f),
having a higher priority in preference to transferring information than a second one of the local I/O channels
(202a-202f), or
wherein the local I/O channels (202a-202f) have an associated availability for receiving information, and the
interconnect network further comprises:

status means (714) for maintaining a status indicative of the associated availability for one or more of the
local I/O channels (202a-202f), and
back pressure means for communicating the status out of the local I/O channels (202a-202f).

3. An interconnect network according to claim 1 or 2, further comprising:

redundancy generating means (222) for generating an alternative version of information being transferred out
of the interconnect network through the local I/O channels (202a-202f),
wherein the interconnect network transfers information as information cells, each of the information cells including
groups of information words, and
wherein the redundancy generating means (222) causes the alternative version of the information to be bit-by-
bit exclusive-or between pairs of the groups of information words included in an information cell.

4. An interconnect network according to claim 1 or 2, wherein the interconnect network transfers information as infor-
mation cells, and the one or more local transfer elements (218-222) further include:

means for substantially simultaneously transferring (731, 740, 746) a plurality of the information cells out of the
plurality of local interconnect modules (118-132).

5. An interconnect network according to claim 4, further comprising:

a memory queue (730) that intermediately stores the plurality of information cells to be transferred; and
queue detection means (746) for detecting when a particular number of the information cells are stored in the
memory queue (730), wherein the one or more local transfer elements (218-222) transfer the plurality of infor-
mation cells in response to the queue detection means (746) detecting storage of the particular number of the
information cells.

6. An interconnect network according to claim 1 or 2, wherein the interconnect network is transfers information as
information cells and the one or more expanded transfer elements (136-140) further include means for substantially
simultaneously transferring (731,740,746) a plurality of the information cells out of the expanded interconnect module
(134).

7. An interconnect network according to claim 6, further comprising:

a memory queue (730) to intermediately store the plurality of information cells to be transferred; and
queue detection means (746) for detecting when a particular number of the information cells that are stored in
the memory queue (730),
wherein the one or more expanded transfer elements (136-140) transfer the plurality of information cells in
response to the queue detection means (746) detecting storage of the particular number of the information cells,
and
wherein the one or more local transfer elements (218-222) and the one or more expanded transfer elements
(136-140) each include mode control means (756) for selecting whether the transfer element is to be employed
in one of the plurality of local interconnect modules (118-132) or in the expanded interconnect module (134).

8. An interconnect network according to claim 1, wherein the local I/O channels (202a-202f) have associated destination
addresses, and the expanded interconnect module (134) further includes:
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array means (748) for storing path information representative of a plurality of paths through the one or more
expanded transfer elements (136-140) over which information from a first local I/O channel (202a-202f) asso-
ciated with one of the plurality of local interconnect modules (118-132) can be transferred to a second local I/O
channel (202a-202f) associated with another one of the plurality of local interconnect modules (118-132); and
index means for selecting appropriate path information from the array means (748) at least partially in response
to a destination address of the second local I/O channel (202a-202f).

9. An interconnect network according to at least one of claims 1 to 8, wherein the one or more local transfer elements
(218-222) and the one or more expanded transfer elements (136-140) are substantially identical.

10. An interconnect network according to claim 1, further comprising at least one of:

redundancy generating means (222) for generating an alternative version of information being transferred out
of the interconnect network by generating a bit-by-bit exclusive-or between pairs of the groups of information
words included in an information cell; or
quality of service means (731) for differentiating between information coupled into the local I/O channels (202a-
202f) based on an associated priority of the information, and for indicating unavailability for receiving information
having a particular associated priority on one or more of the local I/O channels (202a-202f).

11. An interconnect network according to claim 10, wherein the interconnect network transfers information as information
cells, and the one or more local transfer elements and the one or more expanded transfer elements (218-222) further
include:

clumping means (731, 740, 746) for substantially simultaneously transferring a plurality of the information cells.

12. A method for transferring information signals between input and output (I/O) channels (202a-202g) of an interconnect
network in a communication node (100), the method comprising:

coupling information to I/O channels (202a-202g) of one or more proximately located local interconnect modules
(118-132);
transferring information between I/O channels (202a-202g) of a particular local interconnect module (118-132)
in response to a local destination address;
transferring information from one of the local interconnect modules (118-132) to an I/O channel (202a-202g) of
a proximately located expanded interconnect module (134) in response to a non-local destination address;
transferring information from the expanded interconnect module (134) to a particular one of said the local
interconnect modules (118-132) in response to the non-local destination address; and
scaling bandwidth of the interconnect network by including a particular number of the local interconnect modules
(118-132) in the plurality of local interconnect modules (118-132).

Patentansprüche

1. Verbindungsnetzwerk für den Betrieb in einem Kommunikationsknoten (100) wobei das Verbindungsnetzwerk auf-
weist:

eine Mehrzahl von lokalen Verbindungsmodulen (198-132), die nahe beieinander angeordnet sind, wobei jedes
aus der Mehrzahl von lokalen Verbindungsmodulen (118-132) eines oder
mehrere lokale Transferelemente (218-222) aufweist, um:

Informationen zwischen einer Mehrzahl von lokalen Eingabe- und Ausgabe- (I/O)-Kanälen (202a-202f) zu
übertragen, und
Informationen zwischen der Mehrzahl von lokalen I/O-Kanälen (202a-202f) und einer Mehrzahl von nicht-
lokalen I/O-Kanälen (202g) zu übertragen, und
ein erweitertes Verbindungsmodul (134), weiches in der Nähe der Mehrzahl lokaler Verbindungsmodule
(118-132) angeordnet ist und aufweist:

eine Kopplungseinrichtung für das elektrische Ankoppeln an die nichtlokalen I/O-Kanäle (202g)und
eines oder mehrerer erweiterte Transferelemente (136-140), um Informationen zwischen Bestimmten aus der
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Mehrzahl von lokalen Verlaindungsmodufen (118-132) zu übertragen.

2. Verbindungsnetzwerk nach Anspruch 1, wobei das eine oder die mehreren lokalen Transferelemente (218-222)
aufweisen:

Einrichtungen zum Synchronisieren (752) von Informationen, die zwischen jedem der einen oder mehreren
lokalen Transferelemente (218-222) übertragen wird, und/oder wobei das eine die mehreren erweiterten Trans-
ferelemente (136-140) aufweisen:

Einrichtungen zum Synchronisieren (752) von Informationen, welche zwischen Bestimmten aus der Mehr-
zahl von lokalen Verbindungsmodulen (118-132) übertragen wird,
Einrichtungen für den Austausch im Betrieb (hot-swap) zum Wechseln Bestimmter aus der Mehrzahl von
lokalen Verbindungsmodulen (118-132), die in dem Verbindungsnetzwerk enthalten sind, während das
Verbindungsnetzwerk Informationen überträgt, und/oder wobei die lokalen I/O-Kanäle (202a-202f) eine
zugeordnete Priorität haben und
das Verbindungsnetzwerk weiterhin aufweist:

Dienstqualitätseinrichtungen (731), um Informationen von einem ersten der lokalen I/O-Kanäle (202a-202f),
welcher eine höhere Priorität hat, gegenüber Informationen von einem zweiten der lokalen I/O-Kanäle
(202a-(202f) bevorzugt zu übertragen, oder
wobei die lokalen I/O-Kanäle (202a-202f) eine zugeordnete Verfügbarkeit für den Empfang von Informationen
haben und das Verbindungsnetzwerk weiterhin aufweist:

Statuseinrichtungen (714), um einen Status zu halten, der die zugeordnete Verfügbarkeit für einen oder
mehrere der lokalen I/O-Kanäle (202a-202f) anzeigt, und
Rückschiebeeinrichtungen um den Status aus den lokalen 110-Kanälen (202a-202f) heraus zu kommuni-
zieren.

3. Verbindungsnetzwerk nach Anspruch 1 oder 2, welches weiterhin aufweist:

Redundanz erzeugende Einrichtungen (222) zum Erzeugen einer alternativen Version von Information, die aus
dem Verbindungsnetzwerk durch die lokalen I/O-Kanäle (202a-202f) übertragen wird,
wobei das Verbindungsnetzwerk Informationen in Form von Informationszellen überträgt, wobei jede der Infor-
mationszellen Gruppen von Informationsworten enthält, und
wobei die Redundanz erzeugende Einrichtung (222) bewirkt, dass die alternative Version der Information zwi-
schen Paaren von Gruppen von Informationsworten, die in einer Informationszelle enthalten sind, bitweise durch
"ausschließlich-oder" verknüpft sind.

4. Verbindungsnetzwerk nach Anspruch 1 oder 2, wobei das Verbindungsnetzwerk Informationen in Form von Infor-
mationszellen überträgt, und wobei das eine oder die mehreren lokalen Transferelemente (218-222) weiterhin auf-
weisen:

eine Einrichtung zum im Wesentlichen gleichzeitigen Übertragen (731, 740, 746) einer Mehrzahl der Informa-
tionszellen aus der Mehrzahl von lokalen Verbindungsmodulen (118-132).

5. Verbindungsnetzwerk nach Anspruch 4, welches aufweist:

eine Speicherschlange (730), welche die Mehrzahl von Informationszellen, die übertragen werden sollen, zwi-
schenspeichert, und
eine Schlangenerfassungseinrichtung (746), um zu erfassen, wann eine bestimmte Anzahl von Informations-
zellen in der Speicherschlange (730) gespeichert ist, wobei das eine oder die mehreren Transferelemente
(218-222) die Mehrzahl von Informationszellen in Reaktion darauf übertragen, dass die Schlangenerfassungs-
einrichtung (746) das Speichern der bestimmten Anzahl von Informationszellen erfasst.

6. Verbindungsnetzwerk nach Anspruch 1 oder 2, wobei das Verbindungsnetzwerk Informationen in Form von Infor-
mationszellen überträgt und das eine oder die mehreren erweiterten Transferelemente (136-140) weiterhin eine
Einrichtung aufweisen, um im Wesentlichen gleichzeitig eine Mehrzahl der Informationszellen aus dem erweiterten
Verbindungsmodul (134) zu übertragen (731, 740, 746).
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7. Verbindungsnetzwerk nach Anspruch 6, welches weiterhin aufweist:

eine Speicherschlange (730), um die Mehrzahl von Informationszeffen, die übertragen werden sollen, zwischen-
zuspeichern, und
eine Schlangenerfassungseinrichtung (746), um zu erfassen, wann eine bestimmte Anzahl von Informations-
zellen vorliegt, die in der Speicherschlange (730) gespeichert sind,
wobei das eine oder die mehreren erweiterten Transferelemente (136-140) die Mehrzahl von Informationszellen
in Reaktion darauf übertragen, dass die Schlangenerfassungseinrichtung (746) das Speichern der bestimmten
Anzahl von Informationszellen erfasst, und
wobei das eine oder die mehreren lokalen Transferelemente (218-222) und das eine oder die mehreren erwei-
terten Transferelemente (136-140) jeweils Betriebsartsteuereinrichtungen (756) aufweisen, um auszuwählen,
ob das Transferelement in einer der Mehrzahl von lokalen Verbindungsmodulen (118-132) oder in dem erwei-
terten Verbindungsmodul (134) verwendet werden soll.

8. Verbindungsnetzwerk nach Anspruch 1, wobei die lokalen I/O-Kanäfe (202a-202f) zugehörige Zieladressen haben
und das erweiterte Verbindungsmodul (134) weithin aufweist:

eine Arrayeinrichtung (748), um Pfadinformationen zu speichern, welche für eine Vielzahl von Pfaden durch
das eine oder die mehreren erweiterten Transferelemente (136-140) repräsentativ ist, über welche Informationen
von einem ersten lokalen I/O-Kanal (202a-202f),
welcher zu einem aus der Mehrzahl lokaler Verbindungsmodule (118-132) gehört, an einen zweiten lokalen
I/O-Kanal (202a-202f) übertragen werden kann, der zu einem anderen aus der Mehrzahl lokaler Verbindungs-
module (118-132) gehört, und
eine Indexeinrichtung um die geeignete Pfadinformation von der Arrayeinrichfiung (148) zumindest teilweise in
Reaktion auf eine Zieladresse des zweiten lokalen I/O-Kanals (202a-202f) auszuwählen.

9. Verbindungsnetzwerk nach einem der Ansprüche 1 bis 8, wobei das eine oder die mehreren lokalen Transferele-
mente (218-222) und das eine oder die mehreren erweiterten Transferelemente (136-140) im Wesentlichen identisch
sind.

10. Verbindungsnetzwerk nach Anspruch 1, welches weiterhin zumindest eines der Folgenden aufweist:

eine Redundanz erzeugende Einrichtung (222), um eine alternative Version der Informationen zu erzeugen,
die aus dem Verbindungsnetzwerk übertragen wird, indem eine bitweise ausschließlich-oder-Verknüpfung zwi-
schen Paaren der Gruppen von Informationsworten erzeugt wird, die in einer Informationszelle enthalten sind,
oder
eine Dienstqualitätseinrichtung (731), um zwischen der Information, die in die lokalen I/O-Kanäle (202a-202f)
eingekoppelt wird, auf Basis der zugehörigen Priorität der Information zu unterscheiden, und um die Nichtver-
fügbarkeit für das Empfangen von Informationen anzuzeigen, welche eine bestimmte zugewiesene Priorität auf
einem oder mehreren der lokalen I/O-Kanäle (202a-202f) haben, anzuzeigen.

11. Verbindungsnetzwerk nach Anspruch 10, wobei das Verbindungsnetzwerk Informationen in Form von Informati-
onszellen überträgt, und wobei das eine oder die mehreren lokalen Transferelemente und das eine oder die mehreren
erweiterten Transferelemente (218-222) weiterhin aufweisen:

eine Klumpen- beziehungsweise Haufenbildungseinrichtung (731, 740, 746) um eine Mehrzahl der Informati-
onszellen im Wesentlichen gleichzeitig zu übertragen.

12. Verfahren zum Übertragen von Informationssignalen zwischen Eingabe- und Ausgabe-(I/O)-Kanälen (202a-202g)
eines Verbindungsnetzwerkes in einem Kammunikationsknoten (100), wobei das Verfahren aufweist:

Einkoppeln von Informationen in I/O-Kanäle (202a-202g) von einem oder mehreren in der Nähe angeordneten
lokalen Verbindungsmodulen (118-132),
Übertragen von Informationen zwischen I/O-Kanälen (202a-202g) eines bestimmten lokalen Verbindungsmo-
duls (118-132) in Reaktion auf eine lokale Zieladresse,
wovon Übertragen von Informationen zwischen einem der lokalen Verbindungsmodule (118-132) an einen I/O-
Kanal (202a-202g) eines in der Nähe angeordneten erweiterten Verbindungsmoduls (134) in Reaktion auf eine
nichtlokale Zieladresse,
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Übertragen von Informationen aus dem erweiterten Verbindungsmodul (134) an ein Bestimmtes der lokalen
Verbindungsmodule (118-132) in Reaktion auf die nichtlokale Zieladresse, und
Anpassen der Bandbreite des Verbindungsnetzwerkes durch Einbeziehen einer bestimmten Anzahl lokaler
Verbindungsmodule (118-132) in die Mehrzahl lokaler Verbindungsmodule (118-132).

Revendications

1. Réseau d’interconnexion destiné à être exploité dans un noeud de communication (100), le réseau d’interconnexion
comprenant :

une pluralité de modules d’interconnexion locaux (118 - 132), situés à proximité les uns des autres, chaque
module de la pluralité de modules d’interconnexion locaux (118 - 132) comportant un ou plusieurs éléments de
transfert locaux (218 - 222) en vue de :

transférer des informations entre une pluralité de canaux d’entrée / sortie (I/O) locaux (202a - 202) ; et
transférer des informations entre la pluralité de canaux I/O locaux (202a - 202f) et une pluralité de canaux
I/O non locaux (202g) ; et
un module d’interconnexion étendu (134), situé à proximité de la pluralité de modules d’interconnexion
locaux (118 - 132), comportant :

des moyens de couplage pour coupler électriquement les informations aux canaux I/O non locaux (202g) ; et
un ou plusieurs éléments de transfert étendus (136 - 140) pour transférer des informations entre des modules
spécifiques de la pluralité de modules d’interconnexion locaux (118 - 132).

2. Réseau d’interconnexion selon la revendication 1, dans lequel ledit un ou lesdits plusieurs éléments de transfert
locaux (218 - 222) comprennent :

des moyens pour synchroniser (752) les informations transférées entre chacun dudit un ou desdits plusieurs
éléments de transfert locaux (218 - 222) ; et/ou dans lequel ledit un ou lesdits plusieurs éléments de transfert
étendus (136 - 140) comprennent :

des moyens pour synchroniser (752) les informations transférées entre lesdits modules spécifiques de la
pluralité de modules d’interconnexion locaux (118 - 132) ; des moyens de remplacement à chaud pour
remplacer des modules spécifiques de la pluralité de modules d’interconnexion locaux (118 - 132) inclus
dans le réseau d’interconnexion, tandis que le réseau d’interconnexion transfert des informations ; et/ou
dans lequel les canaux I/O locaux (202a - 202f) comprennent une priorité associée et le réseau d’intercon-
nexion comprend en outre :

des moyens de qualité de service (731) pour transférer des informations à partir d’un premier des canaux I/O
locaux (202a - 202f) présentant une priorité plus élevée en matière de transfert d’informations relativement à
un second canal des canaux I/O locaux (202a - 202f) ; ou
dans lequel les canaux I/O locaux (202a - 202f) présentent une disponibilité associée pour recevoir des infor-
mations, et le réseau d’interconnexion comprend en outre :

des moyens d’état (714) pour maintenir un état indicatif de la disponibilité associée d’un ou plusieurs des
canaux I/O locaux (202a - 202f) ; et
des moyens de contre pression pour communiquer l’état en dehors des canaux I/O locaux (202a - 202f).

3. Réseau d’interconnexion selon la revendication 1 ou 2, comprenant en autre :

des moyens de génération de redondance (222) pour générer une version alternative des informations trans-
férées hors du réseau d’interconnexion via les canaux I/O locaux (202a - 202f) ;
dans lequel le réseau d’interconnexion transfert des informations sous la forme de cellules d’information, cha-
cune des cellules d’information comportant des groupes de mots d’ information ; et
dans lequel les moyens de génération de redondance (222) amènent la version alternative des informations à
être une opération de type « ou-exclusif bit par bit » entre des paires des groupes de mots d’information incluses
dans une cellule d’information.
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4. Réseau d’interconnexion selon la revendication 1 ou 2, dans lequel le réseau d’interconnexion transfert des infor-
mations sous la forme de cellules d’information, et ledit un ou lesdits plusieurs éléments de transfert locaux (218 -
222) comprennent en outre :

un moyen pour transférer sensiblement simultanément (731, 740, 746) une pluralité des cellules d’information
hors de la pluralité de modules d’interconnexion locaux (118 - 132).

5. Réseau d’interconnexion selon la revendication 4, comprenant en outre :

une file d’attente de mémoire (730) qui stocke de façon intermédiaire la pluralité de cellules d’information à
transférer ;
un moyen de détection de file d’attente (746) pour détecter le moment où un nombre spécifique des cellules
d’information est stocké dans la file d’attente de mémoire (730), dans lequel ledit un ou lesdits plusieurs éléments
de transfert locaux (218 - 222) transfèrent la pluralité de cellules d’information en réponse à la détection, par
les moyens de détection de file d’attente (746), du stockage du nombre spécifique des cellules d’information.

6. Réseau d’interconnexion selon la revendication 1 ou 2, dans lequel le réseau d’interconnexion transfert des infor-
mations sous la forme de cellules d’information, et ledit un ou lesdits plusieurs éléments de transfert étendus (136
- 140) comportent en outre un moyen pour transférer sensiblement simultanément (731, 740, 746) une pluralité des
cellules d’information hors du module d’interconnexion étendu (134).

7. Réseau d’interconnexion selon la revendication 6, comprenant en outre :

une file d’attente de mémoire (730) pour stocker de façon intermédiaire la pluralité de cellules d’information à
transférer ;
des moyens de détection de file d’attente (746) pour détecter le moment où un nombre spécifique des cellules
d’information est stocké dans la file d’attente de mémoire (730) ;
dans lequel ledit un ou lesdits plusieurs éléments de transfert étendus (136 - 140) transfèrent la pluralité de
cellules d’information en réponse à la détection, par le moyen de détection de file d’attente (746), du stockage
du nombre spécifique des cellules d’information ; et
dans lequel ledit un ou lesdits plusieurs éléments de transfert locaux (218 - 222) et
ledit un ou lesdits plusieurs éléments de transfert étendus (136 - 140) comprennent chacun un moyen de
commande de mode (756) pour sélectionner si l’élément de transfert doit être employé dans un module de la
pluralité de modules d’interconnexion locaux (118 - 132) ou dans le module d’interconnexion étendu (134).

8. Réseau d’interconnexion selon la revendication 1, dans lequel les canaux I/O locaux (202a - 202f) présentent des
adresses de destination associées, et le module d’interconnexion étendu (134) comprend en outre :

des moyen de matrice (748) pour stocker des informations de chemin d’accès représentant une pluralité de
chemins d’accès à travers ledit un ou lesdits plusieurs éléments de transfert étendus (136 - 140) sur lesquels
les informations en provenance d’un premier canal I/O local (202a - 202f) associé à un module de la pluralité
de modules d’interconnexion locaux (118 - 132) peuvent être transférées à un second canal I/O local (202a -
202f) associé à un autre de la pluralité de modules d’interconnexion locaux (118 - 132) ; et
un moyen d’index pour sélectionner les informations de chemin d’accès appropriées à partir des moyens de
matrice (748), au moins partiellement en réponse à une adresse de destination du second canal I/O local (202a
- 202f).

9. Réseau d’interconnexion selon au moins l’une quelconque des revendications 1 à 8, dans lequel ledit un ou lesdits
plusieurs éléments de transfert locaux (218 - 222) et ledit un ou lesdits plusieurs éléments de transfert locaux (136
- 140) sont sensiblement identiques.

10. Réseau d’interconnexion selon la revendication 1, comprenant en outre au moins l’un parmi :

des moyens de génération de redondance (222) pour générer une version alternative des informations trans-
férées hors du réseau d’interconnexion, en générant une opération de type « ou-exclusif bit par bit » entre des
paires des groupes de mots d’information incluses dans une cellule d’information ; ou
des moyens de qualité de service (731) pour opérer une distinction entre des informations couplées dans les
canaux I/O locaux (202a - 202f) sur la base d’une priorité associée des informations, et pour indiquer une
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indisponibilité de réception d’informations présentant une priorité associée particulière sur un ou plusieurs des
canaux I/O locaux (202a - 202f).

11. Réseau d’interconnexion selon la revendication 10, dans lequel le réseau d’interconnexion transfert des informations
sous la forme de cellules d’information, et ledit un ou lesdits plusieurs éléments de transfert locaux et ledit un ou
lesdits plusieurs éléments de transfert locaux (218 - 222) comprennent en outre :

des moyens d’agrégation (731, 740, 746) pour transférer sensiblement simultanément une pluralité des cellules
d’information.

12. Procédé de transfert de signaux d’information entre des canaux d’entrée / sortie (I/O) (202a - 202g) d’un réseau
d’interconnexion dans un noeud de communication (100), le procédé comprenant les étapes ci-dessous consistant à :

coupler des informations à des canaux I/O (202a - 202g) d’un ou plusieurs modules d’interconnexion locaux
(118 - 132) situés à proximité ;
transférer des informations entre des canaux I/O (202a - 202g) d’un module d’interconnexion local spécifique
(118 - 132) en réponse à une adresse de destination locale ;
transférer des informations de l’un des modules d’interconnexion locaux (118 - 132) à un canal I/O (202a -
202g) d’un module d’interconnexion étendu (134) situé à proximité, en réponse à une adresse de destination
non locale ;
transférer des informations du module d’interconnexion étendu (134) à un module spécifique desdits modules
d’interconnexion locaux (118 - 132) en réponse à l’adresse de destination non locale ; et
mettre à l’échelle la bande passante du réseau d’interconnexion en incluant un nombre spécifique des modules
d’interconnexion locaux (118 - 132) dans la pluralité de modules d’interconnexion locaux (118 - 132).
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