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(57) The invention relates to a network node (21; 23;
2) for a streaming tree network (100), wherein said node
(21; 23) is configured to maintain local backup informa-
tion (21a) on at least one potential backup node (16) that

is capable of replacing a parent node (6; 4) of said net-
work node (21; 23) and/or a parent node (5) of a further
network node (7) in case of failure of said parent node
(6; 4; 5).
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Description

Field of the Invention

[0001] The invention relates to a network node for a streaming tree network and a method of operating a network
node for a streaming tree network.

Background

[0002] Streaming tree networks comprise a plurality of network nodes that are arranged in a logical tree-like topology
which comprises a plurality of levels. The logical tree-like topology may e.g. be established independent of an actual
underlying physical network infrastructure such as the Internet. A plurality of different data streams may be distributed
by means of such streaming tree networks to a plurality of consumers.
[0003] Streaming trees suffer from the disadvantage that child nodes are losing their connection to the remaining
network, if an upper level node such as a parent node fails or explicitly leaves the tree.
[0004] Hence there is a need for timely recovering tree connectivity, because a large subsection of the tree network
may be affected by a link failure. It is desirable to minimize stream interruption time.

Summary

[0005] According to an embodiment of the present invention, this object is achieved by a network node for a streaming
tree which is configured to maintain local backup information on at least one potential backup node that is capable of
replacing a parent node of said network node and/or a parent node of a further network node in case of failure of said
parent node. The provisioning of the local backup information advantageously enables to promptly react to link failures
and avoids lengthy signaling procedures.
[0006] According to an advantageous embodiment, said local backup information comprises information on one or
more network nodes having the same parent node as the network node which enables the network node to efficiently
select one of its siblings as a backup node.
[0007] According to a further embodiment, said local backup information comprises information on one or more sibling
network nodes of said parent node, i.e. the network node locally maintains backup information on its own aunt and uncle
nodes as potential backup parent nodes.
[0008] According to the aforedescribed embodiments, the network node may thus use its own siblings and/or the
siblings of its parent node for backup purposes.
[0009] According to a further embodiment, said local backup information comprises information on which of said
plurality of network nodes is configured to operate as a potential backup node and/or a fan-out and/or a number of free
slots and/or a sort key of the respective node.
[0010] A node’s fan-out value is usually provided by the respective node itself and describes how many child nodes
it may take to be filled up to capacity. The amount of free slots indicates how many child node positions are left at a
specific node until its fan-out is reached. The sort key may advantageously be used to sort various sibling nodes depending
on their suitability as a backup node and/or their communications capabilities.
[0011] According to a further embodiment, said backup information is arranged in a load table which comprises one
row per node and a plurality of columns comprising a node ID, information on whether a respective node of said plurality
of network nodes is configured to operate as a potential backup node and/or a fan-out and/or a number of free slots
and/or a sort key. The load table enables an efficient browsing and sorting of the sibling nodes.
[0012] According to a further embodiment, the network node is configured to signal a change of said local backup
information to at least one further node. According to a preferred variant, messages comprising the relevant information
can be exchanged between nodes to effect said signalling.
[0013] According to a further embodiment, said network node is configured to determine a potential backup node out
of said one or more sibling network nodes of its parent node depending on its own node ID and/or on at least one of its
own sibling nodes. The evaluation of its own ID enables the network node to determine a potential backup node without
any knowledge on its own sibling nodes and thus requires no signalling for the determination. On the other hand, when
determining the potential backup node depending on at least one of its own sibling nodes, the network node may
advantageously synchronize itself with its siblings regarding the usage of the potential backup nodes thus enabling to
fairly share the load on the potential backup nodes.
[0014] According to a further embodiment, said network node is configured to sort the network node and its siblings
in an ascending or descending order of their node ID to obtain a numbered sequence of nodes, and to assign backup
parent nodes to the nodes of said sequence depending on a sequence number of the specific node and on an overall
number of backup parent nodes.
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[0015] According to a further embodiment, said network node is configured to receive backup information regarding
its own aunt and uncle nodes and/or to signal information regarding its child nodes to further child nodes.
[0016] According to a further embodiment, said network node is configured to receive a request of a further node for
a potential backup node, and to forward information regarding said potential backup node to said further node.
[0017] According to a further embodiment, said network node is configured to determine a capacity value that defines
a node’s suitability as a potential backup parent for at least one network node comprised within a sub-tree associated
with said network node. According to a further preferred embodiment, said network node is configured to determine said
capacity value depending on a number of active child nodes of a respective node, a fan-out of said respective node,
and a number of backup children that are already registered for said respective node.
[0018] According to a further embodiment, said network node is configured to sort a plurality of nodes of said sub-
tree according to said capacity value, and to forward information on a potential backup node having the highest capacity
value to said further node which ensures an efficient assignment of backup nodes depending on the respective capa-
bilities.
[0019] A further solution to the object of the present invention is given by a method of operating a network node for a
streaming tree network, wherein said node maintains local backup information on at least one potential backup node
that is capable of replacing a parent node of said network node and/or a parent node of a further network node in case
of failure of said parent node.
[0020] Further advantageous embodiments are given by the dependent claims.

Brief Description of the Figures

[0021] Further aspects, features and embodiments of the present invention are given in the following detailed descrip-
tion with reference to the drawings, in which:

Figure 1 depicts an embodiment of a streaming tree network,

Figure 2a depicts a simplified block diagram of a network node according to one embodiment of the
invention,

Figure 2b depicts a load table as used by the network node of Figure 2a,

Figure 3 depicts the streaming tree network of Figure 1 after establishment of a backup node,

Figure 4a, 4b depict a node join procedure in the context of the streaming tree network of Figure 1,

Figure 5 depicts the streaming tree network of Figure 4b after a node leave event,

Figure 6a, 6b depict communications flows in the course of the node join procedure according to Figure 4a, 4b,

Figure 6c, 6d depict communications flows in the course of the node leave procedure according to Figure 5,

Figure 7a depicts a further embodiment of a streaming tree network,

Figure 7b depicts the streaming tree network of Figure 7a after establishment of backup nodes,

Figure 7c, 7d depict a node join procedure in the context of the streaming tree network of Figure 7a

Figure 8a, 8b depict communications flows in the course of the node join procedure according to Figure 7c, 7d,

Figure 8c, 8d depict communications flows in the course of a node leave procedure,

Figure 9 depicts a further embodiment of a streaming tree network,

Figure 10a, 10b, 10d depict different node constellations according to a further embodiment, and

Figure 11 depicts a node join procedure in the context of the streaming tree network according to Figure 9.
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Description of the Embodiments

[0022] Figure 1 depicts an embodiment of a streaming tree network 100, which may e.g. be used to distribute a variety
of different data streams to a plurality of network nodes. For instance, the network nodes of the streaming tree network
100 may comprise network-enabled personal computers or any other network elements with a suitable network interface
that enables to establish logical links 150 to further network elements.
[0023] The network nodes of the streaming tree network 100 are arranged in a logical tree-like topology which comprises
a plurality of levels. Reference sign 3 depicts a network node that represents the root level of the tree topology. Network
nodes 4, 6, 8, which are child nodes to the root node 3, represent an intermediate level of the network 100. Node 4
comprises three child nodes 9, 11, 23, whereas node 6 comprises three child nodes 16, 21, 25, and node 8 comprises
three child nodes 13, 14, 19. Since the nodes 9, 11, 23, 16, 21, 25, 13, 14, 19 constitute the lowest level of the network
100, they are also denoted as "leaf nodes".
[0024] Nodes 9, 11, 23 having the same parent node 4 are also denoted as sibling nodes or simply siblings, whereas
siblings 6, 8 of a node’s parent node 4 are also referred to as aunt and/or uncle nodes or simply aunts and/or uncles.
[0025] As is per se known, the logical tree-like topology of network 100 may e.g. be established independent of an
actual underlying physical network infrastructure such as the Internet, a local or wide area network (LAN, WAN) or even
a wireless LAN (WLAN) or any other network infrastructure enabling the nodes 3, 4, 6, 8, .. to communicate with each other.
[0026] Streaming trees such as defined by network 100 usually suffer from the disadvantage that child nodes 16, 21,
25 are losing their connection to the remaining network nodes if an upper level node such as the parent node 6 fails or
explicitly leaves the tree topology 100. In these cases data streaming to the respective child nodes 16, 21, 25 is interrupted
which is highly undesirable.
[0027] In order to promptly recover the tree connectivity in such cases, which enables to supply the affected nodes
16, 21, 25 with streaming data, a network node 21 according to an embodiment of the present invention is configured
to maintain local backup information on at least one potential backup node 16 that is capable of replacing the parent
node 6 of said network node 21.
[0028] The provisioning of the local backup information within the network node 21 advantageously enables to promptly
react to link failures and avoids lengthy signaling procedures as known from prior art systems.
[0029] Figure 2a schematically depicts a simplified block diagram of a network node 21 according to one embodiment.
Node 21 comprises local backup information 21a which may e.g. be stored to local memory means comprised within
said node 21. For instance, said local backup information 21a may be comprised in a local database of said node 21 or
in a simple list or table or some other form suitable for prompt access in the case of a link failure.
[0030] According to a preferred embodiment, said local backup information 21a comprises information on one or more
network nodes 16, 21, 25 having the same parent node 6 as the network node 21. This is particularly advantageous,
since it enables the network node 21 to efficiently select one of its siblings 16, 25 as a backup node. It is also possible
that said backup information 21a comprises information on the suitability of the node 21 itself as a backup node. In this
case, too, an efficient establishment of a backup structure within the affected tree portions is possible since no signaling
with further nodes 4, 8 is required to again supply the affected child nodes 16, 21, 25 of the failing parent node 6 with
streaming data. In this case, the node 21 itself will replace its failed parent node 6.
[0031] It is further preferred that all child nodes 16, 21, 25 of a parent node 6 comprise the functionality of the above
explained embodiment, i.e. locally provide backup information 21a. In this case, these child nodes 16, 21, 25, or siblings,
as seen from their own network level, constitute a specific group 120b of nodes which is also referred to as "pre-failure-
network", since these nodes 16, 21, 25 will collaboratively build a backup-sub-tree of the network structure if their parent
node fails by using the locally provided backup information.
[0032] Likewise, the nodes 9, 11, 23 may constitute a further pre-failure-network 120a, the nodes 13, 14, 19 may
constitute a further pre-failure-network 120c. Of course, the intermediate nodes 4, 6, 8 may also constitute a further pre-
failure-network 110 in the sense of the present embodiment.
[0033] I.e., by means of the locally stored backup information 21a (Fig. 2a), the nodes of the network 100 are enabled
to efficiently rebuild the tree topology in order to supply each node with streaming data.
[0034] According to a further embodiment, said local backup information 21a comprises information on one or more
sibling network nodes 4, 8 of said parent node 6, i.e. the network node 21 locally maintains backup information 21a on
its own aunt and uncle nodes as potential backup parent nodes. Thus, node 21 may use its own siblings 16, 25 and/or
the siblings 4, 8 of its parent node 6 for backup purposes.
[0035] The further explanations with reference to Figures 2b to 6d primarily contemplate using the node’s siblings 16,
25 as backup nodes. A further embodiment, wherein aunt and/or uncle nodes are used as backup nodes is discussed
further below with reference to Figures 7a to 8d.
[0036] According to a further embodiment, said local backup information 21a (Figure 2a) comprised within node 21
comprises information on which of said plurality of network nodes 16, 21, 25 is configured to operate as a potential
backup node and/or a fan-out and/or a number of free slots and/or a sort key of the respective node 16, 21, 25.
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[0037] A node’s fan-out value is usually provided by the respective node itself and describes how many child nodes
it may take to be filled up to capacity. The amount of free slots indicates how many child node positions are left at a
specific node until its fan-out is reached. The sort key may advantageously be used to sort various sibling nodes 16, 21,
25 depending on their suitability as a backup node and/or their communications capabilities.
[0038] According to a further embodiment, a very efficient way of arranging said backup information 21a within a node
21 is a load table, an example of which is depicted by Figure 2b.
[0039] The load table 21a’, which may e.g. be used to organize the backup information 21a (Figure 2a) that is locally
stored within said node 21, may e.g. comprise one row per node. I.e., since the currently discussed pre-failure-network
120b comprises a total of three sibling nodes 16, 21, 25, the load table 21a’ comprises three rows for the three nodes
16, 21, 25. The title row of table 21a’, which comprises column titles, of course, only serves illustrative purposes.
[0040] As can be seen from Figure 2b, the load table 21a’ has a plurality of columns comprising

- a node ID, which in the present example corresponds to the respective reference signs used to denote specific nodes,

- information on whether a respective node of said plurality of network nodes is configured to operate as a potential
backup node (column "backup parent"),

- a fan-out value,

- a number of free slots, and

- a sort key.

[0041] The load table 21a’ enables an efficient browsing and sorting of the sibling nodes 16, 21, 25.
[0042] According to a preferred embodiment, each node 16, 21, 25 of the pre-failure network 120b manages backup
information concerning the pre-failure network 120b, preferably in the tabular structure as explained above with reference
to Figure 2b. For instance, each node 16, 21, 25 of the pre-failure network 120b may locally store an instance of the
same load table 21a’. As already explained, the load table 21a’ contains a table row for each node 16, 21, 25 that is part
of the pre-failure network 120b and stores additional information (fan-out, free slots, backup parent) describing the node’s
capacity. All nodes 16, 21, 25 from the same pre-failure network 120b are preferably required to always hold completely
identical load tables 21a’ to be sure they work on the same basis in the case of a network failure that affects streaming
operation to them, i.e. due to a failure of parent node 6.
[0043] Preferably, each member of the respective pre-failure networks 110, 120a, 120b, 120c comprises a local load
table 21a’, which is identical to the load tables of its siblings that define the further members of the respective pre-failure
networks 110, 120a, 120b, 120c. Thus, in case of an arbitrary connectivity failure throughout the whole network 100,
the affected nodes can efficiently rebuild the tree topology, i.e. fully establish backup sub-trees and the like.
[0044] According to a further embodiment, the sort-key information may be used to sort the members 16, 21, 25 in a
specific order according to their suitability as a backup node. The sort key value may e.g. be determined by multiplication
of the "fan-out" value and the "free slots" value and may be used as a primary indicator for table sorting of the load table
21a’. High values of fan-out and free slots qualify a node to be placed in an upper layer of a potential backup sub-tree,
because such a node can support a corresponding number of child nodes. Therefore, the table 21a’ is preferably sorted
in descending order by the sort key. For the case of multiple nodes having equal sort key values in the load table 21a’,
the node id is used as a secondary sorting criterion, i.e. in an ascending order. The table column "backup parent"
describes the row number that will be the parent node in the backup sub-tree.
[0045] As already mentioned above, the nodes 16, 21 and 25 constitute a pre-failure network 120b. Each of the nodes
16, 21, 25 preferably has exactly the same load table 21a’ as depicted by Figure 2b. For the present example, a fan-
out value of three is asserted for each node 16, 21, 25. The values in column "backup parent" describe the row numbers
from the node table, which contain the certain parent node, i.e. that node of the pre-failure network 120b that represents
a potential backup node. Presently, a backup parent value of "0" identifies node 16 to be the root of the backup sub-
tree, i.e. the potential backup parent for the case of failure of the current parent node 6.
[0046] According to a further embodiment, the potential backup node 16 is configured to contact its grandparent node
3 for temporary stream recovery as the only one. I.e. the further nodes 21, 25 of the pre-failure network 120b do not
contact the grandparent node 3 since from their respective backup parent values of "1" they can determine that they
are no potential backup parent nodes.
[0047] Exemplary in reference to the load table 21a’, node 25 looks up its backup parent value in its load table. It finds
the value "1", which invokes it to search for table row number 1 that contains its planned backup parent node 16. In row
1, node 25 finds the id of node 16, which will thus be considered as its backup parent in case of temporary recovery
becoming necessary. Likewise, node 21 looks up its backup parent value in its load table. It finds the value "1", which
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invokes it to search for table row number 1 that contains its planned backup parent node 16. In row 1, node 25 also finds
the id of node 16, which will thus be considered as its backup parent in case of temporary recovery becoming necessary.
Thus, from analyzing their own local load table 21a’, the nodes 21, 25 can determine their planned backup parent node
in the case of a link failure. Moreover, from analyzing its own local load table 21a’, the nodes 16 can determine that it
is determined to be the backup parent node for its siblings 21, 25 in the case of a link failure.
[0048] According to a further embodiment, a new sub-tree structure for the pre-failure network 120b is established
according to the backup information 21a comprised in the load tables 21a’ of the member nodes 16, 21, 25 if their parent
node 6 fails. As a result, the whole streaming tree network assumes the topology as depicted by Figure 3. Node 16 is
the root of the backup sub-tree and therefore replaced its former parent node 6. Nodes 21 and 25 got bound to node
16 as child nodes, as defined by the load table 21a’.
[0049] A particular advantage of the above explained embodiments of the invention is the fact that upon failure of a
parent node 6 its siblings 4, 8 do not get affected or involved in any backup or restructuring measures. Consequently,
Figure 3 shows the nodes 4 and 8 resting at their original positions, cf. Figure 1, and keeping their child nodes. The
network branches associated with nodes 4, 8 remain completely unaffected when node 6 fails.
[0050] According to the above explained embodiments, apart from locally maintaining backup information 21a (Figure
2a), preferably in form of a load table 21a’ (Figure 2b), the network nodes 16, 21, 25 have to take different roles and
have certain areas of responsibility to ensure a successful organization of a pre-failure network 120b and failure response.
[0051] For an exchange of information between the involved nodes, various message types are introduced according
to a further embodiment. That is, the network nodes are configured to signal e.g. a change of said local backup information
21a to at least one further node. By definition, each message is preferably sent by one node and received by a single
target node, which both can be either a parent node or a child node. Further, by definition, a node preferably cannot
send a message to itself. Moreover, every message may contain information (e.g., alteration or deletion) about a certain
node and may also identify the pre-failure network 120b this node is part of. Advantageously, a minimal number of
required parameters are the id of the certain node and the id of its parent node to identify the pre-failure network 120b.
The following three messages are used to communicate changes of pre-failure networks 120b.

RecoveryUpdateMessage(ID1, ID2)

[0052] The RecoveryUpdateMessage is employed to communicate changes of existing nodes or to introduce new
nodes to the pre-failure network 120b. A recipient node of the RecoveryUpdateMessage has to update the node with
the delivered id to its local load table, or add it if it does not already exist. The first parameter ID1 of the RecoveryUp-
dateMessage is the id of the node, which is parent of the affected pre-failure network, e.g. node 6 for the pre-failure
network 120b. The second parameter ID2 of the RecoveryUpdateMessage identifies the node which has experienced
a change.

RecoveryRemoveMessage(ID1)

[0053] A RecoveryRemoveMessage tells a recipient node to remove the node with the delivered node id "ID1" from
its load table 21a’. The single parameter ID1 denotes the node which has to be deleted from the recipient node’s pre-
failure network, e.g. from the list representing the backup information 21a or the load table 21a’, respectively.

RecoveryGrandparentMessage(ID1)

[0054] The RecoveryGrandparentMessage tells a recipient node the contact address of its grandparent node, which
is required for replacement of the parent node in case of failure. The single parameter ID1 identifies the grandparent node.
[0055] Figure 4a, 4b depict a further embodiment of the invention which comprises a node join procedure in the context
of the streaming tree network of Figure 1 by using the above explained messages. Presently, a new node 30 joins the
pre-failure network 120b.
[0056] The presently discussed pre-failure network 120b is framed by a dashed rectangle in Figures 4a, 4b. It initially
comprises the nodes 16, 21, and 25. A new node 30 has just joined the parent node 6 as a child and now has to take
part in pre-failure calculations, i.e. information on the newly joined node 30 has to be added to the backup information
21a according to the inventive embodiments in order to enable node 30 to actively take part in the backup and tree
restore mechanisms explained above.
[0057] Node 6 is the parent node of nodes 16, 21, 25, and 30 and therefore also is the parent node of the whole pre-
failure network 120b, while node 3 is the grandparent node of nodes 16, 21, 25, and 30, and the parent node of node 6.
[0058] The following table 1 represents a load table of node 4 as maintained prior to the joining of node 30:
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[0059] As can be gathered from table 1, nodes 4, 6 and 8 are capable of taking 5 child nodes each (fan-out), while
each of their children 16, 21, and 25 can deliver 3 child nodes in this example, cf. table 2 below, which represents a load
table of node 16 as maintained prior to the joining of node 30:

[0060] As already explained above, the load tables of a specific pre-failure network’s nodes are preferably always
congruent, which is e.g. ensured by mutual synchronization, cf. the explanations with reference to Figure 6b below. In
the present case, this specifically applies to the nodes 4, 6, 8 as well as for the nodes 16, 21, 25, i.e. nodes 4, 6, 8 have
load tables according to table 1 above, and nodes 16, 21, 25 have load tables according to table 2 above.
[0061] After node 30 has finished its joining procedure at the streaming tree network 100, it is bound to node 6 as the
child in a parent-child relationship. The joining itself may e.g. be performed by per se known signalling mechanisms
suitable for application within streaming tree networks 100.
[0062] According to the present embodiment, after the joining of node 30, node 6 initiates a process of load table
maintenance of its child nodes 16, 21, 25, 30 to ensure that the backup information 21a according to the inventive
embodiments is up to date, i.e. particularly reflects the altered structure of the pre-failure network 120b having a new
sibling node 30. For conducting this process of load table maintenance, parent node 6 needs to inform child nodes 16,
21, and 25 about their new sibling 30. Moreover, parent node 6 has to notify node 30 that the nodes 16, 21, and 25 are
part of its pre-failure network 120b so that the new node 30 can update its load table accordingly. Furthermore, node
30 needs to be notified about the identity of its grandparent node 3.
[0063] Figure 6a depicts the message flow employed according to a preferred embodiment so as to accomplish the
steps of signalling involved in the above explained process of load table maintenance.
[0064] Firstly, parent node 6 issues a RecoveryUpdateMessage m1 with the parameters (6,30) to its child node 16 to
notify the child node 16 about a new sibling or member node of the pre-failure network 120b. As already explained
above, the first parameter of the RecoveryUpdateMessage m1 defines the current parent node 6, and the second
parameter of the RecoveryUpdateMessage m1 identifies the new node 30.
[0065] Parent node 6 also informs the further child nodes 21, 25 accordingly by transmitting respective messages m1
(6,30) to the nodes 21, 25.
[0066] After that, parent node 6 notifies new node 30 on its "new" siblings 16, 21, 25, which is also accomplished by
forwarding a total of three messages m1 of the RecoveryUpdateMessage type to new node 30: m1(6,16), m1(6,21), m1
(6,25).
[0067] Finally, a RecoveryGrandparentMessage m2(3) is also sent to the new node 30 to notify it on its new grandparent
node 3.
[0068] According to the present embodiment, the messages m1, m2 explained above with reference to the commu-
nications diagram of Figure 6a are used to create a load table at node 30 and to extend the load tables of nodes 16, 21
and 25 by information related to node 30. After these messages have been sent and received, the load tables of nodes
16, 21, 25 and 30 are congruent, i.e. all members or sibling nodes 16, 21, 25, 30 of the pre-failure network 120b (Figure
4b) have identical load tables and can thus efficiently reorganize themselves in case of failure of their parent node 6.
The contents of the load tables of nodes 16, 21, 25 and 30 after the procedure according to Figure 6a are depicted by
table 3 below:

(table 1)

row node ID fan-out free slots sort key backup parent

1 4 5 2 10 0

2 6 5 2 10 1

3 8 5 2 10 1

(table 2)

row node ID fan-out free slots sort key backup parent

1 16 3 3 9 0

2 21 3 3 9 1

3 25 3 3 9 1
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[0069] As a further effect of adding new node 30 to parent node 6, the free slots value of parent node 6 has altered.
Hence, parent node 6 has to commit this change to its own parent node 3, because the pre-failure network 110 of node
6 (consisting of nodes 4, 6, 8) needs to be rebuilt. Accordingly, node 6 issues a RecoveryUpdateMessage m1(3,6) to
its parent node 3, cf. the communications diagram of Figure 6b. As a consequence, in order to inform nodes 4 and 8
about the change, node 3 passes the RecoveryUpdateMessage m1(3,6) to the nodes 4, 8.
[0070] After these messages m1(3,6) have been handled by the recipient nodes 3, 4, 8, all affected nodes are informed
about the change in the tree topology and are enabled to correspondingly update their pre-failure networks 110. The
load table of nodes 4, 6, and 8 finally looks as depicted by table 4 below. The nodes’ order has changed with respect
to table 1 above, i.e. the situation prior to the joining of node 30, because node 6 has a smaller sort key value since it
has received node 30 as a new child node.

[0071] Figure 4b depicts the resulting tree structure after a successful joining process of node 30 as a child node to
parent node 6.
[0072] According to a further embodiment, if a child node leaves its parent node, the load tables of its siblings and its
parent need to be updated as well. In the present example, node 30 parts from the streaming tree, Figure 5. Thus, the
load tables of nodes 4, 6, 8 and 16, 21, 25 have to be updated.
[0073] Since only the parent node 6 of node 30 detects the parting or the absence of node 30, the parent node 6 has
to inform the other member nodes 16, 21, 25 of the affected pre-failure network 120b. To accomplish this, parent node
6 notifies the other member nodes 16, 21, 25 by means of respective RecoveryRemoveMessage notifications, cf. the
messages m3(30) of Figure 6c. Upon receipt of these messages m3(30), nodes 16, 21, and 25 can update their load
tables, which will assume a form as represented by table 2 above.
[0074] Moreover, the state of node 6 has changed, because its amount of free slots has increased due to the parting
of node 30. Node 6 sends an update message to its parent node 3 in order to have its pre-failure siblings 4, 8 be informed
by node 3 about the structural change, cf. Figure 6d and the respective RecoveryUpdateMessage notifications m1(3,6).
In order to notify nodes 4 and 8 about the change, node 3 passes the update messages m1(3,6) to them.
[0075] Thus, all remaining relevant nodes 3, 4, 8 are informed and their load tables are up-to-date again. The final
load table structure of nodes 4, 6, 8 is identical to that of table 1 above. The corresponding tree topology is depicted by
Figure 5.
[0076] According to a further embodiment, positions of nodes of a pre-failure network 120b in a backup sub-tree are
calculated by iterating over the load table. This means to create table sections dependant on the preceding sections’
capacities. Each table section (respectively backup sub-tree layer) contains a number of nodes equal to the sum of free
slots of all nodes from the previous section. This allows creation of the backup sub-tree in regard of special node
capacities, such as a very high fan-out of a single node for example.
[0077] Every node of the streaming tree or at least of a specific pre-failure network 120b is configured to run through
this procedure for its pre-failure network load table 21a’ (Figure 2a) completely on its own, preferably every time the
contents of the load table 21a’ change, i.e. due to a node join or node leave event.
[0078] The algorithm according to the present embodiment requires an ordered load table and two structures to
represent several attributes of node sets in order to begin. The set structures must be able to store the size of a set, the
sum of free slots of a set and the row number of the first node within it. A set represents a section of the load table.
Firstly, a table row is pulled from the table. If it is the first row at all, this row is set as the root of the backup sub-tree and

(table 3).

row node ID fan-out free slots sort key backup parent

1 16 3 3 9 0

2 21 3 3 9 1

3 25 3 3 9 1

4 30 3 3 9 1

(table 4)

row node ID fan-out free slots sort key backup parent

1 4 5 2 10 0

2 8 5 2 10 1

3 6 5 1 5 1
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its attributes are stored in the currentSet variable. From now on, each row is handled the same. If there are free slots
in the currentSet variable, the algorithm searches for one of them by calculating a possible parent node from the currentSet.
In case this potential parent node has free slots, the row gets it assigned as its backup parent node. The node’s attributes
are added to those stored in nextSet, because the node may become a parent node for the next tree layer. Otherwise,
the algorithm checks further nodes from the currentSet until the free slot is found. In case there are no free slots in the
currentSet, a new tree layer is opened up and currentSet and nextSet are swapped. All upcoming table rows now are
assigned to the next backup sub-tree layer until it is completely filled.
[0079] I.e., according to the present embodiment, positions of nodes of a pre-failure network 120b in a backup sub-
tree are given by a load table. A load table is set up in sections. Each load table section contains a number of nodes
equal to the sum of free slots of all nodes from the previous section. As an example, the first section in a load table
consists of four nodes if the parent peer, i.e. node, has a capacity of four. Hence if these four nodes in the first section
each also have a capacity of four, the next section in the load table can consist of 16 nodes. This setup of the load table
in sections allows creation of the backup sub-tree in regard of special node capacities, such as a very high fan-out of a
single node for example.
[0080] To get a node’s position in the backup sub tree, a node has to iterate about the self-calculated load table to
get its new position in the backup tree.
[0081] To calculate a load table with the present embodiment, a given algorithm according the present embodiment
requires a pre-ordered load table according to the node’s capacities and two virtual structures "currentSet" and "nextSet",
cf. above, which represent attributes of nodes in order to begin. A node set which consists of a node’s characteristics
must be able to store the size (node count), the sum of free slots and the row number of the first node within it. A node
set is mapped into a row of a load table. To get a load table which builds up the backup tree in case of a node failure a
given algorithm assigns backup parents to each node set in a row.
[0082] At first, the first row of the load table is taken. This row is set as the root of the backup sub-tree and its attributes
are stored in a so called ’currentSet’ variable. From now on, each row is handled the same. If there are free slots in the
currentSet variable, the algorithm searches for one of them by calculating a possible parent node from the currentSet.
In case this potential parent node has free slots, the row gets it assigned as its backup parent node. The node’s attributes
are added to those stored in nextSet, because the node may become a parent node for the next tree layer. Otherwise,
the algorithm checks further nodes from the currentSet until the free slot is found. In case there are no free slots in the
currentSet, a new tree layer is opened up and currentSet and nextSet are swapped. All upcoming table rows now are
assigned to the next backup sub-tree layer until it is completely filled.
[0083] The following description demonstrates the procedure of iterative backup parent calculation according to the
present embodiment by using an example of 7 nodes.

[0084] Table 4a shows an ordered load table with the column of backup parents not yet filled. The iterative procedure
picks the first row from the load table and sets it as the root node of the backup sub-tree. Particularly, the backup parent
is set to 0 (cf. table 4b below), which means that it is the backup tree root and has no backup parent from within the load
table.

(table 4a - Load table for iterative calculation of backup nodes)

Row Node ID Fan-Out Free Slots Sort Key Backup Parent

1 2 3 3 9 ?

2 3 3 3 9 ?

3 4 3 3 9 ?

4 5 3 3 9 ?

5 6 3 3 9 ?

6 7 3 3 9 ?

7 8 3 3 9 ?

(table 4b - The backup tree root)

Row Node ID Fan-Out Free Slots Sort Key Backup Parent

1 2 3 3 9 0
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[0085] The root node’s amount of free slots is 3, as shown in (table 4b. This means that the next tree layer may contain
three nodes at a maximum. Hence, the step to proceed is to select the upcoming three rows from the load table in order
to fill the second tree layer. All nodes from the second layer have to take the root node as their parent; it is located in
the first table row, so their backup parent value is 1.

[0086] Now, the second layer contains three nodes located in table rows 2 - 4. They deliver 9 free slots for the third
backup tree layer. Hence, the algorithm has to select the succeeding 9 nodes from the load table in order to assign them
to these free slots. The slots are preferably filled regarding to homogenous distribution of child nodes over all nodes
from the layer above. The last three rows from the load table therefore are assigned to different parent nodes as shown
in table 4d.

[0087] The above explained embodiments enable an immediate, fast, independent and efficient recovery of a tree
topology in case of a stream failure. A minimum effort regarding peer-to-peer communications (i.e. communications
between sibling nodes) is guaranteed due to backup information stored locally in the nodes, and peer-to-peer commu-
nications is restricted to the members of a pre-failure network 120b.
[0088] According to a further embodiment, which is explained below with reference to Figures 7a to 8d, the network
element is configured to use aunt and/or uncle nodes as backup nodes for the case of failure, in contrast to using its
own siblings. Consequently, in this embodiment, the backup information 21a (Figure 2a) or a respective load table 21a’
(Figure 2b) comprises information on aunt and/or uncle nodes that are potential backup nodes. I.e., siblings of a parent
node can be used to enable fallback for at least temporary stream recovery in case the parent node fails.
[0089] In the context of the present embodiment and in analogy to the above explained pre-failure networks 110, 120a,
120b, 120c, a pre-failure network can be defined as a collection of all siblings of one single node. Such pre-failure network
can be used for temporary stream recovery for the single node’s child nodes in case of its failure.
[0090] According to a preferred embodiment, nodes do not exactly know which node from the pre-failure network will
be its backup parent node on failure, but they are configured to determine such backup parent node on their own if it is
necessary.
[0091] An exemplary pre-failure network based on aunt and/or uncle nodes is presented by Figure 7a. The three nodes
9, 11, 23 framed by a dotted rectangle all have the same pre-failure network 110a comprising the nodes 6, 8 which are
siblings of the parent node 4 of the three nodes 9, 11, 23. The parent node 4 itself is not part of the pre-failure network
110a, because it is the one whose failure shall be compensated by the pre-failure network 110a. In analogy, nodes 4,
8 form a respective pre-failure network (not shown) for the nodes 16, 21, and 25, and nodes 4, 6 form a respective pre-
failure network (not shown) for the nodes 13, 14, and 19.
[0092] According to the present embodiment, at least one node, but preferably every node 9, 11, 23 comprises locally
stored backup information which in the present case represents information about its pre-failure network 110a and the

(table 4c - Second layer of the backup tree)

Row Node ID Fan-Out Free Slots Sort Key Backup Parent

1 2 3 3 9 0

2 3 3 3 9 1

3 4 3 3 9 1

4 5 3 3 9 1

(table 4d - Complete calculation of backup)

Row Node ID Fan-Out Free Slots Sort Key Backup Parent

1 2 3 3 9 0

2 3 3 3 9 1

3 4 3 3 9 1

4 5 3 3 9 1

5 6 3 3 9 2

6 7 3 3 9 3

7 8 3 3 9 4



EP 2 337 277 A1

11

5

10

15

20

25

30

35

40

45

50

55

involved potential backup nodes 6, 8 constituting said pre-failure network 110a.
[0093] Preferably, said backup information is arranged in form of an ordered list of nodes or a table. Such list or table
may have a form similar to that of the load table 21a’ described above with reference to Figure 2b and is thus also
referred to as load table for the further explanations, although slight variations regarding the table structure and/or
contents may occur. Nevertheless, the load table according to this embodiment, too, represents a form of arranging data
related to potential backup nodes 6, 8, as with the further embodiments already explained above.
[0094] According to a preferred embodiment, the load table comprises all siblings 6, 8 of the parent node 4, i.e. the
aunts and uncles of the child nodes 9, 11, 23. To ensure an efficient tree topology restructuring response in case of a
failure, the child nodes 9, 11, 23 need to be up-to-date about their aunts and uncles 6, 8 at any time.
[0095] Additionally, the parent node 4 may mirror the pre-failure network related information of its children 9, 11, 23,
i.e. their load tables, in order to keep them available for new nodes that join the parent node 4 as a child node. This
advantageously reduces the amount of signaling required for adding new child node.
[0096] Returning to Figure 7a, the dashed rectangle indicates the pre-failure network 110a of the nodes 9, 11, 23
framed by a dotted line. The notation of this pre-failure network 110a comprising the nodes 6 and 8 (in the same order)
is PN{6,8}.
[0097] According to a particularly preferred embodiment, nodes 9, 11, 23 are assigned to their aunts and uncles 6, 8
by means of an autonomous and independent calculation of the respective backup parent which is conducted by each
child node 9, 11, 23. I.e., the child nodes 9, 11, 23 can advantageously determine their backup aunt/uncle node without
requiring any communication or signaling with other nodes if they have proper backup information 21a that is locally stored.
[0098] In reference to Figure 7a, nodes 9, 11, and 23 are not required to know each other, but they all hold the same
pre-failure network PN{6,8} 110a. The nodes 9, 11, 23 may use their own ids (9, 11, 23) to each calculate a suitable
backup parent e.g. by means of a modulo operation with the overall amount of nodes in the pre-failure network 110a,
i.e. presently a value of two, because of the two uncles/aunts 6, 8. The result of this operation is a sequence number
indicating the position of the backup parent node in PN{6,8}.
[0099] For node 9, that has the id "9", the determination of the backup parent yields: 9 mod 2 = 1. If the list of potential
backup parents of the pre-failure network 110a is counted starting from "0", this means that due to its id of "9", the node
9 is assigned to the 1-th node of the list of potential backup parents, i.e. to node 8.
[0100] For node 11, that has the id "11", the determination of the backup parent yields: 11 mod 2 = 1. Hence, due to
its id of "11", the node 11 is also assigned to the 1-th node of the list of potential backup parents, i.e. to node 8. In the
present case, the same applies to all other nodes having an odd id value, i.e. also to node 23. Only nodes with an even
id would be assigned to the 0-th node of the list of potential backup parents, i.e. to node 6. However, since none of the
nodes 9, 11, 23 has an even id, all of them are assigned to backup node 8, which results in a sub-optimal distribution
of child nodes to the available backup nodes 6, 8, because node 6 is not used at all, while node 8 might be overburdened
by three new child nodes 9, 11, 23.
[0101] A further improvement regarding assignment of the nodes 9, 11, 23 to a backup node 6, 8 is achievable if the
nodes 9, 11, and 23 comprise information on each other. In this case, they are preferably configured to put themselves
into an ascending order by their id and each of them calculates its appropriate backup parent ad-hoc. For this improved
backup parent estimation, the nodes 9, 11, 23 use a modulo-function that alternately assigns them to node 6 or 8. This
procedure can lead to an assignment of backup parent nodes as shown in table 5, which can be considered as a form
of backup information or load table for the nodes 9, 11, 23.

[0102] As can be gathered from table 5, nodes 9, 11, and 23 are arranged into a sequence of ascending node ids, cf.
the first column of table 5. Their sequence numbers are printed in the second column. Their common pre-failure network
is PN{6,8} 110a and has a size of two elements. To calculate the parent sequence (cf. column 3), which defines for each
node which parent node to use, the node sequence number from column 2 is modulated using the size "2" of the pre-
failure network 110a.
[0103] Thus, for node 9, the parent sequence value is: 0 mod 2 = 0, wherein for node 11 the parent sequence value
is: 1 mod 2 = 1, and for node 23 the parent sequence value is: 2 mod 2 = 0.
[0104] Applying the resulting parent sequence number to the pre-failure network PN {6,8} 110a, the backup parent

(table 5)

node ID node sequence parent sequence backup parent

9 0 0 6

11 1 1 8

23 2 0 6
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for each node is obtained. On failure of node 4, nodes 9 and 23 are assigned to backup node 6, while node 11 is assigned
to backup node 8 as depicted by Figure 7b.
[0105] According to an embodiment, during a pre-failure phase, i.e. before a parent node 4 fails, each node 9, 11, 23
assumes substantially two roles at the same time. Firstly, it is a child node of the parent node 4, which means that it is
configured to receive information concerning its aunts and uncles 6, 8 (if available) and to store it as pre-failure network
110a, for instance in form of the backup information or a load table, respectively. Secondly, the node is configured to
deliver information concerning each child node 9, 11, 23 to the other child nodes 9, 11, 23, because they have to know
about their respective siblings. That is, a network node 23 is configured to receive backup information regarding its own
aunt and uncle nodes 6, 8. In the case of a respective parent node 4, said parent node 4 is configured to signal information
regarding its child nodes to further child nodes. Of course, depending on the tree topology, a specific network node may
comprise both a functionality to receive backup information regarding its own aunt and uncle nodes and a functionality
to signal information regarding its child nodes to further child nodes. For this purpose, there are two message types
proposed that are preferably sent from parent node 4 to a child node 9, 11, 23. According to the present embodiment,
it is not required for messages to float up the tree topology, i.e. from a child node to a parent node, which advantageously
reduces signaling efforts.
[0106] A first proposed message that can be used for the signaling in the context of the present embodiment is the
NodeUpdateMessage(ID1, ID2).
[0107] The NodeUpdateMessage can advantageously be used to introduce a new sibling node 11, 23 or a new aunt/
uncle node 6, 8 to a child node 9. Whether the newly introduce node is a sibling or an aunt or uncle is indicated by the
first parameter ID1 of the NodeUpdateMessage, that describes the node whose failure the message is related to. The
second parameter ID2 of the NodeUpdateMessage defines the affected node that shall be updated or added to a certain
pre-failure network.
[0108] A second proposed message that can be used for the signaling in the context of the present embodiment is the
NodeRemoveMessage(ID1, ID2).
[0109] The NodeRemoveMessage informs a target or recipient node about removal of a certain node. Again, the first
parameter ID1 describes the node whose failure is affected; the second parameter ID2 defines the certain node to be
deleted.
[0110] Figure 7c, 7d depict an embodiment related to a node join procedure in the context of the streaming tree network
of Figure 7a. The dashed rectangle in Figure 7c indicates the nodes 9, 11, 23 that will be examined in the following
description of a communications process that relates to the node join event. The common pre-failure network 110a of
the nodes 9, 11, 23 consists of nodes 6 and 8, also cf. Figure 7a.
[0111] According to the present embodiment, node 30 has joined the streaming tree at node 3 and is bound in a
parent-child relationship to node 3. The initial pre-failure network of nodes 9, 11, and 23 is PN{6, 8} as explained above.
Node 4 advantageously also knows about this pre-failure network since node 4 is responsible for its child nodes 9, 11,
23. Now, that node 30 has just joined the tree 100, node 3 initiates maintenance of the pre-failure networks. First of all,
the new node 30 is introduced as a sibling to all of the child nodes 4, 6, 8 of node 3.
[0112] For this purpose, node 3 is configured to signal corresponding information to its child nodes 4, 6, 8, which is
preferably accomplished by the above explained mechanism using the NodeUpdateMessage, also cf. Figure 8a. Node
3 transmits a respective NodeUpdateMessage m4(4,30), m4(6,30), m4(8,30) to all of its child nodes 4, 6, 8 to notify
them of their new sibling node 30.
[0113] Nodes 4, 6, and 8 are configured to recognize that this update must affect their respective child nodes, because
their own IDs are set as first message parameter of the NodeUpdateMessage issued by node 3. Consequently, each
of the nodes 4, 6, 8 takes the following measures that are explained only for the case of node 4 for sake of simplicity.
The other nodes 6, 8 follow basically the same procedures.
[0114] Node 4 stores the new node 30 in addition to nodes 6 and 8 as an aunt or uncle node of its children, wherein
said aunt or uncle node may also be used as a backup parent node. I.e., the aunt/uncle-based pre-failure network 110a
is extended by the new node 30. Node 4 then passes the respective NodeUpdateMessage m4(4,30) downwards the
tree topology to its child nodes 9, 11, 23, cf. Figure 8b.
[0115] As already explained, the first message parameter of message m4(4,30) remains the same, because the
recipient nodes 9, 11, 23 must not store node 4 as possible backup parent. After having received the message, each of
nodes 9, 11, and 23 know their pre-failure network 110a to be PN{6, 8, 30}, i.e. extended by the newly added node 30.
[0116] Additionally, node 3 is configured to notify node 30 of its pre-failure network, which would consist of all siblings
of node 3. with the present example, there are no siblings to node 3, because node 3 is the root node. In effect, node
30 does not have a pre-failure network according to the aunt/uncle-based principle illustrated with reference to the
Figures 7a to 8d.
[0117] However, according to a further embodiment, it is also possible to combine the various types of backup infor-
mation and tree restructuring approaches of the above explained embodiments. For example, as explained, node 30
may not benefit from an aunt/uncle-based pre-failure network that may compensate for a failure of root node 3. Never-
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theless, node 30 may very well comprise backup information on its sibling nodes 4, 6, 8 in order to use one of these
nodes 4, 6, 8 as a potential backup parent node in case of a failure of root node 3. The corresponding embodiments
have already been explained with reference to the Figures 1 to 6d. Consequently, a network node may advantageously
use its own siblings and/or the siblings of its parent node (i.e. its own aunts and/or uncles) for backup purposes. This
principle can be applied to any node of the streaming tree network 100 to ensure maximum resilience and flexibility.
[0118] Figure 7d shows the streaming tree topology after node 30 has completely been integrated into the pre-failure
networks. The dotted rectangle 110a defines the pre-failure network of nodes 9, 11, and 23: PN{6, 8, 30}.
[0119] In case node 30 leaves the tree topology, root node 3 is the only one to detect this event, because it is the
parent node of node 30. Root node 3 is thus preferably configured to send update messages to its child nodes 4, 6, 8
to notify them about the absence of node 30, cf. the NodeRemoveMessage notifications m5(4,30), m5(6,30), m5(8,30)
of Figure 8c. The recipient nodes 4, 6, 8 are configured to be aware of the fact that these messages m5(4,30), m5(6,30),
m5(8,30) affect their respective child nodes, because their own ids 4, 6, 8 are set as the first parameter of the messages
m5(4,30), m5(6,30), m5(8,30). The nodes 4, 6, 8 are thus configured to pass the respective message m5(4,30) to the
child nodes 9, 11, 23, .., cf. Figure 8d. Nodes 9, 11, and 23 are configured to detect the messages to affect their own
pre-failure network 110a and therefore remove node 30. Finally their pre-failure network 110a is PN{6, 8} again, cf.
Figure 7a.
[0120] According to yet another embodiment, which is explained with reference to Figures 9 to 11, a network node 2
is configured to maintain local backup information 21a on at least one potential backup node that is capable of replacing
a parent node 5 of a further network node 7 in case of failure of said parent node 5, cf. Figure 5, which shows a further
streaming tree network 101.
[0121] This embodiment of the invention is also denoted as delegation approach, because it proposes to select a
specific node 2 to act as delegator node that is configured to receive a request of a further node 7 for a potential backup
node, and to forward information regarding said potential backup node to said further node 7.
[0122] For example, the delegator node 2 returns on request a backup parent from its sub-tree 111 for a stream
recovery on failure. In the context of the present embodiment, a pre-failure network consists of the whole sub-tree 111
of which the delegator node 2 is the root node, cf. Figure 9.
[0123] According to a preferred embodiment, the delegator network node 2 is configured to determine a capacity value
that defines a node’s suitability as a potential backup parent for at least one network node comprised within the sub-
tree 111 associated with said delegator network node 2.
[0124] According to a further preferred embodiment, the delegator network node 2 is configured to determine said
capacity value depending on a number of active child nodes of a respective node, a fan-out of said respective node,
and a number of backup children that are already registered for said respective node. This embodiment enables to
precisely assess a node’s suitability as a backup node.
[0125] According to yet another preferred embodiment, said delegator network node 2 is configured to sort a plurality
of nodes of said sub-tree 111 according to said capacity value, and to forward information on a potential backup node
having the highest capacity value to said further node 7.
[0126] According to another embodiment, a backup depth may be defined which is a value that describes a count of
layers a delegator node 2 may select backup parents from. As well, the backup depth describes a layer distance to each
node’s delegator (as seen upwards the tree).
[0127] This is impossible for nodes that are located near the tree root, so they have a lower backup depth. Nodes that
contact the delegator node 2 for a backup parent may e.g. be located one layer below this backup depth.
[0128] According to an embodiment, a node is configured to contact its designated delegator node 2 and to request
a backup parent to receive streaming data from upon detecting its parent’s failure. Information on the identity and/or
further parameters of the delegator node 2 is preferably locally stored to the respective node, e.g. in the form of backup
information 21a in analogy to the network node 21 explained with reference to Figure 2a. The local storage of the
delegator node 2 enables an efficient response to parent node failures and thus minimizes the time no streaming data
can be received by the node.
[0129] The delegator node 2 is preferably configured to comprise knowledge about its sub-tree 111 up to the prede-
termined backup depth, which particularly constitutes a form of pre-failure network the delegator node 2 maintains.
Based on its knowledge of the pre-failure network, the delegator node 2 is able to return a proper backup node to a
requesting node.
[0130] Figure 9 shows two examples of delegator nodes each being assigned a backup depth of 2. Node 0, which is
marked by a dashed circle, is configured to operate as a delegator node for all nodes 5, 27, 31, 4, 6, 8, 15, 17, 30 within
the dashed rectangle 112. Node 2, which is marked by a dotted circle, is configured to operate as a delegator node for
all nodes that are located 2 layers below it. These nodes 7, 10, 20, 33, 34, 38, 35, 36 are framed by a dotted rectangle.
[0131] According to a further embodiment, any node 0, 2 configured as a delegator node is required to comprise
knowledge about its sub-tree 111 down to the backup depth. The delegator node 0, 2 is not necessarily required to know
which of its descendant nodes is a parent or a child of another node. The delegator node 0, 2 is rather only configured
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to hold a list of nodes which is preferably ordered ascending by a capacity value which is calculated as described below.
Said list represents a form of backup information 21a that is to be locally stored to the delegator nodes 0, 2.
[0132] According to an embodiment, the capacity value may also be denoted as "backup node capability" and is a
parameter that indicates a nodes’ capability of taking the role of another node’s backup link or backup parent, respectively.
Preferably, the capacity value is a positive number which enables an efficient retrieval of suitable backup nodes by the
delegator nodes 0, 2 by means of comparison of their capacity values.
[0133] Every node of the network 101 may be characterized by three properties that are useful for the calculation of
a meaningful capacity value:

- fan-out f,

- number of active children a, and

- number of registered backup children b.

[0134] . Using these properties, the capacity value C can be determined using the equation: 

[0135] As an example, the fan-out value f of an exemplary node 121 depicted by Figure 10 a) corresponds to the total
number of lines that are aligned top-down in Figure 10 a), which indicate a theoretical number of possible child nodes
supported by the node 121, no matter if dashed or solid lines. For the configuration according to Figure 10 a), the fan-
out value equals 4. This also applies to the further settings according to Figures 10 b) and 10 c).
[0136] The number a of active children corresponds to the solid lines connecting two nodes with each other. Referring
to Figure 10, a=2 in case of Figure 10 a), a=3 in case of Figure 10 b), and a=1 for Figure 10 c).
[0137] Registered backup children are located in the dashed cloud 122 of Figure 10 a).
[0138] The node constellations depicted by Figure 10 a) to 10 c) 2 lead to the following capacity values:

Figure 10 a) C = (2 + 2) / 4 = 1

Figure 10 b) C = (3 + 2) / 4 = 5/4

Figure 10 c) C = (1 + 1) / 4 = 1/2

[0139] The parent node 122 of Figure 10 a) has two active child nodes and two backup children. Combined with the
fan-out of 4, the equation (1) according to the present embodiment results in 1, which indicates the node 122 being
exactly filled.
[0140] A capacity value above 1 shows that the node might be overstrained in case of one or more failures, as in case
of Figure 10 b).
[0141] Whenever the capacity value lies between 0 and 1, this indicates that the related node has free capacities and
may be well suited as a backup parent, cf. Figure 10 c).
[0142] After a delegation node 0, 2 calculated the capacity values of each peer node in its sub tree 111, it preferably
sorts the list according to the capacity value. Thus, the delegator node 0, 2 can quickly determine a suitable backup
parent node for a requesting node. When a node requests a backup parent, its delegator node 0, 2 e.g. picks the first
node from its sorted list and returns it as backup parent. Afterwards, the delegator node eventually reorders the list,
because changes have occurred.
[0143] Although this is not necessarily the case, in order to enable an efficient backup of the tree topology, according
to a further embodiment, each node of the network 101 is configured to be capable of acting as a delegator node. As
explained above, that means to assign other nodes from a lower level to backup parents from the pre-failure network
111. The delegator node 0, 2 may also assign itself to a requesting node as a backup parent.
[0144] According to a further embodiment, for the purpose of a delegator node 0, 2 always being up-to-date regarding
its backup information, i.e. the information on the possible backup nodes and their respective capacity values, the
following messages are proposed for signaling purposes. For simplicity and efficient signaling processes, it is particularly
preferred that all messages only flow upwards the tree topology 101, if not specified differently.
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SubtreeUpdateMessage(Sequence, BackupDepth)

[0145] The SubtreeUpdateMessage is used to inform upper tree layers about a new or an altered node. The "Sequence"
parameter is a list of nodes and their respective capacity values. The list may comprise information on one or more
nodes. Using this parameter structure, every recipient node can determine which node is affected and which other nodes
have passed the message upwards. A changed or newly added node is preferably the first in the sequence of nodes.
The second parameter "BackupDepth" defines how many tree layers need to be informed about the update.

SubtreeDeleteMessage(Sequence, BackupDepth)

[0146] The SubtreeDeleteMessage is used to propagate the absence of a single node to upper tree layers. Again, the
"Sequence" parameter contains a list of one or more nodes. "BackupDepth" describes the desired amount of layers the
message needs to travel.

RequestDelegationNode(ID, BackupDepth)

[0147] This message is used to send a request upwards the tree topology in order to find the delegator node 0, 2. The
"ID" parameter contains the originator’s id; the "BackupDepth" parameter defines how many layers this message shall
travel upwards.

RespondDelegationNode(ID)

[0148] The RespondDelegationNode message is a message that may be sent downwards the tree topology. It origi-
nates at the found delegator node 0, 2 and is sent to the node that started the RequestDelegationNode message with
its own id.

RequestBackup(ID)

[0149] This message is used whenever a node has detected its parent’s failure and contacts the appropriate delegator
node 0, 2 in order to retrieve a backup parent for stream recovery.

AssignBackup(ID)

[0150] The AssignBackup message tells the recipient node which node to contact for a stream recovery, i.e. the
proposed backup parent. It is sent directly from the delegator node 0, 2 to the originator of the RequestBackup message.
[0151] The above defined messages are further explained below in the context of a node joining scenario.
[0152] For the following message flow examples, the backup depth is assumed to equal 2. Each node’s maximum
fan-out value is defined to equal 3.
[0153] In reference to Figure 11, node 40 has joined the tree topology 101 and is bound in a parent-child relationship
to node 2. Hence, the capacity value C of node 2 has altered and needs to be propagated upwards so that the respective
delegator node’s backup information can be kept up-to-date. Furthermore, the new node 40 has to gather information
on its delegator node.
[0154] Thus, node 40 starts requesting its delegator node using the global backup depth of 2. For this purpose, node
40 sends a RequestDelegationNode(40, 2) message to node 2. Node 2, in its function as the message recipient, evaluates
for the "BackupDepth" value. Because it is larger than 1, presently "2", node 2 decrements the "BackupDepth" by a
value of 1 and passes the message further upwards to node 0, i.e. a RequestDelegationNode(40, 1) is sent from node
2 to node 0. Finally, the RequestDelegationNode(40, 1) reaches node 0, the depth value being 1. Thus, node 0 concludes
that it is the delegator node of node 40 and correspondingly notifies node 40 by sending a RespondDelegationNode
message with the parameter "0" to node 40: RespondDelegationNode(0).
[0155] For node 40, the pre-failure phase has finished at this point, because it is now informed on its delegator node
0, which may be contacted in case of a failure of its parent node 2. And yet, the upper tree layers are still uninformed
about the change; hence node 40 initiates a tree update by sending a SubtreeUpdateMessage ({(40,0)}, 2) to its parent
node 2.
[0156] The exemplary inserted sequence {(40,0)}, which is the first parameter of the SubtreeUpdateMessage, includes
all nodes and their appropriate capacity values, the message has travelled. Node 2 receives the SubtreeUpdateMessage
and updates its sub-tree information: It adds node 40. It then checks the depth value ("BackupDepth" parameter, cf. the
message definitions above), which is "2" in this case. Thus, node 2 concludes that the message has not reached its
target depth yet, so node 2 passes the message upwards to node 0 after having added itself to the node sequence.



EP 2 337 277 A1

16

5

10

15

20

25

30

35

40

45

50

55

Additionally, node 2 decrements the depth value from "2" to "1": SubtreeUpdateMessage ({(40,0), (2,0.75)}, 1).
[0157] As can be seen from the SubtreeUpdateMessage, the capacity value of node 2 has been entered as 0.75 using
a maximum fan-out of 3. When this message reaches node 0, node 0 evaluates the backup depth value which presently
equals "1". Hence, node 0 updates its information of all nodes from within the sequence which are part of its sub-tree
(regarding the defined backup depth). In this case, node 0 only needs to update node 2. Now, its sub-tree information
is up-to-date and thus node 0 can operate as delegator node based on proper sub-tree information.
[0158] At this point, the pre-failure phase is finished. Node 40 knows about its pre-failure node, and the sub-tree
information of node 0 is completely up-to-date.
[0159] In case node 40 detects a failure of its parent node 2, according to one embodiment, it sends a backup request
to its delegator node 0: RequestBackup(40).
[0160] As already explained above, delegator node 0 is configured to pick the potential backup node best suited to
act as backup parent for node 40 from its backup information, i.e. the information on its sub-tree with associated capacity
values, and to returns it to the originator, i.e. the requesting node 40: AssignBackup(3).
[0161] According to a further embodiment, a node’s leaving is handled in basically the same way as the above explained
joining is performed. The former parent of the leaving node preferably initiates a SubtreeDeleteMessage, which flows
up the tree topology. In the present example, wherein node 40 is to leave the tree topology, node 2 only needs to remove
node 40 from its children. Additionally, the former parent node 2 needs to inform the former delegator node 0 of the lost
node 40, which is accomplished by transmitting a SubtreeUpdateMessage({(40,0), (2,1)}, 1) from node 2 to node 0.
[0162] The description and drawings merely illustrate the principles of the invention. It will thus be appreciated that
those skilled in the art will be able to devise various arrangements that, although not explicitly described or shown herein,
embody the principles of the invention and are included within its spirit and scope. Furthermore, all examples recited
herein are principally intended expressly to be only for pedagogical purposes to aid the reader in understanding the
principles of the invention and the concepts contributed by the inventor(s) to furthering the art, and are to be construed
as being without limitation to such specifically recited examples and conditions. Moreover, all statements herein reciting
principles, aspects, and embodiments of the invention, as well as specific examples thereof, are intended to encompass
equivalents thereof.

Claims

1. Network node (21; 23; 2) for a streaming tree network (100), wherein said node (21; 23) is configured to maintain
local backup information (21a) on at least one potential backup node (16) that is capable of replacing a parent node
(6; 4) of said network node (21; 23) and/or a parent node (5) of a further network node (7) in case of failure of said
parent node (6; 4; 5) .

2. Network node (21) according to claim 1, wherein said local backup information (21a) comprises information on one
or more network nodes (16, 21, 25) having the same parent node (6) as the network node (21).

3. Network node (23) according to one of the claims 1 to 2, wherein said local backup information comprises information
on one or more sibling network nodes (6, 8) of said parent node (4).

4. Network node (21) according to one of the claims 2 to 3, wherein said local backup information (21a) comprises
information on which of said plurality of network nodes (16, 21, 25) is configured to operate as a potential backup
node (16) and/or a fan-out and/or a number of free slots and/or a sort key of the respective node (16, 21, 25).

5. Network node (21) according to one of the claims 2 to 4, wherein said backup information (21a) is arranged in a
load table (21a’) which comprises one row per node (16, 21, 25) and a plurality of columns comprising a node ID,
information on whether a respective node of said plurality of network nodes (16, 21, 25) is configured to operate as
a potential backup node (16) and/or a fan-out and/or a number of free slots and/or a sort key.

6. Network node (21) according to one of the claims 2 to 5, wherein said network node (21) is configured to signal a
change of said local backup information (21a) to at least one further node.

7. Network node (23) according to one of the claims 3 to 6, wherein said network node (23) is configured to determine
a potential backup node (6) out of said one or more sibling network nodes (6, 8) of its parent node (4) depending
on its own node ID and/or on at least one of its own sibling nodes (9, 11).

8. Network node (23) according to claim 7, wherein said network node (23) is configured to sort the network node (23)
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and its siblings (9, 11) in an ascending or descending order of their node ID to obtain a numbered sequence of
nodes (9, 11, 23), and to assign backup parent nodes (6, 8) to the nodes of said sequence (9, 11, 23) depending
on a sequence number of the specific node (9, 11, 23) and on an overall number of backup parent nodes (6, 8).

9. Network node (23) according to one of the claims 3 to 8, wherein said network node (23) is configured to receive
backup information regarding its own aunt and uncle nodes (6, 8) and/or to signal information regarding its child
nodes to further child nodes.

10. Network node (2) according to one of the preceding claims, wherein said network node (2) is configured to receive
a request of a further node (7) for a potential backup node, and to forward information regarding said potential
backup node to said further node (7).

11. Network node(2) according to claim 10, wherein said network node (2) is configured to determine a capacity value
that defines a node’s suitability as a potential backup parent for at least one network node comprised within a sub-
tree (111) associated with said network node (2).

12. Network node (2) according to claim 11, wherein said network node (2) is configured to determine said capacity
value depending on a number of active child nodes of a respective node, a fan-out of said respective node, and a
number of backup children that are already registered for said respective node.

13. Network node (2) according to one of the claims 11 to 12, wherein said network node (2) is configured to sort a
plurality of nodes of said sub-tree (111) according to said capacity value, and to forward information on a potential
backup node having the highest capacity value to said further node (7).

14. Method of operating a network node (21; 23; 2) for a streaming tree network (100), wherein said node (21; 23)
maintains local backup information (21a) on at least one potential backup node (16) that is capable of replacing a
parent node (6; 4) of said network node (21; 23) and/or a parent node (5) of a further network node (7) in case of
failure of said parent node (6; 4; 5).

15. Method according to claim 14, wherein said local backup information (21a) comprises information on one or more
network nodes (16, 21, 25) having the same parent node (6) as the network node (6) and/or on one or more sibling
network nodes (6, 8) of said parent node (4).
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