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(54) Online access to database snapshots

(57) An executing database instance includes a first
plurality of database pages associated with a previous
state of the database instance, a cache storing a current
converter of the executing database instance, the current
converter not representing the first plurality of database

pages, and a database management system. The data-
base management system is to receive a request for ac-
cess to the first plurality of database pages, and perform
a database task using one or more of the first plurality of
database pages while the database instance is execut-
ing.
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Description

FIELD

[0001] Some embodiments relate to database sys-
tems. In particular, some embodiments concern systems
for accessing a previous state of a database system.

BACKGROUND

[0002] A database system requires periodic manage-
ment tasks to ensure reliable and efficient operation.
These management tasks may include integrity checks,
calculation of optimizer statistics, indexing, etc.
[0003] A database management task operates on a
set of database objects. Accordingly, changes to the da-
tabase objects are prevented during operation of the
management task. One method for preventing such
changes is to deny client applications access to the da-
tabase system during operation of the management task.
This method may result in unacceptable levels of system
downtime.
[0004] Alternatively, database objects may be locked
prior to execution of a management task which will op-
erate thereon. The database system may continue to re-
spond to requests from client applications while the da-
tabase objects remain locked. However, the locks may
conflict with certain requests from the client applications.
Moreover, the locks may negatively impact the perform-
ance of the database system.
[0005] It may be desirable to provide a system to allow
operation of a database management task while ad-
dressing one or more of the foregoing concerns.

BRIEF DESCRIPTION OF THE DRAWINGS

[0006]

FIG. 1 is a block diagram of an executing database
instance according to some embodiments.

FIG. 2 comprises a flow diagram of a process ac-
cording to some embodiments.

FIG. 3 illustrates a converter stored in a data area
according to some embodiments.

FIG. 4 illustrates portions of converter pages of a
converter according to some embodiments.

FIG. 5 illustrates an I/O management page of a da-
tabase instance according to some embodiments.

FIG. 6 illustrates a converter stored in a data area
according to some embodiments.

FIG. 7 illustrates portions of converter pages of a
converter according to some embodiments.

FIG. 8 illustrates an I/O management page of a da-
tabase instance according to some embodiments.

FIG. 9 illustrates elements of a converter in a cache
according to some embodiments.

FIG. 10 is a block diagram of an executing database
instance according to some embodiments.

FIG. 11 illustrates elements of a converter in a cache
according to some embodiments.

FIG. 12a illustrates a portion of a database file direc-
tory according to some embodiments.

FIG. 12b illustrates a portion of a database file direc-
tory including snapshot-specific file identifiers and
page numbers according to some embodiments.

FIG. 13a illustrates a portion of a database catalog
according to some embodiments.

FIG. 13b illustrates a portion of a database catalog
including snapshot-specific file identifiers according
to some embodiments.

DETAILED DESCRIPTION

[0007] FIG. 1 is a block diagram of executing database
instance 100 according to some embodiments. An exe-
cuting database instance, generally, includes at least one
operating system process, a physical data storage unit
and a block of cache memory (e.g., Random Access
Memory). These components are represented in FIG. 1,
respectively, by database management system (DBMS)
120, data area 110, and I/O buffer cache 130. The
present description will use the terms "database" and
"database instance" interchangeably.
[0008] Database instance 100 may also include other
unshown elements that may be used during operation
thereof, such as any suitable program code, scripts, or
other functional data that is executable to interface with
other elements, other applications, other data files, op-
erating system files, and device drivers. These elements
are known to those in the art, and are therefore not de-
scribed in detail herein.
[0009] Database instance 100 may communicate with
one or more database applications (not shown) over one
or more interfaces provided by DBMS 120. The applica-
tions may provide business monitoring, inventory control,
online shopping, and/or any other suitable functions. The
applications may, in turn, support client applications that
may be executed by client devices. Such a client appli-
cation may simply comprise a Web browser to access
and display reports generated by a database application.
[0010] Data area 110 may comprise one or more dis-
parate physical systems for storing data. These physical
systems may comprise a portion of a physical hard disk,
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an entire physical hard disk, or a storage system com-
posed of several physical hard disks. Data area 110 may
include application data consisting of database objects
and associated index entries. The database objects may
include tables, indexes, views, users and user groups.
[0011] Data area 110 may also include configuration
files defining properties of database instance 100 (e.g.,
a size and physical location of each data volume, a max-
imum number of data volumes in data area 110, etc.).
Moreover, data area 110 typically includes system files,
converter pages, database parameters, paths, user in-
formation and any other suitable information. Data area
110 may also store a database catalog including meta-
data describing the database objects that are stored
therein.
[0012] The data of data area 110 may be received from
disparate hardware and software systems, some of
which are not interoperational with one another. The sys-
tems may comprise a back-end data environment em-
ployed in a business or industrial context. The data may
be pushed to database instance 100 and/or provided in
response to queries received therefrom.
[0013] Data volumes 115 are subdivided into storage
areas known as blocks. The data stored in data volumes
115 is stored in logical pages having the same size as a
block. Accordingly, a particular page of data volumes 115
may be accessed by referencing a particular data volume
and a block address of the particular data volume.
[0014] When a new page is created, the page is as-
signed a unique logical page number. Converter pages
of data volumes 115 map this logical page number to the
volume and block address at which the page is stored.
A file directory maps a file identifier to a logical page
number of a corresponding file root page, and the afore-
mentioned database catalog maps each file identifier to
associated metadata, including a name of a database
object associated with the file identifier. Accordingly, the
information of the database catalog and the file directory
may be used to determine a logical page number from a
name of a database object. Once the page number is
known, the converter pages may be used to determine
a block address at which a root page of the database
object is stored.
[0015] Data area 110 may include more or fewer data
volumes than illustrated in FIG. 1. Database instance 100
may also store log volumes in a log area (not shown).
Such log volumes store information indicating changes
made to stored data. The information may be used for
returning database instance 100 to a consistent state af-
ter a system crash.
[0016] DBMS 120 may comprise any system for man-
aging a database instance that is or becomes known.
Generally, DBMS 120 may receive requests for data
(e.g., Structured Query Language (SQL) requests from
a database application), may retrieve the requested data
from data area 110 or from I/O buffer cache 130, and
may return the requested data to the requestor. DBMS
120 may also perform start-up, logging, recovery, man-

agement, optimization, monitoring, indexing, integrity
checks and other database-related tasks. In some em-
bodiments, DBMS 120 includes SQL manager 122 to
process received SQL statements and data access man-
ager 124 to manage access to stored data.
[0017] I/O buffer cache 130 stores various elements
of data area 110 during execution of database instance
100. These elements may include recently- accessed
pages of application data, converter pages, database
catalog objects and/or a log queue. I/O buffer cache 130
is used to manage memory that is available for I/O op-
erations.
[0018] I/O buffer cache 130 includes data cache 136
and converter 131. Data cache 136 and converter 131
are illustrated separately herein for the sake of clarity.
According to some embodiments, data cache 136 and
converter 131 might not comprise separate, contiguous
memory addresses of I/O buffer cache 130. For example,
converter pages 133 may be interspersed among data
pages 137 throughout I/O buffer cache 130.
[0019] Generally, data cache 136 stores pages from
data area 110 that have been recently read or write-ac-
cessed. If a database transaction requires modification
of a page, the page is read from a block address of data
volumes 115, the page is modified, and a log entry de-
scribing the modification is recorded. The modified page
is stored in cache 136, the modified page is designated
as modified, and the original "last known good" page re-
mains at the block address of data volumes 115 from
which it was read. Once a number of modified pages in
cache 136 reaches a threshold amount, or after passage
of a designated time interval, all pages of cache 136
which are designated as modified are written to data area
110.
[0020] A modified page is not written to the block ad-
dress of data volumes 115 from which it was initially read.
Rather, the original unmodified page remains designated
as a "last known good" page at its block address and the
modified page is written to a new block address of data
volumes 115.
[0021] A savepoint is periodically initiated to convert
the modified pages stored in data area 110 to "last known
good" pages and to free the blocks used by the existing
"last known good" pages so that pages may be written
thereto. At a savepoint, all pages designated as modified
in cache 136 are written to data area 110 as described
above. Once all modified pages are written to data area
110, the "last known good" pages associated with the
modified pages are released so that their associated
block addresses may be overwritten.
[0022] As mentioned above, converter pages of data
area 110 map logical page numbers to block addresses
of data volumes 115. Accordingly, these converter pages
must be modified once a corresponding data page is
saved to a new location of data volumes 115. The mod-
ified converter pages are flushed to data volumes 115 at
the end of a savepoint, particularly after all modified data
pages are written. Then, a restart record is created to

3 4 



EP 2 336 901 A2

4

5

10

15

20

25

30

35

40

45

50

55

point to the starting point of the newly-saved converter
within data volumes 115.
[0023] In case of a system crash, the modified pages
stored in data area 110 are ignored and data area 110
is reconstructed based on the restart record, the convert-
er pages identified from the restart record, the "last known
good" pages (which are identified by the converter pag-
es), and the log entries (which reflect page changes since
the last savepoint).
[0024] U.S. Patent No. 7,440,979, entitled Snapshots
For Instant Backup In A Database Management System,
describes a system in which, at some savepoints, the
previous "last known good" pages are not freed for over-
writing. Rather, these data pages are marked, tagged,
or otherwise identified as being part of a snapshot. Ac-
cordingly, the pages will not be overwritten until a com-
mand to remove the snapshot is received. These snap-
shot pages include pages storing application data (e.g.,
database objects) as well as converter pages pointing
thereto. A snapshot restart record pointing to the starting
point of this converter is also created. Consequently, data
area 110 may be reconstructed based on the snapshot
restart record, the converter pages identified from the
snapshot restart record, and the "last known good" data
pages of the snapshot (which are identified by the con-
verter pages).
[0025] FIG. 2 is a flow diagram of process 200 accord-
ing to some embodiments. Some embodiments of proc-
ess 200 may provide access to pages of a database
snapshot during execution of a database instance includ-
ing the snapshot. In some embodiments, a hardware en-
vironment of database instance 100 executes program
code of DBMS 120 to perform process 200. Process 200
may be performed in response to a command received
from a database client (not shown), or may be initiated
by a thread of DBMS 120.
[0026] Process 200 and all other processes mentioned
herein may be embodied in processor-executable pro-
gram code read from one or more of a computer- read-
able medium, such as a floppy disk, a CD-ROM, a DVD-
ROM, a Zip™ disk, and a magnetic tape, and then stored
in a compressed, uncompiled and/or encrypted format.
In some embodiments, hard-wired circuitry may be used
in place of, or in combination with, program code for im-
plementation of processes according to some embodi-
ments. Embodiments are therefore not limited to any spe-
cific combination of hardware and software.
[0027] A database snapshot is created prior to process
200. The database snapshot includes a plurality of data-
base pages stored in the data area of an executing da-
tabase instance. The database pages, which include da-
ta pages and converter pages, are associated with a state
of the database instance at the time the snapshot was
created.
[0028] To better convey the foregoing example of proc-
ess 200 according to some embodiments, FIG. 3 shows
converter index pages 300 and converter pages 310 of
data area 110 after completion of a database snapshot

taken prior to process 200. As at any other savepoint, all
modified pages of I/O buffer cache 130 are saved to data
area 110 at the time of the snapshot, marked as "last
known good", and the previous "last known good" pages
associated with the modified pages are released. The
converter pages associated with the saved modified pag-
es are then modified in cache 130, saved to new locations
of data area 110, and marked as "last known good", with
the previous "last known good" converter pages associ-
ated with the modified converter pages also being re-
leased. Finally, all "last known good" pages of data area
110 are identified as being part of a snapshot.
[0029] According to the present example, converter
pages 310 of FIG. 3 represent the "last known good"
converter pages which have been identified as being part
of the snapshot. Index pages 300 may be used to locate
a converter page 310 and to locate a data page in data
area 110 based on the located converter page 310. Each
index page 300 includes block addresses of one or more
other index pages or of a converter page 310. By virtue
of this arrangement, any of converter pages 310 (and
any associated data pages) may be located in data area
110 based only on the block address of converter root
page 305.
[0030] FIG. 4 illustrates portions of some of converter
pages 310 according to some embodiments. Each of
converter pages 310 identifies a range of logical page
numbers with which it is associated, and a block address
at which it is stored. A converter page 310 also associates
a block address with each data page having a logical
page number in the range of the converter page 310.
[0031] A snapshot restart record is created to specify
the block address of converter root page 305 of the snap-
shot. IOMan_InfoPage 500 of FIG. 5 includes rstVolume-
ld and rstBlockNo fields to identify a location of a current
restart record 510. Current Restart_Record 510 includes
member SnapInfoBA whose value references a location
of Snapshot_Info page 520, which lists restart records of
all snapshots of system 100. The snapshot restart record
of a snapshot indicates the block address of that snap-
shot’s converter root page. IOMan_InfoPage 500, cur-
rent Restart_Record 510 and Snapshot_Info page 520
may include member values other than and in addition
to those illustrated in FIG. 5.
[0032] As shown in FIG. 5, the snapshot restart record
of the just-created snapshot (i.e., snap3) is identical to
"last known good" converter root page of the most-recent
savepoint, which, at the time represented in the example,
is the savepoint at which the snapshot was created.
[0033] Successive savepoints are created as time
passes during execution of database instance 100. Each
savepoint involves saving modified data pages and con-
verter pages to data area 110 and releasing previous
"last known good" pages for overwriting as described
above. Accordingly, the "last known good" data pages
and converter pages become more and more dissimilar
from the "last known good" data pages and converter
pages of the snapshot.
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[0034] FIG. 6 shows converter index pages 600 and
converter pages 610 of data area 110 after the creation
of the above-described database snapshot, after the oc-
currence of several subsequent savepoints, and at the
commencement of process 200. FIG. 7 illustrates por-
tions of some of converter pages 610 according to some
embodiments. Converter index pages 600 and converter
pages 610 represent the "last known good" converter
pages created at a most-recent savepoint. The locations
and the content of index pages 600 and converter pages
610 have changed in comparison to those shown in FIGS.
3 and 4.
[0035] FIG. 8 illustrates IOMan_Info page 800 at the
commencement of process 200. Due to the above-de-
scribed intervening savepoints, rstVolumeld and rstBloc-
kNo fields have changed to identify a location of new
Restart_Record 810, which identifies a location of current
converter root page 605 of FIG. 6. Since no snapshots
were taken since the previously-described snapshot (i.e.,
snap3), Snapshot_Info page 520 remains unchanged
and at block address 2/4445 as shown in FIG. 8.
[0036] FIG. 9 illustrates tabular representations of con-
verter map table 132 and converter pages 133 within I/O
buffer cache 130 at the commencement of process 200
according to some embodiments. At this point, cache 130
may store modified versions of any of pages 600 and
610, as well as of any data pages, which were marked
"last known good" at the most-recent savepoint.
[0037] Converter 131 is used during execution of da-
tabase instance 100 to provide background for the forth-
coming description. In this regard, converter 131 pro-
vides a runtime association between logical page num-
bers and physical block addresses of data volumes 115.
For a given page number, converter 131 indicates a block
address (e.g., a data volume number and an offset) at
which an associated page is stored in data volumes 115.
In a case that DBMS 120 cannot find a page in data cache
136, converter 131 is accessed to determine a location
of the page in data volumes 115 based on the page’s
number.
[0038] As shown in FIG. 9, converter map table 132 of
converter 131 specifies several ranges of logical page
numbers. Converter map table 132 associates a memory
address of I/O buffer cache 130 with each specified
range. As also shown, stored at each memory address
is a converter page 133 that lists page numbers in the
range associated with each address. In the present ex-
ample, converter pages 133 include copies of converter
pages 610 of FIGS. 6 and 7.
[0039] Process 200 will now be described in view of
the preceding description of the state of database in-
stance 100 at the commencement of process 200. Em-
bodiments, however, are not limited to any aspect of the
preceding description.
[0040] A request is initially received by an executing
database instance at S201. The request is a request for
access to a first plurality of database pages associated
with a previous state of the database instance. The first

plurality of database pages are not represented by a cur-
rent converter of the executing database instance.
[0041] For example, the first plurality of database pag-
es may comprise pages of the above-described snapshot
which have been modified since the time of the snapshot.
Such pages, by virtue of the above-described mecha-
nisms, will not be represented by a current converter 131
of the executing database instance. More particularly,
current converter 131 will not associate logical page num-
bers of the first plurality of database pages with the lo-
cations of the pages at the time of the snapshot (i.e., as
indicated by pages 300 and 310 of FIGS. 3 and 4).
[0042] The request may be received from any client
application and/or internal process (e.g., a maintenance
task). According to some embodiments, the request may
comprise a request to refresh optimizer statistics based
on the snapshot, to perform an integrity check based on
the snapshot, or to compare data of the snapshot with
current data. The request may have any other suitable
purpose that is or becomes known.
[0043] At S202, a first converter associated with the
previous state is identified. The identification may be
based on a snapshot restart record of the executing da-
tabase instance. IOMan_Info page 500 of FIG. 8 includes
a snapshot restart record indicating that a root page of a
converter associated with the snapshot is located at vol-
ume 1, block 307. As described above, the entire snap-
shot converter (i.e., pages 300 and 310) is identified at
S202 based on the location of the root page.
[0044] A cache converter is generated in a cache
memory of the executing database instance at S203. The
cache converter maps a modified logical page number
of each of the first plurality of database pages to a cor-
responding physical storage location of the executing da-
tabase instance.
[0045] FIG. 10 illustrates database instance 100 after
S203 according to some embodiments. Converter 131
includes converter map table 132 and converter pages
133 as illustrated in FIG. 9 and discussed above. How-
ever, converter 131 also includes snapshot converter
map table 134 and snapshot converter pages 135. Snap-
shot converter map table 134 and snapshot converter
pages 135 were generated at S203 to reflect converter
pages 300 and 310 of the previous snapshot, which are
still persisted in data volumes 115.
[0046] Snapshot converter map table 134 and snap-
shot converter pages 135 are generated at S203 based
on the converter identified at S202. Accordingly, snap-
shot converter map table 134 and snapshot converter
pages 135 map logical page numbers of the snapshot
pages to physical locations of data area 110 as specified
by converter pages 310 of FIGS. 3 and 4. However, these
mappings identify previous stored versions of the data
pages which associated with the logical page numbers,
while converter pages 133 map the same logical page
numbers to different locations of data area 110 which
include the currently-persisted versions of the data pag-
es. The logical page numbers of the previous stored ver-
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sions of the data pages are therefore modified to indicate
that these page numbers relate to pages of the database
snapshot.
[0047] According to the present example, the modifi-
cation includes prefacing the logical page numbers of the
previous stored versions of the data pages with "1:". Any
other system to distinguish the two exclusive sets of log-
ical page numbers may be used in some embodiments.
For example, in addition to the above-described modifi-
cation, the logical page numbers of the currently-persist-
ed versions of the data pages may be prefaced with "0:"
within converter map table 132 and converter pages 133.
[0048] FIG. 11 illustrates snapshot converter map ta-
ble 134 and snapshot converter pages 135 within con-
verter 131 according to the present example. Each logical
page number shown in FIG. 11 is prefaced with "1:". As
described with respect to FIG. 9, snapshot converter map
table 134 associates a memory address of I/O buffer
cache 130 with each of several ranges of modified logical
page numbers. Notably, these memory addresses are
different from those shown in FIG. 9 for the identical rang-
es of logical page numbers. As also shown, stored at
each memory address is a converter page 135 that lists
the modified logical page numbers in the range associ-
ated with each address. In the present example, convert-
er pages 135 include copies of converter pages 310 of
FIGS. 3 and 4, albeit with modifications to their logical
page numbers.
[0049] Snapshot converter map table 134 and snap-
shot converter pages 135 provide a runtime association
between the modified logical page numbers of the data-
base snapshot and physical block addresses of data vol-
umes 115 in which corresponding pages are stored. In
order to access these pages, a mapping is created be-
tween file identifiers and the modified logical page num-
bers.
[0050] In particular, file identifiers associated with the
logical page number of each page of the database snap-
shot are determined at S204. The file identifiers may be
determined by accessing an existing mapping of file iden-
tifiers to logical page numbers. As shown in FIG. 12a,
file directory 1200 of database instance 110 associates
file identifiers with logical page numbers. File directory
1200 may be implemented as a system table FILES
which provides, for each internal database object, a file
identifier and a logical page number of the file root.
[0051] File identifiers may be determined from file di-
rectory 1200 at S204 based on the (unmodified) logical
page numbers associated with the pages of the database
snapshot. For example, if converter pages 310 of the
database snapshot include page number "567", the file
identifier "90utjf24" is identified from file directory 1200
of FIG. 12a at S204.
[0052] Next, at S205, the modified logical page num-
bers of the snapshot pages are mapped to a modified
file identifier. The modified file identifiers identify the
snapshot and are based on the file identifiers determined
at S204. According to the present example, the modifi-

cation of the file identifiers includes prefacing the previ-
ously-determined file identifiers with "1:". FIG. 12b illus-
trates a portion of file directory 1200 including the map-
pings created at S205. As shown, each modified logical
page number is mapped to a modified file identifier. More-
over, these mappings also maintain an easily-decipher-
able correspondence between a currently-stored page
and its snapshot version.
[0053] Database catalog entries associated with each
modified file identifier are generated at S206. This gen-
eration is based on existing entries of the database cat-
alog which are associated with the file identifier identified
by each respective modified file identifier.
[0054] FIG. 13a is a tabular representation of a portion
of database catalog 1300 of database instance 100 ac-
cording to some embodiments. Database catalog 1300
associates each of the file identifiers of FIG. 12a with an
object name and other metadata. Database catalog 1300
may be stored in data volumes 115 and may include all
or any subset of object metadata associated with the file
identifiers.
[0055] A new entry is created in catalog 1300 at S206
for each file identifier of FIG. 13a for which a correspond-
ing modified file identifier exists in file directory 1200.
Resulting catalog 1300 is shown in FIG. 13b. To avoid
duplicate object names, the object names associated
with the modified file identifiers may also be modified
(e.g., prefaced by "1 ").
[0056] While the database instance is executing, a da-
tabase task is then performed at S207 using one or more
of the plurality of database pages of the snapshot. The
one or more of the plurality of database pages of the
snapshot, as well as any current pages of the database
instance, may be accessed via an associated name or
file identifier through standard mechanisms of database
instance 100.
[0057] Any suitable database task may be performed
at S207, including but not limited to integrity checks, cal-
culation of optimizer statistics, and indexing. The data-
base task may comprise error-resolution according to
some embodiments. For example, if the executing data-
base instance issues an error (e.g., data corrupted), the
data pages of the snapshot may be used to resolve the
error (e.g., repair the corrupted data based on the snap-
shot data pages). Conversely, if a database task execut-
ed at S207 results in an error, current pages of the exe-
cuting database instance may be accessed to attempt to
resolve the error. If either type of resolution is unsuccess-
ful, an administrator may be prompted for intervention.
[0058] According to some embodiments, S207 com-
prises creating a data backup based on the snapshot.
The data backup may be stored external to database
system 100. Moreover, creation of the data backup may
include checking the snapshot for broken data structures
and missing data pages, and resolving any detected er-
rors prior to storing the now-verified data backup.
[0059] If needed to complete the task, all database ob-
jects of the snapshot may be identified via object names
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(or file identifiers) which include the prefix "1:". A data-
base object of the snapshot which corresponds to a cur-
rent database object may be identified by adding "1:" to
the file identifier of the current database object. Similarly,
a current database object which corresponds to a data-
base object of the snapshot may be identified by remov-
ing "1:" from the file identifier of the current database
object of the snapshot.
[0060] After completion of the database task, the da-
tabase catalog entries generated at S206 may be deleted
at S208. Next, at S209, the mappings between logical
page numbers and modified file identifiers (e.g., in file
directory 1200) are deleted. Lastly, the cache converter
generated at S203 (e.g., table 134 and pages 135) is
deleted at S210. As a result, database instance 110 re-
turns to the state illustrated in FIGS. 1, 12a and 13a.
Process 200 may then be re-executed during execution
of the database instance to access data pages of the
previously-accessed snapshot or to access data pages
of any other snapshot that may be maintained in data
volumes 115.
[0061] Elements described herein as communicating
with one another are directly or indirectly capable of com-
municating over any number of different systems for
transferring data, including but not limited to shared
memory communication, a local area network, a wide
area network, a telephone network, a cellular network, a
fiber-optic network, a satellite network, an infrared net-
work, a radio frequency network, and any other type of
network that may be used to transmit information be-
tween devices. Moreover, communication between sys-
tems may proceed over any one or more transmission
protocols that are or become known, such as Asynchro-
nous Transfer Mode (ATM), Internet Protocol (IP), Hy-
pertext Transfer Protocol (HTTP) and Wireless Applica-
tion Protocol (WAP).
[0062] The embodiments described herein are solely
for the purpose of illustration. Those in the art will recog-
nize other embodiments which may be practiced with
modifications and alterations.

Claims

1. A computer-implemented method comprising:

receiving, at an executing database instance, a
request for access to a first plurality of database
pages associated with a previous state of the
database instance and not represented by a cur-
rent converter of the executing database in-
stance; and
performing a database task using one or more
of the first plurality of database pages while the
database instance is executing.

2. A method according to Claim 1, wherein the first plu-
rality of database pages comprises a first converter,

the first converter mapping a logical page number of
each of the first plurality of database pages to a cor-
responding physical storage location, the method
further comprising:

generating a cache converter in a cache mem-
ory of the executing database instance based
on the first converter, the cache converter map-
ping a modified logical page number of each of
the first plurality of database pages to a corre-
sponding physical storage location, the modified
logical page number of each of the first plurality
of database pages identifying the previous state
of the database instance and the logical page
number of the database page;
determining a file identifier associated with each
logical page number of each of the first plurality
of database pages; and
mapping a modified file identifier of each of the
first plurality of database pages to the modified
logical page number of the database page, the
modified file identifier identifying the previous
state of the database instance and the file iden-
tifier associated with the logical page number of
the database page.

3. A method according to Claim 2, further comprising:

generating an entry of a database catalog asso-
ciated with each modified file identifier based on
an entry of the database catalog associated with
the file identifier identified by the modified file
identifier.

4. A method according to Claim 2 or 3,
wherein performing the database task comprises us-
ing the mapping of modified file identifiers to modified
logical page numbers and the one or more of the first
plurality of database pages while the database in-
stance is executing.

5. A method according to any one of claims 2 to 4, fur-
ther comprising:

identifying the first converter within the plurality
of pages based on a snapshot restart record of
the executing database instance.

6. A method according to any one of the preceding
claims, wherein performing the database task com-
prises performing a data integrity check based on
the one or more of the first plurality of database pag-
es while the database instance is executing.

7. A method according to any one of the preceding
claims, further comprising:

deleting the cache converter from the cache
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memory in response to completion of the data-
base task.

8. A computer program product comprising computer
readable instructions, which when loaded and run in
a computer system and/or computer network sys-
tem, causes the computer system and/or the com-
puter network system to perform operations accord-
ing to a method of any one of the preceding claims.

9. A system comprising:

an executing database instance comprising:

a first plurality of database pages associat-
ed with a previous state of the database in-
stance;
a cache storing a current converter of the
executing database instance, the current
converter not representing the first plurality
of database pages; and
a database management system to:

receive a request for access to the first
plurality of database pages; and
perform a database task using one or
more of the first plurality of database
pages while the database instance is
executing.

10. A system according to Claim 9,
wherein the first plurality of database pages com-
prises a first converter, the first converter mapping
a logical page number of each of the first plurality of
database pages to a corresponding physical storage
location, and
wherein the database management system is further
to:

generate a cache converter in the cache of the
executing database instance based on the first
converter, the cache converter mapping a mod-
ified logical page number of each of the first plu-
rality of database pages to a corresponding
physical storage location of the database page,
the modified logical page number of each of the
first plurality of database pages identifying the
previous state of the database instance and the
logical page number of the database page;
determine a file identifier associated with each
logical page number of each of the first plurality
of database pages; and
map a modified file identifier of each of the first
plurality of database pages to the modified log-
ical page number of the database page, the
modified file identifier identifying the previous
state of the database instance and the file iden-
tifier associated with the logical page number of

the database page.

11. A system according to Claim 10, the database man-
agement system further to:

generate an entry of a database catalog asso-
ciated with each modified file identifier based on
an entry of the database catalog associated with
the file identifier identified by the modified file
identifier.

12. A system according to Claim 10 or 11,
wherein database management system is to perform
the database task using the mapping of modified file
identifiers to modified logical page numbers and the
one or more of the first plurality of database pages
while the database instance is executing.

13. A system according to any one of claims 10 to 12,
the database management system further to:

identify the first converter within the plurality of
pages based on a snapshot restart record of the
executing database instance.

14. A system according to any one of claims 9 to 13,
wherein performance of the database task compris-
es performing a data integrity check based on the
one or more of the first plurality of database pages
while the database instance is executing.

15. A system according to any one of claims 9 to 14, the
database management system further to:

delete the cache converter from the cache in
response to completion of the database task.
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