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(54) Dynamic service access

(57) Apparatus, systems, and methods may operate
to authenticate a desktop client to an identity service (IS)
(326), to receive a request (344), from an application
(356), at the IS via the desktop client for a virtual service
internet protocol (IP) address associated with a service
(332). The IS may operate to build a routing token (340)
that includes an original physical IP address associated
with the service when a policy (338) associated with the
IS permits access to the service by a user identity (346)
associated with the desktop client. After the routing token
is validated, the application may be connected to the
service via the desktop client. The application may com-
prise an e-mail application or a remote control applica-
tion, such as a virtual network computing (VNC) applica-
tion. Additional apparatus, systems, and methods are
disclosed.
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Description

Background

[0001] As computer workloads are distributed more
widely throughout the web and among cloud architec-
tures, determining the precise internet protocol (IP) ad-
dress associated with a particular service becomes more
difficult. For example, when a service begins execution,
or moves between physical machines and virtual ma-
chines (VMs), the IP address for the service may change.
While domain name system (DNS) servers provide a dy-
namic uniform resource locator (URL) to IP address
lookup function, IP address changes can take days to
update. In addition, once a communication session is es-
tablished, DNS servers are not normally used to maintain
security for the connection.
[0002] One example of the practical consequences
can be seen by considering the use of a desktop machine
to access a Virtual Desktop Infrastructure (VDI) service.
When a remote access client application, such as VNC®

Enterprise Edition software or Microsoft® Remote Desk-
top Connection software begins execution on the desk-
top, the IP address of the remote VDI service is requested
by the application. This address can be entered by the
user, if known. However, if the address is dynamic, and
activated only when needed, the user may not know the
correct address. Similar problems occur when changing
the service IP address while attempting to maintain a
valid connection between the desktop application and
the service.

Summary

[0003] The present invention provides apparatus, sys-
tems, and methods that support dynamic service access,
in accordance with claims which follow. For example, in
some embodiments, dynamic service access is imple-
mented by authenticating a desktop client to an identity
service (IS); and by receiving a request, from an appli-
cation, at the IS via the desktop client for a virtual service
IP address associated with the service. Additional activ-
ities include building a routing token, at the IS, to include
an original physical IP address associated with the serv-
ice when a policy associated with the IS permits access
to the service by a user identity associated with the desk-
top client. After the routing token is validated, the appli-
cation can be connected to the service via the desktop
client. Additional embodiments are described, and along
with the foregoing examples, will be set forth in detail
below.

Brief Description of the Drawings

[0004] FIG. 1 is a flow diagram illustrating methods of
implementing dynamic service access according to var-
ious embodiments of the invention.
[0005] FIG. 2 is a flow diagram illustrating additional

methods of implementing dynamic service access ac-
cording to various embodiments of the invention.
[0006] FIG. 3 is a block diagram of apparatus and sys-
tems according to various embodiments of the invention.
[0007] FIG. 4 is a block diagram of an article of man-
ufacture, including a specific machine, according to var-
ious embodiments of the invention.

Detailed Description

[0008] In various embodiments, dynamic service ac-
cess can be implemented using an IS and a virtual private
network (VPN). The IS can be configured to provide au-
thentication, identity tokens, IP mapping, VM start and
stop requests, SSL-VPN IP service, and one or more IP
selection policies. The VPN, such as an SSL-VPN, can
be configured to provide basic SSL-VPN functionality,
dynamic IP lookup from the IS, multiple outbound IP ad-
dresses from a single inbound IP address, and support
for desktop virtual service IP addresses.
[0009] Thus, many embodiments operate by providing
a virtual service IP (VSIP) address to the desktop. The
VSIP address can be a Private IP address, perhaps tak-
ing the form of 10.x, 192.168.x or 172.16.x. It may be the
same for many or all of the desktops in an enterprise in
some cases.
[0010] A domain name system (DNS) server or host
file can be used to define the URL of the VSIP for the
desktops. An example of a DNS or host file entry might
be "172.16.1.1 VService.novell.com". The VSIP address
can be used by a desktop remote control application to
access a server service, such as a remote VDI service,
in place of the actual IP address. The VSIP address is
not necessarily sent to the network; it can be intercepted
by a SSL-VPN process running on the desktop, for ex-
ample.
[0011] In many embodiments, the SSL-VPN client is
authenticated by an IS before the remote application is
executed on the client desktop machine. When the SSL-
VPN client is authenticated to the IS, tokens and user
data may be sent to the SSL-VPN client. The data and
tokens can be used by the SSL-VPN client to determine
the physical IP address of the service requested by the
authenticated user. This is accomplished by using the
tokens received from the IS during authentication, per-
haps using the VSIP address and port accessed by the
authenticated user in the request for the physical IP ad-
dress of the service.
[0012] The IS can process the request from the SSL-
VPN to determine whether a policy should be applied,
and which policy should be applied, based on the VSIP
address, port, authenticated user identity, and/or other
known user and system information. Based on the policy
applied, the IP address of the service is returned if the
service for the identified/authenticated user is available.
If the service is not running, the IS can send a request
to a workload management system (WMS) system to
start an instance of the service for the user defined in the
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token that has been received. Once the service is run-
ning, the physical IP address can be returned from the
IS to the SSL-VPN. The address and the tokens can also
be used by the SSL-VPN to establish a secure connection
between the desktop and the service.
[0013] Once the desktop application and the service
are both running, it may be useful to move the service to
another machine. In most embodiments, this can be ac-
complished without the desktop application being made
aware of the change. For example, the SSL-VPN can
send a request to the IS asking for a new physical IP
address. The IS can use a policy to determine the IP
address for the new machine, and whether a new in-
stance of the service should be started. The new physical
IP address is then returned to the SSL-VPN, and a new
connection is made by the SSL-VPN, from the desktop
to the re-located service. In this case, the application run-
ning on the desktop can continue to function, without be-
ing aware of the address translation, manipulation of the
secure connection identity transfer, physical IP address
change, and policy that has been put in place.
[0014] The foregoing description uses the example of
a remote control application, running on the desktop, and
a VDI as a service, provided by a server. However, this
is just one possible case. Almost any desktop application
that connects to a hosted service can be used in various
embodiments. A description of the process flow now fol-
lows.
[0015] To begin, it can be assumed that a user oper-
ating a desktop client has been authenticated to the IS.
The user then accesses an application, such as an e-
mail application (e.g., Microsoft® Outlook® application)
or a remote control application (e.g., VNC® Enterprise
Edition software or Microsoft® Remote Desktop Connec-
tion software). For the following example, a virtual net-
work computing (VNC) application will be used.
[0016] The VNC application can be configured to use
a VSIP address in place of the actual VDI service IP ad-
dress. The VSIP address is accessed via the SSL-VPN.
The SSL-VPN uses the IP address and port requested
by the VNC application and the authenticated user iden-
tity to present a query to a policy maintained by the IS.
If the policy allows access, the IS can query a WMS to
find an instance of the requested service that is running.
If the service is not running, the IS can make a request
to the WMS to start an instance of the service. The loca-
tion of the service is returned to the IS from the WMS,
and the IS then builds a routing token with this information
and other policy data.
[0017] The routing token is sent to the SSL-VPN from
the IS. The SSL-VPN passes the routing token and other
policy data via a secure connection to the SSL-VPN serv-
er (that may also house the VDI service). The SSL-VPN
server can be used to validate the routing token, and the
information contained in the routing token can then be
used to connect to the VDI service via the SSL-VPN serv-
er. At this point, the desktop (and the authenticated user)
is securely connected to the VDI service. The VNC ap-

plication does not need to be aware of the actual IP ad-
dress of the service; the VNC application uses the VSIP
address instead.
[0018] In another example, an e-mail application is
substituted for the VNC application. The same process
flow just given would follow, except that an SSL-VPN
server would not be used to provide a tunnel for the con-
nection. Instead, the SSL-VPN would receive the request
from the e-mail application and use the policy maintained
by the IS to send the request to an e-mail service provided
by another server. The request to the e-mail service
would not make use of use of the hypertext transport
protocol (HTTP) secure sockets layer (SLL) but rather,
would operate to obtain the ports defined for the e-mail
service. In this instance as well, the e-mail application
does not need to be aware of the actual IP address of
the e-mail service because the application uses the VSIP
address to access the service. The policy maintained by
the IS can be used to locate or start an instance of the
service, if needed.
[0019] In either of these examples, if a service is being
used and is thereafter halted, moved, or restarted, the
IP address of the service may change. In several em-
bodiments, when this occurs, the SSL-VPN may detect
an error in the connection to the service and query the
IS to find a new IP address and port that can be used.
The IS can in turn query the WMS to locate the service,
or to start an instance of the service. A new routing token
will then be returned to the SSL-VPN from the IS. This
token can be used to make a new connection between
the SSL-VPN and the SSL-VPN server, or the server
providing the service, depending on the particular appli-
cation that is being used on the desktop. The application
can thus continue to operate, without being aware that
the service has been halted, moved, or restarted.
[0020] Thus, many embodiments of the invention may
be realized, and each can be implemented in a variety
of architectural platforms, along with various operating
and server systems, devices, and applications. Any par-
ticular architectural layout or implementation presented
herein is therefore provided for purposes of illustration
and comprehension only, and is not intended to limit the
various embodiments.
[0021] FIG. 1 is a flow diagram illustrating methods
111 of implementing dynamic service access according
to various embodiments of the invention. The methods
111 are implemented in a machine-accessible and read-
able medium and are operational over processes within
and among networks. The networks may be wired, wire-
less, or a combination of wired and wireless. The meth-
ods 111 may be implemented as instructions, which
when accessed by a specific machine, perform the
processing depicted in FIG. 1. Given this context, dynam-
ic service access is now discussed with reference to FIG.
1.
[0022] In some embodiments, a processor-implement-
ed method 111 can be executed on one or more proces-
sors that perform the method, operating to implement
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dynamic service access, as viewed from the perspective
of an IS, for example. Activities may include authenticat-
ing the client, receiving a request for a VSIP address,
building a routing token, and connecting the application.
Thus, the method 111 may begin at block 121 with au-
thenticating a desktop client to an IS.
[0023] The method 111 may continue on to block 125
with receiving a request, from an application, at the IS
via the desktop client. In many embodiments, the request
may be for a VSIP address associated with a service.
[0024] The method 111 may continue on to block 129
with building a routing token, by the IS, to include the
original physical IP address associated with the service
(e.g., when a policy associated with the IS permits access
to the service by a user identity associated with the desk-
top client).
[0025] The method 111 may continue on to block 133
with determining whether the routing token is valid, per-
haps using a node hosting the service, such as an SSL-
VPN server. If the token is not valid, the method 111 may
return to block 121 to re-authenticate the client.
[0026] If the token is determined to be a valid one at
block 133, then the method 111 may continue on to block
137. At this point, the routing token can be sent to the
node hosting the service, via a secure network connec-
tion. Thus, the activity at block 137 may comprise trans-
mitting the routing token via a secure network connection
to a node hosting the service.
[0027] After the routing token is validated and trans-
mitted to the host node, the method 111 may continue
on to block 141 to include connecting the application us-
ing an original connection to the service via the desktop
client.
[0028] In some cases, changes may occur after the
connection has been established. For example, there is
the possibility of a change in the physical address for the
connection.
[0029] Thus, the method 111 may continue on to block
145 with receiving, by the IS, an indication that the original
physical address associated with the service has been
changed to a new physical address. In some cases, a
WMS, including an intelligent WMS, such as the Novell®

Intelligent Workload Management System, may receive
notice that the physical address of the service has
changed. The WMS may in turn pass on the notice to
other elements in the system. Thus, the activity at block
145 may comprise receiving the indication of the address
change from a WMS.
[0030] The activity at block 145 may further include
transmitting, from the IS, the new physical address to the
desktop client. The new physical address for a service
can be pushed to an SSL-VPN module, such as an SSL-
VPN appliance, for example. Thus, the activity at block
145 may comprise transmitting the new physical address
to an SSL-VPN module forming part of the desktop client.
[0031] Another possible change may encompass de-
tecting an error in the connection, and getting a new phys-
ical address to re-connect the application. Thus, the

method 111 may continue on to block 149 with detecting
an error associated with accessing the service in the orig-
inal connection and requesting, by the desktop client, a
new physical address associated with the service. Fur-
ther activity at block 149 may include receiving the new
physical address at the desktop client, and making a new
connection from the application to the service at the new
physical address via the desktop client.
[0032] In any case, once the new physical address has
been communicated, the method 111 may continue on
to block 157. Here the connection can be reinstated using
the new address. Other embodiments may be realized.
[0033] For example, FIG. 2 is a flow diagram illustrating
additional methods 211 of implementing dynamic service
access according to various embodiments of the inven-
tion. In this case, the methods 211 may be viewed from
the perspective of an IS operating with a reduced set of
applications. The methods 211 are implemented in a ma-
chine-accessible and readable medium, and are opera-
tional over processes within and among networks. The
networks may be wired, wireless, or a combination of
wired and wireless. The methods 211 may be implement-
ed as instructions, which when accessed by a specific
machine, perform the processing depicted in FIG. 2.
[0034] Thus, in some embodiments, a processor-im-
plemented method 211 that can be executed on one or
more processors that perform the method may begin at
block 221 with authenticating a desktop client to an IS.
[0035] The method 211 may continue on to block 225,
with waiting to receive a request for an address, such as
a VSIP address. Until the address request is received,
the method 211 may continue to wait at block 225.
[0036] The method 211 may continue on to block with
229 with receiving the request, from an e-mail applica-
tion, a remote control application (e.g., a RealVNC-VNC®

software application), or some other application, at the
IS via the desktop client. The request, for example, may
be for a VSIP address associated with a service.
[0037] In response to the request, a VSIP address-port
pair may be received by the client. Thus, the method 211
may continue on to block 229 with receiving the VSIP
address and a port as an address-port pair at the desktop
client in response to the request.
[0038] The method 211 may continue on to block 233
with building a routing token, by the IS, to include the
original physical IP address associated with the service
(e.g., when a policy associated with the IS permits access
to the service by a user identity associated with the desk-
top client). The method 211 may then go on to block 237
to determine whether the token is valid.
[0039] An SSL-VPN server is used to validate the rout-
ing token in some embodiments. Thus, the activity at
block 237 may comprise validating the routing token at
an SSL-VPN server. If the token is found to be invalid,
the method 211 may return to block 221.
[0040] After validating the routing token at block 237,
the method 211 may continue on to block 241 with con-
necting the application to the service via the desktop cli-
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ent.
[0041] An SSL-VPN server can be used to connect the
application and the service. Thus, the activity at block
241 may comprise connecting the service to the applica-
tion (e.g., an e-mail application or remote control appli-
cation) via the SSL-VPN server.
[0042] In some cases, such as when an e-mail service
is requested, the connection between the service and
the application does not use an SSL-VPN server. Thus,
the activity at block 241 may comprise connecting the
service as an e-mail service on an e-mail server to the
e-mail application without using an SSL-VPN server.
[0043] If the requested service is not available, one
can be started (or restarted). Thus, the method 211 may
continue on to block 245 with detecting an error due to
the requested service not being available, and then go
on to block 249 with starting the service.
[0044] The methods described herein do not have to
be executed in the order described, or in any particular
order. Moreover, various activities described with respect
to the methods identified herein can be executed in re-
petitive, serial, or parallel fashion. The individual activities
of the methods shown in FIGs. 1 and 2 can also be com-
bined with each other and/or substituted, one for another,
in various ways. Information, including parameters, com-
mands, operands, and other data, can be sent and re-
ceived in the form of one or more carrier waves. Thus,
many other embodiments may be realized.
[0045] The methods of dynamic service access shown
in FIGs. 1 and 2 can be implemented in various devices,
as well as in a computer-readable storage medium,
where the methods are executed by one or more proc-
essors. Further details of such embodiments will now be
described.
[0046] FIG. 3 is a block diagram of apparatus 300 and
systems 360 according to various embodiments of the
invention. Here it can be seen that an apparatus 300
used to implement dynamic service access may com-
prise one or more processing nodes 302, one or more
processors 320, memory 322, an IS 326, and a WMS
328. One or more policies 338 may be included in the
apparatus 300, perhaps stored in a memory 322 and/or
a storage node 354.
[0047] In some embodiments, the apparatus 300 may
comprise processing nodes 302 that includes an SSL-
VPN module 336, one or more applications 356, one or
more services 332, one or more SSL-VPN servers 334,
and one or more displays 342. The apparatus 300 may
comprise a server, a client, or some other networked
processing node.
[0048] The processing nodes 302 may comprise phys-
ical machines or virtual machines, or a mixture of both.
The nodes 302 may also comprise networked entities,
such servers and/or clients. In some implementations,
the operations described can occur entirely within a sin-
gle node 302.
[0049] In some embodiments then, an apparatus 300
may comprise a node (e.g., NODE_1) that includes an

IS 326 to receive a request 344 from an application 356,
via an authenticated desktop client (e.g., NODE_3), for
a VSIP address associated with a service 332. The IS
326 may operate to build a routing token 340 that includes
an original physical IP address associated with the serv-
ice 332 when a policy 338 associated with the IS 326
permits access to the service 332 by a user identity 346
associated with the authenticated desktop client. The IS
326 may further operate to transmit the routing token 340
to a validation node (e.g., NODE_N) so that the applica-
tion 356 can be connected using an original connection
to the service 332 via the authenticated desktop client
after the validation node has validated the routing token
340.
[0050] The apparatus 300 may incorporate a WMS
328, to be used for various purposes, such as detecting
a change in the physical address, or starting/restarting
the requested service 332. Thus, the apparatus 300 may
comprise a WMS 328 operating to detect changes to the
original physical address, and to start the service 332 if
the service 332 is unavailable, in response to the request
338.
[0051] The policy 338 that permits access to the serv-
ice 332 may be stored in various locations. Thus, the
apparatus 300 may comprise a storage node 354 to store
the policy 338, wherein the storage node 354 is coupled
to the node that includes the IS 326 (e.g., NODE_1) via
a network 316. Still further embodiments may be realized.
[0052] For example, it can be seen that a system 360
that operates to implement dynamic service access may
comprise multiple instances of the apparatus 300. The
system 360 might also comprise a cluster of nodes 302,
including physical and virtual nodes. It should be noted
that any one of the nodes 302 may include any one or
more of the elements explicitly shown in any other one
of the nodes NODE_1, NODE_2, ..., NODE_N.
[0053] In some embodiments then, a system 360 can
operate using one or more nodes 302. That is, a system
360 may comprise a first node (e.g., NODE_1) compris-
ing an IS 326 to receive a request 338 from an application
356, via an authenticated desktop client (e.g., NODE_3).
The request 338 may be for a VSIP address associated
with the service 332, so that a routing token 340 can be
built, validated, and transmitted/received, as described
previously. The system 360 may also comprise a second
node (e.g., NODE_N) to host the service 332. The second
node may also host an SSL-VPN server 334.
[0054] In some embodiments, the system 360 may in-
clude a third node (e.g., NODE_3) to host the desktop
client. The third node may include an SSL-VPN module
336 coupled to the application 356.
[0055] The nodes 302 may exist as a device embed-
ded within another structure (e.g., as an embedded de-
vice), or as a regular desktop or laptop computer that
includes a display 342 to show the activities conducted
while the node 302 is active. Thus, the system 360 may
also comprise a display 342 coupled to the nodes 302 to
display visible indications of the activities conducted at
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the nodes 302, including application information, policy
information, and/or login information 348.
[0056] The apparatus 300 and system 360 may be im-
plemented in a machine-accessible and readable medi-
um that is operational over one or more networks 316.
The networks 316 may be wired, wireless, or a combi-
nation of wired and wireless. The apparatus 300 and sys-
tem 360 can be used to implement, among other things,
the processing associated with the methods 111 and 211
of FIGs. 1 and 2, respectively. Modules may comprise
hardware, software, and firmware, or any combination of
these. Additional embodiments may be realized.
[0057] For example, FIG. 4 is a block diagram of an
article 400 of manufacture, including a specific machine
402, according to various embodiments of the invention.
Upon reading and comprehending the content of this dis-
closure, one of ordinary skill in the art will understand the
manner in which a software program can be launched
from a computer-readable medium in a computer-based
system to execute the functions defined in the software
program.
[0058] One of ordinary skill in the art will further under-
stand the various programming languages that may be
employed to create one or more software programs de-
signed to implement and perform the methods disclosed
herein. The programs may be structured in an object-
orientated format using an object-oriented language
such as Java or C++. Alternatively, the programs can be
structured in a procedure-oriented format using a proce-
dural language, such as assembly or C. The software
components may communicate using any of a number
of mechanisms well known to those of ordinary skill in
the art, such as application program interfaces or inter-
process communication techniques, including remote
procedure calls. The teachings of various embodiments
are not limited to any particular programming language
or environment. Thus, other embodiments may be real-
ized.
[0059] For example, an article 400 of manufacture,
such as a computer, a memory system, a magnetic or
optical disk, some other storage device, and/or any type
of electronic device or system may include one or more
processors 404 coupled to a machine-readable medium
408 such as a memory (e.g., removable storage media,
as well as any memory including an electrical, optical, or
electromagnetic conductor) having instructions 412
stored thereon (e.g., computer program instructions),
which when executed by the one or more processors 404
result in the machine 402 performing any of the actions
described with respect to the methods above.
[0060] The machine 402 may take the form of a specific
computer system having a processor 404 coupled to a
number of components directly, and/or using a bus 416.
Thus, the machine 402 may be similar to or identical to
the apparatus 300 or system 360 shown in FIG. 3.
[0061] Turning now to FIG. 4, it can be seen that the
components of the machine 402 may include main mem-
ory 420, static or non-volatile memory 424, and mass

storage 406. Other components coupled to the processor
404 may include an input device 432, such as a keyboard,
or a cursor control device 436, such as a mouse. An
output device 428, such as a video display, may be lo-
cated apart from the machine 402 (as shown), or made
as an integral part of the machine 402.
[0062] A network interface device 440 to couple the
processor 404 and other components to a network 444
may also be coupled to the bus 416. The instructions 412
may be transmitted or received over the network 444 via
the network interface device 440 utilizing any one of a
number of well-known transfer protocols (e.g., HyperText
Transfer Protocol). Any of these elements coupled to the
bus 416 may be absent, present singly, or present in
plural numbers, depending on the specific embodiment
to be realized.
[0063] The processor 404, the memories 420, 424, and
the storage device 406 may each include instructions
412 which, when executed, cause the machine 402 to
perform any one or more of the methods described here-
in. In some embodiments, the machine 402 operates as
a standalone device or may be connected (e.g., net-
worked) to other machines. In a networked environment,
the machine 402 may operate in the capacity of a server
or a client machine in server-client network environment,
or as a peer machine in a peer-to-peer (or distributed)
network environment.
[0064] The machine 402 may comprise a personal
computer (PC), a tablet PC, a set-top box (STB), a PDA,
a cellular telephone, a web appliance, a network router,
switch or bridge, server, client, or any specific machine
capable of executing a set of instructions (sequential or
otherwise) that direct actions to be taken by that machine
to implement the methods and functions described here-
in. Further, while only a single machine 402 is illustrated,
the term "machine" shall also be taken to include any
collection of machines that individually or jointly execute
a set (or multiple sets) of instructions to perform any one
or more of the methodologies discussed herein.
[0065] While the machine-readable medium 408 is
shown as a single medium, the term "machine-readable
medium" should be taken to include a single medium or
multiple media (e.g., a centralized or distributed data-
base, and/or associated caches and servers, and or a
variety of storage media, such as the registers of the
processor 404, memories 420, 424, and the storage de-
vice 406 that store the one or more sets of instructions
412. The term "machine-readable medium" shall also be
taken to include any medium that is capable of storing,
encoding or carrying a set of instructions for execution
by the machine and that cause the machine 402 to per-
form any one or more of the methodologies of the present
invention, or that is capable of storing, encoding or car-
rying data structures utilized by or associated with such
a set of instructions. The terms "machine-readable me-
dium" or "computer-readable medium" shall accordingly
be taken to include tangible media, such as solid-state
memories and optical and magnetic media.
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[0066] Various embodiments may be implemented as
a stand-alone application (e.g., without any network ca-
pabilities), a client-server application or a peer-to-peer
(or distributed) application. Embodiments may also, for
example, be deployed by Software-as-a-Service (SaaS),
an Application Service Provider (ASP), or utility comput-
ing providers, in addition to being sold or licensed via
traditional channels.
[0067] Implementing the apparatus, systems, and
methods described herein may operate to allow dynam-
ically changing service IP mapping and connections.
Physical connections can be based on policy, user iden-
tification, and system status, to be changed as desired.
In various embodiments, a single, well-known IP address
can be used by a desktop to connect to many servers at
different physical IP addresses. Policies can be used to
select the physical server used, based on identity data,
including group membership and/or attributes. Increased
network security, operational efficiency, and user satis-
faction may result.

Claims

1. An apparatus(360), comprising:

a node (302) comprising an identity service (IS)
(326) to receive a request (344) from an appli-
cation (356), via an authenticated desktop client,
for a virtual service internet protocol (IP) address
associated with a service (332), to build a routing
token (340) that includes an original physical IP
address associated with the service when a pol-
icy (338) associated with the IS permits access
to the service by a user identity (346) associated
with the authenticated desktop client, and to
transmit the routing token to a validation node
so that the application can be connected using
an original connection to the service via the au-
thenticated desktop client after the validation
node has validated the routing token.

2. The apparatus of claim 1, further comprising:

a workload management system (328) to detect
changes to the original physical address and to
start the service (332) if the service is unavaila-
ble, in response to the request (344).

3. The apparatus of claim 1, further comprising:

a storage node (354) to store the policy (338),
the storage node coupled to the node via a net-
work (316).

4. A system, comprising:

a first node (302) comprising an identity service

(IS) (326) to receive a request (344) from an
application (356), via an authenticated desktop
client, for a virtual service internet protocol (IP)
address associated with a service (332), to build
a routing token (340) that includes an original
physical IP address associated with the service
when a policy (338) associated with the IS per-
mits access to the service by a user identity (346)
associated with the authenticated desktop cli-
ent, and to transmit the routing token to a vali-
dation node so that the application can be con-
nected using an original connection to the serv-
ice via the authenticated desktop client after the
validation node has validated the routing token;
and
a second node (302) to host the service (332).

5. The system of claim 4, further comprising.
a third node (302) to host the desktop client.

6. The system of claim 5, wherein the third node in-
cludes a secure sockets layer virtual private network
(SSL-VPN) module (336) coupled to the application
(356).

7. A processor-implemented method to execute on one
or more processors that perform the method, com-
prising:

authenticating (121) a desktop client to an iden-
tity service (IS) (326);
receiving (125) a request (344), from an appli-
cation (356), at the IS via the desktop client, for
a virtual service internet protocol (IP) address
associated with a service (332);
building a routing token (129), by the IS, to in-
clude an original physical IP address associated
with the service when a policy (338) associated
with the IS permits access to the service by a
user identity (346) associated with the desktop
client; and
after validating the routing token (133), connect-
ing (141) the application using an original con-
nection to the service via the desktop client.

8. The method of claim 7, further comprising:

detecting an error (149) associated with access-
ing the service in the original connection;
requesting (153), by the desktop client, a new
physical address associated with the service;
receiving (153) the new physical address at the
desktop client; and
making a new connection (157) from the appli-
cation to the service at the new physical address
via the desktop client.

9. The method of claim 7, further comprising:

11 12 



EP 2 391 087 A1

8

5

10

15

20

25

30

35

40

45

50

55

receiving (145), by the IS, an indication that the
original physical address associated with the
service has been changed to a new physical ad-
dress; and
transmitting (145), from the IS, the new physical
address to the desktop client.

10. The method of claim 9, wherein the receiving com-
prises:

receiving the indication from a workload man-
agement system (328).

11. The method of claim 9, wherein the transmitting fur-
ther comprises:

transmitting the new physical address to a se-
cure sockets layer virtual private network (SSL-
VPN) module (336) forming part of the desktop
client.

12. The method of claim 7, further comprising:

transmitting the routing token (137) via a secure
network connection to a node hosting the serv-
ice.

13. The method of claim 7, further comprising:

validating the routing token (133) by a node host-
ing the service.

14. The method of claim 7, wherein;
receiving a request comprises receiving a request
(225) from one of an e-mail application or a remote
control application, at the IS via the desktop client,
for a virtual service internet protocol (IP) address as-
sociated with a service; and
after validating the routing token, connecting (241)
the one of the e-mail application or the remote control
application using an original connection to the serv-
ice via the desktop client.

15. The method of claim 14, further comprising:

receiving the virtual service IP address and a
port as an address-port pair (229) at the desktop
client in response to the request.

16. The method of claim 14, further comprising:

detecting (245) an error due to the service not
being available; and
starting (249) the service, or starting the service
using a workload management system (328).

17. The method of claim 14, wherein the validating (237)
comprises:

validating the routing token at a secure sockets
layer virtual private network (SSL-VPN) server
(334), and optionally connecting the service to
the one of the e-mail application or the remote
control application via the SSL-VPN server
(334).

18. The method of claim 14, wherein the connecting
(241) comprises:

connecting the service as an e-mail service on
an e-mail server to the e-mail application without
using an SSL-VPN server.

19. A computer program which when executing on a
computer performs the method of any one of claims
7 to 18.
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