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Description

BACKGROUND OF THE INVENTION:

Field of the Invention:

[0001] The invention relates to a method and appara-
tus for high performance switching in local area commu-
nications networks such as token ring, ATM, ethernet,
fast ethernet, and gigabit ethernet environments, gener-
ally known as LANs. In particular, the invention relates
to a new switching architecture in an integrated, modular,
single chip solution, which can be implemented on a sem-
iconductor substrate such as a silicon chip.

Description of the Related Art:

[0002] As computer performance has increased in re-
cent years, the demands on computer networks has sig-
nificantly increased; faster computer processors and
higher memory capabilities need networks with high
bandwidth capabilities to enable high speed transfer of
significant amounts of data. The well-known ethernet
technology, which is based upon numerous IEEE ether-
net standards, is one example of computer networking
technology which has been able to be modified and im-
proved to remain a viable computing technology. A more
complete discussion of prior art networking systems can
be found, for example, in SWITCHED AND FAST ETH-
ERNET, by Breyer and Riley (Ziff-Davis,1996), and nu-
merous IEEE publications relating to IEEE 802 stand-
ards. Based upon the Open Systems Interconnect (OSI)
7-layer reference model, network capabilities have
grown through the development operational overhead
which compared to DRAMs such as elimination of page
misses, etc. Although DRAMs have adequate speed
when accessing locations on the same page, speed is
reduced when other pages must be accessed.
[0003] Referring to the OSI7 -layer reference model
discussed previously, and illustrated in Figure 7, the high-
er layers typically have more information. Various types
of products are available for performing switching-related
functions at various levels of the OSI model. Hubs or
repeaters operate at layer one, and essentially copy and
"broadcast" incoming data to a plurality of spokes of the
hub. Layer two switching-related devices are typically re-
ferred to as multiport bridges, and are capable of bridging
two separate networks. Bridges can build a table of for-
warding rules based upon which MAC (media access
controller) addresses exist on which ports of the bridge,
and pass packets which are destined for an address
which is located on an opposite side of the bridge. Bridges
typically utilize what is known as the "spanning tree" al-
gorithm to eliminate potential data loops; a data loop is
a situation wherein a packet endlessly loops in a network
looking for a particular address. The spanning tree algo-
rithm defines a protocol for preventing data loops. Layer
three switches, sometimes referred to as routers, can

forward packets based upon the destination network ad-
dress. Layer three switches are capable of learning ad-
dresses and maintaining tables thereof which corre-
spond to port mappings. Processing speed for layer three
switches can be improved by utilizing specialized high
performance hardware, and off loading the host CPU so
that instruction decisions do not delay packet forwarding.
[0004] US 5,644,784 describes a linear list based di-
rect memory access (DMA) control structure for control-
ling a DMA processor through a linear list of DMA de-
scriptors in memory. A descriptor entry is deposited at
the end of the linear list. Each descriptor entry has an
address associated with their location in the linear list. A
pointer to the linear list points to a single location in the
linear list. A next descriptor entry is accessed by decre-
menting the address corresponding to the single location.
The descriptor entries are read from the linear list of DMA
descriptors when DMA transfers are performed.
[0005] EP 0 854 606 describes a network switch in-
cluding a plurality of network ports for receiving and trans-
mitting data, wherein each port includes at least one sta-
tistics register for storing statistics information, such as
Ethernet statistical and configuration information. The
switch also includes a switch manager, which further in-
cludes a memory, retrieval logic for detect-ing a statistics
request signal and for retrieving the statistics information
for storage in the memory, and response logic for assert-
ing a statistics response signal after the statistics infor-
mation is stored. A processor is coupled to the switch
manager through a bus, where the processor asserts the
statistics request signal and then detects assertion of the
statistics response signal. Upon detecting the response
signal, the processor retrieves the statistics information
from the memory.
[0006] According to the invention, there are provided
methods of processing internal operations in a network
switch as defined by independent claims 1 and 8, meth-
ods of processing packets in a network switch as defined
by independent claims 17 and 31, network switches for
handling packets as defined by independent claims 40
and 41, and network switches as defined by independent
claims 42 and 43.
[0007] Further advantageous features of the invention
are defined by the dependent subclaims.
[0008] In view of the above, the present invention is
directed to a method of processing internal operations in
a network switch, with the method comprising the steps
of constructing a lookup table in system memory by
snooping a communication channel in a network switch
for lookup table information, and, upon detection of ad-
dress lookup table information on the communication
channel, transmitting the lookup table information to a
remote system memory, thereby constructing a lookup
table in the remote system memory. DMA operations are
processed by providing a DMA descriptor including a re-
load field therein. The DMA descriptor is processed, and
a location of a next DMA descriptor is identified based
upon a condition of the reload field. The lookup table in
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remote system memory enables CPU access to the
lookup table without requiring communication on the
communication channel. The condition of the reload field
enables flexible DMA descriptor handling.
[0009] The invention is also directed to a method of
processing internal operations in a network switch, with
the method comprising the steps of constructing a lookup
table in system memory, by snooping a communication
channel in a network switch for lookup table information,
and, upon detection of address lookup table information
on the communication channel, transmitting the lookup
table information to a remote system memory, thereby
constructing a lookup table in the remote system mem-
ory. Port activity is monitored in the network switch by
storing port activity data in a statistics register on a net-
work switch, reading the port activity data with a statistics
gathering unit, transmitting the port activity data directly
to a remote system memory, thereby reconstructing the
statistics register in the remote system memory. The re-
mote system memory is then accessed with a remote
CPU to read the reconstructed statistics register.
[0010] The invention also comprises a method of
processing packets in a network switch, with the method
comprising the steps of inserting a stack-specific tag into
a packet, and processing the packet in a stack of network
switches in accordance with tag information in the stack-
specific tag. The stack-specific tag is removed from the
packet. An address lookup table is then constructed for
the network switch in a system memory. The method of
constructing the address lookup table comprises the
steps of snooping a communication channel in a network
switch of the stack of network switches for address lookup
table information being communicated thereupon. Upon
detection of address lookup table information on the com-
munication channel, the address lookup table informa-
tion is transmitted to a remote system memory, thereby
constructing an address lookup table in the remote sys-
tem memory. DMA operations are performed by provid-
ing a DMA descriptor including a reload field therein,
processing the DMA descriptor, and identifying a location
of a next DMA descriptor based upon a condition of the
reload field. The lookup table and remote system memory
enables CPU access to the lookup table without requiring
communication on the communication channel. The con-
dition of the reload field enables flexible DMA descriptor
handling.
[0011] The invention also comprises a method of
processing packets in a network switch, with the method
comprising the steps of inserting a stack-specific tag into
a packet, and processing the packet in a stack of network
switches in accordance with tag information in the stack-
specific tag. The stack-specific tag is removed from the
packet, then an address lookup table is constructed for
the network switch in a system memory. The method of
constructing the address -lookup table comprises the
steps of snooping a communication channel in a network
switch of the stack of network switches for address lookup
table information being communicated thereupon. Upon

detection of address lookup table information on the com-
munication channel, the address lookup table informa-
tion is transmitted to a remote system memory, thereby
constructing an address lookup table in the remote sys-
tem memory. The invention also includes a step of mon-
itoring port activity in a network switch, with the method
comprising the steps of storing port activity data in a sta-
tistics register on a network switch, then reading the port
activity data with a statistics gathering unit. The port ac-
tivity data is transmitted directly to a remote system mem-
ory, thereby reconstructing the statistics register in the
remote system memory. The remote system memory is
accessed with a remote CPU to read the reconstructed
statistics register.
[0012] The invention also includes a network switch
having a series of appropriate processing elements
thereupon with each of the processing elements being
configured to perform the methods discussed above.

BRIEF DESCRIPTION OF THE DRAWINGS:

[0013] The objects and features of the invention will
be more readily understood with reference to the follow-
ing description and the attached drawings, wherein:

Figure 1 is a general block diagram of elements of
the present invention;
Figure 2 is a more detailed block diagram of a net-
work switch according to the present invention;
Figure 3 illustrates the data flow on the CPS channel
of a network switch according to the present inven-
tion;
Figure 4A illustrates demand priority round robin ar-
bitration for access to the C-channel of the network
switch;
Figure 4B illustrates access to the C-channel based
upon the round robin arbitration illustrated in Figure
4A;
Figure 5 illustrates P-channel message types;
Figure 6 illustrates a message format for S channel
message types;
Figure 7 is an illustration of the OSI 7 layer reference
model;
Figure 8 illustrates an operational diagram of an EP-
IC module;
Figure 9 illustrates the slicing of a data packet on the
ingress to an EPIC module;
Figure 10 is a detailed view of elements of the PM-
MU;
Figure 11 illustrates the CBM cell format;
Figure 12 illustrates an internal/external memory ad-
mission flow chart;
Figure 13 illustrates a block diagram of an egress
manager 76 illustrated in Figure 10;
Figure 14 illustrates more details of an EPIC module;
Figure 15 is a block diagram of a fast filtering proc-
essor (FFP);
Figure 16 is a block diagram of the elements of CMIC
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40;
Figure 17 illustrates a series of steps which are used
to program an FFP;
Figure 18 is a flow chart illustrating the aging process
for ARL (L2) and L3 tables;
Figure 19 illustrates communication using a trunk
group according to the present invention;
Figure 20 illustrates a generic stacking configuration
for network switches;
Figure 21 illustrates a first embodiment of a stacking
configuration for network switches;
Figure 22 illustrates a second embodiment of a
stacking configuration for network switches;
Figure 23 illustrates a third embodiment of a stacking
configuration for network switches;
Figure 24A illustrates a packet having an IS tag in-
serted therein;
Figure 24B illustrates the specific fields of the IS tag;
Figure 25 illustrates address learning in a stacking
configuration as illustrated in Figure 20;
Figure 26 illustrates address learning similar to Fig-
ure 25, but with a trunking configuration;
Figures 27A - 27D illustrate ARL tables after ad-
dresses have been learned;
Figure 28 illustrates another trunking configuration;
Figure 29 illustrates the handling of SNMP packets
utilizing a central CPU and local CPUs;
Figure 30 illustrates address learning in a duplex
configuration as illustrated in Figures 22 and 23;
Figure 31 illustrates address learning in a duplex
configuration utilizing trunking;
Figures 32A - 32D illustrate ARL tables after address
learning in a duplex configuration;
Figure 33 illustrates a second trunking configuration
relating to address learning;
Figures 34A - 34D illustrate ARL tables after address
learning;
Figure 35 illustrates multiple VLANs in a stack;
Figure 36 illustrates an example of trunk group table
initialization for the trunking configuration of Figure
31;
Figure 37 illustrates an example of trunk group table
initialization for the trunking configuration of Figure
33;
Figure 38 illustrates an ARL snoop support configu-
ration according to the invention;
Figure 39 is a block diagram of an embodiment of
the invention utilizing high speed statistics gathering
logic;
Figure 40 is a more detailed block diagram of the
embodiment illustrated in Figure 39;
Figure 41 illustrates DMA operations;
Figure 42 illustrates a series of chained DMA de-
scriptor; and
Figure 43 illustrates a flexible DMA descriptor con-
figuration.

DETAILED DESCRIPTION OF THE PREFERRED EM-
BODIMENTS:

[0014] Figure 1 illustrates a configuration wherein a
switch-on-chip (SOC) 10, in accordance with the present
invention, is functionally connected to external devices
11, external memory 12, fast ethernet ports 13, and gi-
gabit ethernet ports 15. For the purposes of this embod-
iment, fast ethernet ports 13 will be considered low speed
ethernet ports, since they are capable of operating at
speeds ranging from 10 Mbps to 100 Mbps, while the
gigabit ethernet ports 15, which are high speed ethernet
ports, are capable of operating at 1000 Mbps. External
devices 11 could include other switching devices for ex-
panding switching capabilities, or other devices as may
be required by a particular application. External memory
12 is additional off-chip memory, which is in addition to
internal memory which is located on SOC 10, as will be
discussed below. CPU 52 can be used as necessary to
program SOC 10 with rules which are appropriate to con-
trol packet processing. However, once SOC 10 is appro-
priately programmed or configured, SOC 10 operates,
as much as possible, in a free running manner without
communicating with CPU 52. Because CPU 52 does not
control every aspect of the operation of SOC 10, CPU
52 performance requirements, at least with respect to
SOC 10, are fairly low. A less powerful and therefore less
expensive CPU 52 can therefore be used when com-
pared to known network switches. As also will be dis-
cussed below, SOC 10 utilizes external memory 12 in an
efficient manner so that the cost and performance re-
quirements of memory 12 can be reduced. Internal mem-
ory on SOC 10, as will be discussed below, is also con-
figured to maximize switching throughput and minimize
costs.
[0015] It should be noted that any number of fast eth-
ernet ports 13 and gigabit ethernet ports 15 can be pro-
vided. In one embodiment, a maximum of 24 fast ethernet
ports 13 and 2 gigabit ports 15 can be provided. Similarly,
additional interconnect links to additional external devic-
es 11, external memory 12, and CPUs 52 may be pro-
vided as necessary.
[0016] Figure 2 illustrates a more detailed block dia-
gram of the functional elements of SOC 10. As evident
from Figure 2 and as noted above, SOC 10 includes a
plurality of modular systems on-chip, with each modular
systems, although being on the same chip, being func-
tionally separate from other modular systems. Therefore,
each module can efficiently operate in parallel with other
modules, and this configuration enables a significant
amount of freedom in updating and re-engineering SOC
10.
[0017] SOC 10 includes a plurality of Ethernet Port In-
terface Controllers (EPIC) 20a, 20b, 20c, etc., a plurality
of Gigabit Port Interface Controllers (GPIC) 30a, 30b,
etc., a CPU Management Interface Controller (CMIC) 40,
a Common Buffer Memory Pool (CBP) 50, a Pipelined
Memory Management Unit (PMMU) 70, including a Com-
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mon Buffer Manager (CBM) 71, and a system-wide bus
structure referred to as CPS channel 80. The PMMU 70
communicates with external memory 12, which includes
a Global Buffer Memory Pool (GBP) 60. The CPS channel
80 comprises C channel 81, P channel 82, and S channel
83. The CPS channel is also referred to as the Cell Pro-
tocol Sideband Channel, and is a 17 Gbps channel which
glues or interconnects the various modules together. As
also illustrated in Figure 2, other high speed intercon-
nects can be provided, as shown as an extendible high
speed interconnect. In one embodiment of the invention,
this interconnect can be in the form of an interconnect
port interface controller (IPIC) 90, which is capable of
interfacing CPS channel 80 to external devices 11
through an extendible high speed interconnect link. As
will be discussed below, each EPIC 20a, 20b, and 20c,
generally referred to as EPIC 20, and GPIC 30a and 30b,
generally referred to as GPIC 30, are closely interrelated
with appropriate address resolution logic and layerthree
switching tables 21a, 21 b, 21c, 31a, 31b, rules tables
22a, 22b, 22c, 31 a, 31b, and VLAN tables 23a, 23b, 23c,
31 a, 31 b. These tables will be generally referred to as
21, 31, 22, 32, 23, 33, respectively. These tables, like
other tables on SOC 10, are implemented in silicon as
two-dimensional arrays.
[0018] In a preferred embodiment of the invention,
each EPIC 20 supports 8 fast ethernet ports 13, and
switches packets to and/or from these ports as may be
appropriate. The ports, therefore, are connected to the
network medium (coaxial, twisted pair, fiber, etc.) using
known media connection technology, and communicates
with the CPS channel 80 on the other side thereof. The
interface of each EPIC 20 to the network medium can be
provided through a Reduced Media Internal Interface
(RMII), which enables the direct medium connection to
SOC 10. As is known in the art, auto-negotiation is an
aspect of fast ethernet, wherein the network is capable
of negotiating a highest communication speed between
a source and a destination based on the capabilities of
the respective devices. The communication speed can
vary, as noted previously, between 10 Mbps and 100
Mbps; auto-negotiation capability, therefore, is built di-
rectly into each EPIC module. The address resolution
logic (ARL) and layer three tables (ARL/L3) 21a, 21b,
21c, rules table 22a, 22b, 22c, and VLAN tables 23a,
23b, and 23c are configured to be part of or interface with
the associated EPIC in an efficient and expedient man-
ner, also to support wirespeed packet flow.
[0019] Each EPIC 20 has separate ingress and egress
functions. On the ingress side, self-initiated and CPU-
initiated learning of level 2 address information can occur.
Address resolution logic (ARL) is utilized to assist in this
task. Address aging is built in as a feature, in order to
eliminate the storage of address information which is no
longer valid or useful. The EPIC also carries out layer 2
mirroring. A fast filtering processor (FFP) 141 (see Fig.
14) is incorporated into the EPIG, in order to accelerate
packet forwarding and enhance packet flow. The ingress

side of each EPIC and GPIC, illustrated in Figure 8 as
ingress submodule 14, has a significant amount of com-
plexity to be able to properly process a significant number
of different types of packets which may come in to the
port, for linespeed buffering and then appropriate transfer
to the egress. Functionally, each port on each module of
SOC 10 has a separate ingress submodule 14 associat-
ed therewith. From an implementation perspective, how-
ever, in order to minimize the amount of hardware imple-
mented on the single-chip SOC 10, common hardware
elements in the silicon will be used to implement a plu-
rality of ingress submodules on each particular module.
The configuration of SOC 10 discussed herein enables
concurrent lookups and filtering, and therefore, process-
ing of up to 6.6 million packets per second. Layer two
lookups, Layer three lookups and filtering occur simulta-
neously to achieve this level of performance. On the
egress side, the EPIC is capable of supporting packet
polling based either as an egress management or class
of service (COS) function. Rerouting/scheduling of pack-
ets to be transmitted can occur, as well as head-of-line
(HOL) blocking notification, packet aging, cell reassem-
bly, and other functions associated with ethernet port in-
terface.
[0020] Each GPIC 30 is similar to each EPIC 20, but
supports only one gigabit ethernet port, and utilizes a
port-specific ARL table, rather than utilizing an ARL table
which is shared with any other ports. Additionally, instead
of an RMII, each GPIC port interfaces to the network
medium utilizing a gigabit media independent interface
(GMII).
[0021] CMIC 40 acts as a gateway between the SOC
10 and the host CPU. The communication can be, for
example, along a PCI bus, or other acceptable commu-
nications bus. CMIC 40 can provide sequential direct
mapped accesses between the host CPU 52 and the
SOC 10. CPU 52, through the CMIC 40, will be able to
access numerous resources on SOC 10, including MIB
counters, programmable registers, status and control
registers, configuration registers, ARL tables, port-based
VLAN tables, IEEE 802.1q VLAN tables, layer three ta-
bles, rules tables, CBP address and data memory, as
well as GBP-address and data memory. Optionally, the
CMIC 40 can include DMA support, DMA chaining and
scatter-gather, as well as master and target PCI64.
[0022] Common buffer memory pool or CBP 50 can
be considered to be the on-chip data memory. In one
embodiment of the invention, the CBP 50 is first level
high speed SRAM memory, to maximize performance
and minimize hardware overhead requirements. The
CBP can have a size of, for example, 720 kilobytes run-
ning at 132 MHZ. Packets stored in the CBP 50 are typ-
ically stored as cells, rather than packets. As illustrated
in the figure, PMMU 70 also contains the Common Buffer
Manager (CBM) 71 thereupon. CBM 71 handles queue
management, and is responsible for assigning cell point-
ers to incoming cells, as well as assigning common pack-
et IDs (CPID) once the packet is fully written into the CBP.
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CBM 71 can also handle management of the on-chip free
address pointer pool, control actual data transfers to and
from the data pool, and provide memory budget man-
agement.
[0023] Global memory buffer pool or GBP 60 acts as
a second level memory, and can be located on-chip or
off chip. In the preferred embodiment, GBP 60 is located
off chip with respect to SOC 10. When located off-chip,
GBP 60 is considered to be a part of or all of external
memory 12. As a second level memory, the GBP does
not need to be expensive high speed SRAMs, and can
be a slower less expensive memory such as DRAM. The
GBP is tightly coupled to the PMMU 70, and operates
like the CBP in that packets are stored as cells. For broad-
cast and multicast messages, only one copy of the packet
is stored in GBP 60.
[0024] As shown in the figure, PMMU 70 is located
between GBP 60 and CPS channel 80, and acts as an
external memory interface. In order to optimize memory
utilization, PMMU 70 includes multiple read and write
buffers, and supports numerous functions including glo-
bal queue management, which broadly includes assign-
ment of cell pointers for rerouted incoming packets, main-
tenance of the global FAP, time-optimized cell manage-
ment, global memory budget management, GPID as-
signment and egress manager notification, write buffer
management, read prefetches based upon egress man-
ager/class of service requests, and smart memory con-
trol.
[0025] As shown in Figure 2, the CPS channel 80 is
actually three separate channels, referred to as the C-
channel, the P-channel, and the S-channel. The C-chan-
nel is 128 bits wide, and runs at 132 MHZ. Packet trans-
fers between ports occur on the C-channel. Since this
channel is used solely for data transfer, there is no over-
head associated with its use. The P-channel or protocol
channel is synchronous or locked with the C-channel.
During cell transfers, the message header is sent via the
P-channel by the PMMU. The P-channel is 32 bits wide,
and runs at 132 MHZ.
[0026] The S or sideband channel runs at 132 MHZ,
and is 32 bits wide. The S-channel is used for functions
such as for conveying Port Link Status, receive port full,
port statistics, ARL table synchronization, memory and
register access to CPU and other CPU management
functions, and global memory full and common memory
full notification.
[0027] A proper understanding of the operation of SOC
10 requires a proper understanding of the operation of
CPS channel 80. Referring to Figure 3, it can be seen
that in SOC 10, on the ingress, packets are sliced by an
EPIC 20 or GPIC 30 into 64-byte cells. The use of cells
on-chip instead of packets makes it easier to adapt the
SOC to work with cell based protocols such as, for ex-
ample, Asynchronous Transfer Mode (ATM). Presently,
however, ATM utilizes cells which are 53 bytes long, with
48 bytes for payload and 5 bytes for header. In the SOC,
incoming packets are sliced into cells which are 64 bytes

long as discussed above, and the cells are further divided
into four separate 16 byte cell blocks CnO...Cn3. Locked
with the C-channel is the P-channel, which locks the op-
code in synchronization with Cn0 A port bit map is insert-
ed into the P-channel during the phase Cn1. The un-
tagged bit map is inserted into the P-channel during
phase Cn2, and a time stamp is placed on the P-channel
in Cn3. Independent from occurrences on the C and P-
channel, the S-channel is used as a sideband, and is
therefore decoupled from activities on the C and P-chan-
nel.

Cell or C-Channel

[0028] Arbitration for the CPS channel occurs out of
band. Every module (EPIC, GPIC, etc.) monitors the
channel; and matching destination ports respond to ap-
propriate transactions. C-channel arbitration is a demand
priority round robin arbitration mechanism. If no requests
are active, however, the default module, which can be
selected during the configuration of SOC 10, can park
on the channel and have complete access thereto. If all
requests are active, the configuration of SOC 10 is such
that the PMMU is granted access every other cell cycle,
and EPICs 20 and GPICs 30 share equal access to the
C-channel on a round robin basis. Figures 4A and 4B
illustrate a C-channel arbitration mechanism wherein
section A is the PMMU, and section B consists of two
GPICs and three EPICS. The sections alternate access,
and since the PMMU is the only module in section A, it
gains access every other cycle. The modules in section
B, as noted previously, obtain access on a round robin
basis.

Protocol or P-Channel

[0029] Referring once again to the protocol or P-chan-
nel, a plurality of messages can be placed on the P-chan-
nel in order to properly direct flow of data flowing on the
C-channel. Since P-channel 82 is 32 bits wide, and a
message typically requires 128 bits, four smaller 32 bit
messages are put together in order to form a complete
P-channel message. The following list identifies the fields
and function and the various bit counts of the 128 bit
message on the P-channel.

Opcode - 2 bits long - Identifies the type of message
present on the C channel 81;
IP Bit - 1 bit long - This bit is set to indicate that the
packet is an IP switched packet;
IPX Bit -1 bit long - This bit is set to indicate that the
packet is an IPX switched packet;
Next Cell - 2 bits long - A series of values to identify
the valid bytes in the corresponding cell on the C
channel 81;
SRC DEST Port - 6 bits long - Defines the port
number which sends the message or receives the
message, with the interpretation of the source or des-
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tination depending upon Opcode;
Cos - 3 bits long - Defines class of service for the
current packet being processed;
J - 1 bit long - Describes whether the current packet
is a jumbo packet;
S - 1 bit long - Indicates whether the current cell is
the first cell of the packet;
E - 1 bit long - Indicates whether the current cell is
the last cell of the packet;
CRC - 2 bits long - Indicates whether a Cyclical Re-
dundancy Check (CRC) value should be appended
to the packet and whether a CRC value should be
regenerated;
P Bit - 1 bit long - Determines whether MMU should
Purge the entire packet;
Len - 7 bytes - Identifies the valid number of bytes
in current transfer;
O - 2 bits - Defines an optimization for processing
by the CPU 52; and Bc/Mc Bitmap - 28 bits - Defines
the broadcast or multicast bitmap. Identifies egress
ports to which the packet should be set, regarding
multicast and broadcast messages.
Untag Bits/Source Port - 28/5 bits long - Depending
upon Opcode, the packet is transferred from Port to
MMU, and this field is interpreted as the untagged
bit map. A different Opcode selection indicates that
the packet is being transferred from MMU to egress
port, and the last six bits of this field is interpreted
as the Source Port field. The untagged bits identifies
the egress ports which will strip the tag header, and
the source port bits identifies the port number upon
which the packet has entered the switch;
U Bit - 1 bit long - For a particular Opcode selection
(0x01, this bit being set indicates that the packet
should leave the port as Untagged; in this case, tag
stripping is performed by the appropriate MAC;
CPU Opcode - 18 bits long - These bits are set if
the packet is being sent to the CPU for any reason.
Opcodes are defined based upon filter match, learn
bits being set, routing bits, destination lookup failure
(DLF), station movement, etc;
Time Stamp -14 bits - The system puts a time stamp
in this field when the packet arrives, with a granularity
of 1 Psec.

[0030] The opcode field of the P-channel message de-
fines the type of message currently being sent. While the
opcode is currently shown as having a width of 2 bits,
the opcode field can be widened as desired to account
for new types of messages as may be defined in the
future. Graphically, however, the P-channel message
type defined above is shown in Figure 5.
[0031] An early termination message is used to indi-
cate to CBM 71 that the current packet is to be terminated.
During operation, as discussed in more detail below, the
status bit (S) field in the message is set to indicate the
desire to purge the current packet from memory. Also in
response to the status bit all applicable egress ports

would purge the current packet prior to transmission.
[0032] The Src Dest Port field of the P-channel mes-
sage, as stated above, define the destination and source
port addresses, respectively. Each field is 6 bits wide and
therefore allows for the addressing of sixty-four ports.
[0033] The CRC field of the message is two bits wide
and defines CRC actions. Bit 0 of the field provides an
indication whether the associated egress port should ap-
pend a CRC to the current packet. An egress port would
append a CRC to the current packet when bit 0 of the
CRC field is set to a logical one. Bit 1 of the CRC field
provides an indication whether the associated egress
port should regenerate a CRC for the current packet. An
egress port would regenerate a CRC when bit 1 of the
CRC field is set to a logical one. The CRC field is only
valid for the last cell transmitted as defined by the E bit
field of P-channel message set to a logical one.
[0034] As with the CRC field, the status bit field (st),
the Len field, and the Cell Count field of the message are
only valid for the last cell of a packet being transmitted
as defined by the E bit field of the message.
[0035] Last, the time stamp field of the message has
a resolution of 1 Ps and is valid only for the first cell of
the packet defined by the S bit field of the message. A
cell is defined as the first cell of a received packet when
the S bit field of the message is set to a logical one value.
[0036] As is described in more detail below, the C
channel 81 and the P channel 82 are synchronously tied
together such that data on C channel 81 is transmitted
over the CPS channel 80 while a corresponding P chan-
nel message is simultaneously transmitted.

S-Channel or Sideband Channel

[0037] The S channel 83 is a 32-bit wide channel which
provides a separate communication path within the SOC
10. The S channel 83 is used for management by CPU
52, SOC 10 internal flow control, and SOC 10 intermodule
messaging. The S channel 83 is a sideband channel of
the CPS channel 80, and is electrically and physically
isolated from the C channel 81 and the P channel 82. It
is important to note that since the S channel is separate
and distinct from the C channel 81 and the P channel 82,
operation of the S channel 83 can continue without per-
formance degradation related to the C channel 81 and P
channel 82 operation. Conversely, since the C channel
is not used for the transmission of system messages, but
rather only data, there is no overhead associated with
the C channel 81 and, thus, the C channel 81 is able to
free-run as needed to handle incoming and outgoing
packet information.
[0038] The S channel 83 of CPS channel 80 provides
a system wide communication path for transmitting sys-
tem messages, for example, providing the CPU 52 with
access to the control structure of the SOC 10. System
messages include port status information, including port
link status, receive port full, and port statistics, ARL table
22 synchronization, CPU 52 access to GBP 60 and CBP
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50 memory buffers and SOC 10 control registers, and
memory full notification corresponding to GBP 60 and/or
CBP 50.
[0039] Figure 6 illustrates a message format for an S
channel message on S channel 83. The message is
formed of four 32-bit words; the bits of the fields of the
words are defined as follows:

Opcode - 6 bits long - Identifies the type of message
present on the S channel;
Dest Port - 6 bits long - Defines the port number to
which the current S channel message is addressed;
Src Port -6 bits long - Defines the port number of
which the current S channel message originated;
COS - 3 bits long - Defines the class of service as-
sociated with the current S channel message; and
C bit - 1 bit long - Logically defines whether the cur-
rent S channel message is intended for the CPU 52.
Error Code - 2 bits long - Defines a valid error when
the E bit is set;
DataLen - 7 bits long - Defines the total number of
data bytes in the Data field;
E bit - 1 bit long - Logically indicates whether an
error has occurred in the execution of the current
command as defined by opcode;
Address - 32 bits long - Defines the memory address
associated with the current command as defined in
opcode;
Data - 0-127 bits long - Contains the data associated
with the current opcode.

[0040] With the configuration of CPS channel 80 as
explained above, the decoupling of the S channel from
the C channel and the P channel is such that the band-
width on the C channel can be preserved for cell transfer,
and that overloading of the C channel does not affect
communications on the sideband channel.

SOC Operation

[0041] The configuration of the SOC 10 supports fast
ethernet ports, gigabit ports, and extendible interconnect
links as discussed above. The SOC configuration can
also be "stacked", thereby enabling significant port ex-
pansion capability. Once data packets have been re-
ceived by SOC 10, sliced into cells, and placed on CPS
channel 80, stacked SOC modules can interface with the
CPS channel and monitor the channel, and extract ap-
propriate information as necessary. As will be discussed
below, a significant amount of concurrent lookups and
filtering occurs as the packet comes in to ingress sub-
module 14 of an EPIC 20 or GPIC 30, with respect to
layer two and layer three lookups, and fast filtering.
[0042] Now referring to Figs. 8 and 9, the handling of
a data packet is described. For explanation purposes,
ethernet data to be received will consider to arrive at one
of the ports 24a of EPIC 20a. It will be presumed that the
packet is intended to be transmitted to a user on one of

ports 24c of EPIC 20c. All EPICs 20 (20a, 20b, 20c, etc.)
have similar features and functions, and each individually
operate based on packet flow.
[0043] An input data packet 112 is applied to the port
24a is shown. The data packet 112 is, in this example,
defined per the current standards for 10/100 Mbps Eth-
ernet transmission and may have any length or structure
as defined by that standard. This discussion will assume
the length of the data packet 112 to be 1024 bits or 128
bytes.
[0044] When the data packet 112 is received by the
EPIC module 20a, an ingress sub-module 14a, as an
ingress function, determines the destination of the packet
112. The first 64 bytes of the data packet 112 is buffered
by the ingress sub-module 14a and compared to data
stored in the lookup tables 21a to determine the destina-
tion port 24c. Also as an ingress function, the ingress
sub-module 14a slices the data packet 112 into a number
of 64-byte cells; in this case, the 128 byte packet is sliced
in two 64 byte cells 112a and 112b. While the data packet
112 is shown in this example to be exactly two 64-byte
cells 112a and 112b, an actual incoming data packet may
include any number of cells, with at least one cell of a
length less than 64 bytes. Padding bytes are used to fill
the cell. In such cases the ingress sub-module 14a dis-
regards the padding bytes within the cell. Further discus-
sions of packet handling will refer to packet 112 and/or
cells 112a and 112b.
[0045] It should be noted that each EPIC 20 (as well
as each GPIC 30) has an ingress submodule 14 and
egress submodule 16, which provide port specific ingress
and egress functions. All incoming packet processing oc-
curs in ingress submodule 14, and features such as the
fast filtering processor, layer two (L2) and layer three (L3)
lookups, layer two learning, both self-initiated and CPU
52 initiated, layer two table management, layer two
switching, packet slicing, and channel dispatching occurs
in ingress submodule 14. After lookups, fast filter
processing, and slicing into cells, as noted above and as
will be discussed below, the packet is placed from ingress
submodule 14 into dispatch unit 18, and then placed onto
CPS channel 80 and memory management is handled
by PMMU 70. A number of ingress buffers are provided
in dispatch unit 18 to ensure proper handling of the pack-
ets/cells. Once the cells or cellularized packets are
placed onto the CPS channel 80, the ingress submodule
is finished with the packet. The ingress is not involved
with dynamic memory allocation, or the specific path the
cells will take toward the destination. Egress submodule
16, illustrated in Figure 8 as submodule 16a of EPIC 20a,
monitors CPS channel 80 and continuously looks for cells
destined for a port of that particular EPIC 20. When the
PMMU 70 receives a signal that an egress associated
with a destination of a packet in memory is ready to re-
ceive cells, PMMU 70 pulls the cells associated with the
packet out of the memory, as will be discussed below,
and places the cells on CPS channel 80, destined for the
appropriate egress submodule. A FIFO in the egress sub-
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module 16 continuously sends a signal onto the CPS
channel 80 that it is ready to receive packets, when there
is room in the FIFO for packets or cells to be received.
As noted previously, the CPS channel 80 is configured
to handle cells, but cells of a particular packet are always
handled together to avoid corrupting of packets.
[0046] In order to overcome data flow degradation
problems associated with overhead usage of the C chan-
nel 81, all L2 learning and L2 table management is
achieved through the use of the S channel 83. L2 self-
initiated learning is achieved by deciphering the source
address of a user at a given ingress port 24 utilizing the
packet’s associated address. Once the identity of the us-
er at the ingress port 24 is determined, the ARUL3 tables
21 a are updated to reflect the user identification. The
ARUL3 tables 21 of each other EPIC 20 and GPIC 30
are updated to reflect the newly acquired user identifica-
tion in a synchronizing step, as will be discussed below.
As a result, while the ingress of EPIC 20a may determine
that a given user is at a given port 24a, the egress of
EPIC 20b, whose table 21b has been updated with the
user’s identification at port 24a, can then provide infor-
mation to the User at port 24a without re-learning which
port the user was connected.
[0047] Table management may also be achieved
through the use of the CPU 52. CPU 52, via the CMIC
40, can provide the SOC 10 with software functions which
result in the designation of the identification of a user at
a given port 24. As discussed above, it is undesirable for
the CPU 52 to access the packet information in its entirety
since this would lead to performance degradation. Rath-
er, the SOC 10 is programmed by the CPU 52 with iden-
tification information concerning the user. The SOC 10
can maintain real-time data flow since the table data com-
munication between the CPU 52 and the SOC 10 occurs
exclusively on the S channel 83. While the SOC 10 can
provide the CPU 52 with direct packet information via the
C channel 81, such a system setup is undesirable for the
reasons set forth above. As stated above, as an ingress
function an address resolution lookup is performed by
examining the ARL table 21 a. If the packet is addressed
to one of the layer three (L3) switches of the SOC 10,
then the ingress sub-module 14a performs the L3 and
default table lookup. Once the destination port has been
determined, the EPIC 20a sets a ready flag in the dis-
patch unit 18a which then arbitrates for C channel 81.
[0048] The C channel 81 arbitration scheme, as dis-
cussed previously and as illustrated in Figures 4A and
4B, is Demand Priority Round-Robin. Each I/O module,
EPIC 20, GPIC 30, and CMIC 40, along with the PMMU
70, can initiate a request for C channel access. If no re-
quests exist at any one given time, a default module es-
tablished with a high priority gets complete access to the
C channel 81. If any one single I/O module or the PMMU
70 requests C channel 81 access, that single module
gains access to the C channel 81 on-demand.
[0049] If EPIC modules 20a, 20b, 20c, and GPIC mod-
ules 30a and 30b, and CMIC 40 simultaneously request

C channel access, then access is granted in round-robin
fashion. For a given arbitration time period each of the
I/O modules would be provided access to the C channel
81. For example, each GPIC module 30a and 30b would
be granted access, followed by the EPIC modules, and
finally the CMIC 40. After every arbitration time period
the next I/O module with a valid request would be given
access to the C channel 81. This pattern would continue
as long as each of the I/O modules provide an active C
channel 81 access request.
[0050] If all the I/O modules, including the PMMU 70,
request C channel 81 access, the PMMU 70 is granted
access as shown in Fig. 4B since the PMMU provides a
critical data path for all modules on the switch. Upon gain-
ing access to the channel 81, the dispatch unit 18a pro-
ceeds in passing the received packet 112, one cell at a
time, to C channel 81.
[0051] Referring again to Figure 3, the individual C, P,
and S channels of the CPS channel 80 are shown. Once
the dispatch unit 18a has been given permission to ac-
cess the CPS channel 80, during the first time period
Cn0, the dispatch unit 18a places the first 16 bytes of the
first cell 112a of the received packet 112 on the C channel
81. Concurrently, the dispatch unit 18a places the first P
channel message corresponding to the currently trans-
mitted cell. As stated above, the first P channel message
defines, among other things, the message type. There-
fore, this example is such that the first P channel mes-
sage would define the current cell as being a unicast type
message to be directed to the destination egress port
21c.
[0052] During the second clock cycle Cn1, the second
16 bytes (16:31) of the currently transmitted data cell
112a are placed on the C channel 81. Likewise, during
the second clock cycle Cn1, the Bc/Mc Port Bitmap is
placed on the P channel 82.
[0053] As indicated by the hatching of the S channel
83 data during the time periods Cn0 to Cn3 in Fig. 3, the
operation of the S channel 83 is decoupled from the op-
eration of the C channel 81 and the P channel 82. For
example, the CPU 52, via the CMIC 40, can pass system
level messages to non-active modules while an active
module passes cells on the C channel 81. As previously
stated, this is an important aspect of the SOC 10 since
the S channel operation allows parallel task processing,
permitting the transmission of cell data on the C channel
81 in real-time. Once the first cell 112a of the incoming
packet 112 is placed on the CPS channel 80 the PMMU
70 determines whether the cell is to be transmitted to an
egress port 21 local to the SOC 10.
[0054] If the PMMU 70 determines that the current cell
112a on the C channel 81 is destined for an egress port
of the SOC 10, the PMMU 70 takes control of the cell
data flow.
[0055] Figure 10 illustrates, in more detail, the func-
tional egress aspects of PMMU 70. PMMU 70 includes
CBM 71, and interfaces between the GBP, CBP and a
plurality of egress managers (EgM) 76 of egress sub-
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module 18, with one egress manager 76 being provided
for each egress port. CBM 71 is connected to each egress
manager 76, in a parallel configuration, via R channel
data bus 77. R channel data bus 77 is a 32-bit wide bus
used by CBM 71 and egress managers 76 in the trans-
mission of memory pointers and system messages. Each
egress manager 76 is also connected to CPS channel
80, for the transfer of data cells 112a and 112b.
[0056] CBM 71, in summary, performs the functions of
on-chip FAP (free address pool) management, transfer
of cells to CBP 50, packet assembly and notification to
the respective egress managers, rerouting of packets to
GBP 60 via a global buffer manager, as well as handling
packet flow from the GBP 60 to CBP 50. Memory clean
up, memory budget management, channel interface, and
cell pointer assignment are also functions of CBM 71.
With respect to the free address pool, CBM 71 manages
the free address pool and assigns free cell pointers to
incoming cells. The free address pool is also written back
by CBM 71, such that the released cell pointers from
various egress managers 76 are appropriately cleared.
Assuming that there is enough space available in CBP
50, and enough free address pointers available, CBM 71
maintains at least two cell pointers per egress manager
76 which is being managed. The first cell of a packet
arrives at an egress manager 76, and CBM 71 writes this
cell to the CBM memory allocation at the address pointed
to by the first pointer. In the next cell header field, the
second pointer is written. The format of the cell as stored
in CBP 50 is shown in Figure 11; each line is 18 bytes
wide. Line 0 contains appropriate information with re-
spect to first cell and-last-cell information; broadcast/mul-
ficast, number of egress ports for broadcast or multicast,
cell length regarding the number of valid bytes in the cell,
the next cell pointer, total cell count in the packet, and
time stamp. The remaining lines contain cell data as 64
byte cells. The free address pool within PMMU 70 stores
all free pointers for CBP 50. Each pointer in the free ad-
dress pool points to a 64-byte cell in CBP 50; the actual
cell stored in the CBP is a total of 72 bytes, with 64 bytes
being byte data, and 8 bytes of control information. Func-
tions such as HOL blocking high and low watermarks,
out queue budget registers, CPID assignment, and other
functions are handled in CBM 71, as explained herein.
[0057] When PMMU 70 determines that cell 112a is
destined for an appropriate egress port on SOC 10, PM-
MU 70 controls the cell flow from CPS channel 80 to CBP
50. As the data packet 112 is received at PMMU 70 from
CPS 80, CBM 71 determines whether or not sufficient
memory is available in CBP 50 for the data packet 112.
A free address pool (not shown) can provide storage for
at least two cell pointers per egress manager 76, per
class of service. If sufficient memory is available in CBP
50 for storage and identification of the incoming data
packet, CBM 71 places the data cell information on CPS
channel 80. The data cell information is provided by CBM
71 to CBP 50 at the assigned address. As new cells are
received by PMMU 70, CBM 71 assigns cell pointers.

The initial pointer for the first cell 112a points to the egress
manager 76 which corresponds to the egress port to
which the data packet 112 will be sent after it is placed
in memory. In the example of Figure 8, packets come in
to port 24a of EPIC 20a, and are destined for port 24c of
EPIC 20c. For each additional cell 112b, CBM 71 assigns
a corresponding pointer. This corresponding cell pointer
is stored as a two byte or 16 bit value NC_header, in an
appropriate place on a control message, with the initial
pointerto the corresponding egress manager 76, and
successive cell pointers as part of each cell header, a
linked list of memory pointers is formed which defines
packet 112 when the packet is transmitted via the appro-
priate egress port, in this case 24c. Once the packet is
fully written into CBP 50, a corresponding CBP Packet
Identifier (CPID) is provided to the appropriate egress
manager 76; this CPID points to the memory location of
initial cell 112a. The CPID for the data packet is then
used when the data packet 112 is sent to the destination
egress port 24c. In actuality, the CBM 71 maintains two
buffers containing a CBP cell pointer, with admission to
the CBP being based upon a number of factors. An ex-
ample of admission logic for CBP 50 will be discussed
below with reference to Figure 12.
[0058] Since CBM 71 controls data flow within SOC
10, the data flow associated with any ingress port can
likewise be controlled. When packet 112 has been re-
ceived and stored in CBP 50, a CPID is provided to the
associated egress manager 76. The total number of data
cells associated with the data packet is stored in a budget
register (not shown). As more data packets 112 are re-
ceived and designated to be sent to the same egress
manager 76, the value of the budget register correspond-
ing to the associated egress manager 76 is incremented
by the number of data cells 112a, 112b of the new data
cells received. The budget register therefore dynamically
represents the total number of cells designated to be sent
by any specific egress port on an EPIC 20. CBM 71 con-
trols the inflow of additional data packets by comparing
the budget register to a high watermark register value or
a low watermark register value, for the same egress.
[0059] When the value of the budget register exceeds
the high watermark value, the associated ingress port is
disabled. Similarly, when data cells of an egress manager
76 are sent via the egress port, and the corresponding
budget register decreases to a value below the low wa-
termark value, the ingress port is once again enabled.
When egress manager 76 initiates the transmission of
packet 112, egress manager 76 notifies CBM 71, which
then decrements the budget register value by the number
of data cells which are transmitted. The specific high wa-
termark values and low watermark values can be pro-
grammed by the user via CPU 52. This gives the user
control over the data flow of any port on any EPIC 20 or
GPIC 30.
[0060] Egress manager 76 is also capable of control-
ling data flow. Each egress manager 76 is provided with
the capability to keep track of packet identification infor-
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mation in a packet pointer budget register; as a new point-
er is received by egress manager 76, the associated
packet pointer budget register is incremented. As egress
manager 76 sends out a data packet 112, the packet
pointer budget register is decremented. When a storage
limit assigned to the register is reached, corresponding
to a full packet identification pool, a notification message
is sent to all ingress ports of the SOC 10, indicating that
the destination egress port controlled by that egress man-
ager 76 is unavailable. When the packet pointer budget
register is decremented below the packet pool high wa-
termark value, a notification message is sent that the
destination egress port is now available. The notification
messages are sent by CBM 71 on the S channel 83.
[0061] As noted previously, flow control may be pro-
vided by CBM 71, and also by ingress submodule 14 of
either an EPIC 20 or GPIC 30. Ingress submodule 14
monitors cell transmission into ingress port 24. When a
data packet 112 is received at an ingress port 24, the
ingress submodule 14 increments a received budget reg-
ister by the cell count of the incoming data packet. When
a data packet 112 is sent, the corresponding ingress 14
decrements the received budget register by the cell count
of the outgoing data packet 112. The budget register 72
is decremented by ingress 14 in response to a decrement
cell count message initiated by CBM 71, when a data
packet 112 is successfully transmitted from CBP 50.
[0062] Efficient handling of the CBP and GBP is nec-
essary in order to maximize throughput, to prevent port
starvation, and to prevent port underrun. For every in-
gress, there is a low watermark and a high watermark; if
cell count is below the low watermark, the packet is ad-
mitted to the CBP, thereby preventing port starvation by
giving the port an appropriate share of CBP space.
[0063] Figure 12 generally illustrates the handling of a
data packet 112 when it is received at an appropriate
ingress port. This figure illustrates dynamic memory al-
location on a single port, and is applicable for each in-
gress port. In step 12-1, packet length is estimated by
estimating cell count based upon egress manager count
plus incoming cell count. After this cell count is estimated,
the GBP current cell count is checked at step 12-2 to
determine whether or not the GBP 60 is empty. If the
GBP cell count is 0, indicating that GBP 60 is empty, the
method proceeds to step 12-3, where it is determined
whether or not the estimated cell count from step 12-1 is
less than the admission low watermark. The admission
low watermark value enables the reception of new pack-
ets 112 into CBP 50 if the total number of cells in the
associated egress is below the admission low watermark
value. If yes, therefore, the packet is admitted at step
12-5. If the estimated cell count is not below the admis-
sion low watermark, CBM 71 then arbitrates for CBP
memory allocation with other ingress ports of other EPICs
and GPICs, in step 12-4. If the arbitration is unsuccessful,
the incoming packet is sent to a reroute process, referred
to as A. If the arbitration is successful, then the packet
is admitted to the CBP at step 12-5. Admission to the

CBP is necessary for linespeed communication to occur.
[0064] The above discussion is directed to a situation
wherein the GBP cell count is determined to be 0. If in
step 12-2 the GBP cell count is determined not to be 0,
then the method proceeds to step 12-6, where the esti-
mated cell count determined in step 12-1 is compared to
the admission high watermark. If the answer is no, the
packet is rerouted to GBP 60 at step 12-7. If the answer
is yes, the estimated cell count is then compared to the
admission low watermark at step 12-8. If the answer is
no, which means that the estimated cell count is between
the high watermark and the low watermark, then the
packet is rerouted to GBP 60 at step 12-7. If the estimated
cell count is below the admission low watermark, the GBP
current count is compared with a reroute cell limit value
at step 12-9. This reroute cell limit value is user program-
mable through CPU 52. If the GBP count is below or
equal to the reroute cell limit value at step 12-9, the es-
timated cell count and GBP count are compared with an
estimated cell count low watermark; if the combination
of estimated cell count and GBP count are less than the
estimated cell count low watermark, the packet is admit-
ted to the CBP. If the sum is greater than the estimated
cell count low watermark, then the packet is rerouted to
GBP 60 at step 12-7. After rerouting to GBP 60, the GBP
cell count is updated, and the packet processing is fin-
ished. It should be noted that if both the CBP and the
GBP are full, the packet is dropped. Dropped packets
are handled in accordance with known ethernet or net-
work communication procedures, and have the effect of
delaying communication. However, this configuration ap-
plies appropriate back pressure by setting watermarks,
through CPU 52, to appropriate buffer values on a per
port basis to maximize memory utilization. This
CBP/GBP admission logic results in a distributed hierar-
chical shared memory configuration, with a hierarchy be-
tween CBP 50 and GBP 60, and hierarchies within the
CBP.

Address Resolution (L2) + (L3)

[0065] Figure 14 illustrates some of the concurrent fil-
tering and look-up details of a packet coming into the
ingress side of an EPIC 20. Figure 12, as discussed pre-
viously, illustrates the handling of a data packet with re-
spect to admission into the distributed hierarchical
shared memory. Figure 14 addresses the application of
filtering, address resolution, and rules application seg-
ments of SOC 10. These functions are performed simul-
taneously with respect to the CBP admission discussed
above. As shown in the figure, packet 112 is received at
input port 24 of EPIC 20. It is then directed to input FIFO
142. As soon as the first sixteen bytes of the packet arrive
in the input FIFO 142, an address resolution request is
sent to ARL engine 143; this initiates lookup in ARUL3
tables 21.
[0066] A description of the fields of an ARL table of
ARUL3 tables 21 is as follows:
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Mac Address - 48 bits long - Mac Address;
VLAN tag - 12 bits long - VLAN Tag Identifier as
described in IEEE 802.1q standard for tagged pack-
ets. For an untagged Packet, this value is picked up
from Port Based VLAN Table.
CosDst - 3 bits long - Class of Service based on the
Destination Address. COS identifies the priority of
this packet. 8 levels of priorities as described in IEEE
802.1p standard.
Port Number - 6 bits long - Port Number is the port
on which this Mac address is learned.
SD_Disc Bits - 2 bits long - These bits identifies
whether the packet should be discarded based on
Source Address or Destination Address. Value 1
means discard on source. Value 2 means discard
on destination.
C bit - 1 bit long - C Bit identifies that the packet
should be given to CPU Port.
St Bit - 1 bit long - St Bit identifies that this is a static
entry (it is not learned Dynamically) and that means
is should not be aged out. Only CPU 52 can delete
this entry.
Ht Bit - 1 bit long - Hit Bit-This bit is set if there is
match with the Source Address. It is used in the aging
Mechanism.
CosSrc - 3 bits long - Class of Service based on the
Source Address. COS identifies the priority of this
packet.
L3 Bit - -1 bit long - L3 Bit - identifies that this entry
is created as result of L3 Interface Configuration. The
Mac address in this entry is L3 interface Mac Address
and that any Packet addresses to this Mac Address
need to be routed.
T Bit -1 bit long - T Bit identifies that this Mac address
is learned from one of the Trunk Ports. If there is a
match on Destination address then output port is not
decided on the Port Number in this entry, but is de-
cided by the Trunk Identification Process based on
the rules identified by the RTAG bits and the Trunk
group Identified by the TGID.
TGID - 3 bits long - TGID identifies the Trunk Group
if the T Bit is set. SOC 10 supports 6 Trunk Groups
per switch.
RTAG - 3 bits long - RTAG identifies the Trunk se-
lection criterion if the destination address matches
this entry and the T bit is set in that entry. Value 1 -
based on Source Mac Address. Value 2 - based on
Destination Mac Address. Value 3 - based on Source
& destination Address. Value 4- based on Source IP
Address. Value 5 - based on Destination IP Address.
Value 6 - based on Source and Destination IP Ad-
dress.
S C P - 1 bit long - Source CoS Priority Bit - If this
bit is set (in the matched Source Mac Entry) then
Source CoS has priority over Destination Cos.

[0067] It should also be noted that VLAN tables 23 in-
clude a number of table formats; all of the tables and

table formats will not be discussed here. However, as an
example, the port based VLAN table fields are described
as follows:

Port VLAN Id - -12 bits long - Port VLAN Identifier
is the VLAN Id used by Port Based VLAN.
Sp State - 2 bits long - This field identifies the current
Spanning Tree State. Value 0x00 - Port is in Disable
State. No packets are accepted in this state, not even
BPDUs. Value 0x01 - Port is in Blocking or Listening
State. In this state no packets are accepted by the
port, except BPDUs. Value 0x02 - Port is in Learning
State. In this state the packets are not forwarded to
another Port but are accepted for learning. Value
0x03 - Port is in Forwarding State. In this state the
packets are accepted both for learning and forward-
ing.
Port Discard Bits - 6 bits long - There are 6 bits in
this field and each bit identifies the criterion to discard
the packets coming in this port. Note: Bits 0 to 3 are
not used. Bit 4 - If this bit is set then all the frames
coming on this port will be discarded. Bit 5 - If this
bit is set then any 802.1 q Priority Tagged (vid = 0)
and Untagged frame coming on this port will be dis-
carded.
J Bit -1 bit long - J Bit means Jumbo bit. If this bit is
set then this port should accept Jumbo Frames.
RTAG - 3 bits long - RTAG identifies the Trunk se-
lection criterion if the destination address matches
this entry and the T bit is set in that entry. Value 1 -
based on Source Mac Address. Value 2 - based on
Destination Mac Address. Value 3 - based on Source
& destination Address. Value 4 - based on Source
IP Address. Value 5 - based on Destination IP Ad-
dress. Value 6 - based on Source and Destination
IP Address.
T Bit - 1 bit long - This bit identifies that the Port is
a member of the Trunk Group.
C Learn Bit - 1 bit long - Cpu Learn Bit - If this bit is
set then the packet is send to the CPU whenever the
source Address is learned. PT - 2 bits long.- Port
Type identifies the port Type. Value 0 -10 Mbit Port.
Value 1-100 Mbit Port. Value 2-1Gbit Port. Value 3-
CPU Port. VLAN Port Bitmap - 28 bits long - VLAN
Port Bitmap Identifies all the egress ports on which
the packet should go out.
B Bit - 1 bit long - B bit is BPDU bit. If this bit is set
then the Port rejects BPDUs. This Bit is set for Trunk
Ports which are not supposed to accept BPDUs.
TGID - 3 bits long - TGID - this field identifies the
Trunk Group which this port belongs to.
Untagged Bitmap - 28 bits long - This bitmap iden-
tifies the Untagged Members of the VLAN. i.e. if the
frame destined out of these members ports should
be transmitted without Tag Header.
M Bits - 1 bit long - M Bit is used for Mirroring Func-
tionality. If this bit is set then mirroring on Ingress is
enabled.
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[0068] The ARL engine 143 reads the packet; if the
packet has a VLAN tag according to IEEE Standard
802.1q, thenARLengine 143 performs a look-up based
upon tagged VLAN table 231, which is part of VLAN table
23. If the packet does not contain this tag, then the ARL
engine performs VLAN lookup based upon the port based
VLAN table 232. Once the VLAN is identified for the in-
coming packet, ARL engine 143 performs an ARL table
search based upon the source MAC address and the
destination MAC address. If the results of the destination
search is an L3 interface MAC address, then an L3 search
is performed of an L3 table within ARUL3 table 21. If the
L3 search is successful, then the packet is modified ac-
cording to packet routing rules.
[0069] To better understand lookups, learning, and
switching, it may be advisable to once again discuss the
handling of packet 112 with respect to Figure 8. If data
packet 112 is sent from a source station A into port 24a
of EPIC 20a, and destined for a destination station B on
port 24c of EPIC 20c, ingress submodule 14a slices data
packet 112 into cells 112a and 112b. The ingress sub-
module then reads the packet to determine the source
MAC address and the destination MAC address. As dis-
cussed previously, ingress submodule 14a, in particular
ARL engine 143, performs the lookup of appropriate ta-
bles within ARUL3 tables 21 a, and VLAN table 23a, to
see if the destination MAC address exists in ARUL3 ta-
bles 21 a; if the address is not found, but if the VLAN IDs
are the same for the source and destination, then ingress
submodule 14a will set the packet to be sent to all ports.
The packet will then propagate to the appropriate desti-
nation address. A "source search" and a "destination
search" occurs in parallel. Concurrently, the source MAC
address of the incoming packet is "learned", and there-
fore added to an ARL table within ARUL3 table 21 a. After
the packet is received by the destination, an acknowl-
edgment is sent by destination station B to source station
A. Since the source MAC address of the incoming packet
is learned by the appropriate table of B, the acknowledg-
ment is appropriately sent to the port on which A is lo-
cated. When the acknowledgment is received at port 24a,
therefore, the ARL table learns the source MAC address
of B from the acknowledgment packet. It should be noted
that as long as the VLAN IDs (for tagged packets) of
source MAC addresses and destination MAC addresses
are the same, layer two switching as discussed above is
performed. L2 switching and lookup is therefore based
on the first 16 bytes of an incoming packet. For untagged
packets, the port number field in the packet is indexed
to the port-based VLAN table within VLAN table 23a, and
the VLAN ID can then be determined. If the VLAN IDs
are different, however, L3 switching is necessary wherein
the packets are sent to a different VLAN. L3 switching,
however, is based on the IP header field of the packet.
The IP header includes source IP address, destination
IP address, and TTL (time-to-live).
[0070] In order to more clearly understand layer three
switching according to the invention, data packet 112 is

sent from source station A onto port 24a of EPIC 20a,
and is directed to destination station B; assume, howev-
er, that station B is disposed on a different VLAN, as
evidenced by the source MAC address and the destina-
tion MAC address having differing VLAN IDs. The lookup
for B would be unsuccessful since B is located on a dif-
ferent VLAN, and merely sending the packet to all ports
on the VLAN would result in B never receiving the packet.
Layer three switching, therefore, enables the bridging of
VLAN boundaries, but requires reading of more packet
information than just the MAC addresses of L2 switching.
In addition to reading the source and destination MAC
addresses, therefore, ingress 14a also reads the IP ad-
dress of the source and destination. As noted previously,
packet types are defined by IEEE and other standards,
and are known in the art. By reading the IP address of
the destination, SOC 10 is able to target the packet to an
appropriate router interface which is consistent with the
destination IP address. Packet 112 is therefore sent on
to CPS channel 80 through dispatch unit 18a, destined
for an appropriate router interface (not shown, and not
part of SOC 10), upon which destination B is located.
Control frames, identified as such by their destination
address, are sent to CPU 52 via CMIC 40. The destination
MAC address, therefore, is the router MAC address for
B. The router MAC address is learned through the as-
sistance of CPU 52, which uses an ARP (address reso-
lution protocol) request to request the destination MAC
address for the router for B, based upon the IP address
of B. Through the use of the IP address, therefore, SOC
10 can learn the MAC address. Through the acknowl-
edgment and learning process, however, it is only the
first packet that is subject to this "slow" handling because
of the involvement of CPU 52. After the appropriate MAC
addresses are learned, linespeed switching can occur
through the use of concurrent table lookups since the
necessary information will be learned by the tables. Im-
plementing the tables in silicon as two-dimensional ar-
rays enables such rapid concurrent lookups. Once the
MAC address for B has been learned, therefore, when
packets come in with the IP address for B, ingress 14a
changes the IP address to the destination MAC address,
in order to enable linespeed switching. Also, the source
address of the incoming packet is changed to the router
MAC address for A rather than the IP address for A, so
that the acknowledgment from B to A can be handled in
a fast manner without needing to utilize a CPU on the
destination end in order to identify the source MAC ad-
dress to be the destination for the acknowledgment. Ad-
ditionally, a TTL (time-to-live) field in the packet is appro-
priately manipulated in accordance with the IETF (Inter-
net Engineering Task Force) standard. A unique aspect
of SOC 10 is that all of the switching, packet processing,
and table lookups are performed in hardware, rather than
requiring CPU 52 or another CPU to spend time process-
ing instructions. It should be noted that the layer three
tables for EPIC 20 can have varying sizes; in a preferred
embodiment, these tables are capable of holding up to
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2000 addresses, and are subject to purging and deletion
of aged addresses, as explained herein.
[0071] Referring again to the discussion of Figure 14,
as soon as the first 64 (sixty four) bytes of the packet
arrive in input FIFO 142, a filtering request is sent to FFP
141. FFP 141 is an extensive filtering mechanism which
enables SOC 10 to set inclusive and exclusive filters on
any field of a packet from layer 2 to layer 7 of the OSI
seven layer model. Filters are used for packet classifica-
tion based upon a protocol fields in the packets. Various
actions are taken based upon the packet classification,
including packet discard, sending of the packet to the
CPU, sending of the packet to other ports, sending the
packet on certain COS priority queues, changing the type
of service (TOS) precedence. The exclusive filter is pri-
marily used for implementing security features, and al-
lows a packet to proceed only if there is a filter match. If
there is no match, the packet is discarded.
[0072] It should be noted that SOC 10 has a unique
capability to handle both tagged and untagged packets
coming in. Tagged packets are tagged in accordance
with IEEE standards, and include a specific IEEE 802.1
p priority field for the packet. Untagged packets, however,
do not include an 802.1 p priority field therein. SOC 10
can assign an appropriate COS value for the packet,
which can be considered to be equivalent to a weighted
priority, based either upon the destination address or the
source address of the packet, as matched in one of the
table lookups. As noted in the ARL table format discussed
herein, an SCP (Source COS Priority) bit is contained as
one of the fields of the table. When this SCP bit is set,
then SOC 10 will assign weighted priority based upon a
source COS value in the ARL table. If the SCP is not set,
then SOC 10 will assign a COS for the packet based
upon the destination COS field in the ARL table. These
COS values are three bit fields in the ARL table, as noted
previously in the ARL table field descriptions.
[0073] FFP 141 is essentially a state machine driven
programmable rules engine. The filters used by the FFP
are 64 (sixty-four) bytes wide, and are applied on an in-
coming packet; any offset can be used, however, a pre-
ferred embodiment uses an offset of zero, and therefore
operates on the first 64 bytes, or 512 bits, of a packet.
The actions taken by the filter are tag insertion, priority
mapping, TOS tag insertion, sending of the packet to the
CPU, dropping of the packet, forwarding of the packet to
an egress port, and sending the packet to a mirrored port.
The filters utilized by FFP 141 are defined by rules table
22. Rules table 22 is completely programmable by CPU
52, through CMIC 40. The rules table can be, for example,
256 entries deep, and may be partitioned for inclusive
and exclusive filters, with, again as an example, 128 en-
tries for inclusive filters and 128 entries for exclusive fil-
ters. A filter database, within FFP 141, includes a number
of inclusive mask registers and exclusive mask registers,
such that the filters are formed based upon the rules in
rules table 22, and the filters therefore essentially form
a 64 byte wide mask or bit map which is applied on the

incoming packet. If the filter is designated as an exclusive
filter, the filter will exclude all packets unless there is a
match. In other words, the exclusive filter allows a packet
to go through the forwarding process only if there is a
filter match. If there is no filter match, the packet is
dropped. In an inclusive filter, if there is no match, no
action is taken but the packet is not dropped. Action on
an exclusive filter requires an exact match of all filter
fields. If there is an exact match with an exclusive filter,
therefore, action is taken as specified in the action field;
the actions which may be taken, are discussed above. If
there is no full match or exact of all of the filter fields, but
there is a partial match, then the packet is dropped. A
partial match is defined as either a match on the ingress
field, egress field, or filter select fields. If there is neither
a full match nor a partial match with the packet and the
exclusive filter, then no action is taken and the packet
proceeds through the forwarding process. The FFP con-
figuration, taking action based upon the first 64 bytes of
a packet, enhances the handling of real time traffic since
packets can be filtered and action can be taken on the
fly. Without an FFP according to the invention, the packet
would need to be transferred to the CPU for appropriate
action to be interpreted and taken. For inclusive filters, if
there is a filter match, action is taken, and if there is no
filter match, no action is taken; however, packets are not
dropped based on a match or no match situation for in-
clusive filters.
[0074] In summary, the FFP includes a filter database
with eight sets of inclusive filters and eight sets of exclu-
sive filters, as separate filter masks. As a packet comes
into the FFP, the filter masks are applied to the packet;
in other words, a logical AND operation is performed with
the mask and the packet. If there is a match, the matching
entries are applied to rules tables 22, in order to deter-
mine which specific actions will be taken. As mentioned
previously, the actions include 802.1 p tag insertion,
802.1p priority mapping, IP TOS (type-of-service) tag in-
sertion, sending of the packet to the CPU, discarding or
dropping of the packet, forwarding the packet to an
egress port, and sending the packet to the mirrored port.
Since there are a limited number of fields in the rules
table, and since particular rules must be applied for var-
ious types of packets, the rules table requirements are
minimized in the present invention by the present inven-
tion setting all incoming packets to be "tagged" packets;
all untagged packets, therefore, are subject to 802.1 p
tag insertion, in order to reduce the number of entries
which are necessary in the rules table. This action elim-
inates the need for entries regarding handling of un-
tagged packets. It should be noted that specific packet
types are defined by various IEEE and other networking
standards, and will not be defined herein.
[0075] As noted previously, exclusive filters are de-
fined in the rules table as filters which exclude packets
for which there is no match; excluded packets are
dropped. With inclusive filters, however, packets are not
dropped in any circumstances. If there is a match, action
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is taken as discussed above; if there is no match, no
action is taken and the packet proceeds through the for-
warding process. Referring to Figure 15, FFP 141 is
shown to include filter database 1410 containing filter
masks therein, communicating with logic circuitry 1411
for determining packet types and applying appropriate
filter masks. After the filter mask is applied as noted
above, the result of the application is applied to rules
table 22, for appropriate lookup and action. It should be
noted that the filter masks, rules tables, and logic, while
programmable by CPU 52, do not rely upon CPU 52 for
the processing and calculation thereof. After program-
ming, a hardware configuration is provided which ena-
bles linespeed filter application and lookup.
[0076] Referring once again to Figure 14, after FFP
141 applies appropriate configured filters and results are
obtained from the appropriate rules table 22, logic 1411
in FFP 141 determines and takes the appropriate action.
The filtering logic can discard the packet, send the packet
to the CPU 52, modify the packet header or IP header,
and recalculate any IP checksum fields or takes other
appropriate action with respect to the headers. The mod-
ification occurs at buffer slicer 144, and the packet is
placed on C channel 81. The control message and mes-
sage header information is applied by the FFP 141 and
ARL engine 143, and the message header is placed on
P channel 82. Dispatch unit 18, also generally discussed
with respect to Figure 8, coordinates all dispatches to C
channel, P channel and S channel. As noted previously,
each EPIC module 20, GPIC module 30, PMMU 70, etc.
are individually configured to communicate via the CPS
channel. Each module can be independently modified,
and as long as the CPS channel interfaces are main-
tained, internal modifications to any modules such as EP-
IC 20a should not affect any other modules such as EPIC
20b, or any GPICs 30.
[0077] As mentioned previously, FFP 141 is pro-
grammed by the user, through CPU 52, based upon the
specific functions which are sought to be handled by each
FFP 141. Referring to Figure 17, it can be seen that in
step 17-1, an FFP programming step is initiated by the
user. Once programming has been initiated, the user
identifies the protocol fields of the packet which are to be
of interest for the filter, in step 17-2. In step 17-3, the
packet type and filter conditions are determined, and in
step 17-4, a filter mask is constructed based upon the
identified packet type, and the desired filter conditions.
The filter mask is essentially a bit map which is applied
or ANDed with selected fields of the packet. After the
filter mask is constructed, it is then determined whether
the filter will be an inclusive or exclusive filter, depending
upon the problems which are sought to be solved, the
packets which are sought to be forwarded, actions sought
to be taken, etc. In step 17-6, it is determined whether or
not the filter is on the ingress port, and in step 17-7, it is
determined whether or not the filter is on the egress port.
If the filter is on the ingress port, an ingress port mask is
used in step 17-8. If it is determined that the filter will be

on the egress port, then an egress mask is used in step
17-9. Based upon these steps, a rules table entry for
rules tables 22 is then constructed, and the entry or en-
tries are placed into the appropriate rules table (steps
17-10 and 17-11). These steps are taken through the
user inputting particular sets of rules and information into
CPU 52 by an appropriate input device, and CPU 52 tak-
ing the appropriate action with respect to creating the
filters, through CMIC 40 and the appropriate ingress or
egress submodules on an appropriate EPIC module 20
or GPIC module 30.
[0078] It should also be noted that the block diagram
of SOC 10 in Figure 2 illustrates each GPIC 30 having
its own ARUL3 tables 31, rules table 32, and VLAN tables
33, and also each EPIC 20 also having its own ARUL3
tables 21, rules table 22, and VLAN tables 23. In a pre-
ferred embodiment of the invention, however, two sepa-
rate modules can share a common ARUL3 table and a
common VLAN table. Each module, however, has its own
rules table 22. For example, therefore, GPIC 30a may
share ARUL3 table 21a and VLAN table 23a with EPIC
20a. Similarly, GPIC 30b may share ARL table 21 b and
VLAN table 23b with EPIC 20b. This sharing of tables
reduces the number of gates which are required to im-
plement the invention, and makes for simplified lookup
and synchronization as will be discussed below.

Table Synchronization and Aging

[0079] SOC 10 utilizes a unique method of table syn-
chronization and aging, to ensure that only current and
active address information is maintained in the tables.
When ARUL3 tables are updated to include a new source
address, a "hit bit" is set within the table of the "owner"
or obtaining module to indicate that the address has been
accessed. Also, when a new address is learned and
placed in the ARL table, an S channel message is placed
on S channel 83 as an ARL insert message, instructing
all ARUL3 tables on SOC 10 to learn this new address.
The entry in the ARUL3 tables includes an identification
of the port which initially received the packet and learned
the address. Therefore, if EPIC 20a contains the port
which initially received the packet and therefore which
initially learned the address, EPIC 20a becomes the
"owner" of the address. Only EPIC 20a, therefore, can
delete this address from the table. The ARL insert mes-
sage is received by all of the modules, and the address
is added into all of the ARUL3 tables on SOC 10. CMIC
40 will also send the address information to CPU 52.
When each module receives and learns the address in-
formation, an acknowledge or ACK message is sent back
to EPIC 20a; as the owner further ARL insert messages
cannot be sent from EPIC 20a until all ACK messages
have been received from all of the modules. In a preferred
embodiment of the invention, CMIC 40 does not send an
ACK message, since CMIC 40 does not include ingress/
egress modules thereupon, but only communicates with
CPU 52. If multiple SOC 10 are provided in a stacked
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configuration, all ARUL3 tables would be synchronized
due to the fact that CPS channel 80 would be shared
throughout the stacked modules.
[0080] Referring to Figure 18, the ARL aging process
is discussed. An age timer is provided within each EPIC
module 20 and GPIC module 30, at step 18-1, it is de-
termined whether the age timer has expired. If the timer
has expired, the aging process begins by examining the
first entry in ARL table 21. At step 18-2, it is determined
whether or not the port referred to in the ARL entry be-
longs to the particular module. If the answer is no, the
process proceeds to step 18-3, where it is determined
whether or not this entry is the last entry in the table. If
the answer is yes at step 18-3, the age timer is restarted
and the process is completed at step 18-4. If this is not
the last entry in the table, then the process is returned to
the next ARL entry at step 18-5. If, however, at step 18-2
it is determined that the port does belong to this particular
module, then, at step 18-6 it is determined whether or
not the hit bit is set, or if this is a static entry. If the hit bit
is set, the hit bit is reset at step 18-7, and the method
then proceeds to step 18-3. If the hit bit is not set, the
ARL entry is deleted at step 18-8, and a delete ARL entry
message is sent on the CPS channel to the other mod-
ules, including CMIC 40, so that the table can be appro-
priately synchronized as noted above. This aging proc-
ess can be performed on the ARL (layer two) entries, as
well as layer three entries, in order to ensure that aged
packets are appropriately deleted from the tables by the
owners of the entries. As noted previously, the aging
process is only performed on entries where the port re-
ferred to belongs to the particular module which is per-
forming the aging process. To this end, therefore, the hit
bit is only set in the owner module. The hit bit is not set
for entries in tables of other modules which receive the
ARL insert message. The hit bit is therefore always set
to zero in the synchronized non-owner tables.
[0081] The purpose of the source and destination
searches, and the overall lookups, is to identify the port
number within SOC 10 to which the packet should be
directed to after it is placed either CBP 50 or GBP 60. Of
course, a source lookup failure results in learning of the
source from the source MAC address information in the
packet; a destination lookup failure, however, since no
port would be identified, results in the packet being sent
to all ports on SOC 10. As long as the destination VLAN
ID is the same as the source VLAN ID, the packet will
propagate the VLAN and reach the ultimate destination,
at which point an acknowledgment packet will be re-
ceived, thereby enabling the ARL table to learn the des-
tination port for use on subsequent packets. If the VLAN
IDs are different, an L3 lookup and learning process will
be performed, as discussed previously. It should be not-
ed that each EPIC and each GPIC contains a FIFO queue
to store ARL insert messages, since, although each mod-
ule can only send one message at a time, if each module
sends an insert message, a queue must be provided for
appropriate handling of the messages.

Port Movement

[0082] After the ARUL3 tables have entries in them,
the situation sometimes arises where a particular user
or station may change location from one port to another
port. In order to prevent transmission errors, therefore,
SOC 10 includes capabilities of identifying such move-
ment, and updating the table entries appropriately. For
example, if station A, located for example on port 1, seeks
to communicate with station B, whose entries indicate
that user B is located on port 26. If station B is then moved
to a different port, for example, port 15, a destination
lookup failure will occur and the packet will be sent to all
ports. When the packet is received by station B at port
15, station B will send an acknowledge (ACK) message,
which wi!! be received by the ingress of the EPIC/GPIC
module containing port 1 thereupon. A source lookup (of
the acknowledge message) will yield a match on the
source address, but the port information will not match.
The EPIC/GPIC which receives the packet from B, there-
fore, must delete the old entry from the ARUL3 table, and
also send an ARUL3 delete message onto the S channel
so that all tables are synchronized. Then, the new source
information, with the correct port, is inserted into the
ARUL3 table, and an ARUL3 insert message is placed
on the S channel, thereby synchronizing the ARUL3 ta-
bles with the new information. The updated ARL insert
message cannot be sent until all of the acknowledgment
messages are sent regarding the ARL delete message,
to ensure proper table synchronization. As stated previ-
ously, typical ARL insertion and deletion commands can
only be initiated by the owner module. In the case of port
movement, however, since port movement may be iden-
tified by any module sending a packet to a moved port,
the port movement-related deletion and insertion mes-
sages can be initiated by any module.

Trunking

[0083] During the configuration process wherein a lo-
cal area network is configured by an administrator with
a plurality of switches, etc., numerous ports can be
"trunked" to increase bandwidth. For example, if traffic
between a first switch SW1 and a second switch SW2 is
anticipated as being high, the LAN can be configured
such that a plurality of ports, for example ports 1 and 2,
can be connected together. In a 100 megabits per second
environment, the trunking of two ports effectively pro-
vides an increased bandwidth of 200 megabits per sec-
ond between the two ports. The two ports 1 and 2, are
therefore identified as a trunk group, and CPU 52 is used
to properly configure the handling of the trunk group.
Once a trunk group is identified, it is treated as a plurality
of ports acting as one logical port. Figure 19 illustrates a
configuration wherein SW1, containing a plurality of ports
thereon, has a trunk group with ports 1 and 2 of SW2,
with the trunk group being two communication lines con-
necting ports 1 and 2 of each of SW1 and SW2. This
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forms trunk group T. In this example, Station A, connect-
ed to port 3 of SW1, is seeking to communicate or send
a packet to station B, located on port 26 of switch SW2.
The packet must travel, therefore, through trunk group T
from port 3 of SW1 to port 26 of SW2. It should be noted
that the trunk group could include any of a number of
ports between the switches. As traffic flow increases be-
tween SW1 and SW2, trunk group T could be reconfig-
ured by the administrator to include more ports, thereby
effectively increasing bandwidth. In addition to providing
increased bandwidth, trunking provides redundancy in
the event of a failure of one of the links between the
switches. Once the trunk group is created, a user pro-
grams SOC 10 through CPU 52 to recognize the appro-
priate trunk group or trunk groups, with trunk group iden-
tification (TGID) information. A trunk group port bit map
is prepared for each TGID; and a trunk group table, pro-
vided for each module on SOC 10, is used to implement
the trunk group, which can also be called a port bundle.
A trunk group bit map table is also provided. These two
tables are provided on a per module basis, and, like ta-
bles 21, 22, and 23, are implemented in silicon as two-
dimensional arrays. In one embodiment of SOC 10, six
trunk groups can be supported, with each trunk group
having up to eight trunk ports thereupon. For communi-
cation, however, in order to prevent out-of-ordering of
packets or frames, the same port must be used for packet
flow. Identification of which port will be used for commu-
nication is based upon any of the following: source MAC
address, destination MAC address, source IP address,
destination IP address, or combinations of source and
destination addresses. If source MAC is used, as an ex-
ample, if station A on port 3 of SW1 is seeking to send a
packet to station B on port 26 of SW2, then the last three
bits of the source MAC address of station A, which are
in the source address field of the packet, are used to
generate a trunk port index. The trunk port index, which
is then looked up on the trunk group table by the ingress
submodule 14 of the particular port on the switch, in order
to determine which port of the trunk group will be used
for the communication. In other words, when a packet is
sought to be sent from station A to station B, address
resolution is conducted as set forth above. If the packet
is to be handled through a trunk group, then a T bit will
be set in the ARL entry which is matched by the destina-
tion address. If the T bit or trunk bit is set, then the des-
tination address is learned from one of the trunk ports.
The egress port, therefore, is not learned from the port
number obtained in the ARL entry, but is instead learned
from the trunk group ID and rules tag (RTAG) which is
picked up from the ARL entry, and which can be used to
identify the trunk port based upon the trunk port index
contained in the trunk group table. The RTAG and TGID
which are contained in the ARL entry therefore define
which part of the packet is used to generate the trunk
port index. For example, if the RTAG value is 1, then the
last three bits of the source MAC address are used to
identify the trunk port index; using the trunk group table,

the trunk port index can then be used to identify the ap-
propriate trunk port for communication. If the RTAG value
is 2, then it is the last three bits of the destination MAC
address which are used to generate the trunk port index.
If the RTAG is 3, then the last three bits of the source
MAC address are XORED with the last three bits of the
destination MAC address. The result of this operation is
used to generate the trunk port index. For IP packets,
additional RTAG values are used so that the source IP
and destination IP addresses are used for the trunk port
index, rather than the MAC addresses.
[0084] SOC 10 is configured such that if a trunk port
goes down or fails for any reason, notification is sent
through CMIC 40 to CPU 52. CPU 52 is then configured
to automatically review the trunk group table, and VLAN
tables to make sure that the appropriate port bit maps
are changed to reflect the fact that a port has gone down
and is therefore removed. Similarly, when the trunk port
or link is reestablished, the process has to be reversed
and a message must be sent to CPU 52 so that the VLAN
tables, trunk group tables, etc. can be updated to reflect
the presence of the trunk port.
[0085] Furthermore, it should be noted that since the
trunk group is treated as a single logical link, the trunk
group is configured to accept control frames or control
packets, also known as BPDUs, only one of the trunk
ports. The port based VLAN table, therefore, must be
configured to reject incoming BPDUs of non-specified
trunk ports. This rejection can be easily set by the setting
of a B bit in the VLAN table. IEEE standard 802.1 d de-
fines an algorithm known as the spanning tree algorithm,
for avoiding data loops in switches where trunk groups
exist. Referring to Figure 19, a logical loop could exist
between ports 1 and 2 and switches SW1 and SW2. The
spanning algorithm tree defines four separate states, with
these states including disabling, blocking, listening,
learning, and forwarding. The port based VLAN table is
configured to enable CPU 52 to program the ports for a
specific ARL state, so that the ARL logic takes the ap-
propriate action on the incoming packets. As noted pre-
viously, the B bit in the VLAN table provides the capability
to reject BPDUs. The St bit in the ARL table enables the
CPU to learn the static entries; as noted in Figure 18,
static entries are not aged by the aging process. The hit
bit in the ARL table, as mentioned previously, enables
the ARL engine 143 to detect whether or not there was
a hit on this entry. In other words, SOC 10 utilizes a unique
configuration of ARL tables, VLAN tables, modules, etc.
in order to provide an efficient silicon based implemen-
tation of the spanning tree states.
[0086] In certain situations, such as a destination
lookup failure (DLF) where a packet is sent to all ports
on a VLAN, or a multicast packet, the trunk group bit map
table is configured to pickup appropriate port information
so that the packet is not sent back to the members of the
same source trunk group. This prevents unnecessary
traffic on the LAN, and maintains the efficiency at the
trunk group.
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IP/IPX

[0087] Referring again to Figure 14, each EPIC 20 or
GPIC 30 can be configured to enable support of both IP
and IPX protocol at linespeed. This flexibility is provided
without having any negative effect on system perform-
ance, and utilizes a table, implemented in silicon, which
can be selected for IP protocol, IPX protocol, or a com-
bination of IP protocol and IPX protocol. This capability
is provided within logic circuitry 1411, and utilizes an IP
longest prefix cache lookup (IP LPC), and an IPX longest
prefix cache lookup (IPX_LPC). During the layer 3
lookup, a number of concurrent searches are performed;
an L3 fast lookup, and the IP longest prefix cache lookup,
are concurrently performed if the packet is identified by
the packet header as an IP packet. If the packet header
identifies the packet as an IPX packet, the L3 fast lookup
and the IPX longest prefix cache lookup will be concur-
rently performed. It should be noted that ARUL3 tables
21/31 include an IP default router table which is utilized
for an IP longest prefix cache lookup when the packet is
identified as an IP packet, and also includes an IPX de-
fault router table which is utilized when the packet header
identifies the packet as an IPX packet. Appropriate hex-
adecimal codes are used to determine the packet types.
If the packet is identified as neither an IP packet nor an
IPX packet, the packet is directed to CPU 52 via CPS
channel 80 and CMIC 40. It should be noted that if the
packet is identified as an IPX packet, it could be any one
of four types of IPX packets. The four types are Ethernet
802.3, Ethernet 802.2, Ethernet SNAP, and Ethernet II.
[0088] The concurrent lookup of L3 and either IP or
IPX are important to the performance of SOC 10. In one
embodiment of SOC 10, the L3 table would include a
portion which has IP address information, and another
portion which has IPX information, as the default router
tables. These default router tables, as noted previously,
are searched depending upon whether the packet is an
IP packet or an IPX packet. In order to more clearly illus-
trate the tables, the L3 table format for an L3 table within
ARUL3 tables 21 is as follows:

IP or IPX Address - 32 bits long - IP or IPX Address
- is a 32 bit IP or
IPX Address. The Destination IP or IPX Address in
a packet is used as a key in searching this table.
Mac Address - 48 bits long - Mac Address is really
the next Hop Mac Address. This Mac address is used
as the Destination Mac Address in the forwarded IP
Packet.
Port Number - 6 bits long - Port Number - is the port
number the packet has to go out if the Destination
IP Address matches this entry’s IP Address.
L3 Interface Num - 5 bits long - L3 Interface Num -
This L3 Interface Number is used to get the Router
Mac Address from the L3 interface Table.
L3 Hit Bit - 1 bit long - L3 Hit bit - is used to check
if there is hit on this Entry. The hit bit is set when the

Source IP Address search matches this entry. The
L3 Aging Process ages the entry if this bit is not set.
Frame Type - 2 bits long - Frame Type indicates
type of IPX Frame (802.2, Ethernet II, SNAP and
802.3) accepted by this IPX Node. Value 00 - Eth-
ernet II Frame. Value 01 - SNAP Frame. Value 02 -
802.2 Frame. Value 03 - 802.3 Frame.
Reserved - 4 bits long - Reserved for future use.

[0089] The fields of the default IP router table are as
follows:

IP Subnet Address - 32 bits long - IP Subnet Ad-
dress - is a 32 bit IP Address of the Subnet.
Mac Address - 48 bits long - Mac Address is really
the next Hop Mac Address and in this case is the
Mac Address of the default Router. Port Number -
6 bits long - Port Number is the port number forward-
ed packet has to go out.
L3 Interface Num - 5 bits long - L3 Interface Num
is L3 Interface Number.
IP Subnet Bits -5 bits long - IP Subnet Bits is total
number of Subnet Bits in the Subnet Mask. These
bits are ANDED with Destination IP Address before
comparing with Subnet Address.
C Bit - 1 bit long - C Bit - If this bit is set then send
the packet to CPU also.

[0090] The fields of the default IPX router table within
ARUL3 tables 21 are as follows:

IPX Subnet Address - 32 bits long - IPX Subnet
Address is a 32 bit IPX Address of the Subnet.
Mac Address - 48 bits long - Mac Address is really
the next Hop Mac Address and in this case is the
Mac Address of the default Router. Port Number -
6 bits long - Port Number is the port number forward-
ed packet has to go out.
L3 Interface Num - 5 bits long - L3 Interface Num
is L3 Interface Number.
IPX Subnet Bits - 5 bits long - IPX Subnet Bits is
total number of Subnet Bits in the Subnet Mask.
These bits are ANDED with Destination IPX Address
before comparing with Subnet Address.
C Bit - 1 bit long - C Bit - If this bit is set then send
the packet to CPU also.

[0091] If a match is not found in the L3 table for the
destination IP address, longest prefix match in the default
IP router fails, then the packet is given to the CPU. Sim-
ilarly, if a match is not found on the L3 table for a desti-
nation IPX address, and the longest prefix match in the
default IPX router fails, then the packet is given to the
CPU. The lookups are done in parallel, but if the desti-
nation IP or IPX address is found in the L3 table, then
the results of the default router table lookup are aban-
doned.
[0092] The longest prefix cache lookup, whether it be
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for IP or IPX, includes repetitive matching attempts of
bits of the IP subnet address. The longest prefix match
consists of ANDing the destination IP address with the
number of IP or IPX subnet bits and comparing the result
with the IP subnet address. Once a longest prefix match
is found, as long as the TTL is not equal to one, then
appropriate IP check sums are recalculated, the desti-
nation MAC address is replaced with the next hop MAC
address, and the source MAC address is replaced with
the router MAC address of the interface. The VLAN ID
is obtained from the L3 interface table, and the packet is
then sent as either tagged or untagged, as appropriate.
If the C bit is set, a copy of the packet is sent to the CPU
as may be necessary for learning or other CPU-related
functions.
[0093] It should be noted, therefore, that if a packet
arrives destined to a MAC address associated with a level
3 interface for a selected VLAN, the ingress looks for a
match at an IP/IPX destination subnet level. If there is no
IP/IPX destination subnet match, the packet is forwarded
to CPU 52 for appropriate routing. However, if an IP/IPX
match is made, then the MAC address of the next hop
and the egress port number is identified and the packet
is appropriately forwarded.
[0094] In other words, the ingress of the EPIC 20 or
GPIC 30 is configured with respect to ARUL3 tables 21
so that when a packet enters ingress submodule 14, the
ingress can identify whether or not the packet is an IP
packet or an IPX packet. IP packets are directed to an
IP/ARL lookup, and IPX configured packets are directed
to an IPX/ARL lookup. If an L3 match is found during the
L3 lookup, then the longest prefix match lookups are
abandoned.

HOL Blocking

[0095] SOC 10 incorporates some unique data flow
characteristics, in order maximize efficiency and switch-
ing speed. In network communications, a concept known
as head-of-line or HOL blocking occurs when a port is
attempting to send a packet to a congested port, and
immediately behind that packet is another packet which
is intended to be sent to an un-congested port. The con-
gestion at the destination port of the first packet would
result in delay of the transfer of the second packet to the
un-congested port. Each EPIC 20 and GPIC 30 within
SOC 10 includes a unique HOL blocking mechanism in
order to maximize throughput and minimize the negative
effects that a single congested port would have on traffic
going to un-congested ports. For example, if a port on a
GPIC 30, with a data rate of, for example, 1000 megabits
per second is attempting to send data to another port 24a
on EPIC 20a, port 24a would immediately be congested.
Each port on each GPIC 30 and EPIC 20 is programmed
by CPU 52 to have a high watermark and a low watermark
per port per class of service (COS), with respect to buffer
space within CBP 50. The fact that the head of line block-
ing mechanism enables per port per COS head of line

blocking prevention enables a more efficient data flow
than that which is known in the art. When the output
queue for a particular port hits the preprogrammed high
watermark within the allocated buffer in CBP 50, PMMU
70 sends, on S channel 83, a COS queue status notifi-
cation to the appropriate ingress module of the appropri-
ate GPIC 30 or EPIC 20. When the message is received,
the active port register corresponding to the COS indi-
cated in the message is updated. If the port bit for that
particular port is set to zero, then the ingress is configured
to drop all packets going to that port. Although the
dropped packets will have a negative effect on commu-
nication to the congested port, the dropping of the pack-
ets destined for congested ports enables packets going
to un-congested ports to be expeditiously forwarded
thereto. When the output queue goes below the prepro-
grammed low watermark, PMMU 70 sends a COS queue
status notification message on the sideband channel with
the bit set for the port. When the ingress gets this mes-
sage, the bit corresponding to the port in the active port
register for the module can send the packet to the ap-
propriate output queue. By waiting until the output queue
goes below the low watermark before re-activating the
port, a hysteresis is built into the system to prevent con-
stant activation and deactivation of the port based upon
the forwarding of only one packet, or a small number of
packets. It should be noted that every module has an
active port register. As an example, each COS per port
may have four registers for storing the high watermark
and the low watermark; these registers can store data in
terms of number of cells on the output queue, or in terms
of number of packets on the output queue. In the case
of a unicast message, the packet is merely dropped; in
the case of multicast or broadcast messages, the mes-
sage is dropped with respect to congested ports, but for-
warded to uncongested ports. PMMU 70 includes all logic
required to implement this mechanism to prevent HOL
blocking, with respect to budgeting of cells and packets.
PMMU 70 includes an HOL blocking marker register to
implement the mechanism based upon cells. If the local
cell count plus the global cell count for a particular egress
port exceeds the HOL blocking marker register value,
then PMMU 70 sends the HOL status notification mes-
sage. PMMU 70 can also implement an early HOL noti-
fication, through the use of a bit in the PMMU configura-
tion register which is referred to as a Use Advanced
Warning Bit. If this bit is set, the PMMU 70 sends the
HOL notification message if the local cell count plus the
global cell count plus 121 is greater than the value in the
HOL blocking marker register. 121 is the number of cells
in a jumbo frame.
[0096] With respect to the hysteresis discussed above,
it should be noted that PMMU 70 implements both a spa-
tial and a temporal hysteresis. When the local cell count
plus global cell count value goes below the value in the
HOL blocking marker register, then a poaching timer val-
ue from a PMMU configuration register is used to load
into a counter. The counter is decremented every 32
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clock cycles. When the counter reaches 0, PMMU 70
sends the HOL status message with the new port bit map.
The bit corresponding to the egress port is reset to 0, to
indicate that there is no more HOL blocking on the egress
port. In order to carry on HOL blocking prevention based
upon packets, a skid mark value is defined in the PMMU
configuration register. If the number of transaction queue
entries plus the skid mark value is greater than the max-
imum transaction queue size per COS, then PMMU 70
sends the COS queue status message on the S channel.
Once the ingress port receives this message, the ingress
port will stop sending packets for this particular port and
COS combination. Depending upon the configuration
and the packet length received for the egress port, either
the head of line blocking for the cell high watermark or
the head of line blocking for the packet high watermark
may be reached first. This configuration, therefore, works
to prevent either a small series of very large packets or
a large series of very small packets from creating HOL
blocking problems.
[0097] The low watermark discussed previously with
respect to CBP admission logic is for the purpose of en-
suring that independent of traffic conditions, each port
will have appropriate buffer space allocated in the CBP
to prevent port starvation, and ensure that each port will
be able to communicate with every other port to the extent
that the network can support such communication.
[0098] Referring again to PMMU 70 illustrated in Fig-
ure 10, CBM 71 is configured to maximize availability of
address pointers associated with incoming packets from
a free address pool. CBM 71, as noted previously, stores
the first cell pointer until incoming packet 112 is received
and assembled either in CBP 50, or GBP 60. If the purge
flag of the corresponding P channel message is set, CBM
71 purges the incoming data packet 112, and therefore
makes the address pointers GPID/CPID associated with
the incoming packet to be available. When the purge flag
is set, therefore, CBM 71 essentially flushes or purges
the packet from processing of SOC 10, thereby prevent-
ing subsequent communication with the associated
egress manager 76 associated with the purged packet.
CBM 71 is also configured to communicate with egress
managers 76 to delete aged and congested packets.
Aged and congested packets are directed to CBM 71
based upon the associated starting address pointer, and
the reclaim unit within CBM 71 frees the pointers asso-
ciated with the packets to be deleted; this is, essentially,
accomplished by modifying the free address pool to re-
flect this change. The memory budget value is updated
by decrementing the current value of the associated
memory by the number of data cells which are purged.
[0099] To summarize, resolved packets are placed on
C channel 81 by ingress submodule 14 as discussed with
respect to Figure 8. CBM 71 interfaces with the CPS
channel, and every time there is a cell/packet addressed
to an egress port, CBM 71 assigns cell pointers, and man-
ages the linked list. A plurality of concurrent reassembly
engines are provided, with one reassembly engine for

each egress manager 76, and tracks the frame status.
Once a plurality of cells representing a packet is fully
written into CBP 50, CBM 71 sends out CPIDs to the
respective egress managers, as discussed above. The
CPIDs point to the first cell of the packet in the CBP;
packet flow is then controlled by egress managers 76 to
transaction MACs 140 once the CPID/GPID assignment
is completed by CBM 71. The budget register (not shown)
of the respective egress manager 76 is appropriately dec-
remented by the number of cells associated with the
egress, after the complete packet is written into the CBP
50. EGM 76 writes the appropriate PIDs into its transac-
tion FIFO. Since there are multiple classes of service
(COSs), then the egress manager 76 writes the PIDs into
the selected transaction FIFO corresponding to the se-
lected COS. As will be discussed below with respect to
Figure 13, each egress manager 76 has its own sched-
uler interfacing to the transaction pool or transaction
FIFO on one side, and the packet pool or packet FIFO
on the other side. The transaction FIFO includes all PIDs,
and the packet pool or packet FIFO includes only CPIDs.
The packet FIFO interfaces to the transaction FIFO, and
initiates transmission based upon requests from the
transmission MAC. Once transmission is started, data is
read from CBP 50 one cell at a time, based upon trans-
action FIFO requests.
[0100] As noted previously, there is one egress man-
ager for each port of every EPIC 20 and GPIC 30, and
is associated with egress sub-module 18. Figure 13 il-
lustrates a block diagram of an egress manager 76 com-
municating with R channel 77. For each data packet 112
received by an ingress submodule 14 of an EPIC 20 of
SOC 10, CBM 71 assigns a Pointer Identification (PID);
if the packet 112 is admitted to CBP 50, the CBM 71
assigns a CPID, and if the packet 112 is admitted to GBP
60, the CBM 71 assigns a GPID number. At this time,
CBM 71 notifies the corresponding egress manager 76
which will handle the packet 112, and passes the PID to
the corresponding egress manager 76 through R channel
77. In the case of a unicast packet, only one egress man-
ager 76 would receive the PID. However, if the incoming
packet were a multicast or broadcast packet, each egress
manager 76 to which the packet is directed will receive
the PID. For this reason, a multicast or broadcast packet
needs only to be stored once in the appropriate memory,
be it either CBP 50 or GBP 60.
[0101] Each egress manager 76 includes an R channel
interface unit (RCIF) 131, a transaction FIFO 132, a COS
manager 133, a scheduler 134, an accelerated packet
flush unit (APF) 135, a memory read unit (MRU) 136, a
time stamp check unit (TCU) 137, and an untag unit 138.
MRU 136 communicates with CMC 79, which is connect-
ed to CBP 50. Scheduler 134 is connected to a packet
FIFO 139. RCIF 131 handles all messages between CBM
71 and egress manager 76. When a packet 112 is re-
ceived and stored in SOC 10, CBM 71 passes the packet
information to RCIF 131 of the associated egress man-
ager 76. The packet information will include an indication
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of whether or not the packet is stored in CBP 50 or GBP
70, the size of the packet, and the PID. RCIF 131 then
passes the received packet information to transaction
FIFO 132. Transaction FIFO 132 is a fixed depth FIFO
with eight COS priority queues, and is arranged as a ma-
trix with a number of rows and columns. Each column of
transaction FIFO 132 represents a class of service
(COS), and the total number of rows equals the number
of transactions allowed for any one class of service. COS
manager 133 works in conjunction with scheduler 134 in
order to provide policy based quality of service (QOS),
based upon ethernet standards. As data packets arrive
in one or more of the COS priority queues of transaction
FIFO 132, scheduler 134 directs a selected packet point-
er from one of the priority queues to the packet FIFO 139.
The selection of the packet pointer is based upon a queue
scheduling algorithm, which is programmed by a user
through CPU 52, within COS manager 133. An example
of a COS issue is video, which requires greater bandwidth
than text documents. A data packet 112 of video infor-
mation may therefore be passed to packet FIFO 139
ahead of a packet associated with a text document. The
COS manager 133 would therefore direct scheduler 134
to select the packet pointer associated with the packet
of video data.
[0102] The COS manager 133 can also be pro-
grammed using a strict priority based scheduling method,
or a weighted priority based scheduling method of se-
lecting the next packet pointer in transaction FIFO 132.
Utilizing a strict priority based scheduling method, each
of the eight COS priority queues are provided with a pri-
ority with respect to each other COS queue. Any packets
residing in the highest priority COS queue are extracted
from transaction FIFO 132 for transmission. On the other
hand, utilizing a weighted priority based scheduling
scheme, each COS priority queue is provided with a pro-
grammable bandwidth. After assigning the queue priority
of each COS queue, each COS priority queue is given a
minimum and a maximum bandwidth. The minimum and
maximum bandwidth values are user programmable.
Once the higher priority queues achieve their minimum
bandwidth value, COS manager 133 allocates any re-
maining bandwidth based upon any occurrence of ex-
ceeding the maximum bandwidth for any one priority
queue. This configuration guarantees that a maximum
bandwidth will be achieved by the high priority queues,
while the lower priority queues are provided with a lower
bandwidth.
[0103] The programmable nature of the COS manager
enables the scheduling algorithm to be modified based
upon a user’s specific needs. For example, COS man-
ager 133 can consider a maximum packet delay value
which must be met by a transaction FIFO queue. In other
words, COS manager 133 can require that a packet 112
is not delayed in transmission by the maximum packet
delay value; this ensures that the data flow of high speed
data such as audio, video, and other real time data is
continuously and smoothly transmitted.

[0104] If the requested packet is located in CBP 50,
the CPID is passed from transaction FIFO 132 to packet
FIFO 139. If the requested packet is located in GBP 60,
the scheduler initiates a fetch of the packet from GBP 60
to CBP 50; packet FIFO 139 only utilizes valid CPID in-
formation, and does not utilize GPID information. The
packet FIFO 139 only communicates with the CBP and
not the GBP. When the egress seeks to retrieve a packet,
the packet can only be retrieved from the CBP; for this
reason, if the requested packet is located in the GBP 60,
the scheduler fetches the packet so that the egress can
properly retrieve the packet from the CBP.
[0105] APF 135 monitors the status of packet FIFO
139. After packet FIFO 139 is full for a specified time
period, APF 135 flushes out the packet FIFO. The CBM
reclaim unit is provided with the packet pointers stored
in packet FIFO 139 by APF 135, and the reclaim unit is
instructed by APF 135 to release the packet pointers as
part of the free address pool. APF 135 also disables the
ingress port 21 associated with the egress manager 76.
[0106] While packet FIFO 139 receives the packet
pointers from scheduler 134, MRU 136 extracts the pack-
et pointers for dispatch to the proper egress port. After
MRU 136 receives the packet pointer, it passes the pack-
et pointer information to CMC 79, which retrieves each
data cell from CBP 50. MRU 136 passes the first data
cell 112a, incorporating cell header information, to TCU
137 and untag unit 138. TCU 137 determines whether
the packet has aged by comparing the time stamps stored
within data cell 112a and the current time. If the storage
time is greater than a programmable discard time, then
packet 112 is discarded as an aged packet. Additionally,
if there is a pending request to untag the data cell 112a,
untag unit 138 will remove the tag header prior to dis-
patching the packet. Tag headers are defined in IEEE
Standard 802.1q.
[0107] Egress manager 76, through MRU 136, inter-
faces with transmission FIFO 140, which is a transmis-
sion FIFO for an appropriate media access controller
(MAC); media access controllers are known in the eth-
ernet art. MRU 136 prefetches the data packet 112 from
the appropriate memory, and sends the packet to trans-
mission FIFO 140, flagging the beginning and the ending
of the packet. If necessary, transmission FIFO 140 will
pad the packet so that the packet is 64 bytes in length.
[0108] As shown in Figure 9, packet 112 is sliced or
segmented into a plurality of 64 byte data cells for han-
dling within SOC 10. The segmentation of packets into
cells simplifies handling thereof, and improves granular-
ity, as well as making it simpler to adapt SOC 10 to cell-
based protocols such as ATM. However, before the cells
are transmitted out of SOC 10, they must be reassembled
into packet format for proper communication in accord-
ance with the appropriate communication protocol. A cell
reassembly engine (not shown) is incorporated within
each egress of SOC 10 to reassemble the sliced cells
112a and 112b into an appropriately processed and mas-
saged packet for further communication.
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[0109] Figure 16 is a block diagram showing some of
the elements of CPU interface or CMIC 40. In a preferred
embodiment, CMIC 40 provides a 32 bit 66 MHZ PCI
interface, as well as an I2C interface between SOC 10
and external CPU 52. PCI communication is controlled
by PCI core 41, and I2C communication is performed by
I2C core 42, through CMIC bus 167. As shown in the
figure, many CMIC 40 elements communicate with each
other through CMIC bus 167. The PCI interface is typi-
cally used for configuration and programming of SOC 10
elements such as rules tables, filter masks, packet han-
dling, etc., as well as moving data to and from the CPU
or other PCI uplink. The PCI interface is suitable for high
end systems wherein CPU 52 is a powerful CPU and
running a sufficient protocol stack as required to support
layer two and layer three switching functions. The I2C
interface is suitable for low end systems, where CPU 52
is primarily used for initialization. Low end systems would
seldom change the configuration of SOC 10 after the
switch is up and running.
[0110] CPU 52 is treated by SOC 10 as any other port.
Therefore, CMIC 40 must provide necessary port func-
tions much like other port functions defined above. CMIC
40 supports all S channel commands and messages,
thereby enabling CPU 52 to access the entire packet
memory and register set; this also enables CPU 52 to
issue insert and delete entries into ARUL3 tables, issue
initialize CFAP/SFAP commands, read/write memory
commands and ACKs, read/write register command and
ACKs, etc. Internal to SOC 10, CMIC 40 interfaces to C
channel 81, P channel 82, and S channel 83, and is ca-
pable of acting as an S channel master as well as S chan-
nel slave. To this end, CPU 52 must read or write 32-bit
D words. For ARL table insertion and deletion, CMIC 40
supports buffering of four insert/delete messages which
can be polled or interrupt driven. ARL messages can also
be placed directly into CPU memory through a DMA ac-
cess using an ARL DMA controller 161. DMA controller
161 can interrupt CPU 52 after transfer of any ARL mes-
sage, or when all the requested ARL packets have been
placed into CPU memory.
[0111] Communication between CMIC 40 and C chan-
nel 81/P channel 82 is performed through the use of CP-
channel buffers 162 for buffering C and P channel mes-
sages, and CP bus interface 163. S channel ARL mes-
sage buffers 164 and S channel bus interface 165 enable
communication with S channel 83. As noted previously,
PIO (Programmed Input/Output) registers are used, as
illustrated by SCH PIO registers 166 and PIO registers
168, to access the S channel, as well as to program other
control, status, address, and data registers. PIO registers
168 communicate with CMIC bus 167 through I2C slave
interface 42a and I2C master interface 42b. DMA con-
troller 161 enables chaining, in memory, thereby allowing
CPU 52 to transfer multiple packets of data without con-
tinuous CPU intervention. Each DMA channel can there-
fore be programmed to perform a read or write DMA op-
eration. Specific descriptor formats may be selected as

appropriate to execute a desired DMA function according
to application rules. For receiving cells from PMMU 70
for transfer to memory, if appropriate, CMIC 40 acts as
an egress port, and follows egress protocol as discussed
previously. For transferring cells to PMMU 70, CMIC 40
acts as an ingress port, and follows ingress protocol as
discussed previously. CMIC 40 checks for active ports,
COS queue availability and other ingress functions, as
well as supporting the HOL blocking mechanism dis-
cussed above. CMIC 40 supports single and burst PIO
operations; however, burst should be limited to S channel
buffers and ARL insert/delete message buffers. Refer-
ring once again to I2C slave interface 42a, the CMIC 40
is configured to have an I2C slave address so that an
external I2C master can access registers of CMIC 40.
CMIC 40 can inversely operate as an I2C master, and
therefore, access other I2C slaves. It should be noted
that CMIC 40 can also support MIIM through MIIM inter-
face 169. MIIM support is defined by IEEE Standard
802.3u, and will not be further discussed herein. Similar-
ly, other operational aspects of CMIC 40 are outside of
the scope of this invention.
[0112] A unique and advantageous aspect of SOC 10
is the ability of doing concurrent lookups with respect to
layer two (ARL), layer three, and filtering. When an in-
coming packet comes in to an ingress submodule 14 of
either an EPIC 20 or a GPIC 30, as discussed previously,
the module is capable of concurrently performing an ad-
dress lookup to determine if the destination address is
within a same VLAN as a source address; if the VLAN
IDs are the same, layer 2 or ARL lookup should be suf-
ficient to properly switch the packet in a store and forward
configuration. If the VLAN IDs are different, then layer
three switching must occur based upon appropriate iden-
tification of the destination address, and switching to an
appropriate port to get to the VLAN of the destination
address. Layer three switching, therefore, must be per-
formed in orderto cross VLAN boundaries. Once SOC
10 determines that L3 switching is necessary, SOC 10
identifies the MAC address of a destination router, based
upon the L3 lookup. L3 lookup is determined based upon
a reading in the beginning portion of the packet of whether
or not the L3 bit is set. If the L3 bit is set, then L3 lookup
will be necessary in order to identify appropriate routing
instructions. If the lookup is unsuccessful, a request is
sent to CPU 52 and CPU 52 takes appropriate steps to
identify appropriate routing for the packet. Once the CPU
has obtained the appropriate routing information, the in-
formation is stored in the L3 lookup table, and for the next
packet, the lookup will be successful and the packet will
be switched in the store and forward configuration.
[0113] Thus, the present invention comprises a meth-
od for allocating memory locations of a network switch.
The network switch has internal (on-chip) memory and
an external (off-chip) memory. Memory locations are al-
located between the internal memory and the external
memory according to a pre-defined algorithm.
[0114] The pre-defined algorithm allocates memory lo-
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cations between the internal memory and the external
memory based upon the amount of internal memory
available for the egress port of the network switch from
which the data packet is to be transmitted by the network
switch. When the internal memory available for the
egress port from which the data packet is to be transmit-
ted is above a predetermined threshold, then the data
packet is stored in the internal memory. When the internal
memory available for the egress port from which the data
packet is to be transmitted is below the predetermined
threshold value, then the data packet is stored in the ex-
ternal memory.
[0115] Thus, this distributed hierarchical shared mem-
ory architecture defines a self-balancing mechanism.
That is, for egress ports having few data packets in their
egress queues, the incoming data packets which are to
be switched to these egress ports are sent to the internal
memory, whereas for egress ports having many data
packets in their egress queues, the incoming data pack-
ets which are to be switched to these egress ports are
stored in the external memory.
[0116] Preferably, any data packets which are stored
in external memory are subsequently re-routed back to
the internal memory before being provided to an egress
port for transmission from the network switch.
[0117] Thus, according to the present invention, the
transmission line rate is maintained on each egress port
even though the architecture utilizes slower speed
DRAMs for at least a portion of packet storage. Prefera-
bly, this distributed hierarchical shared memory architec-
ture uses SRAM as a packet memory cache or internal
memory and uses standard DRAMs or SDRAMs as an
external memory, so as to provide a desired cost-benefit
ratio.
[0118] The above-discussed configuration of the in-
vention is, in a preferred embodiment, embodied on a
semiconductor substrate, such as silicon, with appropri-
ate semiconductor manufacturing techniques and based
upon a circuit layout which would, based upon the em-
bodiments discussed above, be apparent to those skilled
in the art. A person of skill in the art with respect to sem-
iconductor design and manufacturing would be able to
implement the various modules, interfaces, and tables,
buffers, etc. of the present invention onto a single sem-
iconductor substrate, based upon the architectural de-
scription discussed above. It would also be within the
scope of the invention to implement the disclosed ele-
ments of the invention in discrete electronic components,
thereby taking advantage of the functional aspects of the
invention without maximizing the advantages through the
use of a single semiconductor substrate.
[0119] The preceding discussion of a specific network
switch is provided for a better understanding of the dis-
cussion of the stacked configurations as will follow. It will
be known to a person of ordinary skill in the art, however,
that the inventions discussed herein with respectto stack-
ing configurations are not limited to the particular switch
configurations discussed above.

[0120] Figure 20 illustrates a configuration where a plu-
rality of SOCs 10(1)....10(n) are connected by interstack
connection I. SOCs 10(1)-10(n) include the elements
which are illustrated in Figure 2. Figure 20 schematically
illustrates CVP 50, MMU 70, EPICs 20 and GPICs 30 of
each SOC 10. Interstack connection I is used to provide
a stacking configuration between the switches, and can
utilize, as an example, at least one gigabit uplink or other
ports of each switch to provide a simplex or duplex stack-
ing configuration as will be discussed below. Figure 2
illustrates a configuration wherein a plurality of SOCs 10
(1) - 10(4) are connected in a cascade configuration using
GPIC modules 30 to create a stack. Using an example
where each SOC 10 contains 24 low speed ethernet ports
having a maximum speed of 100 Megabits per second,
and two gigabit ports. The configuration of Figure 21,
therefore, results in 96 ethernet ports and 4 usable gigabit
ports, with four other gigabit ports being used to link the
stack as what is called a stacked link. Interconnection as
shown in Figure 21 results in what is referred to as a
simplex ring, enabling unidirectional communication at a
rate of one-two gigabits per second. All of the ports of
the stack may be on the same VLAN, or a plurality of
VLANs may be present on the stack. Multiple VLANs can
be present on the same switch. The VLAN configurations
are determined by the user, depending upon network re-
quirements. This is true for all SOC 10 switch configura-
tions. It should be noted, however, that these particular
configurations used as examples only, and are not in-
tended to limit the scope of the claimed invention.
[0121] Figure 22 illustrates a second configuration of
four stacked SOC 10 switches, SOC 10(1)...10(4). How-
ever, any number of switches could be stacked in this
manner. The configuration of Figure 22 utilizes bi-direc-
tional gigabit links to create a full duplex configuration.
The utilization of bi-directional gigabit links, therefore,
eliminates the availability of a gigabit uplink for each SOC
10 unless additional GPIC modules are provided in the
switch. The only available gigabit uplinks for the stack,
therefore, are one gigabit port at each of the end modules.
In this example, therefore, 96 low speed ethernet ports
and 2 gigabit ethernet ports are provided.
[0122] Figure 23 illustrates a third configuration for
stacking four SOC 10 switches. In this configuration, the
interconnection is similar to the configuration of Figure
22, except that the two gigabit ports at the end modules
are connected as a passive link, thereby providing re-
dundancy. A passive link in this configuration is referred
to in this manner since the spanning tree protocol dis-
cussed previously is capable of putting this link in a block-
ing mode, thereby preventing looping of packets. A trade-
off in this blocking mode, however, is that no gigabit up-
links are available unless an additional GPIC module 30
is installed in each SOC 10. Packet flow, address learn-
ing, trunking, and other aspects of these stacked config-
urations will now be discussed.
[0123] In the embodiment of Figure 21, as a first ex-
ample, a series of unique steps are taken in order to
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control packet flow and address learning throughout the
stack. A packet being sent from a source port on one
SOC 10 to a destination port on another SOC 10 is cas-
caded in a series of complete store-and-forward steps to
reach the destination. The cascading is accomplished
through a series of interstack links or hops 2001, 2002,
2003, and 2004, which is one example of an implemen-
tation of interstack connection I. Referring to Figure 24,
packet flow can be analyzed with respect to a packet
coming into stack 2000 on one port, destined for another
port on the stack. In this example, let us assume that
station A, connected to port 1 on SOC 10(1), seeks to
send a packet to station B, located on port 1 of switch
SOC 10(3). The packet would come in to the ingress
submodule 14 of SOC 10(1). SOC 10(1) would be con-
figured as a stacked module, to add a stack-specific in-
terstack tag or IS tag into the packet. The IS tag is, in this
example, a four byte tag which is added into the packet
in order to enable packet handling in the stack. It should
be noted that, in this configuration of the invention, SOC
10 is used as an example of a switch or router which can
be stacked in a way to utilize the invention. The invention
is not limited, however, to switches having the configu-
ration of SOC 10; other switch configurations may be
utilized. As discussed previously, SOC 10 slices incom-
ing packets into 64 byte cells. Since cell handling is not
an aspect of this portion of the invention, the following
discussion will be directed solely to the handling of pack-
ets.
[0124] Figure 24A illustrates an example of a data
packet 112-S, having a four byte interstack tag IS inserted
after the VLAN tag. It should be noted that although in-
terstack tag IS is added after the VLAN tag in the present
invention, the interstack tag could be effectively added
anywhere in the packet. Figure 24B illustrates the par-
ticular fields of an interstack tag, as will be discussed
below:

Stack_Cnt - 5 bits long - Stack count; describes the
number of hops the packet can go through before it
is deleted. The number of hops is one less than the
number of modules in the stack. If the stack count is
zero the packet is dropped. This is to prevent looping
of the packet when there is a DLF. This field is not
used when the stacking mode is full-duplex.
SRC_T - 1 bit long - If this bit is set, then the source
port is part of a trunk group.
SRC_TGID - 3 bits long - SRC_TGID identifies the
Trunk Group if the SRC_T bit is set.
SRC_RTAG - 3 bits long - SRC_RTAG identifies the
Trunk Selection for the source trunk port. This is used
to populate the ARL table in the other modules if the
SRC_T bit is set.
DST_T- 1 bit long - If this bit is set, the destination
port is part of a trunk group.
DST_TGID - 3 bits long - DST_TGID identifies the
Trunk Group if the DST_T bit is set.
DST_RTAG - 3 bits long - DST_RTAG identifies the

Trunk Selection Criterion if the DST_T bit is set.
PFM - 2 bits long - PFM - Port Filtering Mode for port
N (ingress port). Value 0 - operates in Port Filtering
Mode A; Value 1 - operates in Port Filtering Mode B
(default); and Value 2 - operates in Port Filtering
Mode C.
M - 1 bit long - If this bit is set, then this is a mirrored
packet.
MD - 1 bit long - If this bit is set and the M bit is set,
then the packet is sent only to the mirrored-to-port.
If this bit is not set and the M bit is set, then the packet
is sent to the mirrored-to-port as well as the destina-
tion port (for ingress mirroring).
Reserved - 9 bits long - Reserved for future use.

[0125] In the case of SOC 10, if the incoming packet
is untagged, the ingress will also tag the packet with an
appropriate VLAN tag. The IS tag is inserted into the
packet immediately after the VLAN tag. An appropriate
circuit is provided in each SOC 10 to recognize and pro-
vide the necessary tagging information.
[0126] With respect to the specific tag fields, the stack
count field corresponds to the number of modules in the
stack, and therefore describes the number of hops which
the packet can go through before it is deleted. The SRC_
T tag is the same as the T bit discussed previously with
respect to ARL tables 21 in SOC 10. If the SRC_T bit is
set, then the source port is part of a trunk group. There-
fore, if the SRC_T bit is set in the IS tag, then the source
port has been identified as a trunk port. In summary,
therefore, as the packet comes in to SOC 10(1), an ARL
table lookup, on the source lookup, is performed. The
status of the T bit is checked. If it is determined that the
source port is a trunk port, certain trunk rules are applied
as discussed previously, and as will be discussed below.
[0127] The SRC_TGID field is three bits long, and iden-
tifies the trunk group if the SRC_T bit has been set. Of
course, if the SRC_T bit has not been set, this field is not
used. Similarly, the SRC_RTAG identifies the trunk se-
lection for the source trunk port, also as discussed pre-
viously. The remaining fields in the IS tag are discussed
above.
[0128] Packet flow within stack 2000 is defined by a
number of rules. Addresses are learned as discussed
previously, through the occurrence of a source lookup
failure (SLF). Assuming that the stack is being initialized,
and
all tables on each of SOC 10(1)...SOC 10(4) are empty.
A packet being sent from station A on port number 1 of
SOC 10(1), destined for station B on port number 1 of
SOC 10(3), comes into port number 1 of SOC 10(1).
When arriving at ingress submodule 14 of SOC 10(1),
an interstack tag, having the fields set forth above, is
inserted into the packet. Also, if the packet is an untagged
packet, a VLAN tag is inserted immediately before the
IS tag. ARL engine 143 of SOC 10(1) reads the packet,
and identifies the appropriate VLAN based upon either
the tagged VLAN table 231 or port based VLAN table
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232. An ARL table search is then performed. Since the
ARL tables are empty, a source lookup failure (SLF) oc-
curs. As a result, the source MAC address of station A
of the incoming packet is "learned" and added to the ARL
table within ARUL3 table 21a of SOC 10(1). Concurrent-
ly, a destination search occurs, to see if the MAC address
for destination B is located in the ARL table. A destination
lookup failure (DLF) will occur. Upon the occurrence of
a DLF, the packet is flooded to all ports on the associated
VLAN to which the source port belongs. As a result, the
packet will be sent to SOC 10(2) on port 26 of SOC 10
(1), and thereby received on port 26 of SOC 10(2). The
interstack link, which in this case is on port 26, must be
configured to be a member of that VLAN if the VLAN
spans across two or more switches. Before the packet
is sent out from SOC 10(1), the stack count field of the
IS tag is set to three, which is the maximum value for a
four module stack as illustrated in Figure 21. For any
number of switches n, the stack count is initially set to n-
1. Upon receipt on port 26 of SOC 10(2) via interconnect
2001, a source lookup is performed by ingress submod-
ule 14 of SOC 10(2). A source lookup failure occurs, and
the MAC address for station A is learned on SOC 10(2).
The stack count of the IS tag is decremented by one, and
is now 2. A destination lookup failure occurs on destina-
tion lookup, since destination B has not been learned on
SOC 10(2). The packet is therefore flooded on all ports
of the associated VLAN. The packet is then received on
port 26 of SOC 10(3). On source lookup, a source lookup
failure occurs, and the address is learned in the ARL
table of SOC 10(3). The stack count field is decremented
by one, a destination lookup failure occurs, and the pack-
et is flooded to all ports of the associated VLAN. When
the packet is flooded to all ports, the packet is received
at the destination on port number 1 of SOC 10(3). The
packet is also sent on the interstack link to port 26 of
SOC 10(4). A source lookup failure results in the source
address, which is the MAC address for station A, being
learned on the ARL table for SOC 10(4). The stack count
is decremented by one, thereby making it zero, and a
destination lookup occurs, which results in a failure. The
packet is then sent to all ports on the associated VLAN.
However, since the stack count is zero, the packet is not
sent on the interstack link. The stack count reaching zero
indicates that the packet has looped through the stack
once, stopping at each SOC 10 on the stack. Further
looping through the stack is thereby prevented.
[0129] The following procedure is followed with re-
spect to address learning and packet flow when station
B is the source and is sending a packet to station A. A
packet from station B arrives on port 1 of SOC 10(3).
Ingress 14 of SOC 10(3) inserts an appropriate IS tag
into the packet. Since station B, formerly the destination,
has not yet been learned in the ARL table of SOC 10(3),
a source lookup failure occurs, and the MAC address for
station B is learned on SOC 10(3). The stack count in
the interstack tag, as mentioned previously, is set to three
(n-1). A destination lookup results in a hit, and the packet

is switched to port 26. For stacked module 10(3), the
MAC address for station A has already been learned and
thereby requires switching only to port 26 of SOC 10(3).
The packet is received at port 26 of SOC 10(4). A source
lookup failure occurs, and the MAC address for station
B is learned in the ARL table of SOC 10(4). The stack
count is decremented to two, and the destination lookup
results in the packet being sent out on port 26 of SOC
10(4). The packet is received on port 26 of SOC 10(1),
where a source lookup failure occurs, and the MAC ad-
dress for station B is learned on the ARL table for SOC
10(1). Stack count is decremented, and the destination
lookup results in the packet being switched to port 1.
Station A receives the packet. Since the stack count is
still one, the packet is sent on the stack link to port 26 of
SOC 10(2). A source lookup failure occurs, and the MAC
address for station B is learned on SOC 10(2). Stack
count is decremented to zero. A destination lookup re-
sults in a hit, but the packet is not switched to port 26
because the stack count is zero. The MAC addresses for
station A and station B have therefore been learned on
each module of the stack. The contents of the ARL tables
for each of the SOC 10 modules are not identical, how-
ever, since the stacking configuration results in SOC 10
(2), 10(3), and 10(4) identifying station A as being located
on port 26, because that is the port on the particular mod-
ule to which the packet must be switched in order to reach
station A. In the ARL table for SOC 10(1), however, sta-
tion A is properly identified as being located on port 1.
Similarly, station B is identified as being located on port
26 for each SOC except for SOC 10(3). Since station A
is connected to port 1 of SOC 10(3), the ARL table for
SOC 10(3) properly identifies the particular port on which
the station is actually located.
[0130] After the addresses have been learned in the
ARL tables, packet flow from station A to station B re-
quires fewer steps, and causes less switch traffic. A pack-
et destined for station B comes in from station A on port
number 1 of SOC 10(1). An IS tag is inserted by the in-
gress. A source lookup is a hit because station A has
already been learned, stack count is set to three, and the
destination lookup results in the packet being switched
to port 26 of SOC 10(1). SOC 10(2) receives the packet
on port 26, a source lookup is a hit, stack count is dec-
remented, and a destination lookup results in switching
of the packet out to port 26 of SOC 10(3). SOC 10(3)
receives the packet on port 26, source lookup is a hit,
stack count is decremented, destination lookup results
in a hit, and the packet is switched to port 1 of SOC 10
(3), where it is received by station B. Since the stack
count is decremented for each hop after the first hop, it
is not yet zero. The packet is then sent to SOC 10(4) on
port 26 of SOC 10(3), in accordance with the stack con-
figuration. Source lookup is a hit, stack count is decre-
mented, destination lookup is a hit, but the packet is then
dropped by SOC 10(4) since the stack count is now zero.
[0131] It should be noted that in the above discussion,
and the following discussions, ingress submodule 14,
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ARUL3 table 21, and other aspects of an EPIC 20, as
discussed previously, are generally discussed with re-
spect to a particular SOC 10. It is noted that in configu-
rations wherein SOC 10s are stacked as illustrated in
Figures 20-23, ports will be associated with a particular
EPIC 20, and a particular ingress submodule, egress
submodule, etc. associated with that EPIC will be utilized.
In configurations where the stacked switches utilize a
different switch architecture, the insertion of the inter-
stack tag, address learning, stack count decrement, etc.
will be handled by appropriately configured circuits and
submodules, as would be apparent to a person of skill in
the art based upon the information contained herein.
[0132] It should be noted that switches which are
stacked in this configuration also includes a circuit or oth-
er means which strips or removes the IS tag and the port
VLAN ID (if added) from the packet before the packet is
switched out of the stack. The IS tag and the port VLAN
ID are important only for handling within a stack and/or
within the switch.
[0133] Aging of ARL entries in a configuration utilizing
SOC 10 switches is as discussed previously. Each ARL
table ages entries independently of each other. If an entry
is deleted from one SOC 10 (tables within each switch
are synchronized as discussed above, but not tables
within a stack), a source lookup failure will only occur in
that switch if a packet is received by that switch and the
address has already been aged out. A destination lookup
failure, however, may not necessarily occur for packets
arriving on the stack link port; if the DST_T bit is set, a
destination lookup failure will not occur. Necessary des-
tination information can be picked up from the DST_TGID
and DST_RTAG fields. If the DST_T bit is not set, how-
ever, and the address has been deleted or aged out, then
a destination lookup failure will occur in the local module.
[0134] Although aging should be straightforward in
view of the above-referenced discussion, the following
example will presume that the entries for station A and
station B have been deleted from SOC 10(2) due to the
aging process. When station A seeks to send a packet
to station B, the following flow occurs. Port 1 of SOC 10
(1) receives the packet; on destination lookup, the packet
is switched to port 26 due to a destination hit; stack count
is set to three. The packet is received on port 26 of switch
SOC 10(2), and a source lookup results in a source
lookup failure since the address station A had already
been deleted from the ARL table. The source address is
therefore learned, and added to the ARL table of SOC
10(2). The stack count is decremented to two. The des-
tination lookup results in a destination lookup failure, and
the packet is flooded to all ports of the associated VLAN
on SOC 10(2). The packet is received on port 26 of SOC
10(3), where the stack count is decremented to one, the
destination lookup is a hit and the packet is switched to
port 1, where it is received by station B. The packet is
then forwarded on the stack link or interstack link to port
26 of SOC 10(4), where the stack count is decremented
to zero. Although the destination lookup is a hit indicating

that the packet should be sent out on port 26, the packet
is dropped because the stack count is zero.
[0135] Figure 26 illustrates packet flow in a simplex
connection as shown in Figure 21, but where trunk groups
are involved. In the example of Figure 26, a trunk group
is provided on SOC 10(3), which is an example where
all of the members of the trunk group are disposed on
the same module. In this example, station B on SOC 10
(3) includes a trunk group of four ports. This example will
assume that the TGID is two, and the RTAG is two for
the trunk port connecting station B. If station A is seeking
to send a packet to station B, port 1 of SOC 10(1) receives
the packet from station A. Assuming that all tables are
empty, a source lookup failure occurs, and the source
address or MAC address of station A is learned on switch
1. A destination lookup failure results, and the packet is
flooded to all ports of the VLAN. As mentioned previously,
of course, the appropriate interstack or IS tag is added
on the ingress, and the stack count is set to three. The
packet is received on port 26 of SOC 10(2), and a source
lookup failure occurs resulting in the source address of
the packet from port 26 being leaned. The stack count is
decremented to two. A destination lookup failure occurs,
and the packet is sent to all ports of the VLAN on SOC
10(2). The packet is then received on port 26 of switch
SOC 10(3). A source lookup failure occurs, and the ad-
dress is learned in the ARL table for switch SOC 10(3).
The stack count is decremented to one. On destination
lookup, a destination lookup failure occurs. A destination
lookup failure on a switch having trunk ports, however,
is not flooded to all trunk ports, but only sent on a desig-
nated trunk port as specified in the 802.1Q table and in
the PVLAN table, in addition to other ports which are
members of the associated VLAN. Station B then re-
ceives the packet. Since the stack count is not yet zero,
the packet is sent to SOC 10(4). A source lookup failure
occurs, the address is learned, the stack count is decre-
mented to zero, a destination lookup occurs which results
in a failure. The packet is then flooded to all ports of the
associated VLAN except the stack link port, thereby
again preventing looping through the stack. It should be
noted that, once the stack count has been decremented
to zero in any packet forwarding situation, if the destina-
tion lookup results in a hit, then the packet will be for-
warded to the destination address. If a destination lookup
failure occurs, then the packet will be forwarded to all
ports on the associated VLAN except the stack link port,
and except any trunk ports according to the 802.1Q table.
If the destination lookup results in the destination port
being identified as the stacked link port, then the packet
is dropped since a complete loop would have already
been made through the stack, and the packet would have
already been sent to the destination port.
[0136] For the situation where station B on the trunk
port sends a packet to station A, this example will pre-
sume that the packet arrives from station B on port 1 of
SOC 10(3). The ingress submodule 14 of SOC 10(3) ap-
pends the appropriate IS tag. On address lookup, a
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source lookup failure occurs and the source address is
learned. Pertinent information regarding the source ad-
dress for the trunk configuration is port number, MAC
address, VLAN ID, T bit status, TGID, and RTAG. Since
the packet coming in from station B is coming in on a
trunk port, the T bit is set to 1, and the TGID and RTAG
information is appropriately picked up from the PVLAN
table. The stack count is set to three, and the ingress
logic of SOC 10(3) performs a destination address
lookup. This results in a hit in the ARL table, since address
A has already been learned. The packet is switched to
port 26 of SOC 10(3). The trunking rules are such that
the packet is not sent to the same members of the trunk
group from which the packet originated. The IS tag, there-
fore, is such that the SRC_T bit is set, the SRC_TGID
equals 2, and the SRC_RTAG equals 2. The packet is
received on port 26 of SOC 10(4); a source lookup oc-
curs, resulting in a source lookup failure. The source ad-
dress of the packet is learned, and since the SRC_T bit
is set, the TGID and the RTAG information is picked up
from the interstack tag. The stack count is decremented
by one, and a destination lookup is performed. This re-
sults in an ARL hit, since address A has already been
learned. The packet is switched on port 26 of SOC 10
(4). The packet is then received on port 26 of switch SOC
10(1). A source lookup results in a source lookup failure,
and the source address of the packet is learned. The
TGID and RTAG information is also picked up from the
interstack tag. The destination lookup is a hit, and the
packet is switched to port 1. Station A receives the pack-
et. The packet is also sent on the interstack link to SOC
10(2), since the stack count is not yet zero. The source
address is learned on SOC 10(2) because of a source
lookup failure, and although the destination lookup re-
sults in a hit, the packet is not forwarded since the stack
count is decremented to zero in SOC 10(2). Figures 27A
- 27D illustrate examples of the ARL table contents after
this learning procedure. Figure 25A illustrates the ARL
table information for SOC 10(1), Figure 27B illustrates
the ARL table information for SOC 10(2), Figure 27C il-
lustrates the ARL table information for SOC 10(3) and
Figure 27D illustrates the ARL table information for SOC
10(4). As discussed previously, the ARL table synchro-
nization within each SOC 10 ensures that all of the ARL
tables within a particular SOC 10 will contain the same
information.
[0137] After the addresses are learned, packets are
handled without SLFs and DLFs unless aging or other
phenomena results in address deletion. The configura-
tion of the trunk group will result in the DST_T bit being
set in the IS tag for packets destined for a trunk port. The
destination TGID and destination RTAG data are picked
up from the ARL table. The setting of the destination T
bit (DST_T) will result in the TGID and RTAG information
being picked up; if the DST_T bit is not set, then the TGID
and RTAG fields are not important and are considered
"don’t care" fields.
[0138] Figure 28 illustrates a configuration where trunk

members are spread across several modules. Figure 28
illustrates a configuration wherein station A is on a trunk
group having a TGID of 1 and an RTAG of 1. Station A
on a trunk port on switch SOC 10(1) sends a packet to
station B on a trunk port in switch SOC 10(3). A packet
is received from station A on, for example, trunk port 1
of SOC 10. The IS tag is inserted into the packet, a source
lookup failure occurs, and the address of station A is
learned on SOC 10(1). In the ARL table for SOC 10(1),
the MAC address and VLAN ID are learned for station
A, the T bit is set to one since the source port is located
on a trunk group. The stack count is set to three, a des-
tination lookup is performed, and a destination lookup
failure occurs. The packet is then "flooded" to all ports of
the associated VLAN. However, in order to avoid looping,
the packet cannot be sent out on the trunk ports. For this
purpose, the TGID is very important. The source TGID
identifies the ports which are disabled with respect to the
packet being sent on all ports in the event of a DLF, mul-
ticast, unicast, etc., so that the port bitmap is properly
configured. The destination TGID gives you the trunk
group identifier, and the destination RTAG gives you the
index into the table to point to the appropriate port which
the packet goes out on. The T bit, TGID, and RTAG,
therefore, control appropriate communication on the
trunk port to prevent looping. The remainder of address
learning in this configuration is similar to that which is
previously described; however, the MAC address A is
learned on the trunk port. The above-described proce-
dure of one loop through the stack occurs, learning the
source addresses, decrementing the stack count, and
flooding to appropriate ports on DLFs, until the stack
count becomes zero.
[0139] In a case where station A sends a packet to
station B after the addresses are learned., the packet is
received from station A on the trunk port, the source
lookup indicates a hit, and the T bit is set. SRC_T bit is
set, the TGID and RTAG for the source trunk port from
the ARL table is copied to the SRC_TGID and SRC_
RTAG fields. In the inserted IS tag, the stack count is set
to three. Destination lookup results in a hit, and the T bit
is set for the destination address. The DST_T bit is set,
and the TGID and RTAG for the destination trunk port
for the ARL table is copied to the DST_TGID and the
DST_RTAG. Port selection is performed based upon the
DST_TGID and DST_RTAG. In this example, port selec-
tion in SOC 10(1) indicates the stack link port of SOC 10
(2) is port 26. The packet is sent on port 26 to SOC 10
(2). Since the DST_T bit is set, the TGID and RTAG in-
formation is used to select the trunk port. In this example,
the packet is sent to port 26. The packet is then received
on port 26 of SOC 10(3). In this case, the DST_T bit,
TGID, and RTAG information are used to select the trunk
port which, in Figure 26, is port 1. In each hop, of course,
the stack count is decremented. At this point, the stack
count is currently one, so the packet is sent to SOC 10
(4). The packet is not forwarded from SOC 10(4), how-
ever, since decrementing the stack count results in the
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stack count being zero.

Stack Management

[0140] Figure 29 illustrates a configuration of stack
2000 wherein a plurality of CPUs 52(1)...52(4) which
work in conjunction with SOC 10(1), 10(2), 10(3), and 10
(4), respectively. The configuration in this example is
such that CPU 52(1) is a central CPU for controlling a
protocol stack for the entire system. This configuration
is such that there is only one IP address for the entire
system. The configuration of which SOC 10 is directly
connected to the central CPU is determined when the
stack is configured. The configuration of Figure 29 be-
comes important for handling unique protocols such as
simple network management protocol (SNMP). An ex-
ample of an SNMP request may be for station D, located
on a port of SOC 10(3), to obtain information regarding
a counter value on SOC 10(4). To enable such inquiries,
the MAC address for SOC 10(1), containing central CPU
52(1), is programmed in all ARL tables such that any
packet with that destination MAC address is sent to SOC
10(1). The request is received on SOC 10(3). The ingress
logic for SOC 10(3) will send the packet to SOC 10(1),
by sending the packet first over stack link or interstack
link 2003 to SOC 10(4), which then sends the packet
over interstack link 2004 to reach SOC 10(1). Upon re-
ceipt, the packetwill be read and passed to central CPU
52(1), which will process the SNMP request. When
processing the request, central CPU 52(1) will determine
that the request requires data from switch SOC 10(4).
SOC 10(1) then sends a control message to SOC 10(4),
using SOC 10(4)’s MAC address, to read the counter
value. The counter value is read, and a control message
reply is sent back to SOC 10(1), using SOC 10(1)’s MAC
address. After SOC 10(1) receives the response, an
SNMP response is generated and sent to station D.

Port Mirroring

[0141] In certain situations, a network administrator or
responsible individual may determine that certain types
of packets or certain ports will be designated such that
copies of packets are sent to a designated "mirrored to"
port. The mirrored-to designation is identified in the ad-
dress resolution process by the setting of the M bit in the
interstack tag. If the M bit is set, the module ID is picked
up from the port mirroring register in the ARL table, and
the module ID is made part of the interstack tag. The port
mirroring register contains a six bit field for the mirrored-
to port. The field represents the port number on which
the packet is to be sent for mirroring. If the port number
is a stack link or interstack link port, then the mirrored-to
port is located on another module. If the port number is
other than the stack link, then the mirrored-to port is on
the local module. When a packet is sent on the stack link
with the M bit set and the MD bit set, the appropriate
module will receive the packet and send the packet to

the mirrored-to port within that module which is picked
from the port mirroring register of that module. The packet
is not sent to the destination port. If the M bit is set and
the MD bit is not set, then the packet is sent to the mir-
rored-to port as well as the destination port.

Full Duplex

[0142] Reference will now be made to Figure 30. This
figure will be used to illustrate packet flow among switch-
es on the duplex-configured stack arrangements illus-
trated in Figures 22 and 23. As mentioned previously,
the configurations of Figure 22 and Figure 23 both pro-
vide full duplex communication. The configuration of Fig-
ure of 23, however, utilizes the remaining gigabit uplinks
to provide a level of redundancy and fault tolerance. In
practice, however, the configuration of Figure 22 may be
more practical. In properly functioning duplex configured
stacks, however, packet flow and address learning are
essentially the same for both configurations.
[0143] Duplex stack 2100 includes, in this example,
four switches such as SOC 10(1)...SOC 10(4). Instead
of 4 unidirectional interstack links, however, bi-directional
links 2101, 2102, and 2103 enable bi-directional commu-
nication between each of the switches. This configuration
requires that each of the ports associated with the inter-
stack links are located on the same VLAN. If a plurality
of VLANs are supported by the stack, then all of the ports
must be members of all of the VLANs. The duplex con-
figuration enables SOC 10(2), as an example to be able
to communicate with SOC 10(1) with one hop upward,
rather than three hops downward, which is what would
be required in the unidirectional simplex configuration.
SOC 10(4), however, will require 3 hops upward to com-
municate with SOC 10(1), since there is no direct con-
nection in either direction. It should be noted that upward
and downward are used herein as relative terms with
respect to the figures, but in actual practice are only log-
ical hops rather than physical hops. Because of the multi-
directional capabilities, and because port bitmaps pre-
vent outgoing packets from being sent on the same ports
upon which they came in, the stack count portion of the
interstack tag is not utilized.
[0144] The following discussion will be directed to
packet flow in a situation where station A, located on port
1 of SOC 10(1) in Figure 30, seeks to send a packet to
station B, located on port 1 of SOC 10(3). The packet
comes in to ingress 14 of SOC 10(1); an interstack tag
is inserted into the packet. Since all of the tables are
initially empty, a source lookup failure will occur, and the
address of station A is learned on the appropriate ARL
table of SOC 10(1). A destination lookup failure will occur,
and the packet will be sent to all ports of the associated
VLAN. In the configuration of Figure 30, therefore, the
packet will be sent on interstack link 2101 from port 25
of SOC 10(1) to port 26 of SOC 10(2). A source lookup
failure occurs, and the source address is learned on SOC
10(2). A destination lookup failure occurs, and the packet
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is sent on all ports of the associated VLAN. The switches
are configured such that the port bitmaps for DLFs do
not allow the packet to be sent out on the same port on
which it came in. This would include port 25 of switch
SOC 10(2), but not port 26 of SOC 10(2). The packet will
be sent to port 26 of switch SOC 10(3) from port 25 of
SOC 10(2). A source lookup failure will occur, the address
for station A will be learned in the ARL table of SOC 10
(3). A destination lookup failure will also occur, and the
packet will be sent on all ports except port 26. Station B,
therefore, will receive the packet, as will SOC 10(4). In
SOC 10(4), the address for station A will be learned, a
destination lookup failure will occur, and the packet will
be sent to all ports except port 26. Since SOC 10(4) has
no direct connection to SOC 10(1), there is no issue of
looping through the stack, and there is no need for the
stack count field to be utilized in the IS tag.
[0145] In the reverse situation when station B seeks
to send a packet to station A in the configuration of Figure
30, address learning occurs in a manner similar to that
which was discussed previously. Since the address for
station B has not yet been learned, an SLF occurs, and
station B is learned on SOC 10(3). A destination lookup,
however, results in a hit, and the packet is switched to
port 26. The packet comes in to port 25 of SOC 10(2), a
source lookup failure occurs, the address of station B is
learned, and destination lookup occurs. The destination
lookup results in a hit, the packet is switched to port 26
of SOC 10(2), and into port 25 of SOC 10(1). A source
lookup failure occurs, the address for station B is learned
on SOC 10(1), a destination lookup is a hit, and the packet
is switched to port 1 of SOC 10(1). Since there was no
destination lookup failure when the packet came in to
switch SOC 10(3), the packet was never sent to SOC 10
(4). In communication between stations A and B, there-
fore, it is possible that the address for station B would
never be learned on switch SOC 10(4). In a situation
where station B were to send a packet to a station on
SOC 10(4), there would be no source lookup failure (as-
suming station B had already been learned on SOC 10
(3)), but a destination lookup failure would occur. The
packet would then be sent to port 26 of SOC 10(4) on
port 25 of SOC 10(3), and also to port 25 of SOC 10(2)
on port 26 of SOC 10(3). There would be no source
lookup failure, but there would be a destination lookup
failure in SOC 10(4), resulting in the flooding of the packet
to all ports of the VLAN except port 26. Addresses may
therefore become learned at modules which are not in-
tended to receive the packet. The address aging process,
however, will function to delete addresses which are not
being used in particular tables. The table synchronization
process will ensure that ARL tables within any SOC 10
are synchronized.

Full Duplex Trunking

[0146] Trunking in the full duplex configuration is han-
dled in a manner which is similar to the simplex config-

uration. T bit, TGID, and RTAG information is learned
and stored in the tables in order to control access to the
trunk port.
[0147] Figure 31 illustrates a configuration where sta-
tion A is disposed on port 1 of SOC 10(1) and station B
is disposed on a trunk port of SOC 10(3). In this stacking
configuration referred to as stack 2200, all members of
the trunk group are disposed on SOC 10(3).
[0148] In this example, the TGID for the trunk port con-
necting station B to SOC 10(3) will be two, and the RTAG
will also be two. In an example where station A seeks to
send a packet to station B, the packet is received at port
1 of SOC 10(1). A source lookup failure occurs, and the
source address of the packet form port 1 is learned in
the ARL table for SOC 10(1). The ARL table, therefore,
will include the port number, the MAC address, the VLAN
ID, T bit information, TGID information, and RTAG infor-
mation. The port number is 1, the MAC address is A, the
VLAN ID is 1, the T bit is not set, and the TGID and RTAG
fields are "don’t care". A destination lookup results in a
destination lookup failure, and the packet is flooded to
all ports on the associated VLAN except, of course, port
1 since that is the port on which the packet came in. The
packet, therefore, is sent out on at least port 25 of SOC
10(1). The packet is received on port 26 of SOC 10(2).
A source lookup failure results in the ARL table learning
the address information. As with other lookups, the
source address of the packet coming from SOC 10(1) to
SOC 10(2) would indicate the source port as being port
26. A DLF occurs, and the packet is sent to all ports on
the associated VLAN except port 26 of SOC 10(2). The
packet is received on port 26 of SOC 10(3), a source
lookup occurs, a source lookup failure occurs, and the
source address of the packet coming in on port 26 is
learned. A destination lookup results in a destination
lookup failure in SOC 10(3). The packet is flooded on all
ports of the associated VLAN of SOC 10(3) except port
26. However, a DLF on the trunk port is sent only on a
designated port as specified in the 802.1Q table and the
PVLAN table for SOC 10(3). The 802.1 Q table is the
tagged VLAN table, and contains the VLAN ID, VLAN
port bit map, and untagged bit map fields. Destination B
then receives the packet through the trunk port, and SOC
10(4) also receives the packet on port 26. In SOC 10(4),
a source lookup failure occurs, and the source address
of the packet is learned. On destination lookup, a DLF
occurs, and the packet is flooded to all ports of the VLAN
on switch SOC 10(4), except of course port 26.
[0149] In the reverse situation, however, the T bit,
TGID, and RTAG values become critical. When station
B seeks to send a packet to station A, a packet comes
in on the trunk port on SOC 10(3). A source lookup results
in a source lookup failure, since the address for station
B has not yet been learned. The T bit is set since the
source port is on a trunk group, and the TGID and RTAG
information is picked up from the PVLAN table. The ARL
table for SOC 10(3), therefore, contains the information
for station A, and now also contains the address infor-
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mation for station B. In the station B entry, the port number
is indicated as 1, the VLAN ID is 1, the T bit is set, and
the TGID and RTAG information are each set to two.
SOC 10(3) then performs a destination lookup, resulting
in an ARL hit, since station A has already been learned.
The packet is switched to port 26 of SOC 10(3). The
packet is not sent to the same members of the trunk group
from which the packet originated. In the interstack tag,
the SRC_T bit is set, the TGID is set to equal 2, and the
RTAG is set to equal 2. The packet is received on port
25 of SOC 10(2), where the ingress performs a source
lookup. A source lookup failure occurs, and the source
address of the packet from port 25 is learned. The SRC_
T bit, the TGID information, and the RTAG information
in this case is picked up from the interstack tag. On des-
tination lookup, an ARL hit occurs, and the packet is
switched to port 26 of SOC 10(2), and it is then received
on port 25 of SOC 10(1). A source lookup results in a
source lookup failure, and the address of the incoming
packet is learned. The destination lookup is a hit, and the
packet is switched to port 1 where it is then received by
station A.
[0150] After this learning and exchange process be-
tween station A and station B for the configuration of Fig-
ure 30, the ARL tables for SOC 10(1), 10(2), 10(3), and
10(4) will appear as shown in Figures 32A, 32B, 32C,
and 32D, respectively. It can be seen that the address
for station B is not learned in SOC 10(4), and is therefore
not contained in the table of Figure 32D, since the packet
from station B has not been sent to any ports on SOC 10
(4).
[0151] Figure 33 illustrates a configuration where
members of trunk groups are in different modules. In this
configuration, address learning and packet flow is similar
to that which is discussed with respect to Figure 31. In
this configuration, however, the MAC address for station
A must also be learned as a trunk port. In a situation
where the TGID equals 1 and the RTAG equals 1 for the
trunk group connecting station A in SOC 10(1), and where
the TGID and RTAG equals 2 for the trunk group con-
necting station B in SOC 10(3), address learning for sta-
tion A sending a packet to station B and station B sending
a packet to station A would result in the ARL tables for
SOC 10(1), 10(2), 10(3) and 10(4) containing the infor-
mation set forth in Figures 34A, 34B, 34C, and 34D, re-
spectively. For the situation where station A on SOC 10
(1) is sending a packet to station B on SOC 10(2), after
addresses have been learned as illustrated in Figures
34A - 34D, the following flow occurs. The incoming packet
is received from station A on the trunk port, which we will,
in this example, consider to be port number 1. Source
lookup indicates a hit, and the T bit is set. In the interstack
tag, the SRC_T bit is set, the TGID, and RTAG for the
source trunk port from the ARL table is copied to the
SRC_TGID and SRC_RTAG fields in the IS tag. Desti-
nation lookup indicates a hit, and the T bit is set for the
destination address. The DST_T bit is set, and the TGID
and RTAG information for the destination trunk port from

the ARL table is copied to the DST_TGID and DST_
RTAG fields. Port selection is performed, according to
the DST_RTAG. In this example, the packet is sent to
SOC 10(2). If no port is selected, then the packet is sent
to SOC 10(3) on port 25 of SOC 10(2). The packet is
then received on port 26 of SOC 10(3). Destination
lookup in the ARL table is a hit, and port selection is
performed according to the DST_RTAG field. Once
again, SOC 10(4) is not involved since no DLF has oc-
curred.
[0152] It will be understood that, as discussed above
with respect to the stand-alone SOC 10, the trunk group
tables must be properly initialized in all modules in order
to enable appropriate trunking across the stack. The in-
itialization is performed at the time that the stack is con-
figured such that the packet goes out on the correct trunk
port. If a trunk member is not present in a switch module,
the packet will go out on the appropriate interstack link.
[0153] In order for proper handling of trunk groups to
occur, the trunk group table in each SOC 10 must be
appropriately initialized in order to enable proper trunking
across the stack. Figure 36 illustrates an example of the
trunk group table initializations for the trunk configuration
illustrated in Figure 31, wherein members of the trunk
group are in the same module. Figure 37 illustrates an
example of trunk group table initializations for the trunk
group configuration of Figure 33, wherein members of
the trunk group are in different switches. Figure 36 only
illustrates initialization for a situation where the TGID
equals 2. For situations where the TGID equals 1, the
trunk port selection would indicate the stack link port in
the correct direction. Figure 37, however, illustrates the
trunk group table initializations for a TGID of 1 and 2. If
a trunk member is not present in a particular switch mod-
ule, the packet will be sent out on the stack link port.

Layer 3 Switching

[0154] The above discussion regarding packet flow is
directed solely to situations where the source and desti-
nation are disposed within the same VLAN. For situations
where the VLAN boundaries must be crossed, layer 3
switching is implemented. With reference to Figure 35,
layer 3 switching will now be discussed. In this example,
suppose that station A, located on port 1 of SOC 10(1)
is on a VLAN V1 having a VLAN ID of 1, and station B,
located on port 1 of SOC 10(3) is located on another
VLAN V3 having a VLAN ID of 3. Since multiple VLANs
are involved, the ports connecting the interstack links
must be members of both VLANs. Therefore, ports 25
and 26 of SOC 10(1), 10(2), 10(3), and 10(4) have VLAN
IDs of 1 and 3, thereby being members of VLAN V1 and
VLAN V3. Layer 3 switching involves crossing the VLAN
boundaries within the module, followed by bridging
across the module. Layer 3 interfaces are not inherently
associated with a physical port, as explained previously,
but are associated instead with the VLANs. If station A
seeks to send a packet to station B in the configuration
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illustrated in Figure 35, the packet would be received at
port 1 of SOC 10(1), and be addressed to router interface
R1, with the IP destination address of B. Router R1 is, in
this example, designated as the router interface between
VLAN boundaries for VLAN V1 and VLAN V3. Since SOC
10(1) is configured such that VLAN V3 is located on port
25, the packet is routed to VLAN V3 through port 25. The
next hop MAC address is inserted in the destination ad-
dress field of the MAC address. The packet is then
switched to port 26 of SOC 10(2), in a layer 2 switching
operation. The packet is then switched to port 25 of SOC
10(2), where it is communicated to port 26 of SOC 10(3).
SOC 10(3) switches the packet to port 1, which is the
port number associated with station B. In more specific
detail, the layer 3 switching when a packet from station
A is received at ingress submodule 14 of SOC 10(1), the
ARL table is searched with the destination MAC address.
If the destination MAC address is associated with a layer
3 interface, which in this case would be a VLAN boundary,
the ingress will then check to see if the packet is an IP
packet. If it is not an IP packet, the packet is sent to the
appropriate CPU 52 for routing. Similarly, if the packet
has option fields, the packet is also sent to CPU 52 for
routing. The ingress also checks to see if the packet is a
multicast IP packet, also referred to as a class D packet.
If this is the case, then the packet is sent to the CPU for
further processing. After the IP checksum is validated,
the layer 3 table is searched with the destination IP ad-
dress as the key. If the entry is found in the ARL table,
then the entry will contain the next hop MAC address,
and the egress port on which this packet must be for-
warded. In the case of Figure 35, the packet would need
to be forwarded to port 25. If the entry is not found in the
layer 3 table, then a search of a default router such as a
default IP router table is performed. If the entry is not
found, then the packet is sent to the CPU. By ANDing
the destination IP address with a netmask in the entry,
and checking to see if there is a match with the IP address
in the entry, the default router table is searched. The
packet is then moved through the stack with the IS tag
appropriately configured, until it is switched to port 1 of
SOC 10(3). It is then checked to determine whether or
not the packet should go out as tag or untagged. De-
pending upon this information, the tagging fields may or
may not be removed. The interstack tag, however, is re-
moved by the appropriate egress 16 before the packet
leaves the stack.
[0155] In the above-described configurations of the in-
vention, the address lookups, trunk group indexing, etc.
result in the creation of a port bit map which is associated
with the particular packet, therefore indicating which
ports of the particular SOC 10 the packet will be sent out
on. The generation of the port bitmap, for example, will
ensure that DLFs will not result in the packet being sent
out on the same port on which it came in which is nec-
essary to prevent looping throughout a network and loop-
ing throughout a stack. It should also be noted that, as
mentioned previously, each SOC 10 can be configured

on a single semiconductor substrate, with all of the var-
ious tables being configured as two-dimensional arrays,
and the modules and control circuitry being a selected
configuration of transistors to implement the necessary
logic.
[0156] In order for the various parameters of each SOC
10 to be properly configurable, each SOC 10 must be
provided with a configuration register in order to enable
appropriate port configuration. The configuration register
includes a field for various parameters associated with
stacking. For example, the configuration register must
include a module ID field; so that the module ID for the
particular SOC 10 switch can be configured. Additionally,
the configuration register must include a field which can
programmed to indicate the number of modules in the
stack. It is necessary for the number of modules to be
known so that the stack count field in the interstack tag
can be appropriately set to n-1. The configuration register
must also include a field which will indicate whether or
not the gigabit port of a particular GPIC 30 is used as a
stacking link or an uplink. A simplex/duplex field is nec-
essary, so that it can be indicated whether or not the
stacking solution is a simplex configuration according to
Figure 21, or a duplex configuration according to Figures
22 and 23. Another field in the configuration register
should be a stacking module field, so that it can properly
be indicated whether the particular SOC 10 is used in a
stack, or in a stand alone configuration. SOC 10 switches
which are used in a stand alone configuration, of course,
will not insert an IS tag into incoming packets. The con-
figuration register is appropriately disposed to be config-
ured by CPU 52.
[0157] Additionally, although not illustrated with re-
spect to the stacking configurations, each SOC 10 is con-
figured to have on-chip CBP 50, and also off-chip GBP
60, as mentioned previously. Admission to either on-chip
memory or off-chip memory is performed in the same
manner in each chip, as is communication via the CPS
channel 80.

ARL Snoop Support

[0158] As mentioned previously, CMIC 40 acts as a
port on SOC 10, and enables the CPU 52 to access ARL
and L3 tables 21, 31, via lookups utilizing CPS channel
80. These lookups, however, require a significant amount
of CPU bandwidth, as well as creating additional traffic
on CPS channel 80. Such additional traffic can have the
effect of damaging switch performance. An aspect of the
present invention, therefore, relies upon the utilization of
snoop logic to snoop or inspect S channel 83 of CPS
channel 80 to determine when ARL insert messages or
ARL delete messages are placed on the S channel. As
mentioned previously, such insert and delete messages
are placed on the S channel for the purpose of synchro-
nizing ARL tables within a single SOC 10.
[0159] As shown in Figure 38, CMIC 40 of SOC 10
communicates with CPU 52 via, for example, a PCI bus.
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CPU 52 is in communication with system memory 54,
which is completely independent from CBP 50 and GBP
70, and is dedicated for CPU operations. System memory
54 can be appropriate DRAM, SRAM, SDRAM, or other
memory whose performance is matched to that which is
necessary for the particular application. SOC 10 can be
equipped with an ARL snoop controller43 which snoops
S channel 83 of CPS channel 80 for ARL insert and ARL
delete commands. The commands are sent directly to
system memory 54, therefore allowing CPU 52 to have
a local ARL table in memory 54. With this configuration,
when a CPU needs to access an ARL table of SOC 10,
it is not necessary to communicate through CMIC 40,
and it is therefore unnecessary to add traffic to CPS chan-
nel 80 in order to read from an ARL table 21 in SOC 10.
ARL snoop controller 43 performs DMA accesses into
system memory 54 in order to store messages from the
local ARL table therein. CPU 52 can enable ARL snoop
controller 43 by setting a particular enabling bit in the
controller.
[0160] Like the other aspects of SOC 10, ARL snoop
controller 43 can be configured as a series of transistors
on the silicon substrate which forms SOC 10. ARL snoop
controller 43 is configured to passively snoop or observe
S channel 83, and create a DMA operation whenever an
ARL insert or delete message is detected. This passive
snooping creates an ARL table within system memory
54 that is synchronized with the ARL tables within ARUL3
tables 21 and 31 within SOC 10. In an alternative em-
bodiment, however, ARL snoop controller 43 can be a
separate unit.
[0161] As mentioned previously, CPU 52 enables or
disables ARL snoop controller 43 through the setting or
resetting of a particular enable bit. ARL message trans-
fers through ARL snoop controller 43 can be tracked by
the CPU through the use of interrupts, ARL DMA mes-
sage count information, and an ARL DMA control/status
register. In one embodiment of the invention, the ARL
message size can be a fixed length of, for example, four
DWORDs, or another size which is sufficient to accom-
modate appropriate ARL insert/ARL delete messages. It
is also not necessary for the ARL DMA access discussed
herein to support DMA descriptors in memory, or chain-
ing.
[0162] Operational statistics for network switches such
as SOC 10 can be tracked with statistical counters, also
known as STAT counters. A separate set of STAT
counters are provided for each port on the switch, and
typically count such statistics as numbers of bytes re-
ceived, numbers of bytes transmitted, packets received,
packets dropped, etc. These counters are typically mon-
itored by the CPU, for the purposes of performance
measurement, reliability determinations, accounting in
"charge-by-the-bit" methods, etc. In typical STAT counter
configurations, a remote CPU such as CPU 52 must ac-
cess a system bus within the switch, arbitrate for the bus,
and access STAT counters for each port. Such a config-
uration requires a significant amount of CPU processing

associated with the bus access and arbitration, and STAT
counter access. After a request is sent for STAT counter
information, the CPU must hold or wait until an answer
is received. This access and holding requires a significant
amount of CPU time, even if actual data transfer does
not occur. In a situation where STAT information were
only being accessed for, for example, one or two ports,
the overhead would be minimal. It should be noted, how-
ever, that there may be as many as 20-60 STAT counters
for each port. In a complex switch such as SOC 10, there-
fore, where there can be 26 ports or more, then the op-
erations associated with gathering the STAT data is ex-
tremely CPU intensive. The present invention, therefore,
implements a STAT DMA (direct memory access) device
to periodically fetch STAT counter information from the
individual STAT counters and store the information in
system memory. CPU 52, therefore, must initiate the
STAT counting operation only once, and with a single
command. Once CPU 52 makes a request to the
STAT/DMA device, all of the STAT registers are read by
STAT gathering logic according to the invention, and
stored in high speed system memory. A timer is provided
to auto-update the system memory with updated data
from the STAT registers based upon a predetermined
time period. CPU 52 is therefore configured to access a
fixed location in system memory in order to determine
the STAT information for all of the ports on the switch.
No lookups nor searching is required, and therefore nu-
merous system bus accesses and "holds" by the CPU
are unnecessary. Fixed offsets can be used for each
STAT counter, so that as an example, STAT information
for counter 1 of port 1 can always be found in the same
location in system memory. A fixed section of system
memory, such as, for example, 6.5 K bytes in a particular
location, can be set aside for STAT counter information.
Implementing such a system on a network switch such
as SOC 10 requires STATs gathering logic which per-
forms a snoop function, DMA circuitry, and a timer. The
specific time out period for the timer is programmable,
based upon particular applications.
[0163] Referring to Figure 39, a configuration is shown
wherein CPU 52 communicates with SOC 10 through an
appropriate bus B and CMIC 40. CPU 52 is also in com-
munication with memory 54 via a memory bus 55. CPU
52 is capable of communicating with memory 54 through
ordinary communication via memory bus 55, and also
via DMA access which provides a high speed low latency
read/write access to the memory 54. SOC 10 is provided
with high speed STATs gathering logic 46, and a series
of STAT or statistics registers 45, which monitor statistics
regarding each of ports 13 and 15. Although SOC 10 is
disclosed herein as having a plurality of fast ethernet
ports 13 and gigabit ethernet ports 15, virtually any com-
bination of network interface ports can be provided. STAT
registers 45 are provided to monitor selected types of
activity on each of the ports. Referring to Figure 40,
STATs gathering circuitry 46 is connected to a system
bus such as CPS channel 80. STAT registers 45 are also
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connected to the system bus, and monitor appropriate
port activity. Memory 54 is provided with a fixed memory
area 54a, which stores STAT counter information therein,
for rapid access by CPU 52. When CPU 52 submits a
request to CPS channel 80 to initiate monitoring of the
STAT counters, STATs gathering circuitry 46 and timer
44 are activated. STATs gathering circuitry 46 accesses
STAT registers 45, and transmits the STAT register in-
formation to memory 54. The transmission can be per-
formed by DMA circuitry within STATs gathering circuitry
46, thereby enabling high speed low latency access to
memory 54. The STAT register information is recon-
structed in section 54a of memory 54. Time 44 is config-
ured to periodically initiate STATs gathering circuitry 46
to update the STAT register information contained in sec-
tion 54a of memory 54. The specific time out period for
timer 44 is programmable. As a result of this configura-
tion, therefore, after the process is initiated by a com-
mand from CPU 52, the information in STAT registers 45
regarding all of the STATs for all of the ports is essentially
reconstructed in section 54a of memory 54.
[0164] It should be noted that although Figure 40 illus-
trates STATs gathering circuitry 46 and timer 44 as being
separate modules within SOC 10, one or both of these
elements can be implemented as part of CMIC 40, or as
an integral part of a switch implementing STATs gather-
ing in this fashion.
[0165] CPU 52 can directly access memory 54 to read
section 54a to obtain specific information from the recon-
structed registers 45. In one embodiment of the invention,
a 32-bit register is provided, either within CMIC 40 or
STATs gathering circuitry 46, which identifies the actual
location of section 54a within memory 54. CMIC 40 pro-
vides CPU 52 with specific information which indicates
where individual per port counter information can be
found within section 54a.
[0166] Timer 44 can also be implemented as a specific
register within CMIC 40 having a timer value therein. The
timer value can indicate a number of clock cycles to wait
from the end of one scan of all of STAT registers 45 until
the beginning of a next scan. This auto update feature
can keep the CPUs memory updated with an appropri-
ately current set of values of all of the STAT registers,
with no CPU intervention.
[0167] CMIC 40 can also be provided with a register
which essentially acts as an active ports register for the
STAT registers. Bits in this register can be set to zero if
registers of a specific port are intended to be skipped,
rather than transmitted to section 54a. Bits which are set
to one indicate that the registers associated with the port
corresponding to that bit are intended to be copies to
section 54a.
[0168] The present invention, therefore, enables the
reconstruction of the STAT registers in system memory
with virtually no involvement by the CPU. In network
switches having a significant number of ports and where-
in a significant amount of.activity is monitored by STAT
counters, significant efficiency improvements can be re-

alized.
[0169] It should be noted that the above-discussed im-
plementation of the invention discusses a specific con-
figuration for a network switch being that of SOC 10. It
should be noted, however, that the elements of the in-
vention regarding the STAT registers, STATs gathering
circuitry, timer, DMA, and system memory, could be im-
plemented in a different type of network switch. Addition-
ally, although a configuration according to the present
invention utilizes elements which communicate via a sys-
tem bus such as CPS channel 80, and more specifically
via S-channel messages, other types of communication
interfaces between the various elements are still within
the spirit and scope of the present invention.
[0170] Referring to Figure 41, CMIC 40 acts as a sys-
tem memory interface for CPU 52. When conducting
DMA operations, CPU 52 or CMIC 40 seeks to directly
communicate with system memory 54. DMA information
handling is controlled by a series of "descriptors", which
typically contain CRC information, address and length,
and other information regarding the data being trans-
ferred. Once a DMA operation is initiated, the descriptors
are usually handled in sequence in a high performance
manner. CMIC 40, therefore, will typically fetch the next
sequential descriptor which is a predetermined offset
from the start of the previous descriptor address. De-
scriptors are typically of a fixed length, such as 24 bytes,
but can be of any length. By sequentially arranging the
descriptors, with the first descriptor beginning, for exam-
ple, at 0 and ending, for example, at location 24, then
with the second descriptor beginning at 25, and ending
at 48, processing of the descriptors can be very efficient.
However, since sequentially configured descriptors must
be placed in a fixed location, a large amount of memory
must be set aside for the descriptors, and this memory
may not all be effectively used. On the other hand, if an
insufficient amount of memory is set aside, there may
not be enough room for the descriptors. A sequential list
of descriptors is illustrated in Figure 39, wherein descrip-
tors D1, D2 and D3 are sequentially configured within
memory 54.
[0171] The limitations of sequential descriptors can be
overcome by utilizing a last address in a descriptor as a
pointer to a next address for the next descriptor. This
way, it is not necessary to have descriptors sequential
or to even have the descriptors located in a same general
area of memory. The pointer in the first descriptor will
point to an address of the next descriptor, so the device
seeking to access the descriptor such as CMIC 40 would
look at this pointer, and then go to the address identified
in the pointer to find the next descriptor. This configura-
tion provides a significant amount of flexibility since the
descriptors can be located anywhere in memory. Unfor-
tunately, however, the utilization of these pointers in-
volves a significant amount of system overhead, since
the address of the pointer must be read, and then the
address which is pointed to, for the next descriptor, must
be read.
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[0172] The present invention, therefore, seeks to cap-
italize on the high speed and high performance which is
provided by the sequential descriptors illustrated in Fig-
ures 42 and the pointer configuration discussed above.
The invention utilizes a new field in the DMA descriptor
which is referred to as a reload field or reload bit. When
this reload bit is not set, CMIC 40 or any other device
involved in the DMA will presume that the next descriptor
will be at the next sequential offset location, as illustrated
in Figure 42. However, if the reload bit is set, then the
device is configured to automatically look at memory off-
set 0, in order to determine the physical memory address
where the next descriptor is located. This offset, there-
fore, can act as the pointer mentioned above. The present
invention, therefore, provides the speed and efficiency
of the sequential descriptor configuration, and also pro-
vides the flexibility which is provided by the pointer con-
figuration.
[0173] In other words, CMIC 40 will typically always
fetch the next sequential descriptor at a predetermined
offset from the start of the previous descriptor address.
The reload bit will allow a next descriptor to be fetched
from a non-sequential descriptor memory address. When
the reload bit is set, CMIC 40 will process the next de-
scriptor from the address specific in the descriptor. In one
particular implementation, a chain bit or C bit is used to
determine if there is, in fact, a next descriptor. If the chain
bit is not set, it is determined that the descriptor which is
being read is the end of the chain, and CMIC 40 will not
access either a next sequential descriptor or any other
memory locations for a next descriptor.
[0174] Referring to Figure 43, descriptor D4 is located,
for example, at memory location X. In descriptor D4, the
chain bit is set to 1, indicating that there is a next descrip-
tor, and the reload bit is set to 0, indicating that the next
descriptor is in the next sequential memory location. The
next descriptor, descriptor D5, is such that the chain bit
is set to 1, indicating that it is not a last descriptor, and
the reload bit is also set to 1. CMIC 40 or the device
involved in the DMA will therefore look at the first memory
location in the descriptor offset to identify the memory
location for the next descriptor. In this example, descrip-
tor D6 is indicated in descriptor D5 as being located at
memory location A1. Since descriptor D6 has the chain
bit set to 1 and the reload bit set to 0, the DMA operation
presumes that the next descriptor is located at the mem-
ory offset which is immediately adjacent to descriptor D6.
Descriptor D7 has the chain bit set to 0 and the reload
bit set to 0, indicating that this is the last descriptor in the
chain.
[0175] An example of descriptor contents according to
the present invention, therefore, might be as follows, giv-
en 32-bit offsets:

Offset 0: this offset contains the physical memory
address where data should be transferred to or read
from, in the event that the reload bit is not set. If the
reload bit is set, this offset becomes a pointer, as

mentioned above.
Offset 1: can contain a significant amount of impor-
tant information regarding descriptor operations.
The specific contents of offset 1 could be as follows:

Bit 31: chain bit or C bit; if this bit is set to 1, the
next descriptor is valid. If this bit is set to 0, this
is the last valid descriptor in the chain.
Bits 30:28 are bits which contain information
regarding the COS value of the descriptor.
Bit 27 is the J bit; if this bit is set to 1, then the
descriptor is considered to be jumbo, and there-
fore be associated with an oversized data field.
Bits 26:25 are CRC bits, used for CRC error
correction.
Bits 24:23 are O bits. It should be noted that
the J bit, the CRC bits, and the O bits are only
used when transferring data from memory to the
CP channel.
Bits 22:19 are bits which are reserved for IP/IPX
information.
Bit 18 is the SG bit.
Bit 17 is the RLD or reload bit. If this bit is set
to 0, the next descriptor will be fetched sequen-
tially. If this bit is set to 1, CMIC 40 will look to
offset 0 in order to determine the 32 bit memory
address for the next descriptor.
Bits 16:0 contain the byte count.

Offset 2 contains the 32-bit port bit map. This offset,
therefore, indicates to CMIC 40 the potential ports
of SOC 10 which should receive the data from this
descriptor operation. The actual port bit map is com-
puted by CMIC 40 based upon COS queue availa-
bility, HOL blocking information, and other switch pa-
rameters.
Offset 3 contains a 32-bit untag bit map, which is
used during transfers to the CP channel.
Offset 4 is the status offset, which can be updated
by CMIC 40 to indicate whether the descriptor exe-
cution is completed, and to indicate the number of
bytes transferred. When receiving data from the CP
channel, the status register is also updated with
COS, E-bit, J bit, CRC bits, and S-bit, as received
by CMIC 40 from CPS channel 80.
Offset 5 can be, for example, an additional status
offset.

[0176] The present invention, as stated previously, en-
ables DMA operations to occur with the speed and effi-
ciency of the sequential descriptor configuration illustrat-
ed in Figure 42, yet allows the flexibility associated with
the pointer style descriptor configuration. The advantage
is a highly flexible DMA descriptor configuration, which
utilizes a chain bit and a reload bit to indicate the char-
acteristics of a present descriptor, and a location of a
subsequent descriptor.
[0177] Additionally, although not illustrated with re-

65 66 



EP 1 212 867 B1

35

5

10

15

20

25

30

35

40

45

50

55

spect to the stacking configurations, each SOC 10 is con-
figured to have on-chip CBP 50, and also off-chip GBP
60, as mentioned previously. Admission to either on-chip
memory or off-chip memory is performed in the same
manner in each chip, as is communication via the CPS
channel 80.
[0178] Although the invention has been described
based upon these preferred embodiments, it would be
apparent to those of skilled in the art that certain modifi-
cations, variations, and alternative constructions would
be apparent, while remaining within the scope of the in-
vention. For example, the specific configurations of pack-
et flow are discussed with respect to a switch configura-
tion such as that of SOC 10. It should be noted, however,
that other switch configurations could be used to take
advantage of the invention. In order to determine the
metes and bounds of the invention, therefore, reference
should be made to the appended claims.

Claims

1. A method of processing internal operations in a net-
work switch,
said method comprising the steps of:

constructing a lookup table in system memory,
by snooping a communication channel in a net-
work switch for lookup table information, and,
upon detection of lookup table information on
said communication channel, transmitting the
lookup table information to a remote system
memory (54), thereby constructing a lookup ta-
ble in the remote system memory (54); and
processing Direct Memory Access, DMA, oper-
ations by providing a DMA descriptor including
a reload field therein, processing the DMA de-
scriptor, and identifying a location of a next DMA
descriptor based upon a condition of the reload
field, wherein the lookup table in the remote sys-
tem memory (54) enables CPU access to the
lookup table without requiring communication
on the communication channel, and wherein the
condition of the reload field enables flexible DMA
descriptor handling.

2. The method as recited in claim 1, wherein the lookup
information includes at least one of lookup table in-
sert messages and lookup table delete messages.

3. A method as recited in claim 1, wherein, if said reload
field is set to a first condition, the next DMA descriptor
is located in a next sequential address location.

4. A method as recited in claim 1, said method com-
prising a step of addressing the lookup table via a
CPU.

5. A method as recited in claim 1, wherein when said
reload field is set to a second condition, a next DMA
descriptor location is determined based upon infor-
mation contained in a predetermined location.

6. A method as recited in claim 1, wherein said system
memory is dedicated for CPU operation.

7. A method as recited in claim 1, wherein said lookup
information synchronizes a plurality of lookup tables
within the network switch, and wherein transmitting
of the lookup table information to the remote system
memory (54) synchronizes the lookup table in the
remote system memory (54) with the plurality of
lookup tables.

8. A method of processing internal operations in a net-
work switch,
said method comprising the steps of:

constructing a lookup table in system memory,
by snooping a communication channel in a net-
work switch for lookup table information, and,
upon detection of address lookup table informa-
tion on said communication channel, transmit-
ting the lookup table information to a remote sys-
tem memory (54), thereby constructing a lookup
table in the remote system memory (54); moni-
toring port activity in the network switch, by stor-
ing port activity data in a statistics register on a
network switch, reading the port activity data
with a statistics gathering unit, transmitting the
port activity data directly to a remote system
memory (54), thereby reconstructing the statis-
tics register in the remote system memory (54),
and then accessing the remote system memory
(54) with a remote CPU (52) to read the recon-
structed statistics register.

9. A method as recited in claim 8, wherein the lookup
table
information includes at least one of lookup table in-
sert message and lookup table delete messages.

10. A method as recited in claim 8, wherein the port ac-
tivity data is transmitted via a Direct Memory Access,
DMA, operation.

11. A method as recited in claim 8, said method com-
prising a step of accessing the lookup table via a
CPU, to search for a selected address.

12. A method as recited in claim 8, said method further
comprising a step of repeatedly reading the port ac-
tivity data and transmitting the port activity data at
predetermined intervals.

13. A method as recited in claim 8, wherein said system

67 68 



EP 1 212 867 B1

36

5

10

15

20

25

30

35

40

45

50

55

memory is dedicated for CPU operation.

14. A method as recited in claim 8, wherein said prede-
termined interval is a predetermined number of sys-
tem clock cycles.

15. A method as recited in claim 8, wherein said lookup
information synchronizes a plurality of lookup tables
within the network switch, and wherein transmitting
of the lookup table information to the remote system
memory (54) synchronizes the lookup table in the
remote system memory (54) with the plurality of
lookup tables.

16. A method as recited in claim 8, wherein storing the
port activity data comprises storing the port activity
data in a plurality of statistics registers on a network
switch, wherein the port activity data is transmitted
to the remote system memory (54) to thereby recon-
struct the plurality of statistics registers in the remote
system memory (54), and wherein the remote CPU
(52) accesses the remote system memory to read
selected ones of the plurality of statistics registers.

17. A method of processing packets in a network switch,
said method comprising the steps of:

inserting a stack-specific tag into a packet;
processing the packet in a stack of network
switches in accordance with tag information in
the stack-specific tag; and
removing the stack-specific tag from the packet;
constructing an address lookup table for the net-
work switch in a system memory, said method
of constructing the address lookup table com-
prising the steps of snooping a communication
channel in a network switch of said stack of net-
work switches, for address lookup table infor-
mation being communicated thereupon, and up-
on detection of address lookup table information
on said communication channel, transmitting
the address lookup table information to a remote
system memory (54), thereby constructing an
address lookup table in the remote system mem-
ory (54);
processing Direct Memory Access, DMA, oper-
ations by providing a DMA descriptor including
a reload field therein, processing the DMA de-
scriptor, and identifying a location of a next DMA
descriptor based upon a condition of the reload
field,
wherein the lookup table in remote system mem-
ory (54) enables CPU access to the lookup table
without requiring communication on the commu-
nication channel, and wherein the condition of
the reload field enables flexible DMA descriptor
handling.

18. A method as recited in claim 17, wherein said stack-
specific tag includes information relating to at least
one of stack count, trunk group information, and mir-
roring information.

19. A method as recited in claim 17, wherein the process-
ing step further comprises forwarding the packet to
a mirroring port in accordance with mirroring infor-
mation in the stack-specific tag.

20. A method as recited in claim 19, wherein the step of
forwarding to the mirroring port includes a step of
selectively forwarding the packet to a destination port
in accordance with the mirroring information.

21. A method as recited in claim 20, wherein the mirror-
ing information includes a first field containing a mir-
roring indicator and a second field including a desti-
nation indicator indicating whether the packet is to
be sent to the destination port.

22. A method as recited in claim 17, wherein the process-
ing step further comprises processing trunk group
information in the stack-specific tag, said trunk group
information controlling port selection among network
switches in the stack.

23. A method as recited in claim 22, wherein the process-
ing step processes information relating to a trunk
group associated with a source port.

24. A method as recited in claim 22, wherein the process-
ing step processes information relating to a trunk
group associated with a destination port.

25. A method as recited in claim 22, wherein said
processing step includes processing information in
the stack-specific tag regarding whether one of a
source port and a destination port is part of a trunk
group, and information regarding selecting commu-
nication ports associated with the trunk group.

26. A method as recited in claim 25, wherein said
processing step further comprises processing infor-
mation regarding selected communication ports as-
sociated with trunk groups including specific trunk
information and specific trunk port selection informa-
tion.

27. A method as recited in claim 17, wherein said ad-
dress lookup information includes at least one of ad-
dress lookup table insert messages and address
lookup table delete messages.

28. A method as recited in claim 17, said method further
comprising a step of accessing the address lookup
table via a CPU, to search for a selected address.

69 70 



EP 1 212 867 B1

37

5

10

15

20

25

30

35

40

45

50

55

29. A method as recited in claim 17, wherein said system
memory is dedicated for CPU operation.

30. A method as recited in claim 17, wherein said ad-
dress lookup table information synchronizes a plu-
rality of address lookup tables within the network
switch, and wherein transmitting the address lookup
table information to the remote system memory (54)
synchronizes the address lookup table in the remote
system memory (54) with the plurality of address ta-
bles.

31. A method of processing packets in a network switch,
said method comprising the steps of:

inserting a stack-specific tag into a packet;
processing the packet in a stack of network
switches in accordance with tag information in
the stack-specific tag; and
removing the stack-specific tag from the packet;
constructing an address lookup table for the net-
work switch in a system memory, said method
of constructing the address lookup table com-
prising the steps of snooping a communication
channel in a network switch of said stack of net-
work switches, for address lookup table infor-
mation being communicated thereupon, and up-
on detection of address lookup table information
on said communication channel, transmitting
the address lookup table information to a remote
system memory (54), thereby constructing an
address lookup table in the remote system mem-
ory (54); and
monitoring port activity in the network switch, by
storing port activity data in a statistics register
on a network switch, reading the port activity da-
ta with a statistics gathering unit, transmitting
the port activity data directly to a remote system
memory (54), thereby reconstructing the statis-
tics register in the remote system memory (54),
and then accessing the remote system memory
(54) with a remote CPU (52) to read the recon-
structed statistics register.

32. A method as recited in claim 31, wherein the lookup
table information includes at least one of lookup table
insert message and lookup table delete messages.

33. A method as recited in claim 31, wherein the port
activity data is transmitted via a Direct Memory Ac-
cess, DMA, operation.

34. A method as recited in claim 31, said method com-
prising a step of accessing the lookup table via a
CPU, to search for a selected address.

35. A method as recited in claim 31, said method further
comprising a step of repeatedly reading the port ac-

tivity data and transmitting the port activity data at
predetermined intervals.

36. A method as recited in claim 31, wherein said system
memory is dedicated for CPU operation.

37. A method as recited in claim 31, wherein said pre-
determined interval is a predetermined number of
system clock cycles.

38. A method as recited in claim 31, wherein said lookup
information synchronizes a plurality of lookup tables
within the network switch, and wherein transmitting
of the lookup table information to the remote system
memory synchronizes the lookup table in the remote
system memory (54) with the plurality of lookup ta-
bles.

39. A method as recited in claim 31, wherein storing the
port activity data comprises storing the port activity
data in a plurality of statistics registers on a network
switch, wherein the port activity data is transmitted
to the remote system memory to thereby reconstruct
the plurality of statistics registers in the remote sys-
tem memory (54), and wherein the remote CPU (52)
accesses the remote system memory to read select-
ed ones of the plurality of statistics registers.

40. A network switch for handling packets, said network
switch comprising:

at least one lookup table (21, 31) therein, said
lookup table (21, 31) being constructed based
upon lookup messages transmitted over an in-
ternal communication channel (80);
snoop logic (43) connected to a remote system
memory (54), said snoop logic (43) also being
connected to the internal communication chan-
nel (80) to detect lookup table information being
transmitted on said channel, and transmit said
lookup
table information to said remote system memory
(54), wherein said snoop logic (43) creates a
duplicate lookup table in said remote system
memory (54) for direct memory access by a re-
mote CPU (52); and
a Direct Memory Access, DMA, unit containing
DMA descriptor information therein, said DMA
descriptor information including a reload field;
a DMA processing unit for processing said DMA
descriptor information, said DMA processing
unit identifying a location of a next DMA descrip-
tor based upon a condition of the reload field,
said DMA unit and said DMA processing unit
enabling efficient access to said remote system
memory (54).

41. A network switch for handling packets, said network
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switch comprising:

at least one lookup table (21, 31) therein, said
lookup table (21, 31) being constructed based
upon lookup messages transmitted over an in-
ternal communication channel (80);
snoop logic (43) connected to a remote system
memory (54), said snoop logic (43) also being
connected to the internal communication chan-
nel (80) to detect lookup table information being
transmitted on said channel, and transmit said
lookup
table information to said remote system memory
(54), wherein said snoop logic (43) creates a
duplicate lookup table in said remote system
memory (54) for direct memory access by a re-
mote CPU (52);
a data port for communicating with a data net-
work;
a statistics counter connected to said data port
for monitoring operational parameters associat-
ed with the data port, said statistics counter in-
cluding statistics registers therein; and
a statistics gathering circuit connected to said
statistics counter for reading the statistics reg-
isters and for directly transmitting data from the
statistics registers to the remote system memory
(54).

42. A network switch, comprising:

a tag insertion unit for inserting a stack specific
tag into a packet;
a processing unit for processing the packet in a
stack of network switches in accordance with
tag information in the stack-specific tag;
a removing unit for removing the stack-specific
tag from the packet when the packet is being
switched to a destination port;
at least one lookup table (21, 31), said lookup
table (21, 31) being constructed based upon
lookup messages transmitted over an internal
communication channel (80) in said network
switch;
snoop logic (43) connected to a remote system
memory (54), said snoop logic (43) also being
connected to the internal communication chan-
nel (80) to detect lookup table information being
transmitted on said channel, and transmit said
lookup table information to said remote system
memory (54), wherein said snoop logic (43) cre-
ates a duplicate lookup table in said remote sys-
tem memory (54) for direct memory access by
a remote CPU (52);
a Direct Memory Access, DMA, unit containing
DMA descriptor information therein, said DMA
descriptor information including a reload field;
and

a DMA processing unit for processing said DMA
descriptor information, said processing unit
identifying a location of a next DMA descriptor
based upon a condition of the reload field, said
DMA unit and said DMA processing unit working
in conjunction with the remote system memory
(54).

43. A network switch, comprising:

a tag insertion unit for inserting a stack specific
tag into a packet;
a processing unit for processing the packet in a
stack of network switches in accordance with
tag information in the stack-specific tag;
a removing unit for removing the stack-specific
tag from the packet when the packet is being
switched to a destination port;
at least one lookup table (21, 31) therein, said
lookup table (21, 31) being constructed based
upon lookup messages transmitted over an in-
ternal communication channel (80);
snoop logic (43) connected to a remote system
memory (54), said snoop logic (43) also being
connected to the internal communication chan-
nel (80) to detect lookup table information being
transmitted on said channel, and transmit said
lookup table information to said remote system
memory (54), wherein said snoop logic (43) cre-
ates a duplicate lookup table in said remote sys-
tem memory (54) for direct memory access by
a remote CPU (52);
a data port for communicating with a data net-
work;
a statistics counter connected to said data port
for monitoring operational parameters associat-
ed with the data port, said statistics counter in-
cluding statistics registers therein; and
a statistics gathering circuit connected to said
statistics counter for reading the statistics reg-
isters and for directly transmitting data from the
statistics registers to a remote system memory
(54).

Patentansprüche

1. Verfahren zum Verarbeiten interner Operationen in
einem Netzwerk-Switch, wobei das Verfahren die
folgenden Schritte umfasst:

Errichten einer Nachschlagetabelle in einem Sy-
stemspeicher durch Durchsuchen (snooping)
eines Kommunikationskanals in einem Netz-
werk-Switch nach Nachschlagetabellen-Infor-
mationen und, nach Ermitteln von Nachschla-
getabellen-Informationen in dem Kommunikati-
onskanal, Senden der Nachschlagetabellen-In-
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formationen an einen fernen Systemspeicher
(54), wodurch in dem fernen Systemspeicher
(54) eine Nachschlagetabelle errichtet wird; und
Verarbeiten von direkten Speicherzugriffs (Di-
rect Memory Access; DMA) -Operationen durch
Bereitstellen eines DMA-Deskriptors mit einem
darin enthaltenen Nachladefeld, Verarbeiten
des DMA-Deskriptors, und Identifizieren einer
Stelle eines nächsten DMA-Deskriptors basie-
rend auf einem Zustand des Nachladefeldes,
wobei die Nachschlagetabelle in dem fernen Sy-
stemspeicher (54) CPU-Zugriff auf die Nach-
schlagetabelle ermöglicht, ohne Kommunikati-
on auf dem Kommunikationskanal zu benötigen,
und wobei der Zustand des Nachladefeldes eine
flexible DMA-Deskriptor-Handhabung ermög-
licht.

2. Verfahren nach Anspruch 1, wobei die Nachschla-
geinformationen wenigstens eines von Nachschla-
getabellen-Einfügenachrichten und Nachschlageta-
bellen-Entfernungsnachrichten enthalten.

3. Verfahren nach Anspruch 1, wobei, wenn das Nach-
ladefeld auf einen ersten Zustand gesetzt ist, der
nächste DMA-Deskriptor sich an einer nächstfolgen-
den Adressstelle befindet.

4. Verfahren nach Anspruch 1, wobei das Verfahren
den Schritt des Adressierens der Nachschlagetabel-
le über eine CPU umfasst.

5. Verfahren nach Anspruch 1, wobei, wenn das Nach-
ladefeld auf einen zweiten Zustand gesetzt ist, eine
nächste DMA-Deskriptorstelle basierend auf Infor-
mationen, die an einer vorgegebenen Stelle enthal-
ten sind, ermittelt wird.

6. Verfahren nach Anspruch 1, wobei der Systemspei-
cher für CPU-Operationen bestimmt ist.

7. Verfahren nach Anspruch 1, wobei die Nachschla-
geinformationen eine Vielzahl von Nachschlageta-
bellen in dem Netzwerk-Switch synchronisieren, und
wobei das Senden der Nachschlagetabellen-Infor-
mationen an den fernen Systemspeicher (54) die
Nachschlagetabelle in dem fernen Systemspeicher
(54) mit der Vielzahl von Nachschlagetabellen syn-
chronisiert.

8. Verfahren zum Verarbeiten interner Operationen in
einem Netzwerk-Switch, wobei das Verfahren die
folgenden Schritte umfasst:

Errichten einer Nachschlagetabelle in einem Sy-
stemspeicher durch Durchsuchen (snooping)
eines Kommunikationskanals in einem Netz-
werk-Switch nach Nachschlagetabellen-Infor-

mationen und, nach Ermitteln von Nachschla-
getabellen-Informationen in dem Kommunikati-
onskanal, Senden der Nachschlagetabellen-In-
formationen an einen fernen Systemspeicher
(54), wodurch in dem fernen Systemspeicher
(54) eine Nachschlagetabelle errichtet wird;
Überwachen von Portaktivität in dem Netzwerk-
Switch durch Speichern von Portaktivitätsdaten
in einem Statistikregister auf einem Netzwerk-
Switch, Lesen der Portaktivitätsdaten mit einer
Statistik-Erfassungseinheit, Senden der Portak-
tivitätsdaten direkt an einen fernen Systemspei-
cher (54), wodurch das Statistikregister in dem
fernen Systemspeicher (54) rekonstruiert wird,
und dann Zugreifen auf den fernen Systemspei-
cher (54) mit einer fernen CPU (52), um das re-
konstruierte Statistikregister zu lesen.

9. Verfahren nach Anspruch 8, wobei die Nachschla-
getabellen-Informationen wenigstens eines von
Nachschlagetabellen-Einfügenachrichten und
Nachschlagetabellen-Entfernungsnachrichten ent-
halten.

10. Verfahren nach Anspruch 8, wobei die Portaktivitäts-
daten über eine direkte Speicherzugriffs (Direct Me-
mory Access; DMA) -Operation gesendet werden.

11. Verfahren nach Anspruch 8, wobei das Verfahren
den Schritt des Zugreifens auf die Nachschlageta-
belle über eine CPU umfasst, um eine ausgewählte
Adresse zu suchen.

12. Verfahren nach Anspruch 8, wobei das Verfahren
des Weiteren den Schritt des wiederholten Lesens
der Portaktivitätsdaten und des Sendens der Portak-
tivitätsdaten zu vorgegebenen Intervallen umfasst.

13. Verfahren nach Anspruch 8, wobei der Systemspei-
cher für CPU-Operationen bestimmt ist.

14. Verfahren nach Anspruch 8, wobei das vorgegebene
Intervall eine vorgegebene Anzahl von Systemtakt-
zyklen ist.

15. Verfahren nach Anspruch 8, wobei die Nachschla-
geinformationen eine Vielzahl von Nachschlageta-
bellen in dem Netzwerk-Switch synchronisieren, und
wobei das Senden der Nachschlagetabellen-Infor-
mationen an den fernen Systemspeicher (54) die
Nachschlagetabelle in dem fernen Systemspeicher
(54) mit der Vielzahl von Nachschlagetabellen syn-
chronisiert.

16. Verfahren nach Anspruch 8, wobei das Speichern
der Portaktivitätsdaten das Speichern der Portakti-
vitätsdaten in einer Vielzahl von Statistikregistern
auf einem Netzwerk-Switch umfasst, wobei die
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Portaktivitätsdaten an den fernen Systemspeicher
(54) gesendet werden, um dadurch die Vielzahl von
Statistikregistern in dem fernen Systemspeicher (54)
zu rekonstruieren, und wobei die ferne CPU (52) auf
den fernen Systemspeicher zugreift, um ausgewähl-
te der Vielzahl von Statistikregistern zu lesen.

17. Verfahren zum Verarbeiten von Paketen in einem
Netzwerk-Switch, wobei das Verfahren die folgen-
den Schritte umfasst:

Einfügen eines stapelspezifischen Tags (Kenn-
zeichen) in ein Paket;
Verarbeiten des Pakets in einem Stapel von
Netzwerk-Switches gemäß Tag-Informationen
in dem stapelspezifischen Tag; und
Entfernen des stapelspezifischen Tags aus dem
Paket;
Errichten einer Adressnachschlagetabelle für
den Netzwerk-Switch in einem Systemspeicher,
wobei das Verfahren des Errichtens der
Adressnachschlagetabelle die Schritte des
Durchsuchens (snooping) eines Kommunikati-
onskanals in einem Netzwerk-Switch des Sta-
pels von Netzwerk-Switches nach Adressnach-
schlagetabellen-Informationen umfasst, die
darauf kommuniziert werden, und, nach Ermit-
teln von Adressnachschlagetabellen-Informa-
tionen in dem Kommunikationskanal, des Sen-
dens der Adressnachschlagetabellen-Informa-
tionen an einen fernen Systemspeicher (54),
wodurch in dem fernen Systemspeicher (54) ei-
ne Adressnachschlagetabelle errichtet wird;
Verarbeiten von direkten Speicherzugriffs (Di-
rect Memory Access; DMA) -Operationen durch
Bereitstellen eines DMA-Deskriptors mit einem
darin enthaltenen Nachladefeld, Verarbeiten
des DMA-Deskriptors, und Identifizieren einer
Stelle eines nächsten DMA-Deskriptors basie-
rend auf einem Zustand des Nachladefeldes,
wobei die Nachschlagetabelle in dem fernen Sy-
stemspeicher (54) CPU-Zugriff auf die Nach-
schlagetabelle ermöglicht, ohne Kommunikati-
on auf dem Kommunikationskanal zu benötigen,
und wobei der Zustand des Nachladefeldes eine
flexible DMA-Deskriptor-Handhabung ermög-
licht.

18. Verfahren nach Anspruch 17, wobei das stapelspe-
zifische Tag Informationen enthält, die sich auf we-
nigstens eines beziehen von Stapelzählung, Lei-
tungsbündelinformationen und Spiegelungsinfor-
mationen.

19. Verfahren nach Anspruch 17, wobei der Schritt des
Verarbeitens des Weiteren das Weiterleiten des Pa-
kets an einen Spiegelungsport gemäß Spiegelungs-
informationen in dem stapelspezifischen Tag um-

fasst.

20. Verfahren nach Anspruch 19, wobei der Schritt des
Weiterleitens an den Spiegelungsport den Schritt
des selektiven Weiterleitens des Pakets an einen
Zielport gemäß den Spiegelungsinformationen um-
fasst.

21. Verfahren nach Anspruch 20, wobei die Spiege-
lungsinformationen ein erstes Feld mit einem Spie-
gelungsindikator und ein zweites Feld mit einem Zie-
lindikator enthalten, der anzeigt, ob das Paket an
den Zielport zu senden ist.

22. Verfahren nach Anspruch 17, wobei der Schritt des
Verarbeitens des Weiteren das Verarbeiten von Lei-
tungsbündelinformationen in dem stapelspezifi-
schen Tag umfasst, wobei die Leitungsbündelinfor-
mationen die Portauswahl unter Netzwerk-Switches
in dem Stapel steuern.

23. Verfahren nach Anspruch 22, wobei der Schritt des
Verarbeitens Informationen verarbeitet, die sich auf
ein Leitungsbündel beziehen, das mit einem Quell-
port assoziiert ist.

24. Verfahren nach Anspruch 22, wobei der Schritt des
Verarbeitens Informationen verarbeitet, die sich auf
ein Leitungsbündel beziehen, das mit einem Zielport
assoziiert ist.

25. Verfahren nach Anspruch 22, wobei der Schritt des
Verarbeitens das Verarbeiten von Informationen in
dem stapelspezifischen Tag umfasst hinsichtlich
dessen, ob einer eines Quellports und eines Ziel-
ports Teil eines Leitungsbündels ist, und Informatio-
nen hinsichtlich des Auswählens von Kommunikati-
onsports, die mit dem Leitungsbündel assoziiert
sind.

26. Verfahren nach Anspruch 25, wobei der Schritt des
Verarbeitens des Weiteren das Verarbeiten von In-
formationen hinsichtlich ausgewählter Kommunika-
tionsports umfasst, die mit Leitungsbündeln assozi-
iert sind, die spezifische Leitungsbündelinformatio-
nen und spezifische Leitungsbündel-Auswahlinfor-
mationen enthalten.

27. Verfahren nach Anspruch 17, wobei die
Adressnachschlageinformationen wenigstens eines
enthalten von Adressnachschlagetabellen-Einfü-
genachrichten und Adressnachschlagetabellen-
Entfernungsnachrichten.

28. Verfahren nach Anspruch 17, wobei das Verfahren
des Weiteren den Schritt des Zugreifens auf die
Adressnachschlagetabelle über eine CPU umfasst,
um nach einer ausgewählten Adresse zu suchen.
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29. Verfahren nach Anspruch 17, wobei der System-
speicher für CPU-Operationen bestimmt ist.

30. Verfahren nach Anspruch 17, wobei die
Adressnachschlagetabellen-Informationen eine
Vielzahl von Adressnachschlagetabellen in dem
Netzwerk-Switch synchronisieren, und wobei das
Senden der Adressnachschlagetabellen-Informatio-
nen an den fernen Systemspeicher (54) die
Adressnachschlagetabelle in dem fernen System-
speicher (54) mit der Vielzahl von Adresstabellen
synchronisiert.

31. Verfahren zum Verarbeiten von Paketen in einem
Netzwerk-Switch, wobei das Verfahren die folgen-
den Schritte umfasst:

Einfügen eines stapelspezifischen Tags in ein
Paket;
Verarbeiten des Pakets in einem Stapel von
Netzwerk-Switches gemäß Tag-Informationen
in dem stapelspezifischen Tag; und
Entfernen des stapelspezifischen Tags aus dem
Paket;
Errichten einer Adressnachschlagetabelle für
den Netzwerk-Switch in einem Systemspeicher,
wobei das Verfahren des Errichtens der
Adressnachschlagetabelle die Schritte des
Durchsuchens eines Kommunikationskanals in
einem Netzwerk-Switch des Stapels von Netz-
werk-Switches nach Adressnachschlagetabel-
len-Informationen umfasst, die darauf kommu-
niziert werden, und, nach Ermitteln von
Adressnachschlagetabellen-Informationen in
dem Kommunikationskanal, des Sendens der
Adressnachschlagetabellen-Informationen an
einen fernen Systemspeicher (54), wodurch in
dem fernen Systemspeicher (54) eine
Adressnachschlagetabelle errichtet wird; und
Überwachen von Portaktivität in dem Netzwerk-
Switch durch Speichern von Portaktivitätsdaten
in einem Statistikregister auf einem Netzwerk-
Switch, Lesen der Portaktivitätsdaten mit einer
Statistik-Erfassungseinheit, Senden der Portak-
tivitätsdaten direkt an einen fernen Systemspei-
cher (54), wodurch das Statistikregister in dem
fernen Systemspeicher (54) rekonstruiert wird,
und dann Zugreifen auf den fernen Systemspei-
cher (54) mit einer fernen CPU (52), um das re-
konstruierte Statistikregister zu lesen.

32. Verfahren nach Anspruch 31, wobei die Nachschla-
getabellen-Informationen wenigstens eines von
Nachschlagetabellen-Einfügenachrichten und
Nachschlagetabellen-Entfernungsnachrichten ent-
halten.

33. Verfahren nach Anspruch 31, wobei die Portaktivi-

tätsdaten über eine direkte Speicherzugriffs (Direct
Memory Access; DMA) -Operation gesendet wer-
den.

34. Verfahren nach Anspruch 31, wobei das Verfahren
den Schritt des Zugreifens auf die Nachschlageta-
belle über eine CPU umfasst, um nach einer ausge-
wählten Adresse zu suchen.

35. Verfahren nach Anspruch 31, wobei das Verfahren
des Weiteren den Schritt des wiederholten Lesens
der Portaktivitätsdaten und des Sendens der Portak-
tivitätsdaten zu vorgegebenen Intervallen umfasst.

36. Verfahren nach Anspruch 31, wobei der System-
speicher für CPU-Operationen bestimmt ist.

37. Verfahren nach Anspruch 31, wobei das vorgege-
bene Intervall eine vorgegebene Anzahl von Sy-
stemtaktzyklen ist.

38. Verfahren nach Anspruch 31, wobei die Nachschla-
geinformationen eine Vielzahl von Nachschlageta-
bellen in dem Netzwerk-Switch synchronisieren, und
wobei das Senden der Nachschlagetabellen-Infor-
mationen an den fernen Systemspeicher (54) die
Nachschlagetabelle in dem fernen Systemspeicher
(54) mit der Vielzahl von Nachschlagetabellen syn-
chronisiert.

39. Verfahren nach Anspruch 31, wobei das Speichern
der Portaktivitätsdaten das Speichern der Portakti-
vitätsdaten in einer Vielzahl von Statistikregistern
auf einem Netzwerk-Switch umfasst, wobei die
Portaktivitätsdaten an den fernen Systemspeicher
(54) gesendet werden, um dadurch die Vielzahl von
Statistikregistern in dem fernen Systemspeicher (54)
zu rekonstruieren, und wobei die ferne CPU (52) auf
den fernen Systemspeicher zugreift, um ausgewähl-
te der Vielzahl von Statistikregistern zu lesen.

40. Netzwerk-Switch zum Handhaben von Paketen, wo-
bei der Netzwerk-Switch aufweist:

wenigstens eine Nachschlagetabelle (21, 31),
wobei die Nachschlagetabelle (21, 31) basie-
rend auf Nachschlagenachrichten errichtet wird,
die über einen internen Kommunikationskanal
(80) gesendet werden;
Durchsuchungslogik (43), die mit einem fernen
Systemspeicher (54) verbunden ist, wobei die
Durchsuchungslogik (43) auch mit dem internen
Kommunikationskanal (80) verbunden ist, um
Nachschlagetabellen-Informationen zu ermit-
teln, die auf dem Kanal gesendet werden, und
die Nachschlagetabellen-Informationen an den
fernen Systemspeicher (54) zu senden, wobei
die Durchsuchungslogik (43) eine Duplikat-
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Nachschlagetabelle in dem fernen Systemspei-
cher (54) zum direkten Speicherzugriff durch ei-
ne ferne CPU (52) erzeugt; und
eine direkte Speicherzugriffs (Direct Memory
Access; DMA) - Einheit mit darin enthaltenen
DMA-Deskriptorinformationen, wobei die DMA-
Deskriptorinformationen ein Nachladefeld ent-
halten;
eine DMA-Verarbeitungseinheit zum Verarbei-
ten der DMA-Deskriptorinformationen, wobei
die DMA-Verarbeitungseinheit eine Stelle eines
nächsten DMA-Deskriptors basierend auf ei-
nem Zustand des Nachladefeldes identifiziert,
wobei die DMA-Einheit und die DMA-Verarbei-
tungseinheit effizienten Zugriff auf den fernen
Systemspeicher (54) ermöglichen.

41. Netzwerk-Switch zum Handhaben von Paketen, wo-
bei der Netzwerk-Switch aufweist:

wenigstens eine Nachschlagetabelle (21, 31),
wobei die Nachschlagetabelle (21, 31) basie-
rend auf Nachschlagenachrichten errichtet wird,
die über einen internen Kommunikationskanal
(80) gesendet werden;
Durchsuchungslogik (43), die mit einem fernen
Systemspeicher (54) verbunden ist, wobei die
Durchsuchungslogik (43) auch mit dem internen
Kommunikationskanal (80) verbunden ist, um
Nachschlagetabellen-Informationen zu ermit-
teln, die auf dem Kanal gesendet werden, und
die Nachschlagetabellen-Informationen an den
fernen Systemspeicher (54) zu senden, wobei
die Durchsuchungslogik (43) eine Duplikat-
Nachschlagetabelle in dem fernen Systemspei-
cher (54) zum direkten Speicherzugriff durch ei-
ne ferne CPU (52) erzeugt;
einen Datenport zum Kommunizieren mit einem
Datennetzwerk;
einen Statistikzähler, der mit dem Datenport ver-
bunden ist, um Betriebsparameter zu überwa-
chen, die mit dem Datenport assoziiert sind, wo-
bei der Statistikzähler Statistikregister enthält;
und
eine Statistikerfassungsschaltung, die mit dem
Statistikzähler verbunden ist, um die Statistikre-
gister zu lesen und Daten direkt von den Stati-
stikregistern zu dem fernen Systemspeicher
(54) zu senden.

42. Netzwerk-Switch, der aufweist:

eine Tag-Einfügeeinheit zum Einfügen eines
stapelspezifischen Tags in ein Paket;
eine Verarbeitungseinheit zum Verarbeiten des
Pakets in einem Stapel von Netzwerk-Switches
gemäß Tag-Informationen in dem stapelspezi-
fischen Tag;

eine Entfernungseinheit zum Entfernen des sta-
pelspezifischen Tags aus dem Paket, wenn das
Paket an einen Ziel port geschaltet wird;
wenigstens eine Nachschlagetabelle (21, 31),
wobei die Nachschlagetabelle (21, 31) basie-
rend auf Nachschlagenachrichten, die über ei-
nen internen Kommunikationskanal (80) in dem
Netzwerk-Switch gesendet werden, konstruiert
wird;
Durchsuchungslogik (43), die mit einem fernen
Systemspeicher (54) verbunden ist, wobei die
Durchsuchungslogik (43) auch mit dem internen
Kommunikationskanal (80) verbunden ist, um
Nachschlagetabellen-Informationen zu ermit-
teln, die auf dem Kanal gesendet werden, und
die Nachschlagetabelleninformationen an den
fernen Systemspeicher (54) zu senden, wobei
die Durchsuchungslogik (43) eine Duplikat-
Nachschlagetabelle in dem fernen Systemspei-
cher (54) zum direkten Speicherzugriff durch ei-
ne ferne CPU (52) erzeugt;
eine direkte Speicherzugriffs (Direct Memory
Access; DMA) - Einheit mit darin enthaltenen
DMA-Deskriptorinformationen; und
eine DMA-Verarbeitungseinheit zum Verarbei-
ten der DMA-Deskriptorinformationen, wobei
die Verarbeitungseinheit eine stelle eines näch-
sten DMA-Deskriptors basierend auf einem Zu-
stand des Nachladefeldes identifiziert, wobei die
DMA-Einheit und die DMA-Verarbeitungsein-
heit in Zusammenhang mit dem fernen System-
speicher (54) arbeiten.

43. Netzwerk-Switch, der aufweist:

eine Tag-Einfügeeinheit zum Einfügen eines
stapelspezifischen Tags in ein Paket;
eine Verarbeitungseinheit zum Verarbeiten des
Pakets in einem Stapel von Netzwerk-Switches
gemäß Tag-Informationen in dem stapelspezi-
fischen Tag;
eine Entfernungseinheit zum Entfernen des sta-
pelspezifischen Tags aus dem Paket, wenn das
Paket an einen Zielport geschaltet wird;
wenigstens eine Nachschlagetabelle (21, 31),
wobei die Nachschlagetabelle (21, 31) basie-
rend auf Nachschlagenachrichten, die über ei-
nen internen Kommunikationskanal (80) gesen-
det werden, konstruiert wird;
Durchsuchungslogik (43), die mit einem fernen
Systemspeicher (54) verbunden ist, wobei die
Durchsuchungslogik (43) auch mit dem internen
Kommunikationskanal (80) verbunden ist, um
Nachschlagetabellen-Informationen zu ermit-
teln, die auf dem Kanal gesendet werden, und
die Nachschlagetabellen-Informationen an den
fernen Systemspeicher (54) zu senden, wobei
die Durchsuchungslogik (43) eine Duplikat-
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Nachschlagetabelle in dem fernen Systemspei-
cher (54) zum direkten Speicherzugriff durch ei-
ne ferne CPU (52) erzeugt;
einen Datenport zum Kommunizieren mit einem
Datennetzwerk;
einen Statistikzähler, der mit dem Datenport ver-
bunden ist, um Betriebsparameter zu überwa-
chen, die mit dem Datenport assoziiert sind, wo-
bei der Statistikzähler Statistikregister enthält;
und
eine Statistikerfassungsschaltung, die mit dem
Statistikzähler verbunden ist, um die Statistikre-
gister zu lesen und Daten direkt von den Stati-
stikregistern zu einem fernen Systemspeicher
(54) zu senden.

Revendications

1. Procédé de traitement d’opérations internes dans un
commutateur réseau, ledit procédé comprenant les
étapes de :

construction d’une table de recherche dans une
mémoire système, par une surveillance de trafic
d’un canal de communication dans un commu-
tateur réseau pour une information de table de
recherche, et, à la détection d’une information
de table de recherche sur ledit canal de com-
munication, transmission de l’information de ta-
ble de recherche à une mémoire système dis-
tante (54), construisant ainsi une table de re-
cherche dans la mémoire système distante
(54) ; et
traitement d’opérations d’accès direct à la mé-
moire, DMA, en prévoyant un descripteur DMA
incluant un champ de rechargement dans celui-
ci, traitement du descripteur DMA et identifica-
tion d’un emplacement d’un descripteur DMA
suivant sur la base d’une condition du champ
de rechargement,
dans lequel la table de recherche dans la mé-
moire système distante (54) donne à l’UC accès
à la table de recherche sans nécessité d’une
communication sur le canal de communication,
et dans lequel la condition du champ de rechar-
gement permet une manipulation flexible du
descripteur DMA.

2. Procédé selon la revendication 1, dans lequel l’in-
formation de recherche inclut au moins l’un de mes-
sages d’insertion dans la table de recherche et de
messages de suppression de la table de recherche.

3. Procédé selon la revendication 1, dans lequel, si ledit
champ de rechargement est fixé à une première con-
dition, le descripteur DMA suivant est situé dans un
emplacement d’adresse séquentiel suivant.

4. Procédé selon la revendication 1, ledit procédé com-
prenant une étape d’adressage de la table de re-
cherche par l’intermédiaire d’une UC.

5. Procédé selon la revendication 1, dans lequel, lors-
que ledit champ de rechargement est fixé à une
deuxième condition, un emplacement de descripteur
DMA suivant est déterminé sur la base d’une infor-
mation contenue dans un emplacement prédétermi-
né.

6. Procédé selon la revendication 1, dans lequel ladite
mémoire système est dédiée au fonctionnement de
l’UC.

7. Procédé selon la revendication 1, dans lequel ladite
information de recherche synchronise une pluralité
de tables de recherche au sein du commutateur ré-
seau, et dans lequel la transmission de l’information
de table de recherche à la mémoire système distante
(54) synchronise la table de recherche dans la mé-
moire système distante (54) avec la pluralité de ta-
bles de recherche.

8. Procédé de traitement d’opérations internes dans un
commutateur réseau, ledit procédé comprenant les
étapes de :

construction d’une table de recherche dans une
mémoire système, par une surveillance de trafic
d’un canal de communication dans un commu-
tateur réseau pour une information de table de
recherche, et, à la détection d’une information
de table de recherche sur ledit canal de com-
munication, transmission de l’information de ta-
ble de recherche à une mémoire système dis-
tante (54), construisant ainsi une table de re-
cherche dans la mémoire système distante
(54) ;
surveillance d’une activité de ports dans le com-
mutateur réseau, par stockage de données
d’activité de ports dans un registre de statisti-
ques sur un commutateur réseau, lecture des
données d’activité de ports avec une unité de
regroupement de statistiques, transmission des
données d’activité de ports directement à une
mémoire système distante (54), reconstruisant
ainsi le registre de statistiques dans la mémoire
système distante (54), et ensuite accès à la mé-
moire système distante (54) avec une UC dis-
tante (52) pour lire le registre de statistiques re-
construit.

9. Procédé selon la revendication 8, dans lequel l’in-
formation de table de recherche inclut au moins l’un
de messages d’insertion dans la table de recherche
et de messages de suppression de la table de re-
cherche.
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10. Procédé selon la revendication 8, dans lequel les
données d’activité de ports sont transmises par l’in-
termédiaire d’une opération d’accès direct à la mé-
moire, DMA.

11. Procédé selon la revendication 8, ledit procédé com-
prenant une étape d’accès à la table de recherche
par l’intermédiaire d’une UC, pour rechercher une
adresse sélectionnée.

12. Procédé selon la revendication 8, ledit procédé com-
prenant une étape de lecture répétée des données
d’activité de ports et de transmission des données
d’activité de ports à intervalles prédéterminés.

13. Procédé selon la revendication 8, dans lequel ladite
mémoire système est dédiée au fonctionnement de
l’UC.

14. Procédé selon la revendication 8, dans lequel ledit
intervalle prédéterminé est un nombre prédéterminé
de cycles d’horloge système.

15. Procédé selon la revendication 8, dans lequel ladite
information de recherche synchronise une pluralité
de tables de recherche au sein du commutateur ré-
seau, et dans lequel la transmission de l’information
de table de recherche à la mémoire système distante
(54) synchronise la table de recherche dans la mé-
moire système distante (54) avec la pluralité de ta-
bles de recherche.

16. Procédé selon la revendication 8, dans lequel le
stockage des données d’activité de ports comprend
le stockage des données d’activité de ports dans une
pluralité de registres de statistiques sur un commu-
tateur réseau, dans lequel les données d’activité de
ports sont transmises à la mémoire système distante
(54) pour ainsi reconstruire la pluralité de registres
de statistiques dans la mémoire système distante
(54), et dans lequel l’UC distante (52) accède à la
mémoire système distante pour lire des registres sé-
lectionnés parmi la pluralité de registres de statisti-
ques.

17. Procédé de traitement de paquets dans un commu-
tateur réseau, ledit procédé comprenant les étapes
de :

insertion d’une étiquette spécifique de pile dans
un paquet;
traitement du paquet dans une pile de commu-
tateurs réseau conformément à l’information
d’étiquette dans l’étiquette spécifique de pile ; et
suppression de l’étiquette spécifique de pile du
paquet ;
construction d’une table de recherche d’adres-
ses pour le commutateur réseau dans une mé-

moire système, ledit procédé de construction de
la table de recherche d’adresses comprenant
les étapes de surveillance de trafic d’un canal
de communication dans un commutateur ré-
seau de ladite pile de commutateurs réseau,
pour une information de table de recherche
d’adresses étant ensuite communiquée, et, à la
détection de l’information de table de recherche
d’adresses sur ledit canal de communication,
transmission de l’information de table de recher-
che d’adresses à une mémoire système distante
(54), construisant ainsi une table de recherche
d’adresses dans la mémoire système distante
(54) ;
traitement d’opérations d’accès direct à la mé-
moire, DMA, en prévoyant un descripteur DMA
incluant un champ de rechargement dans celui-
ci, traitement du descripteur DMA, et identifica-
tion d’un emplacement d’un descripteur DMA
suivant sur la base d’une condition du champ
de rechargement,
dans lequel la table de recherche dans la mé-
moire système distante (54) donne à l’UC accès
à la table de recherche sans nécessité d’une
communication sur le canal de communication,
et dans lequel la condition du champ de rechar-
gement permet une manipulation flexible du
descripteur DMA.

18. Procédé selon la revendication 17, dans lequel ladite
étiquette spécifique de pile inclut une information se
rapportant à au moins un d’un décompte de pile,
d’une information de groupe de faisceaux et d’une
information de mise en miroir.

19. Procédé selon la revendication 17, dans lequel l’éta-
pe de traitement comprend en outre l’envoi du pa-
quet à un port de mise en miroir conformément à
l’information de mise en miroir dans l’étiquette spé-
cifique de pile.

20. Procédé selon la revendication 19, dans lequel l’éta-
pe d’envoi au port de mise en miroir inclut une étape
d’envoi sélectif du paquet à un port de destination
conformément à l’information de mise en miroir.

21. Procédé selon la revendication 20, dans lequel l’in-
formation de mise en miroir inclut un premier champ
contenant un indicateur de mise en miroir et un
deuxième champ incluant un indicateur de destina-
tion indiquant si le paquet doit être envoyé au port
de destination.

22. Procédé selon la revendication 17, dans lequel l’éta-
pe de traitement comprend en outre le traitement
d’une information de groupe de faisceaux dans l’éti-
quette spécifique de pile, ladite information de grou-
pe de faisceaux contrôlant une sélection de ports
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entre commutateurs réseau dans la pile.

23. Procédé selon la revendication 22, dans lequel l’éta-
pe de traitement traite l’information se rapportant à
un groupe de faisceaux associé avec un port de sour-
ce.

24. Procédé selon la revendication 22, dans lequel l’éta-
pe de traitement traite l’information se rapportant à
un groupe de faisceaux associé avec un port de des-
tination.

25. Procédé selon la revendication 22, dans lequel ladite
étape de traitement inclut le traitement d’une infor-
mation dans l’étiquette spécifique de pile se rappor-
tant au fait que l’un d’un port de source et d’un port
de destination fait ou non partie d’un groupe de fais-
ceaux, et d’une information se rapportant à la sélec-
tion de ports de communication associés avec le
groupe de faisceaux.

26. Procédé selon la revendication 25, dans lequel ladite
étape de traitement comprend en outre le traitement
d’une information se rapportant aux ports de com-
munication sélectionnés associés avec des groupes
de faisceaux incluant une information de faisceau
spécifique et une information de sélection de port de
faisceau spécifique.

27. Procédé selon la revendication 17, dans lequel ladite
information de recherche d’adresses inclut au moins
l’un de messages d’insertion dans la table de recher-
che d’adresses et de messages de suppression de
la table de recherche d’adresses.

28. Procédé selon la revendication 17, ledit procédé
comprenant en outre une étape d’accès à la table
de recherche d’adresses par l’intermédiaire d’une
UC, pour rechercher une adresse sélectionnée.

29. Procédé selon la revendication 17, dans lequel ladite
mémoire système est dédiée au fonctionnement de
l’UC.

30. Procédé selon la revendication 17, dans lequel ladite
information de table de recherche d’adresses syn-
chronise une pluralité de tables de recherche
d’adresses au sein du commutateur réseau, et dans
lequel la transmission de l’information de table de
recherche d’adresses à la mémoire système distan-
te (54) synchronise la table de recherche d’adresses
dans la mémoire système distante (54) avec la plu-
ralité de tables d’adresses.

31. Procédé de traitement de paquets dans un commu-
tateur réseau, ledit procédé comprenant les étapes
de :

insertion d’une étiquette spécifique de pile dans
un paquet ;
traitement du paquet dans une pile de commu-
tateurs réseau conformément à l’information
d’étiquette dans l’étiquette spécifique de pile ; et
suppression de l’étiquette spécifique de pile du
paquet ;
construction d’une table de recherche d’adres-
ses pour le commutateur réseau dans une mé-
moire système, ledit procédé de construction de
la table de recherche d’adresses comprenant
les étapes de surveillance de trafic d’un canal
de communication dans un commutateur ré-
seau de ladite pile de commutateurs réseau,
pour une information de table de recherche
d’adresses étant ensuite communiquée, et, à la
détection de l’information de table de recherche
d’adresses sur ledit canal de communication,
transmission de l’information de table de recher-
che d’adresses à une mémoire système distante
(54), construisant ainsi une table de recherche
d’adresses dans la mémoire système distante
(54) ; et
surveillance d’une activité de ports dans le com-
mutateur réseau, par stockage de données
d’activité de ports dans un registre de statisti-
ques sur un commutateur réseau, lecture des
données d’activité de ports avec une unité de
regroupement de statistiques, transmission des
données d’activité de ports directement à une
mémoire système distante (54), reconstruisant
ainsi le registre de statistiques dans la mémoire
système distante (54), et ensuite accès à la mé-
moire système distante (54) avec une UC dis-
tante (52) pour lire le registre de statistiques re-
construit.

32. Procédé selon la revendication 31, dans lequel l’in-
formation de table de recherche inclut au moins l’un
de messages d’insertion dans la table de recherche
et de messages de suppression de la table de re-
cherche.

33. Procédé selon la revendication 31, dans lequel les
données d’activité de ports sont transmises par l’in-
termédiaire d’une opération d’accès direct à la mé-
moire, DMA.

34. Procédé selon la revendication 31, ledit procédé
comprenant une étape d’accès à la table de recher-
che par l’intermédiaire d’une UC, pour rechercher
une adresse sélectionnée.

35. Procédé selon la revendication 31, ledit procédé
comprenant en outre une étape de lecture répétée
des données d’activité de ports et de transmission
des données d’activité de ports à intervalles prédé-
terminés.
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36. Procédé selon la revendication 31, dans lequel ladite
mémoire système est dédiée au fonctionnement de
l’UC.

37. Procédé selon la revendication 31, dans lequel ledit
intervalle prédéterminé est un nombre prédéterminé
de cycles d’horloge système.

38. Procédé selon la revendication 31, dans lequel ladite
information de recherche synchronise une pluralité
de tables de recherche au sein du commutateur ré-
seau, et dans lequel la transmission de l’information
de table de recherche à la mémoire système distante
synchronise la table de recherche dans la mémoire
système distante (54) avec la pluralité de tables de
recherche.

39. Procédé selon la revendication 31, dans lequel le
stockage des données d’activité de ports comprend
le stockage des données d’activité de ports dans une
pluralité de registres de statistiques sur un commu-
tateur réseau, dans lequel les données d’activité de
ports sont transmises à la mémoire système distante
pour ainsi reconstruire la pluralité de registres de
statistiques dans la mémoire système distante (54),
et dans lequel l’UC distante (52) accède à la mémoire
système distante pour lire des registres sélectionnés
parmi la pluralité de registres de statistiques.

40. Commutateur réseau pour une manipulation de pa-
quets, ledit commutateur réseau comprenant :

au moins une table de recherche (21, 31) dans
celui-ci, ladite table de recherche (21, 31) étant
construite sur la base de messages de recher-
che transmis sur un canal de communication in-
terne (80) ;
une logique de surveillance de trafic (43) con-
nectée à une mémoire système distante (54),
ladite logique de surveillance de trafic (43) étant
également connectée au canal de communica-
tion interne (80) pour détecter une information
de table de recherche étant transmise sur ledit
canal, et transmettre ladite information de table
de recherche à ladite mémoire système distante
(54), dans lequel ladite logique de surveillance
de trafic (43) crée une table de recherche en
double dans ladite mémoire système distante
(54) pour un accès direct à la mémoire par une
UC distante (52) ; et
une unité d’accès direct à la mémoire, DMA,
contenant une information de descripteur DMA
dans celle-ci, ladite information de descripteur
DMA incluant un champ de rechargement ;
une unité de traitement DMA pour traiter ladite
information de descripteur DMA, ladite unité de
traitement DMA identifiant un emplacement d’un
descripteur DMA suivant sur la base d’une con-

dition du champ de rechargement, ladite unité
DMA et ladite unité de traitement DMA permet-
tant un accès efficace à ladite mémoire système
distante (54).

41. Commutateur réseau pour une manipulation de pa-
quets, ledit commutateur réseau comprenant :

au moins une table de recherche (21, 31) dans
celui-ci, ladite table de recherche (21, 31) étant
construite sur la base de messages de recher-
che transmis sur un canal de communication in-
terne (80) ;
une logique de surveillance de trafic (43) con-
nectée à une mémoire système distante (54),
ladite logique de surveillance de trafic (43) étant
également connectée au canal de communica-
tion interne (80) pour détecter une information
de table de recherche étant transmise sur ledit
canal, et transmettre ladite information de table
de recherche à ladite mémoire système distante
(54), dans lequel ladite logique de surveillance
de trafic (43) crée une table de recherche en
double dans ladite mémoire système distante
(54) pour un accès direct à la mémoire par une
UC distante (52) ;
un port de données pour communiquer avec un
réseau de données ;
un compteur de statistiques connecté audit port
de données pour surveiller des paramètres opé-
rationnels associés avec le port de données, le-
dit compteur de statistiques incluant des regis-
tres de statistiques dans celui-ci ; et
un circuit de regroupement de statistiques con-
necté audit compteur de statistiques pour lire
les registres de statistiques et pour transmettre
directement des données des registres de sta-
tistiques à la mémoire système distante (54).

42. Commutateur réseau, comprenant :

une unité d’insertion d’étiquette pour insérer une
étiquette spécifique de pile dans un paquet;
une unité de traitement pour traiter le paquet
dans une pile de commutateurs réseau confor-
mément à une information d’étiquette dans l’éti-
quette spécifique de pile;
une unité de suppression pour supprimer l’éti-
quette spécifique de pile du paquet lorsque le
paquet est commuté sur un port de destination ;
au moins une table de recherche (21, 31), ladite
table de recherche (21, 31) étant construite sur
la base de messages de recherche transmis sur
un canal de communication interne (80) dans
ledit commutateur réseau ;
une logique de surveillance de trafic (43) con-
nectée à une mémoire système distante (54),
ladite logique de surveillance de trafic (43) étant
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également connectée au canal de communica-
tion interne (80) pour détecter une information
de table de recherche étant transmise sur ledit
canal, et transmettre ladite information de table
de recherche à ladite mémoire système distante
(54), dans lequel ladite logique de surveillance
de trafic (43) crée une table de recherche en
double dans ladite mémoire système distante
(54) pour un accès direct à la mémoire par une
UC distante (52) ;
une unité d’accès direct à la mémoire, DMA,
contenant une information de descripteur DMA
dans celle-ci, ladite information de descripteur
DMA incluant un champ de rechargement ; et
une unité de traitement DMA pour traiter ladite
information de descripteur DMA, ladite unité de
traitement identifiant un emplacement d’un des-
cripteur DMA suivant sur la base d’une condition
du champ de rechargement, ladite unité DMA
et ladite unité de traitement DMA travaillant en
conjonction avec la mémoire système distante
(54).

43. Commutateur réseau, comprenant :

une unité d’insertion d’étiquette pour insérer une
étiquette spécifique de pile dans un paquet ;
une unité de traitement pour traiter le paquet
dans une pile de commutateurs réseau confor-
mément à une information d’étiquette dans l’éti-
quette spécifique de pile;
une unité de suppression pour supprimer l’éti-
quette spécifique de pile du paquet lorsque le
paquet est commuté sur un port de destination ;
au moins une table de recherche (21, 31) dans
celui-ci, ladite table de recherche (21, 31) étant
construite sur la base de messages de recher-
che transmis sur un canal de communication in-
terne (80) ;
une logique de surveillance de trafic (43) con-
nectée à une mémoire système distante (54),
ladite logique de surveillance de trafic (43) étant
également connectée au canal de communica-
tion interne (80) pour détecter une information
de table de recherche étant transmise sur ledit
canal, et transmettre ladite information de table
de recherche à ladite mémoire système distante
(54), dans lequel ladite logique de surveillance
de trafic (43) crée une table de recherche en
double dans ladite mémoire système distante
(54) pour un accès direct à la mémoire par une
UC distante (52) ;
un port de données pour communiquer avec un
réseau de données ;
un compteur de statistiques connecté audit port
de données pour surveiller des paramètres opé-
rationnels associés avec le port de données, le-
dit compteur de statistiques incluant des regis-

tres de statistiques dans celui-ci ; et
un circuit de regroupement de statistiques con-
necté audit compteur de statistiques pour lire
les registres de statistiques et pour transmettre
directement des données des registres de sta-
tistiques à la mémoire système distante (54).
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