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Description

[0001] The present invention relates generally to database search and retrieval systems. More particularly, the in-
vention relates to a document annotation, search and retrieval system that supports searchable user-drawn annota-
tions.
[0002] Traditional document storage databases rely on various indexing systems to allow the user to store and then
later locate a document of interest. Conventionally, documents in the form of alphanumeric text can be directly searched
using keyword searching techniques. Bitmapped images, scanned images and graphics are another matter. Conven-
tionally bitmapped images, scanned images and graphics must first be indexed by adding alphanumeric numbers or
keywords before those documents can be searched for and retrieved. Normally these index numbers and keywords
are added by keyboard entry as alphanumeric text. Alternatively, optical character recognition (OCR) techniques can
be used to convert bitmapped images of text into a form that may be directly searched using keyword searching tech-
niques.
[0003] Although the use of alphanumeric text in search and retrieval systems works reliably in many database ap-
plications, there are many applications that are not well suited to document indexing and annotating by keyboard entry.
The enterprise-wide document and image management system is a good example.
[0004] There is considerable interest today in document and image management systems that may be deployed
through networking across an entire enterprise. Flexibility and ease of use are prime considerations. Use of existing
office automation equipment, where possible, is also highly desirable. Thus, fax machines, photocopiers and flatbed
scanners may be used as document input devices in a networked document storage and retrieval system. For example,
an electronic image copy of a document may be captured and stored in a document database as a photocopy of the
document is being made. Once stored in the database, a user connected to the database, as over a network, can view
the document on-screen and can print a hard copy of the document using an attached printer. Such a document storage
and retrieval system has the capacity to capture hundreds of thousands of documents that may be later shared with
others on the network. Although these new systems promise a "paperless" office of the future, there is still considerable
momentum behind the old-fashioned paper copy.
[0005] Heretofore the old-fashioned paper copy of a document is more useful to many, because it can be written on
to add personal handwritten notes, underlining and other such user-drawn annotations. The difficulty with the old-
fashioned paper copy is that these user-drawn annotations form no active part of the document database. Although it
is possible to re-scan the document once annotations have been added, this unnecessarily enlarges the size of the
document database and the annotations themselves form no part of the computer searchable indexing system.
[0006] From EP-A1-0 649 107 a method for identifying computationally significant relationships between data objects
in a graphical input system is known. According to this known method, a user can designate key objects in the form
of computationally recognized image segments to which a unique identifier is assigned. This identifier is computationally
distinguishable from other key object identifiers. The key objects are associated with other data objects by attaching
the key object identifier to these other data objects.
[0007] From EP-A2-0 686 931 a method for searching unrecognized handwriting is known. Target data collected as
sample data points of spatial coordinates over time are concatenated into a single target gesture sequence of sample
data points. Searching and matching of gesture-based data is performed on the basis of this target data.
[0008] It is the object of the present invention to provide an improved document search and retrieval system that
does not require duplication of the document.
[0009] According to the invention, the user can, using a digitizing pen or other suitable drawing device, electronically
draw annotations that are electronically displayed on and stored with a selected document within a database. A search
engine is able to locate the annotated document in response to a user-drawn query by a partial match searching
technique. The partial match searching technique compares temporal and spatial components of the user-drawn an-
notations without requiring translation into alphanumeric characters. Thus the search engine works with all forms of
user-drawn characters, symbols, pictures and the like.
[0010] Thus, the invention permits user-drawn annotations to be readily incorporated into or associated with the
stored document such that the user annotations can be searched as a part of a document retrieval query.
[0011] The partial match searching technique works at two levels. First, in the "ink" data type domain (temporal and
spatial components of user-drawn annotations), a fuzzy match between the query ink and the database ink allows
user-drawn annotations to be located in the database, even though the user does not draw the annotation in precisely
the same way in entering a query. Second, the partial match (word spotting) technique can identify a portion of a user-
drawn annotation, even though the entire annotation is not entered as the query. The preferred partial match searching
technique handles both levels of approximate matching.
[0012] More particularly, the user electronically makes one or more annotations on the displayed image of a stored
document using a pen interface. These annotations become associated with the stored document and may be searched
to later retrieve the document. The system captures user-drawn annotations as a sequence or string of "ink" strokes,
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capturing the precise (X,Y) position of the pen tip over time as the user writes or draws an annotation. Thus the ink
data type captures not only the spatial position of the ink but also the temporal sequence over which the ink is applied
as the user draws the annotation.
[0013] By facilitating the search and retrieval of hand-drawn annotations, the present invention becomes extremely
powerful in multilingual applications. For example, the user can readily enter hand-drawn Kanji (Chinese or Japanese)
and/or Arabic annotations without requiring a suitably programmed keyboard. This is a significant advantage over any
system based on keyboard entry alone.
[0014] The electronic ink strokes are stored in association with the document image, allowing the user-drawn anno-
tation to be displayed on the display screen, at the originally-drawn location, when the document is retrieved from the
database for viewing. The document browser includes a document query tool for the user to enter annotation search
requests. The query tool presents a window into which the user draws a query request using the pen. For example,
the user can write the word "Important!" in the query window and the search engine will then search the document
database for all occurrences that match the user's hand-drawn entry "Important!". The search engine does not require
an exact match, rather it has the flexibility to identify multiple variations of the hand-drawn entry (fuzzy matching).
Furthermore, the search engine is able to search for a portion of the annotation in question. Thus the user could write
"Important" and find all occurrences of the annotation "Important information."
[0015] The search engine performs ink stroke pattern matching that does not require a translation of the ink stroke
into an alphanumeric character. Indeed, the system works quite well with user-drawn symbols of any arbitrary design.
Thus there is no need to rely on unreliable handwriting recognition algorithms. However, if desired, handwriting rec-
ognition algorithms can be performed in background to augment the system's searching capabilities. Use of handwriting
recognition to augment system performance is applicable to annotations consisting of text.
[0016] Accordingly, in one aspect the invention provides a document search and retrieval system that employs a
memory having a first data structure for storing document data and a second data structure for storing annotation data.
The system also includes a user interface having a drawing tool for user input of stroke data corresponding to a user-
drawn annotation. The stroke data has spatial and temporal components. The user interface communicates with the
second data structure to store the spatial and temporal components of the stroke data in association with a user-
selected portion of the document data. In practice, the stroke data corresponding to a user-drawn annotation may be
associated with a region on a page of a document.
[0017] The system further includes a search engine that communicates with the user interface to receive a user-
drawn search query comprising stroke data. The search engine communicates with the second data structure for
matching patterns in the spatial and temporal components of the search query with patterns in the spatial and temporal
components of the user-drawn annotation. The search engine ranks at least a portion of the annotations in the database
based on the search results and presents them to the user in the form of one or more hypotheses. Preferably, the
system will return the search results to the user in decreasing order of "goodness."
[0018] The search engine then accesses the first data structure to select a portion of the document data that corre-
sponds to the user-selected match hypothesis. In this way the page or other portion of the document data associated
with the user-drawn annotation is retrieved for viewing by the user.
[0019] For a more complete understanding of the invention, its objects and advantages, reference may be had to
the following specification and to the accompanying drawings.

Figure 1 is a block diagram illustrating an exemplary embodiment of the invention;
Figure 2 illustrates one possible document browser screen useful in understanding the annotation capabilities of
the invention;
Figure 3 is a detailed view illustrating the operation of the annotation editing slider bar;
Figure 4 illustrates one possible user interface screen for inputting an annotation query in using the invention;
Figure 5 is a software block diagram of the search and retrieval system of the invention;
Figure 6 is a functional diagram illustrating the basic edit distance technique used by the preferred embodiment;
Figure 7 is another functional diagram illustrating how a partial match may be performed with the edit distance
technique;
Figure 8 illustrates the manner in which a user-entered query will select multiple candidates, sorted on the basis
of score;
Figure 9 is a diagram illustrating the partial match or word spotting functionality of the invention through English,
Kanji and pictorial examples;
Figure 10 illustrates how line breaks have no impact on the ink search strategy of the presently preferred embod-
iment; and
Figure 11 is a flowchart diagram illustrating the pen stroke classification using vector quantization according to the
presently preferred embodiment.
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[0020] Referring to Figure 1, a network-based document storage and retrieval system is illustrated generally at 10.
The illustrated system is merely one possible configuration. In Figure 1 the document database is diagrammatically
illustrated at 12. It will be understood that the document database can take many forms. For example, the document
database may be implemented as a file server 13, with digital documents being stored on a suitable read/write storage
media such as hard disk 15. The file server and its associated storage media may form part of a computer network
connected via a suitable communication transmission link such as illustrated generally at 14.
[0021] The network may also include one or more computer workstations, such as workstation 16 having monitor
18 and running a client document browser application 20. In Figure 2 the document browser application is shown as
its display would appear on monitor 18. It will be understood that the browser software application is actually running
on workstation 16 and that the display appearing on monitor 18 is produced by the running browser application.
[0022] The workstation 16 is provided with a drawing tool, such as a pen 22 and digitizing tablet 24. The pen and
digitizing tablet is coupled through the user interface of the browser application 20, allowing the user to draw on the
tablet with the pen and see the results appear as annotations on the document browser display screen.
[0023] Regarding the drawing tool, although a digitizing tablet and pen is illustrated here, alternate embodiments
are possible. For example, a light pen could be used to draw directly on the monitor screen in lieu of the digitizing tablet
and pen. Alternatively, a suitably programmed pen computer or personal digital assistant (PDA), such as the Newton
(Trademark of Apple Computer, Inc.) could be used.
[0024] The browser application 20 running on workstation 16 communicates over the network 14 to retrieve and
display documents stored in database 12. As will be described, the user may interact with these documents using the
drawing tools provided at the workstation.
[0025] There are a number of ways to input documents into the document database. Several options are illustrated
in Figure 1. Digitized images of documents can be input from a number of sources including the fax machine 26, the
photocopy machine 28 and the scanner 30. In Figure 1 a hard copy page 32 is input through scanner 30 and its digital
image appears in the display window of document browser 20.
[0026] The scanned images from the input devices such as fax machine 26, photocopier 28 and scanner 30 may be
stored as bitmapped images in a variety of commercially available formats. The image data may be compressed, if
desired. Alternatively, the image data may be converted to vector graphic data and stored in that form.
[0027] In addition to scanned document images, the document database can also store documents that are generated
by software applications such as word processors, multimedia authoring applications, graphic illustration applications,
computer-aided design applications, spreadsheet applications, on-line and network-based applications (such as those
generating documents for the World Wide Web, in HTML or the like). These applications may run on one or more
workstations connected to network 14. The document database may be distributed over a number of machines, or
over a local or wide area network. There is no requirement that all devices be connected at all times to the network.
Document data may be added to the database in real-time or batched mode, by direct connection to the network or
over any suitable telecommunications link.
[0028] In a typical office setting the digital output of a suitably equipped photocopier may be connected to the data
processing network, along with a suitable number of workstations, fax machines and scanners deployed throughout
the workspace. The document database may reside on a file server that may optionally be used for other purposes
such as supporting other office automation functions. Hard copies of documents may be printed using any network
printer or workstation printer.
[0029] For a better understanding of the capabilities of the invention, refer to Figure 2, which shows the browser
application 20 in greater detail. In this regard, the particular configuration and layout of the various windows and user
controls represents one of many possible configurations.
[0030] In Figure 2 the image of a selected document is displayed in display window 25. For illustration purposes
here, an image of document 32 is displayed. At the upper right-hand segment of the screen 36 there is a series of
thumbnail sketches of various document pages that have been located by the search engine for selection by the user.
The thumbnail sketch of the currently selected document image is highlighted, as with highlight box 38. To select a
different image for viewing, the user simply selects a different thumbnail sketch with the pointer cursor or annotation
pen cursor. In this regard, the cursor 40 may be controlled by moving the mouse or by positioning the pen at a prese-
lected location on the tablet. The thumbnail sketches are tied to a scroll bar 42 that the user can manipulate to scroll
through and display different thumbnail sketches in the thumbnail display region 36.
[0031] Several user-selectable push button controls are provided in the lower right-hand portion of the display. These
include alternately selectable cursor and pen buttons 44 and 46. When the cursor button is selected, as illustrated
here, the standard pointer cursor 40 is displayed. When the pen button 46 is selected, the annotation pen cursor is
displayed instead of the pointer cursor. The annotation pen cursor (which will be illustrated and described more fully
later) identifies the location at which user-drawn annotations will be placed on the digital image of the document.
[0032] In addition to these two buttons, the presently preferred embodiment also provides a delete note button 50
for deleting an annotation, an undelete note button 52 for undeleting a deleted annotation, and a hide notes button 54
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for hiding all annotations without deleting them. The buttons are modal; their functions change depending on whether
an annotation has been selected or not. If a document (but no annotation) is selected, then the delete and undelete
operations are performed on the document (the corresponding labels on the buttons are changed to so indicate). If an
annotation is selected, then the buttons function as described above to delete and undelete the selected annotation.
The hide notes button 54 is also modal. It changes to "show notes" whenever the notes are hidden.
[0033] In Figure 2 several separate annotations have been illustrated. Specifically, a first annotation appears at 60,
a second annotation at 62 and a third annotation at 64. Note that the third annotation is a series of nontext symbols
or pictures.
[0034] In the presently preferred embodiment the browser application displays user-drawn annotations in a different
color, such as in red ink, making the annotations readily stand out from the remainder of the displayed document.
[0035] Adding annotations to a document is easy. Referring to Figure 3, the user simply activates the pen button 46
to display the pen cursor 48. Then, using the pen 22 and digitizing tablet 24 (or other suitable drawing tool provided)
the user simply positions the pen cursor above the area he or she wishes to annotate and then begins writing or drawing.
Any mistakes during creation of the annotation may be corrected using the ink edit slider bar 66.
[0036] As will be more fully explained below, annotations are stored as sequential space/time data. Each stroke of
the user's pen is recorded somewhat analogous to a digital movie. The ink edit slider bar deletes the pen stroke data,
proceeding backward in time from the end of the final stroke towards the beginning of the first stroke. Any strokes
deleted in using the slider bar may be undeleted by sliding the slider bar in the opposite direction. A permanent deletion
takes effect only when a new annotation is begun.
[0037] Figure 3 illustrates the operation of the ink edit slider bar. In Figure 3 at A a nontext user annotation is illustrated
in its entirety. At B the last drawn ink strokes are deleted from the annotation by activating the left-hand slider bar button
with pointer cursor 40. Note that the slider bar position indicator 66a has moved to the left as the left-hand slider bar
button is actuated. Note that this has erased the "face" from the oval annotation. As further indicated at C, continued
activation of the left-hand slider bar button by pointer cursor 40 erases even more of the user-drawn annotation, in
reverse sequence to the manner in which it was drawn. Again note that the position indicator 66a has moved still farther
to the left. As illustrated at D, the erasure can be reversed by activating the right-hand slider bar button by the pointer
cursor 40. In this case, the slider bar indicator 66a moves to the right and a portion of the user-drawn annotation is
restored. The slider bar thus operates to fully erase and fully restore the user-drawn annotation, simply by actuation
of the respective left-hand and right-hand slider bar buttons.
[0038] The ink edit slider bar allows the user to pick up the pen and write more after having deleted some of the ink
using the slider.
[0039] The ink edit slider bar can be implemented in alternate ways. It may be implemented as a stroke-based
procedure, in which case entire pen strokes are deleted and undeleted at once. Alternatively, the ink edit slider bar
may be implemented as a point-based procedure, in which case the delete and undelete operations are performed on
a point-by-point or pixel-by-pixel basis. The application would work essentially the same way as far as the user is
concerned, although the point-based procedure would allow for a more fine-grained control over annotation editing.
[0040] The presently preferred embodiment displays the user-drawn annotations directly on the face of the document.
If desired, the user annotation can be displayed as if drawn on an opaque stick-on note, to simulate the appearance
of a note adhered to the face of the document. In this case, a rectangular area is defined around the user-drawn
annotation and the rectangular area is filled in with a user-selected background color that opaquely covers that portion
of the document page behind the rectangular area.
[0041] One of the advantages of the preferred embodiment is the ability to record multiple annotations on a single
page. The system automatically treats as separate annotations those pen strokes that are (a) at spatial locations
separated by more than a predetermined distance; (b) drawn at different times (i.e. at a temporal spacing above a
predetermined time limit); or (c) where there is some user interface activity between two annotations (such as an
operation of one of the user interface buttons).
[0042] All user-drawn annotations, entered in this fashion, are stored in association with a given page of the docu-
ment. Using the workstation's printer, or a printer attached to the network, the document page can be printed either
with or without the annotations, simply by selecting or deselecting the hide notes button.
[0043] The true power of the invention is fully realized through the annotation search capability. By pressing the
annotation search button 67 a query dialog box 68 is presented as illustrated in Figure 4. To search for a document
containing any user-drawn annotation, the user simply draws all, or even part of, the desired annotation in the query
dialog box and then engages the search engine by actuating the find button 70. The query dialog box also includes
the ink edit slider bar that operates as previously described, and also a dismiss button 72 that is used to cancel a query
search request and return to the main view window. Because the system is event-driven, the query dialog box can be
made to disappear by simply selecting another window on the display screen.
[0044] Actuation of the find button causes the search engine to search the stored annotations for those annotations
that represent a possible match with the query. A partial match search procedure is used that ranks annotation data
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according to how closely or poorly each annotation matches the query. The n-best matches are then displayed, in order
of "goodness" in the thumbnail sketches of the main browser screen. In addition, the "best" match is also displayed in
the main display window, as illustrated in Figure 4. In the presently preferred embodiment all documents that contain
annotations are ranked and displayed in the appropriate order. Thus the n-best matches would represent all matches.
[0045] Because a given page may contain multiple annotations, the preferred embodiment highlights the specific
annotation that corresponds to the match in question. The presently preferred embodiment highlights the specific an-
notation by drawing a bounding box 39 around it. Of course, other forms of image highlighting may also be used, such
as altering the color or intensity of the annotation, blinking the annotation, and so forth.
[0046] By repeatedly actuating the find button 70, the user can cycle through the ranked list, with the associated
documents being displayed in the main browser window. To supply the user interface cue of this functionality, the label
of the find button 70 changes to "next" upon display of the ranked list corresponding to a particular query.
[0047] Thanks to the partial match (word spotting) procedure, the search engine is able to search for substrings
within complete annotations. This is illustrated in Figure 4. In Figure 4 a substring match is performed to locate the
word "important" within the full string "This is very important!" This is an important feature, for it allows the user to find
a relevant annotation, even if he or she cannot remember the precise wording of the complete annotation. Although
the partial match procedure is referred to herein as a word spotting procedure, the procedure is not limited to text. The
partial match or word spotting procedure works equally well with nontext user-drawn annotations.
[0048] As will be more fully explained below, the partial match procedure is a fuzzy search procedure that identifies
and ranks possible substring match candidates based on a scoring and ranking distance between the query and the
candidate. The procedure produces a score for each candidate, allowing the candidates to be ranked in order of "good-
ness." This is illustrated in Figure 8, wherein the query searches for all occurrences of the user-drawn query "important."
In Figure 8 the candidate receiving the highest score (in this case a score of 26) appears at the top of the sorted list.
The first click of the find button will return the best match, which is ranked highest in the ink search. Repeated use of
the find button will continue to find the next best match, working down the sorted list from top to bottom.
[0049] Figure 9 shows the word spotting capability of the substring match procedure. In Figure 9 several example
queries and corresponding annotations are presented. In each case, the matching procedure is able to identify a match-
ing substring within the full annotation.
[0050] Another benefit of the partial match procedure is that line breaks in the user-drawn annotation or query have
no impact on the ink search. This is illustrated in Figure 10, where the user-drawn annotation appears as two lines,
whereas the query is entered as one line. The line break in writing the annotation is ignored so that the user does not
have to remember where the line breaks may have occurred in the original annotation.
[0051] The fuzzy search technique of the preferred embodiment uses a vector quantized (VQ) representation of the
user-drawn annotations to capture and compare pen strokes of the ink data type. Figure 11 gives an overview of the
manner in which pen stroke classification is performed using vector quantization. The ink data type records the motion
of the pen tip over the surface of the digitizing tablet as a string of (X,Y) ink points. The individual (X,Y) ink points are
sequentially captured, thereby preserving the temporal or time-based component of the data. Thus the ink data type
may be considered as comprising (X,Y,T) vectors.
[0052] As illustrated in Figure 11, the incoming ink data 200 is broken into strokes as at 202. Segmenting the ink
data into strokes allows each stroke to be analyzed separately. By way of illustration, Figure 11 shows that the plus
sign (+) in the incoming data 200 was drawn by the user first forming a horizontal line and then forming a vertical line.
This is illustrated at 202 by reading the segmented data at 202 from left to right.
[0053] After stroke segmentation the individual strokes are then analyzed to extract feature vectors. This is shown
diagrammatically at 204. In Figure 11, the extracted feature vectors are shown graphically to simplify the presentation.
In the actual embodiment, the extracted feature vectors are represented as numerical data that is stored in the computer.
As indicated at 206, each extracted feature vector is classified according to a predetermined code book 210. The
presently preferred embodiment stores 64 clusters of stroke types, each cluster being represented by its centroid or
average stroke of that type. As in the case of the extracted feature vectors (block 204) the feature vector clusters are
stored as numerical computer data. In Figure 11 the data comprising code book 210 are shown graphically (instead of
numerically) to simplify the presentation. In Figure 11 note that the horizontal line segment of block 206 most closely
matches the centroid 212 of the Type 2 stroke cluster 214. Thus in the output string (block 216) the VQ code 2 is used
to represent the horizontal line in block 206. In block 216 the leftmost numeral 2 corresponds to the leftmost horizontal
line stroke. The remaining codes represent the remaining ink strokes comprising the original incoming ink data.
[0054] Through the above-described procedure the incoming ink data is converted, pen stroke by pen stroke, into a
feature vector that is then stored in the computer database as the user-drawn annotation. This is depicted at 218.
[0055] To further illustrate, a software block diagram of the presently preferred embodiment is shown in Figure 5.
The annotation system operates on digitized pen stroke data that is ultimately represented as an "ink" data type. As
will be illustrated, it is not necessary to convert the ink data type into an ASCII character data type in order to perform
the search and retrieval procedures. Indeed, in the case of graphical (nontext) annotations, conversion to ASCII would
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have no meaning.
[0056] Illustrated in Figure 5, the user-drawn query 100 is captured as a string of (X,Y) ink points, corresponding to
the motion of the pen tip over the surface of the digitizing tablet or pad as the user draws query 100. The presently
preferred embodiment digitizes this information by sampling the output of the digitizing pad at a predetermined sampling
rate. Although a fixed sampling rate is presently preferred, the invention can be implemented using a variable sampling
rate, as well. By virtue of the digitized capture of the X,Y position data, both spatial and temporal components of the
user-drawn pen strokes are captured.
[0057] In the presently preferred embodiment, employing a fixed sampling rate, each X,Y data point is associated
with a different sampling time. Because the sampling rate is fixed, it is not necessary to store the sampling time in order
to store the temporal data associated with the pen stroke. Simply recording the X,Y position data as a sequence
automatically stores the temporal data, as each point in the sequence is known to occur at the next succeeding sampling
time.
[0058] In the alternative, if a variable sampling rate system is implemented, (X,Y,T) data is captured and stored.
These data are the (X,Y) ink points and the corresponding time T at which each ink point is captured.
[0059] The raw ink point data is stored in data store 102. Next, a segmentation process 104 is performed on the
stored ink point data 102. The presently preferred segmentation process searches the ink point data 102 for Y-minima.
That is, the segmentation process 104 detects those local points at which the Y value coordinate is at a local minimum.
In hand-drawing the letter "V" as a single continuous stroke, the lowermost point of the letter "V" would represent a Y-
minima value.
[0060] Segmentation is performed to break the raw ink point data into more manageable subsets. These segment
subsets may be designated using suitable pointers to indicate the memory locations at which the Y-minima occur. In
this case, these segmentation pointers may be stored at 106 to be associated with the ink point data 102 previously
captured. In the alternative, if desired, the segmented data may be separately stored in one or more memory buffers
instead of using pointers.
[0061] Once the raw data has been segmented the individual segments or pen strokes are operated on by a set of
extraction functions 108. The presently preferred embodiment operates on the pen stroke (segment) data using 13
different extraction functions. These extraction functions each extract a different feature of the pen stroke data that are
then used to construct a feature vector. Table I lists the presently preferred features that are extracted by the extraction
functions 108. For further background information on these extraction functions, see Rubine, Dean, "Specifying Ges-
tures by Example," Computer Graphics, Vol. 25, No. 4, July 1991. The feature vectors of a given stroke are diagram-
matically represented in Figure 5 at 110.
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[0062] The extracted feature vectors represented at 110 are then coded or quantized by comparison with a prede-
termined set of clusters of stroke data types. The feature vector data 110 is quantized by vector quantization process
112 to assign each cluster to the closest predetermined stroke type. In this regard, the presently preferred embodiment
defines 64 different stroke types that are each represented by a different name or number. Although the presently
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preferred system uses 64 different stroke types, the principles of the invention can be employed with a greater or fewer
number of stroke types.
[0063] The predetermined stroke types are arrived at during a training procedure 113. The training procedure may
be used to predetermine a vector quantization (VQ) code book 114 that is then used for multiple users. Alternatively,
the training procedure can be used prior to use by an individual user. Both applications work well. In either case, the
system is still user-dependent because there can be a great deal of variation in the way two different people draw the
same annotation. Thus the preferred embodiment is best suited to searching one's own annotations.
[0064] If the document database is shared among multiple users, it is possible for each user to have his or her own
personal set of annotations that can be searched and that are nevertheless "invisible" to everyone else. Alternatively,
the annotations may be shared, too. As noted above, shared annotations are more difficult to implement due to the
potential variation in the way different people draw the same annotation.
[0065] Training involves processing a small portion of training data that the user inputs by hand using the digitizing
tablet and pen. The training data are processed by segmentation and feature extraction, as discussed above. The
resulting feature vectors from the training data are then processed using conventional clustering techniques that identify
the 64 most disparate clusters to represent the 64 stroke types for that training sequence. Numerical values or suitable
other naming conventions are used to name each of the identified stroke types in the training set. These data are then
stored as a code book of the user-dependent stroke types 114. These stored training data values are used in performing
the vector quantization process 112.
[0066] Essentially, the stroke data for a given user-drawn annotation may be considered as a string of symbols. As
originally input in the form of raw (X,Y,T) data, the string of symbols correspond to actual spatial and temporal compo-
nents of the pen stroke across the digitizing tablet. Through the series of processing steps described above, this string
of symbols is converted into a string of symbols of the stroke data type, i.e. a string of vector quantized symbols stored
at 115.
[0067] It will be appreciated that in most cases the user will not draw the same annotation in precisely the same way
each and every time. That is, the (X,Y,T) coordinates and temporal properties of a given annotation may vary somewhat,
each time the user draws that annotation. The presently preferred system accommodates this variation first by the
manner in which the vector quantization is performed. Specifically, the vector quantization process 112 assigns each
input stroke to the predetermined vector from the user-dependent stroke types 114 that represents the closest match.
[0068] After each of the strokes representing the query has been processed in this fashion, a comparison is made
between those strokes and the user-drawn annotations that have been stored in association with the documents in
the database 120. Thus, for example, the query "important" may be compared against the stored annotation "this is
very important!" An edit distance analysis is performed to make this comparison.
[0069] Shown as edit distance analysis process 118, the query stroke type string is compared with each of the stored
annotation stroke type strings 121 of the database 120. The edit distance analysis compares each stroke type value
in the query string with each stroke type value in each of the annotation strings. A edit distance computation is performed
by this comparison, yielding the "cost" of transforming (or editing) one string into the other. The individual string/string
comparisons are then ranked according to cost, with the least cost resultants presented first. In this way, a sorted list
comprising all or the n-best matches is displayed in the thumbnail sketches of the main browser screen.
[0070] Figure 6 shows the basic edit distance technique. In this case, the stored annotation "compress" is compared
with the query string "compass." It should be understood that Figure 6 depicts the comparison of two strings as a
comparison of individual letters in two differently spelled words. This depiction is intended primarily to aid in under-
standing the edit distance computation technique and not necessarily as a depiction of what two stroke type strings
might actually look like. In this regard, each of the 64 different stroke types may be arbitrarily assigned different nu-
merical labels. Thus the edit distance computation would compare the respective numeric labels of the stored anno-
tation and the input query directly with each other. There is no need to convert the individual strings into ASCII characters
and Figure 6 is not intended to imply that such conversion is necessary.
[0071] Referring to Figure 6, each time the annotation string stroke value matches the query string stroke value a
cost of zero is assigned. Thus in Figure 6, a zero cost is entered for the comparison of the first four string values "comp."
To accommodate the possibility that a string/string comparison may involve insertion, deletion or substitution of values,
a cost is assigned each time an insertion, deletion or substitution must be made during the comparison sequence. In
the example of Figure 6, the query string "compass" requires insertion of an additional value "r" after the value "p." A
cost of one is assigned (as indicated at the entry designated 122). Continuing with the comparison, a substitution
occurs between the value "e" of the stored annotation string and the value "a" of the query string. This results in an
additional cost assignment of one being added to the previous cost assignment, resulting in a total cost of two, repre-
sented in Figure 6 at 124. Aside from these insertion and substitution operations, the remainder of the comparisons
match, value for value. Thus, the final "cost" in comparing the annotation string with the query string is two, represented
in Figure 6 at 126.
[0072] In the preceding discussion, a first minimum cost path was described in which "compass" is edited into "com-
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press" by inserting an "r" and substituting an "e" for an "a." An alternative edit would be to substitute an "r" for an "a"
and inserting an "e." Both of these paths have the same cost, namely two.
[0073] Figure 7 gives another example of the edit distance computation technique. As before, strings of alphabetic
characters are compared for demonstration purposes. As previously noted, this is done for convenience, to simplify
the illustration, and should not be interpreted as implying that the strings must be first converted to alphanumeric text
before the comparisons are made. Rather, the procedure illustrated in Figures 6 and 7 are performed on the respective
stroke data (vector quantized symbols) of the respective stored annotation and input query strings.
[0074] Figure 7 specifically illustrates the technique that may be used to perform a partial match (word spotting). In
Figure 7 the stored annotation "This is compression," is compared with the query string "compass." Note how the
matched region 130 is extracted from the full string of the stored annotation by scanning the last row of the table to
find the indices that represent the lowest value. Note that the first (initializing) row in Figure 7 is all Os - this allows the
partial match to start anywhere along the database string.
[0075] The presently preferred edit distance procedure is enhanced over the conventional procedures described in
the literature. Specifically, we have determined that in addition to the three basic editing operations (delete a character,
insert a character, and substitute one character for another), it is useful to add two new operations when comparing
pen stroke sequences. These new operations are "split" (substitute two characters for one character) and "merge"
(substitute one character for two characters). These additional operations allow for errors made in stroke segmentation
and generally leads to more accurate results.
[0076] The use of our enhanced edit distance procedure is illustrated in Figure 7. In Figure 7 the split operation is
used to substitute the letters "re" in "compress" for the letter "a" in "compass." Note that the backtracking arrow in
Figure 7 spans one row but two columns, thereby signifying the multi character (merge) substitution. Hence the edit
distance is one, not two, in this case. By way of comparison, Figure 6 illustrates the basic edit distance algorithm without
utilizing the two new multicharacter operations. Thus the cost (as depicted in Figure 6) of editing "compass" into "com-
press" is two.
[0077] The above-described procedure works well in most user-drawn annotation applications. The combined use
of vector quantizing and edit distance computation yield a system that is remarkably robust in its ability to find matching
strings and substrings, even if they are not drawn precisely the same way by the user. Although the presently preferred
embodiment has been illustrated here, a number of variations are possible without departing from the scope of the
invention as defined by the appended claims. For example, if a faster match is desired, the system may perform an
initial "first pass" match by simply finding all strokes that have a similar number of data points. This may be done by
storing the number of data points as part of the feature data and then simply selecting or excluding those strokes that
are not within a predetermined data point count. This type of first pass search can be performed quite quickly, as simple
numeric matching algorithms are all that are required. The first pass technique based on data point count would not,
however, allow matching substrings to be extracted as the edit distance computation permits. Where higher matching
accuracy is desired a more computationally costly matching technique such as a Hidden Markov Model technique may
be used as a final pass on the n-best hypotheses determined by the edit distance computation. Adding a highly accurate,
but computationally costly processing stage to the final output may be used in systems where it is necessary to dis-
criminate between a large number of highly similar strings.
[0078] In summary there is disclosed a document browser for electronic filing systems, which supports pen-based
markup and annotation. The user may electronically write notes 60, 62, 64) anywhere on a page 32, 38 and then later
search for those notes using the approximate ink matching (AIM) technique. The technique segments 104 the user-
drawn strokes, extracts 108 and vector quantizes 112 features contained in those strokes. An edit distance comparison
technique 118 is used to query the database 120, rendering the system capable of performing approximate or partial
matches to achieve fuzzy search capability.

Claims

1. A document search and retrieval system (10), characterized by:

a memory (12, 120) having a first data structure for storing document data (32, 38) and a second data structure
for storing annotation data (60-64);
a user interface (16, 18, 22) having a drawing tool (22) for user input of user-drawn pen strokes (102, 200)
corresponding to a user-drawn search symbol (100), said user-drawn pen strokes (102, 200) having spatial
X, Y and temporal T components;
said user interface (16, 18, 22) communicating with said second data structure to store said spatial X, Y and
temporal T components of said user-drawn pen strokes (102, 200) in association with a user-selected portion
of said document data (32, 38);
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a stored rules set associated with said user interface (16, 18, 22) and with said memory for storing a plurality
of separate user-drawn pen strokes corresponding to separate user-drawn symbols in association with the
same user-selected portion of said document data (32, 38), wherein said rules set (114) distinguishes separate
individual strokes by detecting time T elapsed between a first stroke and a second stroke;
a search engine (13, 16, 20) communicating with said user interface (16, 18, 22) for receiving said user-drawn
search symbol (100);

said search engine (13, 16, 20) communicating with said second data structure for matching (118) patterns
in the spatial X, Y and temporal T components of individual strokes of said user-drawn search symbol (100) with
patterns in the spatial X, Y and temporal T components of individual strokes of user-drawn pen strokes (102, 200)
stored in said second data structure to locate a match hypothesis;

said search engine (13, 16, 20) accessing said first data structure to select a portion of said document data
(32, 38) corresponding to the match hypothesis and thereby retrieve a portion of said document data (32, 38) that
has an associated user drawn symbol that substantially corresponds to said user-drawn search symbol (100).

2. The system of claim 1, characterized by a document viewer (36) communicating with said memory (12, 120) and
with said user interface (16, 18, 22) for displaying an image of a selected portion of said document data (32, 38)
and for displaying user drawn symbols associated with said selected portion.

3. The system of claim 1 or 2, characterized in that at least a portion of said user-drawn symbol and/or at least a
portion of said search symbol (100) comprises a nontext symbol.

4. The system of any of the preceding claims, characterized in that said rules set distinguishes separate individual
strokes by detecting spatial separation between a first stroke and a second stroke.

5. The system of any of the preceding claims, characterized in that said rules set distinguishes separate individual
strokes by detecting performance of a user interface control operation between a first stroke and a second stroke.

6. The system of any of the preceding claims, characterized in that said spatial component X, Y comprises data X,
Y indicative of the relative position of said drawing tool (22).

7. The system of any of the preceding claims, characterized in that said temporal component T comprises data T
indicative of the relative time at which said drawing tool (22) is at a given position.

8. The system of any of the preceding claims, characterized in that said drawing tool (22) comprises a pen and
digitizing tablet.

9. The system of any of the preceding claims, characterized by image scanning means (26, 28, 30) for storing
document data (32, 38) in said first data structure.

10. The system of claim 9, characterized in that said image scanning means (26, 28, 30) comprises a photocopy
machine (28).

11. The system of claim 10, characterized in that said memory (12, 120) comprises a component of a computer
network system (14) coupled to said photocopy machine (28).

Patentansprüche

1. Such- und Abfragesystem (10) für Dokumente mit:

einem Speicher (12, 120) mit einer ersten Datenstruktur zum Speichern von Dokumentdaten (32, 38) und
einer zweiten Datenstruktur zum Speichern von Anmerkungsdaten (60-64);
einer Benutzerschnittstelle (16, 18, 22) mit einem Zeichenwerkzeug (22) für eine Benutzereingabe von von
einem Benutzer gezeichneten Stiftstrichen (102, 200), die einem von dem Benutzer gezeichneten Suchsymbol
(100) entsprechen, wobei die von dem Benutzer gezeichneten Stiftstriche (102, 200) eine räumliche Kompo-
nente X, Y und eine zeitliche Komponente T aufweisen;
wobei die Benutzerschnittstelle (16, 18, 22) mit der zweiten Datenstruktur in Verbindung steht, um die räum-
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liche Komponente X, Y und die zeitliche Komponente T der von dem Benutzer gezeichneten Stiftstriche (102,
200) in Zuordnung zu einem von dem Benutzer ausgewählten Teil der Dokumentdaten (32, 38) zu speichern;
einem gespeicherten Regelsatz, der der Benutzerschnittstelle (16, 18, 22) und dem Speicher zugeordnet ist,
zum Speichern einer Vielzahl von getrennten, von dem Benutzer gezeichneten Stiftstrichen, die getrennten,
von dem Benutzer gezeichneten Suchsymbolen entsprechen, in Zuordnung zu dem gleichen, von dem Be-
nutzer ausgewählten Teil der Dokumentdaten (32, 38), wobei der Regelsatz (114) getrennte individuelle Striche
durch Erfassen einer zwischen einem ersten Strich und einem zweiten Strich abgelaufenen Zeit T unterschei-
det;
einer Suchmaschine (13, 16, 20), die mit der Benutzerschnittstelle (16, 18, 22) zum Empfangen des von dem
Benutzer gezeichneten Suchsymbols (100) in Verbindung steht;

wobei die Suchmaschine (13, 16, 20) in Verbindung mit der zweiten Datenstruktur steht, um Muster hinsicht-
lich der räumlichen Komponente X, Y und der zeitlichen Komponente T individueller Striche des von dem Benutzer
gezeichneten Suchsymbols (100) mit Mustern hinsichtlich der räumlichen Komponente X, Y und der zeitlichen
Komponente T individueller Striche von dem Benutzer gezeichneter Stiftstriche (102, 200), die in der zweiten
Datenstruktur gespeichert sind, auf Gleichheit zu prüfen (118), um eine Übereinstimmungshypothese zu lokalisie-
ren;

wobei die Suchmaschine (13, 16, 20) auf die erste Datenstruktur zugreift, um einen Teil der Dokumentdaten
(32, 38) entsprechend der Übereinstimmungshypothese auszuwählen und um dadurch einen Teil der Dokument-
daten (32, 38) abzufragen, der ein zugeordnetes, von dem Benutzer gezeichnetes Symbol aufweist, das im We-
sentlichen dem nachträglich von dem Benutzer gezeichneten Suchsymbol (100) entspricht.

2. System gemäß Anspruch 1, gekennzeichnet durch einen Dokumentleser (36), der mit dem Speicher (12, 120)
und mit der Benutzerschnittstelle (16, 18, 22) in Verbindung steht, um eine Abbildung eines ausgewählten Teils
der Dokumentdaten (32, 38) anzuzeigen und um von dem Benutzer gezeichnete Symbole anzuzeigen, die dem
ausgewählten Teil zugeordnet sind.

3. System gemäß Anspruch 1 oder 2, dadurch gekennzeichnet, dass zumindest ein Teil des von dem Benutzer
gezeichneten Symbols und/oder zumindest ein Teil des Suchsymbols (100) ein Symbol aufweist, das kein Text ist.

4. System gemäß einem der vorangegangenen Ansprüche, das dadurch gekennzeichnet ist, dass der Regelsatz
getrennte, individuelle Striche durch Erfassen einer räumlichen Trennung zwischen einem ersten Strich und einem
zweiten Strich unterscheidet.

5. System gemäß einem der vorangegangenen Ansprüche, das dadurch gekennzeichnet ist, dass der Regelsatz
getrennte, individuelle Striche durch Erfassen einer Durchführung einer Benutzerschnittstellen-Steueroperation
zwischen einem ersten Strich und einem zweiten Strich unterscheidet.

6. System gemäß einem der vorangegangenen Ansprüche, das dadurch gekennzeichnet ist, dass die räumliche
Komponente X, Y Daten X, Y aufweist, die den relativen Ort des Zeichenwerkzeugs (22) angeben.

7. System gemäß einem der vorangegangenen Ansprüche, das dadurch gekennzeichnet ist, dass die zeitliche
Komponente T Daten aufweist, die die relative Zeit angeben, während der sich das Zeichenwerkzeug (22) an
einem gegebenen Ort befindet.

8. System gemäß einem der vorangegangenen Ansprüche, dadurch gekennzeichnet, dass das Zeichenwerkzeug
(22) einen Stift und ein digitalisierendes Tablett aufweist.

9. System gemäß einem der vorangegangenen Ansprüche, gekennzeichnet durch bildscannende Mittel (26, 28,
30) zum Speichern von Dokumentdaten (32, 38) in der ersten Datenstruktur.

10. System gemäß Anspruch 9, dadurch gekennzeichnet, dass die bildscannenden Mittel (26, 28, 30) eine Fotoko-
piereinrichtung (28) aufweisen.

11. System gemäß Anspruch 10, dadurch gekennzeichnet, dass der Speicher (12, 120) eine Komponente eines
Computernetzwerksystems (14) aufweist, das an die Fotokopiereinrichtung (28) gekoppelt ist.
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Revendications

1. Système de recherche et de recouvrement de documents (10), caractérisé par :

une mémoire (12, 120) ayant une première structure de données pour stocker des données de document (32,
38) et une deuxième structure de données pour stocker des données d'annotation (60 à 64) ;
une interface utilisateur (16, 18, 22) comportant un outil de dessin (22) pour l'entrée par l'utilisateur de traits
de crayon dessinés par l'utilisateur (102, 200) correspondant à un symbole de recherche dessiné par l'utili-
sateur (100), lesdits traits de crayon dessinés par l'utilisateur (102, 200) comportant des composants spatiaux
X, Y et temporel T ;
ladite interface utilisateur (16, 18, 22) communiquant avec ladite deuxième structure de données pour y stocker
lesdits composants spatiaux X, Y et temporel T desdits traits de crayon dessinés par l'utilisateur (102, 200)
en association avec une portion sélectionnée par l'utilisateur desdites données de document (32, 38) ;
un ensemble de règles stocké associé à ladite interface utilisateur (16, 18, 22) et à ladite mémoire pour stocker
une pluralité de traits séparés de crayon dessinés par l'utilisateur correspondant à des symboles séparés
dessinés par l'utilisateur en association avec la même portion sélectionnée par l'utilisateur desdites données
de document (32, 38), dans lequel ledit ensemble de règles distingue des traits individuels séparés en détec-
tant le temps T écoulé entre un premier trait et un second trait ;
un moteur de recherche (13, 16, 20) communiquant avec ladite interface utilisateur (16, 18, 22) pour recevoir
ledit symbole de recherche dessiné par l'utilisateur (100) ;

ledit moteur de recherche (13, 16, 20) communiquant avec ladite deuxième structure de données pour ap-
parier (118) des motifs dans les composants spatiaux X, Y et temporel T des traits individuels dudit symbole de
recherche dessiné par l'utilisateur (100) avec des motifs dans les composants spatiaux X, Y et temporel T des
traits individuels de traits de crayon dessinés par l'utilisateur (102, 200) stockés dans ladite deuxième structure
de données pour trouver une hypothèse d'appariement ;

ledit moteur de recherche (13, 16, 20) accédant à ladite première structure de données pour sélectionner
une portion desdites données de document (32, 38) correspondant à l'hypothèse d'appariement et récupérer ainsi
une portion desdites données de document (32, 38) qui comporte un symbole associé dessiné par l'utilisateur qui
correspond substantiellement audit symbole de recherche ultérieur dessiné par l'utilisateur (100).

2. Système selon la revendication 1, caractérisé par un dispositif de visualisation de documents (36) communiquant
avec ladite mémoire (12, 120) et avec ladite interface utilisateur (16, 18, 22) pour afficher une image d'une portion
sélectionnée desdites données de document (32, 38) et pour afficher des symboles dessinés par l'utilisateur as-
sociés à ladite portion sélectionnée.

3. Système selon la revendication 1 ou 2, caractérisé en ce qu'au moins une portion dudit symbole dessiné par
l'utilisateur et/ou au moins une portion dudit symbole de recherche (100) comprend un symbole qui n'est pas du
texte.

4. Système selon l'une quelconque des revendications précédentes, caractérisé en ce que ledit ensemble de règles
distingue des traits individuels séparés en détectant une séparation spatiale entre un premier trait et un second trait.

5. Système selon l'une quelconque des revendications précédentes, caractérisé en ce que ledit ensemble de règles
distingue des traits individuels séparés en détectant l'exécution d'une opération de commande de l'interface utili-
sateur entre un premier trait et un second trait.

6. Système selon l'une quelconque des revendications précédentes, caractérisé en ce que ledit composant spatial
X, Y comprend des données X, Y indiquant la position relative dudit outil de dessin (22).

7. Système selon l'une quelconque des revendications précédentes, caractérisé en ce que ledit composant temporel
T comprend des données T indiquant l'instant relatif auquel ledit outil de dessin (22) se trouve à une position
donnée.

8. Système selon l'une quelconque des revendications précédentes, caractérisé en ce que ledit outil de dessin (22)
comprend un stylet et une tablette graphique.

9. Système selon l'une quelconque des revendications précédentes, caractérisé par des moyens de numérisation
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d'image (26, 28, 30) pour stocker des données de document (32, 38) dans ladite première structure de données.

10. Système selon la revendication 9, caractérisé en ce que lesdits moyens de numérisation d'image (26, 28, 30)
comprennent une photocopieuse (28).

11. Système selon la revendication 10, caractérisé en ce que ladite mémoire (12, 120) comprend un composant d'un
système de réseau informatique (14) couplé à ladite photocopieuse (28).
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