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Description

[0001] The present invention is concerned with video coding.
[0002] Video compression techniques developed over the last 20 years have been based on motion compensated
transform coding. The basic idea is to encode one image, and use this image as a prediction for the next image, thus
removing temporal redundancy, and encode the prediction residual with a block based transform coding technique. Each
subsequent image can be predicted from the previously encoded image(s).
[0003] The source picture is usually divided into 16x16 regions called macroblocks. The encoder searches one or
more previously encoded and stored pictures for a good match or prediction for the current macroblock. The displacement
between the macroblock in the reference picture co-located with the current macroblock and the region of pixels used
for prediction of the current macroblock is known as a motion vector. Some standards only allow one motion vector per
macroblock, whereas others allow the macroblock to be sub-divided and different reference pictures and different motion
vectors to be selected and encoded for each sub-division.
[0004] An alternative to using prediction from a previous picture, known as inter coding, to encode a macroblock, is
to encode the macroblock without reference to a previously encoded picture. This is called intra coding. In early com-
pression standards this was achieved simply by missing the subtractor and transforming and quantising the source
picture directly. In later standards, various forms of spatial prediction, using already coded pixels of the current picture,
are used to remove redundancy from the source macroblock before the transform and quantisation processes.
[0005] The difference between the source picture and the prediction, known as the prediction error, or prediction
residual, is usually transformed to the frequency domain using a block based transform, and is then quantised with a
scalar quantiser, and the resulting quantised coefficients are entropy coded.
[0006] A range of scalar quantisers is usually available to allow the distortion introduced by the quantisation process
to be traded off against the number of bits produced by the entropy coding in order to meet some pre-determined bit
rate constraint, such as to achieve a constant bit rate for transmission over a constant bit rate network.
[0007] A number of international standards for video coding and decoding have been promulgated, notably the H
series of standards from the ITU and the ISO/IEC MPEG series. The algorithm used to select the scalar quantiser for a
given block of the prediction error is outside the scope of the video compression standards.
[0008] According to the present invention there is provided a method of coding a video signal according to the claims.
[0009] Some embodiments of the invention will now be described, by way of example, with reference to the accom-
panying drawings, in which:

Figure 1 is a block diagram of a known form of video coder, also used in embodiments of the invention;
Figure 2 is a block diagram of a known form of video decoder;
Figure 3 is a block diagram of a decoder used in a first embodiment of the invention;
Figure 4 is a block diagram of an alternative decoder used in a second embodiment of the invention.

[0010] Figure 1 shows the architecture of such a hybrid motion compensated transform coder (prior art). Video signals
(commonly in digital form) are received at an input 1. A subtractor 2 forms the difference between the input and a
predicted signal from a predictor buffer 3 which is then further coded. The coding performed here may include transform
coding 4, thresholding (to suppress transmission of zero or minor differences), quantisation 5, and/or variable length
coding 6, for example. The input to the predictor store 3 is the sum, formed in an adder 7, of the prediction and the coded
difference signal decoded at 8, 9 (so that loss of information in the coding and decoding process is included in the
predictor loop). The inverse quantiser 8, inverse transform 9 and adder 7, along with the store 3 and motion compensation
10 form a local decoder.
[0011] Figure 2 shows the decoder. A variable-length decoder 11 is followed by inverse quantiser 8’ and inverse
transform 9’ which produce an inter-frame difference signal. This then added at 7’ to a prediction from a frame store 3’
after motion compensation in a motion compensation unit 10’ which receives the motion vectors from the encoder. The
output of the adder 7’ forms the decoder output and is also fed to the input of the frame store 3’.
[0012] Buffering may be provided at the encoder output (12) and decoder input (not shown) to permit transmission
over a constant bit-rate channel. A motion estimator 13 is also included. This compares the frame of the picture being
coded with the predictor frame: for each block of the current frame (into which the picture is regarded as divided) it
identifies that region of the previous frame which the block most closely resembles. The vector difference in position
between the identified region and the block in question is termed a motion vector (since it usually represents motion of
an object within the scene depicted by the television picture) and is applied to the motion compensation unit 10 which
serves to shift the identified region of the previous frame into the position of the relevant block in the current frame,
thereby producing a better prediction. This results in the differences formed by the subtractor 2 being, on average,
smaller and permits the coding at 4, 5 to encode the picture using a lower bit rate than would otherwise be the case.
[0013] This coder does not always used inter-frame coding, however. The H.261 standard provides that the coder
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makes, for each macroblock, a decision as to whether that macroblock is to be coded using motion-compensated inter-
frame differential coding, or whether it is more economical on bits to use intra-frame coding for that macroblock. This
decision is taken by a control unit 14: if intra-frame coding is to be used, the "previous picture" prediction is no longer
fed to the subtractor. This is indicated schematically in Figure 1 by a switch 15. The decision is also signalled to the
decoder where it controls a similar switch 15’. According to the standard, intra coding can, instead of simply coding up
the actual pixel values, invoke intra-frame differential coding using predictions from previously decoded pixels within the
same picture. This is not however shown in the drawing.
[0014] Consider a video scene that consists of a detailed image that is either stationary or translates very slowly. A
typical approach to the selection of a scalar quantiser to meet a bit rate constraint is to use a fixed number of bits to
code each picture. If this were applied to this type of scene, then the first picture would be compressed quite poorly as
there is a lot of detail to be encoded, which with the bit rate constraint implies the need for a coarse scalar quantiser.
And later pictures, as the motion prediction works better, would steadily have better quality, as the bits used to code
each picture are being used to refine the prediction error.
[0015] We observe that the first picture does provide a good prediction for the rest of the scene, that is, it has high
"predictive power". Consequently it is noted that any improvement in the quality of the first coded picture will be inherited
by the subsequent pictures without the need for additional bits representing residual information to be encoded. In other
words, bits spent encoding the first picture well are also benefiting the later pictures because of the "predictive power"
of the first picture.
[0016] So, for a given constraint on the total number of bits to encode the scene, the first approach results in a low
quality first picture, and a steady improvement in quality over the rest of the scene, while by allocating more bits to the
first picture, all of the scene can be encoded well with the same total number of bits.
[0017] Traditionally, video is encoded in display order, while the usefulness of a picture for prediction clearly depends
on pictures in the future, which are not yet available in the encoder. Thus, a first embodiment of the invention uses a
two pass encoding technique, with the first pass being backwards. It is therefore useful for offline encoding of stored
video, but is not useful for live encoding where there is a strict delay constraint.
[0018] Note that two pass encoding is well known in itself, as is multi-pass encoding. For example Fert et al (US patent
6,411,738) perform a preliminary analysis of a video sequence and make an overall adjustment to quantisation stepsize
such that the sequence will fit within a predetermined limit (e.g. will fit on a standard size DVD). Yokoyama et al. ("A
rate control method with preanalysis for real-time MPEG-2 video coding", Proceedings of the 2001 International Con-
ference on Image Processing, IEEE, vol 3, pp. 514 - 517) discuss prior proposals for preanalysis performed with a view
to allocating bits according to coding complexity, and then offer proposals for real-time coding in which they preanalyse
during a sliding delay window. Cougnard et al. (US patent publication 2003/0031255A) compute statistical results on a
first pass which are then used to optimise bit rate allocation and buffer management during a second pass. Finally, Ruol
(US patent publication 2003/0156642A) checks on a first pass for "blocky " frames and readjusts bit allocation to reduce
them. In WO2004004359 the quantiser is controlled by how many times a macroblock is used as a reference for a
macroblock in a subsequent frame. In the prior art the passes are always in forward order.
[0019] Because the first pass of encoding is backwards, the first picture passed to the encoder is the last in the video
sequence, and the last picture passed to the encoder is the first in the video sequence; while the second pass of is in
the conventional forward direction.
[0020] By processing the video sequence backwards in the first pass, when a given picture is being processed, the
pictures that would normally be predicted from it have already been passed through the encoder, and so the encoder
knows about them and so can determine how useful the given picture is for predicting the normally later pictures. This
is illustrated below:

[0021] When picture P3 is coded in the first encoding pass, P6 to P4 have already been processed, and knowledge
about them stored. On the second pass when P3 is coded, this stored knowledge about P4 to P6 can be used to set
the encoding parameters for P3.
[0022] The technique relies on the assumption that if P4 is a good reference picture for coding P3, then P3 would be
a good reference picture for coding P4. This assumption is generally found to be reasonable.
[0023] The "predictive power" of a picture is a concept introduced here. We define it as a numerical value that indicates
how useful a given pixel in a picture is for predicting other pixels in a video sequence. Typically this will be pixels of
subsequent picture, but the principle could also be applied in cases of prediction from later pictures, and indeed to
prediction of pixels within the same picture.

Source picture order: P0 P1 P2 P3 P4 P5 P6
First encoding pass: P6 P5 P4 P3 P2 P1 P0
Second encoding pass: P0 P1 P2 P3 P4 P5 P6
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[0024] The inventors have identified a number of ways of determining numerical values for "predictive power" during
the first, backwards, encoding pass through the video sequence. Note that these are different ways of calculating different
numerical values representing the same underlying concept.
[0025] The basis to each of the techniques is as follows.
[0026] As pictures are passed through the encoder in the first pass, they are encoded as normal and coded bits are
stored. In this example, the encoder used is an unmodified H.261 encoder, as in Figure 1; however, for simplicity, in this
version, the use of B-frames is not permitted. Note in particular that the precise criterion for making the decision as to
whether that macroblock is to be coded using motion-compensated inter-frame differential coding, or whether it is more
economical on bits to use intra-frame coding for that macroblock, is not mandated by the standard. In our preferred
implementation, the intra/inter decision is made by comparing the sum of absolute differences from the motion estimation
with an estimate of the intra variance. This is not actually the true variance as what is done in practice is to calculate the
mean luminance value for a macroblock and then calculate the variance as the sum of absolute differences between
each pixel in the macroblock and the mean of the pixels for the macroblock.

        if (best_soad < intra_var + 500)
        {coding_type = inter;
       }
        else
        {
       }coding_type = intra;

[0027] H.264 intra provides a selection of spatial prediction modes for improved efficiency. In H.264, the algorithm we
use to select the spatial prediction mode depends on the configuration of the encoder and, in particular, how much
processing power is available for encoding. In one case we compare the inter sum of absolute differences plus a rate
factor reflecting the motion vector and macroblock mode bits, with the intra sum of absolute differences plus a rate factor.
When more processing power is available, we fully encode a macroblock in intra mode and various inter modes, and
choose the one that gives the best combination of actual distortion on the reconstructed image and the actual number
of bits generated
[0028] In an intermediate step before the second forward encoding pass, the coded bits are decoded by a decoder.
This is however, not a standard decoder: rather, it has a structure similar to that of an H.261 decoder, but with significant
modifications to enable it to implement the "predictive power" calculation, and "predictive power" pictures are output.
[0029] In our current prototype implementation, "predictive power" pictures are actual video files that can be viewed
using the same applications that are used to view any uncompressed video file. White is used to indicate good predictive
power, black is used to indicate poor predictive power, and the shades of grey the values between the extremes. This
has proved useful for viewing the "predictive power" information, but is not necessary: the "predictive power" information
could be stored in any suitable file format.
[0030] In the second encoding pass, the encoder reads the source pictures in forward order and the "predictive power"
pictures in reverse order, so that both refer to the same actual picture, and uses the information in the "predictive power"
picture to set encoding parameters in the encoding process for encoding the source picture. In particular, it feeds a
control input to the quantiser 5 (Figure 1) to control the quantiser step size.
[0031] A decoder suitable for the implementation of the "intermediate step" as above is shown in Figure 3. It receives
the coded bitstream output from the first encoding pass and entropy decoding (11) is performed as normal to deduce
for each coded macroblock (16x16 pixel region) the coded mode (intra or inter), the motion vectors (if present) and the
quantised transform coefficients. If the macroblock is intra coded, the other information from the bitstream is ignored
(switch 16 set to zero input) and the macroblock is reconstructed as having all zero valued pixels (black pixels). If the
macroblock is inter coded, the quantised transform coefficients are ignored, and the inverse quantised inversed trans-
formed residual pixels are all set to the value one, and inter prediction, using the decoded motion vectors and the
previously decoded "pictures" is carried out as normal (switch 16 set to adder output). The pictures resulting from this
decoding process are the "predictive power" pictures.
[0032] The reasoning behind this algorithm is that intra coding is indicative of the prediction process not working well,
if at all, thus causing a reset to zero of the predictive power of the associated pixels. While inter coding is indicative of
the prediction process working well, thus causing the predictive power of the macroblock’s pixels to be an increment to
the predictive power of the pixels that were used as its reference pixels.
[0033] A second embodiment of the invention is similar to the first but instead of the Intra/Inter Technique for determining
the predictive power of a picture it uses a Prediction Residual Technique. The first pass encoding is however modified
in that, because intra coding is considered to give no indication of predictive power, intra coding is only allowed for the
first picture and for scene changes - it is not used for any macroblocks in inter coded pictures even if this would result
in better compression, as the aim at this stage is to determine the predictive power of the macroblock, using a technique
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that looks at inter coded residuals. Note that in recent compression standards, intra coding can sometimes be a more
efficient encoding technique than inter coding for a macroblock due to its use of spatial prediction.
[0034] To optimise this technique, the first encoding pass should preferably use a fine quantisation to avoid many
quantised residuals being zero. In fact, if this technique is applied in the first pass rather than as an intermediate step,
the actual prediction residuals are available before quantisation.
[0035] Turning now to the implementation of the "intermediate step", this is performed using the decoder shown in
Figure 4.
[0036] The coded bitstream output from the first encoding pass is input to a decoder. Entropy decoding 11 is performed
as normal to deduce for each coded macroblock (16x16 pixel region) the coded mode (intra or inter), the motion vectors
(if present) and the quantised transform coefficients. If the macroblock is intra coded, the other information from the
bitstream is ignored and the macroblock is reconstructed as having all pixels with value 128 (mid-grey pixels) (switch
16 in lower position). If the macroblock is inter coded, the quantised transform coefficients are decoded as normal using
the inverse quantisation and inverse transform processes (switch 16 in upper position). The resulting prediction residual
pixels are then mapped at 17 to "predictive power" residuals using a pre-defined mapping process. Then inter prediction,
using these residuals and the decoded motion vectors and the previously decoded pictures is carried out as normal.
The pictures resulting from this decoding process are the "predictive power" pictures.
[0037] There are a number of possibilities for the above mentioned pre-defined mapping process. In all cases a small
residual resulting from the inverse quantisation and inverse transform processes leads to a positive "predictive power"
residual and a large one leads to a negative one (or obviously the complete opposite, with subsequent opposite inter-
pretation of the "predictive power" pictures).
[0038] One possibility is a fixed mapping. The one we have implemented is shown below. The variable "real_residual"
refers to the magnitude of the actual residual obtained at the output of the inverse transform.

 int fixed_predictive_power_mapping (int real_residual)
 {int predictive_power_residual;
     if (real_residual < 4)
     {
          predictive_power_residual = 2;
    }
     else if (real_residual < 8)
     {predictive_power_residual = 1;
    }
     else if (real_residual < 10)
     {predictive_power_residual = 0;
    }
     else if (real_residual < 20)
     {
    } predictive_power_residual = -10;
     else if (real_residual < 40)
     {
     predictive_power_residual = -20;
    }
     else
     {predictive_power_residual = -255;
    }
    } return predictive_power_residual;

[0039] But this can suffer from the problem that the mapping may not be optimal for the given sequence, and that very
quickly the "predictive power" pictures will become either mostly white (255) or mostly black (0) as there is no normalisation
of the mapping to the given pictures. Note the decoding process clips the output pixels to the range 0 to 255 regardless
of the prediction and the (mapped) residual values.
[0040] Another possibility is to calculate the mapping independently for each picture such that the net effect of decoding
is a zero or near to zero change to the average decoded pixel value. This is 128 after an intra picture and will stay about
this level, as some pixels get lighter and some get darker. In our implementation, we divide the range of residuals into
five percentile ranges (0-20%, 20-40% etc), use a fixed mapping for the first two, map the middle range to zero, and
scale the mapping for the last two such as to achieve a near zero mean.
[0041] This is illustrated in the pseudo-code below. Real residuals in the lowest 20% percentile map to a predictive
power residual of +4, those between 20% and 40% to +2, those between 40% and 60% to zero, those between 60%
and 80% to -1 times scale_factor and those between 80% and 100% to -2 times scale factor. Scale_factor is chosen to
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achieve a mean near to zero for the predictive power residuals. Note that the number of real residuals in each of these
percentile ranges is not necessarily 20%! This is because many have the same small values, for example, it is not
unusual for 50% or more to be zero. This is why the middle range is checked first in the pseudo-code: to ensure that
real residuals with a value in the middle 20% percentile are mapped to a predictive power residual of zero.
Accumulate histogram of real residual values.
Store the values of the real residuals, r20, r40, r60, r80 at the boundary of each of the 20% percentile ranges. Note that
the x% percentile boundary rx is the value such that x% of pixels have a residual that is less than or equal to it. It follows
that where (as can often happen)50% or more of pixels have a residual of zero, then r20 and r40 will both be zero.
Determine the number of pixels, n20, n40, n60, n80 and n100 in each of the percentile ranges.
Calculate a scaling factor for the two higher percentile ranges as follows: 

Map each real residual to a predictive power residual as follows:

 if {((real_residual >= r40) && (real_residual <= r60))
          // 40% to 60%
          predictive_power_residual = 0;
    }
    else if ((real_residual >= r20) && (real_residual < r40
     {
          // 20% to 40%
          predictive_power_residual = 2;
    else if (real_residual < r20)
     {
          // 0% to 20%
          predictive_power_residual = 4;
    }
    else if ((real_residual > r60) && (real_residual <= r80))
     {
          // 60% to 80%
     predictive_power_residual = -1 * scale_factor;
    }
    else
     {
          // 80% to 100%
    } predictive_power_residual = 2 * scale_factor;

[0042] The picture adaptive method suffers from the fact that no sequence level information is gained as after processing
any number of pictures the mean "predictive power" of a picture is unchanged. Hence it is difficult or impossible to
distinguish hard to predict sequences from easily predicted ones.
[0043] Hybrids of these two mappings may offer better overall performance.
[0044] The final stage of the process is using the Predictive Power of a Picture in the Second Encoding Pass. This
step uses a standard encoder, as in Figure 1, except that the predictive power results are used to control the quantisation.
The basic idea is that if a macroblock has a high "predictive power" (formed by averaging the "predictive power" of its
constituent pixels), then by coding it well with a fine quantisation, then the (larger number of) bits will be well spent, as
the resulting high quality encoding of the macroblock will be inherited by subsequent pictures that are predicted from it.
[0045] So in general, the quantisation parameter for a macroblock is set according to a pre-determined mapping from
the "predictive power" of the pixels comprising the macroblock.
[0046] So in one possible embodiment, a fixed mapping between the "predictive power" and the quantisation parameter
offset is used. The quantisation parameter for the macroblock is then determined by adding the quantisation parameter
offset to some base quantisation parameter selected for the picture, which may be a fixed value, a picture dependent
value, or a value determined by some bit rate constraint etc. Note than, in principle, the predictive power results obtained
as described above - on a pixel-by-pixel basis - could, in principle be used to determine a quantisation parameter for
each pixel separately. However we prefer to average the results for an entire macroblock and translate this into a single
quantisation parameter for the whole macroblock. In fact, most standards will allow the quantisation index to be changed
only at the macroblock level.
[0047] One possible mapping is that if the average prediction power exceeds 128 then the quantisation offset is the
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negative amount (128 - average_pp)/16; otherwise the quantisation offset is zero. This formulation is suitable for an
H.264 quantiser, which has a range 0 to 51 (for 8 bit video samples) for the quantiser index, with the step size relating
to it by an exponential (step size proportional to 2 ^ (quantiser index / 6), i.e. step size doubles for every six increments).
So a quantisation offset in H.264 corresponds to a scaling of the step size.
[0048] This is not so for the standards before H.264 (H.261 etc.), where a different relationship would be needed to
achieve the same result. These earlier standards had a quantiser index range from 1 to 31, with the step size being
proportional to the quantiser index (step size = 2 * quantiser index).
[0049] A difficulty that can arise with this implementation, which applies this independently to each picture, is that
where parts of the picture have high "predictive power" in several consecutive pictures, those parts are coded well in
every picture, consuming many bits due to (minor) motion prediction failures and/or noise in the video source, while
other parts are repeatedly coded with lower quality. This may cause slow moving/noisy background to be coded well
and less "predictable" foreground objects, particularly human eyes and mouths, to be coded badly.
[0050] In some circumstances, the regions of the picture with low "predictive power" may be the most important
subjectively, and it would be better to apply the "predictive power" information in the exact opposite way to that initially
envisaged, and coding those parts that will not be used for prediction well.
[0051] A compromise that has been found to work reasonably well in practice is to apply the "predictive power"
information to every nth picture in the manner just described and to all other pictures in the reverse sense. So the regions
of the picture that are good for subsequent prediction are coded well in the first picture (that is to say, the first of a series
of such pictures), but are coded with coarser than average quantisation in the next (n-1) pictures, before repeating again;
while the other regions are coded uniformly throughout the sequence. n can be chosen using information deduced in
the first encoding pass, such as the size of the motion vectors and the size of the prediction residuals, with slow motion
and/or small residuals allowing n to be large. The regions of the first picture that are coded well are used for predicting
the next (n-1) pictures, and due to the use of coarser quantisation in the corresponding macroblocks of these pictures,
most (hopefully all) transform coefficients can be quantised to zero resulting in a very efficient coding (such as "skip
mode" when no information is encoded for the macroblock).
[0052] This is illustrated in the pseudo-code below. For every nth picture, the quantisation offset is as stated above.
For the intervening pictures, the sign of the quantisation offset is reversed. In our prototype implementation, we used a
single cycle of picture numbers for the whole picture. If desired, however, this code could be run separately for each
macroblock to be coded, in which case a picture that is the first of a sequence of high predictive power as far as one
macroblock is concerned may not be the first for some other macroblock.

 Calculate the sum, sum_pp, of "prediction power" values for
 each pixel in the macroblock
     // Normalise with rounding the sum back to equivalent for
     a single pixel
     sum_pp = (sum_pp + 128) >> 8;
     if (0 == (picture_number % n))
     {
           if (sum-pp > 128)
           {
                quant_offset = (128 - sum_pp) >> 4;
          }
           else
           {quant_offset = 0;
          }
    }
     else
     {if (sum_pp > 128)
             {
                quant_offset = (sum_pp - 128) >> 4;
          }
           else
           {quant_offset = 0;
          }
    }

Variations

[0053] The above describes the current prototype implementation, which is attractive inter alia in that it makes use,
to a considerable degree, of conventional coder and decoder configurations. Clearly however there are stages that could
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be omitted from the first pass and intermediates stage, such as the entropy coding/decoding, and stages 8’ 9’ and 11’
in Figure 3 which are not used at all. In a commercial implementation the intermediate step does not need to be separate
but could be part of the first encoding pass. In other words, the first encoding pass could generate normal decoded
pictures for subsequent prediction and output "predictive power" pictures using information generated in the encoding
process. In fact this approach is more general in that it allows any encoding parameters to be used to generate the
"predictive power" pictures whereas the use of the intermediate step limits the "predictive power" pictures to depend
only on information in the first pass encoded bitstream, unless yet more information is stored during the first encoding pass.
[0054] In the first embodiment described above (Intra/Inter technique) for determining Predictive Power, one is es-
sentially using the existing encoder decision mechanisms that decide whether to use intra or inter coding, and then, in
the intermediate stage, using the decoder predictor loop simply to accumulate the PP scores. One could achieve the
same Predictive Power figures by recording these decisions in the encoder and eliminate the decoding step. The recording
would be:

Note that in some applications, pictures are coded in a pattern known as BBP where the P picture is coded before the
temporally earlier B pictures, the P picture is used as a reference picture and the B pictures are not used for reference.
The restriction mentioned earlier, that B-pictures were not permitted, is not essential, and B-pictures may be used if
desired. In such cases, as the B pictures are not used as reference pictures, they are excluded from the predictive power
calculation, which is only performed on the P pictures (and any Intra (I) pictures that are coded). In H.264, whether a
picture (or a slice of a picture) is bi-directionally predicted (as in conventional B pictures) and whether it is marked as
being a reference picture are independent. So when we use H.264, pictures that are used for reference are included in
the predictive power calculation, regardless of whether or not they use bi-directional prediction.
Furthermore, the scheme can also work if the first pass runs forwards. One could accumulate PP scores until they drop
to zero when an intra- coded macroblock is encountered: the scores could then be propagated back. Thus, for a particular
macroblock, one might get a sequence of frames IPPPPPI (where here the I or P is not the frame type but the type of
prediction in use for that macroblock) for which the PP score, on a forward scan, was (using the first method) 0123450
and this would then have to be translated into actual scores 54321 X (where X is unknown because it depends on what
follows). This process could be used on live feeds provided the feed was buffered sufficient to provide an adequate
window for this. Naturally this process would have to be truncated if a frame’s utility as a predictor exceeded the window
length.
The use of a forward first pass could be of particular value in simplifying computation of the predictive power in cases
where multiple alternative reference frames are allowed. Where they are allowed, it becomes possible for a pixel to be
used as a predictor for two or even several other frames: in such a case the predictive power would be a combination
(e.g. the sum) of the predictive powers computed for the two or more predictions separately.
The above description envisages that the resolution is varied by controlling the quantisation. However, instead (or in
addition) one may vary the spatial resolution, for example by variable subsampling, or (in a transform-based system) by
varying the number of coefficients transmitted.

Claims

1. A method of coding a video signal, comprising:

(a) analysing pictures to obtain, in respect of each region thereof analysed, a measure of predictive power, each
measure being dependent on the similarity of the region to a further region for which it is to be used as a predictor,
wherein the said further region is a region of another frame, wherein the analysing comprises:

i) performing a trial coding of the signal in a reverse direction by a video coder that makes a decision for
each region as to whether that region is coded by inter-frame differential coding or not, and include in its
output a flag so indicating;
ii) examining the results of the trial coding to determine for each region whether it meets a criterion of
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similarity to a further region for which it is to be used as a predictor, wherein the criterion of similarity is that
the flag in respect of the region under consideration is indicative of a decision to use inter-frame differential
coding;
iii) each measure of predictive power is calculated cumulatively in that, if the criterion of similarity is met,
setting the measure of predictive power for that region to be a fixed increment of the measure of predictive
power of the region that is used as its predictor, and if the criterion of similarity is not met, setting the
measure of predictive power for that region to be a fixed amount; and

(b) coding the signal in a forward direction, using differential coding including inter-frame differential coding,
with a quantisation parameter that varies as a function of the measures of predictive power.

2. A method according to claim 1 in which the said further region for which the respective region is to be used as a
predictor is a motion-compensated region of another frame.

3. A method according to any one of the preceding claims in which the measures of predictive power are generated
in respect of individual picture elements and averaged to obtain a single measure for a region.

Patentansprüche

1. Verfahren zum Codieren eines Videosignals, umfassend:

(a) Analysieren von Bildern, um bezüglich jeder analysierten Region davon ein Maß an Vorhersagekraft zu
erlangen, wobei jedes Maß von der Ähnlichkeit der Region zu einer weiteren Region abhängig ist, für die es
als ein Prädiktor verwendet werden soll, wobei die weitere Region eine Region eines anderen Frames ist, wobei
das Analysieren umfasst:

i) Ausführen einer Versuchscodierung des Signals in einer Rückwärtsrichtung durch einen Videocodierer,
der eine Entscheidung für jede Region trifft, ob diese Region durch Inter-Frame-Differenzcodierung codiert
ist oder nicht, und in seine Ausgabe ein Flag einschließt, welches das anzeigt;
ii) Prüfen der Resultate der Versuchscodierung, um für jede Region zu bestimmen, ob sie einem Ähnlich-
keitskriterium zu einer weiteren Region entspricht, für die sie als ein Prädiktor verwendet werden soll, wobei
das Ähnlichkeitskriterium ist, dass das Flag bezüglich der betrachteten Region eine Entscheidung anzeigt,
Inter-Frame-Differenzcodierung zu verwenden;
iii) jedes Maß an Vorhersagekraft kumulativ berechnet wird, sodass, wenn dem Ähnlichkeitskriterium ent-
sprochen wird, Einstellen des Maßes an Vorhersagekraft für diese Region, sodass es ein festes Inkrement
des Maßes an Vorhersagekraft der Region ist, die als ihr Prädiktor verwendet wird, und wenn dem Ähn-
lichkeitskriterium nicht entsprochen wird, Einstellen des Maßes an Vorhersagekraft für diese Region, sodass
es ein fester Betrag ist; und

(b) Codieren des Signals in einer Vorwärtsrichtung unter Verwendung von Differenzcodierung einschließlich
Inter-Frame-Differenzcodierung mit einem Quantisierungsparameter, der als eine Funktion der Maße an Vor-
hersagekraft variiert.

2. Verfahren nach Anspruch 1, wobei die weitere Region, für welche die entsprechende Region als ein Prädiktor
verwendet werden soll, eine bewegungskompensierte Region eines anderen Frames ist.

3. Verfahren nach einem der vorstehenden Ansprüche, wobei die Maße an Vorhersagekraft bezüglich einzelner Bil-
delemente erzeugt und gemittelt werden, um ein einzelnes Maß für eine Region zu erlangen.

Revendications

1. Procédé de codage d’un signal vidéo, comprenant :

(a) l’analyse d’images pour obtenir, en ce qui concerne chaque région analysée de celles-ci, une mesure de
puissance prédictive, chaque mesure étant dépendante de la similarité de la région à une autre région pour
laquelle elle doit être utilisée en tant que prédicteur, dans lequel ladite autre région est une région d’une autre
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trame, dans lequel l’analyse comprend :

i) l’exécution d’un codage d’essai du signal dans un sens retour par un codeur vidéo qui effectue une
décision pour chaque région en ce qui concerne le codage ou non de cette région par un codage différentiel
inter-trame, et qui inclut dans sa sortie un drapeau pour l’indiquer ;
ii) l’examen des résultats du codage d’essai pour déterminer, pour chaque région, si elle remplit un critère
de similarité avec une autre région pour laquelle elle doit être utilisée en tant que prédicteur, dans lequel
le critère de similarité est que le drapeau en ce qui concerne la région considérée est indicatif d’une décision
d’utiliser un codage différentiel inter-trame ;
iii) chaque mesure de puissance prédictive est calculée cumulativement en ce que, si le critère de similarité
est rempli, le réglage de la mesure de puissance prédictive pour cette région pour qu’elle soit un incrément
fixe de la mesure de puissance prédictive de la région qui est utilisée en tant que son prédicteur, et, si le
critère de similarité n’est pas rempli, le réglage de la mesure de puissance prédictive pour cette région pour
qu’elle soit une quantité fixe ; et

(b) le codage du signal dans un sens aller, en utilisant un codage différentiel comprenant un codage différentiel
inter-trame, avec un paramètre de quantification qui varie en fonction des mesures de puissance prédictive.

2. Procédé selon la revendication 1, dans lequel ladite autre région pour laquelle la région respective doit être utilisée
en tant que prédicteur est une région à compensation de mouvement d’une autre trame.

3. Procédé selon l’une quelconque des revendications précédentes, dans lequel les mesures de puissance prédictive
sont générées en ce qui concerne des éléments d’image individuels et sont moyennées pour obtenir une mesure
unique pour une région.
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