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(54) XML database management system for an XML database comprising access-protected XML 
data

(57) The present invention concerns an XML data
base management system (XDBMS, 10) for an XML da-
tabase (20) comprising XML documents (30), each XML
document (30) comprising one or more structural ele-
ments (35) and adhering to an XML schema (40), wherein
at least one of the structural elements (35) is protected
against access of a user (60), the XDBMS (10) compris-
ing:
a. an optimizer (300) adapted to process an XQuery (50)
of the user (60) comprising one or more XQuery expres-

sions (55) and further adapted to generate an optimized
XQuery execution plan (70);
b. an execution engine (400) adapted to execute the op-
timized XQuery execution plan (70) to retrieve XML data
(80) from the XML database (20), characterized in that
c. the optimizer (300) is adapted to generate the opti-
mized XQuery execution plan (70), so that all XQuery
expressions (55) relating to one or more of the structural
elements (35) which are protected against access of the
user (60) are ignored by the optimizer (300).
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Description

1. Technical Field

[0001] The present invention relates to an XML data-
base management system for an XML database com-
prising access-protected XML data.

2. The Prior Art

[0002] Data in the Extensible Markup Language (XML)
format is of growing importance in modem applications
like those following the Service Oriented Architecture
(SOA) paradigm. In order to efficiently store and retrieve
such XML data, XML database management systems
(XDBMS) are a central component in modem IT infra-
structures. An XDBMS is to be understood as a system
comprising hardware and/or software adapted to facili-
tate the access to XML data such as XML documents or
individual XML elements of XML documents stored in an
XML database. Since modem applications are often dis-
tributed over a plurality of hardware such as servers gov-
erned by different parties, wherein the distributed parts
of an application communicate over networks like LANs
or the Internet, security - and especially access control -
becomes a critical issue. Access control generally refers
to the protection of highly confidential data against un-
authorized access by a user, wherein a user may be a
human user, another application, a web service or the
like. As a result, protecting XML data via access control
is an important necessity in XDBMSs in order to ensure
the security and the confidentiality of the data.
[0003] XML data is generally of hierarchical structure,
i.e. any XML element in a piece of XML data may com-
prise any number of further XML elements itself, forming
a tree-like structure. Furthermore, XML data may com-
prise any number of XML attributes, XML processing in-
structions, XML comments or any other kind of structural
elements defined by the XML standard. In the following,
the term "structural element" may refer to any of the
above-described contents of XML data. The general syn-
tax of XML is defined in "Extensible Markup Language
(XML) 1.0 (Fifth Edition)" of the World Wide Web Con-
sortium (W3C Recommendation, November 26, 2008,
URL http://www.w3.org/TR/xml/). Furthermore, XML da-
ta is typically stored in XML databases in a plurality of
XML documents with equal structure but different con-
tent, wherein each XML document represents a data
record in the XML database. XML documents may also
be referred to as XML instances. Typically, the structure
of XML documents is defined in an XML schema. The
XML schema language is an XML dialect defined in "XML
Schema Part 0: Primer Second Edition" of the World
Wide Web Consortium (W3C Recommendation, October
28, 2004, URL http://www.w3.org/TR/xmlschema-0/) for
more information).
[0004] Taking into account the specific manner in
which XML data is organized, modem XDBMSs like the

Tamino XML Server of applicant follow two major ap-
proaches for access-protecting confidential data. Firstly,
structure-based access-control refers to the protection
of certain structures in XML data, i.e. avoiding that un-
authorized users access one or more elements of the
XML documents stored in an XML database which com-
prise confidential data. Secondly, instance-based ac-
cess-control refers to the avoiding of unauthorized users
accessing individual confidential XML documents, i.e.
data records, in the XML database. These two approach-
es are further explained in the detailed description below.
[0005] Besides access-control, another key feature of
an XDMBS is an interface for querying XML data, i.e. a
way for users to retrieve XML data stored in an XML
database. In the field of XML, the declarative XML query
language (XQuery) has become the most commonly
used query language. XQuery is specified in "XQuery
1.0: An XML Query Language" of the World Wide Web
Consortium (W3C Recommendation, January 23, 2007,
URL (http://www.w3.org/TR/xquery/). One particular
goal of any query processing approach is the increasing
of the efficiency, i.e. the provision of query results as fast
as possible and with the least efforts in terms of compu-
tation power.
[0006] The processing of an XQuery in order to retrieve
the desired data generally follows the four phases labeled
Parser, Pre-Processor, Optimizer and Execution Engine
depicted in Fig. 1. These four phases are typically per-
formed by components of a database system called pars-
er, pre-processor, optimizer and execution engine, re-
spectively, which may be collectively referred to as query
processor. As can be seen, an incoming XQuery is first
parsed, i.e. the logical units of the incoming XQuery are
extracted in order to produce an Abstracted Syntax Tree
(AST). The AST is then pre-processed, which comprises
typing the AST, i.e. each expression in the AST is as-
signed a data type in order to produce a Typed AST. The
Typed AST is then optimized in order to produce a Query
Execution Plan. The optimization may comprise static
optimizations such as determining which indexes can be
used to evaluate the XQuery in a more efficient manner
and rewriting the Typed AST accordingly. The aforemen-
tioned phases, which may further comprise a semantic
analysis of the XQuery, are collectively referred to as
compilation. Subsequently, the produced Query Execu-
tion Plan is executed to retrieve the final query result.
[0007] Various approaches are known from the prior
art for increasing the efficiency of the above-described
query processing relating to XML data in general, e.g.
from the EP 1 986 108 Al of Applicant. However, when
querying access protected XML data, these approaches
are not well suited, since access control increases the
complexity of the query processing to a great extent and
thus often results in an insufficient optimization of the
XQuery, leading to unacceptable performance of the
overall XQuery processing.
[0008] In a different context, namely for relational da-
tabases rather than XML data-basees, the US
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2007/0276835 Al discloses a technique for efficient ac-
cess control. It discloses rewriting queries directed to da-
ta in access protected rows or tables of a relational da-
tabase, so that the rewritten queries can be more effi-
ciently processed. However, the data model underlying
relational databases follows a strictly linear storage par-
adigm comprising flat tables with rows and columns as
the main data structures. Since this storage model is fun-
damentally different from the aforementioned hierarchi-
cal XML data model, the optimization approaches known
from relational databases cannot be used in XML data-
bases.
[0009] It is therefore the technical problem underlying
the present invention to provide an XML database man-
agement system which facilitates the retrieval of access
protected XML data from an XML database, which en-
forces the security of the access protected XML data and
at the same time considerably increases the efficiency
of the query processing, thereby at least partly overcom-
ing the above explained disadvantages of the prior art.

3. Summary of the Invention

[0010] This problem is according to one aspect of the
invention solved by an XML data base management sys-
tem (XDBMS) for an XML database comprising XML doc-
uments, each XML document comprising one or more
structural elements and adhering to an XML schema,
wherein at least one of the structural elements is protect-
ed against access of a user. In the embodiment of claim
1, the XDBMS comprises:

a. an optimizer adapted to process an XQuery of a
user comprising one or more XQuery expressions
and further adapted to generate an optimized
XQuery execution plan;

b. an execution engine adapted to execute the opti-
mized XQuery execution plan to retrieve XML data
from the XML database, wherein

c. the optimizer is adapted to generate the optimized
XQuery execution plan, so that all XQuery expres-
sions relating to one or more of the structural ele-
ments which are protected against access of the user
are ignored by the optimizer.

[0011] Accordingly, the embodiment defines an XD-
BMS that considerably increases the efficiency of XML
data retrieval from a database comprising XML data fol-
lowing the structure-based access-control described in
the introductory part above. To this end, at least one of
the structural elements of XML documents stored in an
XML database is protected against access of a user. As
already described above, a structural element in this con-
text may be an XML element, an XML attribute or any
other structural entity of XML data defined by the XML
standard. An XQuery initiated by the user generally com-

prises one or more XQuery expressions, wherein each
XQuery expression is adapted for retrieving certain struc-
tural elements from the XML database. An exemplary
XQuery is described in the detailed description below.
[0012] The optimizer provided by the XDBMS is adapt-
ed to first generate an optimized XQuery execution plan
from the XQuery. Subsequently, the execution engine
provided by the XDBMS executes the optimized XQuery
execution plan generated by the optimizer. As a result,
the execution engine produces a query result comprising
the XML data that the user intends to retrieve by means
of the XQuery. So far, the XDBMS according to the
present invention generally follows the common ap-
proach to XML query processing depicted in Fig. 1.
[0013] However, the optimizer of the XDBMS is spe-
cifically adapted for increasing the efficiency of the
processing of the XQuery with respect to the XML data
protected against access of the user. To this end, the
optimizer is adapted to generate the optimized XQuery
execution plan in such a manner that all XQuery expres-
sions of the XQuery that relate to structural elements
which are protected against access of the user are ig-
nored by the optimizer. This approach has three major
advantages:

- Firstly, the number of processing steps and conse-
quently the processing time of the optimizer is con-
siderably decreased, since all XQuery expressions
which relate to access protected structural elements
are ignored during the optimization performed by the
optimizer. In other words, the optimizer focuses on
optimizing only the XQuery expressions which relate
to structural elements accessible to the user, so that
the overall optimization process takes considerably
less time as compared to the approaches known
from the prior art.

- Secondly, since the XQuery execution plan pro-
duced by the optimizer is already specifically opti-
mized for the XML data to be retrieved, the subse-
quent processing of the execution engine also takes
far less time and processing power, as compared to
the common approaches known from the prior art.
These two aspects are further demonstrated by an
example in the detailed description below.

- Thirdly, it should be appreciated that the overall se-
curity of the XQuery processing is not affected or
reduced at all, so that the present invention advan-
tageously combines the two objectives of a reliable
enforcement of high security standards and a very
efficient XQuery processing.

[0014] According to another aspect of the present in-
vention, the XDBMS is further adapted to determine one
or more groups the user belongs to and at least one of
the structural elements is protected against access of the
one or more groups. Accordingly, a user may belong to
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one or more groups, wherein a group may itself belong
to one or more further groups, thus building a complex
group hierarchy. A group may be an internal group, i.e.
a group defined within the XDBMS, or an external group,
i.e. a group defined e.g. in an external user repository
such as an LDAP repository.
[0015] The determination of the groups to which the
user (or a group) belongs, i.e. the resolving of the group
hierarchy, is preferably performed as one of the first steps
of the query compilation by the query processor to ensure
the efficiency of the access control related checks. To
this end, the query processor may first determine the one
or more groups the user directly belongs to. For each of
the determined groups, the query processor may then
recursively determine if these groups themselves belong
to further groups.
[0016] Furthermore, since the group hierarchy may be
arbitrary complex, the result of the above described
group resolving may be cached in order to improve the
overall performance. To this end, the information about
which user belongs to which groups may be temporally
stored in a user/group cache. If the group hierarchy needs
to be resolved again at a later stage, this user/group
cache may be inspected instead of performing the com-
plete group resolving anew. In order to keep the user/
group index up-to-date, the group resolving may be per-
formed on a regular basis according to a parameter set
by an administrator.
[0017] In a further aspect, the XDBMS further compris-
es a pre-processor adapted to evaluate at least one struc-
ture-based access privilege to determine the XQuery ex-
pressions to be ignored by the optimizer, the at least one
structure-based access privilege protecting access to the
respective structural element for the user and/or the
groups. Evaluation of an access privilege in this context
means checking the contents of the access privilege, so
that a conclusion can be drawn whether the access priv-
ilege grants or denies a certain action to a principal (a
user and/or group). The concept of access privileges is
explained in more detail in the detailed description below.
Accordingly, in contrast to the prior art, the evaluation of
the structure-based access privileges is not performed
during the query execution by the execution engine, but
already by the pre-processor provided by the XDBMS,
i.e. far earlier in the XQuery processing process. In par-
ticular, the evaluation of the structure-based access priv-
ileges is performed before the optimizer starts its
processing, so that the optimizer performs its optimiza-
tion tasks on an already "filtered" set of XML expressions
of the XQuery.
[0018] Furthermore, the pre-processor may be further
adapted to derive the at least one structure-based access
privileges from type information defined in the XML sche-
ma. This has the further advantage that the structure-
based access privileges may be stored in a central loca-
tion, i.e. within the XML schema. Alternatively, the access
privileges may also be stored in a distributed manner and
may be referenced by the XML schema. However, in both

cases, the structure-based access privileges may be de-
fined only once and then apply to all respective XML el-
ements of all XML documents adhering to the XML sche-
ma, which considerably reduces the effort when creating
and later updating the structure-based access privileges.
Since the structure-based access privileges can be de-
rived from the type information defined in the XML sche-
ma, the evaluation of the structure-based access privi-
leges may be performed already during the typing proc-
ess, i.e. during generating the Typed AST (cf. Fig. 1).
[0019] Moreover, the at least one structure-based ac-
cess privilege may be attached to the XML documents
comprising the respective structural element and the ex-
ecution engine may be further adapted to evaluate the
at least one structure-based access privilege. As ex-
plained in the preceding paragraph, during the typing
process, the type information determined for the XQuery
expressions relating to certain structural elements is typ-
ically defined by an XML schema. However, as will be
further explained in the detailed description below, it
might not be possible to statically type certain XQuery
expressions, since no corresponding typing information
may be present in the XML schema. Instead, the type
information may be unknown at the time of query typing.
Typically, the corresponding structural elements refer-
ence in this case their type information from inside the
XML document the structural element is comprised in,
instead of from the XML schema. Accordingly, the struc-
ture-based access privileges relating to these structural
elements may be attached to the XML documents them-
selves. The execution engine can then evaluate these
structure-based access privileges when retrieving the in-
dividual XML documents from the XML database during
query execution.
[0020] In this case, the execution engine may be fur-
ther adapted to scan a structure index as e.g. known from
the US 2005/0131895 Al of Applicant. A structure index
generally serves to store aggregated structure informa-
tion, i.e. it may be used to determine which structural
elements are currently present within the XML docu-
ments stored in an XDBMS at any given time, and which
structural elements do not occur within the XML docu-
ments currently stored in the XDBMS. Thus, consulting
a structure index is especially advantageous if certain
XQuery expressions cannot be typed statically, as de-
scribed above.
[0021] According to yet another aspect of the present
invention, the execution engine is further adapted to eval-
uate one or more instance-based access privileges at-
tached to at least one of the XML documents, the in-
stance-based access privileges protecting access for the
user and/or the groups to the respective XML documents.
Accordingly the instance-based access privileges are not
related to individual structural elements (like the struc-
ture-based access privileges), but rather to complete
XML documents, thus following the instance-based ac-
cess-control approach described in the introductory part
above. Examples for the evaluation of the instance-
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based access privileges can be found in the detailed de-
scription below.
[0022] Furthermore, the XDBMS may be adapted to
generate an access privilege index from the structure-
based and/or instance-based access privileges and the
execution engine may be adapted to scan the access
privilege index. Accordingly, the efficiency of the evalu-
ation of structure-based and/or instance-based access
control is considerably increased due to the use of the
access privilege index. As it will be appreciated by those
skilled in the art, scanning an index requires less process-
ing time than consulting the various structure-based
and/or instance-based access privileges individually and
is thus far more efficient.
[0023] The access privilege index may comprise one
or more index entries each comprising a reference to a
user and/or group, a reference to an XML document, an
access privilege and/or an identifier. Furthermore, the
execution engine may be adapted to evaluate the first
index entry of the access privilege index that matches
the user and/or the groups according to an order defined
by the identifiers of the index entries. Examples of the
access privilege index and its advantageous use are
shown in the detailed description below.
[0024] Generally, the structure-based and/or instance-
based access privileges may be defined by Access Con-
trol Lists (ACLs).
[0025] The present invention further relates to a com-
puter program comprising instructions for implementing
any of the above-presented XML database management
systems.
[0026] Furthermore, the present invention concerns a
method for processing an XQuery of a user to retrieve
XML data from an XML database using any of the above-
presented XML database management systems. Lastly,
a computer program is provided comprising instructions
for implementing the above-presented method.

4. Short Description of the Drawings

[0027] In the following detailed description, presently
preferred embodiments of the invention are further de-
scribed with reference to the following figures:

Fig. 1: A schematic overview of the control flow
for XQuery processing according to the pri-
or art;

Fig. 2: A schematic overview of an embodiment
of an XML database man- agement system
according to the present invention;

Fig. 3: A schematic overview of structure-based
access control according to embodiments
of the present invention;

Fig. 4: A schematic overview of instance-based
access control according to embodiments

of the present invention;

Fig. 5a: An exemplary XML schema according to
embodiments of the pre- sent invention;

Fig. 5b: Two exemplary XML documents adhering
to the XML schema of Fig. 5a;

Fig. 6a, b: Exemplary structure-based access privi-
leges for structure-based ac- cess control
according to embodiments of the present
invention;

Fig. 7a: Exemplary instance-based access privi-
leges for instance-based ac- cess control
according to embodiments of the present
invention;

Fig. 7b: An exemplary group definition according to
embodiments of the present invention;

Fig. 8: A schematic overview of an exemplary
XQuery Execution Plan ac- cording to em-
bodiments of the present invention; and

Fig. 9: A schematic overview of an exemplary ac-
cess privilege index ac- cording to embod-
iments of the present invention.

5. Detailed Description

[0028] As already described in the introductory part,
querying access control protected XML data is an impor-
tant feature of modem XML database management sys-
tems (XDBMS) to support applications following the
Service Oriented Application (SOA) paradigm. The
present invention provides an XDBMS 10 (cf. Fig. 2)
adapted for efficient XQuery 50 processing on access
control protected XML data such as XML documents 30
or individual XML elements 35 of XML documentts 30
stored in an XML database 20, which facilitates both
structure-based and instance-based access control. Fol-
lowing a common model for XQuery processing, struc-
ture-based access control may be evaluated during the
semantic analysis of an XQuery 50. For instance-based
access control, XML documents 30 stored in the XML
database 20 may be annotated with access control lists
(ACLs). To evaluate the ACLs during query execution,
the XDBMS 10 of the present invention generates ex-
tended XQuery execution plans 70. The extended
XQuery execution plans 70 are stated in terms of an ex-
tended XQuery processing algebra that provides access
control-related operators. The present invention thereby
facilitates the optimization of the extended XQuery exe-
cution plans 70 by applying algebraic query optimization.
Furthermore, the present invention provides the concept
of an ACL index for the efficient access of ACL informa-
tion.

7 8 



EP 2 234 025 A1

6

5

10

15

20

25

30

35

40

45

50

55

Access Control in XML Databases

[0029] The protection of XML data in XML databases
differs significantly from security concepts known from
relational database systems, since the XML data model,
i.e. the manner in which XML data is organized, com-
pletely differs from the relational data model (cf. the in-
troductory part above). In products like the Tamino XML
Server of Applicant, structure-based as well as instance-
based access control can be employed, which will be
described in more detail below.
[0030] Structure-based access control means that
XML data is protected by defining access privileges for
certain structural elements, such as XML elements, XML
attributes or any other structural entities of XML data de-
fined by the XML standard. The structural elements are
typically defined by XML schemas. In the XDBMS 10 of
the present invention, one or more XML schemas 40 are
specified in the XML schema language, mentioned in the
introductory part above. Fig. 5a depicts an exemplary
XML schema 40 that defines the structure of employee
XML elements 35 for storing employee-related data (XML
documents 30) in the XML database 20. As can be seen
in Fig. Sa, an employee XML element 35 is defined to
comprise child XML elements 35 date-of-birth, name,
salary, and manager. Furthermore, date-of-birth XML el-
ements 35 are defined as being of type xs:date and salary
and manager XML elements 35 are defined as being of
type xs:integer, as indicated by the respective type infor-
mation 45 of the XML schema 40. The name XML ele-
ment 35 itself is defined by two child XML elements 35,
namely a last XML element 35 and a first XML element
35 of type xs:string, which highlights the hierarchical
structure of XML. Moreover, the exemplary XML schema
40 in Fig. 5a defines that employee XML elements 35
must comprise a required XML attribute number of type
xs:integer. It should be appreciated that the XDBMS 10
according to the present invention may comprise more
than one XML schema 40 for defining different types of
XML documents for different purposes. Furthermore, the
exemplary XML schema defining the structure of employ-
ee elements is only one of a wide variety of examples.
[0031] Fig. 5b shows two exemplary XML documents
30 representing instances of the above-presented XML
schema 40. As can be seen, an XML document 30 ad-
hering to the XML schema 40 has the exact structure
defined by the XML schema 40, wherein the XML ele-
ments 35 of the XML document 30 are filled with concrete
values that have to adhere to the types defined in the
XML schema 40.
[0032] In the example of Figs. 5a and 5b, certain XML
elements 35 of the XML documents 30, such as name
or date-of-birth, are assumed to be uncritical in terms of
security and therefore should be accessible to any user
of the XDBMS 10. In contrast, access to the XML element
salary 35 of each XML document 30 must be restricted
to only a limited set of users, since the salary XML ele-
ment 35 stores confidential information (the yearly salary

of an employee) and should be kept secret under any
circumstances for the majority of XDBMS users. It should
be appreciated that using structure-based access con-
trol, not only individual XML elements 35 can be protect-
ed, but also XML database containers such as collections
as well as the execution of certain data retrieval functions.
Furthermore, as already described above, any structural
element of XML data may be protected, such as XML
attributes, XML comments, etc..
[0033] For specifying the level of access to an XML
element 35 of an XML document 30, Access Control Lists
(ACLs) can be used, an example of which is shown in
Fig. 6a. The example ACL of Fig. 6a defines structure-
based access privileges 90 on the collection hr holding
employee elements, for example the XML documents
30. The ACL name "default" in this context indicates that
the respective ACL should apply to all possible users,
unless stated otherwise. To this end, the exemplary ACL
in Fig. 6a grants read access to employee XML elements
35 but denies any access to salary XML elements 35,
since the company wants to keep the individual salary
as a secret. As the example shows, an ACL as it is defined
in the Tamino XML Server of Applicant comprises any
number of access privileges /Access Control Elements
(ACEs). Each ACE 90 consists of an optional "subject"
that defines the target XML element 35 and a "grant" or
"deny" of a "privilege", such as "read", "update", "delete",
"all" or any other suitable privilege. To become effective,
the ACL needs to be assigned to an individual user and/or
a group, wherein a group may reference one or more
users or further groups, building an arbitrary complex
group hierarchy (see above). As already mentioned, the
exemplary ACL of Fig. 6a is implicitly assigned to the
"default" group, which comprises all possible users, i.e
all users of the XDBMS 10 inherit the access privileges
90 according to the given ACL of Fig. 6a. In order for a
user to be allowed to access the salary XML element 35,
the user needs to belong to a specially authorized group,
such as the exemplary hrgroup group 65 defined in Fig.
7b. As can be seen, the group 65 lists the users of the
group (user "A" and user "B" in the example) and refer-
ences the hracl ACL, which defines the access privilege
90 granted to the hrgroup group 65. The corresponding
hracl ACL is depicted in Fig. 6b. As can be seen in Fig.
6b, members of the hrgroup group 65 are granted all
access privileges on employee XML elements 35.
[0034] The access privilege 90 defined in Fig. 6b high-
lights an aspect specific to the hierarchical structure of
XML. Since users belonging to the hrgroup group 65 are
allowed to access employee XML elements 35, these
users are also allowed to access all child XML elements
35 of the employee XML element 35, such as the salary
XML element 35. Thus, access privileges defined on XML
elements may be "inherited" by all child XML elements
according to the hierarchical structure of XML.
[0035] As can be seen in Fig. 3, in order to define struc-
ture-based access control, the structure-based access
privileges 90 are preferably referenced from the type in-
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formation 45 of the XML schema 40.
[0036] Furthermore, ACLs may also be used to protect
instances, i.e. individual XML documents 30, stored in
an XML database according to instance-based access
control. To this end, XML documents 30 stored in the
XML database 20 are directly annotated with one or more
ACLs comprising one or more instance-based access
privileges 95 to define the operations that can be exe-
cuted on the XML documents 30 by which user (cf. Fig.
4). The exemplary ACL depicted in Fig. 7a comprising
two instance-based access privileges (ACEs) 95 grants
full access to the members of the hrgroup. All other users
do not have any access to the protected document (cf.
the "principal" elements and the "grant" and "deny" ele-
ments in Fig. 7a). As can be seen, the instance-based
access privileges 95 of Fig. 7a do not reference individual
structural elements 35 (as compared to the structure-
based access privileges 90 described above), but rather
the whole ACL depicted in Fig. 7a is referenced from the
XML documents 30 to be protected by this ACL. As Fig.
7a further shows, ACLs do not need to be "conflict free".
An ACL may comprise an ACE 90, 95 that permits a
certain operation as well as an ACE 90, 95 that denies
the same operation. This "conflict" is resolved via the
order of the ACEs 90, 95 in the given ACL, i.e when de-
termining a suitable ACE 90, 95, the first ACE that match-
es the given user is selected.

Querying Protected XML Data with XQuery

[0037] Since XQuery is the most commonly used lan-
guage for querying XML data, an XQuery processor or
an XDBMS 10, respectively, has to enforce the authori-
zation approaches presented above. Consequently,
when executing an XQuery 50 initiated by a user 60 (cf.
Fig. 2), the authorization of the user 60 needs to be eval-
uated. XML data that must not be accessed by the que-
rying user 60 has to become invisible for the user 60.
Referring to the above-presented example, a user 60 not
belonging to the hrgroup group 65 must not be allowed
to retrieve any results for the following XQuery 50:
for $x in collection("hr")/employee
let $y . $x/salary
where $y > 100000
return $x
[0038] The above XQuery 50 determines all employ-
ees that have a salary above the given amount, i.e.
100,000 in the example. The first line of the XQuery 50
iterates over all XML documents 30 stored in the collec-
tion hr of the XML database 20. It extracts the comprised
employee XML elements 35 by applying a path XML ex-
pression 55 and binds the extracted XML elements 35
to the variable .$x. The second line binds the variable $y
to the salary XML elements 35 comprised in the employ-
ee XML elements 35 that have been bound to variable
$x. The for clause and the let clause each produce a
tuple for each employee XML element 35. In the example,
the generated tuples, also referred to as a tuple list, com-

prises two entries holding the bindings for variable $x
and $y. The tuple list is then subsequently filtered by the
where clause shown in the third line of the exemplary
XQuery 50. Only those tuples pass the filter (the where
clause) that have an element bound to $y that comprises
a value greater than 100000. Finally, the XQuery 50 re-
turns all tuples (see the fourth line of the XQuery 50) that
remains bound to the variable $x after the above-de-
scribed steps. Generally, each path expression such as
hr/employee in the above example, each comparison of
a variable with a value such as $y>100000 and each
assignment of a variable with a value such as $y:=$x/
salary constitutes an XQuery expression 55.
[0039] If the authorization is structure-based according
to the ACLs of Figs. 6a and 6b described above, the
salary XML element 35 cannot be read by the user 60.
Thus, the variable $y is assigned to an empty sequence.
According to the XQuery specification, comparing an
empty sequence yields the Boolean value false.
[0040] If the authorization is instance-based according
to the ACLs of Fig. 7a described above, all XML docu-
ments 30 are invisible to the user 60 that is not a member
of the hrgroup group 65.

Processing XQueries

[0041] As it will be appreciated by the skilled person,
the evaluation of access control greatly increases the
complexity of query processing and can lead to a signif-
icant performance decrease. In order to resolve the per-
formance problems resulting from access control defini-
tions, the evaluation of access control needs to be opti-
mized during XQuery processing. The approach provid-
ed by the present invention is based on a common
XQuery processing model which is schematically shown
in Fig. 1 and explained in the following.
[0042] One step during XQuery processing is the typ-
ing of the XQuery expressions 55 of the XQuery 50. As
XQuery is a strongly typed language, every XQuery ex-
pression 55 and sub-XQuery expression 55 is assigned
a type, i.e. a certain data type of the result produced by
the XQuery expression 55. In order to determine the type
of a path XML expression 55 which is extracting XML
data from XML documents 30 stored in the XML database
20, the XML schema 40 definitions are checked, i.e. the
type of a path XML expression 55 is determined based
on type information 45 stored in the XML schema 40 (cf.
Fig. 5a and the explanations above).
[0043] Due to the potential complexity of XQuery ex-
pressions 55, not for every kind of XQuery expression
55, the type of the related XML elements 35 can be de-
termined statically, i.e. during the compilation of the
XQuery 50. These cases may be covered by dynamic
type checking, wherein the XML elements 35 to which
the XQuery expressions 55 relate, reference their type
directly.
[0044] In XDBMSs 10 like the Tamino XML server of
Applicant (cf. Fig. 2), the result of the query compilation
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is an XQuery execution plan 70 that specifies how the
query result 80 can be obtained from the XML database
20. The XQuery execution plan 70 comprises operations
that are provided by the query execution engine 400 of
the XDBMS 10. These operations may comprise data-
base access operations, filer operations as well as
XQuery specific operations.
[0045] The optimization process performed by the op-
timizer 300 during XQuery compilation is supposed to
find an optimal XQuery execution plan 70. To this end,
a commonly known approach is to translate the given
XQuery 50 into an algebraic expression (an "Abstracted
Syntax Tree (AST)" and/or a "Typed AST" in Fig. 1) and
performing the optimization via rewriting or transforming
the algebraic expression, which finally results in an opti-
mized XQuery execution plan 70. This approach is also
referred to as algebraic query processing.
[0046] Algebraic query processing is based on an op-
erator set that reflects the capabilities of the underlying
execution engine 400. The operators consume and pro-
duce ordered tuple lists. Each tuple entry comprises a
piece of XML data that has been e.g. read from an index,
extracted from an XML document 30 or determined by
applying an XQuery expression 55. These tuple entries
are called variable bindings. The tuples lists exchanged
by the operators are called table structures.
[0047] Fig. 8 shows an exemplary algebraic query ex-
pression that is the result of the transformation of the
exemplary XQuery 50 presented above. Fig. 8 depicts
an "operator tree", i.e. the operators 710, 720, 730, 740
of the algebraic expression are represented as nodes
(cf. the boxes in Fig. 8). Each operator 710, 720, 730,
740 consumes the result of its input operator 710, 720,
730, 740 and produces a result that can be consumed
by any other operator 710, 720, 730, 740. The directed
edges of the operator tree (cf. the arrows in Fig. 8) visu-
alize the data flow between the operators 710, 720, 730,
740. Operators that do not consume any input such as
the operator 710 are called scan operators. Scan oper-
ators are responsible for reading XML documents 30
from disk (or any other storage means of the XML data-
base 30) or accessing an index that has been defined on
the XML documents 30 for efficient retrieval.
[0048] The exemplary operator tree of Fig. 8 comprises
a DoctypeScan operator 710. In Tamino of Applicant, a
database may comprise one or more collections, wherein
a collection may comprise one or more doctypes. A doc-
type may group one or more XML documents each com-
prising the same root XML element (e.g. each XML doc-
ument in the doctype employee comprises an XML ele-
ment employee as the top-most (root) XML element).
The DoctypeScan operator 710 scans all XML docu-
ments 30 that belong to the doctype employee and binds
them to variable $d. In other words, the DoctypeScan
operator 710 produces one tuple for each XML document
30 in the doctype employee, wherein each tuple com-
prises a single entry holding the complete XML document
30. The subsequent Path operator 720 extracts the em-

ployee XML elements 35 from the scanned XML docu-
ments 30 and binds them to the variable $x. Generally,
the subscript (the portion of the operator between "[" and
"]" in Fig. 8) of a Path operator 720, 730 comprises the
output variable and a restricted XQuery path expression
55. A Path operator 720, 730 evaluates the path expres-
sion 55 for each tuple of the input table structure and
binds the output variable to the resulting XML fragments,
i.e. the part of the XML data selected by the path expres-
sion 55. The second Path operator 730 extracts the sal-
ary XML element 35 from each employee XML element
35. The result of the DoctypeScan 710 and the two Path
operators 720, 730 is a table structure with the variables
$d, $x and $y. This table structure is subsequently filtered
by a Select operator 740 which applies the filter predicate
of its subscript ("$y > 100000" in Fig. 8) on each input
tuple. In the example of Fig. 8, only those tuples pass
the Select operator 740 that have a $y variable bound to
a salary XML element 55 with a value greater than
100000. Generally, the filter predicate of a Select oper-
ator 740 may be an arbitrary complex Boolean XQuery
expression.
[0049] The translated query (i.e. the algebraic query
expression described above and shown in Fig. 8) is the
input for the actual query optimization. An operator tree
such as the operator tree depicted in Fig. 8 gives a de-
scriptive visualization of an algebraic query expression.
However, for describing the subsequent algebraic trans-
formations, a more concise textual representation will be
used. It should be appreciated that the notations of alge-
braic query expressions, operator trees and the following
textual representation are equivalent. For the above-pre-
sented algebraic query expression, the textual represen-
tation is as follows:
Select [$y > 100000] (
Path [$y: $b/salary] (
Path [$x: $d/employee] (
DoctypeScan [$d;"employee"] ) ) )
[0050] A commonly known means for improving the
efficiency of query processing are indices. Indices help
to reduce the amount of XML data that needs to be read
from the storage means of an XML database 30 in order
to evaluate a query. It should be appreciated that reading
data from a storage means such as a hard disk is ex-
tremely time consuming and should therefore be kept to
a minimum. By algebraic rewriting, index access opera-
tors may be introduced into an algebraic query expres-
sion. Assuming an index on the salary XML elements 35,
the exemplary XQuery 50 discussed above may be op-
timized by introducing an according index access oper-
ator. The resulting rewritten algebraic expression reads
as follows:
Path [$x: $d/employee] (
IdxScan [$d;/employee/salary;>;100000] )
[0051] Accordingly, the IdxScan retrieves the XML
documents 30 comprising employees with a salary great-
er than 100000. This is especially advantageous, since
only those XML documents 30 have to be read from the
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storage means of the XML database 20 that fulfill the
given search predicate. In the context of huge XML da-
tabases with possibly Millions of XML documents 30 an
index such as described above leads to a tremendous
performance improvement.

Evaluation of Structure-based Access Control

[0052] In the following, the evaluation of structure-
based access control will be described as advantageous-
ly performed by the XDBMS 10 depicted in Fig. 2.
[0053] As already described above, structure-based
access control is facilitated by annotating the XML sche-
ma 40 with access privileges 90 comprised in ACLs. Due
to this, the evaluation of structure-based access control
may be advantageously performed during the typing of
the XQuery expressions 55 of the XQuery 50 performed
by the pre-processor 200 of the XDBMS 10. During the
type analysis, the type information 45 is retrieved from
the XML schema 40 and each XQuery expression 55 is
annotated with the type information 45 from the XML
schema 40. Since the XML schema 40 is annotated with
ACLs, the type information 45 assigned to an XQuery
expression 55 references the ACL that needs to be eval-
uated. If the ACLs deny access for the user 60 who is
stating the XQuery 50, the respective XQuery expression
55 is assumed to return an empty sequence. Since most
of the typing can be typically performed statically during
the semantic analysis phase, most of the evaluation of
the structure-based access control can also be per-
formed at that time, i.e. by the pre-processor 200 of the
XDBMS 10. Evaluating the structure-based access con-
trol is a prerequisite for performing subsequent XQuery
optimizations performed by the optimizer 300 of the XD-
BMS 10. When the optimizer 300 performs the optimiza-
tion of the XQuery 50, all protected XQuery expressions
55, i.e. all XQuery expressions 55 relating to XML ele-
ments 35 protected against access of the user 60, are
not considered by the query optimizer 300.
[0054] As already described above, for those XQuery
expressions 55 that cannot be typed statically, the eval-
uation of the access control is performed during runtime,
i.e. by the execution engine 400 of the XDBMS 10. Since
in this case, the type information 45 is referenced directly
from the XML documents 30 in contrast to being refer-
enced from the XML schema 40, the respective ACLs
can be determined from the references originating from
the XML documents 30. To reduce the number of cases
where dynamic access control checks are needed, a
structure index can be used. A structure index may hold
information about the structure, i.e. about the structural
elements, of XML data (i.e. XML documents) currently
stored in the XML database and may be used for the
typing of an XQuery. To this end, a structure index may
provide the information which structural elements are
currently available in the XML database and which are
not, so that the type of certain XQuery expressions can
be determined more specifically.

Evaluation of Instance-based Access Control

[0055] Since in instance-based access control, the
ACLs are referenced from the XML documents 30 them-
selves, instance-based access control may be enforced
by investigating instances, i.e. XML documents 30,
stored in the XML database 20, which is preferably per-
formed during query execution, i.e. by the execution en-
gine 400 of the XDBMS 10. To this end, the query exe-
cution plan 70 generated by the optimizer 300 is extended
according to the present invention. Therefore, a check-
Privelege() function is provided that returns a Boolean
value and is adapted to act as a filter predicate. Based
on the exemplary XQuery described above, the extended
XQuery execution plan 70 is as follows:
Path [$x: $d/employee] (
Select [checkPrivilege ($d, user, read) ] (
IdxScan [$d;/employee/salary;>;100000] ) )
[0056] The additional Select operator in the second
line of the above listing uses the checkPrivilege() function
to filter the XML documents 30 according to the level of
authorization of the user 60. The above XQuery execu-
tion plan 70 has a high performance if the index scan
IdxScan (cf the third line in the listing above) returns a
small number of XML documents 30.
[0057] On the other hand, in case the XML database
20 contains mainly highly paid employees and the user
60 that is stating the XQuery 50 can read only a limited
amount of XML documents 30 the performance can be
even further improved by applying a different XQuery ex-
ecution plan 70. According to this different XQuery exe-
cution plan 70, the XML documents 30 which can be ac-
cessed by the user 60 are first retrieved via an according
access privilege index 97, i.e. an ACL index 97 as shown
in Fig. 9.
[0058] The ACL index 97 shown in Fig. 9 is generated
by the XDBMS 10 and is used to retrieve XML documents
30 via a given user ID of the user 60 as well as via the
access operation (such as "read", "update", etc.). An in-
dex entry 970 of the ACL index 97 represents an ACE
90, 95. Each index entry 970 comprises a principal 970
(a reference onto a user and/or group) and privilege 973
with a flag that indicates if the privilege is granted or de-
nied. In contrast to an ACL defined for instance-based
access control (cf. Fig. 7a) which comprises one or more
access privileges/ACEs 95, an index entry 970 of the
ACL index 97 comprises a single access privilege. For
an ACL with multiple access privileges, multiple index
entries 970 are generated. Accordingly, Fig. 9 shows the
ACL index 97 that is generated from the ACL of Fig. 7a.
It is assumed that the ACL of Fig. 7a references the XML
document 30 with the identifier "#1" and thus the ACL
index 97 comprises "#1" in the index column "document
(subject)" 972.
[0059] In the example of Fig. 9, each ACL index entry
970 comprises in addition to the user or group identifier
971, the XML document identifier 972 and the privilege
97 a further ACE identifier (ACE ID) 974 which identifies
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the represented ACE within an ACL. An order is defined
on the ACE ID that corresponds to the order of the ACEs
in the ACL from which the ACL index 97 is generated.
Accordingly, the ACE ID allows for reconstructing the or-
der of the ACE within the originating ACL in order to re-
solve "conflicting" ACEs. As already explained above,
ACEs do not have to be "conflict free", i.e. one ACE may
permit a certain operation and a further ACE may deny
the same operation. In this case, the ACE ID is used to
inspect the individual ACEs in the order defined by the
ACE ID and to determine the first matching ACE from
the index entry 970 in order to resolve the conflict.
[0060] An exemplary XQuery execution plan 70 that
uses the ACL index 97 is depicted below:
Path [$x: $d/employee] (
SemiJoin(
AclIdxScan [$d;userId,read],
IdxScan [$d;/employee/salary;>;100000]))
[0061] Accordingly, the AclIdxScan (third line in the
above listing) determines the XML documents 30 that
can be accessed by the given user 60. To this end, the
AclIdxScan reads all the ACEs that are matching the giv-
en user-ID (parameter userID) and the given access op-
eration (read in the above listing) and checks the first
matching ACE. Based on this ACE, the AclIndexScan
decides whether or not the referenced XML document
30 belongs to the result set, i.e. if the user 60 is authorized
to retrieve the XML document 30. For each result XML
document 30, the subsequent SemiJoin (second line of
the above listing) checks if the XML document 30 also
belongs to the document set that can be retrieved via the
search predicate of the IdxScan (fourth line of the above
listing).
[0062] The ACL index 97 may be further used to opti-
mize complex XQueries involving Join operations and
aggregations. The decision of which of the above-pre-
sented variants of an XQuery execution plan 70 should
be executed is preferably performed by the optimizer 300
of the XDBMS 10. To this end, the optimizer 300 may
use statistics collected on the data, i.e. the XML docu-
ments 30, in the XML database 20 as well as statistics
on the ACLs stored in the XML database 20.

Claims

1. An XML data base management system (XDBMS,
10) for an XML database (20) comprising XML doc-
uments (30), each XML document (30) comprising
one or more structural elements (35) and adhering
to an XML schema (40), wherein at least one of the
structural elements (35) is protected against access
of a user (60), the XDBMS (10) comprising:

a. an optimizer (300) adapted to process an
XQuery (50) of the user (60) comprising one or
more XQuery expressions (55) and further
adapted to generate an optimized XQuery exe-

cution plan (70);
b. an execution engine (400) adapted to execute
the optimized XQuery execution plan (70) to re-
trieve XML data (80) from the XML database
(20), characterized in that
c. the optimizer (300) is adapted to generate the
optimized XQuery execution plan (70), so that
all XQuery expressions (55) relating to one or
more of the structural elements (35) which are
protected against access of the user (60) are
ignored by the optimizer (300).

2. The XDBMS (10) of claim 1, being further adapted
to determine one or more groups (65) the user (60)
belongs to and wherein at least one of the structural
elements (35) is protected against access of the one
or more groups (65).

3. The XDMBS (10) of claim 1 or 2, further comprising
a pre-processor (200) adapted to evaluate at least
one structure-based access privilege (90) to deter-
mine the XQuery expressions (55) to be ignored by
the optimizer (300), the at least one structure-based
access privilege (90) protecting access to the re-
spective structural element (35) for the user (60)
and/or the groups (65).

4. The XDBMS (10) of the preceding claim, wherein
the pre-processor (200) is further adapted to derive
the at least one structure-based access privilege (90)
from type information (45) defined in the XML sche-
ma (40).

5. The XDBMS (10) of claim 3 or 4, wherein at least
one of the structure-based access privileges (90) is
attached to the XML documents (30) comprising the
respective structural element (35) and wherein the
execution engine (400) is further adapted to evaluate
the at least one structure-based access privilege
(90).

6. The XDBMS (10) of the preceding claim, wherein
the execution engine (400) is further adapted to scan
a structure index.

7. The XDBMS (10) of any of the preceding claims,
wherein the execution engine (400) is further adapt-
ed to evaluate one or more instance-based access
privileges (95) attached to at least one of the XML
documents (30), the instance-based access privileg-
es (95) protecting access for the user (60) and/or the
groups (65) to the respective XML documents (30).

8. The XDBMS (10) of any of the preceding claims,
being further adapted to generate an access privi-
lege index (97) from the structure-based (90) and/or
instance-based access privileges (95) and wherein
the execution engine (400) is adapted to scan the
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access privilege index (97).

9. The XDBMS (10) of the preceding claim, wherein
the access privilege index (97) comprises one or
more index entries (970) each comprising a refer-
ence (971) to a user and/or group, a reference (972)
to an XML document, an access privilege (973)
and/or an identifier (974).

10. The XDBMS (10) of the preceding claim, wherein
the execution engine (400) is adapted to evaluate
the first index entry (970) of the access privilege in-
dex (97) that matches the user (60) and/or the groups
(65) according to an order defined by the identifiers
(974) of the index entries (970).

11. The XDBMS (10) of any of the preceding claims,
wherein the structure-based (90) and/or instance-
based access privileges (95) are defined by Access
Control Lists (ACLs).

12. A computer program comprising instructions for im-
plementing an XML database management system
(XDBMS, 10) of any of the preceding claims.

13. A method for processing an XQuery (50) of a user
(60) to retrieve XML data (80) from an XML database
(20) using an XML database management system
(XDBMS, 10) of any of the claims 1 - 11.

14. A computer program comprising instructions for im-
plementing a method of the preceding claim.
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