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(54) Network devices

(57) A method performed in a first network (10), com-
prising a first network device (1) and a second network
device (2), the first network (10) being linked to a second
network (12) by a first link (18) between the second net-
work device (2) and the second network (12) which pro-
vides a chosen route between the first network (10) and
the second network (12). The method comprises deter-
mining, for example by the first network device (1), that
the first network device (1) offers a back-up route be-
tween the first network (10) and the second network (12)
via a second link (20) available between the first network
device (1) and the second network (12). The method may
comprise generating a back-up message (97) indicating
the back-up route, and sending it to the second network
device (2) which stores the message. Also described is
use of the back-up route.
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Description

[0001] The present invention relates to network devic-
es, e.g. routers and/or switches. The present invention
relates in particular, but not exclusively, to such devices
employed in an inter-network, e.g. in a multi-homed sys-
tem.
[0002] A router typically operates within and between
networks to perform the tasks of routing and forwarding
information. In particular, a router typically selects a link
along which to send network traffic, and forwards the
network traffic along the selected link. For example, a
router directs information to various paths on the Internet.
One example of a router is the CISCO 7200 (trademark).
A router discovers the links to use through the operation
of a routing protocol where information is exchanged be-
tween routers.
[0003] A network or node is said to be multi-homed if
it has a number of ways in which to connect to another
network. Multi-homing is a technique to increase the re-
liability of a network connection. The different connec-
tions may be simultaneously available or one may be
purely a back-up connection to be used if the primary
connection fails. The routers within the network are re-
sponsible for determining the best connection to pass
network traffic along.
[0004] Connections between networks may fail. Upon
failure, there is a need to detect the failure and ensure
that network traffic is directed along an alternative con-
nection. It is desirable that this process happens quickly
in order that network users are unaware of the failure.
[0005] Typically, the directing of network traffic to a
working alternative connection requires that the routers
within the network re-calculate a route upon which to
send network traffic. This is a distributed calculation,
known as convergence. Convergence can take many
minutes to complete, during which time the multi-homed
entity may be without connectivity. It is not uncommon
for failures to have self-recovered before the conver-
gence process is complete.
[0006] Also, during convergence, routing loops may
occur. This may lead to information loss and/or delay. In
such cases there is likely to be noticeable service dis-
ruption for the network users.
[0007] Techniques used to address these problems
are known, for example fast re-route techniques. A fast
re-route technique is used to locally compute a safe (e.g.
loop free) path to a destination which avoids a failure.
However, the computed path may not be optimal.
[0008] The way that fast re-route techniques can be
implemented depends upon the routing protocol used in
the network. For example, solutions for Multi Protocol
Label Switching (MPLS) and Open Shortest Path First
(OSPF) routing protocols are known. These routing pro-
tocols are used primarily in the intra-domain environ-
ment. Many networks, including for example the individ-
ual networks that make up the Internet, connect to each
other using the Border Gateway Protocol (BGP). The

BGP routing protocol operates in a different way to MPLS
and OSPF protocols. Thus MPLS and OSPF fast re-route
techniques do not provide a fast re-route solution to im-
prove multi-homing resilience in networks connected
through the BGP protocol (or other means when topology
information is limited).
[0009] In a first aspect the present invention provides
a method performed in a first network, the first network
comprising a first network device and a second network
device, the first network being at least initially linked to a
second network by a first link that is available between
the second network device and the second network, the
first link providing a chosen route between the first net-
work and the second network; the method comprising:
determining that the first network device offers a back-
up route between the first network and the second net-
work via a second link that is available between the first
network device and the second network.
[0010] The step of determining that the first network
device offers a back-up route may be performed by the
first network device itself.
[0011] The method may further comprise generating
a back-up message indicating that the back-up route is
offered. The method may further comprise sending the
back-up message to the second network device.
[0012] The method may further comprise the first net-
work device generating a back-up message indicating
that it offers the back-up route. The method may further
comprise the first network device sending the back-up
message to the second network device.
[0013] The method may further comprise the step of
storing the indication of the offered back-up route to pro-
vide a stored back-up route.
[0014] The method may further comprise the second
network device storing the indication of the offered back-
up route to provide a stored back-up route.
[0015] The method may further comprise the steps of
determining that a route in addition to or instead of the
chosen route is required; determining that the stored
back-up route can fulfil this requirement; and in response
to the step of determining that the stored back-up route
can fulfil the requirement, directing network traffic be-
tween the first network and the second network via the
first network device.
[0016] The method may further comprise the second
network device determining that a route in addition to or
instead of the chosen route is required; the second net-
work device determining that the stored back-up route
can fulfil this requirement; and in response to the step of
determining that the stored back-up route can fulfil the
requirement, the second network device directing net-
work traffic between the first network and the second
network via the first network device.
[0017] The method may further comprising sending a
message from the second network device to the first net-
work device informing the first network device that the
back-up route is to be used.
[0018] The step of directing network traffic between
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the first network and the second network via the first net-
work device may comprise tunnelling the network traffic
between the second network device and the first network
device.
[0019] The process of sending the back-up message
from the first network device to the second network de-
vice may be carried out independently of any network
traffic passing processes being implemented by the first
network device and the second network device.
[0020] Network traffic passing processes may be im-
plemented by the first network device and the second
network device using the Border Gateway Protocol
(BGP).
[0021] The first network device may determine that it
offers the back-up route by comparing BGP route adver-
tisements.
[0022] The first network device may determine that it
offers the back-up route by checking if two data elements
have the same single first network number in a first net-
work path field.
[0023] The first network device may determine that it
offers the back-up route by checking if two data elements
both have a common default route.
[0024] The first network may further comprise at least
one further network device in addition to the first network
device and the second network device, and no network
devices of the first network apart from the first network
device and the second network device are informed that
the first network device offers a back-up route for the
second network device.
[0025] The step of determining that a route in addition
to or instead of the chosen route is required may comprise
determining that the chosen route has become unavail-
able and hence a route instead of the chosen route is
required.
[0026] The step of determining that a route in addition
to or instead of the chosen route is required may comprise
determining that the chosen route has undergone soft or
partial failure and hence a route in addition to the chosen
route is required.
[0027] The step of the second network device deter-
mining that a route in addition to or instead of the chosen
route is required may comprise the second network de-
vice determining that the chosen route has become un-
available and hence a route instead of the chosen route
is required.
[0028] The step of the second network device deter-
mining that a route in addition to or instead of the chosen
route is required may comprise the second network de-
vice determining that the chosen route has undergone
soft or partial failure and hence a route in addition to the
chosen route is required.
[0029] A management system may be informed of a
failure event.
[0030] The first network device may be made aware
that the back-up route is to be used by the second network
device sending an out-of-band explicit message to the
first network device.

[0031] The first network device may be made aware
that the back-up route is to be used by the second network
device sending an out-of-band implicit message to the
first network device.
[0032] The first network device may be made aware
that the back-up route is to be used by the second network
device sending an in-band explicit message to the first
network device.
[0033] The first network device may be made aware
that the back-up route is to be used by the second network
device sending an in-band implicit message to the first
network device.
[0034] The first network device may be a router.
[0035] The first network device may be a switch.
[0036] The second network device may be a router.
[0037] The second network device may be a switch.
[0038] The at least one further network device may be
a router.
[0039] The at least one further network device may be
a switch.
[0040] The first network device and the second net-
work device may be connected via Internal Border Gate-
way Protocol (iBGP) links.
[0041] The first network device and the second net-
work device may be connected to each other by means
of Open Shortest Path First (OSPF) processes.
[0042] The first link and/or the second link may be an
External Border Gateway Protocol (eBGP) link.
[0043] An associated resource cost of a link may reflect
the bandwidth of the link to be traversed.
[0044] The second link may have a higher associated
resource cost than the first link.
[0045] The chosen route between the first network and
the second network may be the best route between the
first network and the second network. The best route may
be the best route in terms of lowest associated resource
cost.
[0046] In a further aspect the present invention pro-
vides a method performed by a first network device, the
first network device being part of a first network that fur-
ther comprises a second network device, the first network
being at least initially linked to a second network by a
first link that is available between the second network
device and the second network, the first link providing a
chosen route between the first network and the second
network; the method comprising: the first network device
determining that the first network device offers a back-
up route between the first network and the second net-
work via a second link that is available between the first
network device and the second network.
[0047] The method may further comprise the first net-
work device generating a back-up message indicating
that it offers the back-up route. The method may further
comprise the first network device sending the back-up
message to the second network device.
[0048] The method may further comprise the step of
storing the indication of the offered back-up route to pro-
vide a stored back-up route.
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[0049] The method may further comprise the first net-
work device receiving a message from the second net-
work device informing the first network device that the
back-up route is to be used.
[0050] The method may further comprise the first net-
work device participating in directing network traffic be-
tween the first network and the second network via the
first network device.
[0051] The directing of network traffic between the first
network and the second network via the first network de-
vice may comprise tunnelling the network traffic between
the second network device and the first network device.
[0052] The process of sending the back-up message
from the first network device to the second network de-
vice may be carried out independently of any network
traffic passing processes being implemented by the first
network device.
[0053] Network traffic passing processes may be im-
plemented by the first network device using the Border
Gateway Protocol (BGP).
[0054] The first network device may determine that it
offers the back-up route by comparing BGP route adver-
tisements.
[0055] The first network device may determine that it
offers the back-up route by checking if two data elements
have the same single first network number in a first net-
work path field.
[0056] The first network device may determine that it
offers the back-up route by checking if two data elements
both have a common default route.
[0057] A management system may be informed of a
failure event.
[0058] The first network device may be made aware
that the back-up route is to be used by receiving from the
second network device an out-of-band explicit.
[0059] The first network device may be made aware
that the back-up route is to be used by receiving from the
second network device an out-of-band implicit message.
[0060] The first network device may be made aware
that the back-up route is to be used by receiving from the
second network device an in-band explicit message.
[0061] The first network device may be made aware
that the back-up route is to be used by receiving from the
second network device an in-band implicit message.
[0062] The first network device may be a router.
[0063] The first network device may be a switch.
[0064] The first network device and the second net-
work device may be connected via Internal Border Gate-
way Protocol (iBGP) links.
[0065] The first network device and the second net-
work device may be connected to each other by means
of Open Shortest Path First (OSPF) processes.
[0066] The first link and/or the second link may be an
External Border Gateway Protocol (eBGP) link.
[0067] An associated resource cost of a link may reflect
the bandwidth of the link to be traversed.
[0068] The second link may have a higher associated
resource cost than the first link.

[0069] The chosen route between the first network and
the second network may be the best route between the
first network and the second network. The best route may
be the best route in terms of lowest associated resource
cost.
[0070] In a further aspect the present invention pro-
vides a method performed by a second network device,
the second network device being part of a first network
that further comprises a first network device, the first net-
work being at least initially linked to a second network by
a first link that is available between the second network
device and the second network, the first link providing a
chosen route between the first network and the second
network; the method comprising: the second network de-
vice storing an indication of an offered back-up route to
provide a stored back-up route in response to receiving,
from the first network device, a back-up message indi-
cating that the first network device offers the back-up
route between the first network and the second network
via a second link that is available between the first net-
work device and the second network.
[0071] The method may further comprise the second
network device determining that a route in addition to or
instead of the chosen route is required; the second net-
work device determining that the stored back-up route
can fulfil this requirement; and in response to the step of
determining that the stored back-up route can fulfil the
requirement, the second network device directing net-
work traffic between the first network and the second
network via the first network device.
[0072] The method may further comprising the second
network device sending a message to the first network
device informing the first network device that the back-
up route is to be used.
[0073] The step of directing network traffic between
the first network and the second network via the first net-
work device may comprise tunnelling the network traffic
between the second network device and the first network
device.
[0074] The back-up message may be received from
the first network device independently of any network
traffic passing processes being implemented by the first
network device and the second network device.
[0075] Network traffic passing processes may be im-
plemented by the second network device using the Bor-
der Gateway Protocol, BGP.
[0076] The step of the second network device deter-
mining that a route in addition to or instead of the chosen
route is required may comprise the second network de-
vice determining that the chosen route has become un-
available and hence a route instead of the chosen route
is required.
[0077] The step of the second network device deter-
mining that a route in addition to or instead of the chosen
route is required may comprise the second network de-
vice determining that the chosen route has undergone
soft or partial failure and hence a route in addition to the
chosen route is required.
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[0078] The second network device may inform a man-
agement system of a failure event.
[0079] The second network device may make the first
network device aware that the back-up route is to be used
by sending an out-of-band explicit message to the first
network device.
[0080] The second network device may make the first
network device aware that the back-up route is to be used
by sending an out-of-band implicit message to the first
network device.
[0081] The second network device may make the first
network device aware that the back-up route is to be used
by sending an in-band explicit message to the first net-
work device.
[0082] The second network device may make the first
network device aware that the back-up route is to be used
by sending an in-band implicit message to the first net-
work device.
[0083] The second network device may be a router.
[0084] The second network device may be a switch.
[0085] The first network device and the second net-
work device may be connected via Internal Border Gate-
way Protocol (iBGP) links.
[0086] The first network device and the second net-
work device may be connected to each other by means
of Open Shortest Path First (OSPF) processes.
[0087] The first link and/or the second link may be an
External Border Gateway Protocol (eBGP) link.
[0088] An associated resource cost of a link may reflect
the bandwidth of the link to be traversed.
[0089] The second link may have a higher associated
resource cost than the first link.
[0090] The chosen route between the first network and
the second network may be the best route between the
first network and the second network. The best route may
be the best route in terms of lowest associated resource
cost.
[0091] In a further aspect the present invention pro-
vides a first network device for use in a first network, the
first network further comprising a second network device
and being at least initially linked to a second network by
a first link that is available between the second network
device and the second network, the first link providing a
chosen route between the first network and the second
network; the first network device comprising means for
determining that the first network device offers a back-
up route between the first network and the second net-
work via a second link that is available between the first
network device and the second network.
[0092] The first network device may further comprise
means for generating a back-up message indicating that
the back-up route is offered. The first network device may
further comprise means for sending the back-up mes-
sage to the second network device.
[0093] The first network device may comprise means
for participating in directing network traffic between the
first network and the second network via the first network
device.

[0094] The first network device may further comprising
means to receive a message from the second network
device informing the first network device that the back-
up route is to be used.
[0095] The means for directing network traffic between
the first network and the second network via the first net-
work device may comprise means for tunnelling the net-
work traffic between the second network device and the
first network device.
[0096] The means for sending the back-up message
from the first network device to the second network de-
vice may carry out the sending independently of any net-
work traffic passing processes being implemented by the
first network device and the second network device.
[0097] Network traffic passing processes may be im-
plemented by the first network device using the Border
Gateway Protocol (BGP).
[0098] The first network device may comprise receiv-
ing means for being made aware that the back-up route
is to be used by receiving from the second network device
an out-of-band explicit message.
[0099] The first network device may comprise receiv-
ing means for being made aware that the back-up route
is to be used by receiving from the second network device
an out-of-band implicit message.
[0100] The first network device may comprise receiv-
ing means for being made aware that the back-up route
is to be used by receiving from the second network device
an in-band explicit message.
[0101] The first network device may comprise receiv-
ing means for being made aware that the back-up route
is to be used by receiving from the second network device
an in-band implicit message.
[0102] The first network device may be a router.
[0103] The first network device may be a switch.
[0104] The first network device and.the second net-
work device may be connected via Internal Border Gate-
way Protocol (iBGP) links.
[0105] The first network device may determine that it
offers the back-up route by comparing BGP route adver-
tisements.
[0106] The first network device may determine that it
offers the back-up route by checking if two data elements
have the same single first network number in a first net-
work path field.
[0107] The first network device may determine that it
offers the back-up route by checking if two data elements
both have a common default route.
[0108] The first network device and the second net-
work device may be connected to each other by means
of Open Shortest Path First (OSPF) processes.
[0109] The first link and/or the second link may be an
External Border Gateway Protocol (eBGP) link.
[0110] An associated resource cost of a link may reflect
the bandwidth of the link to be traversed.
[0111] The second link may have a higher associated
resource cost than the first link.
[0112] The chosen route between the first network and
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the second network may be the best route between the
first network and the second network. The best route may
be the best route in terms of lowest associated resource
cost.
[0113] In a further aspect the present invention pro-
vides a second network device for use in a first network,
the first network further comprising a first network device
and being at least initially linked to a second network by
a first link that is available between the second network
device and the second network, the first link providing a
chosen route between the first network and the second
network; the second network device comprising means
for storing an indication of an offered back-up route to
provide a stored back-up route in response to receiving,
from the first network device, a back-up message indi-
cating that the first network device offers the back-up
route between the first network and the second network
via a second link that is available between the first net-
work device and the second network.
[0114] The second network device may further com-
prise means for determining that a route in addition to or
instead of the chosen route is required; means for deter-
mining that the stored back-up route can fulfil this require-
ment; and means for, in response to the step of deter-
mining that the stored back-up route can fulfil the require-
ment, directing network traffic between the first network
and the second network via the first network device.
[0115] The second network device may further com-
prise means to send a message to the first network device
informing the first network device that the back-up route
is to be used.
[0116] The step of directing network traffic between
the first network and the second network via the first net-
work device may comprise tunnelling the network traffic
between the second network device and the first network
device.
[0117] The back-up message may be received from
the first network device independently of any network
traffic passing processes being implemented by the first
network device and the second network device.
[0118] Network traffic passing processes may be im-
plemented by the second network device using the Bor-
der Gateway Protocol (BGP).
[0119] The second network device may comprise
means for determining that the chosen route has become
unavailable and hence a route instead of the chosen
route is required.
[0120] The second network device may comprise
means for determining that the chosen route has under-
gone soft or partial failure and hence a route in addition
to the chosen route is required.
[0121] The second network device may comprise
means for sending an out-of-band explicit message to
the first network device to make the first network device
aware that the back-up route is to be used.
[0122] The second network device may comprise
means for sending an out-of-band implicit message to
the first network device to make the first network device

aware that the back-up route is to be used.
[0123] The second network device may comprise
means for sending an in-band explicit message to the
first network device to make the first network device
aware that the back-up route is to be used.
[0124] The second network device may comprise
means for sending an in-band implicit message to the
first network device to make the first network device
aware that the back-up route is to be used.
[0125] The second network device may be a router.
[0126] The second network device may be a switch.
[0127] The first network device and the second net-
work device may be connected via Internal Border Gate-
way Protocol (iBGP) links.
[0128] The first network device and the second net-
work device may be connected to each other by means
of Open Shortest Path First (OSPF) processes.
[0129] The first link and/or the second link may be an
External Border Gateway Protocol (eBGP) link.
[0130] An associated resource cost of a link may reflect
the bandwidth of the link to be traversed.
[0131] The second link may have a higher associated
resource cost than the first link.
[0132] The chosen route between the first network and
the second network may be the best route between the
first network and the second network. The best route may
be the best route in terms of lowest associated resource
cost.
[0133] In a further aspect the present invention pro-
vides a first network, comprising: any above described
first network device; and any above described second
network device.
[0134] The first network may further comprise at least
one further network device in addition to the first network
device and the second network device, and no network
devices of the first network apart from the first network
device and the second network device are informed that
the first network device offers a back-up route for the
second network device.
[0135] The at least one further network device may be
a router.
[0136] The at least one further network device may be
a switch.
[0137] Embodiments of the invention will now be de-
scribed, by way of example only, with reference to the
accompanying drawings, in which:

Figure 1 is a block diagram schematically showing
an inter-network of networks in which a first embod-
iment of the invention is implemented;
Figure 2 is a logical representation of a BGP routing
system for a router;
Figure 3 is a logical representation of a BGP routing
system for another router;
Figure 4 is a process flow chart showing certain steps
of an UPDATE message and back-up message
passing process; and
Figure 5 is a process flow chart showing certain steps
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of an example of a process of rerouting network traf-
fic in response to best route connectivity failure

[0138] Figure 1 is a block diagram schematically show-
ing an inter-network 101 in which a first embodiment of
the invention is implemented. In practical examples, the
inter-network 101 will typically comprise a large number
of routers. However, for ease of explanation, the inter-
network 101 will be described in terms of only six routers,
namely a first router 1, a second router 2, a third router
3, a fourth router 4, a fifth router 5, and a sixth router 6.
[0139] The inter-network 101 comprises a first network
10 and a second network 12. The first network 10 and
the second network 12 are two independently managed
networks.
[0140] The first network 10 comprises the first router
1, the second router 2, the third router 3, and the fourth
router 4.
[0141] The second network 12 comprises the fifth rout-
er 5 and the sixth router 6. The second network 12 has
a common IP address prefix. This common IP address
prefix is advertised using the BGP protocol to both the
first routers 1 and the second router 2 i.e. the first network
10 is aware that the fifth router 5 and the sixth router 6
provide two different gateways to the network prefix ad-
vertised by the second network 12.
[0142] The first network 10 is connected to the second
network 12. In particular, the second router 2 is connect-
ed to the fifth router 5. Also, the first router 1 is connected
to the sixth router 6. Thus, the first network 10 and the
second network 12 are multi-homed systems, i.e. the first
network 10 connects to the second network 12 in more
than one way, and vice versa.
[0143] The second router 2 is connected to the fifth
router 5 via a simple point to point link 18, hereinafter
referred to as "the first external link", between the second
router 2 and the fifth router 5. Over the first external link
18 an eBGP session is maintained. The first external link
18 has a preference associated with it - in this example
this is a resource "cost" which may reflect, amongst other
things, the cost or bandwidth of the link or the autono-
mous system (AS) path to be traversed. The cost is not
explicitly expressed within BGP protocol although mech-
anisms exist to influence peers understanding the "cost"
through BGP parameters such as Local Preference. The
cost associated with the first external link 18 may change
over time. This may be the result of many things. For
example the cost may change regularly (time of day) or
as a result of network upgrades.
[0144] The first router 1 is connected to the sixth router
6 via a simple point to point link, link 20, hereinafter re-
ferred to as "the second external link", between the first
router 1 and the sixth router 6. Over the second external
link 20 an eBGP session is maintained. The second ex-
ternal link 20 has a preference associated with it - in this
example this is a resource "cost" which may reflect,
amongst other things, the cost or bandwidth of the link
or the AS path to be traversed. The cost is not explicitly

expressed within BGP protocol although mechanisms
exist to influence peers understanding the "cost" through
BGP parameters such as Local Preference. The cost as-
sociated with the second external link 20 may change
over time. This may be the result of many things. For
example the cost may change regularly (time of day) or
it may be a result of network upgrades.
[0145] In this example, the cost associated with the
first external link to reach the specified prefix is less than
the cost associated with the second external link, i.e. the
cost of the route to the second network 12 offered by the
second router 2 is less than the sum of the costs of the
route to the second network 12 offered by the first router
1 and any additional costs in transmitting the data from
the first router 1 to the second router 2. Therefore, in this
specific example, under normal circumstances, both the
first and second networks will attempt to direct all traffic
between them over the first external link 18.
[0146] Each router of the first network 10, i.e. each of
the first router 1, the second router 2, the third router 3,
and the fourth router 4, is logically connected to every
other router of the first network 10. Specifically, the first
router 1, the second router 2, the third router 3, and the
fourth router 4 are configured in a full mesh of iBGP pro-
tocol sessions, i.e. each router is configured to act as a
peer to every other router. In particular, the first router 1,
the second router 2, the third router 3, and the fourth
router 4 are connected in the following ways.
[0147] The second router 2 is connected to the first
router 1 by means of OSPF processes which run on the
first router 1 and the second router 2 and on any additional
routers that may be needed to physically connect the first
router 1 to the second router 2 (these additional routers
are not shown). These OSPF processes work together
to provide a logical link 22, hereinafter referred to as "the
first internal link", between the first router 1 and the sec-
ond router 2. Over the first internal link 22 an iBGP ses-
sion is maintained. The second router 2 is connected to
the third router 3 by means of OSPF processes which
run on the second router 2 and the third router 3 and on
any additional routers that may be needed to physically
connect the second router 2 to the third router 3 (these
additional routers are not shown). These OSPF process-
es work together to provide a logical link 24, hereinafter
referred to as "the second internal link" between the sec-
ond router 2 and the third router 3. Over the second in-
ternal link 24 an iBGP session is maintained. The second
router 2 is connected to the fourth router 4 by means of
OSPF processes which run on the second router 2 and
the fourth router 4 and on any additional routers that may
be needed to physically connect the second router 2 to
the fourth router 4 (these additional routers are not
shown). These OSPF processes work together to provide
a logical link 26, hereinafter referred to as "the third in-
ternal link", between the second router 2 and the fourth
router 4. Over the third internal link 26 an iBGP session
is maintained.
[0148] The first, second and third internal links each
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have an associated preference - in this example this is
a resource "cost" which may reflect, amongst other
things, the cost or bandwidth of the link. The cost is not
explicitly expressed within BGP protocol although mech-
anisms exist to influence peers understanding the "cost"
through BGP parameters such as Local Preference.
Each of the first, second and third internal links may
change over time, for example, if one or more of the in-
dividual OPSF routers making up one or more of the links
become inactive. Thus, the costs associated with each
of the first, second and third internal links may change
over time. Information about the prefixes learnt in the
BGP system may be passed into the OSPF system, or
alternative means may be employed to ensure routing of
traffic to external destinations. The OSPF network simply
provides connectivity between the BGP-speaking devic-
es. There are costs associated with this logical connec-
tivity provided by the OSPF processes that may change
over time. These costs changing may result in the BGP
decision process also changing.
[0149] In addition to being connected to the second
router 2 by the first internal link 22, the first router 1 is
further connected as follows. The first router 1 is con-
nected to the third router 3 by means of OSPF processes
which run on the first router 1 and the third router 3 and
on any additional routers that may be needed to physi-
cally connect the first router 1 to the third router 3 (these
additional routers are not shown). These OSPF process-
es work together to provide a logical link 28, hereinafter
referred to as "the fourth internal link", between the first
router 1 and the third router 3. Over the fourth internal
link 28 an iBGP session is maintained. The first router 1
is connected to the fourth router 4 by means of OSPF
processes which run on the first router 1 and the fourth
router 4 and on any additional routers that may be needed
to physically connect the first router 1 to the fourth router
4 (these additional routers are not shown). These OSPF
processes work together to provide a logical link 30, here-
inafter referred to as "the fifth internal link", between the
first router 1 and the fourth router 4. Over the fifth internal
link 30 an iBGP session is maintained.
[0150] The fourth and fifth internal links each have an
associated preference - in this example this is a resource
"cost" which may reflect, amongst other things, the cost
or bandwidth of the link. The cost is not explicitly ex-
pressed within BGP protocol although mechanisms exist
to influence peers understanding the "cost" through BGP
parameters such as Local Preference. Each of the fourth
and fifth internal links may change over time, for example,
if one or more of the individual OPSF routers making up
one or more of the links become inactive. Thus, the costs
associated with each of the fourth and fifth internal links
may change over time. Information about the prefixes
learnt in the BGP system may be passed into the OSPF
system, or alternative means can be found to ensure rout-
ing of traffic to external destinations. The OSPF network
simply provides connectivity between the BGP speaking
devices. There are costs associated with this logical con-

nectivity provided by the OSPF processes that may
change over time. These costs changing may result in
the BGP decision process also changing.
[0151] In addition to being connected to the second
router 2 and the first router 1 as described above, the
third router 3 is connected to the fourth router 4 by means
of OSPF processes which run on the third router 3 and
the fourth router 4 and on any additional routers that may
be needed to physically connect the third router 3 to the
fourth router 4 (these additional routers are not shown).
These OSPF processes work together to provide a log-
ical link 32, hereinafter referred to as "the sixth internal
link", between the third router 3 and the fourth router 4.
Over the sixth internal link 32, an iBGP session is main-
tained.
[0152] The sixth internal link 32 has an associated pref-
erence - in this example this is a resource "cost" which
may reflect, amongst other things, the cost or bandwidth
of the link. The cost is not explicitly expressed within BGP
protocol although mechanisms exist to influence peers
understanding the "cost" through BGP parameters such
as Local Preference. The sixth internal link 32 may
change over time, for example, if one or more of the in-
dividual OPSF routers making up the link become inac-
tive. Thus, the costs associated with the sixth internal
link 32 may change over time. Information about the pre-
fixes learnt in the BGP system may be passed into the
OSPF system, or alternative means can be found to en-
sure routing of traffic to external destinations. The OSPF
network simply provides connectivity between the BGP
speaking devices. There are costs associated with this
logical connectivity provided by the OSPF processes that
may change over time. These costs changing may result
in the BGP decision process also changing.
[0153] The fifth and sixth routers 5, 6 of the second
network 12 communicate with each other in conventional
fashion. For example, the fifth and sixth routers 5, 6 of
the second network 12 communicate by means of OSPF
processes which run on the fifth router 5 and the sixth
router 6 and on any additional routers that may be needed
to physically connect the fifth router 5 to the sixth router
6 (these additional routers are not shown).
[0154] In this example, during operation, each of the
routers 1-4 of the first network 10 route data traffic to the
second network 12 via either the first router 1 or the sec-
ond router 2. The way in which it is determined as to
which of the two routers is chosen will be described in
more detail below with reference to Figures 2-5.
[0155] In this example, during operation, the routers
1-4 of the first network 10 exchange, using the iBGP pro-
tocol, UPDATE messages about destinations to which
an individual router offers connectivity. An UPDATE mes-
sage comprises Network Layer Reachability Information
(NLRI). NLRI includes, for example, a prefix of a desti-
nation reachable by the router transmitting the UPDATE
message and other information, e.g. the first router 1 and
the second router 2 may send UPDATE messages con-
taining the common IP address prefix of the second net-
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work 12 and the AS path traversed in reaching that prefix.
BGP routers incrementally transmit new UPDATE mes-
sages announcing, for example, new prefixes to which
they offer connectivity, and also withdrawing prefixes to
which the router no longer offers connectivity.
[0156] Figure 2 is a logical representation of a routing
system 201 for the second router 2, hereinafter referred
to as the "first routing system". The first routing system
201 is of a format well known to the skilled person, and
shown for example in Figure 6-9 of "Internet Routing Ar-
chitectures", Halabi. S., which book is incorporated here-
in by reference. The first routing system 201 shows the
input, processing, and output of UPDATE messages
through the second router 2. The various tables, proc-
essers, generators and engines shown in the first routing
system 201 of Figure 2 are not usually visible to other
BGP routers.
[0157] The first routing system 201 comprises a first
Adjacent Routing Information Base (Incoming) 46, here-
inafter referred to as the "first Adj-RIB-In"; a second Ad-
jacent Routing Information Base (Incoming) 48, herein-
after referred to as the "second Adj-RIB-In"; a third Ad-
jacent Routing Information Base (Incoming) 50, herein-
after referred to as the "third Adj-RIB-In"; a fourth Adja-
cent Routing Information Base (Incoming) 52, hereinafter
referred to as the "fourth Adj-RIB-In"; a first input policy
engine 54; a first BGP decision processer 56; a first route
store 58; a first Local routing information Base 60, here-
inafter referred to as the "first Loc-RIB"; a first output
policy engine 64; a first backup system 62; a first Adjacent
Routing Information Base (Outgoing) 66, hereinafter re-
ferred to as the "first Adj-RIB-Out"; a second Adjacent
Routing Information Base (Outgoing) 68, hereinafter re-
ferred to as the "second Adj-RIB- Out"; a third Adjacent
Routing Information Base (Outgoing) 70, hereinafter re-
ferred to as the "third Adj-RIB- Out"; and a fourth Adjacent
Routing Information Base (Outgoing) 72, hereinafter re-
ferred to as the "fourth Adj-RIB- Out".
[0158] The first Adj-RIB-In 46 receives a first UPDATE
message 40. The first UPDATE message 40 is received
from the fifth router 5. In this example, the first UPDATE
message 40 is received from the fifth router 5 via the first
external link 18. The first UPDATE message 40 compris-
es a prefix to which the fifth router 5 offers connectivity,
and associated parameters such as a traversed path and
a cost associated with this connection. In this example,
the first UPDATE message 40 comprises the prefix of
the second network 12 and the preference that the fifth
router 5 wishes to communicate to the second router 2
that reflects the cost associated with reaching the second
network from the second router 2, i.e. the cost associated
with the first external link 18 from the point of view of the
fifth router 5. The prefix of the second network 12 and
the associated cost are stored in the first Adj-RIB-In 46.
The prefix of the second network 12 and the associated
parameters are passed from the first Adj-RIB-In 46 to the
first input policy engine 54.
[0159] The second Adj-RIB-In 48 is for receiving UP-

DATE messages from the first router 1. In this example
the second router 2 does not receive an UPDATE mes-
sage from the first router 1.
[0160] The third Adj-RIB-In 50 is for receiving UPDATE
messages from the third router 3. In this example the
second router 2 does not receive an UPDATE message
from the third router 3.
[0161] The fourth Adj-RIB-In 52 is for receiving UP-
DATE messages from the fourth router 4. In this example
the second router 2 does not receive an UPDATE mes-
sage from the fourth router 4.
[0162] The first input policy engine 54 receives the first
UPDATE message 40, i.e. the prefix of the second net-
work 12 and the associated parameters, such as the cost,
from the first Adj-RIB-In 46. The first input policy engine
54 applies policies configured by an operator to incoming
information. For example, the first input policy engine 54
performs route filtering and attribute manipulation on the
received information, i.e. the first input policy engine 54
manipulates received routes and costs in order to influ-
ence which routes are used by the second router 2 to a
given destination, i.e. the second network 12. The first
input policy engine 54 passes this processed information
to the first BGP decision processer 56. The first BGP
decision processer 56 determines the best route to a giv-
en destination. The first BGP decision processer 56 de-
termines the best route for network traffic received at the
second router 2 to take in order to reach the second net-
work 12. In this example, the first BGP decision processer
56 determines that the best route to the second network
12 is the route detailed in the first UPDATE message 40,
i.e. the route between the second router 2 and the fifth
router 5. This best route and its associated cost 61 are
passed from the first BGP decision processer 56 to the
first Loc-RIB 60, i.e. the prefix of the second network 12
and the associated parameters, such as the cost of
reaching the second network 12 from the second router
2, are sent to the first Loc-RIB 60. Other potential routes
to the second network and any associated parameters
are sent from the first BGP decision processer 56 to the
first route store 58. In this example, there are no such
other potential routes. The first BGP decision processer
56 passes all received routes to the first backup system
62.
[0163] The first back-up system 62 is coupled to the
first BGP decision processer 56. The first back-up system
is adapted to receive a back-up message 97. The function
of the first back-up system 62 and the back-up message
97 will be described below with reference to Figures 3-5
for a second back-up system 96 of a second routing sys-
tem 202 and a back-up message 97.
[0164] The best route and its associated cost 61, i.e.
the prefix of the second network 12 and the associated
parameters received from the first BGP decision proc-
esser 56 are stored in the first Loc-RIB 60. The first Loc-
RIB 60 is separate from the first route store 58 and con-
tains all the routes and associated parameters that the
second router 2 could advertise to its peers. The first Loc-
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RIB 60 passes the best route 61 to the first output policy
engine 64.
[0165] The first output policy engine 64 receives best
route and its associated cost 61 from the first Loc-RIB
60. The first output policy engine 64 applies policies con-
figured by an operator to incoming information. For ex-
ample, the first output policy engine 64 performs route
filtering and attribute manipulation on the received infor-
mation, i.e. the first output policy engine 64 manipulates
the received route and cost in order to, if required, differ-
entiate the information it sends to the peers of the second
router 2. The first output policy engine 64 passes the
processed best route information to the Adj-RIB-Outs of
the peer routers of the second router 2. In this example
the first output policy engine 64 passes the processed
best route information to the second Adj-RIB-Out 68, the
third Adj-RIB-Out 70 and the fourth Adj-RIB-Out 72.
[0166] The first Adj-RIB-Out 66 stores the processed
UPDATE information the first output policy engine 64 that
is to be advertised to the fifth router 5. In this example,
there is no UPDATE information to be advertised to the
fifth router 5.
[0167] The second Adj-RIB-Out 68 stores the proc-
essed best route information received from the first out-
put policy engine 64. In this example, the processed best
route information received from the first output policy en-
gine 64 is a second UPDATE message 42. The second
UPDATE message 42 comprises the prefix used by the
second network 12, a next hop identifier which identifies
the next hop along the route to the second network, and
associated parameters such as the cost of the route. In
this example, the next hop identifier identifies the next
hop as the second router 2. The second UPDATE mes-
sage 42 is sent from the second router 2 to the first router
1. In this example, the second UPDATE message 42 is
sent from the second router 2 to the first router 1 via the
first internal link 22.
[0168] The third Adj-RIB-Out 70 stores the processed
best route information received from the first output policy
engine 64. In this example, the processed best route in-
formation received from the first output policy engine 64
is a second UPDATE message 42. The second UPDATE
message 42 comprises the prefix used by the second
network 12, a next hop identifier which identifies the next
hop along the route to the second network, and associ-
ated parameters such as the cost of the route. In this
example, the next hop identifier identifies the next hop
as the second router 2. The second UPDATE message
42 is sent from the second router 2 to the third router 3.
In this example, the second UPDATE message 42 is sent
from the second router 2 to the third router 3 via the sec-
ond internal link 24.
[0169] The fourth Adj-RIB-Out 72 stores the processed
best route information received from the first output policy
engine 64. In this example, the processed best route in-
formation received from the first output policy engine 64
is a second UPDATE message 42. The second UPDATE
message 42 comprises the prefix used by the second

network 12, a next hop identifier which identifies the next
hop along the route to the second network, and associ-
ated parameters such as the cost of the route. In this
example, the next hop identifier identifies the next hop
as the second router 2. The second UPDATE message
42 is sent from the second router 2 to the fourth router
4. In this example, the second UPDATE message 42 is
sent from the second router 2 to the fourth router 4 via
the third internal link 26.
[0170] Figure 3 is a logical representation of a routing
system 202 for the first router 1, hereinafter referred to
as the "second routing system". In this example, Figure
3 shows the second routing system 202 after it has been
updated in response to the information received from the
first routing system 201 of the second router 2 as de-
scribed above with reference to Figure 2. The second
routing system 202 is of a format well known to the skilled
person, and shown for example in Figure 6-9 of "Internet
Routing Architectures", Halabi. S. The second routing
system 202 shows the input, processing, and output of
UPDATE messages through the first router 1. The vari-
ous tables, processers, generators and engines shown
in the second routing system 202 are not usually visible
to other BGP routers.
[0171] The second routing system 202 comprises a
fifth Adjacent Routing Information Base (Incoming) 80,
hereinafter referred to as the "fifth Adj-RIB-In"; a sixth
Adjacent Routing Information Base (Incoming) 82, here-
inafter referred to as the "sixth Adj-RIB-In"; a seventh
Adjacent Routing Information Base (Incoming) 84, here-
inafter referred to as the "seventh Adj-RIB-In"; an eighth
Adjacent Routing Information Base (Incoming) 86, here-
inafter referred to as the "eighth Adj-RIB-In"; a second
input policy engine 88; a second BGP decision processer
90; a second route store 92; a second Local routing in-
formation Base 94, hereinafter referred to as the "second
Loc-RIB"; a second output policy engine 98; a fifth Adja-
cent Routing Information Base (Outgoing) 100, herein-
after referred to as the "fifth Adj-RIB- Out"; a sixth Adja-
cent Routing Information Base (Outgoing) 102, herein-
after referred to as the "sixth Adj-RIB- Out"; a seventh
Adjacent Routing Information Base (Outgoing) 104,
hereinafter referred to as the "seventh Adj-RIB-Out"; and
an eighth Adjacent Routing Information Base (Outgoing)
106, hereinafter referred to as the "eighth Adj-RIB-Out".
[0172] The fifth Adj-RIB-In 80 receives a third UPDATE
message 44. The third UPDATE message 44 is received
from the sixth router 6. In this example, the third UPDATE
message 44 is received from the sixth router 6 via the
second external link 20. The third UPDATE message 44
comprises a prefix to which the sixth router 6 offers con-
nectivity, associated parameters such as a traversed
path, and the preference that the sixth router 6 wishes
to communicate to the first router 1 that reflects cost as-
sociated with this connection. In this example, the third
UPDATE message 44 comprises the prefix of the second
network 12 and the cost associated with reaching the
second network 12 from the first router 1, i.e. the cost
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associated with the second external link 20 from the point
of view of the sixth router 6. The prefix of the second
network 12 and the associated parameters, such as the
cost, are stored in the fifth Adj-RIB-In 80. The prefix of
the second network 12 and the associated parameters
are passed from the fifth Adj-RIB-In 80 to the second
input policy engine 88.
[0173] The sixth Adj-RIB-In 82 receives the second
UPDATE message 42. The second UPDATE message
42 is received from the second router 2. In this example,
the second UPDATE message 42 is received from the
second router 2 after being sent from the second router
2 to the first router 1 as described above with reference
to Figure 2. In this example, the second UPDATE mes-
sage 42 is received from the second router 2 via the first
internal link 22. As described above, the second UP-
DATE message 42 comprises the prefix used by the sec-
ond network 12, a next hop identifier which identifies the
second router 2, and associated parameters such as the
cost of the route. The prefix used by the second network
12, the next hop identifier which identifies the second
router 2, and the associated parameters are stored in the
sixth Adj-RIB-In 84. The prefix used by the second net-
work 12, the next hop identifier which identifies the sec-
ond router 2, and the associated parameters are passed
from the sixth Adj-RIB-In 82 to the second input policy
engine 88.
[0174] The seventh Adj-RIB-In 84 is for receiving UP-
DATE messages from the third router 3. In this example
the first router 1 does not receive an UPDATE message
from the third router 3.
[0175] The eighth Adj-RIB-In 86 is for receiving UP-
DATE messages from the fourth router 4. In this example
the second router 2 does not receive an UPDATE mes-
sage from the fourth router 4.
[0176] The second input policy engine 88 receives the
third UPDATE message 44 from the fifth Adj-RIB-In 80
and the second UPDATE message 42 from the sixth Adj-
RIB-In 82. The second input policy engine 88 applies
policies configured by an operator to incoming informa-
tion. For example, the second input policy engine 88 per-
forms route filtering and attribute manipulation on the re-
ceived information, i.e. the second input policy engine 88
manipulates the received routes and costs in order to
influence which routes are used by the first router 1 to a
given destination, i.e. to the second network 12. In this
example, the second input policy engine 88 passes the
processed route and cost information to the second BGP
decision processer 90.
[0177] The second BGP decision processer 90 deter-
mines the best route to a given destination. The second
BGP decision processer 90 determines the best route
for network traffic received at the first router 1 to take in
order to reach the second network 12, i.e. the second
BGP decision processer 90 compares the routes to the
second network 12 and the associated costs stored in
the Adj-RIB-Ins 80, 82 and filtered by the second input
policy engine 88, to the route to the second network 12

and the associated cost that the first router 1 itself offers.
In this example, the second UPDATE message 42 re-
ceived from the second router 2 is compared to the third
UPDATE message 44 received from the sixth router 6.
In this example the cost of the route to the fifth router 5
of the second network 12 offered by the second router 2
has a lesser cost than the route to the sixth router 6 of
the second network 12 offered by the first router 1. Thus,
the second BGP decision processer 90 determines that
the best route to the second network 12 is via the first
external link 18. This further best route and its associated
cost 95 are passed from the second BGP decision proc-
esser 90 to the second Loc-RIB 94, i.e. the prefix used
by the second network 12, the next hop identifier identi-
fying the second router 2, and the cost associated with
reaching the second network 12 from the second router
2 are sent to the second Loc-RIB 94. Other potential
routes to the second network 12 and any associated pa-
rameters are sent from the second BGP decision proc-
esser 90 to the second route store 92. In this example,
the route information contained within the third UPDATE
message 44 is sent to the second route store 92. The
second BGP decision processer 90 passes all the proc-
essed route and cost information to the second back-up
system 96.
[0178] The second back-up system 96 receives all of
the processed route information from the second BGP
decision processer 90. The second back-up system 96
processes the received information and determines that
the first router 1 offers a suitable back-up route to the
best route to and from the second network 12. The sec-
ond back-up system 96 generates a back-up message
97. The back-up message 97 is sent from the first router
1 to the second router 2. In this example, the back-up
message 97 is sent from the second back-up system 96
of the first router 1 to the first back-up system 62 of the
second router 2. The back-up message 97 sent from the
second back-up system 96 of the first router 1 to the first
back-up system 62 of the second router 2 is stored by
the first back-up system 62 of the second router 2. The
first back-up message and its function will be described
in greater detail later below, with reference to Figures 4
and 5.
[0179] The second Loc-RIB 94 stores the further best
route and its associated parameters 95, i.e. the prefix of
the second network 12, the next hop identifier and the
cost associated with the best route, received from the
second BGP decision processer 90. The second Loc-
RIB 94 is separate from the second route store 92 and
contains all the routes and costs that the first router 1
can advertise to its peers. The second Loc-RIB 94 passes
the further best route information 95 to the second output
policy engine 98.
[0180] The second output policy engine 98 receives
the prefix of the second network 52, the next hop identifier
and the cost associated with the best route from the sec-
ond Loc-RIB 94. The second output policy engine 98 ap-
plies policies configured by an operator to incoming in-
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formation. For example, the second output policy engine
98 performs route filtering and attribute manipulation on
the received information, i.e. the second output policy
engine 98 manipulates the received route and cost in
order to, if required, differentiate the information it sends
to the peers of the first router 1. In this example, as a
result of the processing of the information by the second
output policy engine 98, no information is passed to the
peers of the first router 1. Thus, no UPDATE messages
are passed from the second output policy engine 98 to
the fifth, sixth, seventh or eighth Adj-RIB-Outs 100, 102,
104, 106.
[0181] The fifth Adj-RIB-Out 100 stores the processed
UPDATE information received from the second output
policy engine 98 that is to be advertised to the sixth router
6. In this example, there is no UPDATE information to be
advertised to the sixth router 6.
[0182] The sixth Adj-RIB-Out 102 stores the proc-
essed UPDATE information received from the second
output policy engine 98 that is to be advertised to the
second router 2. In this example, there is no UPDATE
information to be advertised to the second router 2.
[0183] The seventh Adj-RIB-Out 104 stores the proc-
essed UPDATE information received from the second
output policy engine 98 that is to be advertised to the
third router 3. In this example, there is no UPDATE in-
formation to be advertised to the third router 3.
[0184] The eighth Adj-RIB-Out 106 stores the proc-
essed UPDATE information received from the second
output policy engine 98 that is to be advertised to the
fourth router 4. In this example, there is no UPDATE in-
formation to be advertised to the fourth router 4.
[0185] Figures 2 and 3 describe processes taking
place in the first and second routers; corresponding proc-
esses are taking place in all routers of the first network
10. Thus, the routers 1, 2, 3, 4 reach a state that may be
considered to be an equilibrium state. The so-called equi-
librium state is a state in which each of the routers 1, 2,
3, 4 of the first network 10 knows the best route to the
second network 12.
[0186] Further, Figures 2 and 3 in effect provide a view
of stages of a back-up message generation and passing
process whereby the router via which the best route to
the second network 12 from the first network 10 is offered,
e.g. the second router 2, is delivered a back-up message
97 from a router offering an alternative route to the prefix
advertised by the second network 12, e.g. the first router
1. In this example the second router 2 is delivered a back-
up message 97 from the first router 1. This back-up mes-
sage 97 informs the second router 2 that the first router
1 offers an alternative route to the prefix advertised by
the second network 12. The back-up message genera-
tion and passing process, stages of which are described
above in Figures 2 and 3, is further described with refer-
ence to Figure 4 below.
[0187] Figure 4 is a process flow chart showing certain
steps of an UPDATE message and back-up message
passing process.

[0188] At step s2, the first router 1 receives the second
UPDATE message 42 and the third UPDATE message
44. In this example, the second UPDATE message 42 is
received from the second router 2 via the first internal
link 22 and the third UPDATE message is received from
the sixth router 6 via the second external link 20. In this
example, the second UPDATE message 42 comprises
the prefix of the second network 12, the next hop identifier
identifying the second router 2 as the next hop to the
second network 2, and the cost associated with this route.
The prefix of the second network 12 and identity of the
sending router are stored by the first router 1. In this ex-
ample, the third UPDATE message 44 comprises the pre-
fix of the second network 12 and the identity of the send-
ing router, i.e. the identity of the sixth router 6. The prefix
of the second network and identity of the sending router
(the sixth router 6) are stored by the first router 1.
[0189] At step s4, the received UPDATE messages
42, 44 are processed by the first router 1, for example,
as described above with reference to the first routing sys-
tem 201 of
[0190] Figure 2. The alternative routes to the second
network 12 are evaluated against a set of rules. In this
example, as mentioned above, the cost of the route to
the second network 12 offered by the second router 2 is
less than the cost of the route to the second network 12
offered by the first router 1, even if internal network costs
are factored in. Thus, the best route to the second net-
work 12 is via the second router 2. This best route and
its associated cost are stored in the first routing system
201 of the first router 1.
[0191] At step s6, the first router 1 determines that it
offers a back-up route to the best route to the second
network 12 offered by the second router 2. In this exam-
ple, the first router 1 offers connectivity to the sixth router
6 of the second network 12 via the second external link
20. This route serves as a back-up to the best route to
the fifth router 5 of the second network 12 offered by the
second router 2 via the first external link 18.
[0192] In this embodiment the first router 1 determines
that it offers a back-up route to the best route to the sec-
ond network 12 offered by the second router 2 by com-
paring BGP route advertisements. However, in other em-
bodiments, other information, such as that learnt through
other protocols or hand entered into the system, is used.
For example, a way to identify two routes from a network
provider to the same multi-homed customer is to check
if two data elements have the same single first network
number in a first network path field. Also, a way for a
customer network to identify provider routes is to check
if two data elements both have a common default route,
where the default route is a route to be used if there is
no specific information on how to reach a destination.
Other options for identifying back-up routes include
checking those routes with a common first hop element
in the first network path field or comparing reachable pre-
fixes.
[0193] At step s8, the first router 1 generates the back-
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up message 97. The back-up message 97 is generated
as a result of determining that the first router 1 offers a
back-up route to the best route to the second network 12
offered by the second router 2. In this embodiment the
back-up message 97 comprises the identity of the net-
work to which an alternative route is offered, i.e. the iden-
tity of the second network 12, the prefixes known to be
reachable in that network through the route available to
router 1, i.e. the prefix of the sixth router 6, and the identity
of the sending router, i.e. the identity of the first router 1.
However, in other embodiments the back-up message
comprises other appropriate information.
[0194] At step s10, the back-up message 97 is sent
from the first router 1 to the second router 2. In this ex-
ample, the back-up message 97 is sent from the first
router 1 to the second router 2 via the first internal link 22.
[0195] The second router 2 receives the back-up mes-
sage 97 from the first router 1.
[0196] At step s12, the received back-up message 97
is processed by the second router 2. The back-up mes-
sage 97 is stored by the second router 2, for example, in
the first back-up system 62 of the first routing system 201.
[0197] Figure 5 is a process flow chart showing certain
steps of an example of a process of re-routing network
traffic in response to best route connectivity failure. The
process utilises the system described above with refer-
ence to Figures 1-4 to re-route network traffic from a rout-
er offering a best route to a router offering a back-up to
the best route, upon detection of a connectivity failure in
the best route.
[0198] At step s14, it is determined that best route con-
nectivity is lost. In this example, the second router 2 de-
termines that the best route connectivity is lost. In this
example, the best route connectivity is lost as a result of
the second router 2 of the first network 10 and the fifth
router 5 of the second network 12 becoming disconnect-
ed. Many mechanisms for detecting such failures in con-
nection are known, for example, mechanisms using link
layer information, mechanisms using routing protocol
liveness, or explicit failure detection protocols such as
Bidirectional Forwarding Detection (BFD).
[0199] At step s16, it is determined that a back-up route
to the best route is available. In this example, the second
router 2 determines that a back-up route via the first rout-
er 1 is available. The second router 2 determines that a
back-up route to the best route is available by reading
out the back-up message 97 stored in the first back-up
system 62 of its first routing system 201, as described
above with reference to Figures 2 and 3. The second
router 2 learns from the back-up message 97 stored in
the first back-up system 62 that a back-up route to the
failed best route is available, and moreover that the back-
up route is provided by the first router 1.
[0200] At step s17, the second router 2 sends a mes-
sage to the first router 1 informing the first router 1 that
the back-up route will be used to route network traffic
destined for the second network 12. This will avoid the
first router 1 returning network traffic to the second router

2. In this embodiment the message is an out-of-band
explicit message. However, in other embodiments the
message may be in-band, and also may be implicit, i.e.
the message may be in-band or out-of-band, and may
be explicit or implicit. The use in this embodiment of an
out-of-band explicit message (or signal) is advanta-
geously simple, reliable, extendable and secure. For ex-
ample, the out-of-band explicit message (or signal) may
be extended to include congestion information. In yet fur-
ther embodiments the information that the back-up route
is being used and/or that the network traffic should not
be returned to the second router 2 may be included with
the rerouted network traffic itself instead of or in addition
to this information being contained in the message de-
scribed earlier in this paragraph. Also, in other embodi-
ments the first router 1 is not specifically informed that
the back-up route is to be/is being used.
[0201] At step s18, the second router 2 forwards net-
work traffic to the first router 1. In this embodiment, this
is done by tunnelling the network traffic from the second
router 2 to the first router 1. The second router 2 tunnels,
to the first router 1, network traffic destined for the second
network 12 that would have been routed to the fifth router
5 of the second network 12 via the first external link 18
if connectivity between the second router 2 and the fifth
router 5 had not been lost. The second router 2 tunnels
network traffic destined for the second network 12 to the
first router 1 so that the network traffic can be routed to
the second network 12 by the first router 1 via the back-
up route, i.e. to the sixth router 6 of the second network
12 via the second external link 20.
[0202] At step s20, the first router 1 routes the tunnelled
network traffic received from the second router 2 to the
second network 12. At this stage the traffic may no longer
be in any tunnel.
[0203] Thus, the above described system and method
provides for fast recovery from the failure of inter-domain
links. The above described system and method provides
for the quick restoration of connectivity in the presence
of a link failure between a network provider and a multi-
homed site. The above described system and method
provides for the quick switching to the back-up route by
involving the storage and processing capabilities of a
minimum number of nodes. Also, no additional network-
ing technologies are needed by the above system to pro-
vide fast recovery from the failure of inter-domain links.
[0204] The above described system and method is
able to detect the existence of back-up routes in a net-
work. The above described system and method is able
to ensure that information regarding the back-up routes
is distributed to facilitate a fast response to a failure. The
above described system and method is able to co-ordi-
nate the use of the back-up routes on detection of a fail-
ure.
[0205] The above described system and method can
be separate to the system and method of BGP routing.
An advantage of the above described system and meth-
od being separate to the system and method of BGP
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routing is that, whereas with the BGP methodology each
BGP speaking router within a network is required to proc-
ess all the routing information sent to it from all the other
BGP speaking routers in the network, in the above de-
scribed system and method back-up information is prop-
agated only to the routers that are directly involved in the
event of the back-up being used, i.e. the router offering
the back-up route and the router that the back-up pro-
tects.
[0206] A further advantage of the above described sys-
tem and method being separate to the system and meth-
od of BGP routing is that the amount of work that needs
to be performed by the routers themselves tends to be
minimised. Since many routers are processor or memory
limited, this tends to be beneficial to deployment of the
above described system and method.
[0207] A further advantage of the above described sys-
tem as being separate from BGP and relying on explicit
out of band messaging occurs when the system is oper-
ating to provide multi-homing support to a network which
uses two different networks to provide their greater con-
nectivity. It is then possible to run security checks be-
tween all involved parties which can reduce the possibility
of denial of service attacks.
[0208] In the above embodiments the inter-network
comprises a single first network coupled to a single sec-
ond network. However, in other embodiments the inter-
network comprises any number of first networks, coupled
to any number of second networks. Also, in other em-
bodiments, some or all of the any number of first networks
may be coupled together. Also, in other embodiments,
some or all of the any number of second networks may
be coupled together.
[0209] In the above embodiments the first network
comprises four routers, namely a first router 1, a second
router 2, a third router 3, and a fourth router 4. However,
in other embodiments the network comprises any
number of routers.
[0210] In the above embodiments, the first router of
the first network is connected to a single router of the
second network, and the second router of the first net-
work is also connected to a single (different) router of the
second network. However, in other embodiments any
number of routers of the first network may be connected
to any number of routers of the second network. Moreo-
ver, in other embodiments multiple routers of the first
network may be connected to a single router of the sec-
ond network and/or multiple routers of the second net-
work may be connected to a single router of the first net-
work.
[0211] In the above embodiments, a back-up route
from the first network to the second network directly con-
nects a router of the first network to a router of the second
network. However, in other embodiments the back-up
route is via a different network, for example a third net-
work. In other embodiments the back-up route is via a
series of networks.
[0212] In the above embodiments the routers within a

network are connected to each other by means of OSPF
processes. However, in other embodiments, the routers
of the network are connected via different means, for
example, by direct connections.
[0213] In the above embodiments the routers of the
first network are connected via iBGP links. However, in
other embodiments, routers of the first network are con-
nected via different protocols.
[0214] In the above embodiments the routers of the
first network are connected to those of the second net-
work via eBGP links. However, in other embodiments,
the routers of the first network are connected to those of
the second network via different links.
[0215] In the above embodiments the cost associated
with the links connecting the routers may reflect, amongst
other things, the cost or bandwidth of the link or the AS
path to be traversed. However, in other embodiments the
associated cost is a different attribute, for example, a
user specified metric, or an indication of the time taken
to traverse a route, or any combination or function of
these or other costs or resources.
[0216] In the above embodiments the first routing sys-
tem of the first router comprises various entities as de-
scribed. However, in other embodiments the first routing
system comprises different entities that provide the same
functionality.
[0217] In the above embodiments the second routing
system of the second router comprises various entities
as described. However, in other embodiments the sec-
ond routing system comprises different entities that pro-
vide the same functionality.
[0218] In the above embodiments a back-up message
is generated by a back-up message generator within a
routing system. However, in other embodiments the
back-up message is generated by different means, for
example different means that are either internal or exter-
nal to the routing system or router.
[0219] In the above embodiments, a BGP decision
processor passes a back-up message to a back-up sys-
tem. However, in other embodiments the back-up mes-
sage is passed to the back-up system from a different
entity, or the back-up information is obtained passively
from an independent system reading the routing tables.
[0220] In the above embodiments, a back-up message
is stored in a back-up system within a routing system.
However, in other embodiments the back-up message
is stored in a different entity such as a forwarding table.
Also, in other embodiments the back-up message is
stored externally of the routing system.
[0221] In the above embodiments, a back-up message
is used to indicate the existence of a back-up route and
identify the router(s) offering the back-up route. However,
in other embodiments, different identifiers are used to
indicate and identify back-up routes and their attributes.
For example, the back-up message may additionally
comprise a "back-up route cost" indicating the cost as-
sociated with using the indicated back-up route. The
back-up route cost may be advantageously used to iden-
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tify the lowest cost back-up to a best route and ensure
that the lowest cost back-up routes are maintained in a
back-up system of a routing table.
[0222] In the above embodiments, the second router
determines that best route connectivity is lost. However,
in other embodiments, it is determined that best route
connectivity is lost by different means. Also, in other em-
bodiments best route connectivity is not lost, for example,
the system may use a back-up route in response to con-
gestion events. Such events may be considered as par-
tial failures. In other embodiments, the back-up system
protects against soft failures, such as excessive packet
loss due to steady state congestion.
[0223] In the above embodiments, the second router
tunnels all network traffic destined to the second network
to the first router in response to a connectivity failure.
However, in other embodiments, the second router re-
directs only a proportion of its traffic to the back-up route.
This may be particularly advantageous when the back-
up route is used in the case of a partial or soft failure, as
described in the preceding paragraph. In this case, a bi-
directional signal between the protected and protecting
routers may be used. This bidirectional signal ’asks and
confirms’ rather than commands that the back-up route
is used. This is a form of dynamic load balancing which
advantageously provides that manually adjusting routing
policies until a correct balance is achieved is not neces-
sary.
[0224] In the above embodiments, the first router is
made aware that the back-up route should be used by
the second router sending an out-of-band explicit mes-
sage to the first router 1. However, in other embodiments
the message is of a different type, for example, the mes-
sage may be in-band or out-of-band, and may be explicit
or implicit. An example in-band explicit signal uses a spe-
cific code point which indicates that the traffic belongs to
the "back-up class". An example implicit signal deter-
mines that traffic was actually tunnelled to the first router
from a source corresponding to the second router. An
out-of-band explicit signal is advantageously simple, re-
liable and secure.
[0225] In the above embodiments a back-up route is
implemented following the failure of a best route. How-
ever, in other embodiments both links are used simulta-
neously, for example, with routing policies configured to
achieve a level of load balancing across the links.
[0226] In the above embodiments a single back-up
route is maintained by the system. However, in other em-
bodiments single or multiple protection routes are main-
tained by the system. If multiple back-up routes are main-
tained, a preferred protection route may be chosen, for
example, by considering one or more quality of service
metrics, such as link reliability or available bandwidth.
The failure detection part of the system is well placed to
record information on link reliability.
[0227] In the above embodiments a back-up route is
implemented following the failure of a best route. How-
ever, in other embodiments the system may also be used

to monitor network performance in identifying for exam-
ple repeatedly failing or congested links (otherwise
known as flapping links). An advantage of such a system
is that it tends to allow identification of hardware prob-
lems. A further advantage of such a system is that it tends
to eliminate or reduce the need to monitor BGP messag-
es to detect such problems.
[0228] In the above embodiments the system is capa-
ble of rerouting network traffic flowing out of the first net-
work. However, in other embodiments the system is ca-
pable of rerouting inbound network traffic. An example
system provides full multi-homing solution such that both
the autonomous and second networks offer the capabil-
ities described above. A network provider running such
a system would tend to offer a dynamic in-bound load
balancing service, which is difficult to achieve with stand-
ard BGP policy control.
[0229] In the above embodiments, the system of a rout-
er chooses a single best path and identifies a single pos-
sible back-up route. However, in other embodiments,
multiple links are used to forward traffic to a specific des-
tination. Also, in other embodiments a router knows of
more than one back-up route to a single destination.
[0230] In the above embodiments the networks com-
municate using the BGP protocol. However, in other em-
bodiments the networks communicate using other pro-
tocols. In other embodiments, the networks do not share
full topology information (such networks may include
OSPF areas or layer 2 networks). Also, in other embod-
iments static configuration is used between the networks.
[0231] In the above embodiments the external links
connecting the two networks are essentially point to point
between the gateway routers. However, in other embod-
iments a different topology is used. For example, in other
embodiments a topology wherein multiple networks are
connected through a shared network infrastructure at an
internet exchange point is used. In other embodiments,
switching or bridging devices exist between the routers.
[0232] In the above embodiments all routers in both
networks chose a single link to reach a destination. How-
ever, in other embodiments, both links remain active with
different routers choosing one or other of the links to
reach the destination.
[0233] In the above embodiments, messages between
routers appear in a specific order. However, in other em-
bodiments the messages appear in a different specific
order. In other embodiments, the message order is not
specific. Also, some messages may overlap to some ex-
tent temporarily.
[0234] In the above embodiments, the first router, the
second router, the third router, and the fourth router are
configured in a full mesh of iBGP protocol sessions, i.e.
each router is configured to act as a peer to every other
router. However, in other embodiments, different mech-
anisms are used to reduce the need for a full mesh, for
example, in other embodiments route reflectors, which
act as proxies for a set of routers, are used.
[0235] In the above embodiments, traffic is sent from
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the first network to the second network via either the first
external link or the second external link. However, in other
embodiments, both external links are in service simulta-
neously.
[0236] In the above embodiments, the first router de-
termines that it offers a back up route. However, in other
embodiments, a different device determines that it offers
a back-up route. In other embodiments, a different device
determines that a back-up route is offered. For example,
in other embodiments a route reflector determines that
a back-up route is offered.
[0237] In further embodiments, one or more of the rout-
ers involved in implementing a back-up route due to a
failure reports this event to a management system or
other appropriate entity. This reporting may be imple-
mented by the router providing the back-up route, or by
the router being assisted by the back-up route, or by both
these routers. This avoids or alleviates the need for e.g.
BGP messages to be monitored to detect problems as
is carried out conventionally, or at least may offer a quick-
er identification of a problem even if conventional moni-
toring is being carried out.
[0238] In the above embodiments, the inter-network is
described as being interconnected with routers and the
routers implement the above described back-up route
determination and back-up route use processes. How-
ever, in other embodiments the inter-network is connect-
ed with different appropriate devices, for example switch-
es, or a combination of switches and routers, and these
devices implement the above described back-up route
determination and back-up route use processes.

Claims

1. A method performed in a first network (10), the first
network (10) comprising a first network device (1)
and a second network device (2), the first network
(10) being at least initially linked to a second network
(12) by a first link (18) that is available between the
second network device (2) and the second network
(12), the first link (18) providing a chosen route be-
tween the first network (10) and the second network
(12); the method comprising:

determining that the first network device (1) of-
fers a back-up route between the first network
(10) and the second network (12) via a second
link (20) that is available between the first net-
work device (1) and the second network (12).

2. A method according to claim 1, wherein the step of
determining that the first network device (1) offers a
back-up route is performed by the first network de-
vice (1) itself,

3. A method according to claim 1 or 2, the method fur-
ther comprising:

the first network device (1) generating a back-
up message (97) indicating that it offers the
back-up route; and
the first network device (1) sending the back-up
message (97) to the second network device (2).

4. A method according to claim 3, further comprising
the second network device (2) storing the indication
of the offered back-up route to provide a stored back-
up route.

5. A method according to claim 4, the method further
comprising:

the second network device (2) determining that
a route in addition to or instead of the chosen
route is required;
the second network device (2) determining that
the stored back-up route can fulfil this require-
ment; and
in response to the step of determining that the
stored back-up route can fulfil the requirement,
the second network device (2) directing network
traffic between the first network (10) and the sec-
ond network (12) via the first network device (1).

6. A method according to claim 5, further comprising
sending a message from the second network device
(2) to the first network device (1) informing the first
network device (1) that the back-up route is to be
used.

7. A method according to claim 5 or 6, wherein the step
of directing network traffic between the first network
(10) and the second network (12) via the first network
device (1) comprises tunnelling the network traffic
between the second network device (2) and the first
network device (1).

8. A method according to any of claims 3 to 7, wherein
the process of sending the back-up message (97)
from the first network device (1) to the second net-
work device (2) is carried out independently of any
network traffic passing processes being implement-
ed by the first network device (1) and the second
network device (2).

9. A method according to any of claims 1 to 8, wherein
network traffic passing processes are implemented
by the first network device (1) and the second net-
work device (2) using the Border Gateway Protocol,
BGP.

10. A method according to any of claims 1 to 9, wherein
the first network (10) comprises at least one further
network device (3, 4) in addition to the first network
device (1) and the second network device (2), and
no network devices of the first network (10) apart
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from the first network device (1) and the second net-
work device (2) are informed that the first network
device (1) offers a back-up route for the second net-
work device (2).

11. A method performed by a first network device (1),
the first network device (1) being part of a first net-
work (10) that further comprises a second network
device (2), the first network (10) being at least initially
linked to a second network (12) by a first link (18)
that is available between the second network device
(2) and the second network (12), the first link (18)
providing a chosen route between the first network
(10) and the second network (12); the method com-
prising:

the first network device (1) determining that the
first network device (1) offers a back-up route
between the first network (10) and the second
network (12) via a second link (20) that is avail-
able between the first network device (1) and
the second network (12).

12. A method performed by a second network device
(2), the second network device (2) being part of a
first network (10) that further comprises a first net-
work device (1), the first network (10) being at least
initially linked to a second network (12) by a first link
(18) that is available between the second network
device (2) and the second network (12), the first link
(18) providing a chosen route between the first net-
work (10) and the second network (12); the method
comprising:

the second network device (2) storing an indi-
cation of an offered back-up route to provide a
stored back-up route in response to receiving,
from the first network device (1), a back-up mes-
sage (97) indicating that the first network device
(1) offers the back-up route between the first net-
work (10) and the second network (12) via a sec-
ond link (20) that is available between the first
network device (1) and the second network (12).

13. A first network device (1) for use in a first network
(10), the first network (10) further comprising a sec-
ond network device (2) and being at least initially
linked to a second network (12) by a first link (18)
that is available between the second network device
(2) and the second network (12), the first link (18)
providing a chosen route between the first network
(10) and the second network (12);
the first network device (1) comprising means for de-
termining that the first network device (1) offers a
back-up route between the first network (10) and the
second network (12) via a second link (20) that is
available between the first network device (1) and
the second network (12).

14. A second network device (2) for use in a first network
(10), the first network (10) further comprising a first
network device (1) and being at least initially linked
to a second network (12) by a first link (18) that is
available between the second network device (2)
and the second network (12), the first link (18) pro-
viding a chosen route between the first network (10)
and the second network (12);
the second network device (2) comprising means for
storing an indication of an offered back-up route to
provide a stored back-up route in response to receiv-
ing, from the first network device (1), a back-up mes-
sage (97) indicating that the first network device (1)
offers the back-up route between the first network
(10) and the second network (12) via a second link
(20) that is available between the first network device
(1) and the second network (12).

15. A first network (10), comprising:

a first network device (1) according to claim 13;
and
a second network device (2) according to claim
14.
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