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Description

BACKGROUND

1. Technical Field

[0001] The present disclosure relates generally to communications in shared access networks, and more specifically
to communications in cable networks.

2. Description of the Related Art

[0002] In a shared access network, one or more shared access communication channels are used to transmit infor-
mation between a network hub and a plurality of network nodes. One type of shared access network is a cable network.
In a cable network, a plurality of cable modems ("CMs") may communicate with one or more network components
associated with the head end of a cable network via one or more shared access channels. Various embodiments of
cable networks may be configured according to one or more Data-Over-Cable Service Interface Specification ("DOCSIS")
standards, such as, for example, the Data-Over-Cable Service Interface Specification CM-SP-MULPIv3.0-I02-061222
(herein referenced as "DOCSIS 3.0"), available from CableLabs.com.
[0003] Recent advances in RF technology have enabled Cable Modems to receive and send data on multiple RF
channels. The new generation of cable modems hence can receive data at rates up to 200 Mbps. DOCSIS 3.0 stand-
ardized multi-channel data transmission with a concept of "Bonding Group". A single data stream for a cable modem
(herein referred to as CM) could be sent on a single Bonding Group (herein referred to as BG), spanning multiple RF
channels. At the same time a single RF channel may be shared by multiple Bonding Groups. Such associations of
Bonding Groups and/or RF channels make packet scheduling with Quality of Service assurances very complex.
[0004] US 2005/0265376 discloses a network comprising a cable modem termination system (CMTS), and a cable
modem wherein the cable modem may transmit data to the CMTS with a streaming protocol that sends multiple requests
for upstream bandwidth to transmit data and receives multiple grants to transmit data, and transmits data to the CMTS
as grants are received. US 7088678 discloses a system for traffic shaping and congestion avoidance in a data-over-
cable network. A headend of the data-over-cable system includes a traffic shaper configured to calculate a packet arrival
rate from a cable modem and a traffic conditioner configured to calculate an average queue size on an output interface
to an external network.

BRIEF DESCRIPTION OF THE DRAWINGS

[0005] References are made to the accompanying drawings, which form a part of the description and in which are
shown, by way of illustration, particular embodiments:

FIGURE 1 illustrates a specific example embodiment of a network.
FIGURE 2 illustrates a specific example embodiment of a cable modem termination system.
FIGURE 3 illustrates a specific example embodiment of a cable modem termination system.
FIGURE 4 illustrates a specific example embodiment of a block diagram of a portion of a cable network.
FIGURE 5 illustrates a specific example embodiment of a configuration diagram of a portion of a cable network.
FIGURE 6 illustrates a specific example embodiment of a portion of a cable modem termination system.
FIGURE 7 illustrates a specific example embodiment of a line card.
FIGURE 8A illustrates a specific example embodiment of a portion of a cable network 800.
FIGURE 8B illustrates a specific example embodiment of a portion of a cable network 850.
FIGURE 9 illustrates a specific example embodiment of a Traffic Shaping Analysis Procedure.
FIGURE 10 illustrates another specific example embodiment of a Traffic Shaping Adjustment Procedure.
FIGURE 11 illustrates a specific example embodiment of a Traffic Shaping Analysis Procedure.
FIGURE 12 illustrates another specific example embodiment of a Traffic Shaping Adjustment Procedure.
FIGURE 13A illustrates a specific example embodiment of a configuration of a portion of a cable network.
FIGURES 13 B-H represent various types of data and/or data structures which may be used for implementing one
or more aspects of the traffic shaping technique(s) described herein.
FIGURE 14 illustrates a specific example embodiment of a configuration of a portion of a cable network.
FIGURE 15 illustrates a specific example embodiment of a portion of cable modem termination system.
FIGURE 16A illustrates a specific example embodiment of a Traffic Shaping Procedure.
FIGURE 16B illustrates a specific example embodiment of a Queue Flow Control Procedure.
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DESCRIPTION OF EXAMPLE EMBODIMENTS

[0006] The present invention is defined by the independent claims 1 and 12, to which reference should now be made.
Specific embodiments are defined by the dependent claims. Various aspects described or referenced herein are directed
to different methods, systems, and computer program products for managing traffic flow for transport over a plurality of
communication channels on a shared access cable network. According to various embodiments, one or more devices
of the cable network (such as, for example, a Cable Modem Termination System (CMTS)), may be operable to implement
at least a portion of the traffic flow management techniques described herein such as, for example, one or more of the
following: receiving a first packet, the first packet having associated therewith a first set of characteristics, the first set
of characteristics comprising a first service flow identifier representing a first service flow associated with the first packet,
the first packet having a first packed size value associated therewith, the first packet size value representing a size of
the first packet or of a first portion thereof; identifying, using at least a portion of the first set of characteristics, a first
channel group associated with the first service flow, the first channel group comprising a plurality of communication
channels which have been allocated for use in transporting data traffic associated with the first service flow; and/or
managing traffic flow associated with the first channel group. In at least one embodiment, the managing of the traffic
flow associated with the first channel group may include, for example: determining first packet size value data; selecting,
using a first set of selection criteria, a first selected channel of the first channel group; and/or updating, using at least a
portion of the first packet size value data, a first selected channel traffic usage value representing an amount of total
traffic allocated for transport over the first selected channel during a first time interval.
[0007] In at least one embodiment, the first selected channel has associated therewith a first channel bandwidth
capacity value representing a maximum amount of traffic that the first selected channel is operable to transport in a
given time period T, wherein each of the communication channels of the first channel group has associated therewith
a respective channel group traffic usage value, wherein a channel group traffic usage value for a particular communication
channel represents an amount of first channel group traffic allocated for transport over the particular communication
channel. In at least one embodiment, the various traffic flow management techniques described may include, for example,
one or more of the following: identifying a first set of channel groups, wherein each channel group of the first set of
channel groups includes the first selected channel; determining, for the first selected channel, a first channel traffic delta
value representing a difference between the first channel bandwidth capacity value and the first selected channel traffic
usage value; determining, using the first channel traffic delta value, a first channel group delta value representing an
amount of excess or available bandwidth of the first selected channel to be allocated for use in transporting traffic flows
associated with the first set of channel groups; updating, using the first channel group delta value, a first channel group
traffic usage value representing an amount of first channel group traffic allocated for transport over the first selected
channel, wherein the first channel group traffic includes traffic that is associated with communication channels of the
first channel group; and/or determining, using the first channel group traffic usage value, first channel group traffic shaping
rate data representing an amount of bandwidth allocated for transport of packets associated with service flows associated
with the first channel group; and/or wherein the determining of the first channel group traffic shaping rate data includes
calculating a summation of channel group traffic usage values associated with the first channel group.
[0008] Other aspects are directed to different methods, systems, and computer program products for managing traffic
flow for transport over a plurality of communication channels on a shared access cable network. In at least one embod-
iment, the various traffic flow management techniques described may include, for example, one or more of the following:
performing at least one traffic shaping operation for shaping a plurality of different traffic flows to be transported over
the plurality of different communication channels of the shared access cable network, wherein the plurality of commu-
nication channels includes a first communication channel, a second communication channel, and a third communication
channel, wherein the first communication channel and the second communication channel are associated with a first
channel group, wherein the second communication channel and the third communication channel are associated with
a second channel group; wherein the first channel group has associated therewith a first plurality of queues including a
first queue and a second queue; and/or wherein the second channel group has associated therewith a second plurality
of queues including a third queue and a fourth queue. In at least one embodiment, the shaping of the plurality of different
traffic flows may include, for example, one or more of the following: determining whether a first traffic condition associated
with the first queue has exceeded first threshold criteria, wherein the first queue is associated with the first channel group
and associated with the first communication channel; determining whether a second traffic condition associated with the
second queue has exceeded second threshold criteria, wherein the second queue is associated with the first channel
group and associated with the second communication channel; initiating at least one operation for suspending or disabling,
during a first time interval, traffic flow associated with the first channel group in response to detecting that at least one
of the queues associated with the first channel group has exceeded its associated threshold criteria; determining whether
a third traffic condition associated with the third queue has exceeded third threshold criteria, wherein the third queue is
associated with the second channel group and associated with the second communication channel; determining whether
a fourth traffic condition associated with the fourth queue has exceeded fourth threshold criteria, wherein the fourth
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queue is associated with the second channel group and associated with the third communication channel; and/or initiating
at least one operation for suspending or disabling, during a second time interval, traffic flow associated with the second
channel group in response to detecting that at least one of the queues associated with the second channel group has
exceeded its associated threshold criteria.
[0009] In at least one embodiment, the various traffic flow management techniques described may include, for example,
one or more of the following: determining whether traffic flow associated with the first channel group is suspended or
disabled; initiating at least one operation for enabling or resuming traffic flow associated with the first channel group in
response to a determination that respective threshold criteria associated with each of the first plurality of queues is
satisfied; determining whether traffic flow associated with the second channel group is suspended or disabled; and/or
initiating at least one operation for enabling or resuming traffic flow associated with the second channel group in response
to a determination that respective threshold criteria associated with each of the second plurality of queues is satisfied.
[0010] Other aspects are directed to different methods, systems, and computer program products for managing traffic
flow for transport over a plurality of communication channels on a shared access cable network. In at least one embod-
iment, the various traffic flow management techniques described may include, for example, one or more of the following:
receiving a first packet, the first packet having associated therewith a first set of characteristics, the first set of charac-
teristics comprising a first service flow identifier representing a first service flow associated with the first packet; identifying,
using at least a portion of the first set of characteristics, a first channel group associated with the first service flow, the
first channel group comprising a plurality of communication channels which have been allocated for use in transporting
data traffic associated with the first service flow, wherein the first channel group has associated therewith a first plurality
of queues, wherein each of the plurality of communication channels has associated therewith at least one respective
queue of the first plurality of queues, wherein each of the first plurality of queues has associated therewith a respective
available queue capacity value representing an amount of total memory which is available for use by a given queue of
the first plurality of queues; and/or managing traffic flow associated with the first channel group. In at least one embod-
iment, the managing of the traffic flow associated with the first channel group may include, for example, one or more of
the following: determining whether each of the queues associated with the first channel group and associated with the
first communication channel has exceeded, during a first time interval, threshold criteria associated with its respective
queue; and/or initiating at least one operation for suspending or disabling, during a second time interval, traffic flow
associated with the first channel group in response to detecting that each of the queues associated with the first channel
group has exceeded its associated threshold criteria. In at least one embodiment, at least one operation for suspending
or disabling traffic flow associated with the first channel group may include prohibiting at least one packet from being
enqueued in any of the first plurality of queues during the second time interval.
[0011] Other aspects are directed to different methods, systems, and computer program products for managing traffic
flow for transport over a plurality of communication channels on a shared access cable network. In at least one embod-
iment, the various traffic flow management techniques described may include, for example, one or more of the following:
detecting a first packet dequeue event relating to a dequeuing of a first packet from a first queue associated with a first
channel group, the first channel group comprising a plurality of communication channels allocated for use in transporting
data traffic associated with a first service flow, wherein the first channel group has associated therewith a first plurality
of queues including the first queue, wherein each of the plurality of communication channels has associated therewith
at least one respective queue of the first plurality of queues; identifying, using information associated with the first queue,
the first channel group which is associated with the first queue; determining whether traffic flow control is asserted for
the first channel group, wherein the assertion of traffic flow control for the first channel group is characterized by a
suspension of traffic flow on the first plurality of communication channels of the first channel group; and/or performing
at least one operation for deasserting traffic flow control at the first channel group in response to a determination that
traffic flow control is asserted for the first channel group and in response to detecting the dequeuing of the first packet
from the first queue, wherein the deassertion of traffic flow control for the first channel group is characterized by a
resumption of traffic flow on the first plurality of communication channels of the first channel group. In at least one
embodiment, at least one operation for deasserting traffic flow control at the first channel group may include, for example,
enabling at least one packet to be enqueued in at least one of the first plurality of queues.
[0012] In at least one embodiment, the shared access cable network may be configured as a Hybrid Fiber Coax (HFC)
cable network that is compatible with a Data-Over-Cable Service Interface Specification (DOCSIS) communication
protocol. In at least one embodiment, at least a portion of the traffic flow management techniques described herein may
be implemented at a Cable Modem Termination System (CMTS) of the shared access cable network. In at least one
embodiment, the first channel group may correspond to a DOCSIS channel bonding group in accordance with the
DOCSIS communication protocol.
[0013] Additional objects, features and advantages of the various aspects described or referenced herein will become
apparent from the following description of its preferred embodiments, which description should be taken in conjunction
with the accompanying drawings.
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SPECIFIC EXAMPLE EMBODIMENTS

[0014] One or more different inventions may be described in the present application. Further, for one or more of the
invention(s) described herein, numerous embodiments may be described in this patent application, and are presented
for illustrative purposes only. The described embodiments are not intended to be limiting in any sense. One or more of
the invention(s) may be widely applicable to numerous embodiments, as is readily apparent from the disclosure. These
embodiments are described in sufficient detail to enable those skilled in the art to practice one or more of the invention(s),
and it is to be understood that other embodiments may be utilized and that structural, logical, software, electrical and
other changes may be made without departing from the scope of the one or more of the invention(s). Accordingly, those
skilled in the art will recognize that the one or more of the invention(s) may be practiced with various modifications and
alterations. Particular features of one or more of the invention(s) may be described with reference to one or more particular
embodiments or figures that form a part of the present disclosure, and in which are shown, by way of illustration, specific
embodiments of one or more of the invention(s). It should be understood, however, that such features are not limited to
usage in the one or more particular embodiments or figures with reference to which they are described. The present
disclosure is neither a literal description of all embodiments of one or more of the invention(s) nor a listing of features
of one or more of the invention(s) that must be present in all embodiments.
[0015] Headings of sections provided in this patent application and the title of this patent application are for convenience
only, and are not to be taken as limiting the disclosure in any way.
[0016] Devices that are in communication with each other need not be in continuous communication with each other,
unless expressly specified otherwise. In addition, devices that are in communication with each other may communicate
directly or indirectly through one or more intermediaries.
[0017] A description of an embodiment with several components in communication with each other does not imply
that all such components are required. To the contrary, a variety of optional components are described to illustrate the
wide variety of possible embodiments of one or more of the invention(s).
[0018] Further, although process steps, method steps, algorithms or the like may be described in a sequential order,
such processes, methods and algorithms may be configured to work in alternate orders. In other words, any sequence
or order of steps that may be described in this patent application does not, in and of itself, indicate a requirement that
the steps be performed in that order. The steps of described processes may be performed in any order practical. Further,
some steps may be performed simultaneously despite being described or implied as occurring non-simultaneously (e.g.,
because one step is described after the other step). Moreover, the illustration of a process by its depiction in a drawing
does not imply that the illustrated process is exclusive of other variations and modifications thereto, does not imply that
the illustrated process or any of its steps are necessary to one or more of the invention(s), and does not imply that the
illustrated process is preferred.
[0019] When a single device or article is described, it will be readily apparent that more than one device/article (whether
or not they cooperate) may be used in place of a single device/article. Similarly, where more than one device or article
is described (whether or not they cooperate), it will be readily apparent that a single device/article may be used in place
of the more than one device or article.
[0020] The functionality and/or the features of a device may be alternatively embodied by one or more other devices
that are not explicitly described as having such functionality/features. Thus, other embodiments of one or more of the
invention(s) need not include the device itself.
[0021] Various techniques are disclosed herein for implementing quality of service (QoS) procedures on shared access
network(s), such as for example hybrid fiber/coaxial (HFC) cable networks. For purposes of illustration and explanation,
details relating to many of the various techniques and aspects disclosed herein are described and illustrated by way of
example with respect to example cable network embodiments. However, it will be appreciated that many of the various
techniques and aspects disclosed herein may also be applied to and/or implemented at other types of access networks
(such as, for example, satellite networks, cellular networks, wireless networks, etc.) which, for example, may use one
or more shared access communication channels for enabling communications between the network nodes (e.g., cable
modems) and the head end of the access network. Additionally, it will be appreciated that one or more techniques
described herein may be implemented to shape traffic associated with various types of data parcels (e.g., packets,
datagrams, frames, etc.) for transporting data over a shared access network. However, for purposes of explanation,
and/or in order to avoid confusion, one or more techniques described herein may be described by way of example with
respect to traffic shaping of packets.
[0022] Typically, a cable network may include a head end comprising one or more cable modem termination system(s)
(CMTS(s)), a plurality of cable modems (CMs), and a plurality of shared access upstream and/or downstream channels
for use in facilitating communications between the cable modems and head end. In some embodiments, a cable network
may also include one or more of the following (or combinations thereof): hubs (sometime referred to as "sub-head ends"),
fiber nodes, etc.
[0023] FIGURE 1 illustrates a specific example embodiment of a cable network portion 133 which may be used for
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implementing various aspects described herein. As illustrated in the specific example embodiment of FIGURE 1, cable
network portion 133 includes a head end 134, a plurality of cable modems (e.g., 104) which may be arranged into one
or more different subscriber groups, and one or more fiber nodes 106. Additionally, in some embodiments (as illustrated,
for example, in FIGURE 1), cable network portion 133 may also include one or more hubs (e.g., 130) which may be
communicatively coupled between the head end 134 and cable modems 104.
[0024] In at least one embodiment, one or more CMTS(s) 156 of the head end 134 may be configured or designed to
access and/or acquire data from one or more external sources (such as, for example, Internet 160), and may be further
configured or designed to acquire content (e.g., text data, image data, video data, audio data, etc.) from the external
source(s), and to modify selected portions of the content for distribution to the cable modems via one or more downstream
channels. Additionally, one or more CMTS(s) 156 may also be configured or designed to receive upstream communi-
cations from one or more cable modems of the cable network.
[0025] According to at least one embodiment, different CMTS(s) (e.g., 156) may each be configured or designed to
include upstream channel and/or downstream channel functionalities. For example, in one embodiment, a first CMTS
at the head end may be configured as a downstream CMTS and operable to handle various aspects relating to downstream
channel communications to the CMs, and a second CMTS at the head end may be configured as an upstream CMTS
and operable to handle various aspects relating to upstream channel communications from the CMs. In some embodi-
ments, one or more CMTS(s) may operable to handle various aspects relating to downstream channel and upstream
channel communications.
[0026] As illustrated in the specific example embodiment of FIGURE 1, the head end may include one or more mod-
ulator/demodulator device(s) 168. In one or more embodiments, modulator/demodulator 168 may be operable to modulate
one or more RF signals for transmission on one or more RF channels and/or may be operable to demodulate one or
more RF signals transmitted on one or more RF channels. According to different embodiments, various types of mod-
ulation techniques may be used for modulation/demodulation of signals, such as, for example, one or more of the
following (or combinations thereof):

• Quadrature Amplitude Modulation (QAM)
• Quadrature Phase Shift Keying (QPSK)
• Etc.

[0027] For example, in one embodiment, head end 168 may be connected via one or more optical fiber channels to
one or more fiber nodes (e.g., 106). In at least one embodiment, one or more fiber nodes may be connected via coaxial
cable to one or more two-way amplifiers and/or duplex filters which permit certain frequencies to go in one direction and
other frequencies to go in the opposite direction. In some embodiments, one or more fiber nodes may be operable to
service different cable modem subscriber groups. As illustrated in the specific example embodiment of FIGURE 1, head
end 134 may include one or more fiber transmitters/receivers 140. In one or more embodiments, a fiber transmitter
and/or receiver 140 may be operable to transmit and/or receive information via one or more optical fiber channels. In
some embodiments, a fiber transmitter/receiver 140 may transmit and/or receive an RF modulated signal via one or
more optical fiber channels. In at least one embodiment, as illustrated in FIGURE 1, at least a portion of the communi-
cations between head end 134 and cable modems 140 may implemented via RF channels 166, which, for example,
may include at least one upstream channel and at least one downstream channel. In at least one embodiment, at least
a portion of the RF channels 166 may be configured or designed as shared access channels which, for example, may
be configured or designed to utilize one or more different types of shared access protocols, such as, for example,

• Time Division Multiple Access (TDMA)
• Code Division Multiple Access (CDMA)
• Etc.

[0028] In at least one embodiment, cable network portion 133 may also include one or more hubs (e.g., 130) which
may be communicatively coupled between the head end 134 and cable modems 104. In one or more embodiment (as
illustrated, for example, in FIGURE 1), one or more hub(s) 130 may be communicatively coupled with head end 134 via
IP Network 132. In one or more embodiments, IP Network 132 may support, for example, Gigabit Ethernet traffic. In
some embodiments, IP Network 132 may support a different type of packet switched IP-based traffic protocol. In different
embodiments (not shown), one or more hub(s) 130 may be communicatively coupled with head end 134 via one or more
different types of networks (e.g., a different type of IP network, an optical fiber network, a satellite network, cellular
network, wireless network, etc.).
[0029] In the specific example embodiment of cable network portion 133, hub 130 includes one or more CMTS(s) 144.
In at least one embodiment, one or more CMTS(s) 144 of the hub 130 may be configured or designed to schedule the
transmission of upstream communications between one or more cable modems (e.g., 104) and head end 134. One or



EP 2 342 654 B1

7

5

10

15

20

25

30

35

40

45

50

55

more CMTS(s) 144 of the hub 130 may be further configured or designed to receive upstream communications from
one or more cable modems, and to modify selected portions of the communications for transmission to one or more
device(s) included in head end 134.
[0030] According to at least one embodiment, different CMTS(s) (e.g., 144) may each be configured or designed to
include upstream channel and/or downstream channel functionalities. For example, in one embodiment, a first CMTS
at the head end may be configured as a downstream CMTS and operable to handle various aspects relating to downstream
channel communications to the CMs, and a second CMTS at the head end may be configured as an upstream CMTS
and operable to handle various aspects relating to upstream channel communications from the CMs. In some embodi-
ments, one or more CMTS(s) may operable to handle various aspects relating to downstream channel and upstream
channel communications.
[0031] As illustrated in the specific example embodiment of FIGURE 1, the hub 130 may include one or more modulator
device(s) 152. In one or more embodiments, modulator device(s) 152 may be operable to receive downstream commu-
nications for distribution to one or more CM(s). Additionally, modulator device(s) 152 may be operable to modulate one
or more RF signals for transmission on one or more RF channels. According to different embodiments, various types of
modulation techniques may be used for modulation of signals, such as, for example, one or more of the following (or
combinations thereof):

• Quadrature Amplitude Modulation (QAM)
• Quadrature Phase Shift Keying (QPSK)
• Etc.

In different embodiments (not shown), hub 130 may include one or more demodulator device(s) operable to demodulate
one or more RF signals transmitted on one or more RF channels.
[0032] As illustrated in the specific example embodiment of FIGURE 1, the head end may include one or more Diplexer
device(s) 142. One or more Diplexer device(s) 142 may be configured or designed to perform one or more operations
relating to upstream and/or downstream frequency domain multiplexing and/or demultiplexing. In some embodiments,
one or more diplexer device(s) may be configured or designed to multiplex a plurality of upstream and/or downstream
signals for transmission on one or more upstream and/or downstream channels. Additionally, one or more diplexer
device(s) may be configured or designed to demultiplex one or more signals transmitted via one or more upstream and/or
downstream channels into a plurality of upstream and/or downstream signals. For example, in the specific example
embodiment of FIGURE 1, diplexer device(s) 142 may be configured or designed to diplex two RF QAM signals for
downstream transmission to one or more fiber node(s) 106 and/or CM(s) 104. Additionally, diplexer device(s) 142 may
be configured or designed to undiplex one or more signals transmitted via one or more upstream channels from one or
more fiber node(s) 106 and/or CM(s) 104.
[0033] In at least one embodiment, one or more devices in a cable network, and/or clock circuitry associated with one
or more devices in a cable network, may be synchronized via the use of one or more external timing devices such as,
for example, a Stratum 1 clock source. One or more techniques for synchronizing components of a cable network are
described in United States Patent Application No. 10/459,136 (Attorney Docket No. CISCP328/236442), titled "Synchro-
nizing Separated Upstream And Downstream Channels Of Cable Modem Termination Systems" by Walker, et al, and
filed on June 10, 2003, which is hereby incorporated by reference in its entirety for all purposes. In the specific example
embodiment of cable network portion 133, network traffic may be synchronized by reference to time and/or frequency
data from one or more Global Positioning System ("GPS") device(s) (e.g., 148 and 160). GPS device(s) 160 may provide
time information and/or clocking signals to one or more device(s) in head end 134 (e.g., CMTS(s) 156). GPS device(s)
148 may provide time information and/or clocking signals to one or more device(s) in hub 130 (e.g., CMTS(s) 144 and/or
modulator device(s) 152). The time information and/or clocking signals provided to one or more device(s) may include,
for example, frequency data that are used as described in one or more DOCSIS specifications.
[0034] As illustrated in the specific example embodiment of FIGURE 1, cable network portion 133 may include one
or more fiber node(s) 106. In some embodiments (for example as illustrated in FIGURE 1), one or more fiber node(s)
may be configured or designed to receive communications sent via one or more optical fibers from one or more CMTS(s)
in head end 134 and/or one or more hub(s) 130, and modify selected portions of the communications for distribution to
the CMs (e.g., 104) via one or more coaxial cables. Additionally, one or more fiber node(s) may be configured or designed
to receive communications from one or more CMs (e.g., CMs 104) via one or more communication channels (e.g.,
coaxial cables), and modify selected portions of the communications for transmission to one or more device(s) in head
end 134 and/or one or more hub(s) 130.
[0035] As illustrated in the specific example embodiment of FIGURE 1, cable network portion 133 may include one
or more network node(s) (e.g., CM(s) 104). In some embodiments, one or more different devices may be operable to
communicate with a head end via a first network node. For example, a first cable modem may provide one or more data
communication functions to one or more devices which may include, but are not limited to: personal computer(s), tele-
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vision(s), digital video recorder (DVR) device(s), telephone(s), appliance(s), networking device(s), etc. (or some com-
bination thereof). Thus, in some embodiments communications received by a first network node (e.g., a CM) in a shared
access network may be associated with one or more different devices associated with the first network node.
[0036] In some embodiments, a first network node (e.g., a CM) may be associated with one or more service flows for
scheduling upstream or downstream communication between the first network node and a different network component
(e.g., a CMTS). According to various embodiments, a service flow may be any upstream and/or downstream data stream
for communication between one or more network node(s) and a different network component. In at least one embodiment,
a service flow may be defined as a Media Access Control (herein referred to as "MAC") layer transport service which
may provide unidirectional transport of packets from the upper layer service entity to the RF and may shape, police,
and/or prioritize traffic according to one or more QoS traffic parameters defined for the service flow.
[0037] In various embodiments, various types of data traffic may be transmitted between one or more network nodes
and the head end of a shared access network. For example, different types of data traffic may include, but are not limited
to, internet traffic, video on demand ("VOD") traffic, voice over IP ("VOIP") traffic, etc. In some embodiments, a first
service flow may be associated with a specific type of network traffic. For example, in a specific example embodiment,
a cable modem in a cable network may be associated with a first service flow for the communication of downstream
internet traffic, a second service flow for the communication of downstream VOD traffic, a third service flow for the
communication of downstream VOIP traffic, etc. In different embodiments, one or more different types of data traffic
may be associated with one or more different service flows.
[0038] In various embodiments, one or more service flows may be associated with one or more instances of various
types of QoS traffic parameters. In some embodiments, one or more QoS traffic parameters may be shared by one or
more service flows. Various types of QoS traffic parameters may include, but are not limited to, one or more of the
following (or combinations thereof):

• Traffic rate parameters (e.g., minimum sustained traffic rate parameters, maximum sustained traffic rate parameters,
etc.).

• Traffic priority parameters.
• Traffic burst parameters (e.g., maximum traffic burst parameters, maximum concatenated burst parameters, etc.).
• Reserved traffic rate parameters (e.g., minimum reserved traffic rate parameters, assumed minimum reserved rate

packet size parameters, etc.).
• Timeout parameters (e.g., timeout for active QoS parameters, timeout for admitted QoS parameters, etc.).
• Traffic scheduling parameters (e.g., service flow scheduling type parameters, etc.).
• Etc.

[0039] The techniques described herein may be applied to any association of network nodes, service flows, and/or
QoS parameters in a shared access network. For example, in a specific example embodiment of a cable network, a first
cable modem may be associated with a first service flow relating to the communication of downstream traffic, and the
first service flow may be associated with, for example, QoS parameters to provide internet traffic in excess of a minimum
reserved traffic rate. In this specific example embodiment, the first cable modem may also be associated with a second
service flow relating to the communication of downstream VOD traffic, and the second service flow may be associated
with QoS parameters to provide VOD traffic at less than a maximum traffic burst rate. In at least one embodiment, the
first cable modem may further be associated with a third service flow relating to the communication of VOIP traffic, and
the third service flow may be associated with QoS parameters to provide VOIP traffic that is designated as having a
high traffic priority level. In different embodiments, one or more different QoS parameters may be associated with one
or more different service flows.
[0040] In one or more embodiments, one or more QoS parameters may be defined and/or determined at one or more
components (e.g., a CMTS) included in a network head end and/or hub. In various embodiments, one or more QoS
parameters may be defined and/or determined manually, automatically, dynamically, statically, or some combination
thereof. According to some embodiments, one or more QoS parameters may be defined and/or determined in accordance
with an agreement between a service provider and a customer. For example, a service level agreement (herein referred
to as "SLA") with a first customer in a cable network may define one or more QoS parameters which may be associated
with one or more types of data traffic flows. In some embodiments, one or more different customers may pay different
amounts of money in exchange for different types and/or levels of service. For example, a first customer may pay more
money than a second customer in exchange for a higher minimum bandwidth rate for internet traffic and/or a higher
CBR for VOIP traffic.
[0041] In some embodiments, each (or selected) service flow(s) may have associated therewith a respective Service
Flow Identifier (herein referred to as "SFI"). In at least one embodiment, a Service Flow Identifier may be used to uniquely
identify a specific service flow of the access network. Each (or selected) bonding group(s) may have associated therewith
a respective Bonding Group Identifier (herein referred to as "BGI"). Each (or selected) RF channel(s) may have associated
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therewith a respective Channel Number. According to various embodiments, various types information relating to one
or more SFI(s), BGI(s), and/or Channel Number(s) may be used to identify various parameters and/or components,
which may include, but are not limited to, one or more of the following (or combinations thereof):

• Service flow(s)
• Classes of service flow(s)
• Cable modem(s)
• QoS parameter(s)
• Bonding group(s)
• Channel(s)
• Etc.

[0042] According to various embodiments, a shared access network may be configured so that a plurality of network
nodes may share one or more shared access channels for sending and/or receiving data. For example, a plurality of
cable modems in a cable network may share one or more channels for sending and/or receiving data. The transmission
of information on a shared access channel may require different types of scheduling techniques to ensure efficient traffic
flow. [For example, transmission of packets between a CMTS and one or more cable modems on a cable network may
be scheduled according to different scheduling techniques (e.g., weighted fair queuing ("WFQ"), etc.).
[0043] As mentioned previously, recent advances in RF technology have enabled cable modems to receive and send
data on multiple RF channels. The new generation of cable modems hence can receive data at rates up to 200 Mbps.
The latest DOCSIS standard, Data-Over-Cable Service Interface Specification CM-SP-MULPIv3.0-I02-061222 (herein
referenced as "DOCSIS 3.0") standardized multi-channel data transmission with a concept of "Bonding Group". In at
least one embodiment, a "Bonding Group" may refer to an identified set of upstream or downstream channels among
which a stream of packets (e.g., from a service flow) may be distributed. For example, in one embodiment, a Bonding
Group may refer to an identified set of upstream or downstream channels among which packets associated with one or
more service flows may be distributed. In some embodiments, a Bonding Group may refer to only a subset of active
and/or available channels (e.g., only the identified set of channels). In some embodiments, a "Bonding Group" may refer
to a list of channels providing a means to identify the specific channels bonded together. It will be appreciated that one
or more techniques described herein may be applied to various groups of channels associated with various types of
shared access networks. However, for purposes of explanation, and/or in order to avoid confusion, one or more techniques
may be described herein with respect to shaping traffic associated with one or more Bonding Groups.
[0044] In at least one embodiment, various cable network and QOS related concepts/terms described herein may be
defined and/or interpreted in a manner which is compatible with DOCSIS 3.0. Examples of at least some of such
concepts/terms may include, but are not limited to, one or more of the following (or combinations thereof):

• Service flow: In at least one embodiment, a service flow may be characterized as a MAC-layer transport service
that provides unidirectional transport of packets between the Cable Modem and the CMTS. A service flow may be
characterized by a set of classifiers and/or several QOS attributes such as, for example, one or more of the following
(and/or combinations thereof): latency, jitter, throughput assurances, etc.

• QAM (Quadrature Amplitude Modulation): In at least one embodiment, Quadrature Amplitude Modulation may
be utilized as a modulation format which may be used to encode digital data over RF channels used in Cable network
technology. A single RF channel may be, for example, 6 to 8 MHz wide (e.g., depending on the country), and/or
may achieve data rates from 40 to 50 Mbps, for example. In at least one embodiment, QAM may be indicative of
RF channel carrying data.

• Bonding Group: In at least one embodiment, a Bonding Group may be characterized as a set of one or more
channels (e.g., QAMs) which may be used for transporting data traffic (e.g., packets) associated with a given service
flow. In one embodiment, a Bonding Group may be viewed as a forwarding interface. For example, in one embodiment,
when a CMTS receives packets classified (or associated) with a specific service flow, the CMTS may identify the
Bonding Group associated with the service flow of the received packets, may identify the QAM(s) associated with
the identified Bonding Group, and/or may utilize one or more of the identified QAMs for transporting packets asso-
ciated with the identified service flow to a given cable modem (and/or to multiple cable modems).

• Min-Rate (Minimum Reserved Rate): In at least one embodiment, the Min-Rate may be characterized as one of
the QOS attributes associated with a service flow. The Min-Rate (or Minimum Reserved Rate) may also be referred
to as the Committed Information Rate or CIR. In one embodiment, the Min-Rate may be representative of a traffic
rate which the CMTS should reserve for a given service flow. In at least one embodiment, different service flows
may have different Min-Rates associated therewith.

• Max-Rate: In at least one embodiment, the Max-Rate may be characterized as another one of the QOS attributes
associated with a service flow. In one embodiment, the Max-Rate may be representative of a traffic rate which should
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not be exceeded for a given service flow. In at least one embodiment, different service flows may have different
Max-Rates associated therewith.

• Bonding Group Min-Rate: In at least one embodiment, a Bonding Group Min-Rate may be representative of an
aggregate or summation of the Min-Rates of all of (or selected ones of) the data traffic service flows being transported
(and/or scheduled for transport) over a given Bonding Group.

[0045] According to various embodiments, various traffic shaping techniques and/or aspects described herein may
be applied to different types of upstream and/or downstream channel communications in shared access networks, such
as for example cable networks. For purposes of explanation, and/or in order to avoid confusion, various traffic shaping
techniques described herein are described with respect to cable networks wherein it is assumed that downstream traffic
is being shaped. Further, it is assumed that the channels (herein referred to as QAMs) are modulated according to one
or more quadrature amplitude modulation schemes. As discussed above, communications between a CMTS and a
specific CMs may be organized into one or more service flows. In the embodiments described herein, it is assumed that
a Bonding Group refers to a selected group of QAMs over which a CMTS is operable to schedule the transmission of
data associated with one or more service flows. In some embodiments, one or more shared access networks may be
configured with overlapping associations of Bonding Groups and channels. For example, in at least one embodiment,
communications with a first cable modem may be sent on a first Bonding Group, spanning multiple channels. At the
same time, a first channel may be shared by multiple Bonding Groups.
[0046] Such associations of Bonding Groups and/or channels make packet scheduling with QoS assurances very
complex. As will be appreciated, this overlapping association of Bonding Groups and channels makes traffic shaping
very difficult. One aspect of the present disclosure relates to various issues relating to QoS scheduling for Bonding
Groups, and/or various techniques for addressing and/or resolving such issues. In one or more embodiments, packet
scheduling with QoS assurances for shared access networks with complex network configurations may involve, for
example, one or more linear programming techniques. However, one drawback of such embodiments may be that linear
programming techniques may require relatively large amounts of computing resources, and thus may be impractical to
use for dynamically shaping network traffic in real time.
[0047] In addition, it will be appreciated that existing techniques for implementing traffic shaping in cable networks
may not be compatible for use with (and/or may not be easily adapted for use with) QoS scheduling techniques imple-
mented in DOCSIS 3.0 compatible cable networks since, for example, traditionally cable modems have typically been
configured or designed to receive and transmit data over a single channel at any given time. Prior to DOCSIS 3.0, there
existed no need to implement load balancing for traffic flows spanning multiple upstream and/or downstream channels.
[0048] Additionally, existing techniques for traffic scheduling are not compatible for providing for QoS assurances
when scheduling traffic for channels associated with overlapping Bonding Groups since, for example, existing traffic
scheduling techniques may be based on the assumption that a given CM may be utilizing at most a single upstream
channel and a single downstream channel at any given time. For example, traffic scheduling techniques in networks
configured in accordance with prior DOCSIS versions may be implemented using pre-configured and/or static processors
where it is assumed that a feasible allocation of input traffic to output channels exist. However, under DOCSIS 3.0 in
some embodiments a plurality of channels may be operable to transport communications associated with a plurality of
data traffic flows, where the association between data traffic flows and channels are overlapping and communications
resources are more freely configurable than in the past. Thus, existing traffic scheduling techniques (e.g., weighted fair
queuing, round robin, etc.) may fail to schedule traffic transported via channels associated with overlapping Bonding
Groups.
[0049] For example, it may be difficult to determine whether a feasible allocation of input traffic to output channels
associated with a given network processor or other device exists. Thus, for example, under one or more existing traffic
scheduling techniques, packets may be dropped or QoS provisions may be violated when scheduling traffic associated
with data traffic flows on a cable network configured with overlapping Bonding Groups. In some embodiments, one or
more techniques described herein may be implemented prior to one or more existing traffic scheduling techniques (e.g.,
WQF). In various embodiments, one or more techniques described herein may provide network traffic flow that is feasible
to schedule using one or more traditional traffic scheduling techniques.
[0050] Various techniques for load balancing may be implemented in addition to the various embodiments of traffic
shaping techniques described herein. However, various techniques for load balancing used alone are insufficient for
solving problems related to QoS scheduling for channels associated with overlapping Bonding Groups since, for example,
load balancing techniques may relate to changing the selected channels over which one or more CMs are configured
to transmit and/or receive information rather than allocating bandwidth associated with the selected channels on a per
packet basis given a particular network configuration.
[0051] In at least one embodiment, at least some CMTS platforms (such as those available, for example, from Cisco
Systems, Inc. of San Jose, California) may utilize an ASIC (e.g., a "JIB") which has been configured or designed to
perform DOCSIS MAC controller functionality. In one embodiment, a MAC-layer processor may be configured or designed
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to receive packets destined for transport via a specified Bonding Group, and/or may be configured or designed to
schedule and/or forward one or more of these packets for transmission over one or more of the QAMs associated with
the specified Bonding Group. In at least one embodiment, in order to forward packets to the appropriate QAM, the MAC-
layer processor may be configured or designed to utilize a simplified scheduling algorithm such as, for example, the
"Shortest Queue First" (SQF) scheduling algorithm (which may be implemented in, for example, a hierarchical queuing
framework ("HQF")).
[0052] However, although multiple different Bonding Groups may contribute traffic on a single QAM, in at least one
embodiment, the scheduling algorithm should preferably be configured or designed to ensure that the QAMs associated
with a given Bonding Group are equally (or substantially equally) loaded, to the extend possible. Accordingly, in at least
one embodiment, the scheduling algorithm may be considered to be effective only if the Bonding Groups are assigned
(or scheduled) with "feasible bandwidth allocation" such that the total bandwidth of data traffic transmitted on each of
the Bonding Group’s QAMs does not exceed the QAM capacity. Thus, for example, in one embodiment, each of (or
selected ones of) the Bonding Groups may be shaped with a respective bandwidth that may be consistent with the QAMs
associated with each respective Bonding Group.
[0053] In at least one embodiment, packets may be classified into a service flow, and/or forwarded to a specific Bonding
Group (associated with that service flow) for transport over a set of QAM(s) associated with that specific Bonding Group.
In at least one embodiment, QOS policies such as, for example, Min-Rate and/or Max-Rate may be applied per service
flow. As such, the Bonding Group may be treated as a forwarding interface from the CMTS perspective. Hence, according
to one embodiment, in the context of the HIST scheduling architecture (e.g., HQF Implementation based on Sorting
Trees) it may be convenient to model the Bonding Group as a single schedule (e.g., Bandwidth Limited Tunnel or BLT)
aggregating all (or selected ones of) the service flows under it. In at least one embodiment, a single Bonding Group may
be used to transport packets on multiple QAMs. In some embodiments, a single QAM may receive packets from multiple
Bonding Groups.
[0054] In some embodiments, the input traffic of a Bonding Group may vary with time. Accordingly, in at least one
embodiment, a dynamic sharing of the QAM bandwidth among contending Bonding Groups may be desirable. For
example, for simple associations of Bonding Groups and/or QAMs, multiple Bonding Groups may be aggregated into a
larger group, for example, such that the max shaping bandwidth is substantially equal to the sum of QAM bandwidth
corresponding to all (or selected ones of) the QAMs associated with the multiple Bonding Groups. However, it is con-
templated that, at least in some embodiments, this approach may not be suitably extended for arbitrary configurations.
Accordingly, as described in greater detail below, implementation of more sophisticated traffic shaping and/or traffic
scheduling techniques may be desirable.
[0055] According to one embodiment, one such technique may involve statically allocating bandwidth from a QAM to
each of the Bonding Group(s) it is associated with. For example, in one embodiment, the QAM may contribute a fraction
of its bandwidth to each of its associated Bonding Groups. The Bonding Group shaping bandwidth may be calculated
by adding up contributions from all of (or selected ones of) the QAMs it may be member of.
[0056] One drawback of such a static bandwidth allocation technique may be that it does not allow the bandwidth to
be shared efficiently. For example, if there is a surge in traffic on one Bonding Group, and if the other Bonding Groups
sharing QAMs with that Bonding Group are lightly loaded at the same time, a large portion of the QAM bandwidth may
be underutilized even though the QAM may be accessible to the Bonding Group with heavy traffic.
[0057] In considering the Bonding Group architecture, and/or the QOS requirements of individual service flows, it may
be desirable to provide at least one mechanism for shaping and/or scheduling transmission of packets over Downstream
Cable channels. In one embodiment, such mechanisms may preferably meet various specified QOS requirements of
the individual service flows, while, at the same time, enabling the overall QAM(s) bandwidth(s) to be utilized efficiently.
In one embodiment, a least a portion of such traffic shaping/scheduling mechanisms may be implemented using the
HQF infrastructure employed by a CMTS processor such as, for example, the Cisco Packet Processor (CPP), available
from Cisco Systems, Inc. of San Jose, California.
[0058] According to various embodiments, all of (or selected ones of) the following QOS requirements may preferably
be met or satisfied for a given service flow:

1) Minimum Reserved Traffic Rate: In one embodiment, this parameter specifies the minimum rate, (e.g., in bits/sec),
reserved for a given service flow. In one embodiment, the CMTS may preferably be able to satisfy bandwidth requests
for a given service flow up to its Minimum Reserved Traffic Rate. If the requested bandwidth for a given service flow
is less bandwidth than its Minimum Reserved Traffic Rate, the CMTS may reallocate the excess reserved bandwidth
for other purposes.
2) Maximum Sustained Rate: In one embodiment, this parameter specifies the maximum sustained rate (e.g., in
bits/sec) reserved for a given service flow. In one embodiment, the amount of traffic forwarded (e.g., in bytes) may
be limited during any given time interval (T) by Max(T), as described by the following expression: 
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where the parameter B represents the Maximum Traffic Burst Configuration Setting (e.g., expressed in bytes).
In at least one embodiment, for a downstream Service Flow, this parameter may be applicable only at the CMTS.
In one embodiment, the CMTS may enforce the above expression (1) on all (or selected) downstream data trans-
missions. In some embodiments, the CMTS may be configured or designed to not forward (and/or to drop and/or
to ignore) downstream packets which violate the expression (1) during a given time interval T. In one embodiment,
the CMTS may be operable to "rate shape" the downstream traffic, for example, by enqueuing packets arriving in
excess of the expression (1), and/or by delaying the forwarding of such packets during a least a portion of time when
the conditions set forth by the expression (1) are not satisfied.
3) Traffic Priority: In one embodiment, this parameter refers to the priority of the service flow. For example, in one
embodiment, there may be 8 levels of priority. According to one embodiment, the higher priority flows may preferably
be given more preferential treatment (e.g., better service) than lower priority flows. In at least one embodiment, a
CMTS may be configured or designed to use the traffic priority parameter as a weight in calculating the excess rate
fraction.

[0059] In consideration of various new and modified features and/or protocols introduced by the DOCSIS 3.0 speci-
fication, it is contemplated (and/or anticipated) herein that traffic scheduler implementations in DOCSIS 3.0 environments
may no longer be able to be represented as a simple tree-based hierarchy. Accordingly, as described herein, various
different traffic shaping and/or traffic scheduling techniques may be employed (e.g., in DOCSIS 3.0 compatible cable
networks) which may help to avoid and/or mitigate issues which may arise as a result of an inability for traffic scheduler
implementations to be represented as a tree-based hierarchy. Examples of such traffic shaping and/or traffic scheduling
techniques (as described herein, for example) may include, but are not limited to, one or more of the following (or
combinations thereof): Push architecture, Pull architecture and/or Hybrid architecture.
[0060] In at least one embodiment, a least a portion of underlying concepts associated with the Push architecture
relate to the computing of (static and/or dynamic) allocation(s) of the QAM bandwidth between the Bonding Groups,
and/or relate to the traffic shaping each Bonding Group to a rate substantially equal to the sum of the bandwidth allocations
of each QAM for a given Bonding Group. This solution may be conceptually attractive in that the scheduling at the QAM
level (which, for example, may be done in hardware) becomes relatively straightforward, as shaping ensures (on the
average) feasibility of the load onto the QAMs, thus allowing simple scheduling (e.g. shortest queue first, SQF), and/or
FIFO queuing at the QAM level.
[0061] One drawback of this solution, however, may be that unless the bandwidth allocation is able to be calculated
or determined efficiently and/or at a sufficiently small time scale, shaping of the Bonding Groups may result in potential
underutilization of available bandwidth. Therefore, it may be preferable to design the Push architecture using efficient
algorithms for the computation of the shaping rates. Such algorithms may be efficient, and/or may maintain reasonable
fairness of the allocation of available bandwidth of the Bonding Groups, as well as maintain the QoS guarantees with
respect to the minimum and/or maximum sharing rates. Mathematical algorithms to solve linear equations may be used
to compute optimal QAM bandwidth allocation to the Bonding Groups. However they may be more compute intensive
and/or not very practical in an environment where the allocations may be updated frequently reacting to the changes in
the offered load conditions.
[0062] Similar to the Push architecture, the Pull architecture may also need to somehow compute the shares of each
QAM allocated to each Bonding Group. Once the shares have been calculated or determined, a scheduling hierarchy
(tree) with the root at each QAM may be built, where the children of the QAM node may be all (or selected ones of) the
BGs which can send packets to this QAM. Note that since one BG may be able to send packets to multiple QAMs, a
BG may be simultaneously in multiple QAM trees. Since all (or selected ones of) the QAMs "pull" packets from its own
scheduling tree independently of other QAMs, a possibility exists that two or more QAMs may simultaneously try to get
packets from a single BG. This may result in an underutilization since just pulling multiple packets from the same BG in
one scheduling epoch may not be possible without implementing some speedup. Further, in the case, when the BG has
just one packet in its queue, even speed-up may not help the fact that a scheduling opportunity may be lost for all but
one of the QAMs demanding packets from this BG, if all of them end up trying to get this single packet. Hence, the Pull
architecture model also may be vulnerable to underutilization, although its cause may be different than that of the Push
model.
[0063] In at least one embodiment, Hybrid architecture models may be configured or designed to address some of
the above-described problems of the Push and/or Pull architecture models.
[0064] In at least one embodiment, for each (or selected ones) of these architectures, it may be assumed that the
actual flows (e.g., service flows) that may be combined in a Bonding Group may be represented as a scheduling hierarchy
rooted at the Bonding Group. For example, in one embodiment, when a Bonding Group may need to select a packet, it
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may use a conventional WFQ-based scheduler (e.g. HQF) to select an individual flow.
[0065] In another approach using HQF, a QAM may be represented as a parent node with Bonding Groups as its
children. Individual service flows may be then represented as children of a Bonding Group.
[0066] Another implementation may be based on an HQF-based model, wherein, for example, an HQF implementation
may be configured or designed to utilize the "Pull Model", where each QAM may be pulling packets from multiple Bonding
Groups. The QAM channel may be configured such that every Bonding Group has a (static) weight associated with it.
For example, in a simple case where a QAM channel shares two different Bonding Groups, then both Bonding Groups
can possibly have the same weight and/or so they may share the bandwidth for the QAM during congestion.
[0067] In one embodiment, the HQF-based model may be modified so that packet from a child may be pulled by
multiple parents due to many-to-many association between child to parent. This modification may be desirable for bonded
group scheduling since, for example, currently existing implementations of HQF do not provide any mechanism for
pulling packets in a structure that may not be strictly a hierarchal tree. In some embodiments, the tree like parent-child
relationship (e.g., supported in HQF) may be sufficient or adequate, for example, with regard to the level of scheduling
DOCSIS flows to Bonding Groups.
[0068] However, it is specifically contemplated that there may be various issues with HQF implementations which may
provide a motivation for considering other options. Examples of at least some of such issues may include, but are not
limited to, one or more of the following (or combinations thereof):

• Static sharing of QAM bandwidth between may be limiting.
• The issue of multiple parents pulling the same packet when that child only has one packet (as discussed previously)

may need to be addressed.
• One of the platforms where the overlapping Bonding Group scheduling implementation may be implemented using

a hardware-base scheduler which, for example, may not be readily configured or designed to support non-tree
scheduling hierarchies and/or which may not be readily modified to support non-tree scheduling hierarchies without
expensive HW modifications.

[0069] Other techniques described herein may also be used for solving various problems/issues described herein,
with at least one consideration relating to that of addressing the utilization/min rate guarantee tradeoff that may be
inherent for the solution presented herein, at the cost of additional complexity.
[0070] FIGURE 2 shows a block diagram of CMTS 200. CMTS 200 combines upstream and downstream functions
in the same CMTS. In different embodiments one or more CMTSs may include only downstream or upstream functionality.
[0071] In some embodiments, Routing Engine A may be configured or designed to include a plurality of functionally
different modules or components, including, for example, a Forwarding Processor (FP) Module 211a adapted to provide
packet forwarding functionality; a Route Processor (RP) Module 203a adapted to implement routing or forwarding op-
erations; and a utility component 202a adapted to provide system clock and timestamp functionality. The routing engine
components may be configured to provide layer one, layer two, layer three and layer four functionality as well as quality
of service (QoS) functionality.
[0072] It should be noted that components have been described in singular form for clarity. Multiple processors, a
variety of memory formats, or multiple system controllers, for example, can be used in this context as well as in other
contexts according to different embodiments. The memory 207a may comprise synchronous dynamic random access
memory (SDRAM) storage locations addressable by the processor 205a for storing software programs and data structures
accessed by the components. A network routing operating system, portions of which may reside in memory and executed
by the route processor, functionally organizes the router by invoking network operations in support of software processes
executing on the router.
[0073] The plurality of line cards may include different types of line cards that have been specifically configured to
perform specific functions. For example, line cards 231 may correspond to radio-frequency (RF) line cards that have
been configured or designed for use in a cable network. Additionally, line cards 235 may correspond to network interface
cards that have been configured or designed to interface with different types of external networks (e.g. WANs and/or
LANs) utilizing different types of communication protocols (e.g. Ethernet, Frame Relay, ATM, TCP/IP, etc).
[0074] For example, the data network interface 235a may function as an interface component between external data
sources and the cable system. The external data sources may transmit data to the data network interface 235a via, for
example, optical fiber, microwave link, satellite link, or through various media. A data network interface may include
hardware and/or hardware and software for interfacing to various networks. According to various embodiments, a data
network interface may be implemented on a line card as part of a conventional router for a packet-switched network.
Using this type of configuration, the CMTS may be able to send and/or receive IP packets to and/or from the data network
interface using, for example, network layer software 219a.
[0075] As shown in the specific example embodiment of FIGURE 2, at least a portion of the line cards includes interface
circuitry for providing an appropriate interface between the host line card, other line cards, and/or the routing engine(s).
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For example, interface circuitry 233a may include interconnect ports coupled to one or more of the point-to-point links
241, 243. According to a specific implementation, the interface circuitry functions as a translator that converts conventional
formats of data received at the line cards to a suitable protocol format for transmission from the line card to the appropriate
routing engine.
[0076] Point-to-point links 241, 243 may be configured as clock forwarded links such that each point-to-point link
comprises at least one data wire for transporting data signals and at least one clock wire for carrying clock signals. In
some embodiments one or more clock forwarding technique(s) may be scaled to accommodate other clock forwarding
arrangements such as, for example, connections comprising a plurality or data signals and/or clock signals. Additionally,
each line card may be configured to provide at least one communication interface between the routing engines (201a
and 201b) and at least a portion of the cable network. The data network interface 235a may couple the routing engine
201a to an external data network 255 such as, for example, the Internet.
[0077] FIGURE 3 shows a block diagram of a specific example embodiment of a CMTS 300. The block diagram of a
CMTS shown in FIGURE 3 illustrates only certain features of a specific example embodiment of a CMTS for illustrative
purposes and is not intended be limiting in any way. As illustrated in the specific example embodiment of FIGURE 3,
CMTS 300 includes one or more WAN Interface(s) 310, one or more Route Processing Module(s) 320, and/or one or
more Line Card(s) 330. In some embodiments, CMTS 300 may be configured or designed to perform one or more
functions related to upstream and/or downstream communications in a cable network.
[0078] In at least one embodiment, one or more CMTS(s) 300 may be included in a head end of a cable network. In
various embodiments, one or more CMTS(s) may be configured or designed to access and/or acquire data from one or
more external sources (such as, for example, Internet 160), and may be further configured or designed to acquire content
(e.g., text data, image data, video data, audio data, etc.) from the external source(s), and to modify selected portions of
the content for distribution to the cable modems via one or more downstream channels. Additionally, one or more
CMTS(s) 300 may also be configured or designed to receive upstream communications from one or more cable modems
of the cable network.
[0079] According to at least one embodiment, different CMTS(s) may each be configured or designed to include
upstream channel and/or downstream channel functionalities. For example, in one embodiment, a first CMTS at the
head end may be configured as a downstream CMTS and operable to handle various aspects relating to downstream
channel communications to the CMs, and a second CMTS at the head end may be configured as an upstream CMTS
and operable to handle various aspects relating to upstream channel communications from the CMs. In some embodi-
ments, one or more CMTS(s) may operable to handle various aspects relating to downstream channel and upstream
channel communications.
[0080] At 310, a WAN Interface 310 is illustrated. According to different embodiments, WAN Interface 310 may be
configured with the necessary software and/or hardware to perform one or more functions relating to communication
with one or more WANs. For example, in at least one embodiment, WAN Interface 310 may be configured to receive
packets sent via one or more WANs and transmit the received packets to Route Processing Module 320 for distribution
to one or more CMs. According to different embodiments, WAN Interface 310 may be configured to transmit via one or
more WANs packets received at the CMTS from one or more CMs connected to the cable network.
[0081] At 320, Route Processing Module 320 is illustrated. According to different embodiments, Route Processing
Module 320 may be configured with appropriate hardware and/or hardware and software to implement one or more
operations relating to route processing which may include, but are not limited to, one or more of the following (or
combinations thereof):

• Quality of service (QoS) operations (e.g., hierarchical queueing framework (HQF) operations, packet classification
operations, etc.).

• Packet processing and/or routing operations.
• Traffic shaping operations (e.g., as illustrated in FIGURES 9-16).
• Routing and/or forwarding operations.
• Packet classification operations
• Etc.

[0082] At 330, one or more line cards are illustrated. In some embodiments, the line cards 330 may include different
types of line cards that have been specifically configured to perform specific functions. For example, line card(s) 330
may include one or more radio-frequency (RF) line cards that have been configured or designed for use in a cable
network. According to different embodiments, line card(s) 330 may include one or more network interface cards that
have been configured or designed to interface with different types of external networks (e.g. WANs and/or LANs) utilizing
different types of communication protocols (e.g. Ethernet, Frame Relay, ATM, TCP/IP, etc).
[0083] FIGURE 4 shows a block diagram of cable network portion 400 in accordance with a specific example embod-
iment. The specific example embodiment of the cable network portion illustrated in FIGURE 4 is an splitting/combining
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HFC network. The cable network portion 400 includes one or more transmitter device(s) 402, one or more receiver
device(s) 404, one or more fiber node(s) 420, and/or one or more groups (e.g., 432) of one or more CMs (e.g., 432a).
In different embodiments, the techniques described herein may be applied to communications on one or more different
types of shared access network (e.g., a satellite network, a wireless network, different types of cable networks, etc.).
[0084] At 402, a group of one or more transmitter device(s) is illustrated according to a specific example embodiment.
In some embodiments, one or more transmitter device(s) may be operable to perform one or more functions related to
transmitting communications on one or more shared access channels. For example, in some embodiments, one or more
transmitter device(s) 402 may be operable to perform functions relating to frequency modulation, demodulation, multi-
plexing, and/or demultiplexing. In the specific example embodiment of cable network portion 400, one or more transmitters
in group 402 may be configured to transmit downstream data from a CMTS to one or more CMs on one or more
downstream channels via one or more fiber node(s) (e.g., 420a).
[0085] At 404, a group of one or more receiver device(s) is illustrated according to a specific example embodiment.
In some embodiments, one or more receiver device(s) may be operable to perform one or more functions related to
receiving communications on one or more shared access channels. For example, in some embodiments, one or more
receiver device(s) 404 may be operable to perform functions relating to frequency modulation, demodulation, multiplexing,
and/or demultiplexing. In the specific example embodiment of cable network portion 400, one or more receivers in group
404 may be configured to receive upstream data from one or more CMs on one or more upstream channels via one or
more fiber node(s) (e.g., 420a).
[0086] In one or more embodiments, one or more transmitter device(s) 402 and/or receiver device(s) 404 may be
operable to modulate one or more RF signals for transmission on one or more RF channels and/or demodulate one or
more RF signals transmitted on one or more RF channels. According to different embodiments, various types of mod-
ulation techniques may be used for modulation/demodulation of signals, such as, for example, one or more of the
following (or combinations thereof):

• Quadrature Amplitude Modulation (QAM)
• Quadrature Phase Shift Keying (QPSK)
• Etc.

[0087] In one or more embodiments, one or more transmitter device(s) 402 and/or receiver device(s) 404 may be
operable to perform one or more functions relating to upstream and/or downstream frequency domain multiplexing and/or
demultiplexing. In some embodiments, one or more transmitter and/or receiver device(s) may be configured or designed
to multiplex a plurality of upstream and/or downstream signals for transmission on one or more upstream and/or down-
stream channels. Additionally, one or more transmitter and/or receiver device(s) may be configured or designed to
demultiplex one or more signals transmitted via one or more upstream and/or downstream channels into a plurality of
upstream and/or downstream signals. For example, in the specific example embodiment of FIGURE 4, transmitter and/or
receiver device(s) may be configured or designed to diplex two RF QAM signals for downstream transmission to one or
more fiber node(s) and/or CM(s). Additionally, transmitter and/or receiver device(s) may be configured or designed to
undiplex one or more signals transmitted via one or more upstream channels from one or more fiber node(s) and/or CM(s).
[0088] In one or more embodiments embodiment, one or more transmitter device(s) 402 may be located on a line card
in a CMTS. In some embodiments, a plurality of different transmitter devices may be located on one or more different
line cards in a CMTS. In some embodiments, one or more different transmitter devices may be located on one or more
different line cards in a plurality of different CMTSs.
[0089] In one or more embodiments embodiment, one or more receiver device(s) 404 may be located on a line card
in a CMTS. In some embodiments, a plurality of different receiver devices may be located on one or more different line
cards in a CMTS. In some embodiments, one or more different receiver devices may be located on one or more different
line cards in a plurality of different CMTSs.
[0090] In some embodiments, one or more CMTS(s) may include one or more transmitter device(s) and one or more
receiver device(s), such as for example on different line cards in the same CMTS. In some embodiments, one or more
CMTS(s)s may include transmitter device(s) or receiver device(s). In various embodiments, various configurations of
upstream and/or downstream transmitters and/or receivers may be used, and the configuration of transmitters and/or
receivers in the specific example embodiment of the cable network portion illustrated in FIGURE 4 is not intended to be
limiting in any way.
[0091] At 432, a service group is illustrated in accordance with a specific embodiment. A service group may represent
a set of upstream and/or downstream channels that a cable modem is operable to detect. In the specific example
embodiment of cable network portion 400, the group 432 of cable modems share a common service group.
[0092] According to various embodiments, one or more cable modems in service group 432 may be operable com-
municate with one or more transmitters (e.g., 402) and/or receivers (e.g., 404) in one or more CMTS(s) via one or more
fiber nodes (e.g., fiber node 420a) on one or more shared access channels.
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[0093] In the specific example embodiment of cable network portion 400, one or more cable modems in service group
432 (e.g., cable modem CM1 432a) may be operable to receive communications on one or more of downstream channels
D1, D2, D3, and D4. In at least one embodiment, one or more CMs in service group 432 (e.g., cable modem CM1 432a),
may be capable of receiving communications on downstream channels other than D1, D2, D3, and D4 but may be limited
to one or more of channels D1, D2, D3, and D4 based on a particular cable network and/or cable modem configuration.
[0094] In the specific example embodiment of cable network portion 400, one or more cable modems in service group
432 (e.g., cable modem CM1 432a) may be operable to transmit communications on one or more of upstream channels
U1 and U2. In at least one embodiment, one or more CMs in service group 432 (e.g., cable modem CM1 432a), may
be capable of transmitting communications on upstream channels other than U1 and U2 but may be limited to one or
more of channels U1 and U2 based on a particular cable network and/or cable modem configuration.
[0095] In at least one embodiment, one or more downstream service flows associated with one or more CMs in service
group 432 may be associated with one or more Bonding Groups. One or more Bonding Groups associated with CMs in
service group 432 may include one or more of channels D1, D2, D3, and D4. According to different embodiments, one
or more upstream service flows associated with CMs in service group 432 may be associated with one or more Bonding
Groups. One or more Bonding Groups associated with CMs in service group 432 may be associated with one or more
of channels U1 and U2.
[0096] At 434, a group of cable modems is illustrated in accordance with a specific embodiment. In the specific example
embodiment of cable network portion 400, the group 434 of cable modems represents a service group.
[0097] According to various embodiments, one or more cable modems in service group 434 may be operable com-
municate with one or more transmitters (e.g., 402) and/or receivers (e.g., 404) in one or more CMTS(s) via one or more
fiber nodes (e.g., fiber node 420b) on one or more shared access channels.
[0098] In the specific example embodiment of cable network portion 400, one or more cable modems in service group
434 (e.g., cable modem CM1 434a) may be operable to receive communications on one or more of downstream channels
D1, D2, D5, and D6. In at least one embodiment, one or more CMs in service group 434 (e.g., cable modem CM1 434a),
may be capable of receiving communications on downstream channels other than D1, D2, D5, and D6 but may be limited
to one or more of channels D1, D2, D5, and D6 based on a particular cable network and/or cable modem configuration.
[0099] In the specific example embodiment of cable network portion 400, one or more cable modems in service group
434 (e.g., cable modem CM1 434a) may be operable to transmit communications on one or more of upstream channels
U3, U4, U5, and U6. In at least one embodiment, one or more CMs in service group 434 (e.g., cable modem CM1 434a),
may be capable of transmitting communications on upstream channels other than U3, U4, U5, and U6 but may be limited
to one or more of channels U3, U4, U5, and U6 based on a particular cable network and/or cable modem configuration.
[0100] In at least one embodiment, one or more downstream service flows associated with one or more CMs in service
group 434 may be associated with one or more Bonding Groups. One or more Bonding Groups associated with CMs in
service group 434 may include one or more of channels D1, D2, D5, and D6. According to different embodiments, one
or more upstream service flows associated with CMs in service group 434 may be associated with one or more Bonding
Groups. One or more Bonding Groups associated with CMs in service group 434 may be associated with one or more
of channels U3, U4, U5, and U6.
[0101] At 436, a group of cable modems is illustrated in accordance with a specific embodiment. In the specific example
embodiment of cable network portion 400, the group 436 of cable modems represents a service group.
[0102] According to various embodiments, one or more cable modems in service group 436 may be operable com-
municate with one or more transmitters (e.g., 402) and/or receivers (e.g., 404) in one or more CMTS(s) via one or more
fiber nodes (e.g., fiber node 420b) on one or more shared access channels.
[0103] In the specific example embodiment of cable network portion 400, one or more cable modems in service group
436 (e.g., cable modem CM1 436a) may be operable to receive communications on one or more of downstream channels
D1 and D2. In at least one embodiment, one or more CMs in service group 436 (e.g., cable modem CM1 436a), may
be capable of receiving communications on downstream channels other than D1 and D2 but may be limited to one or
more of channels D1 and D2 based on a particular cable network and/or cable modem configuration.
[0104] In the specific example embodiment of cable network portion 400, one or more cable modems in service group
436 (e.g., cable modem CM1 436a) may be operable to transmit communications on one or more of upstream channels
U3, U4, U5, and U6. In at least one embodiment, one or more CMs in service group 436 (e.g., cable modem CM1 436a),
may be capable of transmitting communications on upstream channels other than U3, U4, U5, and U6 but may be limited
to one or more of channels U3, U4, U5, and U6 based on a particular cable network and/or cable modem configuration.
[0105] In at least one embodiment, one or more downstream service flows associated with one or more CMs in service
group 436 may be associated with one or more Bonding Groups. One or more Bonding Groups associated with CMs in
service group 436 may include one or more of channels D1 and D2. According to different embodiments, one or more
upstream service flows associated with CMs in service group 436 may be associated with one or more Bonding Groups.
One or more Bonding Groups associated with CMs in service group 436 may be associated with one or more of channels
U3, U4, U5, and U6.
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[0106] FIGURE 5 shows a configuration diagram 450 of cable network portion configured in accordance with a specific
example embodiment. In the specific example embodiment of cable network portion 450, each Bonding Group BG
represents a group of one or more QAMs operable to convey information associated with one or more service flows
associated with the Bonding Group BG. For example, a connection between a first Bonding Group and a first QAM in
the specific example cable network configuration diagram 450 indicates that in the specific example embodiment of the
cable network portion represented by configuration diagram 450, the first QAM is operable to convey information asso-
ciated with one or more service flows associated with the first Bonding Group BG.
[0107] In the specific example embodiment of the cable network portion represented by cable network configuration
diagram 450, Bonding Group BG(1) 462 is associated with QAM(1) 472 and QAM(2) 474. In the specific example
embodiment of the cable network portion represented by cable network configuration diagram 450, Bonding Group
BG(2) 464 is associated with QAM(2) 472, QAM(2) 474, and QAM(4) 478. In the specific example embodiment of the
cable network portion represented by the cable network configuration diagram 450, Bonding Group BG(3) 466 is asso-
ciated with QAM(3) 476 and QAM(4) 478. In different embodiments (not shown), different Bonding Groups may be
associated with different QAMs.
[0108] FIGURE 6 shows a block diagram of a specific embodiment of a Cable Modem Termination System (CMTS)
60 in accordance with a specific embodiment. In at least one embodiment, the CMTS 60 may comprise at least one
packet routing engine ("PRE"), herein also referred to as a "routing engine." In alternate embodiments, the CMTS may
include a multiple packet routing engines ("PREs").
[0109] Generally, at least a portion of the various techniques described herein may be implemented on software and/or
hardware. For example, they can be implemented in an operating system kernel, in a separate user process, in a library
package bound into network applications, on a specially constructed machine, or on a network interface card. In a specific
embodiment, at least some techniques described herein may be implemented via software such as an operating system
or in an application running on an operating system.
[0110] A software or software/hardware hybrid implementation of various techniques described herein may be imple-
mented on a general-purpose programmable machine selectively activated or reconfigured by a computer program
stored in memory. Such programmable machine may be a network device designed to handle network traffic, such as,
for example, a router or a switch. Such network devices may have multiple network interfaces including frame relay and
ISDN interfaces, for example. Specific examples of such network devices include routers and switches. For example,
in one embodiment, the CMTS 60 may be implemented using specially configured routers or servers such as specially
configured router models 1600, 2500, 2600, 3600, 4500, 4700, 7200, 7500, and 12000 available from Cisco Systems,
Inc. of San Jose, California. A general architecture for some of these machines will appear from the description given
below. In other embodiments, various techniques may be implemented on a general-purpose network host machine
such as a personal computer or workstation. Further, at leased some features described herein may be at least partially
implemented on a card (e.g., an interface card) for a network device or a general-purpose computing device.
[0111] Referring to the example of FIGURE 6, CMTS 60 may include a master central processing unit (CPU) 62,
interfaces 68, and at least one bus 67 (e.g., a PCI bus). When acting under the control of appropriate software or firmware,
the CPU 62 may be responsible for implementing specific functions associated with the functions of a desired network
device. For example, the CPU 62 may be responsible for analyzing packets, encapsulating packets, forwarding packets
to appropriate network devices, calculating insertion rate estimates and/or desired insertion interval values, facilitating
cable modem network sign-on activities, etc. In one embodiment, the CPU 62 may accomplish at least a portion of such
functions under the control of software including an operating system, and any appropriate applications software.
[0112] CPU 62 may include one or more processors 63 such as a processor from the Motorola, AMD, Intel family of
microprocessors, and/or the MIPS family of microprocessors. In an alternative embodiment, processor 63 may be im-
plemented as specially designed hardware for controlling the operations of CMTS. In a specific embodiment, a memory
61 (such as non-volatile RAM and/or ROM) also forms part of CPU 62. However, there are many different ways in which
memory could be coupled to the system. Memory block 61 may be used for a variety of purposes such as, for example,
caching and/or storing data, programming instructions, etc.
[0113] The interfaces 68 are typically provided as interface cards (sometimes referred to as "line cards"). Generally,
they control the sending and receiving of data packets over the network and sometimes support other peripherals used
with the CMTS 60. Among the interfaces that may be provided are Ethernet interfaces, baseband interfaces, backplane
interfaces, frame relay interfaces, cable interfaces, DSL interfaces, token ring interfaces, and the like. In addition, various
very high-speed interfaces may be provided such as fast Ethernet interfaces, Gigabit Ethernet interfaces, ATM interfaces,
HSSI interfaces, POS interfaces, FDDI interfaces and the like. Generally, these interfaces may include ports appropriate
for communication with the appropriate media. In some cases, they may also include an independent processor and, in
some instances, volatile RAM. The independent processors may control such communications intensive tasks as packet
switching, media control and management, etc. By providing separate processors for the communications intensive
tasks, these interfaces allow the master microprocessor 62 to efficiently perform other functions such as, for example,
routing computations, network diagnostics, security functions, etc.
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[0114] CMTS 60 may also include appropriate hardware and/or hardware and software for implementing operations
related to traffic shaping analysis and/or traffic shaping adjustment. For example, CMTS 60 may include appropriate
hardware and/or hardware and software for implementing various data structures related to traffic shaping analysis
and/or traffic shaping adjustment. In at least one embodiment, at least one data structure may be operable to track
information relating to the amount of data scheduled for transmission over one or more Bonding Groups and/or channels.
According to different embodiments, CMTS 60 may include appropriate hardware and/or hardware and software to
increase or decrease the bandwidth (e.g., bandwidth associated with one or more QAMs) available to convey data
associated with one or more service flows (e.g. one or more service flows associated with a Bonding Group).
[0115] Although the system shown in FIGURE 6 illustrates one example of a CMTS device, it is by no means the only
device architecture which may be used for implementing one or more of the techniques and/or features described herein.
For example, an architecture having a single processor that handles communications as well as routing computations,
etc. may be used. Further, other types of interfaces and media could also be used with the network device.
[0116] As illustrated in the example of FIGURE 6, the CMTS it may employ one or more memories and/or memory
modules (such as, for example, memory block 65), which, for example, may be operable to store data, program instructions
for the general-purpose network operations and/or other information relating to the functionality of the cable modem
ranging and/or other CM sign-on activities described herein. The program instructions may specify an operating system
and one or more applications, for example. Such memory or memories may also be configured to store data structures
and/or other specific non-program information described herein. In at least one embodiment, the memory module(s)
may include non-volatile and/or volatile memory such as, for example, random access memory (e.g., synchronous
dynamic random access memory (SDRAM)), etc.
[0117] Because such information and program instructions may be employed to implement the systems and methods
described herein, various aspects are directed to machine-readable storage media that include program instructions,
state information, etc. for performing various operations described herein. Examples of machine-readable storage media
include, but are not limited to, magnetic media such as, for example, hard disks, floppy disks, and magnetic tape; optical
media such as, for example, CD-ROM disks; magneto-optical media such as, for example, floptical disks; and hardware
devices that are specially configured to store and perform program instructions, such as, for example, read-only memory
devices (ROM) and random access memory (RAM). Examples of program instructions include both machine code, such
as, for example, produced by a compiler, and files containing higher level code that may be executed by the computer
using an interpreter.
[0118] One skilled in the art would appreciate that multiple processors, a variety of memory formats, and/or multiple
system controllers, for example, can be used in this context as well as in other contexts described herein. The program
instructions may control the operation of an operating system and/or one or more applications, for example. The memory
or memories may also be configured to store data structures, insertion interval tables, and/or other specific non-program
information described herein.
[0119] Because such information and program instructions may be employed to implement the systems/methods
described herein, machine readable storage media (e.g., which includes program instructions, state information, etc.)
may be used for performing various operations described herein. Examples of machine-readable storage media include,
but are not limited to, magnetic media such as hard disks, floppy disks, and magnetic tape; optical media such as CD-
ROM disks; magneto-optical media such as floptical disks; and hardware devices that are specially configured to store
and perform program instructions, such as read-only memory devices (ROM) and random access memory (RAM).
Examples of program instructions include both machine code, such as produced by a compiler, and files containing
higher level code that may be executed by the computer using an interpreter.
[0120] According to different embodiments, one or more of the routing engines may be configured to communicate
with a plurality of different line cards such as that illustrated, for example, in FIGURE 7 of the drawings. According to a
specific embodiment, the line cards may include different types of line cards which have been specifically configured to
perform specific functions. For example, in at least one embodiment, some line cards may be implemented as radio-
frequency (RF) line cards which have been configured or designed for use in a cable network. Additionally, some line
cards may be implemented as network interface cards which have been configured or designed to interface with different
types of external networks (e.g. WANs, LANs, etc.) utilizing different types of communication protocols (e.g. Ethernet,
Frame Relay, ATM, TCP/IP, etc.). For example, in at least one embodiment, one or more line cards may be operable
to communicate with external data sources via, for example, optical fiber, microwave link, satellite link, and/or through
various media. A data network interface may include hardware and software for interfacing to various networks. According
to various embodiments, a data network interface may be implemented on a line card as part of a conventional router
for a packet-switched network. Using this type of configuration, the CMTS may be able to send and/or receive IP packets
to and from the data network interface using, for example, network layer software.
[0121] According to a specific embodiment, the operations associated with obtaining an IP address for cable modems
may be implemented by appropriate network layer software at the CMTS. This may involve the CMTS communicating
with a DHCP server (not shown) via a data network interface, for example.
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[0122] In at least one embodiment, at least a portion of the line cards may include respective interface circuitry for
providing an appropriate interface between the host line card, other line cards, and/or the routing engine(s). According
to specific embodiments, the interface circuitry may be operable to function as a translator that converts conventional
formats of data received at the line cards to a suitable protocol format for transmission from the line card to appropriate
routing engine(s), line card(s), and/or other network devices.
[0123] At least some CMTS (or head end system) embodiments may be implemented on various general purpose
CMTSs. In a specific embodiment, systems may be specially configured CMTSs such as, for example, specially configured
models in the uBR-7200 and uBR-10012 series of CMTSs available from Cisco Systems, Inc. of San Jose, California.
[0124] Although the system shown in FIGURE 6 represents one specific CMTS architecture, it is by no means the
only CMTS architecture on which embodiments can be implemented. For example, other types of interfaces and media
could also be used with the CMTS.
[0125] FIGURE 7 shows a specific embodiment of a CMTS line card 700 in accordance with a specific embodiment.
According to a specific embodiment, the line card 700 may be configured or designed to implement selected aspects of
the DOCSIS functionality such as, for example, DOCSIS MAC functionality and/or other functionality which conventionally
has been implemented at the CMTS.
[0126] In the specific embodiment as shown in FIGURE 7, line card 700 may be operable to provide functions on
several network layers, including a physical layer 732, and a Media Access Control (MAC) layer 730. Generally, the
physical layer is responsible for receiving and transmitting signals on the cable plant. Hardware portions of the physical
layer include one or more downstream modulator(s) and transmitter(s) 706 and/or one or more upstream demodulator(s)
and receiver(s) 714. The physical layer also includes software 786 for driving the hardware components of the physical
layer. Similarly, in some embodiments, one or more cable modems on a cable network may include one or more down-
stream demodulator(s) and receiver(s) and/or one or more upstream modulator(s) and transmitter(s).
[0127] Upstream optical data signals (e.g., representing one or more packets) arriving via an optical fiber node may
be converted to electrical signals, and then demodulated by the demodulator/receiver 714. The demodulated information
is then passed to MAC layer block 730.
[0128] One purpose of MAC layer 730 is to encapsulate, with MAC headers, downstream packets and decapsulate,
of MAC headers, upstream packets. In at least one embodiment, the encapsulation and decapsulation proceed as
dictated by the above-mentioned DOCSIS standard for transmission of data and/or other information. The MAC headers
include addresses to specific modems (if sent downstream), and/or to the CMTS (if sent upstream). Note that the cable
modems may also include MAC addressing components. For example, in one embodiment of the cable modems, these
components encapsulate upstream data with a header containing the MAC address of the CMTS.
[0129] MAC layer 730 includes a MAC hardware portion 734 and a MAC software portion 784. The MAC layer software
portion may include software relating to DOCSIS MAC functionality, etc. The MAC layer hardware and software portions
operate together to provide the MAC functionality, such as, for example, DOCSIS MAC functionality. In one embodiment,
MAC controller 734 may be dedicated to performing some MAC layer functions, and may be distinct from processor 755.
[0130] In one embodiment, upstream information processed by MAC layer block 730may be forwarded to interface
circuitry 702. As described previously, interface circuitry 702 includes appropriate hardware and/or hardware and software
for converting data formats received at the line cards to a suitable protocol format for transmission from the line card to
other appropriate devices, components and/or systems.
[0131] In one embodiment, when a packet is received from the routing engine at the interface circuitry 702, the packet
may be passed to MAC layer 730. The MAC layer 730 may transmit information via a one-way communication medium
to downstream modulator and transmitter 706. Downstream modulator and transmitter 706 may be operable to take the
data (or other information) in a packet structure and convert it to modulated downstream frames, such as, for example,
MPEG and/or ATM frames, on the downstream carrier using, for example, QAM64 modulation. Other methods of mod-
ulation may also be used such as, for example, QAM256 modulation, CDMA (Code Division Multiple Access), OFDM
(Orthogonal Frequency Division Multiplexing), FSK (FREQ Shift Keying), etc. The return data may likewise be modulated
using, for example, QAM16 and/or QSPK. According to a specific embodiment, the modulated data is converted from
IF electrical signals to RF electrical signals (or vice-versa) using one or more electrical signal converters (not shown).
[0132] As shown in FIGURE 7, line card 700 includes a central hardware block 750 including one or more processors
755 and memory 757. These hardware components interact with software and other hardware portions of the various
layers within the line card. They provide general purpose computing power for much of the software. Memory 757 may
include, for example, I/O memory (e.g. buffers), program memory, shared memory, etc. One or more data structures
used for implementing one or more embodiments may reside in such memory. In at least one embodiment, the software
entities 784, 786 may be implemented as part of a network operating system running on hardware 750. At least a part
of the interface functionality described herein may be implemented in software as part of the operating system. In the
example of FIGURE 7, such software may be part of MAC layer software 784, and/or may be closely associated therewith.
Of course, at least a portion of the interface logic described herein could reside in hardware, software, or some combination
of the two.
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[0133] According to specific embodiments, at least a portion of the typically employed by the CMTS during registration
and pre-registration may be performed at the MAC layer of the line card 700 and/or at other portions of the CMTS 200.
[0134] According to a specific embodiments, at least a portion of functions described herein which may be performed
by the CMTS (e.g. FIGURE 6), line cards (e.g. FIGURE 7), and/or selected components thereof, may be implemented
in a centralized CMTS system (e.g., residing at the Head End Complex of the cable network), and/or may be implemented
at one or more distributed CMTS (DCMTS) systems (e.g. residing at one or more fiber nodes).
[0135] One or more embodiments may be implemented in any computer network having a standardized protocol for
utilizing a central termination system (e.g. Head End) to schedule timeslots for remote stations and/or nodes on one or
more return (or upstream) channel(s). In wireless networks, the central termination system may be referred to as a Head
End and/or wireless base station. In satellite networks, the central termination system may be referred to as a master
controlling station.
[0136] FIGURE 8A shows a block diagram of a specific example embodiment of a portion of a cable network 800. As
illustrated in FIGURE 8A, network portion 800 includes one or more QAMs 840a-g configured to transport traffic associated
with one or more traffic portions 801a-f. Network portion 800 further includes one or more Bonding Groups (e.g., Bonding
Groups BG(1) 812, BG(2) 814, BG(3) 816) that each include one or more channels (e.g., QAMs). As illustrated in FIGURE
8A, network portion 800 is configured such that traffic associated with a respective traffic portion may be transported
via one or more QAMs associated with a respective Bonding Group.
[0137] As shown in the example of FIGURE 8A, network portion 800 includes one or more traffic portions 801a-f. Each
(or selected) traffic portions may be associated with a respective type of service flow used for transporting selected
traffic. For example, a first traffic portion 801a may be associated with a first type of service flow associated with a first
type of traffic (e.g., VOIP traffic). A second traffic portion 801b may be associated with a second type of service flow
associated with a second type of traffic (e.g., internet traffic). A third traffic portion 801c may be associated with a third
type of service flow associated with a third type of traffic (e.g., VoD traffic). In various embodiments, various traffic
portions may be associated with various types of service flows.
[0138] In at least one embodiment, a cable modem may be associated with one or more service flows. According to
some embodiments, different service flows may be used to characterize selected upstream and/or downstream data
stream(s) transported between one or more network entities (e.g., CMTS, CMs, devices, components, network nodes,
etc.). Each (or selected) service flows may be associated with one or more attributes or parameters related to QoS (e.g.,
minimum bandwidth rates, maximum bandwidth rates, etc.).
[0139] A communication channel (herein referred to as "QAM") is illustrated at 840a according to a specific embodiment.
In the specific embodiment of network portion 800 illustrated in FIGURE 8A, the QAMs in group 840 are downstream
QAMs operable to transport data from one or more CMTSs to one or more cable modems. In different embodiments
(not shown), upstream channels that transport data from one or more cable modems to one or more CMTSs may be used.
[0140] As shown in the example of FIGURE 8A, network portion 800 includes one or more Bonding Groups (e.g., 812,
814, 816). According to different embodiments, a Bonding Group represents a group of QAMs on which data associated
with one or more service flows may be transmitted. For example, in the specific example embodiment network portion
800, Bonding Group BG(1) 812 includes QAM(1) and QAM(2) and which can be used to transport traffic associated with
service flows associated with traffic portions 801a and 801b. Bonding Group BG(2) 814 includes QAM(2), QAM(3),
QAM(4), and QAM(5) and which can be used to transport traffic associated with service flows associated with traffic
portions 801c and 801d. Bonding Group BG(3) 816 includes QAM(4), QAM(5), QAM(6), and QAM(7) and which can be
used to transport traffic associated with service flows associated with traffic portions 801e and 801f.
[0141] In at least one embodiment, as illustrated in FIGURE 8A, traffic associated with a specific service flow may be
scheduled for transmission on a Bonding Group spanning multiple QAMs. For example, in the specific example embod-
iment of network portion 800, traffic scheduled for transmission on Bonding Group BG(1) may be scheduled for trans-
mission on either of QAM(1) or QAM(2). Traffic scheduled for transmission on Bonding Group BG(2) may be scheduled
for transmission on any of QAM(2), QAM(3), QAM(4), or QAM(5). Traffic scheduled for transmission on Bonding Group
BG(3) may be scheduled for transmission on any of QAM(4), QAM(5), QAM(6), or QAM(7). In at least one embodiment,
one or more QAMs may be shared by multiple Bonding Groups. For example, in the specific example embodiment of
network portion 800, QAM(2) is associated with Bonding Groups BG(1) and BG(2), and QAM(4) and QAM(5) are each
associated with Bonding Groups BG(2) and BG(3). As discussed above, such overlapping associations of Bonding
Groups and/or channels make traffic scheduling with QoS assurances very complex, and existing traffic scheduling
techniques may not be compatible with scheduling traffic in accordance with QoS assurances on cable networks con-
figured in accordance with DOCSIS 3.0.
[0142] As illustrated in the example embodiment of FIGURE 8A, network portion 800 may include a packet schedul-
er/transmitter 820 which, for example, may configured with necessary hardware and/or hardware and software to sched-
ule packets for transmission to one or more cable modems via one or more QAMs. In at least one embodiment, packets
may be scheduled for transmission at packet scheduler/transmitter 820 using, for example, one or more different traffic
scheduling techniques such as, for example, shortest queue first (SQF), weighted fair queuing (WFQ), etc.
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[0143] In one or more embodiments, packet scheduler/transmitter 820 may schedule packets for transport using one
or more technique(s) implemented in hardware, such as for example hardware associated with a network processor,
and/or some combination of hardware and software, such as for example executable code implemented by one or more
processors.
[0144] In at least one embodiment, packet scheduler/transmitter 820 may also be operable to perform one or more
operations related to load balancing and/or traffic shaping. According to different embodiments, packet scheduler/trans-
mitter 820 may be unable to perform one or more operations related to load balancing and/or traffic shaping. In at least
one embodiment, it may be desirable to transport traffic to packet scheduler/transmitter 820 in such a way that packet
scheduler/transmitter 820 can schedule traffic for transmission without engaging in one or more operations related to
load balancing or traffic shaping.
[0145] FIGURE 8B shows a block diagram of a specific example embodiment of a cable network portion 850.
[0146] As illustrated in FIGURE 8B, network portion 850 includes at least one Traffic Scheduler 880 and at least one
Traffic Shaping Manager 890. Network portion 850 further includes one or more Bonding Groups (e.g., Bonding Groups
BG(1) 860 and BG(2) 870). As discussed above, a respective Bonding Group may include one or more channels on
which traffic associated with one or more service flows (e.g., 852a, 852b, 852c, 854a, 854b, etc.) may be scheduled for
transport. For example, traffic from service flow Flow 1 852a, service flow Flow 2 852b, and service flow Flow 3 852c
may be scheduled for transmission on Bonding Group BG(1) 860. Further, traffic from service flow Flow 4 854a and
service flow Flow 5 854b may be scheduled for transmission on Bonding Group BG(1) 870.
[0147] In the specific example embodiment of FIGURE 8B, network portion 850 includes Scheduler 880. In some
embodiments, Scheduler 880 may perform functions substantially similar to those described with respect to packet
scheduler/transmitter 820 in FIGURE 8A.
[0148] In the specific example embodiment of FIGURE 8B, network portion 850 includes Traffic Shaping Manager
890. According to various embodiments, Traffic Shaping Manager 890 may include various types of hardware and/or
software components such as, for example, one or more of the following (or combinations thereof):

• A network processor or packet processor (e.g., CPP).
• Software executed in a CMTS and/or line card.
• Etc.

[0149] In at least one embodiment, Traffic Shaping Manager 890 may be configured with appropriate hardware and/or
hardware and software for implementing one or more operations related to traffic shaping analysis and/or traffic shaping
adjustment such as those described herein. For example, Traffic Shaping Manager 890 may include appropriate hardware
and/or hardware and software for implementing and/or populating different data structures related to traffic shaping
analysis and/or traffic shaping adjustment. In at least one embodiment, at least one data structure may be operable to
track information relating to the amount of data scheduled for transmission (e.g., over one or more time intervals) via
one or more Bonding Groups and/or channels.
[0150] In at least one embodiment, Traffic Shaping Manager 890 may be configured with hardware and/or hardware
and software appropriate to allocate or assign (e.g., for traffic shaping purposes) selected packets relating to a given
service flow (e.g., Flow 1 852a) to one or more different QAMs associated with a given Bonding Group (e.g., BG(1) 860).
In some embodiments, Traffic Shaping Manager 890 may be operable to implement various functions relating to one or
more of the traffic shaping techniques described herein.
[0151] In some embodiments, inputs to Traffic Shaping Manager 890 may include downstream or upstream traffic
which is to be scheduled for communication between a CMTS and one or more CMs of the cable network. In some
embodiments, Traffic Shaping Manager 890 be configured or designed to generate various types of output information
and/or control signals which, for example, may be provided to selected component(s) of a CMTS (and/or Cable Modem),
which, for example, may be used for shaping traffic associated with one or more Bonding Groups and/or service flows.
[0152] In at least one embodiment, a Bonding Group may be represented as a Bandwidth Limited Tunnel ("BLT")
(e.g., a Schedule in a CPP, etc.). For example, in one embodiment, all (or selected ones of) the service flows belonging
to the Bonding Group may be mapped as queue entries to this BLT. Since the effective bandwidth of a Bonding Group
may be not deterministic, it may be determined by the relative traffic demand. In one embodiment, the output of the
Bonding Group may be fed to a traffic scheduler (such as, for example, a Jib implementing an SQF scheduling algorithm).
[0153] In at least one embodiment, the shaping rate (or the effective bandwidth) of the Bonding Group scheduler may
be dynamically adjusted based on the aggregate traffic demand on that Bonding Group. The incoming traffic on all (or
selected ones of) the Bonding Groups may be continuously monitored.
[0154] Based on the measured rates of the incoming traffic on all (or selected ones of) the Bonding Groups, a back-
ground task (e.g., associated with Traffic Shaping Manager 890) periodically calculates the new shaping rate for each
Bonding Group. According to one embodiment, the dynamically adjusted Bonding Group bandwidth may be utilized in
conjunction with SQF (e.g., in a MAC-layer processor) to ensure that the QAM bandwidth may be utilized efficiently,
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under the assumption that the bandwidth of a Bonding Group changes slowly at the timescale of bandwidth adjustment.
This assumption may be reasonable if Bonding Groups may be highly aggregated and/or, and/or the rate adjustment
may be done relatively often. Both of these aspects are discussed below.
[0155] In DOCSIS 3.0 compatible cable networks, it is anticipated that cable operators may be able to deploy several
hundred users on a single Bonding Group. As such the average traffic volume on a single Bonding Group may be fairly
stable. For bandwidth updates rates close to one second, this scheme could give reasonable utilization of the bandwidth.
[0156] According to different embodiments, the implementation of such a scheme may involve several components,
such as, for example: (1) measuring the incoming traffic volume, and/or (2) adjusting the allocated bandwidth periodically,
etc. For example, in at least one embodiment, a bandwidth adjustment algorithm based on traffic demand may be
provided which is configured or designed to account for total QAM bandwidth, and/or to keep track of Bonding Group
to QAM association. According to various embodiments, such proposed schemes/algorithms may be configured or
designed to implement (and/or address) one or more of the following considerations (or combinations thereof):

• Each QAM may preferably allocate certain fraction of its total bandwidth to each Bonding Group it may be member
of. The Sum of all (or selected ones of) the fractions may preferably add up to the total QAM bandwidth (e.g. the
bandwidth allocation may be "feasible"). In one embodiment, this allocation may be logical in the sense that it may
not be explicitly configured. In one embodiment, a scheduling algorithm (e.g., SQF) may be provided to distribute
the incoming "feasible" traffic among different QAMs.

• The effective shaping bandwidth of the Bonding Group may be related to the sum of bandwidth fractions contributed
by all (or selected ones of) the QAMs it is associated with.

• Some of the Bonding Groups may have service flows with non-zero minimum reserved rates. In some embodiments,
the allocated bandwidth for a Bonding Group may preferably be greater than sum-total of Min-Rates of all (or selected
ones of) the flows (henceforth referred to as Bonding Group Min-Rate).

• In situations where most or all of the Bonding Groups are not congested, the excess bandwidth may preferably be
fairly distributed among all (or selected ones of) the Bonding Groups. According to different embodiments, various
types of policies, parameters, criteria, and/or algorithms may be utilized for implementing and/or policing the fairness
of the distribution of the excess bandwidth such as for example, one or more of the following (or combinations
thereof): distributing excess bandwidth equally among the Bonding Groups, distributing bandwidth based on the
demand weight of Bonding Groups, etc.

• When a Bonding Group is congested, the Min-Rate guarantees may be preserved. In one embodiment this may be
achieved, for example, by giving bandwidth to the Min-Rate traffic before allocating it to the excess rate traffic.

• In at least one embodiment, various operations relating to traffic shaping and/or traffic scheduling adjustment may
be frequently and/or periodically initiated (e.g., on the order of about once every 0.5-2 seconds) for each Bonding
Group. Accordingly, in at least one embodiment may be desirable that the traffic shaping and/or traffic scheduling
algorithms not be very complex or compute intensive.

[0157] In attempting to satisfy each (or selected ones) of the considerations above, it will be recognized that the
computation of the bandwidth allocation may not be a trivial operation. In one embodiment, at least a portion of operations
may be executed by a control plane CPU (e.g., outside the CPP). However sending out the statistics for every Bonding
Group and/or receiving and/or processing the new rate values may involve substantial IPC messages. Hence, in at least
some embodiments, it may be preferable to execute the algorithm within the CPP itself.
[0158] Further, in at least one embodiment, one or more traffic shaping and/or traffic scheduling algorithms described
or contemplated herein may preferably compute the contribution from each QAM to each of its Bonding Group, and
based on this allocation, compute the shaping rate of each Bonding Group as the sum of the corresponding allocations
over all (or selected ones of) QAMs associated with the Bonding Group.
[0159] In at least one embodiment, one or more traffic shaping procedures described herein may be based upon
various embodiments of architectures described herein. In at least one embodiment, one or more traffic shaping proce-
dures may be configured or designed to compute a dynamic estimate of the QAM shares that may preferably be allocated
to different Bonding Groups (BGs). These dynamically calculated or determined shares may be then used to compute
the shaping rates of the Bonding Groups. For example, in one embodiment, the shaping rate of a BG may be simply the
sum of the bandwidth allocated to this BG in all (or selected ones of) QAMs this BG can use.
[0160] According to one embodiment, once the shaping rates are calculated or determined, an HQF-based rate-
controlled scheduler/shaper may be used to shape the Bonding Groups to the desired (dynamically changing rates).
The output of the shaper may be sent towards the QAMs, where the packets may be intercepted by a Shortest Queue
First (SQF) scheduler. When SQF receives a packet of a particular Bonding Group, it places the packet in the least
occupied queue of all (or selected ones of) QAMs that can service the Bonding Group of this packet. In one embodiment,
it may be assumed that each QAM has a FIFO queue which may be drained at the rate corresponding to the capacity
of the QAM.
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[0161] One aspect described herein relates to various techniques for computing the dynamic bandwidth allocation of
a QAM to different BGs. In one embodiment, a method may be based on an "SQF emulation" mechanism which periodically
computes the allocation each BG would (hypothetically) get in each QAM over the measurement period, if all (or selected
ones of) arriving packets were immediately sent to a (virtual) shortest FIFO queue of all (or selected ones of) all (or
selected ones of) (logical) QAM queues this packet could go to. The mechanism then computes the total number of
bytes that may be send to each QAM under such virtual SQF policy, and/or uses such "virtual SQF allocation" to guide
the choice of the bandwidth sharing rations of each QAM, as described below.
[0162] Note the distinction between the actual SQF that may be used to schedule the packets leaving the shaper (in
the data plane), and/or the virtual SQF that may be used to compute the rates of the shaper (in the control plane). Note
also that simply using SQF (without shaping) in the dataplane may not be suitable in the case of overload, as the QAMs
can potentially build large queues, causing potential violation of QOS guarantees of all (or selected ones of) flows sharing
the QAM. Accordingly, one aspect described herein relates to various techniques for emulating the sharing achieved by
the hypothetical scheduler to guide the shaping rates.
[0163] One proposed traffic shaping technique may be configured or designed to estimate the QAM shares that may
preferably be allocated to different BGs (and/or, ultimately, the shaping rates of each BG). The traffic shaping technique
may be based on emulating the allocation each BG would get in each QAM may preferably all (or selected ones of)
packets were immediately sent to some QAM upon arrival, using a traffic shaping policy for choosing the QAM.
[0164] For example, in one embodiment, an emulated traffic scheduler may be provided which has been configured
or designed to immediately send the arrived packet to the least utilized QAM of those this packet can use. Under such
hypothetical policy, we count the number of bytes that would have been received under such hypothetical policy on each
QAM from each BG, and/or use this count to compute the shaping rates as shown below. Note that such simple policy
may not be suitable in the case of overload, as the QAMs can potentially build large queues, causing unacceptably high
reordering (or order-restoration latency). However, we use this hypothetical policy to guide the desired shaping rates
for the BGs.
[0165] It may be important to not confuse the emulated traffic scheduler (e.g., used for the purposes of computing the
shaping rates as shown below), and the actual traffic scheduler used to schedule packets after they leave the BG shapers.
The first one may be used in the control plane for the purposes of the computation of the "feasible" shaping rates, while
the latter may be used for the actual packet scheduling in the dataplane.
[0166] The use of emulated traffic schedulers provides an efficient and/or relatively lightweight technique for compu-
tation of the effective sharing ratios. One or more traffic shaping techniques described herein may be used with relatively
small modifications on a wide range of platforms as it essentially allows to use the existing scheduling architectures with
a control plane modification guiding the allocation of the sharing rates.
[0167] One or more traffic shaping techniques described herein can also be used with the other techniques such as,
for example, new or emerging traffic scheduling techniques which, for example, may be configured or designed to use
static sharing rate allocations to allow dynamic changes of the scheduling weights.
[0168] In one embodiment, the QAM usage under the emulated traffic schedulers may be used to compute the shaping
rates, which may be then periodically reconfigured in the scheduler. It may be noted that, in at least some embodiments,
if incoming traffic is already feasible, then shaping may be undesirable.
[0169] One issue or consideration relating to the computation of traffic shaping rates concerns the issue of ensuring
minimal rate guarantees. For example, if a service flow (or a set of service flows) within a BG do not utilize their rates
in a measurement interval, and/or the shaping rate in the following interval may be based on the actual, rather than the
guaranteed rate of the BG traffic, then there may be a danger that if the traffic increases in the following interval, the
shapers may prevent realization of combined minimal rate guarantees of a BG, and/or consequently may result in a
violation of the committed service guarantees.
[0170] Accordingly, it is specifically contemplated herein that, one or more situations may occur in which a BG is
allocated the measured rate, even if this rate is below the minimal bandwidth guarantee of a BG (and/or therefore
potentially violate the min rate commitment if the rate of the BG increases); and/or in which a BG is allocated at least
the min rate even if that min rate is not utilized (and/or hence potentially suffer undesirable under-utilization if the input
rate of the BG does not increase). There may be also be other situations in which a BG is allocated allocate some amount
of bandwidth in-between the measured rate and/or the min rate to allow partial ramp-up in the next measurement interval..
[0171] Further, it is contemplated that, in at least some situations, one or more traffic shaping rate techniques described
herein may be vulnerable to underutilization if the bandwidth of the BGs fluctuates substantially at the timescale of the
measurement interval, even if minimal rate guarantees may not be configured. However, it is anticipated that, in at least
some embodiments, the BG may be expected to carry sufficiently aggregated traffic, and hence, fluctuations in the
demand of the BG may be relatively small. Further, it is specifically contemplated that at least some traffic shaping
techniques described herein may be configured or designed to address this issue in the case when the assumption of
large aggregation and/or slow bandwidth fluctuations does not hold.
[0172] Specific example embodiments of operations related to traffic shaping analysis and traffic shaping adjustment
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are described with reference to FIGURES 9-16.
[0173] For purposes of explanation, and/or in order to avoid confusion, the following specific example embodiments
will be described as applied to downstream traffic sent from one or more CMTSs on one or more downstream QAMs to
one or more cable modems. However, these specific example embodiments are not intended to be limiting, and it will
be appreciated that, in different embodiments (not shown), the techniques described herein may be adapted for use in
conjunction with different types of traffic, different types of network devices/components, and/or different types of network
environments, such as, for example, one or more of the following (or combinations thereof):

• Upstream or downstream traffic.
• Different types of channels (e.g., RF channels, etc.).
• Different types of encoding techniques (e.g., quadrature amplitude modulation, quadrature phase shift keying, etc.).
• Etc.

[0174] FIGURE 9 shows an example embodiment of a Traffic Shaping Analysis Procedure A 900 in accordance with
a specific embodiment. In some embodiments, the Traffic Shaping Analysis Procedure may analyze network traffic
information for the purpose of traffic shaping. For example, in some embodiments the output of the Traffic Shaping
Analysis Procedure may be used to determine one or more shaping rates for one or more Bonding Groups. In some
embodiments, for example, the output of the Traffic Shaping Analysis Procedure may be used as the input to one or
more different procedures related to traffic shaping, such as for example the example embodiment of a Traffic Shaping
Adjustment Procedure that will be described in reference to FIGURE 10.
[0175] In one or more embodiments, a Traffic Shaping Analysis Procedure may be utilized in conjunction with a traffic
shaping manager device, such as, for example, Traffic Shaping Manager 890 of FIGURE 8B. In some embodiments, at
least a portion of a Traffic Shaping Analysis Procedure may be initiated and/or implemented by one or more systems,
devices, and/or controllers in a shared access network (e.g., a CMTS in a cable network). In some embodiments, at
least a portion of a Traffic Shaping Analysis Procedure may be initiated and/or implemented by a network processor
which has been configured or designed to include appropriate hardware and/or hardware and software for implementing
or initiating aspects of the Traffic Shaping Analysis Procedure. One such network processor may be, for example, a
Cisco Packet Processor (herein referred to as CPP), available from Cisco Systems, Inc. of San Jose, California.
[0176] In some embodiments, one or more different threads or instances of a Traffic Shaping Analysis Procedure may
be implemented concurrently on one or more processors. In at least one embodiment, one or more different threads or
instances of a Traffic Shaping Analysis Procedure may be initiated at periodic intervals (e.g., at regular periodic intervals,
at irregular periodic intervals, upon termination of one or more different threads or instances of a Traffic Shaping Analysis
Procedure, etc.). In some embodiments, one or more different threads or instances of a Traffic Shaping Analysis Pro-
cedure may be initiated in response to one or more conditions and/or events which satisfies minimum threshold criteria
for triggering a Traffic Shaping Analysis Procedure. For example, one or more separate threads or instances of a Traffic
Shaping Analysis Procedure may be initiated in response to receiving a packet. In one or more embodiments, one or
more separate threads or instances of a Traffic Shaping Analysis Procedure may be initiated for each (or selected)
Service Flow(s) and/or Bonding Group(s).
[0177] In some embodiments, one or more different threads or instances of a Traffic Shaping Analysis Procedure may
be initiated upon demand (e.g., by a network operator, by a CMTS, by a network processor, by a traffic shaping manager,
by a network node, by a cable modem, by a Bonding Group, etc.). According to various embodiments, one or more
different threads or instances of Traffic Shaping Analysis Procedure may be triggered and/or implemented manually,
automatically, statically, dynamically, concurrently, and/or some combination thereof.
[0178] For purposes of illustration, a specific example embodiment of a Traffic Shaping Analysis Procedure will be
described by way of example with respect to FIGURE 9.
[0179] As illustrated in the example embodiment of FIGURE 9, it is assumed that the Traffic Shaping Analysis Procedure
is implemented at a network processor which includes appropriate hardware and/or hardware and software for traffic
shaping analysis. Different embodiments of the Traffic Shaping Analysis Procedure (not shown), may include one or
more features or operations in addition to those illustrated in the specific example embodiment of FIGURE 9. In various
embodiments of the Traffic Shaping Analysis Procedure, one or more features or operations illustrated in the specific
example embodiment of FIGURE 9 may vary. In various embodiments of the Traffic Shaping Analysis Procedure, features
or operations illustrated in the specific example embodiment of FIGURE 9 may be omitted. Additionally, in various
embodiments of the Traffic Shaping Analysis Procedure, features or operations illustrated in the specific example em-
bodiment of FIGURE 9 may be performed in a different order than is shown.
[0180] A specific example embodiment of a Traffic Shaping Analysis Procedure will be described by way of example
with respect to the cable network configuration 1350 illustrated in FIGURE 13A.
[0181] FIGURE 13A shows a representation of a portion of cable network configured in accordance with a specific
embodiment. The example cable network configuration 1300 illustrates a specific example configuration of a cable



EP 2 342 654 B1

25

5

10

15

20

25

30

35

40

45

50

55

network wherein each Bonding Group (e.g., 1312, 1314, 1316) is associated with a respective group of QAMs. An "X"
in the example cable network configuration 1300 indicates that, in this specific example embodiment, a particular Bonding
Group (herein referred to as BG) is configured to communicate via use of one or more associated QAM(s).
[0182] For example, in the specific example embodiment of the cable network configuration illustrated at 1300, it is
assumed that Bonding Group BG(1) 1312 includes QAM(1) 1302 and QAM(2) 1304, that Bonding Group BG(2) 1314
includes QAM(2) 1304 and QAM(3) 1306, and that Bonding Group BG(3) 1316 includes QAM(3) 1306 and QAM(4)
1308. In other embodiments (not shown), different combinations of Bonding Groups may be associated with different
combinations of QAMs. Further, in at least one embodiment, based on the specific example embodiment of the cable
network configuration illustrated at 1300, it may be assumed that Bonding Group BG(1) includes only the set of QAM(s)
consisting of QAM(1) and QAM(2), that Bonding Group BG(2) includes only the set of QAM(s) consisting of QAM(2) and
QAM(3), and that Bonding Group BG(3) includes only the set of QAM(s) consisting of QAM(3) and QAM(4).
[0183] In the example embodiments discussed herein, the term "BG(i)" may be used for reference purposes to refer
to a specific Bonding Group, where "i" is a variable used to indicate a selected one of a plurality of BGs. For example,
if i=1, a specific Bonding Group corresponding to BG(1) may be represented. In the example embodiments discussed
herein, the term "QAM(j)" may be used for reference purposes to refer to a specific QAM, where "j" is a variable used
to indicate a selected one of a plurality of QAMs. For example, if j=1, a specific QAM corresponding to QAM(1) may be
represented.
[0184] Returning to FIGURE 9, a packet may be received 902. In at least one embodiment, the packet is received at
a network component (e.g., a CMTS, a traffic shaping manager device, a network processor, etc.) in the head end of a
shared access network.
[0185] When a packet is received 902, the received packet may be analyzed 904 to determine whether it has been
flagged as being associated with a service flow which has exceeded the maximum bandwidth rate associated with the
service flow. In some embodiments, for example, the received packet may be associated with a first service flow which
is associated with a cable modem.
[0186] As discussed above, according to various embodiments, a first cable modem may be associated with one or
more service flows. In at least one embodiment, each (or selected) service flows may be associated with one or more
different attributes (e.g., minimum bandwidth rates, maximum bandwidth rates, etc.) related to quality of service. In one
or more embodiments, one or more QoS parameters may be defined and/or determined at one or more components
(e.g., a CMTS) included in a network head end and/or hub. In various embodiments, one or more QoS parameters may
be defined and/or determined manually, automatically, dynamically, statically, or some combination thereof. According
to some embodiments, one or more QoS parameters may be defined and/or determined in accordance with an agreement
between a service provider and a customer. For example, a service level agreement (herein referred to as SLA) with a
first customer in a cable network may define one or more QoS parameters which may be associated with one or more
types of data traffic flows. In some embodiments, one or more different customers may pay different amounts of money
in exchange for different types and/or levels of service. For example, a first customer may pay more money than a
second customer in exchange for a higher minimum bandwidth rate for internet traffic and/or a higher CBR for VOIP traffic.
[0187] In some embodiments, an SLA may define, for example, the maximum bandwidth associated with the first
service flow. According to various embodiments, one or more service flows may be associated with a maximum bandwidth
in different ways, which may include, but are not limited to, one or more of the following (or combinations thereof):

• Assignment of a maximum bandwidth to a service flow by a device (e.g., a CMTS, a traffic shaping manager, etc.).
• Assignment of a maximum bandwidth by a network operator (e.g., a network operator of a cable network, etc.).
• Assignment of a maximum bandwidth to a service flow when the service flow is created (e.g., based on a CM

configuration file, when a cable modem first registers, using DOCSIS signaling between a CM and the CMTS (e.g.,
in a voice call, etc.), when a cable modem is already registered, based on bandwidth capacity, etc.).

• Etc.

[0188] According to various embodiments, whether a service flow has exceeded the maximum bandwidth associated
with that service flow may be determined at one or more different network components, such as for example in the
CMTS. In one embodiment, whether a service flow has exceeded the maximum bandwidth associated with that service
flow may be determined, for example, after the service flow with which the packet is associated has been identified
and/or before implementing one or more traffic shaping operations.
[0189] In at least one embodiment, a maximum bandwidth value associated with the service flow may be determined
by one or more devices/systems (e.g., CMTS, Traffic Shaping Device, etc.) using various types of information. In some
embodiments, the actual bandwidth associated with a service flow may be determined, for example by tracking the
number and size of packets associated with a given service flow over one or more specified time intervals. A determination
may be made as to whether a service flow has exceeded the maximum bandwidth associated with the service flow, for
example, by then determining whether the actual bandwidth exceeds the maximum bandwidth value.
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[0190] In one or more embodiments, if a determination is made that the maximum bandwidth associated with a service
flow has been exceeded, then a status flag may be set. In some embodiments, for example, the status flag may be set
by the device where the determination is made. In some embodiments, the status flag may include one or more bits or
bytes associated with the received packet. According to various embodiments, possible locations of the status flag in
the received packet may include, but are not limited to, one or more of the following (or combinations thereof):

• One or more data structures.
• The payload of the received packet.
• Metadata associated with the received packet.
• Etc.

[0191] In at least one embodiment, if it is determined that the received packet is associated with a service flow that
has exceeded the maximum bandwidth associated with the service flow, then the received packet may be ignored (905).
In some embodiments, if the received packet is ignored, then it may be ignored for purposes of further processing by
the Traffic Shaping Analysis Procedure and/or forwarded to a different device or procedure for further processing. In
different embodiments, if the received packet is ignored, then it may be dropped entirely and not processed further.
[0192] At 906 it is assumed that the received packet is not associated with a service flow that has exceeded the
maximum bandwidth associated with the service flow. Accordingly, as shown, for example, at 906, a specific Bonding
Group (BG(i)) associated with the received packet may be identified. According to various embodiments, a variety of
different techniques may be used for identifying the specific Bonding Group associated with the received packet, such
as, for example, one or more of the following (or combinations thereof):

• Using an IP address associated with the received packet (e.g., the destination IP address, etc.).
• Using information associated with the received packet (e.g., data in the packet header, data in the packet payload,

metadata associated with the packet, etc.).
• Using information stored in one or more data structures.
• Using one or more values from a network device (e.g., a CMTS, a traffic shaping manager device, memory, etc.).
• Etc.

[0193] By way of example with reference to the specific example embodiment of FIGURE 13A, if it is assumed that
the received packet is associated with Bonding Group 2, then BG(2) may be identified at 906.
[0194] As illustrated at 908, the set of one or more QAM(s) associated with the identified Bonding Group (e.g., BG(2))
may be identified. For example, referring again to the specific example embodiment of FIGURE 13A, if it is assumed
that the received packet is associated with Bonding Group BG(2), then the set of QAM(s) identified at 908 of FIGURE
9 may correspond to QAM(2) 1304 and QAM(3) 1306. Similarly, if it were determined that that the received packet is
associated with Bonding Group BG(1), the set of QAM(s) identified at 908 of FIGURE 9 may correspond to QAM(1)
1302 and QAM(2) 1304.
[0195] According to various embodiments, various techniques may be used for identifying the particular set of QAM(s)
associated with a given Bonding Group. For example, a set of QAM(s) may be identified by analyzing configuration
information (e.g., from a data structure, from a network configuration, etc.).
[0196] As illustrated at 910, packet size data relating to the size of the received packet may be determined. In at least
one embodiment, packet size is measured in bytes. According to various embodiments, packet size may be measured
in one or more of bits, bytes, kilobits, kilobytes, etc. According to different embodiments, packet size may include the
size of one or more of packet header data, payload data, and/or any other data associated with the packet (or any
combination thereof). In the specific example embodiment discussed herein, it is assumed (e.g., for purposes of simplicity
and ease of explanation) that the size of the received packet is "1" (e.g., 1 KB. However, it will be appreciated that in
different embodiments, packets of different sizes may be received. In one embodiment, packet size may be determined
by noting one or more memory locations associated with, for example, the start and end location of the packet in memory.
In some embodiments, packet size may be determined by, for example, a forwarding entity.
[0197] A specific example embodiment of a Traffic Shaping Analysis Procedure will be described by way of example
with respect to the specific example embodiment of a traffic shaping data structure 1350 illustrated in FIGURES 13B-H.
[0198] FIGURES 13 B-H represent various types of data and/or data structures which may be used for implementing
one or more aspects of the traffic shaping technique(s) described herein. In the specific example embodiments of
FIGURES 13B-H, ,it is assumed that a cable network is configured according to the specific example embodiment of a
cable network configuration shown in FIGURE 13A. It will be appreciated that the specific example embodiments of the
data structures and/or traffic shaping data illustrated and/or described with respect to FIGURES 13 E-H have been
simplified for purposes of illustration and ease of explanation, and is not intended to be limiting in any way.
[0199] FIGURE 13B shows a representation of a traffic shaping data structure 1350 illustrating specific example traffic
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shaping-related data in accordance with a specific example embodiment. The specific example traffic shaping-related
data illustrated in FIGURE 13B may be populated by one or more threads or instances of a Traffic Shaping Analysis
Procedure. One or more threads or instances of a Traffic Shaping Analysis Procedure may use traffic shaping-related
data to perform one or more functions related to traffic shaping analysis. Alternate embodiments of the Traffic Shaping
Analysis Procedure may be implemented using different types of traffic shaping data structures and/or different types
of data, and/or may be implemented without requiring use of one or more traffic shaping related data structures.
[0200] In the specific example embodiment of FIGURE 13B, each Q(j) value represented at row 1382 may correspond
to a particular Q(j) value which is associated with a respective QAM(j). In at least one embodiment, a Q(j) value may
represent channel traffic data. For example, in some embodiments, channel traffic data Q(j) may represent, for example,
an aggregate value of traffic that may be scheduled for transmission on a particular QAM(j) (e.g., during one or more
time interval(s)). For example, in the specific example embodiments of FIGURES 13B-H, it is assumed that channel
traffic data Q(j) are represented by numeric values, wherein a given Q(j) value is an aggregate value representative of
the summation of the sizes of all (or selected) packets which may be scheduled for transmission on a given channel
(e.g.,. QAM(j)) during at a given time interval. In different embodiments, Q(j) may represent a different quantity, such as
for example a value related to an aggregation of the sizes of packets scheduled to be sent on QAM(j).
[0201] In other embodiments, the Q(j)-related data may be representative of other channel traffic data which may be
used for performing traffic shaping across one or more channels associated with one or more Bonding Groups. In various
embodiments, information or packet size may be measured or expressed according to various units such as, for example,
bits, bytes, kilobits, kilobytes, megabits, megabytes, etc. In the specific example embodiments of FIGURE 13B-H, for
purposes of illustration it will be assumed that information or packet size is measured in megabits. However, in various
embodiments packets may be of various sizes (e.g., 40 kilobits, 563 kilobits, etc.) may be received, and the use of
packets of 1 Mbps for illustration purposes should not be construed as limiting in any way.
[0202] In at least one embodiment, one or more of the different types of data represented in FIGURE 13B-H may be
implemented and/or stored via the use of one or more counters (e.g., virtual counters implemented via the use of hardware
and software). For example, according to different embodiments described herein, one or more of the following types
of counters may be utilized:

• Per Bonding Group counter: BG(i), which, for example, may represent a number of bytes received on a Bonding
Group i).

• Per QAM counter: Q(j), which, for example, may represent a number of bytes potentially queued on a QAM(j) (e.g.,
for traffic shaping purposes).

• Per Bonding Group, per QAM counter, R(i,j), which, for example, may represent a number of bytes potentially queued
on a QAM(j) coming from Bonding Group BG(i) (e.g., for traffic shaping purposes).

[0203] In at least one embodiment, when a packet arrives to the system (and/or is queued in the actual queue), these
counters may be updated as follows:

• Increment the counter BG(i) with the number of bytes in the packet, for the Bonding Group BG(i) which the packet
was received on.

• Check the per QAM counters for all (or selected ones of) the QAMs the Bonding Group may be a member of, and/or
selects the QAM(j) with relatively lowest value of Q(j).

• Increment R(i,j) for the selected QAM(j) and the Bonding Group BG(i).
• Increment Q(j), for the selected QAM(j).

[0204] In one embodiment, one or more of these counters may be collected over the measurement interval between
bandwidth adjustment, and/or may be used for the bandwidth usage estimation as described herein.
[0205] In at least one embodiment, the Traffic Shaping Analysis Procedure may preferably compute allocation from
each QAM to each Bonding Group. For example, referring to the example of Figure 13B, the Traffic Shaping Analysis
Procedure may be configured or designed to ensure that all (or selected ones of) the QAM bandwidth constraints and/or
parameters may be satisfied, while, at the same time, allowing for the various bandwidth demands to be met.
[0206] One possible approach for solving this problem is via the use of Linear Programming (LP) algorithms. Other
possible approaches for solving this problem may include, for example, one or more a number of available methods in
the wide arsenal of LP solvers (e.g., a simplex method, etc.). While different solvers differ in complexity, in general they
may not be trivial to implement in a network processor such as, for example, CPP. Furthermore, implementing such
solutions it in the control plane CPU would involve the use of significant CPU power and/or excessive IPC messages.
Hence, in at least one embodiment, a simpler solution may be desirable.
[0207] Returning to FIGURE 9, as illustrated at 912, one or more QAMs is selected or identified from the identified
set of QAMs using a first set of selection criteria. For example, in some embodiments, the selection of the QAM (e.g.,
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at 912) may be based upon the relative values of the Q(j) data and/or other channel traffic data associated with each
QAM that has been identified (e.g., at 908) as being associated with a particular Bonding Group. For example, in some
embodiments the QAM (of the identified set of QAMs) which currently has the relatively smallest amount of scheduled
traffic may be selected. For example, in one embodiment, the QAM (of the identified set of QAMs) which currently has
the relatively lowest or smallest Q(j) value may be selected.
[0208] It will be appreciated, however, that in different embodiments, other types of selection criteria may be used
such as, for example: selecting the QAM(s) with the relatively greatest or largest Q(j) value(s), etc. In some embodiments,
if we selection criteria results in more than one QAM being selected from the identified set of QAMs, (e.g., if two Q(j)
values are equally small), then a specific one of these QAMs may be selected, for example, using other selection
mechanisms and/or selection criteria such as, for example, random selection, selection based upon available channel
capacity, selection based upon data relating to channel performance history, etc.
[0209] By way of example with reference to the specific example embodiment of FIGURE 13B, it is assumed that
QAM(2) and QAM(3) are identified (e.g., at 908) as being associated with Bonding Group BG(2). Accordingly, in this
particular example, it is assumed (at 912) that the QAM with the relatively smallest Q(j) value is selected from the
respective Q(j) values corresponding to QAM(2) and QAM(3). Thus, for example, as illustrated in the example embodiment
of FIGURE 13B, the Q(j) value associated with QAM(2) is Q(2)=24 (1382b) and the Q(j) value associated with QAM(3)
is Q(3)=23 (1382c). Accordingly, in this specific example embodiment, QAM(3) may be selected or identified at 912. In
a different example embodiment (not shown), if instead it were assumed that QAM(1) and QAM(2) were identified, then
QAM(1) may be selected or identified to be the QAM with the relatively smallest Q(j) value from the identified set of
QAMs since, for example, as illustrated in the example embodiment of FIGURE 13B, Q(1)=23 and Q(2)=24.
[0210] As illustrated at 914, the Q(j) value corresponding to the particular QAM (e.g., QAM(3)) which was selected at
912 may be automatically and/or dynamically updated using the packet size data (e.g., as determined at 910). According
to various embodiments, the selected Q(j) value may be modified or updated using the packet size data according to
various methods (e.g., adding, incrementing, etc.).
[0211] For example, in one embodiment, the selected Q(j) value may be updated by adding the packet size data
thereto. An example of this is illustrated at 1351 of FIGURE 13C, wherein the Q(3) value (e.g., "23") corresponding to
QAM(3) is shown being updated using the packet size data (e.g., "1" megabit) representing the size of the received
packet (e.g., as determined at 910). Thus, in this particular example, the Q(3) value may be automatically and dynamically
updated, for example, by adding the value "1" to the value "23" to achieve an updated Q(3) value of "24".
[0212] As illustrated at 916, one or more R(i,j) values may be automatically and/or dynamically updated using the
packet size data (e.g., as determined at 910). According to various embodiments, the selected R(i,j) value may be
modified or updated using the packet size data according to various methods (e.g., adding, incrementing, etc.)
[0213] In one or more embodiments described herein, the expression R(i,j) may be used to represent traffic data
relating to or associated with a specific Bonding Group (BG(i)) and a specific QAM(j). In some embodiments, R(i,j) may
correspond to traffic data representing a rate associated with traffic from BG(i) to QAM(j). For example, in the specific
example embodiment of FIGURE 13B, the expression R(1,2) may be interpreted as referring to the specific traffic shaping
data associated with Bonding Group BG(1) and QAM(2), which, for example, is represented at 1362b (FIGURE 13B).
Similarly, the expression R(2,3) may be interpreted as referring to the specific traffic shaping data associated with
Bonding Group BG(2) and QAM(3), which, for example, is represented at 1364c (FIGURE 13B).
[0214] In at least one embodiment, the traffic shaping data associated with a given R(i,j) may be representative of an
aggregate or cumulative amount of traffic relating to packets associated with one or more service flows (e.g., associated
with a selected BG(i)) which may be scheduled for transmission (e.g., during one or more time interval(s)) on a selected
channel QAM(j). For example, in the specific example embodiment of FIGURE 13B, the traffic shaping data value
corresponding to R(1,2) is 17 (e.g., as shown at data portion 1362b). In one embodiment, this value may be interpreted
as meaning that the aggregate or cumulative amount of traffic (e.g., relating to packets associated with one or more
service flows which are associated with Bonding Group BG(1)) which may be scheduled for transmission on QAM(2) is
17. Similarly, as illustrated in the example embodiment of FIGURE 13B, the traffic shaping data value corresponding to
R(3,4) is 20 (e.g., as shown at data portion 1366d), which may be interpreted as meaning that the aggregate or cumulative
amount of traffic (e.g., relating to packets associated with one or more service flows which are associated with Bonding
Group BG(3)) which may be scheduled for transmission on QAM(4) is 20.
[0215] In other embodiments, the value and/or other data associated with a given R(i,j) may represent other types of
traffic shaping data which may be used in conjunction with one or more traffic shaping procedures and/or operations
such as those described herein.
[0216] Returning to FIGURE 9, as described previously at 916, one or more R(i,j) values may be automatically and/or
dynamically updated using the packet size data (e.g., as determined at 910). In one embodiment, the specific R(i,j) value
may be updated by adding the packet size data thereto. An example of this is illustrated at 1364c of FIGURE 13D,
wherein the R(2,3) value (e.g., "22") corresponding to QAM(3) and Bonding Group BG(2) is shown being updated using
the packet size data (e.g., "1") representing the size of the received packet (e.g., as determined at 910). Thus, in this
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particular example, the R(2,3) value may be automatically and dynamically updated, for example, by adding the value
"1" to the value "22" to achieve an updated R(2,3) value of "23".
[0217] In one embodiment, the QAM with the relatively lowest counter value indicates the least loaded QAM. The R(i,j)
values thus calculated or determined give approximately how the load per Bonding Group may be distributed across
the QAMs when multiple Bonding Groups may be simultaneously carrying traffic. The periodic background task (e.g.,
one or more threads or instances of a Traffic Shaping Adjustment Procedure) uses these values to compute the bandwidth
allocation for a Bonding Group. Note that, in at least one embodiment, Σj R(i,j) = BG(i), may correspond to the incoming
traffic rate of the identified Bonding Group BG(i).
[0218] It will be appreciated that, in at least one embodiment, the updating of the Q(j) value as shown at 914, for
example, may be omitted from the Traffic Shaping Analysis Procedure 900 and/or may be implemented by a different
process or procedure which, for example, may be configured or designed to periodically and continuously update (e.g.,
as needed) the Q(j) values represented at row 1382 using the respective, current/updated set of R(i,j) values associated
with each respective QAM(j).
[0219] In one or more embodiments, one or more Q(j) and/or R(i,j) values may be reset to a default value. In at least
one embodiment, the default value is zero. In different embodiments, it is not required that one or more Q(j) and/or R(i,j)
values be reset to a default value. According to various embodiments, one or more Q(j) and/or R(i,j) values may be reset
at periodic intervals (e.g., at regular periodic intervals, at irregular periodic intervals, upon termination and/or implemen-
tation of one or more different threads or instances of a Traffic Shaping Analysis Procedure, etc.). According to various
embodiments, one or more Q(j) and/or R(i,j) values may be reset when an event or condition is detected (e.g., a pre-
determined time, a network load condition, a signal, the receipt of a packet, boot up and/or shut down of an operating
system or other software, initialization of network hardware, etc.) which satisfies minimum threshold criteria for resetting
one or more Q(j) and/or R(i,j) values. According to various embodiments, one or more Q(j) and/or R(i,j) values may be
reset upon demand (e.g., by a network operator, by a CMTS, by a network processor, by a traffic shaping manager, by
a network node, by a cable modem, by a Bonding Group, etc.).
[0220] FIGURE 10 shows an example embodiment of a Traffic Shaping Adjustment Procedure A 1000 in accordance
with a specific embodiment. In some embodiments, the Traffic Shaping Adjustment Procedure may adjust one or more
traffic shaping parameters and/or values for the purpose of traffic shaping. For example, in some embodiments, the
output of the Traffic Shaping Analysis Procedure may be include one or more traffic shaping rates and/or other types of
traffic shaping data associated with, for example, each (or selected) Bonding Group(s). According to various embodi-
ments, the input of the Traffic Shaping Adjustment Procedure may include various types of traffic shaping data (e.g.,
traffic shaping data associated with the Traffic Shaping Analysis Procedure of FIGURE 9) and/or other types of network
traffic information. For example, in some embodiments, the Traffic Shaping Adjustment Procedure 1000 may utilize
various types of information or data generated by Traffic Shaping Analysis Procedure 900 and/or may utilize various
types of traffic shaping data (or portions thereof) such as that illustrated and described with respect to Figures 13B-H.
[0221] In at least one embodiment, a Traffic Shaping Adjustment Procedure may be implemented by and/or utilized
in conjunction with a traffic shaping device, such as, for example, Traffic Shaping Manager 890 of FIGURE 8B. In at
least one embodiment, at least a portion of Traffic Shaping Adjustment Procedure 1000 may be initiated and/or imple-
mented by one or more systems, devices, and/or controllers such as, for example, a CMTS (e.g., CMTS 200) (or
components thereof), Traffic Shaping Manager 890, etc. In at least one embodiment, at least a portion of Traffic Shaping
Adjustment Procedure 1000 may be initiated and/or implemented by a network processor, which includes appropriately
configured hardware and/or hardware and software. According to different embodiments, one such network processor
may be, for example, a specifically configured processor for implementing various types of CMTS-related functionality
such as, for example, a Cisco Packet Processor (CPP), available from Cisco Systems, San Jose, California.
[0222] It will be appreciated that one or more different threads or instances of a Traffic Shaping Adjustment Procedure
1000 may be implemented concurrently on one or more processors. Additionally, in a least one embodiment, one or
more separate threads or instances of the Traffic Shaping Adjustment Procedure 1000 may be initiated and/or executed
concurrently with one or more threads or instances of the Traffic Shaping Analysis Procedure(s) described herein.
[0223] In at least one embodiment, one or more different threads or instances of a Traffic Shaping Adjustment Procedure
may be initiated at periodic intervals (e.g., at regular periodic intervals, at irregular periodic intervals, upon termination
of one or more different threads or instances of a Traffic Shaping Adjustment Procedure, etc.). For example, in some
embodiments one or more different threads or instances of a Traffic Shaping Adjustment Procedure may be initiated at
a regular periodic interval between 0.5 seconds and 5 seconds (e.g., every 1 second). In some embodiments, one or
more users may configure one or more intervals at which one or more different threads or instances of a Traffic Shaping
Adjustment Procedure may be initiated. According to various embodiments, one or more different threads or instances
of a Traffic Shaping Adjustment Procedure may be initiated in response to one or more conditions or events which
satisfies minimum threshold criteria for triggering a Traffic Shaping Adjustment Procedure, which may include, but are
not limited to, one or more of the following (or combinations thereof):
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• One or more time-related events/conditions.
• One or more event(s)/condition(s) relating to the termination and/or initiation of one or more threads or instances

of one or more Traffic Shaping Analysis Procedures and/or Traffic Shaping Adjustment Procedures
• One or more network load related events/conditions.
• One or more event(s)/condition(s) relating to receipt or detection of a signal (e.g., a signal sent by a CMTS, a signal

sent by a traffic shaping device, etc.).
• One or more event(s)/condition(s) relating to boot up and/or shutdown of software (e.g., of an operating system, of

an interface, of other software, etc.)
• One or more event(s)/condition(s) relating to boot up and/or shutdown of hardware (e.g., a CMTS, a traffic shaping

device, a network node, etc.).
• Etc.

[0224] According to different embodiments, one or more different threads or instances of a Traffic Shaping Adjustment
Procedure may be initiated upon demand (e.g., by a CMTS, etc.). According to different embodiments, one or more
different threads or instances of Traffic Shaping Adjustment Procedure may be triggered or implemented manually,
automatically, statically, dynamically, concurrently, or some combination thereof.
[0225] In this specific example embodiment of FIGURE 10, it is assumed that the Traffic Shaping Adjustment Procedure
1000 is implemented at a network processor which includes appropriate hardware and/or hardware and software for
implementing various types of traffic shaping management operations such as, for example, route lookup, packet clas-
sification, service flow traffic rate monitoring, traffic shaping analysis, traffic shaping adjustment, calculation of various
types of traffic shaping rates, etc. Different embodiments of the Traffic Shaping Adjustment Procedure (not shown), may
include features or operations in addition to those illustrated in the specific example embodiment of FIGURE 10. In
different embodiments of the Traffic Shaping Adjustment Procedure (not shown), features or operations in addition to
those illustrated in the specific example embodiment of FIGURE 10 may vary. In different embodiments of the Traffic
Shaping Adjustment Procedure (not shown), features or operations illustrated in the specific example embodiment of
FIGURE 10 may be omitted. Additionally, various actions and/or operations relating to one or more embodiments of the
Traffic Shaping Adjustment Procedure may be performed in an order different than is shown in the example of FIGURE 10.
[0226] A specific example embodiment of a Traffic Shaping Adjustment Procedure of FIGURE 10 will be described
by way of example with respect to the cable network configuration 1300 represented in FIGURE 13A, and with respect
to the example traffic shaping data structure 1350 illustrated in FIGURE 13E.
[0227] FIGURE 13E shows a representation of a traffic shaping data structure 1350 illustrating specific example traffic
shaping-related data in accordance with a specific example embodiment. In at least one embodiment, the specific
example traffic shaping-related data illustrated in FIGURE 13E may be populated by one or more threads or instances
of a Traffic Shaping Analysis Procedure and/or one or more threads or instances of a Traffic Shaping Adjustment
Procedure. One or more threads or instances of a Traffic Shaping Adjustment Procedure may use traffic shaping-related
data as illustrated in FIGURE 13E to perform one or more functions related to traffic shaping adjustment, such as for
example updating one or more traffic shaping parameters. Other embodiments of Traffic Shaping Adjustment Procedures
may utilize different types of traffic shaping data, and/or may be implemented without requiring the use of a traffic shaping
data structure.
[0228] In the specific example embodiment of FIGURE 13E, it is assumed that a cable network is configured according
to the specific example embodiment of the cable network configuration 1300 represented in FIGURE 13A.
[0229] As illustrated in FIGURE 13E, it is assumed in this particular example that each respective QAM (e.g., 1352,
1354, 1356, 1358) has associated therewith a respective Q(j) value as represented, for example, by the traffic shaping
data (e.g., numeric values "23", "24", "24", "20" (e.g., Mbits)) indicated by row 1382. For example, in the specific example
embodiment of FIGURE 13E, it is assumed that the numeric value "23" corresponding to traffic shaping data portion
1382a is representative of an amount of traffic which may be scheduled for transmission over QAM(1) 1352. In at least
one embodiment, this representative of an amount of traffic may further be representative of a summation or aggregate
of the packet sizes (e.g., as measured in bits, bytes, kilobits, kilobytes, etc.) of all (or selected ones) of the packets which
may be scheduled for transmission over QAM(1) 1352 over one or more specific time intervals. Similarly, it is assumed
that the numeric value "24" corresponding to traffic shaping data portion 1382b is representative of an amount of traffic
which may be scheduled for transmission over QAM(2) 1354; that the numeric value "24" corresponding to traffic shaping
data portion 1382c is representative of an amount of traffic which may be scheduled for transmission over QAM(3) 1356;
and that the numeric value "20" corresponding to traffic shaping data portion 1382d is representative of an amount of
traffic which may be schedule for transmission over QAM(4) 1358.
[0230] As illustrated in the example embodiment of FIGURE 13E, each respective QAM (e.g., 1352, 1354, 1356, 1358)
may have associated therewith a respective BWQ(j) value (e.g., represented at row 1380) which is representative of
channel bandwidth capacity data representing the bandwidth capacity of each respective QAM(j). According to different
embodiments, the channel bandwidth capacity data may correspond to physical or raw channel bandwidth capacity
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(e.g., the number of bits a channel can transmit per adjustment interval). For example, if the adjustment interval is 1
second and the data rate is 40 Mbps, BWQ(j) may be 40. If instead the adjustment interval is 2 second and the data
rate is 40 Mbps, BWQ(j) may be 80. In at least one embodiment, each QAM (or specifically designated QAMs) may
have the same or substantially similar BWQ(j) value. In different embodiments (not shown), one or more QAMs may
have different BWQ(j) values.
[0231] In the specific example embodiments assumed herein, it is assumed that the data rate is 40Mbps and the
adjustment interval is 1 second. In these specific example embodiments, R(i,j) and Q(j) represent a number of bits
measured over the same adjustment interval of 1 second. Applying the same interval for all of the traffic data values
and for BWQ(j) may permit the calculation of one or more channel bandwidth capacities.
[0232] As illustrated at 1380 of FIGURE 13E, each QAM is assumed to have a maximum channel bandwidth capacity
of 40 (e.g., Mbps). According to different embodiments, the bandwidth capacity of a given channel may be expressed
in terms of megabits per second (Mbps), megabytes per second, gigabits per second (Gbps), gigabytes per second,
terabits per second, terabytes per second, etc.
[0233] Returning to FIGURE 10, at 1001 a first QAM(j) may be selected for traffic shaping adjustment processing.
According to different embodiments, various different types or criteria and/or selection algorithms may be used for
determining the first and/or next QAM(j) to be selected for traffic shaping adjustment processing. For example, in one
embodiment, QAMs may be analyzed sequentially.
[0234] At 1002 the Q(j) value associated with the selected QAM may be identified or determined. In the specific
example embodiment of FIGURE 13E, it is assumed that QAM(2) has been selected (e.g., at 1001) for traffic shaping
adjustment processing. Accordingly, using the example data illustrated in the data structure 1351 of FIGURE 13E it is
assumed that Q(j) value associated with the currently selected QAM(2) is identified/determined to be Q(2) = 24.
[0235] At 1004, traffic shaping differential data E(j) may be calculated or determined for the selected QAM. In at least
one embodiment, the traffic shaping differential data E(j) may be representative of the difference between the bandwidth
capacity BWQ(j) over the adjustment period associated with the selected QAM and the current Q(j) value associated
with the selected QAM. For example, in one embodiment, traffic shaping differential data E(j) may represent a remaining
amount of available bandwidth available on QAM(j) after taking into account the traffic shaping bandwidth (e.g., Q(j)
value) which has already been allocated on that particular QAM (e.g., during any given time interval). In some embod-
iments, traffic shaping differential data E(j) may be representative of, for example, a value that represents and/or is
related to a difference between a bandwidth capacity value (e.g., BWQ(j)) and the Q(j) value.
[0236] Consider first the case when no minimum rates may be defined (this restriction may be removed below). In this
particular example, if the measured R(i, j) do not overload the QAMs (e.g., for all (or selected ones of) QAM(j)s, ∑i R(i,j)
< BWQ(j), where BWQ(j) is the QAM bandwidth (e.g., 40 Mbps)), then R(i,j) may be used directly to define the portion
of QAM(j) guaranteed to BG(i).
[0237] This bandwidth may be distributed based on the demand of individual Bonding Group, at the same time con-
sidering the load on other Bonding Groups.
[0238] For these non-overload conditions, the excess bandwidth may be calculated or determined per QAM as:

[0239] In the specific example embodiment of FIGURE 10, it is assumed that the E(j) value may be calculated according
to the expression: 

where the variable (j) represents an identifier associated with a selected QAM(j).
[0240] In the specific example embodiment of FIGURE 13E, it is assumed that BWQ(2)=40 and Q(2)=24. Accordingly,
in this specific example, as shown at 1384b, E(Q(2)) may be calculated according to: BWQ(2) - Q(2) = 40-24 = 16.
[0241] At 1006, a set of one or more Bonding Groups BG(i)s associated with the selected QAM may be identified.
According to different embodiments, various different types or data and/or other information may be used for identifying
the set of Bonding Groups BG(i)s associated with the selected QAM, such as, for example by receiving and/or reading
configuration information (e.g., system configuration information stored in one or more data structures, etc.).
[0242] For example, in the present illustrative example, as illustrated in FIGURE 13A, it is assumed that the cable
network has been configured such that Bonding Group BG(1) includes QAM(1) and QAM(2), and that Bonding Group
BG(2) includes QAM(2) and QAM(3). Accordingly, based upon the specific configuration, the set of Bonding Groups
associated with the selected QAM(2) may be identified (1006) or determined to be the Bonding Group set of: BG(1) and
BG(2).
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[0243] As illustrated at 1008, one or more E(i,j) values may be calculated or determined or calculated for each BG(i)
identified as being associated with the selected QAM. In at least one embodiment, E(i,j) be representative of QAM-
Bonding Group traffic shaping differential data relating to each BG(i) identified as being associated with the selected QAM.
[0244] In at least one embodiment, the QAM-Bonding Group traffic shaping differential data E(i,j) may be calculated
or determined by an approximate or exact division of E(j) by the number of BG(i)s associated with QAM(j). For example,
in one embodiment, the E(i,j) value for a given BG(i)-QAM(j) association may be calculated according to the expression:

where the variable (j) represents an identifier associated with a selected QAM(j).
[0245] In some embodiments, the E(i,j) value for a given BG(i)-QAM(j) association may be calculated according to the
expression: 

where the variable (j) represents an identifier associated with a selected QAM(j), and where the expression ROUND(x)
represents the closest integer value to x (e.g., rounded up/down).
[0246] This excess bandwidth may be available per QAM, and/or may be distributed among all (or selected ones of)
the Bonding Groups associated with the QAM. Various policies may be adopted for distributing the excess bandwidth
among individual BG allocations of the QAM bandwidth. For example, one policy may be to divide the excess bandwidth
equally among all (or selected ones of) the Bonding Groups, the QAM may be member of. Alternatively, other policies
may provide advanced schemes such as, for example, min-max fairness.
[0247] In the specific example embodiment of FIGURE 13E, it is assumed that the selected QAM is QAM(2), that
E(Q(2)) E(2)=16, and that the number of BG(i)s associated with QAM(2) is 2 (e.g., corresponding to BG(1) and BG(2)).
Accordingly, in this specific example, E(1,2) may be calculated according to: E(Q(2))/2 = 16/2 = 8. Similarly, E(2,2) may
be calculated according to: E(Q(2))/2 = 16/2 = 8.
[0248] In at least one embodiment, if E(j) is negative, then it may sometimes be the case that ∑i R(i,j) > BWQ(j). Also,
if E(j) is negative, then there may be no excess bandwidth to distribute. In this case, it may be unnecessary to compute
E(i,j), and/or separate computation may be needed for adjusting R(i,j) values.
[0249] For example, in at least one embodiment, E(i,j) may represent a value used to adjust one or more R(i,j) values
for the purposes of one or more traffic shaping adjustment operations. In at least one embodiment, if QAM(j) has more
bandwidth capacity than the Q(j) value (e.g., for a given time interval), then E(i,j) may be, for example, a positive number.
In at least one embodiment, if QAM(j) has less bandwidth capacity than the Q(j) value (e.g., for a given time interval),
then E(i,j) may be, for example, a negative number. In at least one embodiment, if Q(j) matches or substantially matches
the BWQ(j) value (e.g., for a given time interval), then E(i,j) may be zero. However, in different embodiments (not shown)
E(i,j) may be any representation of an adjustment to an R(i,j) value.
[0250] In other embodiments, E(i,j) may be calculated or determined by one or more different techniques, which may
include, but are not limited to, one or more of the following (or combinations thereof):

• Min-Max fairness
• Distributing the bandwidth equally among a set of bonding groups.
• Etc.

[0251] As illustrated at 1010, one or more R(i,j) value(s) may be updated. For example, as illustrated at 1010, in some
embodiments at least one R(i,j) value for each BG(i) identified as being associated with the selected QAM may be
updated. As discussed above, R(i,j) may represent a value representing traffic shaping data related to a specific Bonding
Group and a specific QAM. For example, R(i,j) represents traffic shaping data associated with Bonding Group BG(i) and
QAM(j). In one embodiment, R(i,j) data may be updated using E(i,j) data (e.g., adding an E(i,j) value to an R(i,j) value).
In various embodiments, R(i,j) may be updated according to various methods (e.g., adding, incrementing, etc.).
[0252] For example, in the specific example embodiment of FIGURE 13F, it is assumed that Q(2) is selected 1002,
that E(j) is calculated or determined at 16, that BG(1) and BG(2) are identified 1006, and that E(1,2) and E(2,1) are each
calculated or determined as 8. In this specific example embodiment under these example assumptions, R(1,2) 1372b
is updated by adding 8 to 17 to yield a new R(1,2) value of 25, and R(2,2) 1374b is updated by adding 8 to 7 to get a
new R(2,2) value of 15.
[0253] As illustrated at 1012, a determination is made as to whether to implement operations 1001-1012. In at least
one embodiment, one or more of operations 1001-1012 may be implemented if at least one QAM identified for traffic
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shaping has not yet been selected (e.g., at 1001) in one or more threads or instances of Traffic Shaping Adjustment
Procedure A 1000. It will be appreciated that in some embodiments one or more operations related to traffic shaping
may not be performed for one or more selected and/or identified QAM(s). In various embodiments, various criteria may
be used to determine whether to implement operations 1001-1012.
[0254] As illustrated at 1014, shaping rates for each BG(i) may be calculated. In at least one embodiment, shaping
rates for each BG(i) may be calculated by determining a summation of all R(i,j) values associated with a particular BG(i).
In the specific example embodiment of FIGURE 13F, the R(i,j) values associated with a particular BG(i) include all R(i,j)
values in a particular row. In a different embodiment (not shown), one or more R(i,j) values may be represented in a
different way.
[0255] The specific example embodiment of FIGURE 13G illustrates specific example traffic shaping data, for example
as populated by operations 1001-1012 as performed for each QAM identified for traffic shaping. In the example embod-
iment of FIGURE 13G, R(i,j) values have been updated in using E(i,j) values determined in accordance with E(j) values.
[0256] In the example traffic shaping data illustrated in FIGURE 13G, it is assumed that Bonding Group BG(3) has a
Traffic Load value of only 20, as illustrated at data portion 1360. Bonding Group BG(3) is configured to transport information
on QAM(3) and/or QAM(4). However, QAM(3) has been scheduled to transport a substantial portion of the traffic asso-
ciated with Bonding Group BG(2). Hence all (or selected portions of) of Bonding Group B(3) traffic may be concentrated
on QAM(4). In this example embodiment, the total QAM usage may be uniform in most cases; except for QAM(4), where
only traffic associated with Bonding Group B(3) can contribute.
[0257] Since in some embodiments the excess bandwidth may be uniform across one or more of a set of identified
QAM(s), the excess bandwidth may in some embodiments be distributed uniformly across the bonding groups. In various
embodiments, this would give extra "headroom," which may help to meet the bandwidth demand on a bonding group if,
for example, traffic surges. The following example illustrates an allocation of substantially uniform sharing of excess
bandwidth among bonding groups.
[0258] In the specific example embodiment of FIGURE 13G, the shaping rate for each BG(i) is represented by "BW
Allocated to BG" column 1362. In the specific example embodiment illustrated in FIGURE 13G, the shaping rate 1362a
for Bonding Group BG(1) 1372 is determined to be 65 (e.g., Mbps) by adding the R(i,j) values in row 1372 of R(1,2)=40
and R(1,2)=25. The shaping rate 1362b for Bonding Group BG(2) 1374 is determined to be 55 by adding the R(i,j) values
in row 1374 of R(2,2)=15 and R(2,3)=40. The shaping rate 1362c for Bonding Group BG(3) 1376 is determined to be
40 by adding the R(i,j) values in row 1376 of R(3,3)=0 and R(3,4)=40. One or more different shaping rates may be
calculated if different values are assumed. It will be appreciated that in this example embodiment, that excess bandwidth
may be uniform across Bonding Group BG(1) and Bonding Group BG(2). For example, in the specific example embod-
iment of FIGURE 13G, Bonding Group BG(1) has been allocated 65 (e.g., Mbps), which is 25 (e.g., Mbps) more than
its identified traffic load of 40 (e.g., Mbps). Similarly, Bonding Group BG(2) has been allocated 55 (e.g., Mbps), which
is 25 (e.g., Mbps) more than its identified traffic load of 30 (e.g., Mbps).
[0259] In at least one embodiment, the shaping rates for each BG(i) may be used in, for example, packet processing
(e.g., packet scheduling, packet routing, etc.) as a restriction on the maximum bandwidth available to all of the service
flows associated with each BG(i).
[0260] In the case when no minimum rates may be defined for any BGs, and/or when the measured rates of the BGs
under the emulated traffic shaping produce feasible allocations in a given measurement interval, the bandwidth allocations
of all (or selected ones of) Bonding Group(s) may be calculated or determined by allocating the measured rates R(i,j)
plus a "fair" share of the excess rate of the QAMs, where the fair share may be defined by a number of policies. Once
these allocations may be calculated or determined (e.g., as the sum of R(i,j) over all (or selected ones of) j), the allocations
may be used as a shaping rate of BG(i), for all (or selected ones of) i.
[0261] In some embodiments, if a bonding group carries flows with non-zero min-rates, the min-rate commitment may
be met. However, it is anticipated that if some service flows may be sending below their min rates, the allocation of
shaping rate of the BGs based on the measured incoming rates only may result in violation of the min rate guarantee
in the next interval (e.g., if one or more flows sending less than their min rate in the previous interval start sending at or
above their min rates in the next measurement interval). Thus, it is anticipated that in some instances the computation
of shaping rates for Bonding Groups based on measured R(i,j) values only may be insufficient, and/or the computation
may not account for the committed bandwidth.
[0262] In some embodiments this may be addressed by allocating to each Bonding Group the larger of the minimum
rate guarantee and/or B(j) (or some number between these two values). If, however, the resulting parameters no longer
result in a feasible allocation, then in some embodiments additional processing may be desirable, as is discussed below.
[0263] The bandwidth allocation based on virtual traffic scheduling as discussed in the previous section may be based
on measuring the offered load. When the incoming traffic exceeds the QAM capacity, the network processor may, for
example, drop excess packets. However the data determined by the virtual traffic scheduler may reflect the total offered
load which may exceed available capacity.
[0264] Thus in some embodiments the measured allocation may be scaled down to produce feasible shaping rates
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for all (or selected ones of) Bonding Group(s). Various schemes may be adopted to scale down the bandwidth demand.
For example, it may be scaled down uniformly, so that every flow gets a bandwidth in proportion to its demand. One or
more R’(i,j) values may be determined according to the expression: 

[0265] In some embodiments, this policy may tend to favor greedy flows and/or penalize flows with lower demands.
Additionally, a built in component (e.g., a policer) may be used to mark the flows exceeding the max-rates. In some
embodiments, traffic shaping data may be measured and/or determined only for the flows that have not exceeded the
max-rates.
[0266] In some embodiments, to favor the flows with lower demands a min-max fairness policy may be used. This
may, for example, ensure that smaller demands may be met first before satisfying the greedy flows. According to various
embodiments, the demands may be measured per Bonding Group and/or not per service flow. For example, a greedy
Bonding Group may have several flows making reasonable demands, while low demand bonding groups may have only
a few flows each making larger demands.
[0267] It is anticipated that scaling down flows uniformly under one or more overload conditions may result in violating
a minimum bandwidth guarantee of some Bonding Group. For example, first assume that a single QAM is shared by
two Bonding Groups BG(1) and BG(2) and that each BG has a committed minimum rate guarantee of © of the QAM
bandwidth. Further assume that the input rate of BG(1) is exactly its minimum rate guarantee, whereas BG(2) has the
input rate of 1.5 of the QAM bandwidth. Under these example assumptions, and overload condition may result, and/or
the measured rates R(i,j) in this simple case may be simply © and/or 1.5 of the QAM bandwidth respectively. Under
these example assumptions, scaling down these rates proportionally may result in the minimum bandwidth guarantee
of BG(1) being violated. As will be described below, one or more embodiments described herein may resolve these issues.
[0268] FIGURE 11 shows an example embodiment of a Traffic Shaping Analysis Procedure B 1100 in accordance
with a specific embodiment. In some embodiments, the Traffic Shaping Analysis Procedure may analyze network traffic
information for the purpose of traffic shaping. For example, in some embodiments the output of the Traffic Shaping
Analysis Procedure may be used to determine one or more shaping rates for one or more service flows, Bonding Groups,
channels, etc. In some embodiments, for example, the output of the Traffic Shaping Analysis Procedure may be used
as the input to one or more different procedures related to traffic shaping, such as for example the example embodiment
of a Traffic Shaping Adjustment Procedure that will be described in reference to FIGURE 12.
[0269] In one or more embodiments, a Traffic Shaping Analysis Procedure may be utilized in conjunction with a traffic
shaping manager device, such as, for example, Traffic Shaping Manager 890 of FIGURE 8B. In some embodiments, at
least a portion of a Traffic Shaping Analysis Procedure may be initiated and/or implemented by one or more systems,
devices, and/or controllers in a shared access network (e.g., a CMTS in a cable network). In some embodiments, at
least a portion of a Traffic Shaping Analysis Procedure may be initiated and/or implemented by a network processor
which has been configured or designed to include appropriate hardware and/or hardware and software for implementing
or initiating aspects of the Traffic Shaping Analysis Procedure. One such network processor may be, for example, a
Cisco Packet Processor (herein referred to as CPP), available from Cisco Systems, Inc. of San Jose, California.
[0270] In some embodiments, one or more different threads or instances of a Traffic Shaping Analysis Procedure may
be implemented concurrently on one or more processors. In at least one embodiment, one or more different threads or
instances of a Traffic Shaping Analysis Procedure may be initiated at periodic intervals (e.g., at regular periodic intervals,
at irregular periodic intervals, upon termination of one or more different threads or instances of a Traffic Shaping Analysis
Procedure, etc.). For example, in some embodiments one or more different threads or instances of a Traffic Shaping
Adjustment Procedure may be initiated at a regular periodic interval between .5 seconds and 5 seconds (e.g., every 1
second). In some embodiments, one or more different threads or instances of a Traffic Shaping Analysis Procedure may
be initiated in response to one or more conditions and/or events which satisfies minimum threshold criteria for triggering
a Traffic Shaping Analysis Procedure. For example, one or more separate threads or instances of a Traffic Shaping
Analysis Procedure may be initiated in response to receiving a packet. In one or more embodiments, one or more
separate threads or instances of a Traffic Shaping Analysis Procedure may be initiated for each (or selected) Service
Flow(s) and/or Bonding Group(s).
[0271] In some embodiments, one or more different threads or instances of a Traffic Shaping Analysis Procedure may
be initiated upon demand (e.g., by a network operator, by a CMTS, by a network processor, by a traffic shaping manager,
by a network node, by a cable modem, by a Bonding Group, etc.). According to various embodiments, one or more
different threads or instances of Traffic Shaping Analysis Procedure may be triggered and/or implemented manually,
automatically, statically, dynamically, concurrently, and/or some combination thereof.
[0272] For purposes of illustration, a specific example embodiment of a Traffic Shaping Analysis Procedure will be
described by way of example with respect to FIGURE 11.
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[0273] As illustrated in the example embodiment of FIGURE 11, it is assumed that the Traffic Shaping Analysis
Procedure is implemented at a network processor which includes appropriate hardware and/or hardware and software
for traffic shaping analysis. Different embodiments of the Traffic Shaping Analysis Procedure (not shown), may include
one or more features or operations in addition to those illustrated in the specific example embodiment of FIGURE 11.
In various embodiments of the Traffic Shaping Analysis Procedure, one or more features or operations illustrated in the
specific example embodiment of FIGURE 11 may vary. In various embodiments of the Traffic Shaping Analysis Procedure,
features or operations illustrated in the specific example embodiment of FIGURE 11 may be omitted. Additionally, in
various embodiments of the Traffic Shaping Analysis Procedure, features or operations illustrated in the specific example
embodiment of FIGURE 11 may be performed in an order different than is shown.
[0274] To address the issue of violating minimum bandwidth rate guarantees (e.g., under overload conditions), in at
least one embodiment, a second instance of a virtual SQF scheduler may be maintained. The first instance may operate
on packets which may be "within the min rate" of its service flow. The second SQF scheduler may see all (or selected
ones of) other packets. To distinguish the "under-the-min-rate" and/or "over-the-min-rate" packets, various hardware
and/or hardware and software may be used, such as for example using Policers provided as hardware accelerators
within CPP to mark the packets differently depending on whether the packet may be in or out, for example, one or more
configured Policer profiles.
[0275] In at least one embodiment, virtual SQF techniques may be enhanced as follows.

1 Another set of counters Rc(i,j) (e.g., each associated with a selected bonding group and selected QAM) may be
maintained to track the traffic that may be under the min-rate. Additional data and/or counters Qc(j) (e.g., each
associated with a selected QAM) may be maintained to keep track of cumulative traffic of all (or selected ones of)
flows which may be under min-rate of those flows on the selected QAM.
2 If a packet is marked as a "min rate" packet, then the (virtual) SQF selects the QAM with, for example, the smallest
value of Qc(j) and may updates Rc(i,j) and/or R(i,j), as well as Q(j) and/or Qc(j). If a packet is marked as an "excess
rate" packet, then the (virtual) SQF selects the QAM(j) with, for example, the smallest value of Q(j) and may update
R(i,j) and/or Q(j) only.

[0276] In at least one embodiment, a Qc(j) value may represent committed channel traffic data associated with providing
a guaranteed bandwidth rate associated with a given channel. For example, in some embodiments, committed channel
traffic data Qc(j) may represent, for example, an aggregate value of bandwidth that may be scheduled for transmission
on a particular QAM(j) (e.g., during one or more time interval(s)) that has been classified/categorized as YELLOW-type
traffic.
[0277] Thus, in at least one embodiment, R(i,j) may represent a total measured traffic load associated with Bonding
Group BG(i) on QAM(j) under this emulated SQF, while Rc(i,j) may represents the load only due to "min-rate" traffic.
Also note that it may at least sometimes be the case that 

[0278] In some embodiments, if incoming traffic may not be causing congestion, then it may be the case that Q(j) <
Q (e.g., the QAM bandwidth). Under that condition, bandwidth may be allocated based only on R(i,j) and still meet the
min-rate commitment, if for example it is assumed that R(i,j) is greater than or equal to the committed rate of BG(i).
[0279] However in some embodiments if the incoming traffic may be causing congestion, the measured load per QAM
may exceed the QAM bandwidth. In that case, the bandwidth may need to be allocated first based on Rc(i,j). The
remaining bandwidth per QAM may be distributed, for example, in proportion to the demand R(i,j) - Rc(i,j), which may
indicate non-committed traffic.
[0280] Additionally, when the total QAM bandwidth may be over-loaded while one or more of the Bonding Groups may
not be fully using their minimum rate guarantees, (while other BGs do utilize their minimum rate guarantees). As discussed
herein, those BG which do not utilize their minimum rates may be allocated a larger bandwidth than their current demand
up to its minimum rate guarantee.
[0281] For example, if the bandwidth allocation (e.g., the measured minimum bandwidth plus the excess bandwidth)
may be such that the total allocation of bandwidth to all (or selected ones of) BGs may be at least as high as the minimum
bandwidth guarantee of each BG, then no further steps may be desirable. If, however, for some bonding groups the
allocation may be below their minimal rate guarantees, then one can consider adding additional allocation to those
groups up to the minimal bandwidth guarantee. It may preferably be noted that it may be possible that such added
bandwidth allocation may not be added without making the allocation infeasible. In such cases, in some embodiments,
the BG may be given only as much allocation as would not violate the feasibility of the solution. In some such cases,
one or more BGs may get only their actual minimum bandwidth + excess allocation bandwidth). In other embodiments,
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different techniques may be possible and/or desirable.
[0282] Returning to FIGURE 11, a packet may be received 1102. In at least one embodiment, the packet is received
at a network component (e.g., a CMTS, a traffic shaping manager device, a network processor, etc.) in the head end of
a shared access network.
[0283] When a packet is received 1102, the received packet may be analyzed 1104 to determine information related
to traffic shaping. In some embodiments, a service flow associated with the received packet may be determined or
identified (e.g., via a service flow identifier associated with the received packet). Additionally, a Service Flow Bandwidth
(BW) Usage Rate associated with the identified Service Flow may be determined. For example, a Service Flow Bandwidth
(BW) Usage Rate may be determined by receiving one or more configuration values (e.g., stored in a data structure
and/or memory location). A Service Flow BW Usage Rate may be representative of an allocated and/or current BW
usage rate associated with a given service flow (e.g., as measured over one or more time periods.)
[0284] As discussed herein, a given service flow may be associated with one or more QoS parameters. For example,
in some embodiments, a given service flow may be associated with a maximum rate service flow parameter that may
define, for example, the maximum bandwidth rate permitted to that service flow. Similarly, a given service flow may be
associated with a minimum guaranteed rate that may define, for example, the minimum rate of bandwidth always (or
nearly always) available to that service flow.
[0285] In at least one embodiment, traffic (e.g., associated with a given service flow) which may be categorized/clas-
sified as being associated with (and/or a member of) the OVER MAX RATE CLASSIFICATION/CATEGORY may be
referred to as "RED-type" traffic. Similarly, traffic which may be categorized/classified as being associated with (and/or
a member of) the BETWEEN MAX AND MIN RATE CLASSIFICATION/CATEGORY may be referred to as "GREEN-
type" traffic. Further, traffic which may be categorized/classified as being associated with (and/or a member of) the
UNDER MIN RATE CLASSIFICATION/CATEGORY may be referred to as "YELLOW-type" traffic.
[0286] According to various embodiments, classification and/or categorization related to Service Flow BW Usage
Rates may be performed at one or more different network components, which may include, but are not limited to, one
or more of the following (or combinations thereof):

• A CMTS (e.g., CMTS 200).
• A traffic shaping manager device (e.g., Traffic Shaping Manager 890).
• A network processor (e.g., a CPP).
• Etc.

[0287] According to various embodiments, classification and/or categorization related to Service Flow BW Usage
Rates may be determined by one or more devices/systems (e.g., CMTS, Traffic Shaping Device, etc.) using various
types of information. In some embodiments, the actual bandwidth associated with a service flow may be determined,
for example by tracking the number and size of packets associated with a given service flow over one or more specified
time intervals. A determination may be made as to whether a service flow has exceeded the maximum bandwidth
associated with the service flow, for example, by then determining whether the actual bandwidth exceeds the maximum
bandwidth value. Similarly, a determination may be made as to whether a service flow has exceeded the minimum
bandwidth associated with the service flow. For example, a rate of traffic on a service flow may be determined in software
or hardware (e.g., by a policer).
[0288] In one or more embodiments, classification and/or category information relating to Service Flow BW Usage
Rates may be conveyed via one or more status flags. In some embodiments, for example, the status flag may be set
by the device where the determination is made. In some embodiments, the status flag may include one or more bits or
bytes associated with the received packet. According to various embodiments, possible locations of the status flag in
the received packet may include, but are not limited to, one or more of the following (or combinations thereof):

• One or more data structures.
• The header of the received packet.
• Metadata associated with the received packet.
• Etc.

[0289] At 1106 it is assumed that the received packet is associated with a RED-type classification/category. In this
case, the received packet may be ignored (1106). In some embodiments, if the received packet is ignored, then it may
be ignored for purposes of further processing by the Traffic Shaping Analysis Procedure and/or forwarded to a different
device or procedure for further processing. In different embodiments, if the received packet is ignored, then it may be
dropped entirely and not processed further.
[0290] At 1106 it is assumed that the received packet is associated with a GREEN-type classification/category. In this
case, one or more traffic shaping procedure(s) using traffic shaping data relating to GREEN-type traffic and YELLOW-
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type traffic may be initiated. For example, one or more operations (e.g., 906-916) related a Traffic Shaping Analysis
Procedure may be initiated. In various embodiments various operations related to traffic shaping may be initiated.
[0291] At 1108 it is assumed that the received packet is associated with a YELLOW-type classification/category. In
this case, one or more traffic shaping procedure(s) using traffic shaping data relating to GREEN-type traffic and YELLOW-
type traffic may be initiated. For example, one or more operations (e.g., 906-916) related a Traffic Shaping Analysis
Procedure may be initiated. In various embodiments various operations related to traffic shaping may be initiated. In
some embodiments, the traffic shaping data used at 1108 may relate only to GREEN-type traffic and YELLOW-type traffic.
[0292] At 1110 it is assumed that the received packet is associated with a YELLOW-type classification/category. In
this case, one or more traffic shaping procedure(s) using traffic shaping data relating to YELLOW-type traffic may be
initiated. For example, one or more operations (e.g., 906-916) related a Traffic Shaping Analysis Procedure may be
initiated. In various embodiments various operations related to traffic shaping may be initiated. In some embodiments,
the traffic shaping data used at 1110 may relate only to YELLOW-type traffic.
[0293] FIGURE 12 shows an example embodiment of a Traffic Shaping Adjustment Procedure B 1200 in accordance
with a specific embodiment. In some embodiments, the Traffic Shaping Adjustment Procedure may adjust one or more
traffic shaping parameters and/or values for the purpose of traffic shaping. For example, in some embodiments, the
output of the Traffic Shaping Analysis Procedure may include one or more traffic shaping rates and/or other types of
traffic shaping data associated with for one or more different service flow(s), Bonding Group(s), communication chan-
nel(s), etc. According to various embodiments, the input of the Traffic Shaping Adjustment Procedure may include various
types of traffic shaping data and/or other types of network traffic information. For example, in some embodiments, the
Traffic Shaping Adjustment Procedure 1200 may utilize various types of information or data generated by Traffic Shaping
Analysis Procedure 1100 and/or may utilize various types of traffic shaping data (or portions thereof) such as that
illustrated and described with respect to Figures 13B-H.
[0294] In at least one embodiment, a Traffic Shaping Adjustment Procedure may be implemented by and/or utilized
in conjunction with a traffic shaping device, such as, for example, Traffic Shaping Manager 890 of FIGURE 8B. In at
least one embodiment, at least a portion of Traffic Shaping Adjustment Procedure 1200 may be initiated and/or imple-
mented by one or more systems, devices, and/or controllers such as, for example, a CMTS (e.g., CMTS 200) (or
components thereof), Traffic Shaping Manager 890, etc. In at least one embodiment, at least a portion of Traffic Shaping
Adjustment Procedure 1200 may be initiated and/or implemented by a network processor, which includes appropriately
configured hardware and/or hardware and software. According to different embodiments, one such network processor
may be, for example, a specifically configured processor for implementing various types of CMTS-related functionality
such as, for example, a Cisco Packet Processor (CPP), available from Cisco Systems, San Jose, California.
[0295] It will be appreciated that one or more different threads or instances of a Traffic Shaping Adjustment Procedure
1200 may be implemented concurrently on one or more processors. Additionally, in a least one embodiment, one or
more separate threads or instances of the Traffic Shaping Adjustment Procedure 1200 may be initiated and/or executed
concurrently with one or more threads or instances of the Traffic Shaping Analysis Procedure(s) described herein.
[0296] In at least one embodiment, one or more different threads or instances of a Traffic Shaping Adjustment Procedure
may be initiated at periodic intervals (e.g., at regular periodic intervals, at irregular periodic intervals, upon termination
of one or more different threads or instances of a Traffic Shaping Adjustment Procedure, etc.). For example, in some
embodiments one or more different threads or instances of a Traffic Shaping Adjustment Procedure may be initiated at
a regular periodic interval between .5 seconds and 5 seconds (e.g., every 1 second). In some embodiments, one or
more users may configure one or more intervals at which one or more different threads or instances of a Traffic Shaping
Adjustment Procedure may be initiated. According to different embodiments, one or more different threads or instances
of a Traffic Shaping Adjustment Procedure may be initiated in response to one or more conditions or events which
satisfies minimum threshold criteria for triggering a Traffic Shaping Adjustment Procedure, which may include, but are
not limited to, one or more of the following (or combinations thereof):

• One or more time-related events/conditions.
• One or more event(s)/condition(s) relating to the termination and/or initiation of one or more threads or instances

of one or more Traffic Shaping Analysis Procedures and/or Traffic Shaping Adjustment Procedures
• One or more network load related events/conditions.
• One or more event(s)/condition(s) relating to receipt or detection of a signal (e.g., a signal sent by a CMTS, a signal

sent by a traffic shaping device, etc.).
• Receipt of a packet or other type of data parcel.
• One or more event(s)/condition(s) relating to boot up and/or shutdown of software (e.g., of an operating system, of

an interface, of other software, etc.)
• One or more event(s)/condition(s) relating to boot up and/or shutdown of hardware (e.g., a CMTS, a traffic shaping

device, a network node, etc.).
• Etc.
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[0297] According to different embodiments, one or more different threads or instances of a Traffic Shaping Adjustment
Procedure may be initiated upon demand (e.g., by a network administrator, by a CMTS, by a network processor, by a
traffic shaping manager, by a network node, by a cable modem, etc.). According to different embodiments, one or more
different threads or instances of Traffic Shaping Adjustment Procedure may be triggered or implemented manually,
automatically, statically, dynamically, concurrently, or some combination thereof.
[0298] In this specific example embodiment of FIGURE 12, it is assumed that the Traffic Shaping Adjustment Procedure
1200 is implemented at a network processor which includes appropriate hardware and/or hardware and software for
implementing various types of traffic shaping management operations such as, for example, performing traffic shaping
adjustments, calculating various types of traffic shaping rates, etc. Different embodiments of the Traffic Shaping Adjust-
ment Procedure (not shown), may include features or operations in addition to those illustrated in the specific example
embodiment of FIGURE 12. In different embodiments of the Traffic Shaping Adjustment Procedure (not shown), features
or operations in addition to those illustrated in the specific example embodiment of FIGURE 12 may vary. In different
embodiments of the Traffic Shaping Adjustment Procedure (not shown), features or operations illustrated in the specific
example embodiment of FIGURE 12 may be omitted. Additionally, various actions and/or operations relating to one or
more embodiments of the Traffic Shaping Adjustment Procedure may be performed in an order different than is shown
in the example of FIGURE 12.
[0299] FIGURE 12 illustrates a specific example embodiment of a Traffic Shaping Adjustment Procedure in which
more than one instance or embodiment of a traffic shaping data structure (e.g., the specific example embodiment of a
Traffic Shaping Data Structure illustrated in FIGURE 13B) is utilized. In the specific example embodiment of FIGURE
12, at least one embodiment of a traffic shaping data structure that is limited to packets associated with service flows
that have been classified as not exceeding the minimum committed bandwidth associated with those service flows is
utilized. In the specific example embodiment of FIGURE 12, at least one embodiment of a traffic shaping data structure
that is limited to packets associated with service flows that have been classified as not exceeding the minimum committed
bandwidth associated with those service flows is utilized. Utilizing more than one instance or embodiment of a Traffic
Shaping Data Structure may, for example, assist in determining one or more adjusted traffic shaping values in such a
way that one or more service flows is provided with at least enough bandwidth so as to meet the minimum committed
bandwidth associated with the one or more service flows.
[0300] At 1201 a first QAM(j) may be selected for traffic shaping adjustment processing. According to different em-
bodiments, various different types or criteria and/or selection algorithms may be used for determining the first and/or
next QAM(j) to be selected for traffic shaping adjustment processing. For example, in one embodiment, QAM(s) may
be selected sequentially. In some embodiments, a selection of the particular QAM may be based, at least in part, on the
unique channel number associated with each respective QAM.
[0301] At 1202 the Qc(j) value associated with the selected QAM may be identified or determined.
[0302] At 1204, committed traffic shaping differential data Ec(j) may be calculated or determined for the selected QAM.
In some embodiments, committed traffic shaping differential data Ec(j) may be calculated or determined based upon
data associated with YELLOW-type traffic, as described above. In various embodiments, traffic shaping differential data
Ec(j) may be calculated or determined based upon data associated only with YELLOW-type traffic. In at least one
embodiment, the committed traffic shaping differential data Ec(j) may be representative of the difference between the
bandwidth capacity BWQ(j) associated with the selected QAM and the current Qc(j) value associated with the selected
QAM. For example, in one embodiment, committed traffic shaping differential data Ec(j) may represent a remaining
amount of available bandwidth available on QAM(j) after taking into account the committed traffic shaping bandwidth
(e.g., Qc(j) value) which has already been allocated on that particular QAM (e.g., during any given time interval). In some
embodiments, committed traffic shaping differential data Ec(j) may be a value that represents and/or is related to a
difference between a bandwidth capacity value (e.g., BWQ(j)), and the Qc(j) value.
[0303] In the specific example embodiment of FIGURE 12, it is assumed that the Ec(j) value may be calculated
according to the equation: 

where the variable (j) represents an identifier associated with a selected QAM(j).
[0304] As illustrated at 1206, channel bandwidth capacity value BWQ(j) data may be updated. In some embodiments,
BWQ(j) data may be updated using Ec(j) data associated with the selected QAM. In one or more embodiments, the
BWQ(j) data may be associated with GREEN-type traffic and YELLOW-type traffic. In various embodiments, BWQ(j)
data may be stored in various ways, such as for example in one or more temporary data structure(s), hardware and/or
hardware and software counter(s), data field(s), processor(s), memory location(s), etc. In at least one embodiment,
BWQ(j) data may be updated by, for example, writing data to a specific location where it is stored.
[0305] As illustrated at 1208, a determination is made as to whether to implement operations 1201-1208. In at least
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one embodiment, one or more of operations 1201-1208 may be implemented if at least one QAM identified for traffic
shaping has not yet been selected (e.g., at 1201) in one or more threads or instances of Traffic Shaping Adjustment
Procedure B 1200. It will be appreciated that in some embodiments one or more operations related to traffic shaping
may not be performed for one or more selected and/or identified QAM(s). In various embodiments, various criteria may
be used to determine whether to implement operations 1201-1212.
[0306] In at least one embodiment, as is illustrated at 1210, one or more operations associated with a Traffic Shaping
Adjustment Procedure (e.g., Traffic Shaping Adjustment Procedure A 1000), may be initiated. In at least one embodiment,
one or more operations associated with a Traffic Shaping Adjustment Procedure A may be initiated for traffic shaping
data associated with GREEN-type and YELLOW-type traffic. For example, one or more operations associated with
Traffic Shaping Adjustment Procedure A may be initiated for selected data after BWQ(j) portions of that data have been
updated.
[0307] FIGURE 14 shows a representation of a portion of cable network configured in accordance with a specific
embodiment. The example cable network configuration 1400 illustrates a specific example configuration of a cable
network wherein each Bonding Group (e.g., 1412, 1414) is associated with a respective group of QAMs. An "X" in the
example cable network configuration 1400 indicates that, in this specific example embodiment, a particular Bonding
Group (herein referred to as BG) is configured to communicate via use of one or more associated QAM(s).
[0308] For example, in the specific example embodiment of the cable network configuration illustrated at 1400, it is
assumed that Bonding Group BG(1) 1412 includes QAM(1) 1402 and QAM(2) 1404, and that Bonding Group BG(2)
1414 includes QAM(2) 1404 and QAM(3) 1406. In other embodiments (not shown), different combinations of Bonding
Groups may be associated with different combinations of QAMs.
[0309] FIGURE 15 shows a portion of a CMTS configured in accordance with a specific embodiment. In at least one
embodiment, one or more components illustrated in FIGURE 15 may be implemented in, for example, in one or more
network processors (e.g., a Cisco Packet Processor CPP). In at least one embodiment, one or more different components
illustrated in FIGURE 15 may represent different operations performed at one or more of the same physical components,
such as for example operations performed within one or more network processors. In a some embodiments, one or
more different components illustrated in FIGURE 15 may represent operations performed at one or more different physical
components.
[0310] Network portion 1500 may be configured or designed to perform one or more operations and/or procedures
related to network processing and/or traffic shaping. For example, in some embodiments network portion 1500 may be
operable to perform "lightweight" techniques for dynamic and/or real time computation of traffic shaping rates in a "Pull"
model of traffic shaping.
[0311] Some embodiments may relate to shaping traffic while providing one or more minimum guaranteed bandwidth
rates. It is anticipated that there may be a need or desire to tradeoff the level of utilization such techniques can provide
and/or the ability to strictly guarantee minimum rates. However, in at least one embodiment, the various hybrid push-
pull techniques described herein provide somewhat more complex techniques that address this issue. Such techniques
may be especially useful, for example, when traffic in individual Bonding Groups may not be assumed to be very highly
aggregated, and hence may, for example, vary significantly over relatively short time scales.
[0312] Various example embodiments described herein may be written with hierarchical scheduling in mind. One or
more CMTS(s), line card(s) and/or network processor(s) may allow for two scheduling stages, and/or have built-in flow
control per scheduling node. However, other embodiments may be in general implemented as various scheduling hier-
archies with flow control between one or more nodes.
[0313] In at least one embodiment, one or more operations performed by network portion 1500 address the issue of
underutilized bandwidth without affecting min-rate guarantees (e.g., minimum bandwidth guarantees associated with
one or more service flows). In some embodiments, network processing performed by network portion 1500 may be
implemented in two stages. For example, the example embodiment of network portion 1500 is designed or configured
with a first stage of processing 1530 and a second stage of processing 1550. In some embodiments, one or more
operations associated with the first stage of processing 1530 and one or more operations associated with the second
stage of processing 1550 are performed at different physical components (e.g., different processors) of a CMTS and/or
different network processor(s). Alternatively, one or more operations in the first stage of processing 1530 and in the
second stage of processing 1550 may be performed in the same physical component of a CMTS and/or same network
processor. Further, the division of stages in network portion 1500 is an example embodiment, and in different various
embodiments various components could be illustrated in different stages than as shown in FIGURE 15.
[0314] The first stage may be a "Push" scheduler. All (or selected ones of) the service flows associated with a given
Bonding Group may be placed under a single Bonding Group BLT (e.g., a single Schedule). This BLT may be shaped
at the maximum possible bandwidth associated with the Bonding Group. In some embodiments the maximum bandwidth
rate of the BLT may be equal to the total sum of the bitrates of all (or selected ones of) the QAMs it is associated with.
[0315] In the specific example embodiment of FIGURE 15, it is assumed that the cable network associated with network
portion 1500 is configured as illustrated in the specific example embodiment of a cable network configuration shown in
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FIGURE 14. As is illustrated in the specific example embodiment of a cable network configuration 1400, Bonding Group
BG(1) is associated with QAM(1) and QAM(2), and Bonding Group BG(2) is associated with QAM(2) and QAM(3).
[0316] At 1502a, a service flow is illustrated according to a specific embodiment. As discussed elsewhere, a Bonding
Group may refer to an identified set of upstream or downstream channels among which packets associated with one or
more service flows may be distributed. In the example embodiment of network portion 1500, packets associated with
service flows 1502a and 1502b may be distributed among QAMs associated with Bonding Group BG(1). Similarly,
packets associated with service flows 1502c and 1502d may be distributed among QAMs associated with Bonding Group
BG(2). It will be appreciated that this example embodiment is simplified for purposes of illustration, and that in some
embodiments one or more Bonding Groups may be associated with many different service flows.
[0317] At 1512, a BG(1) Traffic Shaping Scheduler is illustrated according to a specific embodiment. In the specific
example embodiment of FIGURE 15, one or more packet scheduling operations related to Bonding Group BG(1) may
be performed at BG(1) Traffic Shaping Scheduler 1512. For example, the BG(1) Traffic Shaping Scheduler may select
and/or determine the order in which to schedule for transport packets associated with service flows associated with
Bonding Group BG(1).
[0318] According to various embodiments, the BG(1) Traffic Shaping Scheduler may select and/or determine packets
for scheduling according to one or more QoS parameters, such as for example according to one or more of (and/or
combinations thereof): traffic priority, excess weight, min-rates, max-rates, etc. For example, in one embodiment BG(1)
Traffic Shaping Scheduler may determine and/or select packets for scheduling so as to ensure that each (or substantially
all) of the service flows associated with Bonding Group BG(1) can operate at least the min-rates associated with those
service flows. Additionally, the BG(1) Traffic Shaping Scheduler may cause one or more packets to be transported to a
further stage of processing (e.g., Stage 1 Root Level Scheduler 1520).
[0319] In at least one embodiment, BG(1) Traffic Scheduler 1512 may be associated with a maximum bandwidth rate
value. According to different embodiments, a maximum bandwidth rate value associated with BG(1) Traffic Scheduler
1512 may be based on the aggregated maximum bandwidth of the one or more QAM(s) associated with BG(1). In at
least one embodiment, the maximum bandwidth rate associated with BG(1) may be determined and/or adjusted by one
or more Flow Control 1534 operations in association with, for example, the second stage of processing 1550. In the
specific example embodiment of FIGURE 15, a BLT (e.g., a schedule) for transmitting packets associated with the one
or more service flows associated with BG(1) may be determined at BG(1) Scheduler 1512 in accordance with the
maximum bandwidth rate value.
[0320] At 1520, a Stage 1 Root Level Scheduler device is illustrated according to a specific embodiment. In the specific
example embodiment of FIGURE 15, the Stage 1 Root Level Scheduler is configured to aggregate traffic from multiple
schedulers (e.g., BG(1) Traffic Shaping Scheduler 1512 and BG(2) Traffic Shaping Scheduler 1514). Thus, in at least
one embodiment, Stage 1 Root Level Scheduler 1520 may be operable to schedule packets from one or more bonding
groups.
[0321] According to various embodiments, the Stage 1 Root Level Scheduler may select and/or determine packets
for scheduling according to one or more QoS parameters, such as for example according to one or more of (and/or
combinations thereof): traffic priority, excess weight, min-rates, max-rates, etc. For example, in one embodiment Stage
1 Root Level Scheduler may determine and/or select packets for scheduling so as to ensure that each (or substantially
all) of the service flows associated with packets scheduled by Stage 1 Root Level Scheduler can operate at least the
min-rates associated with those service flows. Additionally, the Stage 1 Root Level Scheduler may cause one or more
packets to be transported to a further stage of processing (e.g., Traffic Shaping Manager 1560).
[0322] At 1550, a second stage of processing is illustrated according to a specific embodiment. In one or more em-
bodiments, the second stage may be implemented using a "Pull Scheduler". In some embodiments, each QAM may be
represented as a BLT (e.g., a schedule). Each Bonding Group associated with a given QAM may have an entry in the
QAM BLT. According to various embodiments, the packets shaped out of the Push scheduler may be fed back to the
CPP and/or may be eventually enqueued into the "Pull scheduler". Since a Bonding Group may be composed of multiple
QAMs, a Bonding Group may have multiple potential entries in the second stage (e.g., one for each QAM it is associated
with).
[0323] At 1560, a Traffic Shaping Manager is illustrated according to a specific embodiments. In one or more embod-
iments, Traffic Shaping Manager 1560 may be located outside of box 1550 and/or within box 1530. In at least one
embodiment, Traffic Shaping Manager 1560 may be operable to perform one or more functions related to traffic shaping,
such as for example enqueuing packets in one or more BG queues (e.g., 1562, 1564, 1566, 1568, etc.). For example,
the Traffic Shaping Manager may receive a given packet from a different component and/or processing stage (e.g. Stage
1 Root Level Scheduler) and schedule the packet for transport on a QAM.. Additionally, the Traffic Shaping Manager
may select and/or determine a queue on which to schedule the given packet. For example, the Traffic Shaping Manager
may select and/or determine the shortest (or nearly shortest) queue associated with the Bonding Group on which packets
associated with the service flow associated with the packet are operable to be sent. For example, if a given packet is to
be sent via Bonding Group BG(1), Traffic Shaping Manager 1560 may determine and/or select the shortest queue of
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the set of BG(1) Queue 1562 and BG(1) Queue 1564. In some embodiments, selecting the shortest of the eligible queue
may result in, for example, emulating SQF at the pull scheduler level, which may keep QAM usage balanced or sub-
stantially balanced.
[0324] At 1562, a Queue for BG(1) is illustrated according to a specific embodiment. In the specific embodiment of
network portion 1500, BG(1) Queue 1562 represents a number of bytes associated with packet(s) scheduled to be
transported on QAM(1) and associated with respective service flows associated with Bonding Group BG(1). In some
embodiments, one or more second stage BG queues (e.g., 1562, 1564, 1566, 1568, etc.) may be kept short by the use
of flow control to reduce the reordering and/or order restoration latency, as is discussed below.
[0325] In one or more embodiments, when a packet enters the second stage of processing (e.g., is received back in
the network processor), the Processing Element (e.g., network processor) enqueues the packet into one of the corre-
sponding empty bonding group entries of the QAM scheduler with the shortest (or nearly shortest) queue length. According
to various embodiments, the queue with the shortest queue length may be the queue with the fewest bytes enqueued
therein, the fewest packets enqueued therein, or some other measure of size. Thus, in at least one embodiment, the
push scheduler may enqueue the packets only when there is a room in one of the queues of the pull scheduler, and/or
it chooses the QAM with most shallow queue of the given Bonding Group in which to put the packet.
[0326] At 1534, a Flow Control assertion in accordance with a specific embodiment. In at least one embodiment, if all
(or selected ones of) the possible entries for a Bonding Group may be full, one or more Flow-Control assertions may be
transmitted to the Bonding Group Scheduler in the Push stage. In one or more embodiments, one or more Flow-Control
assertions may include one or more instructions related to one or more of the following (and/or combinations thereof):
disabling traffic flow, enabling traffic flow, etc. In at least one embodiment, one or more Flow-Control assertions may be
related to one or more Traffic Shaping Schedulers associated with one or more of the following (and/or combinations
thereof): a specific Bonding Group, a selected set of Bonding Groups, all of the Bonding Groups, etc.
[0327] Since the service flows may be aggregated per Bonding Group, a given packet sent out of the Push scheduler
may be selected by considering all (or selected ones of) the QoS attributes, such as, for example, one or more of the
following (and/or combinations thereof): min-rate, max-rate, excess weight and/or relative priority. As mentioned above,
in some embodiments the max-rate of the push scheduler may be set to the max-possible rate the Bonding Group can
achieve. This may allow the Bonding Group to reach its maximum bandwidth, for example when the second stage
scheduler may not be applying back-pressure by sensing excess traffic in the overlapping Bonding Groups. Thus, in
some embodiments, when max rates may not be limiting the rate of a bonding group, this combination acts as a "Work
Conserving" scheduler.
[0328] In one or more embodiments, the second stage scheduler distributes the Bonding Groups packets into individual
QAMs. Thus one or more packets sent out, for example, of a network processor (e.g., CPP) may be already scheduled
for transport via respective QAMs. In some embodiments, the packets send to, for example, a Media Access Control
("MAC") level processor (e.g., a JIB) may be forwarded to the designated QAM directly, bypassing one or more scheduling
component(s) (e.g., SQF).
[0329] In one or more embodiments, the QAM scheduler in the Pull stage may be shaped at the QAM bit rate (e.g.,
40 Mbps). The per QAM schedule in the second stage may allow the traffic from a Bonding Group to be distributed
across all (or selected ones of) the QAMs it is associated with. For efficient bandwidth utilization, the second stage may
in some embodiments guarantee the min-rate of all (or selected ones of) the flows and/or may at the same time distribute
the excess bandwidth fairly. In order to meet the min-rate criteria, the total of the min-rate associated with all (or selected
ones of) the flows across a given bonding group may, for example, be distributed across all (or selected ones of) the
possible scheduling entries for the given bonding group. Various techniques described herein may be used to calculate
or determine, for example, C(i,j) to distribute the min-rates. In some embodiments, C(i,j) may represent the bandwidth
reserved for BG(j) from QAM(i). In some embodiments, distributing the min-rate across one or more QAM(s) queues
ensures that the second stage scheduler may guarantee the min-rate commitment of the respective service flows.
[0330] According to various embodiments, the pull scheduler may be a hierarchical scheduler with individual service
flows aggregated into a Bonding Groups (e.g. CPP HIST scheduler). In at least one embodiment, the Push scheduler
may be a WFQ scheduler with an entry per bonding group aggregated into QAM entries. Flow control may be used to
limit packet reordering under overload.
[0331] At 1574, a QAM(2) Scheduler is illustrated according to a specific embodiment. In at least one embodiment, a
QAM Scheduler may be operable to schedule for transport on a given QAM packets enqueued on respective BG Queues
associated with that QAM. According to various embodiments, QAM(2) Scheduler may select and/or determine packets
for scheduling according to various traffic shaping techniques (e.g., WFQ, SQF, etc.). As is illustrated in the specific
example embodiment of FIGURE 15, each QAM may be associated with one or more Bonding Groups. For example,
in the specific example embodiment of FIGURE 15, QAM(2) is associated with both Bonding Group BG(1) and BG(2).
In this specific example embodiment, QAM(2) scheduler may be operable to schedule packets associated with BG(1)
Queue 1562 and BG(2) Queue 1566. One or more QAM(2) schedulers may use various techniques to schedule packets
from different QAM(s), such as for example WFQ techniques, round robin techniques, etc.
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[0332] At 1580, a Stage 2 Root Level Scheduler device is illustrated according to a specific embodiment. In at least
one embodiment, a Stage 2 Root Level Scheduler device may transport packets from one or more QAM schedulers to
one or more devices (e.g. packet scheduler/transmitter 820) for transmission on one or more QAMs. In at least one
embodiment, packets transported to a packet scheduler/transmitter may already be scheduled for transmission on a
specific QAM in a specific order. Thus, one or more packets may bypass further processing (e.g., SQF) that one or more
packet scheduler/transmitter(s) may be operable to perform. Alternately, one or more packet scheduler/transmitter(s)
may perform further processing of the packets.
[0333] In some embodiments, having a finite min-rate per bonding group per QAM entry in the second stage may
ensures that the packet enqueued may be drained in a finite time. For example if a min-rate entry (B(i,j)) above may be
1 Mbps, then a 1500 byte packet may be drained within 12 milliseconds (e.g., if the respective queue is served only at
its min rate), or faster. In some embodiments, a finite min-rate per Bonding Group per QAM entry may be implemented
without affecting the packet latency and/or ordering. In one or more embodiments, packets received for the same service
flow may get spread across QAM queues.
[0334] DOCSIS 3.0 may limit one or more time intervals associated with packet reordering (e.g., to 3 milliseconds).
Hence, in some embodiments, to guarantee that reordering latency is limited to a given time interval (e.g., 3 milliseconds)
in the worst case, the minimum value of C(i,j) may [be] defined as a specific value and/or a range of values (e.g., 4
Mbps). In some embodiments, the queue depth of the BLT (e.g., schedule) entry may be limited to a given size (e.g., a
single MTU size (e.g., 1500 bytes)). In some embodiments, for larger values of C(i,j), the buffer size may be increased
(e.g., proportionally or substantially proportionally to C(i,j)).
[0335] In some embodiments, one or more Bonding Groups may not have a min-rate flow associated therewith. In
one or more embodiments, the value of B(i,j) for all (or selected ones of) the QAM entries may be zero. In some
embodiments, B(i,j) may represent the bandwidth reserved for BG(j) from QAM(i). Hence, if a given QAM may be fully
loaded with min-rate traffic, one or more packets enqueued in a given queue could stay there indefinitely, resulting in,
for example, relatively high latency and/or out-of order window. Thus, a minimum value of B(i,j) may be assigned even
if no explicit minimum rate may be associated with the respective Bonding Group. Assigning a minimum value of B(i,j)
may affect the amount of reservable bandwidth per Bonding Group. In one or more embodiments, the implicit min-rate
components may be applied for each (or selected) QAM the Bonding Group may be associated with. According to various
embodiments, if there multiple Bonding Groups have no min-rate flows, then each of those Bonding Groups may require
the implicit min-rate component per QAM. In general, if there may be "m" bonding groups with no min-rate flows each
spanning "n" QAMs, the amount of reservable bandwidth lost may be calculated and/or determined according to the
expression: 

[0336] In one or more embodiments, if one or more operations related to flow control are not implemented between
the Push and/or the Pull scheduler, the queues corresponding to the same BG in different QAMs may build up in the
case of an overload condition. It is anticipated that a substantial reordering may occur if these queues are be allowed
to grow large, or that packet loss may occur if these queues are made shallow. In some embodiments the queues in the
Push scheduler may be kept sufficiently shallow, and/or flow control may be asserted on the BG entry in the Push
scheduler when all (or selected ones of) queues of this BG become full, which may help to avoid either of these problems.
[0337] As stated herein, one or more traffic shaping techniques may be implemented using an HQF-based scheduler
(e.g., CPP). In one or more embodiments, a back-pressure mechanism may be desirable to ensure flow control between
stages during, for example, congestion conditions. Other commercially available schedulers incorporating general traffic
shaping techniques (e.g., HQF) with the capability of shaping scheduling nodes to their maximum rates may also be
used to implement this scheme.
[0338] In one or more embodiments, the incoming packets may be processed by one or more network processor(s)
and/or may not remain indefinitely. In some embodiments, before allowing a Bonding Group scheduler in the Push stage
to send a packet, one or more flow control mechanism(s) may ensure that there may be room in at least one of the
eligible queues in the Pull stage. If all (or selected ones of) the eligible queues in the Pull stage may be full, a flow control
may be asserted back to the Bonding Group scheduler in the push stage. Similarly if there may be room in at least one
of the eligible queues, the flow control may be de-asserted. In some embodiments, a PPE may be used to, for example,
sense the queue size and/or toggle the flow control. In one or more embodiments, flow control may be asserted only
when all (or selected ones of) the eligible queues in the Pull stage are full, and/or flow control may be de-asserted when
there may be space in at least one of the queues in the Pull scheduler for this BG has space in it. There may be a finite
latency between sensing that there may be a room in one of the queues, and/or de-asserting the flow control. This
latency may impact the overall latency of the packet, as well as the duration of window with out-of-order packets. However,
one or more traffic shaping techniques described herein may keep the latency to acceptable levels.
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[0339] FIGURE 16A shows an example embodiment of a Traffic Shaping Procedure C 1600 in accordance with a
specific embodiment. In some embodiments, one or more threads or instances Traffic Shaping Procedure C may be
implemented to perform one or more functions related to traffic shaping. For example, one or more threads or instances
of Traffic Shaping Procedure C may perform functions which may include, but are not limited to, monitoring traffic,
scheduling traffic for transmission on one or more channels, updating traffic shaping values associated with one or more
QAM(s) and/or Bonding Groups, etc. (and/or combinations thereof).
[0340] In at least one embodiment, Traffic Shaping Procedure C may be implemented by a CMTS configured for two
stage traffic shaping (e.g., hybrid push-pull). For example, one or more instances or embodiments of Traffic Shaping
Procedure C may be implemented by the example embodiment of a network portion illustrated in FIGURE 15. In some
embodiments, one or more two-stage (e.g., push-pull) scheduler technique(s) offers efficient bandwidth utilization. Since
a given Bonding Group may not be shaped at a pre-determined rate, for example, in one or more embodiments sporadic
surges in bandwidth demands may be handled efficiently. The min-rate allocation at the second stage may ensure the
bandwidth commitment for the min-rate flows. According to various embodiments, additional queue entries per Bonding
Group per QAM may be used to ensure fairness among the flows spanning Bonding Groups. Additionally, one or more
techniques described herein may provide the ability to maintain high utilization and/or min rate guarantees in the presence
of dynamically changing rates of bonding groups.
[0341] In at least one embodiment, at least a portion of a Traffic Shaping Procedure C may be initiated and/or imple-
mented by one or more systems, devices, and/or controllers such as, for example, a Traffic Shaping Manager (e.g.,
Traffic Shaping Manager 1560). In some embodiments, at least a portion of a Traffic Shaping Procedure may be initiated
and/or implemented by one or more systems, devices, and/or controllers in a shared access network (e.g., a CMTS in
a cable network). In some embodiments, at least a portion of a Traffic Shaping Procedure may be initiated and/or
implemented by a network processor which has been configured or designed to include appropriate hardware and/or
hardware and software for implementing or initiating aspects of the Traffic Shaping Procedure. One such network
processor may be, for example, a Cisco Packet Processor (herein referred to as CPP), available from Cisco Systems,
Inc. of San Jose, California.
[0342] In some embodiments, one or more different threads or instances of a Traffic Shaping Procedure may be
implemented concurrently on one or more processors. In at least one embodiment, one or more different threads or
instances of a Traffic Shaping Procedure may be initiated at periodic intervals (e.g., at regular periodic intervals, at
irregular periodic intervals, upon termination of one or more different threads or instances of a Traffic Shaping Procedure,
etc.). In some embodiments, one or more different threads or instances of a Traffic Shaping Procedure may be initiated
in response to one or more conditions and/or events which satisfies minimum threshold criteria for triggering a Traffic
Shaping Procedure. For example, one or more separate threads or instances of a Traffic Shaping Procedure may be
initiated in response to receiving a packet. In one or more embodiments, one or more separate threads or instances of
a Traffic Shaping Procedure may be initiated for each (or selected) Service Flow(s) and/or Bonding Group(s).
[0343] In some embodiments, one or more different threads or instances of a Traffic Shaping Procedure may be
initiated upon demand (e.g., by a network operator, by a CMTS, by a network processor, by a traffic shaping manager,
by a network node, by a cable modem, by a Bonding Group, etc.). According to various embodiments, one or more
different threads or instances of Traffic Shaping Procedure may be triggered and/or implemented manually, automatically,
statically, dynamically, concurrently, and/or some combination thereof.
[0344] According to various embodiments, multiple concurrent threads or instances of Traffic Shaping Procedure C
may be implemented concurrently for different BG(i)s. Additionally, a single thread or instance of Traffic Shaping Pro-
cedure C may shape traffic for multiple Bonding Groups (e.g., by cycling through Bonding Groups).
[0345] For purposes of illustration, a specific example embodiment of a Traffic Shaping Procedure will be described
by way of example with respect to FIGURE 16A.
[0346] As illustrated in the example embodiment of FIGURE 16A, it is assumed that the Traffic Shaping Procedure C
is implemented at a network processor which includes appropriate hardware and/or hardware and software for traffic
shaping analysis. Different embodiments of the Traffic Shaping Procedure (not shown), may include one or more features
or operations in addition to those illustrated in the specific example embodiment of FIGURE 16A. In various embodiments
of the Traffic Shaping Procedure, one or more features or operations illustrated in the specific example embodiment of
FIGURE 16A may vary. In various embodiments of the Traffic Shaping Procedure, features or operations illustrated in
the specific example embodiment of FIGURE 16A may be omitted. Additionally, in various embodiments of the Traffic
Shaping Procedure, features or operations illustrated in the specific example embodiment of FIGURE 16A may be
performed in an order different than is shown.
[0347] At 1602 a packet may be received. In at least one embodiment, the packet is received at a network component
(e.g., a CMTS, a network processor, etc.) in the head end of a shared access network.
[0348] At 1604, a specific Bonding Group (BG(i)) associated with the received packet may be identified. According to
various embodiments, a variety of different techniques may be used for identifying the specific Bonding Group associated
with the received packet, such as, for example, one or more of the following (or combinations thereof):
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• Using an IP address associated with the received packet (e.g., the destination IP address, etc.).
• Using information associated with the received packet (e.g., data in the packet header, data in the packet payload,

metadata associated with the packet, etc.).
• Using information stored in one or more data structures.
• Using one or more values from a network device (e.g., a CMTS, a traffic shaping manager device, memory, etc.).
• Etc.

[0349] As illustrated at 1606, the set of one or more QAM(s) associated with the identified Bonding Group may be
identified. For example, referring again to the specific example embodiment of FIGURE 15, if it is assumed that Bonding
Group BG(1) is selected for analysis, then the set of QAM(s) identified at 1606 may correspond to QAM(1) and QAM(2).
Similarly, if it is assumed that Bonding Group BG(2) is selected for analysis, then the set of QAM(s) identified at 1606
may correspond to QAM(2) and QAM(3).
[0350] According to various embodiments, various techniques may be used for identifying the particular set of QAM(s)
associated with a given Bonding Group. Examples of such techniques may include, but are not limited to, one or more
of the following (or combinations thereof):

• Receiving one or more values from one or more network component(s) (e.g., a traffic shaping manager, CMTS, etc.).
• Accessing network topology information and/or other types of information which may be stored at one or more

memories or data structures.
• Analyzing configuration information (e.g., from a data structure, from a network configuration, etc.).
• Analyzing hardware and/or hardware and software configuration information (e.g., identifying one or more busses

on which packets may be sent, identifying one or more paths through which packets may be routed, etc.).
• Etc.

[0351] As illustrated at 1608, the set of one or more traffic shaping queues and/or other types of data structures
associated with the identified set of QAM(s) and associated with the selected Bonding Group may be identified. For
example, referring again to the specific example embodiment of FIGURE 15, if it is assumed that Bonding Group BG(1)
is selected for analysis, then the set of queues identified at 1608 may correspond to Bonding Group BG(1) Queue 1562
and Bonding Group BG(1) Queue 1564. Similarly, if it is assumed that Bonding Group BG(2) is selected for analysis,
then the set of queues identified at 1608 may correspond to Bonding Group BG(2) Queue 1566 and Bonding Group
BG(2) Queue 1568.
[0352] According to various embodiments, various techniques may be used for identifying the particular set of queues
and/or other types of data structures associated with a given Bonding Group. Examples of such techniques may include,
but are not limited to, one or more of the following (or combinations thereof):

• Receiving one or more values from one or more network component(s) (e.g., a traffic shaping manager, CMTS, etc.).
• Accessing network topology information and/or other types of information which may be stored at one or more

memories or data structures.
• Analyzing configuration information (e.g., from a data structure, from a network configuration, etc.).
• Analyzing hardware and/or hardware and software configuration information (e.g., identifying one or more busses

on which packets may be sent, identifying one or more paths through which packets may be routed, etc.).
• Etc.

[0353] As illustrated at 1610 according to a specific embodiment, a determination is made as to whether all the identified
queues are full. In at least one embodiment, one or more of queues (e.g., BG(1) Queue 1562) and/or other types of data
structures may be associated with a one or more size parameters. For example, a given queue may be associated with
a size parameter that specifies one or more values related to a maximum number of packets and/or a maximum packet
size that may be associated with the queue. For example, in the example embodiment of FIGURE 15, if it is assumed
that BG(1) is identified, then at 1610 a determination would be made as to whether both BG(1) Queue 1562 and BG(1)
Queue 1564 are full. According to various embodiments, one or more queues and/or other types of data structures may
share one or more common size parameter(s). Additionally, each or selected queues (and/or other types of data struc-
tures) may be associated with one or more different size parameter(s).
[0354] At 1612 it is assumed that all the identified traffic shaping queues and/or other types of data structures are full.
In one or more embodiments, as illustrated at 1612 one or more operation(s) for asserting flow control for the identified
BG(i) may be initiated. For example, one or more operations may be initiated for temporarily disabling output from one
or more schedulers in the first processing stage associated with the identified BG(i) may be initiated. According to various
embodiments, one or more operations for temporarily disabling output may be initiated by transmitting, for example, a
flow control assertion from one or more components (e.g., Traffic Shaping Manager 1560) associated with the second
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stage of processing to one or more components (e.g. BG(1) Scheduler 1512) associated with the first stage of processing.
[0355] At 1614, the received packet is held in a stage 1 queue for the identified BG(1). For example, in the specific
example embodiment illustrated in FIGURE 15, if it is assumed that the received packet is associated with BG(1), the
received packet may be held in a queue associated with BG(1) Traffic Shaping Scheduler 1512. In some embodiments,
information related to the packet may be held in various data structure(s) and/or queues located in hardware and/or
hardware and software. According to various embodiments, the received packet may be held in various ways, such as
for example in a separate queue dedicated to packets held when flow control is asserted.
[0356] At 1616 it is assumed that one or more of the identified traffic shaping queues and/or other types of data
structures is not full. As illustrated in the specific example embodiment of FIGURE 16A, at 1616 a queue (e.g., Queue
1562 for BG(1)) is selected from the identified queues. For example, in at least one embodiment the shortest queue is
selected. The shortest queue may be the queue with the smallest number of packets enqueued, the queue with the
smallest number of bytes enqueued, the queue with the greatest excess capacity, etc. According to different embodiments,
various techniques may be used for selecting a queue from the set of identified queues, such as for example comparing
some measure of queue size with a threshold value, selecting a queue with excess capacity, etc.
[0357] At 1618, the received packet is enqueued in the identified queue. Various techniques may be used for enqueing
the received packet in the identified queue. For example, information relating to the packet may be stored in one or more
hardware and/or hardware and software locations (e.g., memory location(s), buffer(s), data structure(s), etc.). In the
specific example embodiment illustrated in FIGURE 15, if it is assumed that the received packet is associated with BG(1),
then the received packet may be enqueued in, for example, Queue 1562 for BG(1), Queue 1564 for BG(1), etc.
[0358] FIGURE 16B shows an example embodiment of a Queue Flow Control Procedure 1650 in accordance with a
specific embodiment. In some embodiments, one or more threads or instances Queue Flow Control Procedure may be
implemented to perform one or more functions related to traffic shaping. For example, one or more threads or instances
of Queue Flow Control Procedure may perform functions which may include, but are not limited to, monitoring traffic,
scheduling traffic for transmission on one or more channels, updating traffic shaping values associated with one or more
QAM(s) and/or Bonding Groups, etc. (and/or combinations thereof).
[0359] In at least one embodiment, Queue Flow Control Procedure may be implemented by a CMTS configured for
two stage traffic shaping (e.g., hybrid push-pull). For example, one or more instances or embodiments of Queue Flow
Control Procedure may be implemented by the example embodiment of a network portion illustrated in FIGURE 15. In
some embodiments, one or more two-stage (e.g., push-pull) scheduler technique(s) offers efficient bandwidth utilization.
Since a given Bonding Group may not be shaped at a pre-determined rate, for example, in one or more embodiments
sporadic surges in bandwidth demands may be handled efficiently. The min-rate allocation at the second stage may
ensure the bandwidth commitment for the min-rate flows. According to various embodiments, additional queue entries
per Bonding Group per QAM may be used to ensure fairness among the flows spanning Bonding Groups. Additionally,
one or more techniques described herein may provide the ability to maintain high utilization and/or min rate guarantees
in the presence of dynamically changing rates of bonding groups.
[0360] In at least one embodiment, at least a portion of a Queue Flow Control Procedure may be initiated and/or
implemented by one or more systems, devices, and/or controllers such as, for example, a Traffic Shaping Manager (e.g.,
Traffic Shaping Manager 1560). In some embodiments, at least a portion of a Queue Flow Control Procedure may be
initiated and/or implemented by one or more systems, devices, and/or controllers in a shared access network (e.g., a
CMTS in a cable network). In some embodiments, at least a portion of a Queue Flow Control Procedure may be initiated
and/or implemented by a network processor which has been configured or designed to include appropriate hardware
and/or hardware and software for implementing or initiating aspects of the Queue Flow Control Procedure. One such
network processor may be, for example, a Cisco Packet Processor (herein referred to as CPP), available from Cisco
Systems, Inc. of San Jose, California.
[0361] In some embodiments, one or more different threads or instances of a Queue Flow Control Procedure may be
implemented concurrently on one or more processors. In at least one embodiment, one or more different threads or
instances of a Queue Flow Control Procedure may be initiated at periodic intervals (e.g., at regular periodic intervals,
at irregular periodic intervals, upon termination of one or more different threads or instances of a Queue Flow Control
Procedure, etc.). In some embodiments, one or more different threads or instances of a Queue Flow Control Procedure
may be initiated in response to one or more conditions and/or events which satisfies minimum threshold criteria for
triggering a Queue Flow Control Procedure. For example, one or more separate threads or instances of a Queue Flow
Control Procedure may be initiated in response to one or more events and/or operations related to dequeuing, draining,
and/or removing one or more packets from a queue. In one or more embodiments, one or more separate threads or
instances of a Queue Flow Control Procedure may be initiated for each (or selected) queue(s), QAM(s), and/or Bonding
Group(s).
[0362] In some embodiments, one or more different threads or instances of a Queue Flow Control Procedure may be
initiated upon demand (e.g., by a network operator, by a CMTS, by a network processor, by a traffic shaping manager,
by a network node, by a cable modem, by a Bonding Group, etc.). According to various embodiments, one or more
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different threads or instances of Queue Flow Control Procedure may be triggered and/or implemented manually, auto-
matically, statically, dynamically, concurrently, and/or some combination thereof.
[0363] For purposes of illustration, a specific example embodiment of a Queue Flow Control Procedure will be described
by way of example with respect to FIGURE 16B.
[0364] As illustrated in the example embodiment of FIGURE 16B, it is assumed that the Queue Flow Control Procedure
is implemented at a network processor which includes appropriate hardware and/or hardware and software for traffic
shaping analysis. Different embodiments of the Queue Flow Control Procedure (not shown), may include one or more
features or operations in addition to those illustrated in the specific example embodiment of FIGURE 16B. In various
embodiments of the Queue Flow Control Procedure, one or more features or operations illustrated in the specific example
embodiment of FIGURE 16B may vary. In various embodiments of the Queue Flow Control Procedure, features or
operations illustrated in the specific example embodiment of FIGURE 16B may be omitted. Additionally, in various
embodiments of the Queue Flow Control Procedure, features or operations illustrated in the specific example embodiment
of FIGURE 16B may be performed in a different order than is shown.
[0365] At 1652, a packet dequeue event in a QAM queue is detected. In at least one embodiment, a packet dequeue
event may include a packet being dequeued from a queue (e.g., Queue 1562 for BG(1), Queue 1568 for BG(2), etc.).
For example, a packet dequeue event may include a packet removed from a queue for purposes of scheduling and/or
transmission. In one or more embodiments, a packet dequeue event may be detected and/or determined by one or more
network devices (e.g., a CMTS, a network processor, etc.). In at least one embodiment, a packet dequeue event may
indicate that a queue now has additional capacity. For example, a queue that may have been identified as "full" (e.g.,
at operation 1610) may be identified after a dequeue event as "not full."
[0366] At 1654, a specific QAM queue associated with the dequeue event may be identified. According to various
embodiments, a variety of different techniques may be used for identifying the specific QAM queue associated with the
dequeue event, such as, for example, one or more of the following (or combinations thereof):

• Using information associated with the detection of the dequeue event.
• Using information stored in one or more data structures.
• Using one or more values from a network device (e.g., a CMTS, a traffic shaping manager device, memory, etc.).
• Using information associated with the received packet (e.g., data in the packet header, data in the packet payload,

metadata associated with the packet, etc.).
• Etc.

[0367] At 1656, a specific Bonding Group BG(i) associated with the identified QAM queue may be identified. According
to various embodiments, a variety of different techniques may be used for identifying the specific BG associated with
the QAM queue, such as, for example, one or more of the following (or combinations thereof):

• Using information stored in one or more data structures (e.g., configuration information).
• Using one or more values from a network device (e.g., a CMTS, a traffic shaping manager device, memory, etc.).
• Using an IP address associated with the received packet (e.g., the destination IP address, etc.).
• Using information associated with the received packet (e.g., data in the packet header, data in the packet payload,

metadata associated with the packet, etc.).
• Etc.

[0368] At 1658, a determination is made as to whether flow control is currently asserted for the identified Bonding
Group. In at least one embodiment, determining whether flow control is currently asserted may involve, for example,
using information and/or configuration data from one or more data structure(s) and/or memory location(s).
[0369] At 1660 it is assumed that flow control is currently asserted for the identified BG(i). In one or more embodiments,
as illustrated at 1660, one or more operation(s) for deasserting flow control for the identified BG(i) may be initiated. For
example, one or more operations may be initiated for enabling output from one or more schedulers in the first processing
stage associated with the identified BG(i) may be initiated. According to various embodiments, one or more operations
for enabling output may be initiated by transmitting, for example, information related to flow control deassertion from
one or more components (e.g., Traffic Shaping Manager 1560) associated with the second stage of processing to one
or more components (e.g. BG(1) Scheduler 1512) associated with the first stage of processing.
[0370] At 1662, a determination is made as to whether one or more packet(s) associated with the identified BG(i) are
on hold. In at least one embodiment, one or more packet(s) may be on hold in the first stage of processing. For example,
a packet may be on hold due to flow control asserted in the first stage of processing (e.g., at operation 1612). In at least
one embodiment, determining whether one or more packet(s) is on hold may involve, for example, using information
and/or traffic data from one or more data structure(s) and/or memory location(s). For example, a determination may be
made as to whether one or more queue(s), buffer(s), etc. associated with the first stage of processing contains any
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packets (e.g., one or more packet(s) associated with the identified BG(i)).
[0371] At 1664 it is assumed that one or more packet(s) is on hold in the first stage of processing. As illustrated in the
specific example embodiment of FIGURE 16A, at 1664, one or more packet(s) identified as on hold may be enqueued
in a queue in the second stage. In the specific example embodiment illustrated in FIGURE 15, if it is assumed that the
received packet is associated with BG(1), then one or more packet(s) may be enqueued in, for example, Queue 1562
for BG(1), Queue 1564 for BG(1), etc.
[0372] In at least one embodiment, one or more packet(s) is enqueued in the queue associated with the dequeue
event. If it is assumed that the dequeue event is associated with, for example, Queue 1562 for BG(1), then one or more
packet(s) may be enqueued in Queue 1562. Various techniques may be used for enqueing the received packet in the
identified queue. For example, information relating to the packet may be stored in one or more hardware and/or hardware
and software locations (e.g., memory location(s), buffer(s), data structure(s), etc.).
[0373] According to various embodiments, the various traffic shaping terms, expressions, variables and/or concepts
disclosed herein may be described via the use of different types of phrases and/or text descriptions. For example, in at
least one embodiment, various traffic shaping terms, expressions, variables and/or concepts disclosed herein may be
described and/or referenced using one or more of the different example expressions and/or example text descriptions
illustrated in Table 1 below.

[0374] It will be appreciated that, in at least some embodiments, other types of phrases and/or text descriptions (e.g.,
other than those explicitly recited in Table 1) may also be used to describe one or more of the various traffic shaping
terms, expressions, variables and/or concepts disclosed herein.
[0375] Various techniques discussed in this document may provide practical solutions to scheduling Bonding Group
traffic. As described herein, some embodiments may be based on shaping the bonding group bandwidth. However, it
is anticipated that some techniques for traffic scheduling may require a compromise between underutilization and one
or more min-rate guarantees. In some embodiments, this risk may be minimized by adopting a hybrid approach, where
a smaller fraction of inactive min-rate bandwidth may be pre-allocated. Also, in some embodiments, the shaping of the
Bonding Groups may be based on the assumption that the offered load on a Bonding Group may be stable. This may

TABLE 1

Example Expression Example of Text Description

Q(j) First selected channel traffic usage information

First selected channel traffic usage value

BG(i) First channel group

QAM(j) Communication channel

R(i,j) First channel group traffic usage information

First channel-group traffic usage value

E(j) First channel traffic delta information

First channel traffic delta value

E(i,j) First channel group delta information

First channel group delta value

BW allocated to BG (e.g., 1362) First channel group traffic shaping rate data

BWQ(j) Channel bandwidth capacity value
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be a fair assumption for the Cable network deployment. A typical Bonding Group may be deployed with several hundred
subscribers. The average traffic load may be assumed to be fairly stable for a large number. Also with the increasing
usage of applications such as, for example, one or more of the following (and/or combinations thereof): video and/or
large file downloads, a single modem may be likely to encounter large steady stream of data spanning several minutes
to few hours. In at least one embodiment, this may result in the overall load on a Bonding Group being fairly stable and/or
consistent.
[0376] Although illustrative embodiments and applications of the various embodiments described herein are shown
and described herein, many variations and modifications are possible which remain within the concept, and scope of
the disclosed embodiments, and these variations would become clear to those of ordinary skill in the art after perusal
of this application. Moreover, in at least some embodiments, various procedural operations such as those described
herein may be implemented in alternative order and/or may be omitted. Accordingly, the example embodiments described
herein are to be considered as illustrative and not restrictive, and the various embodiments are not to be limited to the
details given herein, but may be modified within the scope and equivalents of the appended claims.

Claims

1. A method for managing traffic flow for transport over a plurality of communication channels (840a-840g) on a shared
access cable network, the method comprising:

receiving a first packet, the first packet having associated therewith a first set of characteristics, the first set of
characteristics comprising a first service flow identifier representing a first service flow associated with the first
packet, the first packet having a first packed size value associated therewith, the first packet size value repre-
senting a size of the first packet or of a first portion thereof;
identifying, using at least a portion of the first set of characteristics, a first channel group associated with the
first service flow from a plurality of channel groups (812, 814, 816), the first channel group comprising a plurality
of communication channels which have been allocated for use in transporting data traffic associated with the
first service flow, wherein at least one of the plurality of communications channels is also included within a
second channel group;
managing traffic flow associated with the first channel group, wherein the managing of the traffic flow associated
with the first channel group includes:

determining first packet size value data;
selecting, using a first set of selection criteria, a first selected channel of the first channel group; and
updating, using at least a portion of the first packet size value data, a first selected channel traffic usage
value (1382) representing an amount of total traffic allocated for transport over the first selected channel
during a first time interval.

2. The method of claim 1 wherein each of the communication channels of the first channel group has associated
therewith a respective channel traffic usage value, wherein a channel traffic usage value for a particular communi-
cation channel represents an amount of total traffic allocated for transport over the particular channel during the first
time interval; and wherein the first set of selection criteria includes criteria for identifying and selecting, from the first
channel group, a specific communication channel having associated therewith a lowest or smallest channel traffic
usage value as of a given time T.

3. The method of claim 1 further comprising:
updating, using the packet size value data, a first channel-group traffic usage value (1362-1366) representing an
amount of first channel group traffic allocated for transport over the first selected channel during a second time
interval, wherein the first channel group traffic includes traffic that is associated with communication channels of the
first channel group.

4. The method of claim 1 further comprising:

updating, using the packet size value data, a first channel-group traffic usage value (1362-1366) representing
an amount of first channel group traffic allocated for transport over the first selected channel during a second
time interval, wherein the first channel group traffic includes traffic that is associated with communication chan-
nels of the first channel group; and
wherein the updating comprises determining an aggregate of channel traffic usage values that are associated
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with the plurality of communication channels of the first channel group.

5. The method of claim 1 wherein the first selected channel has associated therewith a first channel bandwidth capacity
value (1380) representing a maximum amount of traffic that the first selected channel is operable to transport in a
given time period T, the method further comprising one of:-

a) identifying a first set of channel groups, wherein each channel group of the first set of channel groups includes
the first selected channel;
determining, for the first selected channel, a first channel traffic delta value (1384) representing a difference
between the first channel bandwidth capacity value and the first selected channel traffic usage value;
determining, using the first channel traffic delta value, a first channel group delta value representing an amount
of excess or available bandwidth of the first selected channel to be allocated for use in transporting traffic flows
associated with the first set of channel groups; and
wherein the determining of the first channel group delta value includes determining a first portion of the excess
or available bandwidth of the first selected channel to be allocated for use in transporting traffic flows associated
with a first channel group of the first set of channel groups; or
b) identifying a first set of channel groups, wherein each channel group of the first set of channel groups includes
the first selected channel;
determining, for the first selected channel, a first channel traffic delta value (1384) representing a difference
between the first channel bandwidth capacity value and the first selected channel traffic usage value;
determining, using the first channel traffic delta value, a first channel group delta value representing an amount
of excess or available bandwidth of the first selected channel to be allocated for use in transporting traffic flows
associated with the first set of channel groups;
updating, using the first channel group delta value, a first channel group traffic usage value representing an
amount of first channel group traffic allocated for transport over the first selected channel, wherein the first
channel group traffic includes traffic that is associated with communication channels of the first channel group;
and
determining, using the first channel group traffic usage value, first channel group traffic shaping rate data
representing an amount of bandwidth allocated for transport of packets associated with service flows associated
with the first channel group; or
c) wherein each of the communication channels of the first channel group has associated therewith a respective
channel group traffic usage value (1372-1376), wherein a channel group traffic usage value for a particular
communication channel represents an amount of first channel group traffic allocated for transport over the
particular communication channel, the method further comprising:

identifying a first set of channel groups, wherein each channel group of the first set of channel groups
includes the first selected channel;
determining, for the first selected channel, a first channel traffic delta value representing a difference between
the first channel bandwidth capacity value and the first selected channel traffic usage value;
determining, using the first channel traffic delta value, a first channel group delta value representing an
amount of excess or available bandwidth of the first selected channel to be allocated for use in transporting
traffic flows associated with the first set of channel groups;
updating, using the first channel group delta value, a first channel group traffic usage value representing
an amount of first channel group traffic allocated for transport over the first selected channel, wherein the
first channel group traffic includes traffic that is associated with communication channels of the first channel
group;
determining, using the first channel group traffic usage value, first channel group traffic shaping rate data
representing an amount of bandwidth allocated for transport of packets associated with service flows as-
sociated with the first channel group; and
wherein the determining of the first channel group traffic shaping rate data includes calculating a summation
of channel group traffic usage values associated with the first channel group.

6. The method of claim 1 wherein the shared access cable network is configured as a Hybrid Fiber Coax, HFC, cable
network that is compatible with a Data-Over-Cable Service Interface Specification, DOCSIS, communication protocol;
wherein the method is implemented at a Cable Modem Termination System, CMTS, of the shared access cable
network; wherein the first channel group corresponds to a DOCSIS channel bonding group in accordance with the
DOCSIS communication protocol; and
wherein the plurality of communication channels are downstream communication channels operable to transport
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traffic from the head end of a cable network to one or more cable modems.

7. The method of claim 1 wherein the updating of the first selected channel traffic usage value includes generating an
updated value for the first selected channel traffic usage value by adding the packet size value to the first selected
channel traffic usage value.

8. The method of claim 1, wherein the first channel group has associated therewith a first plurality of queues, wherein
each of the plurality of communication channels has associated therewith at least one respective queue of the first
plurality of queues, wherein each of the first plurality of queues has associated therewith a respective available
queue capacity value representing an amount of total memory which is available for use by a given queue of the
first plurality of queues;
and wherein the managing of the traffic flow associated with the first channel group includes:

determining whether each of the queues associated with the first channel group and associated with the first
communication channel has exceeded, during a first time interval, threshold criteria associated with its respective
queue; and
initiating at least one operation for suspending or disabling, during a second time interval, traffic flow associated
with the first channel group in response to detecting that each of the queues associated with the first channel
group has exceeded its associated threshold criteria.

9. The method of claim 8 wherein the at least one operation for suspending or disabling of traffic flow associated with
the first channel group includes prohibiting at least one packet from being enqueued in any of the first plurality of
queues during the second time interval.

10. The method of claim 8 further comprising:

identifying, using a first set of criteria, a first queue from the first plurality of queues, wherein the first set of
criteria includes criteria for identifying and selecting, from the first plurality of queues, a specific queue having
associated therewith a largest available queue capacity value as of a given time T; and
initiating at least one operation for enqueuing the received packet in the first queue.

11. The method of claim 8 wherein the shared access cable network is configured as a Hybrid Fiber Coax, HFC, cable
network that is compatible with a Data-Over-Cable Service Interface Specification, DOCSIS, communication protocol;
wherein the method is implemented at a Cable Modem Termination System, CMTS, of the shared access cable
network; and wherein the first channel group corresponds to a DOCSIS channel bonding group in accordance with
the DOCSIS communication protocol.

12. A system for managing traffic flow for transport over a plurality of communication channels on a shared access cable
network, the system comprising: at least one processor;
at least one interface operable to provide a communication link to at least one network device; and
memory; the system being operable to perform a method according to any preceding claim.

Patentansprüche

1. Verfahren zum Verwalten von Verkehrsfluss für den Transport über eine Mehrzahl von Kommunikationskanälen
(840a-840g) auf einem gemeinsamen Zugangskabelnetzwerk, wobei das Verfahren Folgendes beinhaltet:

Empfangen eines ersten Pakets, wobei mit dem ersten Paket ein erster Satz von Charakteristiken assoziiert
ist, wobei der erste Satz von Charakteristiken einen ersten Service-Fluss-Identifikator umfasst, der einen mit
dem ersten Paket assoziierten ersten Service-Fluss repräsentiert, wobei mit dem ersten Paket ein erster pa-
ketierter Größenwert assoziert ist, wobei der erste Paketgrößenwert eine Größe des ersten Pakets oder eines
ersten Teils davon repräsentiert;
Identifizieren, mit wenigstens einem Teil des ersten Satzes von Charakteristiken, einer ersten Kanalgruppe,
die mit dem ersten Service-Fluss assoziiert ist, aus einer Mehrzahl von Kanalgruppen (812, 814, 816), wobei
die erste Kanalgruppe eine Mehrzahl von Kommunikationskanälen umfasst, die zur Verwendung beim Trans-
portieren von mit dem ersten Service-Fluss assoziiertem Datenverkehr zugeordnet wird, wobei wenigstens
einer aus der Mehrzahl von Kommunikationskanälen auch in einer zweiten Kanalgruppe enthalten ist;
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Verwalten von mit der ersten Kanalgruppe assoziiertem Verkehrsfluss, wobei das Verwalten des mit der ersten
Kanalgruppe assoziierten Verkehrsflusses Folgendes beinhaltet:

Bestimmen von ersten Paketgrößenwertdaten;
Auswählen, mit einem ersten Satz von Auswahlkriterien, eines ersten ausgewählten Kanals der ersten
Kanalgruppe; und
Aktualisieren, mit wenigstens einem Teil der ersten Paketgrößenwertdaten, eines ersten gewählten Kanal-
verkehrgebrauchswertes (1382), der eine Menge an Gesamtverkehr repräsentiert, die für den Transport
über den ersten gewählten Kanal während eines ersten Zeitintervalls zugeordnet ist.

2. Verfahren nach Anspruch 1, wobei mit jedem der Kommunikationskanäle des ersten Kanals ein jeweiliger Kanal-
verkehrsgebrauchswert assoziiert ist, wobei ein Kanalverkehrsgebrauchswert für einen bestimmten Kommunikati-
onskanal eine Menge an für den Transport über den bestimmten Kanal zugeordnetem Gesamtverkehr während
des ersten Zeitintervalls repräsentiert;
und wobei der erste Satz von Auswahlkriterien Kriterien zum Identifizieren und Auswählen, aus der ersten Kanal-
gruppe, eines spezifischen Kommunikationskanals beinhaltet, mit dem ein niedrigster oder kleinster Kanalverkehrs-
gebrauchswert ab einem gegebenen Zeitpunkt T assoziiert ist.

3. Verfahren nach Anspruch 1, das ferner Folgendes beinhaltet:
Aktualisieren, mit den Paketgrößenwertdaten, eines ersten Kanalgruppenverkehrsgebrauchswertes (1362-1366),
der eine Menge an für Transport über den ersten gewählten Kanal zugeordnetem erstem Kanalgruppenverkehr
während eines zweiten Zeitintervalls repräsentiert, wobei der erste Kanalgruppenverkehr Verkehr beinhaltet, der
mit Kommunikationskanälen der ersten Kanalgruppe assoziiert ist.

4. Verfahren nach Anspruch 1, das ferner Folgendes beinhaltet:

Aktualisieren, mit den Paketgrößenwertdaten, eines ersten Kanalgruppenverkehrsgebrauchswertes
(1362-1366), der eine Menge an für den Transport über den ersten gewählten Kanal zugeordnetem erstem
Kanalgruppenverkehr während eines zweiten Zeitintervalls repräsentiert, wobei der erste Kanalgruppenverkehr
Verkehr beinhaltet, der mit Kommunikationskanälen der ersten Kanalgruppe assoziiert ist; und
wobei das Aktualisieren das Bestimmen eines Aggregats von Kanalverkehrsgebrauchswerten beinhaltet, die
mit den mehreren Kommunikationskanälen der ersten Kanalgruppe assoziiert sind.

5. Verfahren nach Anspruch 1, wobei mit dem ersten gewählten Kanal ein erster Kanalbandbreitenkapazitätswert
(1380) assoziiert ist, der eine maximale Verkehrsmenge repräsentiert, die der erste gewählte Kanal in einer gege-
benen Zeitperiode T transportieren soll, wobei das Verfahren ferner eines der Folgenden beinhaltet:

a) Identifizieren eines ersten Satzes von Kanalgruppen, wobei jede Kanalgruppe des ersten Satzes von Kan-
algruppen den ersten gewählten Kanal beinhaltet;
Bestimmen, für den ersten gewählten Kanal, eines ersten Kanalverkehrsdeltawertes (1384), der eine Differenz
zwischen dem ersten Kanalbandbreitenkapazitätswert und dem ersten gewählten Kanalverkehrsgebrauchswert
repräsentiert;
Bestimmen, anhand des ersten Kanalverkehrsdeltawertes, eines ersten Kanalgruppendeltawertes, der eine
Menge an überschüssiger oder verfügbarer Bandbreite des ersten gewählten Kanals zum Zuordnen für den
Gebrauch beim Transportieren von mit dem ersten Satz von Kanalgruppen assoziierten Verkehrsflüssen re-
präsentiert; und
wobei das Bestimmen des ersten Kanalgruppendeltawertes das Bestimmen eines ersten Teils der überschüs-
sigen oder verfügbaren Bandbreite des ersten gewählten Kanals zur Zuordnung zur Verwendung beim Trans-
portieren von mit einer ersten Kanalgruppe des ersten Satzes von Kanalgruppen assoziierten Verkehrsflüssen
beinhaltet; oder
b) Identifizieren eines ersten Satzes von Kanalgruppen, wobei jede Kanalgruppe des ersten Satzes von Kan-
algruppen den ersten gewählten Kanal beinhaltet;
Bestimmen, für den ersten gewählten Kanal, eines ersten Kanalverkehrsdeltawertes (1384), der eine Differenz
zwischen dem ersten Kanalbandbreitenkapazitätswert und dem ersten gewählten Kanalverkehrsgebrauchswert
repräsentiert;
Bestimmen, anhand des ersten Kanalverkehrsdeltawertes, eines ersten Kanalgruppendeltawertes, der eine
Menge an überschüssiger oder verfügbarer Bandbreite des ersten gewählten Kanals zur Zuordnung für den
Gebrauch beim Transportieren von mit dem ersten Satz von Kanalgruppen assoziierten Verkehrsflüssen re-
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präsentiert;
Aktualisieren, anhand des ersten Kanalgruppendeltawertes, eines ersten Kanalgruppenverkehrsgebrauchs-
wertes, der eine Menge an für den Transport über den ersten gewählten Kanal zugeordnetem erstem Kanal-
gruppenverkehr repräsentiert, wobei der erste Kanalgruppenverkehr Verkehr beinhaltet, der mit Kommunika-
tionskanälen der ersten Kanalgruppe assoziiert ist; und
Bestimmen, anhand des ersten Kanalgruppenverkehrsgebrauchswertes, von ersten Kanalgruppenverkehrs-
formungsratendaten, die eine Menge an für den Transport von Paketen zugeordneter Bandbreite repräsentieren,
die mit mit der ersten Kanalgruppe assoziierten Service-Flüssen assoziiert sind; oder
c) wobei mit jedem der Kommunikationskanäle der ersten Kanalgruppe ein jeweiliger Kanalgruppenverkehrs-
gebrauchswert (1372-1376) assoziiert ist, wobei ein Kanalgruppenverkehrsgebrauchswert für einen bestimmten
Kommunikationskanal eine Menge an für den Transport über den bestimmten Kommunikationskanal zugeord-
netem erstem Kanalgruppenverkehr repräsentiert, wobei das Verfahren ferner Folgendes beinhaltet:

Identifizieren eines ersten Satzes von Kanalgruppen, wobei jede Kanalgruppe des ersten Satzes von Ka-
nalgruppen den ersten gewählten Kanal beinhaltet;
Bestimmen, für den ersten gewählten Kanal, eines ersten Kanalverkehrsdeltawertes, der eine Differenz
zwischen dem ersten Kanalbandbreitenkapazitätswert und dem ersten gewählten Kanalverkehrsge-
brauchswert repräsentiert;
Bestimmen, anhand des ersten Kanalverkehrsdeltawertes, eines ersten Kanalgruppendeltawertes, der eine
Menge an überschüssiger oder verfügbarer Bandbreite des ersten gewählten Kanals zur Zuordnung für
den Gebrauch beim Transportieren von mit dem ersten Satz von Kanalgruppen assoziierten Verkehrsflüs-
sen repräsentiert;
Aktualisieren, anhand des ersten Kanalgruppendeltawertes, eines ersten Kanalgruppenverkehrsge-
brauchswertes, der eine Menge an für den Transport über den ersten gewählten Kanal zugeordnetem
erstem Kanalgruppenverkehr repräsentiert, wobei der erste Kanalgruppenverkehr mit Kommunikationska-
nälen der ersten Kanalgruppe assoziierten Verkehr beinhaltet;
Bestimmen, anhand des ersten Kanalgruppenverkehrsgebrauchswertes, von ersten Kanalgruppenver-
kehrsformungsratendaten, die eine Menge an für den Transport von Paketen zugeordneter Bandbreite
repräsentieren, die mit mit der ersten Kanalgruppe assoziierten Service-Flüssen assoziiert sind; und
wobei das Bestimmen der ersten Kanalgruppenverkehrsformungsratendaten das Berechnen einer Sum-
mierung von mit der ersten Kanalgruppe assoziierten Kanalgruppenverkehrsgebrauchswerten beinhaltet.

6. Verfahren nach Anspruch 1, wobei das gemeinsame Zugangskabelnetz als ein HFC-(Hybrid Fiber Coax)-Kabel-
netzwerk konfiguriert ist, das mit einem DOCSIS-(Data-Over-Cable Service Interface Specification)-Kommunikati-
onsprotokoll kompatibel ist;
wobei das Verfahren an einem CMTS (Cable Modem Termination System) des gemeinsamen Zugangskabelnetz-
werks implementiert wird;
wobei die erste Kanalgruppe einer DOCSIS-Kanal-Bonding-Gruppe gemäß dem DOCSIS-Kommunikationsprotokoll
entspricht; und
wobei die Mehrzahl von Kommunikationskanälen Downstream-Kommunikationskanäle zum Transportieren von
Verkehr vom Headend eines Kabelnetzes zu einem oder mehreren Kabelmodemen sind.

7. Verfahren nach Anspruch 1, wobei das Aktualisieren des ersten gewählten Kabelverkehrsgebrauchswertes das
Erzeugen eines aktualisierten Wertes für den ersten gewählten Kanalverkehrsgebrauchswert durch Addieren des
Paketgrößenwertes zum ersten gewählten Kanalverkehrsgebrauchswert beinhaltet.

8. Verfahren nach Anspruch 1, wobei mit der ersten Kanalgruppe eine erste Mehrzahl von Warteschlangen assoziiert
ist, wobei mit jedem aus der Mehrzahl von Kommunikationskanälen wenigstens eine jeweilige Warteschlange aus
der ersten Mehrzahl von Warteschlangen assoziiert ist, wobei mit jeder aus der ersten Mehrzahl von Warteschlangen
ein jeweiliger verfügbarer Warteschlangenkapazitätswert assoziiert ist, der eine Menge an Gesamtspeicherplatz
repräsentiert, der für den Gebrauch durch eine gegebene Warteschlange aus der ersten Mehrzahl von Warteschlan-
gen zur Verfügung steht;
und wobei das Verwalten des mit der ersten Kanalgruppe assoziierten Verkehrsflusses Folgendes beinhaltet:

Bestimmen, ob jede der mit der ersten Kanalgruppe und mit dem ersten Kommunikationskanal assoziierten
Warteschlangen während eines ersten Zeitintervalls mit ihrer jeweiligen Warteschlange assoziierte Schwellen-
kriterien überschritten hat; und
Einleiten wenigstens eines Vorgangs zum Unterbrechen oder Sperren, während eines zweiten Zeitintervalls,
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von mit der ersten Kanalgruppe assoziiertem Verkehrsfluss als Reaktion auf die Erkennung, dass jede der mit
der ersten Kanalgruppe assoziierten Warteschlangen ihr assoziiertes Schwellenkriterium überschritten hat.

9. Verfahren nach Anspruch 8, wobei der wenigstens eine Vorgang zum Unterbrechen oder Sperren von mit der ersten
Kanalgruppe assoziiertem Verkehrsfluss das Untersagen beinhaltet, dass wenigstens ein Paket während des zwei-
ten Intervalls in eine aus der ersten Mehrzahl von Warteschlangen eingereiht wird.

10. Verfahren nach Anspruch 8, das ferner Folgendes beinhaltet:

Identifizieren, anhand eines ersten Satzes von Kriterien, einer ersten Warteschlange aus der ersten Mehrzahl
von Warteschlangen, wobei der erste Satz von Kriterien Kriterien zum Identifizieren und Auswählen, aus der
ersten Mehrzahl von Warteschlangen, einer spezifischen Warteschlange beinhaltet, mit der ein größter verfüg-
barer Warteschlangenkapazitätswert ab einem gegebenen Zeitpunkt T assoziiert ist; und
Einleiten wenigstens eines Vorgangs zum Einreihen des empfangenen Pakets in die erste Warteschlange.

11. Verfahren nach Anspruch 8, wobei das gemeinsame Zugangskabelnetz als HFC-(Hybrid Fiber Coax)-Kabelnetz
konfiguriert ist, das mit einem DOCSIS-(Data-Over-Cable Service Interface Specification)-Kommunikationsprotokoll
kompatibel ist;
wobei das Verfahren an einem CMTS (Cable Modem Termination System) des gemeinsamen Zugangskabelnetzes
implementiert wird; und
wobei die erste Kanalgruppe einer DOCSIS-Kanal-Bonding-Gruppe gemäß dem DOCSIS-Kommunikationsprotokoll
entspricht.

12. System zum Verwalten von Verkehrsfluss für den Transport über eine Mehrzahl von Kommunikationskanälen auf
einem gemeinsamen Zugangskabelnetz, wobei das System Folgendes umfasst:

wenigstens einen Prozessor;
wenigstens eine Schnittstelle mit der Aufgabe, dem wenigstens einen Netzwerkgerät eine Kommunikations-
verbindung bereitzustellen; und
Speicher; wobei das System die Aufgabe hat, ein Verfahren nach einem der vorherigen Ansprüche durchzu-
führen.

Revendications

1. Procédé de gestion d’un flux de trafic destiné à être transporté sur une pluralité de canaux de communication (840a-
840g) sur un réseau câblé à accès partagé, le procédé comprenant :

la réception d’un premier paquet, au premier paquet étant associé un premier ensemble de caractéristiques,
le premier ensemble de caractéristiques comprenant un premier identifiant de flux de service représentant un
premier flux de service associé au premier paquet, au premier paquet étant associée un valeur de taille de
premier paquet, la valeur de taille de premier paquet représentant une taille du premier paquet ou d’une première
partie de celui-ci ;
l’identification, à l’aide d’au moins une partie du premier ensemble de caractéristiques, d’un premier groupe de
canaux associé au premier flux de service parmi une pluralité de groupes de canaux (812, 814, 816), le premier
groupe de canaux comprenant une pluralité de canaux de communication qui ont été alloués pour être utilisés
dans le transport d’un trafic de données associé au premier flux de service, dans lequel au moins l’un de la
pluralité de canaux de communication est également inclus dans un second groupe de canaux ;
la gestion du flux de trafic associé au premier groupe de canaux, dans lequel la gestion du flux de trafic associé
au premier groupe de canaux comporte :

la détermination de données de valeur de taille de premier paquet ;
la sélection, à l’aide d’un premier ensemble de critères de sélection, d’un premier canal sélectionné du
premier groupe de canaux ; et
l’actualisation, à l’aide d’au moins une partie des données de valeur de taille de premier paquet, d’une
valeur d’utilisation de trafic de premier canal sélectionné (1382) représentant une quantité de trafic total
allouée au transport sur le premier canal sélectionné durant un premier intervalle de temps.
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2. Procédé selon la revendication 1 dans lequel à chacun des canaux de communication du premier groupe de canaux
est associée une valeur d’utilisation de trafic de canal respective, dans lequel une valeur d’utilisation de trafic de
canal d’un canal de communication particulier représente une quantité de trafic total allouée au transport sur le
canal particulier durant le premier intervalle de temps ;
et dans lequel le premier ensemble de critères de sélection comporte des critères pour identifier et sélectionner,
dans le premier groupe de canaux, un canal de communication spécifique auquel est associée une plus basse ou
plus petite valeur d’utilisation de trafic de canal à un temps donné T.

3. Procédé selon la revendication 1 comprenant en outre :
l’actualisation, à l’aide des données de valeur de taille de paquet, d’une valeur d’utilisation de trafic de premier
groupe de canaux (1362-1366) représentant une quantité de trafic de premier groupe de canaux allouée au transport
sur le premier canal sélectionné durant un second intervalle de temps, dans lequel le trafic de premier groupe de
canaux comporte un trafic qui est associé à des canaux de communication du premier groupe de canaux.

4. Procédé selon la revendication 1 comprenant en outre :

l’actualisation, à l’aide des données de valeur de taille de paquet, d’une valeur d’utilisation de trafic de premier
groupe de canaux (1362-1366) représentant une quantité de trafic de premier groupe de canaux allouée au
transport sur le premier canal sélectionné durant un second intervalle de temps, dans lequel le trafic de premier
groupe de canaux comporte un trafic qui est associé à des canaux de communication du premier groupe de
canaux ; et
dans lequel l’actualisation comprend la détermination d’une agrégation de valeurs d’utilisation de trafic de
canaux qui sont associées à la pluralité de canaux de communication du premier groupe de canaux.

5. Procédé selon la revendication 1 dans lequel au premier canal sélectionné est associée une valeur de capacité de
largeur de bande de premier canal (1380) représentant une quantité maximum de trafic que le premier canal sé-
lectionné peut transporter dans une période de temps donnée T, le procédé comprenant en outre l’une de :

a) l’identification d’un premier ensemble de groupes de canaux, dans lequel chaque groupe de canaux du
premier ensemble de groupes de canaux comporte le premier canal sélectionné ;
la détermination, pour le premier canal sélectionné, d’une valeur delta de trafic de premier canal (1384) repré-
sentant une différence entre la valeur de capacité de largeur de bande de premier canal et la valeur d’utilisation
de trafic sur le premier canal sélectionné ;
la détermination, à l’aide de la valeur delta de trafic de premier canal, d’une valeur delta de premier groupe de
canaux représentant une quantité de largeur de bande excédentaire ou disponible du premier canal sélectionné
à allouer en vue de son utilisation dans le transport de flux de trafic associés au premier ensemble de groupes
de canaux ; et
dans lequel la détermination de la valeur delta de premier groupe de canaux comporte la détermination d’une
première partie de la largeur de bande excédentaire ou disponible du premier canal sélectionné à allouer en
vue de son utilisation dans le transport de flux de trafic associés à un premier groupe de canaux du premier
ensemble de groupes de canaux ; ou
b) l’identification d’un premier ensemble de groupes de canaux, dans lequel chaque groupe de canaux du
premier ensemble de groupes de canaux comporte le premier canal sélectionné ;
la détermination, pour le premier canal sélectionné, d’une valeur delta de trafic de premier canal (1384) repré-
sentant une différence entre la valeur de capacité de largeur de bande de premier canal et la valeur d’utilisation
de trafic de premier canal sélectionné ;
la détermination, à l’aide de la valeur delta de trafic de premier canal, d’une valeur delta de premier groupe de
canaux représentant une quantité de largeur de bande excédentaire ou disponible du premier canal sélectionné
à allouer en vue de son utilisation dans le transport de flux de trafic associés au premier ensemble de groupes
de canaux ; et
l’actualisation, à l’aide de la valeur delta de premier groupe de canaux, d’une valeur d’utilisation de trafic de
premier groupe de canaux représentant une quantité du trafic du premier groupe de canaux allouée pour le
transport sur le premier canal sélectionné, dans lequel le trafic de premier groupe de canaux comporte le trafic
associé à des canaux de communication du premier groupe de canaux ; et
la détermination, à l’aide de la valeur d’utilisation de trafic de premier groupe de canaux, de données de vitesse
de configuration de trafic de premier groupe de canaux représentant une quantité de largeur de bande allouée
pour le transport de paquets associés à des flux de service associés au premier groupe de canaux ; ou
c) dans lequel à chacun des canaux de communication du premier groupe de canaux est associée une valeur
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d’utilisation de trafic de groupe de canaux respective (1372-1376), dans lequel une valeur d’utilisation de trafic
de groupe de canaux d’un canal de communication particulier représente une quantité de trafic de premier
groupe de canaux allouée pour le transport sur le canal de communication particulier, le procédé comprenant
en outre :

l’identification d’un premier ensemble de groupes de canaux, dans lequel chaque groupe de canaux du
premier ensemble de groupes de canaux comporte le premier canal sélectionné ;
la détermination, pour le premier canal sélectionné, d’une valeur delta de trafic de premier canal représentant
une différence entre la valeur de capacité de largeur de bande de premier canal et la valeur d’utilisation
de trafic de premier canal sélectionné ;
la détermination, à l’aide de la valeur delta de trafic de premier canal, d’une valeur delta de premier groupe
de canaux représentant une quantité de largeur de bande excédentaire ou disponible du premier canal
sélectionné à allouer en vue de son utilisation dans le transport de flux de trafic associés au premier
ensemble de groupes de canaux ;
l’actualisation, à l’aide de la valeur delta de premier groupe de canaux, d’une valeur d’utilisation de trafic
de premier groupe de canaux représentant une quantité de trafic de premier groupe de canaux allouée
pour le transport sur le premier canal sélectionné, dans lequel le trafic de premier groupe de canaux
comporte un trafic qui est associé à des canaux de communication du premier groupe de canaux ;
la détermination, à l’aide de la valeur d’utilisation de trafic de premier groupe de canaux, de données de
vitesse de configuration de trafic de premier groupe de canaux représentant une quantité de largeur de
bande allouée pour le transport de paquets associés à des flux de service associés au premier groupe de
canaux ; et
dans lequel la détermination des données de vitesse de configuration de trafic de premier groupe de canaux
comporte le calcul d’une somme de valeurs d’utilisation de trafic de groupes de canaux associées au
premier groupe de canaux.

6. Procédé selon la revendication 1 dans lequel le réseau câblé à accès partagé est configuré en tant que réseau
câblé Hybrid Fiber Coax, HFC, qui est compatible avec un protocole de communication Data-Over-Cable Service
Interface Specification, DOCSIS ;
dans lequel le procédé est mis en oeuvre au niveau d’un système CMTS (Cable Modem Termination System) du
réseau câblé à accès partagé ;
dans lequel le premier groupe de canaux correspond à un groupe de liaison de canaux DOCSIS conformément au
protocole de communication DOCSIS ; et
dans lequel la pluralité de canaux de communication consiste en canaux de communication aval exploitables pour
transporter un trafic depuis une extrémité de réception d’un réseau câblé jusqu’à un ou plusieurs modems câblés.

7. Procédé selon la revendication 1 dans lequel l’actualisation de la valeur d’utilisation de trafic de premier canal
sélectionné comporte la génération d’une valeur actualisée de la valeur d’utilisation de trafic de premier canal
sélectionné en ajoutant la valeur de taille de paquet à la valeur d’utilisation de trafic de premier canal sélectionné.

8. Procédé selon la revendication 1, dans lequel au premier groupe de canaux est associée une première pluralité de
files d’attente, dans lequel à chacun de la pluralité de canaux de communication est assignée au moins une file
d’attente respective de la première pluralité de files d’attente, dans lequel à chacune de la première pluralité de files
d’attente est associée une valeur de capacité de file d’attente disponible respective représentant une quantité de
mémoire totale pouvant être utilisée par une file d’attente donnée de la première pluralité de files d’attente ;
et dans lequel la gestion du flux de trafic associé au premier groupe de canaux comporte :

la détermination que chacune des files d’attente associées au premier groupe de canaux et associées au
premier canal de communication a dépassé ou non, durant un premier intervalle de temps, des critères de seuil
associés à sa file d’attente respective ; et
le lancement au moins d’une opération d’interruption ou de désactivation, durant un second intervalle de temps,
d’un flux de trafic associé au premier groupe de canaux en réponse à la détection que chacune des files d’attente
associées au premier groupe de canaux a dépassé ses critères de seuil associés.

9. Procédé selon la revendication 8 dans lequel l’au moins une opération d’interruption ou de désactivation du flux de
trafic associé au premier groupe de canaux comporte l’interdiction de la mise en file d’attente d’au moins un paquet
dans l’une quelconque de la première pluralité de files d’attente durant le second intervalle de temps.
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10. Procédé selon la revendication 8 comprenant en outre :

l’identification, à l’aide d’un premier ensemble de critères, d’une première file d’attente parmi la première pluralité
de files d’attente, dans lequel le premier ensemble de critères comporte des critères d’identification et de
sélection, dans la première pluralité de files d’attente, d’une file d’attente spécifique à laquelle est associée une
plus grande valeur de capacité de file d’attente disponible à un temps donné T ; et
le lancement d’au moins une opération de mise en file d’attente du paquet reçu dans la première file d’attente.

11. Procédé selon la revendication 8 dans lequel le réseau câblé à accès partagé est configuré en tant que réseau
câblé Hybrid Fiber Coax, HFC, qui est compatible avec un protocole de communication Data-Over-Cable Service
Interface Spécification, DOCSIS ;
dans lequel le procédé est mis en oeuvre au niveau d’un système CMTS (Cable Modem Termination System) du
réseau câblé à accès partagé ; et
dans lequel le premier groupe de canaux correspond à un groupe de liaison de canaux DOCSIS conformément au
protocole de communication DOCSIS.

12. Système de gestion de flux de trafic destiné à être transporté sur une pluralité de canaux de communication sur un
réseau câblé à accès partagé, le système comprenant :

au moins un processeur ;
au moins une interface exploitable pour assurer une liaison de communication avec au moins un dispositif de
réseau ; et
une mémoire ; le système étant exploitable pour exécuter un procédé selon l’une quelconque des revendications
précédentes.
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