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(54) Methods and systems for fault diagnosis in observation rich systems

(57) Diagnostic systems and methods are presented
for determining the current condition of a production plant
and the resources thereof, in which successively more
complex diagnostic abstractions are used to determine

the plant condition, with a more complex abstraction be-
ing selected when the most recently selected diagnostic
abstraction is logically inconsistent with the current fault
status indications.
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Description

BACKGROUND

[0001] The present exemplary embodiments relate to control systems and diagnosis systems thereof for fault diagnosis
in production plants that include multiple resources for achieving production goals. Automated diagnosis of system
performance and component status can advantageously aid in improving productivity, identifying faulty or underper-
forming resources, scheduling repair or maintenance, etc. Accurate diagnostics requires information about the true
condition of components in the production system, which can be obtained directly from sensors associated with individual
components and/or may be inferred from a limited number of sensor readings within the production plant using a model
or other knowledge of the system structure and dynamics. Complete sensor coverage for all possible system faults is
generally cost prohibitive and/or impractical in harsh production environments, and thus it is generally preferable to
instead employ diagnostic procedures to infer the source of faults detected or suspected from limited sensors. Conven-
tional automated diagnosis systems focus on a single set of assumptions regarding fault possibilities, for example, where
only single persistent faults are assumed. Complex diagnostic assumptions, while generally able to correctly identify a
wider range of fault conditions, are computation intensive and thus expensive to implement. Over simplified assumptions,
however, may not be able to accurately assess the condition of the production system and its components. Accordingly,
a need remains for improved control and diagnostic systems and techniques by which automated diagnosis can be
performed in an accurate and efficient manner to determine a current plant condition for a production system having
only limited sensor coverage.

BRIEF DESCRIPTION

[0002] The present disclosure provides systems and methods for controlling the operation of a production system and
for determining the current resource condition of a production plant, as well as computer readable media with instructions
therefor, in which a diagnosis system employs different diagnostic abstractions with progressively more complex fault
assumptions in identifying faulty components, and which may also identify combinations of components that cause
system faults when used together (interaction fault identification capabilities). The disclosure may be advantageously
employed to facilitate an integrated multi-faceted approach to qualitative model-based reasoning in diagnosing production
plant faults, including effective, efficient use of diagnostic system resources and the ability to detect and diagnose
interaction faults caused by the conjunction or interaction of two components, neither of which may be individually faulted,
but which together cause a fault.
[0003] In accordance with one or more aspects of the present disclosure, a control system is provided for controlling
operation of a production system with a plant. The control system is comprised of a planner, a plant model, and a
diagnosis system, with the planner providing plans for execution using one or more plant resources in the plant. The
diagnosis system includes diagnostic abstractions that individually represent one or more fault assumptions about
resources of the plant, where the complexity of the fault assumptions of each diagnostic abstraction being different. For
example, one or more fairly simple diagnostic assumptions may relate to single, persistent and/or non-interaction faults,
whereas more complex assumptions involve multiple faults, intermittent faults and/or interaction faults. The diagnosis
system further includes a belief model comprising at least one fault status indication for at least one resource of the
plant, and a diagnoser. The diagnoser is comprised of an abstraction diagnosis component and a domain diagnosis
component. The abstraction diagnosis component initially selects the simplest or least complex diagnostic abstraction,
such as single, non-interaction, persistent fault assumptions for use in automated diagnosis of the system and its
resources or components. The domain diagnosis component determines the current plant condition and updates the
belief model according to the selected abstraction, the plant model, and one or more previously executed plans and
corresponding observations. When the selected diagnostic abstraction is found to be logically inconsistent with the
current fault status indications in the belief model, the abstraction diagnosis component selects abstractions having
successively more complex assumptions. In this manner, the most simple assumptions are used to the extent possible
in order to efficiently utilize the diagnosis system resources, and thereafter progressively more complex assumptions
are used as needed to promote accuracy in the diagnosis. The domain diagnosis component in certain embodiments
is also operative to identify interaction faults that involve the interaction of two or more plant resources. In accordance
with other aspects of the disclosure, moreover, the belief model comprises a list of good or exonerated resources of the
plant, a list of bad or suspected resources of the plant, and a list of unknown resources of the plant, and/or the belief
model may indicate a fault probability for one or more plant resources.
[0004] In accordance with still further aspects of the disclosure, a method is provided for determining a current condition
of resources of a production plant. The method includes selecting a first diagnostic abstraction having the least complex
fault assumption or assumptions regarding resources of the plant, and determining the current plant condition based at
least partially on the currently selected diagnostic abstraction, a previously executed plan, one or more corresponding
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observations from the plant, and the plant model. The method also includes selectively selecting another diagnostic
abstraction having more complex fault assumptions when a most recently selected diagnostic abstraction is logically
inconsistent with the current fault status indications. In certain embodiments, the method may also include maintaining
a belief model comprising at least one fault status indication for at least one resource of the plant, and updating the
belief model based at least partially on the currently selected diagnostic abstraction, a previously executed plan, at least
one corresponding observation from the plant, and the plant model. The method may also include determining a current
plant condition comprises identifying at least one interaction fault involving interaction of two or more resources of the
plant according to further aspects of the disclosure.
In a further embodiment the plurality of diagnostic abstractions includes at least one abstraction representing a persistent
fault assumption and at least one abstraction representing an intermittent fault assumption regarding resources of the
plant with successively more complex fault assumptions, respectively.
In a further embodiment the plurality of diagnostic abstractions includes at least one abstraction representing an inter-
action fault assumption and at least one abstraction representing a non-interaction fault assumption regarding resources
of the plant with successively more complex fault assumptions, respectively.
In a further embodiment determining a current plant condition comprises identifying at least one interaction fault involving
interaction of two or more resources of the plant.
[0005] Still other aspects of the disclosure provide a computer readable medium with computer executable instructions
for selecting a first one of a plurality of diagnostic abstractions having the least complex fault assumption or assumptions
regarding resources of a production plant, determining a current plant condition based at least partially on the currently
selected diagnostic abstraction, a previously executed plan and corresponding observations from the plant, and a plant
model, as well as instructions for selectively selecting another one of the diagnostic abstractions having more complex
fault assumptions when a most recently selected diagnostic abstraction is logically inconsistent with the current fault
status indications. The medium may include further computer executable instructions for maintaining a belief model
comprising at least one fault status indication for at least one resource of the plant, and updating the belief model based
at least partially on the currently selected diagnostic abstraction, a previously executed plan, at least one corresponding
observation from the plant, and the plant model.

BRIEF DESCRIPTION OF THE DRAWINGS

[0006] The present subject matter may take form in various components and arrangements of components, and in
various steps and arrangements of steps. The drawings are only for purposes of illustrating preferred embodiments and
are not to be construed as limiting the subject matter.
[0007] Fig. 1 is a schematic diagram illustrating a production system and an exemplary model-based control system
with a planner, a plant model, and a diagnosis system according to one or more aspects of the disclosure;
[0008] Fig. 2 is a schematic diagram illustrating further details of an exemplary modular printing system plant in the
production system of Fig. 1;
[0009] Fig. 3 is a schematic diagram illustrating further details of the exemplary planner and diagnosis system of Figs.
1 and 2;
[0010] Fig. 4 is a flow diagram illustrating an exemplary method for determining a current production plant condition
using adaptive diagnostic assumptions in accordance with further aspects of the disclosure;
[0011] Fig. 5 is a schematic diagram illustrating an exemplary meta-diagnosis lattice structure representing resource
fault assumptions of varying complexities in accordance with various aspects of the present disclosure;
[0012] Fig. 6 is a schematic diagram illustrating a representative portion of a production system in simplified form;
[0013] Fig. 7 is a table illustrating exemplary executed plans and corresponding observations from the system of Fig.
6 along with the corresponding system diagnostic condition conclusions for a single persistent fault assumption;
[0014] Fig. 8 is a schematic diagram illustrating the meta-diagnosis lattice structure of Fig. 5 including a line representing
a lower bound of fault assumption complexity after identification of a meta-conflict for non-interaction persistent faults
in accordance with various aspects of the present disclosure;
[0015] Fig. 9 is a partial schematic diagram illustrating further details of the diagnosis system in the controller of Figs. 1-3;
[0016] Fig. 10 is a schematic diagram illustrating another exemplary diagnosis lattice structure representing non-
interaction and interaction faults in accordance with the present disclosure;
[0017] Fig. 11 is a table illustrating exemplary executed plans and corresponding observations from the system of
Fig. 6 along with the corresponding system diagnostic condition conclusions for a single persistent fault assumption;
[0018] Fig. 12 is an exemplary algorithm performed by the diagnoser in Figs. 1-3 and 9 to determine the plant condition
for a single fault assumption;
[0019] Fig. 13 is another exemplary algorithm performed by the diagnoser in Figs. 1-3 and 9 to determine the plant
condition for a multiple fault assumption;
[0020] Fig. 14 is a table illustrating exemplary executed plans and corresponding observations from the system of
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Fig. 6 along with the corresponding system diagnostic condition conclusions for a multiple fault assumption;
[0021] Fig. 15 is a table illustrating exemplary executed plans and corresponding observations from the system of
Fig. 6 along with the corresponding system diagnostic condition conclusions for a multiple interaction fault assumption;
and
[0022] Fig. 16 is another exemplary algorithm performed by the diagnoser in Figs. 1-3 and 9 to determine the plant
condition for a multiple interaction fault assumption.

DETAILED DESCRIPTION

[0023] Referring now to the drawing figures, several embodiments or implementations of the present disclosure are
hereinafter described in conjunction with the drawings, wherein like reference numerals are used to refer to like elements
throughout, and wherein the various features, structures, and graphical renderings are not necessarily drawn to scale.
The disclosure relates to diagnosing production systems generally and is hereinafter illustrated and described in the
context of exemplary document processing systems having various printing and document transport resources. However,
the concepts of the disclosure also find utility in diagnosing the current condition of plant resources in product packaging
systems and any other type or form of system in which a plurality of resources, whether machines, humans, software
or logic components, objects, etc., are selectively employed according to plans comprised of a series of actions to
achieve one or more production goals, wherein all such alternative or variant implementations are contemplated as
falling within the scope of the present disclosure and the appended claims.
[0024] The various aspects of the disclosure are hereinafter illustrated and described in association with systems in
which a given production goal can be achieved in two or more different ways, including use of different resources (e.g.,
two or more print engines that can each perform a given desired printing action, two different substrate routing paths
that can be employed to transport a given printed substrate from one system location to another, etc.), and/or the
operation of a given system resource at different operating parameter values (e.g., operating substrate feeding compo-
nents at different speeds, operating print engines at different voltages, temperatures, speeds, etc.). In order to diagnose
faulty resources (e.g., modules, components, etc.) in such production systems, a diagnosis system of the control system
utilizes a plant model along with executed plans and the corresponding plant observations to determine the current plant
condition using a currently selected diagnostic abstraction that represents one or more fault assumptions regarding the
plant resources, where the selected abstraction is changed to successively more complex assumptions when the diag-
nostic system reaches a logical inconsistency between the current fault status indications and the most recently selected
diagnostic abstraction. In this manner, the diagnosis system can advance understanding of the plant condition using
the least complex assumptions that are consistent with the observed system behavior in an efficient manner.
[0025] An exemplary system 1 is depicted in Figs. 1-3 which includes a controller 2 with a diagnosis system 40 in
accordance with various aspects of the present disclosure. Fig. 1 shows an exemplary production system 6 including a
producer component 10 that receives production jobs 49 from a customer 4, as well as a plant 20 comprising a plurality
of resources 21-24 that may be actuated or operated according to one or more plans 54 so as to produce one or more
products 52 for provision to the customer 4 by the producer 10. The production of products can include modifying
products, or objects, for example, packaging or wrapping products, transporting products, reorienting products, etc. Fig.
2 illustrates further details of one exemplary plant 20 and Fig. 3 shows additional details regarding the exemplary model-
based control system 2 and the diagnosis system 40 thereof. The producer 10 manages one or more plants 20 which
produce the output products 52 to satisfy customer jobs 49. The producer 10 in this embodiment provides jobs and
objectives 51 to a multi-objective planner 30 of the model-based control system 2 and the production system 6 receives
plans 54 from the planner 30 for execution in the plant 20. The jobs 54 can include one or both of production and
diagnostic goals. As shown in Fig. 1, the control system 2 further includes a plant model 50 with a model of the plant
20, and a diagnosis system 40 with a belief model 42. The diagnosis system 40 determines and updates a current plant
condition 58 using a diagnoser 47 (Figs. 1 and 3) based on one or more previously executed plans 54, corresponding
observations 56 from the plant 20, and the model 50. The diagnosis system 40 also provides expected information gain
data 70 to the planner 30 in the illustrated implementation for one or more possible plans 54 based on the current plant
condition 58 and the model 50, although the intelligent plan selection aspects of the illustrated control system 2 are not
strict requirements of the present disclosure.
[0026] The model-based control system 2 and the diagnostic, planning, and model components thereof may be
implemented as hardware, software, firmware, programmable logic, or combinations thereof, and may be implemented
in unitary or distributed fashion. In one possible implementation, the planner 30, the diagnosis system 40, and the model
50 are software components and may be implemented as a set of subcomponents or objects including computer exe-
cutable instructions and computer readable data executing on one or more hardware platforms such as one or more
computers including one or more processors, data stores, memory, etc. The components 30, 40, and 50 and sub
components thereof may be executed on the same computer or in distributed fashion in two or more processing com-
ponents that are operatively coupled with one another to provide the functionality and operation described herein.
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Likewise, the producer 10 may be implemented in any suitable hardware, software, firmware, logic, or combinations
thereof, in a single system component or in distributed fashion in multiple interoperable components. In this regard, the
control system 2 may be implemented using modular software components (e.g., the model 50, the planner 30, the
diagnosis system 40 and/or subcomponents thereof) to facilitate ease of debugging and testing, the ability to plug state
of the art modules into any role, and distribution of operation over multiple servers, computers, hardware components,
etc. The embodiment of Fig. 1 also includes an optional operator interface 8 implemented in the computer or other
platform(s) on which the other components of the control system 2 are implemented, although not a strict requirement
of the disclosure, wherein the operator interface 8 may alternatively be a separate system operatively coupled with the
control system 2. The exemplary operator interface 8 is operatively coupled with the diagnosis system 40 to provide
operator observations 56a to the diagnosis system 40, and the interface 8 allows the operator to define a diagnostic job
8b using a diagnosis job description language 8a, where the diagnosis system 40 may provide diagnostic jobs 60 to the
producer 10. The diagnosis system 40 in this implementation is operative to selectively provide one or more self-generated
diagnostic jobs 60 and/or operator defined diagnostic jobs 8b to the producer 10, which in turn provides jobs and
objectives 51 to the planner 30.
[0027] The planner 30 provides one or more plans 54 to the production system 6 for execution in the plant 20 based
on at least one output objective 34 (Fig. 3) and production goals as directed by the incoming jobs 51 from the producer
10. As shown in Fig. 3, the planner 30 selectively factors in one or more output objectives 34 derived from the jobs and
objectives 51 in constructing plans 54, including production objectives 34a and diagnostic objectives 34b. In one possible
implementation, the production objectives 34a are created and updated according to the jobs and objectives 51 obtained
from the production system 6, and the diagnostic objectives 34b are derived from and updated according to the current
plant condition 58 and the expected information gain data 70 provided by the diagnosis system 40. The production
objectives 34a in one implementation may relate to the scheduling of orders for produced products 52 (Fig. 1), and may
include prioritization of production, minimization of inventory, and other considerations and constraints driven in large
part by cost and customer needs. Examples of production objectives 34a include prioritizing plan construction/generation
with respect to achieving a given product output goal (simple production criteria) as well as a secondary consideration
such as simple time efficient production, cost efficient production, and robust production. For instance, cost efficient
production objectives 34a will lead to construction/generation of plans 54 that are the most cost efficient among the
plans that met the production goal as dictated by the jobs 51 received from the producer 10. The diagnostic objectives
34b may include objectives related to determining preferred action sequences in generated plans 54 for performing a
given production-related task, minimization of maintenance and repair costs in operation of the plant 20, identifying
resources 21-24 causing intermittent or persistent faults, etc. In operation, the planner 30 creates and provides plans
54 for execution in the plant 20. The plans 54 include a series of actions to facilitate one or more production and/or
diagnostic objectives 34 while achieving a production goal according to the jobs 51, where a given action may appear
more than once in a given plan. The actions are taken with respect to states and resources 21-24 defined in the model
50 of the plant 20, for example, to route a given substrate through a modular printing system 20 from a starting state to
a finished state as shown in Fig. 2. In operation, the planner 30 generates or constructs a plan 54 that will achieve a
given production goal at least partially based on a diagnostic objective 34b and the expected information gain data 70
from the diagnosis system 40. The planner 30 in the illustrated embodiment includes a goal-based plan construction
component 32 that assesses the current plant condition 58 from the diagnosis system 40 in generating a plan 54 for
execution in the plant 20. The component 32 may also facilitate identification of faulty components 21-24 or sets thereof
in constructing the plans 54 based on observations 56 and current plant conditions 58 indicating one or more plant
components 21-24 as being suspected of causing system faults.
[0028] The exemplary diagnosis system 40 includes a belief model 42 representing the current state of the plant 20,
and a diagnoser 47 that provides the current condition 58 of the plant 20 to the planner 30 based on the previously
executed plan(s) 54 and corresponding plant observations 56. The diagnoser 47 also estimates and updates the plant
condition of the belief model 42 according to the plant observations 56, the plant model 50, and the previously executed
plans 54. The operator observations 56a from the interface 8 may also be used to supplement the estimation and
updating of the current plant condition by the diagnoser 47. The diagnoser 47 provides the condition information 58 to
inform the planner 30 of the confirmed or suspected condition of one or more resources 21-24 or other components of
the plant 20 (Fig. 1). This condition information 58 may be considered by the plan construction component 32, together
with information about the plant 20 from the plant model 50 in providing plans 54 for implementing a given production
job or goal 51, in consideration of production objectives 34a and diagnostic objectives 34b. The diagnosis system 40
also includes a component 46 that provides expected information gain data 70 to the planner 30 based on the model
50 and the belief model 42. The information gain data 70 may optionally be determined in consideration of the operator
defined diagnostic jobs 8b from the operator interface 8. In one embodiment, the belief model 42 (Fig. 1) comprises a
list 42a of good or exonerated resources of the plant 20, a list 42b of bad or suspected resources of the plant 20, and
a list 42c of unknown resources of the plant 20 (e.g., Figs. 7, 11, 14, and 5 below). In another aspect of the disclosure,
the belief model 42 indicates a fault probability for at least one resource 21-24 of the plant 20.
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[0029] Fig. 2 illustrates further details of an exemplary modular printing system plant 20 in the production system 6,
including a material supply component 21 that provides printable sheet substrates from one of two supply sources 21a
and 21b, a plurality of print or marking engines 22, an output finisher station 23, a modular substrate transport system
including a plurality of bidirectional substrate transport/router components 24 (depicted in dashed circles in Fig. 2), one
or more output sensors 26 disposed between the transport system 24 and the finisher 23, and a controller 28 providing
control signals for operating the various actuator resources 21-24 of the plant 20. The exemplary printing system plant
20 includes four print engines 22a, 22b, 22c, and 22d, although any number of such marking engines may be included,
and further provides a multi-path transport highway with three bidirectional substrate transport paths 25a, 25b, and 25c,
with the transport components 24 being operable by suitable routing signals from the controller 28 to transport individual
substrate sheets from the supply 21 through one or more of the marking engines 22 (with or without inversion for duplex
two-side printing), and ultimately to the output finishing station 23 where given print jobs are provided as output products
52. Each of the printing engines 22, moreover, may individually provide for local duplex routing and media inversion,
and may be single color or multi-color printing engines operable via signals from the controller 28. The model-based
control system 2 may, in certain embodiments, be integrated into the plant controller 28, although not a strict requirement
of the present disclosure.
[0030] Referring now to Figs. 1-3, in operation, the exemplary planner 30 automatically generates plans 54 representing
a series of actions for component resources 21-24 of the printing system plant 20 derived from the incoming jobs 51 in
consideration of one or more production objectives 34a and diagnostic objectives 34b. In particular, when the plant 20
has flexibility in how the output goals can be achieved (e.g., in how the desired products 52 can be created, modified,
packaged, wrapped, moved, reoriented, etc.), such as when two or more possible plans 54 can be used to produce the
desired products 52, the diagnosis system 40 can alter or influence the plan construction operation of the planner 30 to
generate a plan 54 that is expected to yield the most informative observations 56. The constructed plan 54 in this respect
may or may not compromise short term production objectives 34a (e.g., increases job time or slightly lowers quality),
but production nevertheless need not be halted in order for the system to learn. The additional information gained from
execution of the constructed job 54 can be used by the producer 10 and/or by the planner 30 and diagnosis system 40
to work around faulty component resources 21-24, to schedule effective repair/maintenance, and/or to further diagnose
the system state (e.g., to confirm or rule out certain system resources 21-24 as the source of faults previously detected
by the sensor(s) 26). In this manner, the information gleaned from the constructed plans 54 (e.g., plant observations
56) can be used by the diagnoser 47 to further refine the accuracy of the current belief model 42.
[0031] Referring particularly to Figs. 1, 3, 5, and 9, the diagnosis system 40 is comprised of a plurality of diagnostic
abstractions 48 that individually represent one or more fault assumptions regarding the plant resources 21-24. The
complexities of the fault assumption or assumptions of each diagnostic abstraction 48, moreover, are different. Figs. 5
and 8 illustrate an exemplary meta-diagnosis lattice structure representing resource fault abstractions 48a-48h with
assumptions of varying complexities in accordance with various aspects of the present disclosure. In this example, the
abstractions 48 include abstractions 48a, 48c, 48d, and 48g representing a single fault assumption and abstractions
28b, 48e, 48f, and 48h representing a multiple fault assumption ("M" in Figs. 5 and 8) regarding the plant resources
21-24, where the single fault assumptions are less complex than the multiple fault assumptions. Moreover, this exemplary
set of abstractions 48 includes abstractions 48a, 48b, 48d, and 48e representing a persistent fault assumption and
abstractions 48c, 48f, 48g, and 48h representing an intermittent fault assumption ("I" in Figs. 5 and 8) regarding the
plant resources 21-24, with the intermittent fault assumptions being more complex than the persistent fault assumptions.
The set 48 also provides abstractions 48d, 48e, 48g, and 48h representing an interaction fault assumption ("D" in Figs.
5 and 8) and abstractions 48 representing a non-interaction fault assumption, with the former representing more complex
assumptions. The abstractions 48 in this example are of different complexities, and are used by the diagnosis system
40 in successive order from simplest to most complex to determine the current condition of the plant 20 (diagnosis) 58.
[0032] As best shown in Figs. 1, 3, and 9, the diagnosis system 40 includes a diagnoser 47 having diagnosis com-
ponents 47a and 47b for diagnosing the abstractions 48 and system components (domain), respectively. The diagnoser
47 thus provides two levels of diagnosis, one at the domain level via the domain model based diagnosis (MBD) component
47b to identify the concrete faulty components or resources 21-24, and the other at the abstraction level using the
abstraction MBD component 471 to identify the best way to model the system manifesting the symptom, thereby per-
forming a diagnosis with respect to the domain level diagnostic assumptions of the abstractions 48 themselves. By
abstracting from the detailed properties of a system 20, the novel abstraction MBD component 47a is operative to identify
and select the abstraction 48 that is as simple as possible yet sufficient to address the task at hand. The approach
chooses the desired abstraction level through applying model-based diagnosis at the meta-level, i.e., to the abstraction
assumptions of the abstractions 48 themselves. In operation, the abstraction diagnosis component 47a initially selects
a first one of the abstractions 48 having the least complex fault assumption or assumptions. The domain diagnosis
component 47b uses this to determine the current plant condition (domain diagnosis) 58 and to update the belief model
42 based at least partially on the currently selected diagnostic abstraction 48, a previously executed plan 54, at least
one corresponding observation 56 from the plant 20, and the plant model 50. When most recently selected diagnostic
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abstraction 48 is logically inconsistent with the current fault status indications 42a-42c in the belief model 42, the ab-
straction diagnosis component 47a selects another one of the diagnostic abstractions 48 having more complex fault
assumptions. Thus, the system 40 operates to adapt the fault assumptions as needed to ensure that the current plant
condition/diagnosis 58 is consistent with the observed plant behavior resulting from previously executed plans 54.
Moreover, the exemplary domain diagnosis component 47b is operative to identify at least one interaction fault involving
interaction of two or more resources 21-24 of the plant 20.
[0033] Referring also to Fig. 4, an exemplary method 100 is illustrated for determining a current condition 58 of the
plant resources 21-24. Although the method 100 is illustrated and described below in the form of a series of acts or
events, it will be appreciated that the various methods of the disclosure are not limited by the illustrated ordering of such
acts or events. In this regard, except as specifically provided hereinafter, some acts or events may occur in different
order and/or concurrently with other acts or events apart from those illustrated and described herein in accordance with
the disclosure. It is further noted that not all illustrated steps may be required to implement a process or method in
accordance with the present disclosure, and one or more such acts may be combined. The illustrated methods 200 and
300 of the disclosure may be implemented in hardware, software, or combinations thereof, such as in the exemplary
control system 2 described above, and may be embodied in the form of computer executable instructions stored in a
computer readable medium, such as in a memory operatively associated with the control system 2 in one example.
[0034] The method 100 begins at 102 with provision of a belief model (e.g., model 42 above) that includes a list 42a
of good or exonerated resources of the plant 20, a list 42b of bad or suspected resources of the plant 20, and a list 42c
of unknown resources of the plant 20. The method 100 continues at 104 with selection of a first one of a plurality of
diagnostic abstractions 48 having the least complex fault assumption or assumptions regarding the plant resources
21-24. For example, in the illustrated diagnoser 47, the abstract MBD component 47a initially assumes the simplest
case for single, persistent, non-interaction faults, and accordingly selects the abstraction 48a in Figs. 5 and 8. Plant
observations 56 are received at 106 in Fig. 4, and a determination is made at 110 as to whether a contradiction exists
between the currently selected diagnostic abstraction 48 and the current fault status indications 42a-42c derived from
the past history and the received observations 106. If not (NO at 110), the process 100 proceeds to 112 where the
current plant condition (domain diagnosis 58) is determined based at least partially on the currently selected diagnostic
abstraction 48, a previously executed plan 54, at least one corresponding observation 56 from the plant 20, and a plant
model 50. The diagnosis 58 is output, for instance to the planner 30, and the belief model 42 is updated at 114 before
returning to get more observations at 106.
[0035] If, however, the most recently selected diagnostic abstraction 48 is logically inconsistent with the current fault
status indications 42a-42c (YES at 110), the another one of the diagnostic abstractions 48 is selected at 116 having
more complex fault assumptions and the process returns to again test the veracity of this newly selected abstraction at
110. The diagnoser 47 thus infers the condition of internal components 21-24 of the plant 20 at least partially from
information in the form or observations 56 derived from the limited sensors 26, wherein the diagnosis system 40 constructs
the plant condition 58 in one embodiment to indicate both the condition (e.g., normal, worn, broken) and the current
operational state (e.g., on, off, occupied, empty, etc.) of the individual resources 21-24 or components of the plant 20,
and the belief model 42 can be updated accordingly to indicate confidence in the conditions and/or states of the resources
or components 21-24. The model in one embodiment provides lists 42a-42c of good, bad, and suspected resources
21-24 and/or may include fault probability values for the resources 21-24.
[0036] In operation, once the producer 10 has initiated production of one or more plans 54, the diagnosis system 40
receives a copy of the executed plan(s) 54 and corresponding observations 56 (along with any operator-entered obser-
vations 56a). The diagnoser 47 uses the observations 56, 56a together with the plant model 50 to infer or estimate the
condition 58 of internal components/resources 21-24 and updates the belief model 42 accordingly. The inferred plant
condition information 58 is used by the planner 30 to directly improve the productivity of the system 20, such as by
selectively constructing plans 54 that avoid using one or more resources/components 21-24 known (or believed with
high probability) to be faulty, and/or the producer 10 may utilize the condition information 58 in scheduling jobs 51 to
accomplish such avoidance of faulty resources 21-24. To improve future productivity, moreover, the diagnosis system
40 provides the data 70 to the planner 30 regarding the expected information gain of various possible production plans
54. The planner 30, in turn, can use this data 70 to construct production plans 54 that are maximally diagnostic (e.g.,
most likely to yield information of highest diagnostic value).
[0037] Fig. 9 illustrates further details of one implementation of the diagnosis system 40, in which the domain MBD
component 47b generates either a diagnosis 58 or a conflict (FAILURE) indication for meta-conflicts 324 according to
system observations 56 and component models 318 obtained from a modeler 320 according to the component model
library of the plant model 50 and component topology information 304. The topology information 304 is also input into
a series of applicable models 302 used by the abstraction MBD component 47a to generate preferred meta-diagnosis
322 or a failure indication based on meta-observations 312 from the identified conflicts 324 and the currently selected
diagnostic abstraction 48.
[0038] Referring now to Figs. 5-16, the operation of the exemplary diagnosis system 40 is described with respect to
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a simplified system 200 having resources or components A 202, B 204, C 206, D 208, E 210, and F 212 forming a
production plant as shown in Fig. 6. In operation, the diagnosis system 40 is able to identify resource failures of a variety
of types and combinations thereof, including single and/or multiple faults, interaction and/or non-interaction faults, as
well as persistent and/or intermittent faults, where the various combinations of these are depicted in the abstractions
48a-48h of Figs. 5 and 8. The ability to discern interaction faults is particularly advantageous for diagnosing certain
production plants in which component A 202 operates correctly stand-alone, and component B 204 operates correctly
stand-alone, and yet a failure is observed when these resources 202 and 204 both operate on the same product. Absent
the ability to diagnose interaction faults, conventional model-based diagnosis apparatus would identify both components
A and B as faulted, leading to unnecessary replacement of both components 202 and 204, although repair of only one
may be needed to rectify the interaction fault.
[0039] The diagnosis system 40 of the present disclosure assesses the assumptions underlying the current abstraction
48 based on the observed plant behavior, initially selecting the simplest fault assumptions (e.g., single, non-interaction,
persistent faults) to diagnose the system 200, and only when those assumptions yield a contradiction will a more complex
abstraction 48 be selected. The meta-assumptions of the modeling abstraction itself are treated as assumptions in the
model-based diagnosis component 47b, and the abstraction MBD component 47a selects one particular diagnosis
abstraction 48 as the current abstraction level. In the illustrated diagnosis system 40, the abstraction MBD component
47a initially assumes single faults before multiple faults in selecting the first abstraction 48a. However, in many production
plants, most faults are intermittent and difficult to isolate. The domain diagnosis component 47b is operative, when
provided with an abstraction that contemplates intermittent faults (e.g., abstractions 48c, 48f, 48g, or 48h in Figs. 5 and
8), to isolate intermittent faults by learning from past observations 56. Likewise, if provided with an abstraction that
assumes interaction faults (e.g. abstraction 48d, 48e, 48g, or 48h), the domain diagnosis component 47b can identify
sets of plant resources that fail together in an interactive manner.
[0040] In the example of Fig. 6, initially selecting abstraction 48a in Fig. 5 that assumes non-interaction, persistent,
single faults, Fig. 7 illustrates a table 220 showing the diagnosis conclusions for three exemplary executed plans 54 and
corresponding plant observations 56 in considering only components A 202, B 204, and C 206. Each plan 54 pi = [c1,
c2,...,cn] is a sequence of components involved in the execution thereof in the plant. Plan 1 (A,B) fails in this example,
and therefore the domain diagnosis component 47b concludes that resource C 206 is exonerated, and that components
A 202 and B 204 remain suspected. Plan 2 (B,C) then executes successfully, thereby further exonerating B 204 and C
206. However, successful execution of Plan 3 (A) would then appear to also exonerate resource A 202, which is logically
inconsistent with the previous failure of Plan 1 and the currently selected abstraction 48a. Upon detecting this meta-
conflict, ABa(M)∨ABa(I)∨ABa(D), the abstraction diagnosis component 47a selects another abstraction 48 from the library
having more complex failure assumptions. For example, in one possible implementation, the abstraction diagnosis
component 47a then selects to now consider multiple faults, and thus selects the abstraction48b in Figs. 5 and 8. Using
this, the successful execution of Plan 2 exonerates B 204 and C 206, but the success of Plan 3 exonerates A, and thus
another meta-conflict ABa(I)∨ABa(D) is found by the abstraction diagnosis component 47a. At the abstraction level,
therefore, Fig. 8 illustrates a line showing a lower bound of fault assumption complexity after identification of a meta-
conflicts for single or multiple non-interaction persistent fault assumptions of the abstractions 48a and 48b (e.g., these
abstractions are not robust enough to correctly diagnose the plant.
[0041] Based on this, the abstraction diagnosis component 47 determines that more complex fault assumptions are
warranted, and thus assumes that the plant can contain either or both an intermittent fault and/or an interaction fault.
For instance, it is possible that component A can be intermittently failing, producing a bad output at time 1 and a good
output at time 3. The system can also contain an interaction fault. For example, the system can contain the interaction
fault [A,B], where both components 202 and 204 might individually be working correctly, but produce faulty behavior
when combined. In the following figures, [...] indicates an interaction fault which occurs only when all of the components
operate on the same object. Plan 1 is the only plan in which resources A 202 and B 204 are both used, and thus the
interaction fault [A,B] explains all the observations 56 from the plant.
[0042] In the illustrated diagnosis system 40, a tentative diagnosis 58 is represented by the set of failing components.
When a plan 54 succeeds, the system 40 infers that if there are no intermittent faults (¬ABa(I)), then every component
mentioned in the plan is exonerated; and that if there are interaction faults (ABa(D)), then every diagnosis 58 containing
an interaction fault which contains only components from the plan p is exonerated. In addition, the component 47a infers
that when a plan p fails, every diagnosis 58 that does not contain a component in p is exonerated. Initially, all subsets
of components 202-212 can be diagnoses 58. With the introduction of interaction faults, any combination of components
202-212 can also be a fault, and thus, if a plan includes an integer number "n" components or resources, there are o
(22n) possible diagnoses.
[0043] Fig. 10 illustrates a fraction of the diagnosis lattice 400 for a simple system with the three components {A,B,
C} (components 202, 204, and 206 in Fig. 6). For simplicity, persistent faults are assumed, but multiple and interaction
faults are allowed (e.g., the abstraction diagnosis component 47a selects abstraction 48e in Figs. 5 and 8). Using the
prior example, execution of Plan 1 which used A,B produced a failure. Using the assumptions of abstraction 48e,
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component C 206 alone cannot explain the observations 56, and neither can [AC], [BC] or [ABC]. The only minimum
cardinality diagnoses are {A}, {B} and {[AB]}. The success of Plan 2 exonerates B and C. Therefore any diagnosis which
contains B or C is exonerated. In addition, any diagnosis 58 containing the interaction fault [BC] is exonerated. Finally,
when Plan 3 is observed to succeed, A is exonerated. The only minimum cardinality diagnosis which explains the
symptoms is the interaction fault [AB] as shown in Fig. 10, where the numbers next to the eliminated diagnoses indicate
which plan eliminated that diagnosis.
[0044] Exemplary diagnostic algorithms are described below with respect to operation of the diagnoser 47 in the
system 40, which maintain mutually exclusive sets of diagnostic abstractions 48, good components 42a, bad or suspected
components 42b, and unknown components 42c. Each diagnostic abstraction 48 represents a set within which we are
sure there is a faulty component, and the system 40 explores one abstraction 48 at a time. In certain embodiments of
the diagnosis system 40, moreover, the current abstraction 48 and the listings in the belief model 41 will represent the
entire state of knowledge of the fault condition of the plant resources, where conflicts from prior observations 56 may
be discarded. Because the plant 20 may be continuously operated, there may be far too many observations to record
in detail. However, the described algorithms may take more observations to pinpoint the true fault(s), but it will never
miss faults.
[0045] For a single fault abstraction (e.g., 48a in Figs. 5 and 8), a system Sys is a tuple < C, P,Z > where C is the set
of all plant resources 21-24, P is a list of plans 54 (pi = [c1, c2, ... , cn] is a sequence of components involved in the plan
54), and Z is a list of observations 56, where an observation z1 ∈ {f,s} is associated with plan pi, and plan failures are
denoted "f" and successful plan execution is denoted "s". A diagnosis D is a tuple < g, b, x, su > where g#C is the set
of good components, b#C is the set of bad components, r#C is the set of unknown components which are not under
suspicion and not exonerated, and su#C is the set of suspected components.
[0046] Fig. 12 shows a first algorithm 430 executed by the diagnoser 47 for each plan 54 and observation 56 pair.
The algorithm 430 updates the entire state of knowledge of the faultedness of system components. As an illustrative
example, Sys is assumed to be the six component system 200 in Fig. 6 with components C = {A,B,C,D,E, F}, any
combination of components can be executed in a given plan 54, and component B is faulted. Table 320 in Fig. 11
illustrates for each time step t the entire state of knowledge, in which every component is a member of exactly one of
the sets of the current diagnosis 58. In the illustrated sequence of plans 54, Plan 1 (ABCDE) fails, and the diagnoser
47 focuses on the fact that one of {A,B,C,D,E} is faulted. Plan 2 (ABC) fails, and the domain diagnosis component 47b
can narrow the focus to the fact that one of {A,B,C} is faulted, and knows that {D,E} are good. Plan 3 (ADE) succeeds,
and accordingly A,D,E are exonerated and the focus narrows to {B,C}. Plan 4 (ABDE) fails, and since the failed Plan 4
intersects only in B with the suspected set, B must be faulted under the initial single fault assumption of abstraction 48a,
and all other components are exonerated.
[0047] Referring to Figs. 13 and 14, in a case where the abstraction diagnosis component 47a selects an abstraction
48 that assumes multiple faults are possible (e.g., abstraction 48b in Figs. 5 and 8), a diagnosis 58 D is a tuple < g, b,
x,DF > where g#C is the set of good components, b#C is the set of bad components, r#C is the set of unknown
components which are not under suspicion, DF is the set of diagnosis foci with a diagnosis focus dfi being a tuple < sui,
sci > where: sui#C is the set of suspected components in the diagnosis focus dfi at time t, sci#C is a set of components,
and sui#sci is the set of components which defines the scope of the diagnosis focus dfi. Algorithm 440 in Fig. 13 is
performed by the diagnoser 47 for each plan 54 and observation 58 pair to update the entire state of knowledge of the
faultedness of system components. Assuming that Sys is a simple system with five components C = {A,B,C,D,E}, that
we are able to execute any combination of components as a plan 54, and that components B and D are faulted. Table
450 in Fig. 14 shows the entire state of knowledge for each time step t for this multiple fault abstraction 48b. Every
component will be a member of exactly one of the sets of the current diagnosis 58. As shown in table 450 of Fig. 14,
Plan 1 (ABCDE) fails, and the diagnoser 47 focuses on the fact that one of {A,B,C,D,E} is faulted. Plan 2 (ABC) also
fails, and the focus is narrowed to the fact that one of {A,B,C} is faulted, with {D,E} remaining unknown. Plan 3 (ADE)
fails and the focus narrows to A, while there may be a fault in {B,C} (But the scope is still {A,B,C}). Plan 4 (A) then
succeeds, A is exonerated, and the focus moves to {B,C}. Plan 5 (ADE) fails, and since A was previously exonerated,
the focus shifts to one of {D,E}. Plan 6 (AC) succeeds and therefore C is exonerated, by which the diagnosis component
47b concludes that B is faulted and this diagnosis 58 is output. This closes focus 1. Plan 7 (ADC) then fails, and given
that A,C are exonerated, D is determined to be faulted, thus closing focus 2 and move the remaining components (e.g.,
E in this example) to the unknown set. Plan 8 (ACE) then succeeds, and thus ACE is exonerated.
[0048] Figs. 15 and 16 illustrate a multiple interaction faults case where the abstraction diagnosis component 47a
selects the abstraction 48e in Figs. 5 and 8. In this case, X = {x1, ... , xn} is a set of elements, P(X) is the power set over
X (e.g., X={x1,x2}↔P(X)={{},{x1},{x2},{x1,x2}}), and
X≡P(X) represents the power set of X. In this case, moreover:
[0049]



EP 2 233 997 A1

10

5

10

15

20

25

30

35

40

45

50

55

[0050] P(X)≡UY⊂X Y is the set of all power sets over all possible subsets of X , and E(PX) is the set of all individual
components mentioned in X, e.g. X = {{a, b, c}, {a, d, e}, {g}} ↔ E(X) = {a, b, c, d, e, g}. A system Sys is a tuple < C, P,
Z > as defined in the single fault case. A diagnosis 58 D is a tuple < g, b, x, DF >. g#P(C) represents all global good
diagnosis candidates where a diagnosis candidate is a set of components that can cause a failure. Let X # C be a set
of components, then X ∈ P(C) represents all diagnosis candidates dc ∈ P(X). b # P(C) is the set of bad diagnosis
candidates, where {A, [DE]} denotes that A and the diagnosis candidate [DE] (interaction fault) are bad. x # P(C) is the
set of unknown diagnosis candidates which are not under suspicion. DF is the set of diagnosis foci. A diagnosis focus
dfi is a tuple < sui, sci > where sui # P(C) is the set of suspected diagnosis candidates in the diagnosis focus dfi at time
t, sci#P(C) is a set of diagnosis candidates. sui ∪ sci is the set of diagnosis candidates which defines the scope of the
diagnosis focus dfi , and lgi # P(C) represents all local (relevant) good diagnosis candidates.
[0051] Fig. 16 illustrates a multiple interaction fault algorithm 470 implemented by the diagnoser 47 for a corresponding
selected abstraction (e.g., abstraction 48e in Figs. 5 and 8), and Fig. 15 illustrates a table 460 showing the entire state
of knowledge of the faultedness of system components for this example. Assuming that Sys is a simple system with five
components C = {A,B,C,D,E}, that any combination of components may be executed as a plan 54, and that components
B and D are faulted, Fig. 15 shows an exemplary sequence of plans 54 and the corresponding observed plant behavior
along with the maintained lists of good, bad/suspected, and unknown components. In this example, Plan 1 (ABCDE)
fails, and the diagnoser 47 focuses on the fact that one of {A,B,C,D,E} is faulted. Plan 2 (ABC) fails, and thus the
diagnoser 47 narrows the focus to the fact that one of {A,B,C} is faulted, and components {D,E} are listed as unknown.
Plan 3 (ADE) fails, and the focus narrows to A, while there may be a fault in {B,C} (But the scope is still {A,B,C}). Plan
4 (A) succeeds, A is exonerated, and the focus shifts to {B,C}, with A retained as a local (relevant) good ({A}). Plan 5
(ADE) then fails, and since A is exonerated, a new focus is introduced on {D,E}, but the diagnoser 47 still keeps A as a
local (relevant) good ({A}). Plan 6 (AC) then succeeds, whereby A,C,[AC] are exonerated, denoted as AC. The new
global goods are {AC} because {A} ∪ {AC} = {AC}, The diagnoser 47 updates the local (relevant) goods in focus 1 to
AC, because A,C,AC a re relevant to focus 1, and component B is the only diagnosis candidate left in focus 1. Plan 7
(ADC) then fails. Given that A,C are exonerated, D is determined to be faulted because it is a minimal diagnosis candidate,
and the diagnoser 47 accordingly closes focus 2. Plan 8 (ACE) then succeeds, by which A,C,E,AC,AE,CE,ACE are
exonerated, denoted as ACE. The new global goods are {ACE}, because {AC} ∪ {ACE} = {ACE}. Plan 9 (B) then
succeeds, thus exonerating B, denoted as B. The new global goods are {ACE,B}, because {ACE} ∪ {B} = {ACE,B}. At
this point, the diagnosis candidates A,B,C,AC relevant to focus 1 are goods, and the diagnoser 47 therefore generates
all minimal diagnosis candidates form the local goods {[AB], [BC]} and moves the focus to them. Plan 10 (AB) then fails,
and since A,B were previously exonerated, the interaction set [AB] is faulted because it is a minimal diagnosis candidate.
[0052] In accordance with further aspects of the present disclosure, a computer readable medium is provided, which
has computer executable instructions for instructions for selecting a first one of a plurality of diagnostic abstractions
having the least complex fault assumption or assumptions regarding resources of a production plant, determining a
current plant condition based at least partially on the currently selected diagnostic abstraction, a previously executed
plan and corresponding observations from the plant, and a plant model, as well as instructions for selectively selecting
another one of the diagnostic abstractions having more complex fault assumptions when a most recently selected
diagnostic abstraction is logically inconsistent with the current fault status indications. The medium in certain embodiments
also includes computerexecutable instructions for maintaining a beliefmodel comprising at least one fault status indication
for at least one resource of the plant, and updating the belief model based at least partially on the currently selected
diagnostic abstraction, a previously executed plan, at least one corresponding observation from the plant, and the plant
model.
[0053] The above examples are merely illustrative of several possible embodiments of the present disclosure, wherein
equivalent alterations and/or modifications will occur to others skilled in the art upon reading and understanding this
specification and the annexed drawings. In particular regard to the various functions performed by the above described
components (assemblies, devices, systems, circuits, and the like), the terms (including a reference to a "means") used
to describe such components are intended to correspond, unless otherwise indicated, to any component, such as
hardware, software, or combinations thereof, which performs the specified function of the described component (i.e.,
that is functionally equivalent), even though not structurally equivalent to the disclosed structure which performs the
function in the illustrated implementations of the disclosure. In addition, although a particular feature of the disclosure
may have been disclosed with respect to only one of several embodiments, such feature may be combined with one or
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more other features of the other implementations as may be desired and advantageous for any given or particular
application. Also, to the extent that the terms "including", "includes", "having", "has", "with", or variants thereof are used
in the detailed description and/or in the claims, such terms are intended to be inclusive in a manner similar to the term
"comprising". It will be appreciated that various of the above-disclosed and other features and functions, or alternatives
thereof, may be desirably combined into many other different systems or applications.

Claims

1. A control system for controlling operation of a production system with a plant that can achieve one or more production
goals, the control system comprising:

a planner operative to provide plans for execution using one or more plant resources in the plant;
a model of the plant; and
a diagnosis system comprising:

a plurality of diagnostic abstractions individually representing one or more fault assumptions regarding
resources of the plant with a complexity of the fault assumption or assumptions of each diagnostic abstraction
being different,
a belief model comprising at least one fault status indication for at least one resource of the plant, and
a diagnoser including:

an abstraction diagnosis component operative to initially select a first one of the plurality of diagnostic
abstractions having the least complex fault assumption or assumptions and to subsequently select
another one of the diagnostic abstractions having more complex fault assumptions when a most recently
selected diagnostic abstraction is logically inconsistent with the current fault status indications in the
belief model, and
a domain diagnosis component operative to determine a current plant condition and to update the
belief model based at least partially on the currently selected diagnostic abstraction, a previously
executed plan, at least one corresponding observation from the plant, and the plant model.

2. The control system of claim 1, wherein the plurality of diagnostic abstractions includes at least one abstraction
representing a single fault assumption and at least one abstraction representing a multiple fault assumption regarding
resources of the plant with successively more complex fault assumptions, respectively.

3. The control system of claim 2, wherein the plurality of diagnostic abstractions includes at least one abstraction
representing a persistent fault assumption and at least one abstraction representing an intermittent fault assumption
regarding resources of the plant with successively more complex fault assumptions, respectively.

4. The control system of claim 3, wherein the plurality of diagnostic abstractions includes at least one abstraction
representing an interaction fault assumption and at least one abstraction representing a non-interaction fault as-
sumption regarding resources of the plant with successively more complex fault assumptions, respectively.

5. The control system of claim 2, wherein the plurality of diagnostic abstractions includes at least one abstraction
representing an interaction fault assumption and at least one abstraction representing a non-interaction fault as-
sumption regarding resources of the plant with successively more complex fault assumptions, respectively.

6. The control system of claim 1, wherein the plurality of diagnostic abstractions includes at least one abstraction
representing a persistent fault assumption and at least one abstraction representing an intermittent fault assumption
regarding resources of the plant with successively more complex fault assumptions, respectively.

7. The control system of claim 6, wherein the plurality of diagnostic abstractions includes at least one abstraction
representing an interaction fault assumption and at least one abstraction representing a non-interaction fault as-
sumption regarding resources of the plant with successively more complex fault assumptions, respectively.

8. The control system of claim 1, wherein the plurality of diagnostic abstractions includes at least one abstraction
representing an interaction fault assumption and at least one abstraction representing a non-interaction fault as-
sumption regarding resources of the plant with successively more complex fault assumptions, respectively.
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9. The control system of claim 8, wherein the domain diagnosis component is operative to identify at least one interaction
fault involving interaction of two or more resources of the plant.

10. The control system of claim 1, wherein the belief model comprises:

a list of good or exonerated resources of the plant;
a list of bad or suspected resources of the plant; and
a list of unknown resources of the plant.

11. The control system of claim 10, wherein at least one fault status indication in the belief model indicates a fault
probability for at least one resource of the plant.

12. The control system of claim 1, wherein at least one fault status indication in the belief model indicates a fault
probability for at least one resource of the plant.

13. A method of determining a current condition of resources of a production plant, the method comprising:

selecting a first one of a plurality of diagnostic abstractions having the least complex fault assumption or as-
sumptions regarding resources of the plant;
determining a current plant condition based at least partially on the currently selected diagnostic abstraction,
a previously executed plan, at least one corresponding observation from the plant, and a plant model; and
selectively selecting another one of the diagnostic abstractions having more complex fault assumptions when
a most recently selected diagnostic abstraction is logically inconsistent with the current fault status indications.

14. The method of claim 13, further comprising:

maintaining a belief model comprising at least one fault status indication for at least one resource of the plant; and
updating the belief model based at least partially on the currently selected diagnostic abstraction, a previously
executed plan, at least one corresponding observation from the plant, and the plant model.

15. The method of claim 13, wherein the plurality of diagnostic abstractions includes at least one abstraction representing
a single fault assumption and at least one abstraction representing a multiple fault assumption regarding resources
of the plant with successively more complex fault assumptions, respectively.
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