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(54) Method for hardware-software multitasking on a reconfigurable computing platform

(57) A platform supporting reconfigurable comput-
ing, enabling the introduction of reconfigurable hard-
ware into portable devices is described. Dynamic hard-
ware/software multitasking methods for a reconfigura-
ble computing platform including reconfigurable hard-
ware devices such as gate arrays, especially FPGA's,
and software means, like dedicated hardware/software
operating systems and middleware, adapted for sup-
porting said methods, especially multitasking are de-
scribed.

A computing platform, which is a heterogeneous
multi-processor platform, containing one or more in-
struction set processors (ISP) and a reconfigurable ma-
trix (for 5 instance a gate array, especially an FPGA),
adapted for (dynamic) hardware/software multitasking
is decribed.

An operating systems (OS) is provided, capable of
dealing with the platform, by providing a clear interface
to the facilities of said platform and supporting concur-
rent task execution. The operating system is preferably
an application independent system, allowing applica-
tions with a plurality of tasks, to communicate to said
heterogeneous platform. Application tasks mapped on
the reconfigurable matrix are denoted as hardware
(HW) tasks (or components) while other tasks are de-
noted softwae (SW) tasks or components, e.g. for run-
ning on an Instruction Set Processor (ISP). Facilities for

invoking hard real time constraints on a SW task are in-
cluded in the operating system. Means for storing state
information of a task preempted on a reconfigurable de-
vice are provided. The storage and transfer/restoration
of state information can be managed by a HW/SW OS
scheduler.
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Description

FIELD OF THE INVENTION

[0001] The invention relates to multitasking computing systems and methods adapted for reconfigurable computing
platforms as well as reconfigurable hardware devices and software, such as operating systems, middleware, or drivers
adapted for supporting and executing the methods.

BACKGROUND OF THE INVENTION

[0002] Nowadays a lot of applications, like multimedia applications are emerging on portable appliances. These
applications require both the flexibility of upgradable devices (typically software based) and a powerful computing
engine (typically hardware). This application domain is therefore a very good target for reconfigurable computing.
[0003] Execution of applications on a software based computing platform is often supported by an operating system,
that abstracts the hardware, by providing a clear interface to the facilities of the platform. Operating systems for a
general purpose programmable processor are known. The OS can also provide an environment where several tasks
can run concurrently, with a minimal of interference between them, but with support for safe data sharing. In that context,
the OS should manage the available hardware resources in a consistent, efficient and fair way. Operating systems for
combinations of general purpose programmable processors, enabling such multitasking, are also known. Many con-
temporary platforms have a general purpose OS that abstracts the hardware. These operating systems however do
not provide any support for incorporating hard real time properties into tasks.
[0004] Running of applications on a dedicated hardware device can involve writing a device driver, allowing appli-
cations to communicate with this device. Such a-device driver-only approach makes an application designer respon-
sible for the execution of the application, instead of the OS. Such a device driver is device and application specific.
[0005] In case multiple resources are available on a computing platform, a scheduling problem can be defined as
follows. Since the computing resources are limited: how to decide what task to run and where, in case there are multiple
processors or processing engines available. These decisions can be based on parameters like task priority, processor
affinity. In case of preemptive scheduling: how can the context of the current task be saved, in order for this task to
continue whenever additional computing resources are assigned to it. The existing work in the area of runtime recon-
figurable systems concentrates on managing the time evolution of applications that exclusively own the reconfigurable
matrix for a short while. A lot of work has already been done on describing general concepts about scheduling tasks
on heterogeneous multi-processor systems, as well as specific scheduling techniques.
[0006] Multi-processor architectures include interconnection networks. Various interconnection networks are known
in the multicomputing world and System-on-Chip. A packet-switched network for instance exists in different flavors,
both for the topology (k-ary n-cubes, hypercubes, butterflies, crossbars) and for the type of routing (wormhole, virtual
cut-through, mad postman switching). Such a concept has been introduced in SoC, allowing to route packets instead
of wires.

AIM OF THE INVENTION

[0007] It is an aim of the invention to provide an improved computing platform, methods of operating the same,
software such as an operating system, middleware and device drivers as well as reconfigurable hardware devices
which are more flexible in their use of resources.

SUMMARY OF THE INVENTION

[0008] The invention presents in general the platform supporting reconfigurable computing, enabling the introduction
of reconfigurable hardware into portable devices. In particular, the present invention can provide dynamic hardware/
software multitasking methods for a reconfigurable computing platform including reconfigurable hardware devices such
as gate arrays, especially FPGA's, and software means, like dedicated hardware/software operating systems and
middleware, adapted for supporting said methods, especially multitasking.
[0009] It is an aspect of the invention to provide a platform, which is a heterogeneous multi-processor platform,
containing one or more instruction set processors (ISP) and a reconfigurable matrix (for instance a gate array, especially
an FPGA), adapted for (dynamic) hardware/software multitasking.
[0010] It is also an aspect of the invention to provide an operating systems (OS), capable of dealing with said platform,
by providing a clear interface to the facilities of said platform and supporting concurrent task execution. The operating
system is preferably an application independent system, allowing applications with a plurality of tasks, to communicate
to said heterogeneous platform. Application tasks mapped on the reconfigurable matrix are denoted as hardware (HW)
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tasks (or components) while other tasks are denoted softwae (SW) tasks or components, e.g. for running on an In-
struction Set Processor (ISP). The operating system is denoted a HW/SW OS. Facilities for invoking hard real time
constraints on a SW task are included in the operating system. Means for storing state information of a task preempted
on a reconfigurable device are provided. The storage and transfer/restoration of state information can be managed by
a HW/SW OS scheduler.
[0011] It is an aspect of the invention to provide an abstraction layer, in the form of device driver, between the recon-
figurable matrix and the operating system (HW/SW OS). The application communicates to the HW/SW OS, which in
turn communicates with the device driver. The device driver deals with the reconfigurable matrix. Essentially there is
no direct communication between the application and this device driver. The device driver, that abstracts the reconfig-
urable matrix away from the HW/SW OS, can handle the problem of where to place the HW tasks in the reconfigurable
matrix.
[0012] A further aspect of the invention is the provision of an interconnection network on said reconfigurable matrix.
[0013] An aspect of the invention is a method for execution of an application or a plurality of applications, said exe-
cution requiring running substantially simultaneously a plurality of tasks (multi-tasking), on said platform. Said execution
method allows for dynamically instantiation of HW tasks by exploiting partial reconfiguration of the reconfigurable matrix,
for a low hardware overhead. The reconfigurable matrix can be subdivided into smaller processing units or "tiles". The
tiles of the reconfigurable matrix are reconfigurable, hence fine-grain configurability is exploited. The tiles may be
suitable for a dedicated hardware task or may be a microcontroller. The method opens the way to a new class of hybrid
applications dynamically mixing hardware and software components.
[0014] It is an aspect of the invention to provide means to (re)schedule a task either in hardware or software in a
reconfigurable system-on-chip, provided with a uniform communication scheme, more in particular tools incorporated
within a suitable object-oriented design environment permitting the implementation and management of hardware/
software relocatable tasks. The above means enable development of applications in a way that ensures an equivalent
behavior for hardware and software implementations to allow run-time relocation and equivalence of states between
hardware and software for enabling efficient heterogeneous context switches. Full hardware/software multitasking is
realized, in such a way that the operating system is able to spawn and relocate a task either in hardware or software.
[0015] In particular, the present invention provides a method of dynamically reconfiguring a computing platform in a
process for executing at least one application on said platform, said platform comprising at least one programmable
processor and a reconfigurable processing device, said application comprising a plurality of tasks, a number of said
tasks being selectably executable as a software task on a programmable processor or as a hardware task on a hardware
device, said method comprising: configuring said reconfigurable device so as to be capable of executing a first plurality
of hardware tasks; after said configuring, executing a first set of tasks of an application substantially simultaneously
on said platform, at least two of said tasks of said first set being substantially simultaneously executed as hardware
tasks of said first plurality on said reconfigurable device; interrupting said execution of said first set; configuring said
reconfigurable device such that at least one new hardware task other than one of the first plurality of hardware tasks
can be executed; executing a second set of said tasks to further execute the application, the second set including said
new hardware task, the execution being substantially simultaneously on said platform, at least two of said tasks of said
second set, including said new hardware task, being substantially simultaneously executed as hardware tasks on said
reconfigurable device.
[0016] The configuring of said reconfigurable device is preferably carried out at run-time of the application. The
configuring of said reconfigurable device is preferably transparent to a user running the application. The hardware
tasks can be written in a description language and the hardware tasks written in the description language can be
automatically converted into a hardware bitstream description. Preferably, said reconfigurable device, comprises a
plurality of tiles, each tile being configurable in variety of configurations, each of said tile configurations being capable
of running a hardware task and wherein the configuring of said reconfigurable device such that said at least one new
hardware task other than the first plurality of hardware tasks can be executed, changes at least one of said tiles from
one configuration to another configuration.
[0017] The reconfigurable device can comprise a plurality of tiles and a communication network for providing com-
munication between said tiles, wherein during said configuring of said reconfigurable device such that at least one new
hardware component other than the hardware components of said first list can be executed, said communication net-
work remains fixed.
[0018] In the method a new task can be first executed on said programmable processor and thereafter, when the
configuring is ready, executing the second set of said tasks, including said new task, substantially simultaneously on
said platform, while at least two of said tasks of said second set, including said new task, are substantially simultane-
ously executed as hardware tasks on said reconfigurable device.
[0019] A task is preferably described in adescription using a description language being represented as a first set
of objects with a first set of relationships therebetween. The description or a derivation thereof is then transformed into
synthesizable code.
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[0020] In one aspect the application can be represented by codes, of which at least a first part is convertible in a first
code, obtainable by mapping at least part of said application onto a virtual device which is hardware reconfigurable.
Further at least a second part of said code is convertible in a second code obtainable by mapping at least part of said
application onto a virtual programmable processor, said first code comprising configuration information for hardware
reconfiguring said virtual device, said hardware reconfiguring being required for enabling execution of said application
on said virtual device, said second code comprising instructions compilable on a virtual programmable processor. Said
first code is transformed into a third code, said third code comprising configuration information for hardware configuring
said hardware reconfigurable device, said hardware reconfiguring being required for enabling execution of said appli-
cation on said hardware reconfigurable device. Said second code is transformed into a fourth code, said fourth code
comprising instructions compilable on said programmable processor. Finally, said application with said third and fourth
code is executed on said device.
[0021] The application can also be defined as a set of process threads in a description language, the set defining a
representation of the application, at least part of said process thread representing a process which can be carried out
on either said reconfigurable hardware device or said programmable processor, said description language including a
function that suspends a thread. Then, at least one thread is suspended the state information of said thread is stored
by invoking said function.
[0022] The present invention also provides an operating system of a computing platform, capable of managing the
execution of at least one application, comprising a plurality of tasks, a number of said tasks being selectably executable
as a software task on a programmable processor or as a hardware task on a hardware device, on the computing
platform comprising at least one programmable processor and a reconfigurable device. The operating system com-
prised means for scheduling said tasks and means to reconfigure at run-time resources for a hardware task executed
on the reconfigurable device. Means to allocate resources between the programmable processor and the reconfigurable
device can also be provided. The operating system or another program can comprise means to pre-empt and relocate
tasks between the programmable processor and the reconfigurable device and vice versa. Means for storing state
information can be provided for a task executed as a hardware component, when preempted on said reconfigurable
device.
[0023] The tasks can be capable of moving to a preemption state when receiving a pre-emption request, and means
can be provided, when said preemption state is reached for a task, to send a message containing the current state of
that task. Also means for restoration of state information on said reconfigurable device, when the corresponding task's
execution is re-started can be provided.
[0024] Further, means for invoking hard real time constraints on a task executed as a software task can be provided.
Means for supporting uniform communication, allowing tasks to send/receive messages regardless of whether they
are executed as hardware or as software tasks can also be provided. The operating system can be adapted for handling
logical addresses as representations of said tasks, and the means for supporting uniform communication can comprise
means for updating address translation tables, enabling translation of said logical addresses into physical addresses,
representing the location of a task within the reconfigurable device.
[0025] The operating system can be adapted for operating with a platform with a reconfigurable device comprising
a plurality of tiles, each tile being configurable in a variety of configurations, each of said tile configurations being
capable of running a hardware component, as well as means for storing the usage of tiles by said hardware components
at any moment. The operating system can further comprise means for deciding on which tile a hardware task is exe-
cuted.
[0026] Means for adapting the configurations of said tiles by performing a partial reconfiguration of said reconfigurable
device without rerouting can also be provided. The operating system may be for execution on said programmable
processor in real-time mode. The operating system may be adapted to co-operate with means for operating system
support, said means being adapted for execution on said reconfigurable device.
[0027] The present invention also provides a piece of middleware software, the middle software comprising: means
of communicating with the operating system described above, and means for performing the selection of whether a
task will be selected as software or as hardware component. The middleware software may further comprise: means
for handling a representation of said application as a set of communicating threads. The middleware software may
further comprise: means for automatic code generation for a task either as hardware component or as software com-
ponent.
[0028] The selection of whether a task will be selected as software or as hardware component can be based on
determining a trade-off in terms of QoS.
[0029] The present invention also provides a device driver, dedicated for a reconfigurable device configured to have
a plurality of tiles. The device driver can comprise means for communicating with an operating system, said means for
communicating providing said operating system with information about the number of tiles and the speed of reconfig-
urability of said reconfigurable device.
[0030] The present invention may provide a reconfigurable device comprising a plurality of tiles and a communication
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network for providing communication between said tiles, as well as means for message routing over said communication
network. The messaging may be provided by routing tables.
[0031] The present invention also provides a communication network, configured on a reconfigurable device, said
reconfiguration being configured to have a plurality of tiles, said communication network providing communication
between said tiles. The communication network can be adapted for supporting packet-switched interconnection net-
work, in particular, for supporting message passing communication between tasks, executed by said tiles. The com-
munication network may have multiple time-multiplexed virtual channels. The communication network can have a torus-
like 2-D network topology, and can be adapted for supporting wormhole routing, for instance. The communication
network may comprise a plurality of routers. Interfaces, for decoupling said tasks from the network may be provided.
The interfaces may include double port memories. The network clock rate may be substantially higher than the tile
clock rate.
[0032] The present invention provides a multi-tasking reconfigurable device, comprising: a plurality of tiles, each tile
being configurable in a variety of configurations, each of said tile configurations being capable of running a hardware
task, each of said tile configurations having an interface, wherein the position of said interfaces is constant. The tiles
can be separately configurable. The input/output topology of each of the configurations of a single title can be identical.
The reconfigurable device may comprise a plurality of configurable logic blocks (CLB's); said CLB's being arranged in
an array wherein respective CLB's are placed edge to edge in a tiled arrangement, thereby defining said tiles. A routing
structure for interconnecting said configurable logic blocks (CLB's) may be provided. A communication network defined
on said routing structure for providing communication between said tiles can also be provided. The communication
network can comprise a plurality of routers. The communication network may be implemented in an ON-CHIP packet-
switched interconnection network. Each of the tiles can define partly a virtual processor. Each of said titles may define
partly a local memory to which said virtual processor has direct access without passing the routers or routing resources.
[0033] The present invention also provides a method for reconfiguring a reconfiurable hardware device having tiles
such that a set of hardware tasks said device is capable to run is changed, the method comprising reconfiguring one
of said tiles from a first configuration, capable of running a first task, into a second different configuration, capable of
running a second different task; said reconfiguring of said one tile being such that the interface of the second config-
uration satisfies said interface position constraints.

BRIEF DESCRIPTION OF THE DRAWINGS

[0034]

Fig. 1 represents a block diagram of an embodiment of a hybrid computing platform in accordance with the present
invention.
Figs. 2a and b and Fig. 3 show representations of a state switch in accordance with an embodiment of the present
invention.
Fig. 4 is a representation of a switch between a decode running on software and hardware in accordance with an
embodiment of the present invention.
Fig. 5 is a representation of an architecture in accordance with an embodiment of the present invention.
Fig. 6 is a representation of a reconfigurable device in accordance with an embodiment of the present invention.
Figs. 7a and b show arrangements of routers.
Fig. 8 shows a process flow for flits on for two virtual channels in accordance with an embodiment of the present
invention.
Fig. 9 is a representation of a net cell in accordance with an embodiment of the present invention.
Fig. 10 is a representation of data flow between two routers in accordance with an embodiment of the present
invention.
Fig. 11 shows a representation of an arrangement of routers, IP blocks bus macros and block RAMs in accordance
with an embodiment of the present invention.
Fig. 12 is a representation of a block diagram of a further embodiment in accordance with the present invention.
Fig. 13 shows a flow diagram of an algorithm to link different computing units in a hierarchical way in accordance
with an embodiment of the present invention.
Fig. 14 shows setting up and starting a task in accordance with an embodiment of the present invention.
Figs. 15a and b show how unused reconfigurable hardware device area can be better uitilized in accordance with
an embodiment of the present invention.
Figs. 16 and 17 show a process flow in accordance with an embodiment of the present invention.
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DETAILED DESCRIPTION OF THE PRESENT INVENTION

[0035] The present invention will be described with respect to particular embodiments and with reference to certain
drawings but the invention is not limited thereto but only by the claims. The drawings described are only schematic
and are non-limiting. In the drawings, the size of some of the elements may be exaggerated and not drawn on scale
for illustrative purposes.
[0036] The terms first, second, third and the like in the description and in the claims, are used for distinguishing
between similar elements and not necessarily for describing a sequential or chronological order. It is to be understood
that the terms so used are interchangeable under appropriate circumstances and that the embodiments of the invention
described herein are capable of operation in other sequences than described or illustrated herein.
[0037] The present invention relates to an apparatus or environment, capable of performing multi-tasking, to multi-
tasking methods, to an operating system that supports the methods and runs on the apparatus or parts of such an
apparatus.
[0038] More in particular the apparatus is capable of executing at least one application, composed of a plurality of
tasks. These tasks may execute as threads. At least a number of the tasks are selectably executable as software
components or tasks, meaning executable on a programmable processor, and as hardware components or tasks,
meaning executable on a dedicated datapath or on a micorcontroller or similar. The apparatus comprises of a plurality
of resources, more in particular at least of one programmable processor and a reconfigurable hardware device, meaning
capable of being reconfigured in various datapaths, suited for executing said hardware components or tasks.
[0039] A reconfigurable hardware device, comprises typically of a plurality of small configurable logic blocks and an
interconnect structure for interconnecting said configurable logic blocks. A reconfigurable hardware device can be a
logic gate array, e.g. a Field Programmable Gate Array (FPGA). Reconfiguring the hardware device means changing
the configuration or function of said logic blocks and/or the interconnection between said configurable logic blocks. As
said reconfiguration works at the level of these relatively small configurable logic blocks, this type of reconfigurability
is denoted fine grain reconfigurability.
[0040] In an aspect, the present invention relates to a method of using such a reconfigurable hardware device, said
method being particularly adapted for multi-tasking. Whereas fine grain reconfigurability allows for changing all con-
figurable logic blocks and their interconnect but requires a full place-and-route operation, in one aspect the invented
method restricts the degree's of freedom in reconfiguring while retaining the necessary flexibility for enabling the hard-
ware device to execute a hardware component or task. This is realized by arranging said configurable logic blocks in
various groups, typically in an array, wherein respective blocks being placed edge-to-edge in a tiled arrangement,
thereby defining so-called tiles. A tile can thus be defined as a plurality of near-by or neighbouring configurable logic
blocks. The tile size can be selected such that a title is configurable in a variety of configurations, each of said title
configurations being capable of running a hardware component or task. In order to avoid full place-and-route operations,
each of the tile configurations has an interface of which the position of said interfaces within the hardware device being
predetermined. A multi-tasking method in accordance with an embodiment of the present invention, executed on an
apparatus incorporating a reconfigurable hardware device, reconfigures the hardware device, by selecting configura-
tions from the predetermined configurations of said tiles. Such a method can modify the functionality of the hardware
reconfigurable device (hence such that the set of hardware tasks said device is capable to run is changed) by recon-
figuring at least one of said tiles from a first configuration, capable of running a first task, into a second (different)
configuration, capable of running a second (different) task. Further, said reconfiguring of said one tile can be such that
the interface of the second configuration satisfies said interface position constraints.
[0041] In another aspect the present invention provides an operating system, or at least extensions for a traditional
operating system, for a reconfigurable system, capable of managing tasks (of one or more applications) over the dif-
ferent resources of an apparatus, having at least one reconfigurable hardware logic device, enabling handling of tasks,
executable as hardware component, also denoted a hardware task. The operating system schedules tasks, both on a
programmable processor such as an Instruction Set Processor (ISP) and on the reconfigurable logic device and sup-
ports a uniform communication framework, which allows tasks to send/receive messages, regardless of their execution
location.
[0042] In a further aspect the present invention provides a middle layer system or middleware running on top of the
operating system, taking the application as input and deciding on the partitioning of the tasks between the reconfigurable
hardware device and the software-based programmable processor. The partitioning is preferably based on quality of
service considerations.
[0043] In accordance with a further aspect of the present invention, a method of reconfiguring the apparatus provides
communication while the tasks are executed. Therefore, on the reconfigurable hardware device a communication net-
work such as an interconnection network or arragement for routing resources is defined on the routing structure, defined
for the configurable logic blocks, for providing communication between said tiles.
[0044] In an embodiment the inter-task communication is based on message passing. Messages are transferred
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from one task to another in a common format for both hardware and software tasks. Both the operating system and
the hardware architecture should therefore support this kind of communication.
[0045] The operating system preferably provides means for updating address translation tables, to be used whenever
the operating system schedules a task, represented by a logical address, in hardware. This address translation table
allows the operating system to translate a logical address into a physical address and vice versa. The assigned physical
address is based on the location of the task in the interconnection network. The operating system can further provide
a message passing API, which uses these logical/physical addresses to route the messages.
[0046] In accordance with another aspect of the presetn invention, the operating system is aware of the tile usage
at any moment. As a consequence, it can spawn a new task without placement overhead by replacing the tile content
through partial reconfiguration of the FPGA.
[0047] The hardware architecture can provide the necessary support for message passing. Messages between tasks,
both scheduled in hardware, can be routed inside the interconnection network. Nevertheless, since the operating sys-
tem can control the task placement, it also controls the way the messages are routed inside the network, by adjusting
the hardware task routing tables. A packet-switched interconnection network can be provided to handle hardware
management issues such as task placement, location independence, routing, and inter-task communication. Task
placement is the problem of positioning a task somewhere in the reconfigurable hardware fabric by executing a place-
ment algorithm but with a constraint to fit the task in the shape of a tile. Run-time task placement is therefore enabled
and greatly facilitated, since every tile has the same size and same shape.
[0048] The run-time routing provided by the present invention can be described as providing connectivity between
the newly placed task and the rest of the system. The provided communication infrastructur, implemented at design-
time inside the interconnection network, provides the new task with a fixed communication interface, based on routing
tables. Once again, the operating preferably does not run any complex algorithm. Its only action is updating the routing
tables every time a new task is inserted/removed from the reconfigurable hardware.
[0049] In a further aspect of the present invention the design of relocatable tasks is provided as a common behavior
for the HW and the SW implementation of a task. The invention provides for a unified representation that can be refined
to both hardware and software. Consider a C++ library that allows unified hardware/software system design, by allowing
to make a representation of an application as communicating threads. The objects contain timing information, allowing
cycle-true simulation of the system. Once the system is designed, automatic code generation for both hardware and
software is available. This ensures a uniform behavior for both implementations in the heterogeneous reconfigurable
system.
[0050] Through the use of the foreign language interface features, an interface is provided that represents the com-
munication with the other tasks. This interface provides functions like send_message and receive_message that will
afterwards be expanded to the corresponding hardware or software implementation code. This ensures a communi-
cation scheme that is common to both implementations.
[0051] Methods in accordance with the present invention provide for spatial multitasking in hardware, in contrast to
the time-based multitasking. Since the number of tiles is limited, the operating is forced to decide at run-time on the
allocation of resources, in order to achieve maximum performance. Consequently, the operating system has means
to pre-empt and relocate tasks from the reconfigurable logic to the ISP and vice versa.
[0052] ISP registers and a task memory completely describe the state of any task running on the ISP. Consequently,
the state of a preempted task can be fully saved by pushing all the ISP registers onto a task stack. Whenever the task
gets rescheduled at the ISP, simply popping the register values from its stack and initializing the registers with these
values restores its state. This approach is not necessarily usable for a hardware task, since a hardware device can
depict its state in a completely different way. For example, state information can be held in several registers, latches
and internal memory, in a way that is very specific for a given task implementation. In a such a design there is no
simple, universal state representation, as for tasks executing on the ISP. Nevertheless, in accordance with an aspect
of the prtesent invention the operating system extracts and restores the state of a task executing in hardware, since
this is a key issue when enabling heterogeneous context switches. A way to extract and restore state when dealing
with tasks executing on the reconfigurable logic can be achieved by getting all status information bits out of the read
back bitstream. This way, manipulation of the configuration bitstream allows re-initializing the hardware task. When
adopting this methodology to enable heterogeneous context switches the present invention provides a translation layer
in the operating system, allowing it to translate an ISP type state into FPGA state bits and vice versa. Furthermore,
with this technique, the exact position of all the configuration bits in the bitstream must be known. However, it is clear
that this kind of approach does not produce a universally applicable solution for storing/restoring task state.
[0053] In a further aspect the present invention preferably provides a high level abstraction of the task state infor-
mation. In this way the operating system is able to dynamically reschedule a task from the ISP to the reconfigurable
logic and vice versa.
[0054] In a further aspect the present invention enables reconfigurable computing, e.g. the ability to execute a variety
of computational functions on the same computing platform, by changing the computation capabilities of said platform,



EP 1 372 084 A2

5

10

15

20

25

30

35

40

45

50

55

8

in a dynamic way, meaning at run-time. When executing an application the reconfigurable platform functions however
as if it were a fixed hardware programmable processor, i.e. the reconfiguration remains transparent to a user of the
system. The invention exploits the fine-grain architecture of the platform, meaning the ability to change the function of
each of the logic blocks on the one hand but introduces a coarse grain onto said platform for enabling the run-time
approach, e.g. by reconfiguring groups of logic blocks or tiles of the reconfigurable device. Indeed the invention exploits
the reconfiguration properties of the platform, more in particular the partial reconfiguration capabilities while avoiding
rerouting. This is done by imposing restrictions in the configurations allowed on the platform. Said restriction invoke
the presence of computing blocks larger than the logic blocks of which said platform comprises but smaller than the
platform itself. Said computing blocks are communicating via an interconnection network. The network can also partly
comprise logic blocks. The invention provides an operating system performing the scheduling controle for multitasking,
dynamic task creation and deletion and task swapping. A communication semantic, called message passing, suited
for both HW and SW tasks, is presented. The message passing can be used instead of fixed wiring. Decisions on a
network topology and routing strategy, keeping the communication overhead in terms of area (e.g. the routing controller)
and timing low, are also provided. The network of the present invention is preferably designed in order to prevent
deadlocks and guarantee communication within a given time frame, although no fixed route/wire is available. Important
for allowing task and the involved context switching in such a HW/SW multitasking platform is the capability of having
a uniform state representation, for both a HW and SW task. By providing a high-level description of a task, said de-
scription being capable of being mapped to both a HW or SW task, allows the indication by the task developer to
indicate the important state variables. The Operating System has means for saving/accessing the state of a task when
a task swapping is performed. Method for transforming high-level task descriptions, for instance using single threaded
code, like in C or C++, into multi-threaded descriptions, like dynamic dataflow models, are suitable.
[0055] In an embodiment of the present invention, at a first stage, the application is represented by a functional model
- see Fig. 16. This functional model 61 is optionally partitioned at into two sub-models 62, 63. The partitioning can be
done at run time. One optional sub-model 62 describes the application software part. The other model 63 describes
the application hardware part. Detailed source code 64 of an application software part is then run-time precompiled
(e.g. on-the-fly compiling) in step 66 into software bytecode 68 by a software virtual machine precompiler. The precom-
piler operates at run time, e.g. on-the-fly compiling. The hardware sub-model 63 is written in a description language
and is fed into an automatic hardware code generation environment such as described in US 6,233, 540. The sub
model 63 the hardware is transformed at run time into a structural register transfer level (RTL) hardware description
in step 65. The hardware design environment can be depicted as a hardware virtual machine precompiler 67 (e.g. for
run-time compiling, such as on-the-fly compiling), generating abstract hardware bytecode as described in EP 1,168,168
which is incorporated herein by reference.
[0056] The software bytecode 68 is interpreted by the software virtual machine in step 69, and turned into native
application software code 70 that runs on the native CPU of a programmable processor 71, e.g. an ISP - see Fig. 17.
On the other hand, the hardware bytecode 72 is interpreted by the hardware virtual machine (HVM) in step 73, and
turned into native FPGA bitstreams 74 that will configure the native FPGA 75.
[0057] The methods and apparatus accordinhg to the present invention can be applied, for instance, to multimedia
applications, e.g. on portable devices like a personal digital assistant (PDA) or a mobile phone, MP3 players, MPEG
players, games and browsers. To achieve Quality of Service (QoS) required for these applications, the present invention
not only provides the flexibility of a programmable processor, as well as an improved computation power for a specific
application domain but also allows improved flexiblity, e.g. by use of a reconfigurable harwdare device.
[0058] An aspect of the invention is therefore a general-purpose computing platform that allows to run different ap-
plications, like multimedia applications, and that offers enough flexibility to download and execute future applications.
This platform can be powerful, flexible, energy conscious and inexpensive. Said reconfigurable platform is provided
with a software environment that allows the same ease-of-programming as a general-purpose processor platform
today. The invented platform is a combination of an instruction-set processor (ISP) with a reconfigurable hardware
device. The introduction of the reconfigurable hardware device provides low power consumption for high computation
power by its hardware characteristics on the one hand, and flexibility by its reconfiguration aspects on the other hand.
The platform supports true hardware/software multitasking. At least one of the tasks can be run either on the ISP or
on the reconfigurable hardware. An operating system manages the applications by distributing the different tasks on
the available resources. The provided platform is thus a heterogeneous multi-processor platform, containing one or
more instruction set processors (ISP) and one or more reconfigurable matrices (for instance a logic gate array, espe-
cially an FPGA).
[0059] It is an aspect of the invention to provide an operating system (OS), capable of dealing with said platform, by
providing a clear interface to the facilities of said platform and to support concurrent task execution. The operating
system is preferably an application independent system, allowing applications with a plurality of tasks, to communicate
with said HW/SW platform. Application tasks mapped on the reconfigurable matrix are denoted hardware (HW) tasks
while other tasks are denoted softwae (SW) tasks. The operating system is denoted a HW/SW OS. Facilities for invoking
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hard real time constraints on a SW task are included in the operating system. Means for storing state information of a
task preempted on a reconfigurable device are introduced. The storage and transfer/restoration of state information is
managed by the HW/SW OS scheduler. The OS allows incorporation of a reconfigurable matrix as a system resource.
The OS provides for architecture independence, meaning that it does not matter for the OS whether the reconfigurable
matrix is an attached resource, an embedded resource or completely integrated with the ISP. Further abstraction is
provided, meaning that a virtual processor is abstracted in an efficient way, so that the execution details are hidden to
the application (and programmer). Further means for scheduling, thus deciding how to perform true multitasking on
the reconfigurable matrix, are provided. Communication means for setting up multi-purpose, efficient communication
between the reconfigurable resource and the rest of the system components are provided. Creation a HW/SW OS
capable of handling all the hardware design differences of the existing and future platforms is extremely difficult. The
reconfigurable matrix might be an attached resource (meaning, it might not always be present e.g. Ipaq Expansion
Pack), it could be an embedded resource, or even integrated with the ISP. The scheduling means performs scheduling
of tasks on a heterogeneous multi-processor platform. In general, solving the scheduling issue, means solving the
following problems: Since the computing resources are limited: how to decide what task to run and where, in case
there are multiple processors are available. These decisions can be based on parameters like task priority, processor
affinity,etc. In case of preemptive scheduling, the context of the current task can be saved, in order for this task to
continue whenever additional computing resources are assigned to it. The applicatios run on the platform concerns
multiple, possibly independent, tasks running in parallel on the reconfigurable matrix. The invention makes a distinction
between the following tasks : (i) software only tasks: they need an ISP to run, (ii) Hardware only tasks: can only be
executed on a reconfigurable matrix and (iii) Hardware/Software tasks: this is a special kind of task that can be executed
either on an ISP or a reconfigurable matrix. This also implies that both representations (ISP and reconfigurable matrix)
are available on the platform. Tasks that can run either in hardware or in software are the most flexible kind of tasks:
based on a set of parameter values, the OS scheduling system will decide what task will be run on what processor.
This way the reconfigurable matrix will be filled with hardware capable tasks. In case not all hardware/software capable
tasks are assigned to the reconfigurable matrix and if there is some spare computing power on the ISP, these unas-
signed tasks can be executed by the ISP. In order to preserve the behaviour of the HW/SW task as much as possible
(with respect to running the task in HW) when executing this task on the ISP, it is executed as a software task with
hard real time properties. Furthermore, this software task is controlled by the same API, as when the task runs in
hardware. This also simplifies switching such a task from hardware execution to software execution and vice versa.
Context switching, when considering ISP's, means that the OS preempts the currently running task and stores its
context. The context of such a task is fully described by the ISP's registers. Switching to the new task (for whatever
reason), is done by simply loading its saved context into the ISP's registers and continuing execution at the point it
was preempted. When preemting a task on a reconfigurable matrix, storing the context is done in a different way. The
state of a hardware task is defined by several registers, placed all over the IP block. One possible way of extracting
the state of the task running in hardware is to filter out all the revelant status information bits from the readback bistream.
Restoring the context, in that sense, implies setting the state of each single register in the configuration bitstream.
[0060] In an alternative approach, as soon as a hardware task running on the hardware device receives a preemption
request from the scheduler, it moves from the switching point to a preemption state and sends a message containing
its current state. This state information can be used to start a software program running on the ISP and continue at
the preemption point of the hardware task, or to restore the context of hardware task at the next hardware context
switch. This means, of course, that the amount and form of the state information that needs to be transfered at preemp-
tion is task dependant or could be switching point dependant. The storage and transfer/restoration of state information
is managed by the HW/SW OS scheduler. This technique can also be applied when context switching is initiated by
the hardware task itself. Further the harware device, e.g. an FPGA, can incorporate architectural support for the HW/
SW OS. For this purpose a kind of memory controller/programmer is provided. This takes care of saving/reloading
context and configuration of the IP tiles. Suppose all tasks are partitioned, but a new HW/SW task comes in. Although
it should be executed in HW, the HW/SW OS can decide to start it in SW in order to minimize execution latency and,
as soon as the reconfiguration is finished, switch the task from SW to HW.
[0061] To create a true hardware/software multitasking environment, an operating system is provided by the present
invention that manages the different applications running on the platform. The main function of the operating system
is to manage tasks. An application running on the platform will contain a combination of tasks. Each of these tasks isq
to run on one of the available resources. When a new task is started or an old task is deleted, some of the existing
tasks might have to be rescheduled onto another resource (e.g. to provide more computational power to the new task
or to decrease the power consumption). In accordance with an aspect of the present invention, the task creation and
deletion consist in the usual task handling for a software task, and in reconfiguring the FPGA for a hardware task. The
operating system preferably keeps track of the available resources, meaning location of all the tasks running. For
example, the OS can keep track of which tile of an FPGA is being used to execute a task. Task rescheduling is also
provided by the present invention. State equivalence is indetified between a software task and a hardware task. Indeed,



EP 1 372 084 A2

5

10

15

20

25

30

35

40

45

50

55

10

when a task is rescheduled from hardware to software or vice-versa, the state information is transferred in order to
resume the task where it has stopped. The operating system preferably handles communication between the tasks.
Three possible cases are envisaged: communication between two hardware tasks, communication between a hardware
task and a software task and communication between two software tasks. A preferred communication scheme is mes-
sage passing. The communication between hardware tasks is preferably handled by an interconnection network. The
operating system updates at run-time the routing tables of the tasks, and the network drives the messages to the
correct destination. For hardware-software communication, the hardware block uses a specific address in its routing
table that corresponds to the operating system. The messages between the ISP and the FPGA are stored in buffers.
For software-software communication, the same scheme, e.g. message passing, is used in order to have a unified
representation of the communication between tasks, no matter where the tasks are located. In order to guarantee some
QoS in the system, real-time services should be provided by the operating system. The communication will indeed
generate interrupts that should be handled fast enough (especially in the case of multimedia streams).
[0062] The operating system software can be supplied as a computer program product which includes code segments
which when executed on a computing device execute methods in accordance with the present invention. The present
invention also includes a data carrier storing the operating system computer program product and being machine
readable to install and execute the operating system when loaded into a computing device.
[0063] It is a further aspect of the invention to provide an abstraction layer, in the form of device driver, between the
reconfigurable matrix and the operating system (HW/SW OS). The application running on the computing platform
communicates with the HW/SW OS, which in turn communicates with the device driver. Essentially no direct commu-
nication between the application and this device driver needs to exist. The device driver, that abstracts the reconfig-
urable matrix away from the HW/SW OS, handles the problem of where to place the HW tasks in the reconfigurable
matrix. This device driver provides a uniform way to communicate with the reconfigurable hardware device. The ab-
straction layer is such that it works for a pre-routed network (ICN) on the reconfigurable device, e.g. an FPGA, and
other runtime reconfigurable architectures, that have a different task placing mechanism, as long as a device driver
with the suitable API is provided. The API informs the HW/SW OS of the parameters of the underlaying HW: this
includes the number of IP tiles (how many tasks can be run in parallel), the reconfiguration speed/latency, the com-
munication speed / latency).
[0064] The driver software can be supplied as a computer program product which includes code segments which
when executed on a computing device execute methods in accordance with the present invention. The present invention
also includes a data carrier storing the driver computer program product and being machine readable to execute the
driver when loaded into a computing device.
[0065] In a further aspect of the present invention a middleware software is provided which has means for commu-
nicating with the operating system, the middleware software having means for performing the selection of whether a
task will be selected as software or as hardware component. In this way a conventional operating system can be used
which is enhanced by means of the middleware software to carry out methods in accordance with the present invention.
The middleware can have means for handling a representation of the application running on the computing platform
as a set of communicating threads. The middleware software may also assume the role of generating automatic code
for a task either as hardware component or as software component. The selection of whether a task will be executed
as a software or as a hardware component can be based on determining a trade-off in terms of QoS for the execution
of the application.
[0066] The middleware software can be supplied as a computer program product which includes code segments
which when executed on a computing device execute methodsin accordance with the present invention. The present
invention also includes a data carrier storing the middleware computer program product and being machine readable
to execute the middleware when loaded into a computing device.
[0067] The middleware layer has to fulfill two functions: platform abstraction and QoS-aware rescheduling of task.
The user has access to real-time updates of services. For example, using a wireless networked device, the user down-
loads new services from service providers. A typical example is an applet that a user downloads while browsing the
Internet. This applet is coded in a platform-abstracted way, e.g. using the JAVATM framework. The code is then run on
a JAVA virtual machine, e.g. running on a programmable processor. The JAVA virtual machine interprets the bytecodes
of the applet. Applying the same concept to the heterogeneous platform in accordnace with the present invention, a
virtual machine is provided that can run applets on hardware as well as on software. A suitable hardware virtual machine
is disclosed in US 6,233,540 which is incorprated herein by reference in its entirety. A combination of a hardware and
a software virtual machine is provided to have one unique machine that can, from a single bytecode, spawn tasks both
in hardware and in software. This approach also alleviates the problem of the design entry for the platform. The appli-
cation is split into tasks and each task or some of the tasks can be run in hardware or software. But a software task is
usually an object file, while the hardware task is represented by a bitstream. Therefore, the level of abstraction is raised.
Three embodiments of the present invention relate to this issue. In a first embodiment, several implementations with
different hardware/software partitioning for an application are used, generated at design time; the different implemen-
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tations providing different performances and for each application one of the implementations can be selected at run-
time. The result is an object file and bitstreams. In a second embodiment, the application contains tasks for which both
implementations will be available; the operating system will select at task level whether a task will run in hardware or
software. In a third embodiment, a unified language is decoded by the operating system and executed on either the
hardware or software resources. The second and third embodiments present two possible solutions for the design
entry. The second embodiment corresponds to a platform dependent approach. Every platform builder provides its
own hardware/software compiler and that every application would be represented by two sets of tasks (a hardware
and a software version for each task). The third embodiment corresponds to platform abstraction, in the same way as
the JAVA virtual machine does for programmable processors. Indeed, using a compiler solution requires to store both
versions, both hardware and software, for each task. This increases the memory footprint. On the other hand, having
a unified representation can generate some overhead that would reduce the performance of the platform.
[0068] Another functionality of the middleware is the QoS aware rescheduling of tasks. The QoS aware rescheduling
task of the middleware consists in determining the best trade-off in terms of QoS for the different applications that run
simultaneously on the platform. By varying for each application the resources on which its tasks are running, different
global QoS levels can be provided.
[0069] It is another aspect of the present invention to provide an interconnection network on said reconfigurable
matrix. Separating communication from computation enables hardware multi-tasking. Implementation of a fixed com-
munication-layer that decouples the computation elements, allows them to be dynamically reconfigured. This commu-
nication layer is an interconnection network, allowing fast synchronous communication between hardware tasks im-
plemented on the same matrix. The network can be a 2D torus, for instance, using wormhole routing. Interconnection
networks allow fine-grain dynamic partial reconfiguration and make hardware multi-tasking a reality. As already men-
tioned, the platform can be composed of ISP(s), ASIC(s) and reconfigurable hardware. Multitasking on both the ISPs
and the reconfigurable hardware is achieved. A reconfigurable hardware suited for running multiple tasks in parallel is
provided. To run independent tasks in parallel on one piece of reconfigurable hardware, tasks are remove and created
without affecting other tasks. On a Field Programmable Gate Array (FPGA) for example, some part of the logic is
modified without affecting the rest. Two embodiments are provided: (a) reading back the configuration of the FPGA,
updating it and writing back the modified configuration; and (b) writing part of the configuration at each time, i.e. a
partial reconfiguration is made. State-of-the-art FPGAs allow a partial reconfiguration of their functionality. For example,
the Xilinx VirtexTM series offers a reconfiguration speed of 50 Mbytes/sec. Reconfiguring 10% of a 800 k system gates
device (which contains 4715616 configuration bits), would take about 1.1 ms. This is fast enough for user-initiated
interaction (starting a new program - the 3D game for example) but may be too slow for a dynamic context switching
of task. Therefore, to realize a dynamic multitasking system, the tasks will be spawned on the available resources,
either a hardware tile or an ISP and the ISP will run a traditional multitasking operating system. If a task requires, for
example, for QoS reasons, to be executed in hardware, one of the less critical tasks running on a hardware tile will be
reschedule onto an ISP, providing a free resource for the new task. However, each partial reconfiguration would need
a complete Place and Route (P&R) iteration, which would prevent a run-time utilization. Indeed, the borders between
the different blocks of the system are not fixed on the FPGA architecture, and would have to be rearranged each time
a modification is performed. A P&R run typically takes minutes to hours, and is therefore not presently practical when
targeting run-time reconfiguration. Therefore to avoid a complete P&R iteration for each reconfiguration, an additional
layer is presented with fixed interface topology on top of the FPGA, to raise the granularity of the architecture. In this
way a coarse-grain platform is created, containing a set of logical tiles that can be reconfigured separately. A fixed
communication network between the tiles allows them to communicate together and with the ISPs. This separation
between communication and computation enables an easy and flexible instantiation of new blocks of functionality in
the system.
[0070] In a further embodiment of this interconnection feature of the invention, a packet-switched interconnection
network is used. When applying this type of network in the context of FPGAs, no wires to route means that no cum-
bersome P&R iteration is required anymore. As communication model, the packet-switched interconnection network
preferably uses message passing. This model can also be used towards the ISPs, so that a unified scheme is obtained
for hardware/hardware and hardware/software communication. In short, in one aspect an interconnection network is
built on top of an FPGA in order to allow dynamic reconfiguration of the tasks running in hardware. The communication
scheme is unified for both hardware and software tasks.
[0071] Regarding the rest of the platform, fewer constraints are required. Preferably at least one of the ISPs should
be used to run the operating system. This ISP should therefore have a connection to the reconfiguration interface of
the FPGA. The ASIC part is there for managing fixed parts of the platform, like an LCD or connectivity (e.g., wireless).
[0072] The applications running on the platform can be composed of several software threads and of several hard-
ware tasks. These HW and SW components are able to inter-communicate, i.e. a specific HW communication layer,
compatible with SW communication, is presented. Hardware resources are shared by dividing the FPGA into logical
tiles of coarse granularity. Examples of the use of such a taile is as a JPEG decoder. However, the reconfiguration
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grain is fine, i.e. an AES encryption module can replace the JPEG decoder. Tasks can be dynamically instantiated in
the tile matrix by partial reconfiguration. The communication-layer can be a packet-switched InterConnection Network
(ICN) and is fixed in place to allow Dynamic Partial Reconfiguration (DPR). In order to do multitasking, the FPGA is
partitioned into an array of identical tiles, each tile running a hardware task, equivalent to a software thread. Whereas
the granularity of the tiles is coarse, e.g. a tile running a JPEG decoder, the reconfiguration grain is fine: the same tile
can be configured to run an image filter as well as a data encryption module. The ability to dynamically reconfigure
tasks depends on the control over the boundaries between them. This avoids the traditional design-flow. For example,
conventionally, when an AES encryption module is reconfigured in place of a Laplace edge detector, their interfaces
do not match and a Place and Route (P&R) on the whole FPGA has to be performed. However, by adding constraints
to the positioning of the interface in accordance with the presetn invention, the P&R phase is only required at design-
time because it yields hardware components with an identical input/output topology. Hardware tasks are thus encap-
sulated into a fixed layer providing them with a unified way of communicating. This communication layer raises the
abstraction level of the hardware blocks, allowing easy Intellectual Property (IP) block integration. Various fixed com-
munication layers such as buses and on-chip interconnection networks can be used to this end. However, a packet-
switched network is preferred over a bus for three reasons. A simple bus is a major bottleneck because its routing
resources are shared by all connected blocks, whereas in a network routing resources are distributed. A network is
therefore easily scalable, whereas the complexity of a bus arbiter increases with the number of blocks controlled.
Finally, networks are more power efficient than buses, because idle parts can be powered off, whereas buses must
always drive long lines. An interconnection network can be seen as an array of routers interconnecting an array of
processors. In general each processor has direct access to a local memory, without using the ICN. Other interconnection
networks can successfully used such as the J-Machine, with various forms of architectures, e.g. k-ary n-cubes, hyper-
cubes, butterflies, crossbars and routing policies, e.g. virtual cut-through, wormhole, mad-postman switching. Embod-
iments of the present invention are implemented as a whole network with all the processors on the same FPGA. The
choice of ICN is therefore dictated by the need for low hardware overhead. A network, and therefore its complexity,
are described by two parameters: topology and routing algorithm. An FPGA is a 2-dimensional chip, so a 2D network
topology is suitable. In a mesh-topology a router has to be able to route in all directions: North, South, East and West
(Fig. 7a). It is possible to reduce the router complexity by using a similar topology, called a torus network. Such a
network folds the mesh along the horizontal and vertical directions and therefore only requires routing along two di-
rections, i.e. East and South (Fig. 7b). However, this complexity reduction comes at the expense of a 15% increase
(for a 4*4 folded torus) in power consumption with respect to a mesh network. A suitable routing algorithm in a 2D torus
is called Wormhole Routing. It is a blocking, hop-based, deterministic routing algorithm. It uses relative addresses and
thus does not require a global knowledge of the network. In wormhole switching, message packets are pipelined through
the network. This technique relieves routers of buffering complete messages, thus making them small and fast. A
message is broken into flits (flow control units). Flits come in two types: header flits, containing routing information and
data flits containing the message itself. The two header flits give the number of channels that must be traversed re-
spectively in the X and Y directions. Packets are routed first along the X direction, then along the Y direction before
reaching their target. The value in the X header flit is decremented each time a router is traversed. When it reaches
zero, the X heading flit is discarded and routing starts on the Y dimension. When Y equals zero, the message enters
the destination hardware block (see Fig. 8a). The network can use two time-multiplexed Virtual Channels (VC) to avoid
deadlocks (see Fig. 8b). Deadlocks in an interconnection network occur when no message can advance toward its
destination because all queues are full with messages not destined to neighboring routers. Router 0 only sends mes-
sages on VC_0, whereas the other routers may initiate messages only on VC_1 (see Fig. 8b). This virtual channel
management policy avoids deadlocks by breaking the torus into a spiral.
[0073] It is another aspect of the invention to present method for execution of an application or a plurality of appli-
cations, said execution requiring running substantially simultaneously a plurality of tasks (multi-tasking), on said plat-
form. Said execution method allows for dynamically instantiation of HW tasks by exploiting partial reconfiguration of a
reconfigurable matrix, for a low hardware overhead. Parts of the reconfigurable matrix, e.g. a tile, are reconfigured,
hence fine-grain configurability is exploited. The invention provides a new class of hybrid platforms dynamically mixing
hardware and software components. The invention thus concerns reconfigurable architectures, composed of an in-
struction-set processor running software processes and coupled to a reconfigurable hardware device such as an FPGA
on which hardware tasks are spawned by dynamic partial reconfiguration. Separating communication from computation
enables hardware multi-tasking. The present invention is not limited to a specific driver application.
[0074] As an example, a user powers on a portable device to watch a movie. He presses the start button and begins
enjoying the show. Some time later, a scene is boring him. He wants to play a 3D game for a while, while the scene is
going on. He will resume watching the movie after the scene. He therefore wants to have the movie being displayed
in a small part of the screen. The computing platform platform is used in the protable device. It is composed of one or
more ISP(s), one or more application specific integrated circuit(s) (ASIC) for functions like wireless communication or
LCD management, and reconfigurable hardware. When the user is starting his movie decoder the first time, the recon-
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figurable hardware is free and completely available. As a result, the movie player can be started on it, as a hardware
task. The computational power of the reconfigurable hardware allows playing the movie at full quality. When the user
decides to start the 3D game, there are not enough resources available on the reconfigurable hardware to run both
applications. However the movie can be downscaled in resolution and frame rate, resulting in reduced computational
requirements for the player. The movie player can therefore be rescheduled into one of the ISPs, as a software task.
This frees up some hardware resources and allows the 3D game to be started as a hardware task. For different mul-
timedia content, different architectures are required. Consequently the two architectures would have to be present on
the device to enable the same scenario. By running these applications on a reconfigurable hardware this problem is
avoided. An architecture can be downloaded that fits best the application running on the device. An ASIP can be tuned
for each application, and replaced every time the application is changed. This scenario can be extended to the task
level. An application is typically composed of communicating tasks. The reconfigurable hardware can run multiple
separate (hardware) tasks at the same time. As a result, the platform can realize true hardware-software multitasking.
Consider a reconfigurable hardware matrix containing nh tiles. Each of these tiles is able to run a task. An application
i is divided into ni tasks. Each task can be run either in hardware or in software. The system will first try to schedule
the tasks on the hardware tiles. If it fails - meaning that the sum of the tasks of each application is bigger than the nh
available - two solutions can be envisaged: the operating system and/or middleware selects which tasks are critical
and should be run in hardware, and schedules the other ones on the ISP or the tasks are dynamically scheduled one
after the other on the hardware tiles. The first solution implies that some applications would receive more compute
power than others, generating the best trade-off for the user. The second solution is equivalent to consider the nh tiles
as nh processors that can schedule multiple tasks sequentially. It requires the possibility to perform a context switch
of a hardware task.
[0075] The present invention in one aspect can be represented in three layers (see Fig. 5). The lowest layer 10
represents the physical platform in itself, including the reconfigurable hardware and the ISPs. The middle and upper
layers 12, 14 comprise the programming infrastructure that needs to be built on top of the physical platform 10 to allow
easy design of applications on it. The middle layer 12 is the operating system, which enables multitasking of both
hardware tasks and software tasks, and provides some real-time services. The upper layer 14 is a middleware layer
that delivers two types of services. First, it creates an abstraction layer for the programmers. Indeed, these are pref-
erably shielded from the internals of the platform, having a common way of coding their applications 16 independently
of the target device on which they would run. Second, the middleware has to manage the usage of the resources in
order to provide always the best trade-off in terms of QoS for each of the applications.
[0076] As an example of an implementation of the present invention, a board is provided containing a Xilinx Virtex-IITM

XC2V6000 FPGA, a Compaq iPaqTM handheld device and some glue logic. The FPGA serves as the reconfigurable
hardware device, having a packet-switched interconnection network, and runs hardware tasks. The iPaq contains the
rest of the platform. There is only one ISP, which is a StrongARM SA-1110 processor, for example. The iPaq and the
FPGA board are connected together via the Expansion Bus of the iPaq. The communication between the processor
and the network on the FPGA is performed by buffering messages in a Random Access Memeory, e.g. a DPRAM. The
glue logic on the FPGA board allows the processor to perform a partial reconfiguration of the FPGA. The operating
system is based on LinuxTM, for example. A port of Linux is indeed available for the iPaq. Real-time services to the
Linux OS (RT-Linux), running on the processor (206Mhz) is added. Extensions enabling the management of hardware
tasks are added. The interconnection network is a 2D torus using wormhole routing, for example. This implementation
achieves transfer rates up to 77.6 MB/s between two adjacent routers, when clocked at 40 MHz. Interconnection net-
works on FPGAs allow fine-grain dynamic partial reconfiguration and make hardware multi-tasking a reality.
[0077] A further example of an implementation of the present invention is a packet-switched ICN on a Virtex XCV800.
Reconfigurable designs can target the Virtex II, because it features 6 columns of block-RAMs (BRAMs), allowing im-
plementation of up to 6 routers, whereas the Virtex I has only 2. The data-path width is chosen to maximize the network's
throughput. However, it cannot be too wide, because on the Virtex I family the BRAM element is 16-bit wide. Moreover,
reconfigurable modules have to use the scarce number of long-lines connecting tri-state buffers to connect routers
together and to get access to resources such as BRAMs or multipliers. Preferably the availability to these resources
is prioritized. Therefore, on the network, messages are segmented into 16-bit flits. The Maximum Transfer Unit (MTU)
is fixed to 128 data flits per message, enabling a Virtex I to buffer two messages in a BRAM. The ICN is fully pipelined
and achieves, between two routers, a peak rate of 38.8 MBytes/s per virtual channel, when clocked at 40 MHz. Hardware
tasks can be slow compared to the network's bitrates. Therefore, to avoid blocking, the hardware tasks are decoupled
from the network using interfaces. These interfaces use dual-port BRAMs (Block Random Access Memeory) to buffer
messages and work as a network abstraction layer for the hardware task. The ICN is connected to the memory bus of
the Strong-Arm SA1110 on a Compaq iPaq 3760. A specialized interface (IO interface) resides at the border of the
FPGA to enable communication with the CPU. The IO interface uses control registers and interrupts to communicate
with the CPU and its message buffers are memory mapped to the SA1110. The scheduling of the hardware tasks is
done on the CPU. Moreover, the reconfiguration of the Virtex is also done by the CPU, which accesses the Virtex
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select-map port through some glue-logic. At 50MHz a Virtex XCV800 can be reconfigured in less than 11ms (39.5ms
on a XC2V6000). For partial reconfiguration can be achieved at well under 5ms, which allows hardware tasks to start
in a time a user cannot perceive. On a 2D torus, rows are equivalent to columns, therefore the torus can be decomposed
into rows of 1D toruses connected to columns of 1D toruses - see Fig. 6. Two simple 1D routers 28 can be chained to
obtain a 2D router and produce a more modular network. A 1D-router has two input/output channels (see Fig. 8). A
message entering a router 28 can either be forwarded along the current direction or sent orthogonally, either on a
column if the Y header-flit is non-zero, or into a hardware task 29. Each channel is composed of a 16-bit data path and
of 3-bit control signals. Two control-bits are used to signal the presence of a message and its destination and the third
is a back-pressure signal (NACK) used to block a message entering a busy router or interface. The routers 28 handle
two time-multiplexed VCs to avoid deadlocking. These VCs are interleaved, with one clock cycle each. For efficiency,
the router is fully pipelined. Because the data channels are interleaved the control signals are also interleaved and
precede data by one clock cycle. The NACK signal, used for blocking, is back-propagated along the message path. It
takes two ticks for a flit to get out of a router, therefore at each clock cycle data is transmitted on, alternating VCs. A
1D-router is composed of one input controller 31 per channel, one arbiter 35 and an output-controller 36 (see Fig. 9).
The input controllers 31a, 31b issue output requests to a round-robin arbiter 35 and a unit 32a, 32b decrements header-
flits when routing. Each output channel has a unit 33A, 33b with a 2-flit deep buffer 34a, 34b to be able to resume
blocked messages. The output controller 36 is composed of a 2-input crossbar-switch and the NACK. An interface
decouples the hardware task 29 from the network using DP-RAMs as message buffers. The hardware task 29 can
then use independent data-width and clock rates, allowing easy IP integration. The interfaces are designed to cope
with the sustained bit-rates required by the ICN and perform multiple-message buffering to reduce network congestion.
Moreover the interface, called a "net-cell", provides the hardware task (or IP-block) with high-level communication by
means of routing tables. Hardware tasks 29 within an application communicate through a tuple composed of a logical
address and a port number, similar to the IP address and UDP port number for the UDP protocol. Routing tables
transform a destination logical address into the number of X and Y hops on the network. The routing tables are updated
by the RT-OS to match the position of the IP-block in the network. Therefore, a task does not need to know where it
is situated in the network and whether the tasks it communicates with are running in hardware or software. The RT-OS
adapts the routing tables after an IP-block reconfiguration. They can also be modified at any time without having to
reset or stop the hardware task. This is very useful if some other task from the same application is switched in or out
of the network as a function of the available resources and the QoS policy. The net-cell buffers two input and two output
messages on a Virtex I and eight on the Virtex II. Each message buffer is complemented by a control register bank
giving the length and origin/destination of the message. This high-level protocol information such as port number or
net-cell origin is piggy-backed in the Y-header flit and does not require extra bandwidth.
[0078] A net-cell 40 is composed of a process of reading 41 the local router and steering the storage of messages
in a circular linked-list 42 of message buffers and control registers (see Fig. 10). The hardware task is encapsulated
in a block 44 that always presents the same fixed interface giving access to a message-in presentation layer 43 and
a message-out presentation layer 45. Moreover, this fixed block 44 also gives ports 47 to extra local resources such
as BRAMS or even multipliers on a Virtex II. The presentation layers 43, 45 abstract the internals of the net-cell from
the IP-block. A process is continued by steering the storage of messages in a circular linked-list 46 of message buffers
and control registers and of writing 46 to the next local router (see Fig. 10)
[0079] The reconfigurable platform is composed of an ISP (SA-1110) coupled to an FPGA through its memory bus.
A special interface, similar to a net-cell, has been designed to allow fast and efficient communication between them
by means of memory-mapped registers and interrupts. The Virtex I implementation can buffer 8 input and 8 output
messages in its BRAMs. These are mapped in the memory space of the SA-1110 to allow fast access. Indeed, on an
iPaq 3760 the SA-1110 has a maximum access speed of up to 103 MHz on its memory bus. The full design is composed
of fixed router modules 52 and replaceable IP modules 54 (see Fig. 11). The IP modules 54 can be loaded dynamically,
according to the user actions. When a new IP module 54 is to be loaded into the FPGA it will be placed into a free
predefined area, or will replace a module that is no longer needed. In order to be able to dynamically reconfigure the
design, partial bitstreams of the IP modules 54 must be available. The partial bitstreams for the IP modules 54 can be
generated following the Partial Reconfiguration (PR) methodology developed by Xilinx (ISE tool suite v4.2 and higher).
According to the Xilinx methodology, the design has to be partitioned in fixed and reconfigurable modules. Routers 52
are fixed and hardware tasks are executed on the reconfigurable modules. In principle, during the partial reconfiguration
process all the modules can continue working, except for the reconfigured module. However, if the network has to
maintain communication between modules this may not be possible. According to the PR methodology, the reconfig-
urable modules must span the whole chip from top to bottom. Therefore the 2D torus must be folded into a 1D structure
and consequently the communication between routers has to traverse the reconfigurable modules. The communication
with the reconfigurable modules can take place through a "Bus Macro" 56 (BM - se Fig. 11). The BM 56 ensures the
reproducibility of the design routing and is implemented using tri-state buffers. The tri-state buffers force the routing to
always pass through the same places. At the same time they decouple the modules from each other during reconfig-
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uration, avoiding possible harmful transitory situations. In this way, a 4 bit per row communication channel is possible
between adjacent modules. This limitation comes from the current Virtex architecture and its limited routing resources.
The Virtex II 6000 has 96 rows, limiting the total number of bits passing through the interface to 384. Moreover, the
BMs 56 only support unidirectional signals, strongly limiting the minimum size of an FPGA that can be used to implement
the network. The current Xilinx tool suite requires the modules to have widths in multiples of 4 columns. A Virtex II
6000 has 88 columns which sets the upper limit of the possible modules to 22. However, the main limitation in the
number of modules comes from the fact that all resources, such as BRAMs 58, present inside the area reserved for a
module can only be used by that module. Because the routers 52 use BRAMs 58, the maximum number of routers 52
is given by the number of BRAM columns available on the FPGA: 2 for a Virtex I and 6 for a Virtex II 6000. The use of
an ICN brings in some hardware overhead. The synthesis has been performed with Synopsys Design Compiler on a
Virtex XCV800. For a 2*2 torus network the hardware overhead on a Virtex XCV800 amounts to 35%, but drops to
9.5% on a bigger Virtex XC2V6000. The ICN is fully pipelined and it takes 2 clock cycles to transmit one 16-bit flit on
a given VC. There are 128 data flits in a message and two extra header flits plus two more for the message tail. The
bandwidth between two adjacent routers, per VC is therefore: (16-bit * 20MHz * 128/132)/8 = 38.8 MBytes/s. On a 2*2
torus network, the total bandwidth is therefore 310.4 MBytes/s. The throughput of the network is however limited by
the deterministic routing scheme. If each task is simultaneously sending a message, the throughput drops to 20%. A
technique to overcome this problem is to clock the network faster than the hardware tasks. The proposed three steps
enable the use of interconnection networks to perform fine-grain dynamic multi-tasking on FPGAs. In the first place,
one separates communication from computation by using a fixed communication layer. To this end, interconnection
networks are to be preferred over bus architectures because they are more scalable and consume less power. The
interconnection network can be a fully-pipelined 2D-torus that uses wormhole routing to minimize hardware overhead
and achieves 77.6 MBytes/s at 40MHz. Finally, dynamic partial reconfiguration is possible on Virtex FPGAs by folding
the 2D-network into a 1D-structure fitting the Virtex column-based architecture.
[0080] It is an aspect of the invention to provide an operating system (or at least extensions for traditional operating
systems) for reconfigurable systems (OS4RS) capable of managing the tasks over the different resources, including
handling of hardware tasks.
The OS4RS provides multiple functions. First of all, it implements a hardware abstraction layer (HAL), which provides
a clean interface to the reconfigurable logic. Secondly, the OS4RS is responsible for scheduling tasks, both on the ISP
and on the reconfigurable logic. This implies that the OS4RS abstracts the total computational pool, containing the ISP
and the reconfigurable tiles, in such a way that the application designer is not aware on which computing resource the
application will run. A critical part of the functionality is the uniform communication framework, which allows tasks to
send/receive messages, regardless of their execution location.
[0081] On top of the operating system a middle layer taking the application as input and deciding on the partitioning
of the tasks, is provided. This decision is driven by quality-of-service considerations.
[0082] An application should preferably be designed in such a way that it can be executed on the platform. In a first
approach, a uniform HW/SW design environment is used to design the application. Although it ensures a common
behavior for both HW and SW versions of the task, it still requires both versions of the task to be present in memory.
Alternatively unified code that can be interpreted by the middleware layer and spawned either in HW or SW can be
used. This approach is not only platform independent similar to JAVA, it also reduces the memory footprint, since the
software and the hardware code will be integrated.
[0083] Relocating a task from hardware to software need not affect the way other tasks are communicating with the
relocated task. By providing a uniform communication scheme for hardware and software tasks, the OS4RS hides this
complexity.
[0084] In an embodiment the inter-task communication is based on message passing. Messages are transferred
from one task to another in a common format for both hardware and software tasks. Both the operating system and
the hardware architecture should therefore support this kind of communication.
[0085] Every task is assigned a logical address. Whenever the OS4RS schedules a task in hardware, an address
translation table is updated. This address translation table allows the operating system to translate a logical address
into a physical address and vice versa. The assigned physical address is based on the location of the task in the
interconnection network (ICN).
[0086] The OS4RS 1 provides a message passing API 2, which uses these logical/physical addresses to route the
messages. In an exemplary communication scheme, three subtypes of message passing between tasks can be dis-
tinguished (Fig. 1).
[0087] Messages 3 between two tasks (P1 and P2), both scheduled on the ISP 6, are routed solely based on their
logical address and do not pass the hardware abstraction layer (HAL) 7.
[0088] Communication 4 between an ISP task (P3) and a hardware (FPGA) task (Pc) does pass through the hardware
abstraction layer 7. In this case, a translation between the logical address and the physical address is performed by
the communication API. The task's physical address allows the HAL 7 to determine on which tile 9 of the ICN the
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sending or receiving task is executing.
[0089] On the hardware side, the packet-switched interconnection network is providing the necessary support for
message passing. Messages 5 between tasks, both scheduled in hardware 8, are routed inside the interconnection
network without passing through the HAL 7. Nevertheless, since the operating system 1 controls the task placement,
it also controls the way the messages are routed inside the ICN, by adjusting the hardware task routing tables.
[0090] The packet-switched interconnection network, which supports the hardware communication, solves some
operating system issues related to hardware management such as task placement, location independence, routing,
and inter-task communication. Task placement is the problem of positioning a task somewhere in the reconfigurable
hardware fabric. At design time, task placement is realized by using place and route tools from the reconfigurable
hardware vendor. This usually generates an irregular task footprint. At run-time, the management software is respon-
sible for arranging all the tasks inside the reconfigurable fabric. When using irregular task shapes, the management
software needs to run a complex fitting algorithm. Executing this placement algorithm considerably increases run-time
overhead. Preferably, the designer constrains the place and route tool to fit the task in the shape of a tile. Run-time
task placement is therefore greatly facilitated, since every tile 9 has the same size and same shape. The OS4RS 1 is
aware of the tile usage at any moment. As a consequence, it can spawn a new task without placement overhead by
replacing the tile content through partial reconfiguration of the reconfigurable hardware device 8 (FPGA).
[0091] Location independence consists of being able to place any task in any free location. This is an FPGA-de-
pendent problem, which requires a relocatable bitstream for every task. A first approach is to have a partial bitstream
for every tile 9. A second alternative is to manipulate a single bitstream at run-time.
[0092] The run-time routing problem can be described as providing connectivity between the newly placed task and
the rest of the system. A communication infrastructure is implemented at design-time inside the interconnection net-
work. This infrastructure provides the new task with a fixed communication interface, based on routing tables. Once
again, the OS4RS 1 should not run any complex algorithm. Its only action is updating the routing tables every time a
new task is inserted/removed from the reconfigurable hardware 8.
[0093] A trade-off is made between area and run-time overhead. As every tile 9 is identical in size and shape, the
area fragmentation is indeed higher than in a system where the logic blocks can have different sizes and shapes.
However, the OS4RS 1 will only need a very small execution time to spawn a task on the reconfigurable hardware 8,
since the allocation algorithm is limited to the check of tile availability.
[0094] For the relocatable tasks, a common behavior for the HW and the SW implementation of a task is provided.
In one embodiment a unified representation is provided that can be refined to both hardware and software.
[0095] Consider a C++ library (denoted OCAPI-xl) that allows unified hardware/software system design as described
generally in US 6,233,540 which is incorprated herein by reference. Through the use of the set of objects from OCAPI-
xl, a designer can represent the application as communicating threads. The objects contain timing information, allowing
cycle-true simulation of the system as described in EP 1,022,654 which is incorporated herein by reference. Once the
system is designed, automatic code generation for both hardware and software is available. This ensures a uniform
behavior for both implementations in our heterogeneous reconfigurable system.
[0096] Through the use of the FLI (Foreign Language Interface) feature of OCAPI-xl, an interface can be designed
that represents the communication with the other tasks. This interface provides functions like send_message and
receive_message that will afterwards be expanded to the corresponding hardware or software implementation code.
This ensures a communication scheme that is common to both implementations.
[0097] It is possible for the programmer to know at design time on which of the heterogeneous processors the tasks
preferably should run. However, the presetn invention does not guarantee run-time availability of hardware tiles. Fur-
thermore, the switch latency of hardware tasks (in the range of 20ms on a FPGA) severely limits the number of time-
based context switches. It is preferred if spatial multitasking is made in hardware, in contrast to the time-based multi-
tasking presented. Since the number of tiles is limited, the OS4RS is forced to decide at run-time on the allocation of
resources, in order to achieve maximum performance. Consequently, it is possible for the OS4RS to pre-empt and
relocate tasks from the reconfigurable logic to the ISP and vice versa.
[0098] The ISP registers and the task memory completely describe the state of any task running on the ISP. Conse-
quently, the state of a preempted task can be fully saved by pushing all the ISP registers on the task stack. Whenever
the task gets rescheduled at the ISP, simply popping the register values from its stack and initializing the registers with
these values restores its state.
[0099] This approach is not usable for a hardware task, since it depicts its state in a completely different way: state
information is held in several registers, latches and internal memory, in a way that is very specific for a given task
implementation. There is no simple, universal state representation, as for tasks executing on the ISP. Nevertheless,
the operating system will need a way to extract and restore the state of a task executing in hardware, since this is a
key issue when enabling heterogeneous context switches.
[0100] A way to extract and restore state when dealing with tasks executing on the reconfigurable logic can be
achieved by getting all status information bits out of the read back bitstream. This way, manipulation of the configuration



EP 1 372 084 A2

5

10

15

20

25

30

35

40

45

50

55

17

bitstream allows re-initializing the hardware task. Adopting this methodology to enable heterogeneous context switches
requires a translation layer in the operating system, allowing it to translate an ISP type state into FPGA state bits and
vice versa. Furthermore, with this technique, the exact position of all the configuration bits in the bitstream must be
known. It is clear that this kind of approach does not produce a universally applicable solution for storing/restoring task
state. It is preferred to use a high level abstraction of the task state information. This way the OS4RS is able to dy-
namically reschedule a task from the ISP to the reconfigurable logic and vice versa. Fig. 2a represents a relocatable
task, containing several states 21-26. This task contains 2 switch-point states 22, 26 at which the operating system
can relocate the task. The entire switch process is described in detail by Fig. 3. In order to relocate a task, the operating
system can signal that task at any time as in (1). Whenever the signaled task reaches a switch-point, it goes into the
interrupted state (2) that is also shown in Fig. 2b as state 27. Switch points in a task are described EP 0 918 280 which
is incorporated herein by reference. In this interrupted state 27 all the relevant state information of the switch-point is
transferred to the OS4RS - item (3) of Fig. 3. Consequently, the OS4RS will re-initiate the task on the second hetero-
geneous processor using the received state information - item (4). The task resumes on the second processor, by
continuing to execute in the corresponding switch-point - item (5). Note that the task described in Fig. 2 contains multiple
switch-points 22, 26, which makes it possible that the state information that needs to be transferred to the OS4RS can
be different for each switch-point 22, 26. Furthermore, the unified design of both the ISP and FPGA version of a task,
ensures that the position of the switch-points 22, 26 and the state information are identical.
[0101] A relocatable video decode example described below illustrates that the developed operating system is able
to dynamically reschedule a task from the ISP to the reconfigurable logic and vice versa. At this point in time, this
simplified application contains only one switchable state, which contains no state information. This however illustrates
the importance of the location of the switch-points. Designers preferably create their applications and place the switch-
points in such a way that the amount of state information is minimal, since the time needed to transfer this information
adds directly to the context switching overhead. The insertion of these "low overhead" switch-points will also be strongly
architecture dependent: in case of a shared memory between the ISP and the reconfigurable logic, transferring state
can be as simple as passing a pointer, while in case of distributed memory, data will have to be copied.
[0102] Alternatively a design tool should be able to create these switch-points automatically or at least give sugges-
tions therefore. One of the inputs of the design tool will be the target architecture. The OS4RS will then use these
switch-points to perform the context switches in a way hidden from the designer.
[0103] As an illustration of the presetn invention a relocatable video decoder is presented. First the platform on which
the decoder as implemented is described. Then the decoder implementation is detailed. Finally performance and im-
plementation results are presented.
[0104] A first reconfigurable computing platform for HW/SW multitasking is provided. A Gecko demonstrator is a
platform composed of a Compaq iPAQ 3760 and a Xilinx Virtex 2 FPGA. The iPAQ is a personal digital assistant (PDA)
that features a StrongARM SA-1110 ISP and an expansion bus that allows connection of an external device. The FPGA
is a XC2V6000 containing 6000k system gates. The FPGA is mounted on a generic prototyping board connected to
the iPAQ via the expansion bus. On the FPGA, a soft packet-switched interconnection network composed of two ap-
plication tiles and one interface tile is provided. The Gecko platform is showcasing a video decoder that can be executed
in hardware or in software and that can be rescheduled at run-time. The video decoder is a motion JPEG frame decoder.
A send thread passes the coded frames one by one to the decoder thread. This thread decodes the frames and sends
them, one macroblock at a time, to a receive thread that reconstructs the images and displays them. The send thread
and the receive thread run in software on the iPAQ, while the decoder thread can be scheduled in HW or in SW (Fig.
4). The switch point has been inserted at the end of the frame because, at this point, no state information has to be
transferred from HW to SW or vice-versa. Two implementations of the JPEG decoder have been implemented. The
first one is quality factor and run-length encoding specific (referred as specific hereafter), meaning that the quantization
tables and the Huffman tables are fixed, while the second one can accept any of these tables (referred as general
hereafter). Both implementations target the 4:2:0 sampling ratio. Table 1 details the results of the implementation of
the decoders in hardware. (These results are given by the report file from the Synplicity® Synplify ProTM advanced
FPGA synthesis tool, targeting the Virtex2 XC2V6000 device, with BF957 package and speed grade -4, and for a
required clock frequency of 40 MHz).
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[0105] Table 2 shows the frame rate of the decoder. These results are the same for both general and specific imple-
mentation. The clock runs at 40 MHz, which is the maximum frequency that can be used for this application on the
FPGA (speed grade - 4).

[0106] When achieving 6 fps in software, the CPU load is about 95%. Moving the task to hardware reduces the
computational load of the CPU, but increases the load generated by the communication. Indeed, the communication
between the send thread and the decoder on the one side, and between the decoder and the receive thread on the
other side, is heavily loading the processor. The communication between the iPAQ and the FPGA is performed using
BlockRAM internal DPRAMs of the Xilinx Virtex FPGA. While the DPRAM can be accessed at about 20 MHz, the CPU
memory access clock runs at 103 MHz. Since the CPU is using a synchronous RAM scheme to access these DPRAMs,
wait-states have to be inserted. During these wait-states, the CPU is prevented from doing anything else, which in-
creases the CPU load. Therefore, the hardware performance is mainly limited by the speed of the CPU-FPGA interface.
This results in the fact that for a performance of 23 fps in hardware, the CPU is also at 95% load. Although the OS4RS
overhead for relocating the decoder from software to hardware is only about 100 s, the total latency is about 108 ms.
The low OS4RS overhead can be explained by the absence of a complex task placement algorithm. Most of the relo-
cation latency is caused by the actual partial reconfiguration through the slow CPU-FPGA interface. In theory, the total
software to hardware relocation latency can be reduced to about 11ms, when performing the partial reconfiguration at
full speed. When relocating a task from hardware to software, the total relocation latency is equal to the OS4RS over-
head, since in this case no partial reconfiguration is required.
[0107] A further embodiment of the present invention is shown in Fig. 12. The arrangement of Fig. 12 is a system,
managed by OS4RS 1, that contains a) an ISP 6, b) a hardware reconfigurable device 8 such as an FPGA and c) a
soft computing unit 10. The soft computing unit 10 will rely on a host computing unit (the ISP 6 or the FPGA 8) to
execute OS4RS tasks. Each computing unit 10 has an interface layer 42 responsible for hiding its internal complexity
from the OS4RS 1 by providing the required processor information structure functions. In case of an ISP 6, an RTOS
layer 43 as interface layer is used, since it readily provides all necessary processor information structure functions.
[0108] Fig. 13 shows a method flow to link the different computing units in a hierarchical way. These actions are
performed by the operating system, US 24RS when it needs to execute a task on a computing resource. In case the
task is assigned ato a software computing unit, the operating system needs to recursively allocate a suitable host
computing unit and link both computing resources by means of their respective processor information;
[0109] Fig. 14 shows setting up and starting an OS4RS task as achieved by recursively setting up and starting every
computing unit in the hierarchy. This is done by means of interface functions present in the processor information
structure. It is the responsibility of the software computing unit to set an instance of itself on the host computing unit
before execution of the assigned task. This is possible due to the fact that the processor structures form a hierarchically
linked list (Fig. 13).
[0110] Fig. 15 demonstrates in (a) that 'Task x' and 'Task y' each allocate an ICN tile 45, 46, with a lot of unused
reconfigurable hardware area 47 as a consequence. In Fig. 14 b it is shown that by using an additional abstraction
layer 48, it is possible to reduce the amount of unused reconfigurable area 47 while using only a single ICN tile 49.
[0111] Since a reconfigurable hardware device such as an FPGA does not exhibit the same run-time flexibility as
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the Instruction Set Processor (ISP), e.g. when it comes to ease and speed of setting up a task, and in addition, FPGA's
tend to be less suited than traditional ISP's to accommodate control-flow dominated tasks, the present invention pro-
vides a method and apparatus to alleviate some of these issues by using a reconfiguration hierarchy (e.g. placing and
configuring an ASIP or coarse grain reconfigurable block into the FPGA).
[0112] In this embodiment, the invention provides an operating system that transparently manages the complexity
of hierarchical reconfiguration. In addition, the present invention has the benefits of employing multiple hierarchical
levels of configuration. In one aspect the present invention provides a filtering application on top of a microcontroller
and a parameterizable filter block, both instantiated inside a reconfigurable hardware device such as an FPGA. The
micorcontroller can be a 16 bit micocontroller. At least one additional abstraction level on top of the computing resources
(ISP or FPGA) is provided. Alone or combined, these abstraction levels form a reconfiguration hierarchy, transparently
managed by an Operating System for Reconfigurable Systems.
[0113] This means, for example, that the OS4RS 1 is able to instantiate a virtual machine on top of an ISP or a
softcore/coarse-grain block on top of an FPGA. The OS4RS's main duty is to divide the available computing resources
among all executing tasks in an efficient and fair way. Therefore, the operating system will have to keep track of the
available computing resources as well as the executing OS4RS tasks. The operating system manages its computing
resources by linking a processor information structure to every (programmable) computing unit in the system (e.g. ISP).
[0114] It should be noted that it is also possible to register, for example, a softcore or a virtual machine as an OS4RS
computing resource. This type of computing resource, further denoted as soft computing unit 10, provides the system
with a new level of computing abstraction. A soft computing unit 10 requires a host computing unit in order to be able
to execute an OS4RS task, e.g. softcore ASIP on top of an FPGA host or virtual machine on top of an ISP host. Every
processor information structure contains a set of interface functions that completely describes the functionality of the
computing resource. This means that for every registered resource, the OS4RS is able to instantiate/delete a task,
suspend/resume a task, control inter-task communication and handle computing resource exceptions. The operating
system is also able to monitor the state of the computing resource through a number of variables contained in its
information structure. This mainly includes the load of the computing unit, the number of running tasks, the task setup
time and a link to the host processor information structure in case of a soft computing unit. The operating system keeps
track of the tasks by means of a task information structure list. Every OS4RS task instantiation is linked to such a task
information structure.
[0115] As shown in Fig. 12, setting up and starting a task on any computing unit is done by means of the interface
functions present in its processor information structure. Notice that it is the responsibility of the soft computing unit to
setup an instance of itself on the host computing unit prior to execution of the assigned task. This is possible due to
the fact that the processor information structures form a hierarchically linked list (Fig. 13). Naturally, if the required soft
computing instance is already present, the task setup phase only requires to reconfigure the instance (e.g. applying
new filter coefficients in case of a run-time configurable filter block). The reason for this hierarchical way of setting up
and starting a task is that configuration is strongly dependent on the implementation of the soft computing unit (e.g.
an ASIP will have to configure some program memory, while a coarse grain filter block only needs to configure the
filter components).
[0116] Notice that two hierarchical levels of reconfiguration have been described, the operating system is not bound
to that limitation. Indeed employing an operating system that is able to handle hierarchical (re)configuration opens up
a wide range of possibilities, by allowing to place any kind of abstraction layer on top of another registered computing
resource. This provides the benefits of hierarchical reconfiguration for the application designer, but also for the man-
agement of the run-time reconfigurable resources. By using an operating system for reconfigurable systems capable
of handling hierarchical reconfiguration, one could use the following approaches.
[0117] In case the hardware tasks are significantly smaller than the reconfigurable tiles the designer can consider
using or creating a second hierarchical network level by registering a special type of soft computing unit: a multiplexer
block. This type of soft computing unit is in fact an extra abstraction layer that allows placing multiple small dedicated
hardware tasks into one reconfigurable ICN tile. The main job of this multiplexer block, would be to perform, in asso-
ciation with the OS4RS, some kind of port masquerading: depending on the port number of an incoming data message,
the message is dispatched to 'Task x' or 'Task y' (see Fig. 15).
[0118] In case a dedicated hardware task is too large, the designer can consider using a specialized soft computing
unit (DSP or ASIP) to perform the task. This implies that a soft computing unit may prove to be useful for tasks that
are quite complex and would require a very large state machine. In addition, the use of a microprocessor tends to be
more efficient in case of control-intensive tasks. The only possible down-side, is that the soft computing unit might not
live up to the performance or power requirements. Obviously, it is up to the designer to decide if these properties are
considered important for the task or application under development.
[0119] Note that there are, essentially, two different techniques to deal with dynamic task relocation: the translation-
based technique and the interpretation-based technique. The translation based technique is used when a task needs
to be relocated between heterogeneous computing units (e.g. from an ICN tile to an ISP or vice versa). In this case,
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relocating a task first of all requires that the task binary is present for both computing unit types or that the operating
system is able to perform a run-time translation. Secondly, in order to seamlessly continue task execution, the operating
system needs to transfer the task state from one computing unit to another. If the task state is not kept in an application-
dependent processor-independent form, then this technique also implies a translation of the task state by the OS4RS.
The interpretation based technique can be used in case the task is executing on a soft computing unit available for
both types of host computing units involved in the dynamic task relocation. This, in fact, is the same as having the
same virtual processor emulated on both the origin and target processor in the relocation process. Obviously, in this
case there is no need to have multiple binary representations per task, which is quite important when dealing with
limited storage devices (embedded architectures). Furthermore, transferring task state is quite straightforward, in con-
trast to the translation technique. The interpretation based technique would, for example, allows a task to be started
on a Java Virtual Machine running on top of an ISP and then relocate it to a Java Processor Core, fitted into an ICN tile.
[0120] The benefits acquired by executing a task on a soft computing unit, like an ASIP or a coarse grain reconfig-
urable block, instead of using dedicated hardware configuration can be split into two categories: the design-time benefits
and the run-time benefits. At run-time, the use of such a soft computing unit results in less inter-task interference, since
the time needed to perform a run-time reconfiguration is considerably reduced. This reduced task setup time, in turn,
makes multitasking on an ICN tile by means of temporal scheduling feasible. Finally, the amount of storage space
(memory and disk space) needed to store a task binary can be reduced by at least an order of magnitude. The design
time benefits of using this kind of soft computing unit can be summarized as follows: Faster development due to the
widespread availability of software development tools and simulators. This makes it possible, for example, to use a
software task while prototyping. Meanwhile a dedicated high performance hardware configuration can be developed
with possible reuse of legacy code, which avoids going through a lengthy design and debug phase.

Claims

1. A method of dynamically reconfiguring a computing platform in a process for executing at least one application on
said platform,

said platform comprising at least one programmable processor and a reconfigurable processing device,
said application comprising a plurality of tasks,

a number of said tasks being selectably executable as a software task on a programmable processor
or as a hardware task on a hardware device,
said method comprising:

configuring said reconfigurable device so as to be capable of executing a first plurality of hardware tasks ;
after said configuring, executing a first set of tasks of an application substantially simultaneously on said plat-
form, at least two of said tasks of said first set being substantially simultaneously executed as hardware tasks
of said first plurality on said reconfigurable device;
interrupting said execution of said first set;
configuring said reconfigurable device such that at least one new hardware task other than one of the first
plurality of hardware tasks can be executed;
executing a second set of said tasks to further execute the application, the second set including said new
hardware task, the execution being substantially simultaneously on said platform, at least two of said tasks of
said second set, including said new hardware task, being substantially simultaneously executed as hardware
tasks on said reconfigurable device.

2. The method according to claim 1, wherein said reconfigurable device, comprises a plurality of tiles, each tile being
configurable in a variety of configurations, each of said tile configurations being capable of running a hardware
task and wherein the configuring of said reconfigurable device such that said at least one new hardware task other
than the first plurality of hardware tasks can be executed, changes at least one of said tiles from one configuration
to another configuration.

3. The method as recited in claim 2, wherein said reconfigurable device comprises a plurality of tiles and a commu-
nication network for providing communication between said tiles, wherein during said configuring of said reconfig-
urable device such that at least one new hardware component other than the hardware components of said first
list can be executed, said communication network remains fixed.

4. The method as recited in claim 1, wherein said new task is first executed on said programmable processor and
thereafter, when the configuring is ready,
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executing the second set of said tasks, including said new task, substantially simultaneously on said platform,
while at least two of said tasks of said second set, including said new task, are substantially simultaneously exe-
cuted as hardware tasks on said reconfigurable device.

5. The method according to claim 1, wherein a task is described in a description using a description language and
being represented as a first set of objects with a first set of relationships therebetween,.

6. The method of claim 5, further comprising: transforming the description into synthesizable code.

7. The method of claim 1, wherein said application is represented by codes, of which at least a first part is convertible
in a first code, obtainable by mapping at least part of said application onto a virtual device which is hardware
reconfigurable, further at least a second part of said code is convertible in a second code obtainable by mapping
at least part of said application onto a virtual programmable processor, said first code comprising configuration
information for hardware reconfiguring said virtual device, said hardware reconfiguring being required for enabling
execution of said application on said virtual device, said second code comprising instructions compilable on a
virtual programmable processor, said method comprising:

transforming said first code into a third code, said third code comprising configuration information for hardware
configuring said hardware reconfigurable device, said hardware reconfiguring being required for enabling ex-
ecution of said application on said hardware reconfigurable device;
transforming said second code into a fourth code, said fourth code comprising instructions compilable on said
programmable processor;
executing on said device said application with said third and fourth code.

8. The method of claim 1, wherein said application is defined as a set of process threads in a description language,
the set defining a representation of the application, at least part of said process thread representing a process
which can be carried out on either said reconfigurable hardware device or said programmable processor, said
description language including a function that suspends a thread; the method comprising:

suspending at least one thread and storing the state information of said thread by invoking said function.

9. An operating system of a computing platform, capable of managing the execution of at least one application,
comprising a plurality of tasks,

a number of said tasks being selectably executable

as a software task on a programmable processor or
as a hardware task on a hardware device,

on the computing platform comprising at least one programmable processor and a reconfigurable device,
said operating system comprising:

means for scheduling said tasks;

said operation system further comprising:

means to reconfigure at run-time resources for a hardware task executed on the reconfigurable device.

10. The operating system according to claim 9, further comprising means to allocate resources between the program-
mable processor and the reconfigurable device.

11. The operating system according to claim 9, further comprising means to pre-empt and relocate tasks between the
programmable processor and the reconfigurable device and vice versa.

12. The operating system according to claim 9, further comprising means for storing state information for a task, ex-
ecuted as a hardware component, when preempted on said reconfigurable device.

13. The operating system according to claim 9, wherein said tasks are capable of moving to a preemption state when
receiving a pre-emption request, further comprising means, when said preemption state is reached for a task, to
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send a message containing the current state of that task.

14. The operating system according to claim 9, further comprising: means for restoration of state information on said
reconfigurable device, when the corresponding task's execution is re-started.

15. The operating system according to claim 9, further comprising:

means for invoking hard real time constraints on a task executed as a software task.

16. The operating system as according to claim 9, further comprising:

means for supporting uniform communication, allowing tasks to send/receive messages regardless of whether
they are executed as hardware or as software tasks.

17. The operating system according to claim 16 being adapted for handling logical addresses as representations of
said tasks, and
said means for supporting uniform communication comprises

means for updating address translation tables, enabling translation of said logical addresses into physical
addresses, representing the location of a task within the reconfigurable device.

18. The operating system according to claim 9, being adapted for operating with a platform with a reconfigurable
device, comprising a plurality of tiles, each tile being configurable in a variety of configurations, each of said tile
configurations being capable of running a hardware component, further comprising:

means for storing the usage of tiles by said hardware components at any moment.

19. The operating system according to claim 9, wherein the reconfigurable device comprises a plurality of tiles, each
tile being configurable in a variety of configurations, each of said tile configurations being capable of running a
hardware component, further comprising:

means for deciding on which tile a hardware task is executed.

20. The operating system according to claim 19, further comprising:

means for adapting the configurations of said tiles by performing a partial reconfiguration of said reconfigurable
device without rerouting.

21. The operating system according to claim 9, wherein said reconfigurable device comprises a plurality of tiles and
a communication network for providing communication between said tiles, further comprising:

means for message routing over said communication network by providing routing tables.

22. The operating system according to claim 9, being adapted for execution on said programmable processor in real-
time mode.

23. The operating system of claim 9, further comprising a piece of middleware software, the middle software compris-
ing:

means of communicating with the operating system, and
means for performing the selection of whether a task will be selected as software or as hardware component.

24. The operating system of claim 23, wherein the middleware software further comprises:

means for handling a representation of said application as a set of communicating threads.

25. The operating system of claim 24, wherein the middleware software further comprises:
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means for automatic code generation for a task either as hardware component or as software component.

26. The operating system according to claim 9, further comprising a device driver, dedicated for the reconfigurable
device, configured to have a plurality of tiles, comprising means for communicating with the operating system, said
means for communicating providing said operating system with information about the number of tiles and the speed
of reconfigurability of said reconfigurable device.
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