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Description

BACKGROUND OF THE INVENTION

[0001] In the following discussion certain articles and methods will be described for background and introductory
purposes. Nothing contained herein is to be construed as an "admission" of prior art. Applicant expressly reserves the
right to demonstrate, where appropriate, that the articles and methods referenced herein do not constitute prior art under
the applicable statutory provisions.
[0002] Genetic studies have seen rapid advances in recent years. The entire genomes of specific organisms, including
some individual human beings, have been sequenced and become available as references, i.e., genetic sequences
used as references for studying members of the same species. In genetic research, genetic testing, personalized med-
icine, and many other applications, it is often useful to obtain a sample of genetic material, determine a sequence of
that sample, and to analyze that sequence with respect to one or more existing references to identify sequence variations
or obtain other useful information for the sample.
[0003] Existing approaches to genetic testing typically locate or map long, contiguous sample sequences to positions
in a reference. However, some techniques used for obtaining sample sequences yield a polynucleotide sequence com-
prising multiple shorter sequences (sometimes referred to as oligomers) with predicted spatial relationships, and in some
cases with spatial relationships of variable distances. In the latter case, the relative genomic positions of bases in these
shorter sequences are only approximately known, and are generally in the form of short contiguous reads with variable
but constrained amounts of spacing or overlap (referred to as gap distance).
[0004] Conventional techniques available for sequence assembly are not adequate to provide high speed, low cost
de novo assembly or reassembly of short sequences comprising contiguous reads that are variably gapped. Accordingly,
there is a need for improved methods and systems for variation calling and assembly. The present invention addresses
this need.
Heng L. et al., "Mapping short DNA sequencing reads and calling variants using mapping quality scores", Genome
Research, Vol. 18, No. 11, 2008, pages 1851-1858 describes a mapping quality that measures the confidence that a
read actually comes from the position it is aligned to by the mapping algorithm. The position with the highest mapping
quality is chosen as the true alignment. A position will be chosen randomly if a read can be mapped equally to multiple
positions. The consensus sequence at a position is determined by calculating a probability of a genotype given observing
data D.
Marth G. T. et al., "A general approach to single-nucleotide polymorphism discovery", Nature Genetics, Vol. 23, No. 4,
1999, pages 452-456 aligns ESTs. A Bayesian model is then used to calculate a probability that a site is polymorphic.

SUMMARY OF THE INVENTION

[0005] A computer-implemented method for calling variations in a sample polynucleotide sequence with respect to a
reference polynucleotide sequence is defined in appended claim 1. Specific embodiments of this method are defined in
appended claims 2 to 19. Moreover, a system, comprising a data repository that stores a reference polynucleotide
sequence and mapped mated reads obtained from a sample polynucleotide sequence that are mapped to locations in
the reference polynucleotide sequence; a computer cluster comprising a plurality of computers coupled to the data
repository via a network; and a variation caller executing in parallel on the plurality of computers, the variation caller
configured to perform the method in any one of claims 1 to 19 is defined in appended claim 20. Yet further, an executable
software product stored on a computer-readable medium containing program instructions for performing the method in
any one of claims 1 to 19 is defined in appended claim 21.

BRIEF DESCRIPTION OF THE DRAWINGS

[0006]

Figure 1 is a block diagram illustrating a system for calling variations in a sample polynucleotide sequence according
to one exemplary embodiment.
Figure 2 is a block diagram illustrating an exemplary mated read.
Figure 3 is a block diagram illustrating mapped mated reads, i.e., mated reads that are mapped to the positions in
the reference polynucleotide sequence.
Figure 4A is a diagram illustrating a process for calling variations in mapped mated reads obtained from a sample
polynucleotide sequence compared to a reference polynucleotide sequence in accordance with an exemplary em-
bodiment.
Figure 4B is a block diagram graphically depicting generation of a set of one or more sequence hypotheses for each
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local area.
Figure 4C is block diagram graphically depicting optimization of the sequence hypotheses 412 for each of the local
areas 300.
Figure 4D is a diagram graphically illustrating variation calling.
Figure 5 is a flow diagram illustrating the details of the process performed by the variation caller for calling variations
in a sample polynucleotide sequence in accordance with an exemplary embodiment.
Figure 6 is a flow diagram illustrating a process performed during computing reference scores using the Bayesian
Formulation.
Figures 7A and 7B are diagrams illustrating the process for computing the local de novo intervals using the partial
de Bruijn graph.
Figure 8 is a flow diagram illustrating a process for finding optimization intervals according to one exemplary em-
bodiment.
Figures 9A and 9B are flow diagrams illustrating a process for performing optimization using a Bayesian formulation
and a de Bruijn graph.

DETAILED DESCRIPTION OF THE INVENTION

[0007] The practice of the techniques described herein may employ, unless otherwise indicated, conventional tech-
niques and descriptions of organic chemistry, polymer technology, molecular biology (including recombinant techniques),
cell biology, biochemistry, and sequencing technology, which are within the skill of those who practice in the art. Such
conventional techniques include polymer array synthesis, hybridization and ligation of polynucleotides, and detection of
hybridization using a label. Specific illustrations of suitable techniques can be had by reference to the examples herein.
However, other equivalent conventional procedures can, of course, also be used. Such conventional techniques and
descriptions can be found in standard laboratory manuals such as Green, et al., Eds. (1999), Genome Analysis: A
Laboratory Manual Series (Vols. I-IV); Weiner, Gabriel, Stephens, Eds. (2007), Genetic Variation: A Laboratory Manual;
Dieffenbach, Dveksler, Eds. (2003), PCR Primer: A Laboratory Manual; Bowtell and Sambrook (2003), DNA Microarrays:
A Molecular Cloning Manual; Mount (2004), Bioinformatics: Sequence and Genome Analysis; Sambrook and Russell
(2006), Condensed Protocols from Molecular Cloning: A Laboratory Manual; and Sambrook and Russell (2002), Mo-
lecular Cloning: A Laboratory Manual (all from Cold Spring Harbor Laboratory Press); Stryer, L. (1995) Biochemistry
(4th Ed.) W.H. Freeman, New York N.Y.; Gait, "Oligonucleotide Synthesis: A Practical Approach" 1984, IRL Press,
London; Nelson and Cox (2000), Lehninger, Principles of Biochemistry 3rd Ed., W. H. Freeman Pub., New York, N.Y.;
and Berg et al. (2002) Biochemistry, 5th Ed., W.H. Freeman Pub., New York, N.Y., all of which are herein incorporated
in their entirety by reference for all purposes.
[0008] Note that as used herein and in the appended claims, the singular forms "a," "an," and "the" include plural
referents unless the context clearly dictates otherwise. Thus, for example, reference to "a mated read’ refers to one or
more polynucleotide mated reads, and reference to "probability analysis" includes reference to equivalent steps and
methods known to those skilled in the art, and so forth.
[0009] Unless defined otherwise, all technical and scientific terms used herein have the same meaning as commonly
understood by one of ordinary skill in the art to which the embodiments belongs. All publications mentioned herein are
incorporated by reference for the purpose of describing and disclosing devices, formulations and methodologies that
may be used in connection with the presently described embodiments.
[0010] Where a range of values is provided, it is understood that each intervening value, between the upper and lower
limit of that range and any other stated or intervening value in that stated range is encompassed within the embodiments.
The upper and lower limits of these smaller ranges may independently be included in the smaller ranges, and are also
encompassed within the embodiment, subject to any specifically excluded limit in the stated range. Constant values are
used for illustration only and systems for implementing the exemplary embodiments can be configured to work with other
values.

DEFINITIONS

[0011] The following definitions may be helpful in providing background for an understanding of the invention.
[0012] "Polynucleotide", "nucleic acid’, "oligonucleotide", "oligo" or grammatical equivalents used herein refers gen-
erally to at least two nucleotides covalently linked together in a linear fashion. A nucleic acid generally will contain
phosphodiester bonds, although in some cases nucleic acid analogs may be included that have alternative backbones
such as phosphoramidite, phosphorodithioate, or methylphophoroamidite linkages; or peptide nucleic acid backbones
and linkages. Other analog nucleic acids include those with bicyclic structures including locked nucleic acids, positive
backbones, non-ionic backbones and non-ribose backbones.
[0013] The term "reference polynucleotide sequence", or simply "reference", refers to a known sequence of nucleotides
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of a reference organism. The reference may be an entire genome sequence of a reference organism, a portion of a
reference genome, a consensus sequence of many reference organisms, a compilation sequence based on different
components of different organisms, a collection of genome sequences drawn from a population of organisms, or any
other appropriate sequence. The reference may also include information regarding variations of the reference known to
be found in a population of organisms. The reference organism may also be specific to the sample being sequenced,
possibly a related individual or the same individual, separately drawn (possibly normal to complement cancer sequence).
[0014] ’Sample polynucleotide sequence" refers to a nucleic acid sequence of a sample or target organism derived
from a gene, a regulatory element, genomic DNA, cDNA, RNAs including mRNAs, rRNAs, siRNAs, miRNAs and the
like and fragments thereof. A sample polynucleotide sequence may be a nucleic acid from a sample, or a secondary
nucleic acid such as a product of an amplification reaction. For a sample polynucleotide sequence or a polynucleotide
fragment to be "derived’ from a sample polynucleotide (or any polynucleotide) can mean that the sample sequence/poly-
nucleotide fragment is formed by physically, chemically, and/or enzymatically fragmenting a sample polynucleotide (or
any other polynucleotide). To be "derived’from a polynucleotide may also mean that the fragment is the result of a
replication or amplification of a particular subset of the nucleotide sequence of the source polynucleotide.
[0015] A "Mated read’ refers generally to a set of individual nucleotide reads originating from two distinct regions of
genomic sequence (arms) located at a distance of a few hundred or thousand bases. The mated read may be generated
during sequencing from a fragment of a larger contiguous polynucleotide (e.g., DNA) obtained from the sample organism
to be variation called and/or reassembled.
[0016] ’Mapping’ refers to a process which relates a mated read to zero, one or more locations in the reference to
which the mate read is similar, e.g., by matching the instantiated mated read to one or more keys within an index
corresponding to a location within a reference.
[0017] ’Bayes’ Theorem" refers to a mathematical formula used for calculating conditional probabilities, where prob-
ability of a hypothesis H conditional on a given body of data E is the ratio of the unconditional probability of the conjunction
of the hypothesis with the data to the unconditional probability of the data alone. The probability of H conditional on E
is defined as PE(H) = P(H & E)/P(E).
[0018] ’De Bruijn graph" refers to a graph whose vertices or nodes are sequences of symbols from some alphabet
and whose edges indicate the sequences which might overlap.
[0019] ’Partial de Bruijn graph process" refers to a process that does not compute an entire De Bruijn graph, but
basically follows an initial graph of vertices (preferably derived from the reference) and determines if there are branches.
Any branching beyond a certain threshold may be taken to indicate a possibility of a variation being present in a local area.
[0020] "Reassemble" and "resequence" refer to methods of assembling mapped mated reads against the reference
to build a sequence that is similar, but not necessarily identical, to the original reference. This is in contrast to de novo
assembly in which mated reads are assembled together to form a new previously unknown sequence.
[0021] In the following description, numerous specific details are set forth to provide a more thorough understanding
of the present embodiments. However, it will be apparent to one of skill in the art that the present embodiments may be
practiced without one or more of these specific details. In other instances, well-known features and procedures well
known to those skilled in the art have not been described in order to avoid obscuring the embodiments.
[0022] Figure 1 is a block diagram illustrating a system for calling variations in a sample polynucleotide sequence
according to one exemplary embodiment. In this embodiment, the system 100 may include a computer cluster 10 of 1-
n computers 12 and a data repository 14. For example, in one particular embodiment, the system may include 32
computers. The computers 12 may be connected to the data repository 14 via a high-speed local area network (LAN)
switching fabric 16. At least a portion of the computers 12 may execute instances of a variation caller 18 in parallel. The
variation caller 18 may include a Bayesian formulation 20 component and a de Bruijn graph 22 component.
[0023] The data repository 14 may store several databases including one or more databases that store a reference
polynucleotide sequence 24, mated reads 28 obtained from a sample polynucleotide sequence during biochemical
processes, and mapped mated reads 28 that are generated from the mated reads 28.
[0024] The reference polynucleotide sequence 24 (hereinafter referred to as simply the reference) refers to a known
sequence of nucleotides of a reference organism (e.g., a known genome). This includes references comprising sequences
having known variations at one or more location within the genome. A polynucleotide molecule is an organic polymer
molecule composed of nucleotide monomers covalently bonded in a chain. Deoxyribonucleic acid (DNA) and ribonucleic
acid (RNA) are examples of polynucleotides with distinct biological function. The genome of an organism is the entirety
of an organism’s hereditary information, which is encoded as DNA or RNA. A haploid genome contains one copy of
each hereditary unit of the organism. In diploid animals such as mammals, the genome is a series of complementary
polynucleotides comprising two copies of the majority of the hereditary information organized as sets of chromosomes
having discrete genetic units, or alleles. Each copy of the allele is provided at a specific position on an individual
chromosome, and the genotype for each allele in a genome comprises the pair of alleles present at particular positions
on homologous chromosomes that determine a specific characteristic or trait. Where a genome comprises two identical
copies of an allele it is homozygous for that allele, and when the genome comprises two different alleles it is heterozygous
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for that locus. The DNA itself is organized as two strands of complementary polynucleotides. The strand that corresponds
to the reference may be referred to as "positive", and the strand complementary to the reference may be referred to as
"negative" in the following discussion.
[0025] The reference 24 may be an entire genome sequence, a portion of a reference genome, a consensus sequence
of many reference organisms, a compilation sequence based on different components of different organisms, or any
other appropriate sequence. The reference 24 may also include information regarding variations of the reference known
to be found in a population of organisms.
[0026] The mated reads 26 may be obtained during a sequencing process performed on polynucleotide sequence of
a sample organism, e.g., a nucleic acid sequence from a gene, genomic DNA, RNA, or a fragment thereof, that is to be
analyzed. The mated reads 26 can be obtained from a sample comprising an entire genome, such as an entire mammalian
genome, more specifically an entire human genome. In another embodiment, the mated reads 26 may be specific
fragments from a complete genome. In one embodiment, the mated reads 26 may be obtained by performing sequencing
on amplified nucleic acid constructs, such as amplimers created using polymerase chain reaction (PCR) or rolling circle
replication. Examples of amplimers that may be used are described, for example, in U.S. Pat. Publication Nos.
20090111705, 20090111706 and 20090075343, which are incorporated by reference in their entirety.
[0027] The mapped mated reads 28 refer to the mated reads 26 that have been mapped to locations in the reference
24, as explained further below in the Mapping section.
[0028] In one embodiment, the variation caller 18 comprises program instructions that perform statistical analysis,
such as probability analysis or other methods permitting scoring of alternative hypotheses, on the reference 24 and on
the mapped mated reads 28 based in part on a combination of evidential reasoning performed by the Bayesian formulation
20, and de Bruijn graph based algorithms performed by both the de Bruijn graph 22 component and a partial de Bruijn
graph 22’ component.
[0029] Using the statistical analysis, the variation caller 18 generates and scores sequence hypotheses for the purpose
of identifying and calling variations or differences detected in a sequence of the mapped mated reads 28 in relation to
the reference 24. In one embodiment, the variation caller 18 is capable of identifying and calling large-scale structural
variations comprising sequences of deletions, insertions, mutations, polymorphisms, and duplications or rearrangements
of one or more bases, and the like.
[0030] The variation caller 18 may output a variation calls 32 file, list or other data structure containing the identified
variations, each describing a manner in which parts of the sequence of mapped mated reads 28 are observed to differ
from the reference 24 at or near specific locations. In one embodiment, the variations caller 18 may also output a list of
no-called intervals that could not be called due to computational uncertainties.
[0031] In a further embodiment, the variation caller 18 may be configured to use the probability analysis or other
approach to scoring alternative hypotheses to reassemble or resequence the polynucleotide sequence of the sample
organism from the mapped mated reads 26, where the assembled polynucleotide sequence is based substantially on
the reference 24, but includes the identified variations.
[0032] In one embodiment, the variation caller 18 may be implemented as a single executable that links to libraries
(not shown) to perform specific tasks. In another embodiment, the variation caller 18 may be implemented as separate
application modules that communicate with each other. In addition, the functionality of the variation caller 18 may be
distributed across a greater or lesser number of software modules/components than that shown in Figure 1.
[0033] To speed processing, the computer cluster 10 may be configured such that instances of the variation caller 18
executing on different computers 12 operate on different portions of the reference 24 and the mapped mated reads 26
in parallel. The job scheduler 30 is responsible for assignment of jobs or packets of work across the various computers
12 in the computer cluster 10.
[0034] The computers 12 may include typical hardware components (not shown) including, one or more processors,
input devices (e.g., keyboard, pointing device, etc.), and output devices (e.g., a display device and the like). The computers
12 may include computer-readable/writable media, e.g., memory and storage devices (e.g., flash memory, a hard drive,
an optical disk drive, a magnetic disk drive, and the like) containing computer instructions that implement the functionality
disclosed when executed by the processor. The computers 12 may further include computer writeable media for imple-
menting the data repository 14 and for storing the variation calls 32. The computers 12 may further include wired or
wireless network communication interfaces for communication. In one embodiment, the computer cluster 10 may be
implemented as a commodity Intel/Linux cluster that scales horizontally with additional processors.

DATA GENERATION

[0035] In some implementations, biochemical techniques may be used to generate the mated reads 26 obtained from
the sample polynucleotides of an organism to be analyzed. In one embodiment, the biochemical techniques provide the
data in discrete but related sets, such that contents of the mated reads 26 may include predicted spatial relationships
and/or separation variations. The relationships may be determined based on existing knowledge about the biochemical
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process used to generate the mated reads 26 (i.e., based on sequences that would be expected to be obtained if the
biochemical process were applied to a sample), empirical estimates based on preliminary analysis of the sequence data
of the mated reads 26 or subsets thereof, estimation by experts, or other appropriate techniques.
[0036] Numerous biochemical processes can be used to generate the mated reads 26 for use with the present assembly
methods. These include, but are not limited to hybridization methods as disclosed in US Pat. Nos. 6,864,052; 6,309,824;
6,401,267; sequencing-by-synthesis methods as disclosed in US Pat. Nos. 6,210,891; 6,828,100, 6,833,246; 6,911,345;
7,329,496 and Margulies, et al. (2005), Nature 437:376-380 and Ronaghi, et al. (1996), Anal. Biochem. 242:84-89;
ligation-based methods as disclosed in US Pat. No. 6,306,597, WO2006073504, WO2007120208, nanopore sequencing
technology as disclosed in US Pat. Nos. 5,795,782, 6,015,714, 6,627,067, 7,238,485 and 7,258,838 and U.S. Pat Appln
Nos. 2006003171 and 20090029477, and nanochannel sequencing technology as disclosed in US Pat. Appln No
20090111115, all of which are incorporated by reference in their entirety. In a specific implementation" a Combinatorial
Probe Anchor Ligation (cPAL) process is used in some embodiments (see US Pat App Publication Nos. 20080234136
and 20070099208, which are incorporated herein by reference in their entirety).
[0037] Figure 2 is a block diagram illustrating an exemplary mated read 200. In one embodiment, the mated read 200
is generated during sequencing from a fragment of a larger contiguous polynucleotide (e.g., DNA) obtained from the
sample organism to be variation called and/or reassembled. Only a portion of the bases of the original fragment are
read in each mated read 200. Bases from the fragment are referred to as base reads 202 after the biochemical operation
that generates the mated read 200. These base reads 202 from a fragment thus constitute a small fraction of the bases
in the original larger polynucleotide.
[0038] A single sequencing experiment may generate ND mated reads 26 from the sample polynucleotide sequence
(e.g., a sample genome G), and each mated read 200 may only include nD bases, referred to as base reads 202, of the
original fragment. This results in a total of nDND base reads. Assuming there are the NG bases of the sample genome
G, the average coverage per allele is c = nDND/NG. This means that, neglecting coverage bias, each of the NG bases
of the sample genome G (counting both alleles in diploid areas) receives an average of c base reads. In specific
sequencing experiments, c ≈ 25 and the number of bases read of the original fragment, nD = 70, and therefore the
number of mated reads 200, ND = 2 x 109.
[0039] In its simplest form, each individual base read 202 consists of one of four symbol values A, C, G, T(or U),
corresponding to the 4 bases found in the nucleotides of DNA or RNA, respectively. The base values for some the base
reads 202 can occasionally be missing, in which case the base values are represented by the symbol N and referred to
as no-calls. In one embodiment, each base read 202 is associated with a quality score 214 (a number between 0 and
1; or 0 and 99, for example) that indicates the estimated quality of that base read 202. The variation caller 18 may use
the quality score to determine a contribution of evidence from individual base reads 202 within a read 204.
[0040] In one embodiment, the relative positions of the base reads 202 being read during the biochemical processes
are known only approximately and are in the form of md contiguous reads 204, numbered from 0 to md - 1 The biochemical
processes used to generate the mated reads 26 may result in reads 204 of various lengths, including different lengths
within a single mated read 200. The ith read 204 has a length of li base reads 202, and li in one embodiment, may be
the same for all related mated reads 200 in a given sequencing project. This restriction can be optionally relaxed at the
cost of some additional notational complexity.
[0041] In one embodiment, the mated read 200 comprises multiple gaps in the data. For example, the md reads 204
may be separated by md - 1 gaps 206 (g1 to g5), numbered from 0 to md-2. The value of each of the gaps 206 for a
specific mated read 200 may be variable and unknown. However a statistical distribution of gap values is available a
priori or from empirical sampling by mapping.
[0042] It should be noted that the mated read 200 shown in Figure 2 is for illustrative purposes only and different library
(i.e., read) architectures can have varied number of reads 204 and correspondingly, intra-read gaps between the reads
can be of variable lengths, and gaps can occur between any of the reads.
[0043] In one embodiment, the mated read 200 may include a mate pair gap 208 that divides the mated read 200 into
two subset elements referred to as a left arm 210A and a right arm 210B (collectively referred to as arms 210). The mate
pair gap 208 may encompass a relatively large number of values, such as for example, a distribution peaked at approx-
imately 400-500 bases and a width of 100 bases. In one embodiment, the left arm 210A and the right arm 210B may
comprise md,l 204, respectively.
[0044] In a very specific embodiment, the biochemical processes produce left and right arms 210 having 35 base
reads 202 each, and in this embodiment, the left and right arms 210 may each include 4 contiguous reads 204 (md,1 =
md,2 = 4). The 4 contiguous reads 204, in turn, each comprise three 10-base reads and one 5-base read. The 5-base
read in the mated read 200 may be likely the outermost one relative to the mate pair gap 108 (e.g., r1 and r8).
[0045] The intra-arm gaps 206 can each only take a small number of values, which are small positive or negative
integers. Negative gap values correspond to the same genomic base being read more than once within a single mated
read 200. In another embodiment, more than two arms may be mated, which might be appropriate if there are additional
gaps that can adopt a large range of values.
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[0046] In one embodiment, the md - 1 gap values g of a particular mated read 200 can be partitioned into three groups
- gl, gm, and gr of md,1 - 1, 1, and md,2 - 1 values respectively, corresponding to the left arm 210A, the mate pair gap,
and the right arm 210B. The probability distributions for the three groups of gap values are assumed to be uncorrelated,
and therefore the probability distribution for the gap values g can be written as a product: 

[0047] Although the distributions of the entire mated read 200 can be written as a product, the first and third gap value
probability distributions P(g1) and P(g2) do not necessarily decouple into products of probabilities for the individual gap
values. In addition, this is based on an assumption that the gap probabilities are independent of other nearby sequences.
It will be apparent to one skilled in the art upon reading the present disclosure that removing this assumption can be
done with some additional notational complexity.

GENOME MODEL

[0048] In resequencing assembly of an entire genome, it is assumed that the sample being sequenced, e.g., genome
G, is very similar to the known reference 24, e.g., genome G0. The reference genome G0 can be provided as a set of
contigs (from contiguous), which is a set of non-overlapping polynucleotide segments derived from a genetic source. In
more complex genomes such as mammalian genomes, these contigs may correspond to subsets of chromosomes.
However, since all contigs are much longer than the length of each of the fragments from which the mated reads 26
originate, for the purpose of this discussion G0 will be treated as if G0 comprises a single contiguous sequence of bases.
G0,i or G0(i) shall be used to indicate a base at position i in G0.
[0049] Each section of G0 has an associated ploidy p, which is the number of alleles of a particular genetic unit present
in the genome. The ploidy is 2 in most regions of the genomes of diploid organisms, including human genomes. Greater
or lesser ploidy values are also possible in normal genomes; for example, most of the "Y’ chromosome in humans is
haploid, and abnormal genomes, including genomes from cancerous cells or from individuals having genetic abnormalities
often have regions with unusual ploidy. The p alleles of a genome section are not necessarily equal to each other, but
are all very similar to the corresponding section of G0. In specific aspects, the ploidy of each region is treated for analysis’s
sake as if it were known in advance, although such an assumption is not strictly necessary for the methods of the
described embodiments.
[0050] The term NG0

 is used to indicate the total number of bases in the genome, summed over all alleles, that is used
for assembly of the resequencing data. For the normal, diploid human genome this number is approximately 63109.

MATED READ PROBABILITY MODEL

[0051] For the purposes of statistical calculations used in variation calling and raassembly, the mated read 200 gen-
eration process is modeled as follows.
[0052] Each mated read 200 originates at a random position on one of the two alleles of a sample genome G being
sequenced, on one of the two complementary strands. Due to coverage bias, the originating genomic position, strand,
and allele are not equally probable. The probability of a mated read 200 having its first base at a given position x of
strand s of allele a is taken to be 

where b(x, s, a) is an unknown coverage bias function with mean 1. In most of the description below and in the variation
calling process an assumption is made that b(x, s, a) = 1, and coverage bias is not taken into consideration. In this case,
P(x, s, a) is constant, and P(x, s, a) = 1/(2NG), and is equal to the inverse of the total number of bases in the two strands
of the DNA of the genome.

BASE READS

[0053] The quality score 214 of a base read 202 can be converted into an estimated error rate,εi, e.g., using statistics
obtained during mapping of the mated read 200 or elements thereof to the reference 24, explained below, or estimates
derived directly from image analysis. As the simplest possible assumption, a base from the reference 24 (e.g., a genomic
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base) equals a base read 202 in a mated read 200 with probability 1- ε, and any of the three remaining possibilities with
probability ε/3. This is based in part on the implicit assumption that individual base reads 202 are uncorrelated from each
other. As is apparent from the methods of this disclosure, in another embodiment this assumption can be lifted in favor
of a different error model.
[0054] More formally, if bg is a true genomic base being read and bd is a base as read in the mated read 200, the
probability of the latter conditional to the former is a 4x4 error matrix given by 

where the Kronecker δ symbol is 1 if its arguments are identical and 0 otherwise.
[0055] More complex error models are possible, in which each base read comes with 4 "weights" which are estimates
of P(bg|bd). The Bayesian formulation further below may be extended to allow for such estimates. In another embodiment,
error probabilities can be modeled conditional on flanking sequence, or error probabilities conditional on whether other
bases are in error, etc.

MAPPING

[0056] The mapped mated reads 28 may be created from the data set of the mated reads 26. High-speed mapping
software, e.g., a map-to-reference component (not shown), may be used to map the raw mated reads 26 to base positions
in the reference 24 where the mated reads 26 are likely to occur. The map-to-reference component may output the
mapped mated reads 28 in the form of locations of the mated reads 26 in the reference 24. The mapping may be tolerant
of small variations from the reference 24, such as those caused by individual genomic variation, read errors or unknown
bases in reads 202.
[0057] Figure 3 is a block diagram illustrating mapped mated reads 28. Mated reads are mated reads that have been
mapped to the positions in the reference 24. In one embodiment, a mapped mated read 28 may comprise a mated read
that has only one arm 210 aligned to the reference, i.e., half mapping. More specifically, a mated read is considered to
map to a position and strand in the reference 24 when the reads 204 of an arm 210 are sufficiently similar to the sequence
of the reference 24 starting at that position and strand for the similarity to be recognized by a mapping process such as
described in the patent applications listed in the following paragraph. From such a mapping it may be inferred that the
mated read may have been derived from the corresponding portion of the sample of interest. In another embodiment,
a mapped mated read 28 may comprise a mate read that has both arms 210 aligned to a specified location on the
reference, i.e., full mapping. To support assembly of larger variations, including large-scale structural changes or regions
of dense variation, the left and right arms 210 of the mated reads 26 may be mapped separately, with mate pairing
constraints evaluated after alignment.
[0058] In one embodiment, the map-to-reference component may perform the mapping process as disclosed in the
following provisional patent applications: ’OLIGOMER SEQUENCES MAPPING’, Application Number 61/149,670, filed
February 3, 2009 (CGI002PRV); "INDEXING A REFERENCE SEQUENCE FOR OLIGOMER SEQUENCE MAPPING’,
Application Number 61/149,665, filed February 3, 2009 (CGI003PRV); and "OLIGOMER SEQUENCES MAPPING",
Application Number 61/149,689, filed February 3, 2009 (CGI004PRV), all assigned to the assignee of the present
application and herein incorporated by reference in their entirety.
[0059] Summarizing the process, mate-paired arm reads may be aligned to the reference 24 using a two-stage process.
First, the left and right arms 210 may be aligned independently using indexing of the reference genome. In one embod-
iment, this initial search may find all locations in the reference 24 that match the left arm 210A with at most two single-
base substitutions, but may find some locations that have up to five mismatches. Second, for every location of a left arm
identified in the first stage, the right arm 210B is subjected to a local alignment process, which may be constrained to a
genomic interval informed by the distribution of the mate distance (e.g., 0 to 700 bases away). The same local alignment
process may then be repeated for arm 210A using the locations of arm 210B. At both stages, the alignment of a gapped
arm read 210 may be performed by trying multiple combinations of gap values. If a mated read 200 has any consistent
locations of arms 210 (that is, left and right arms are on the same strand, in the proper order and within an expected
mate-distance distribution), then only these locations may be retained. Otherwise, all locations of the arms 210 may be
retained. In either case, for performance reasons, the number of reported locations for every arm 210 may be limited,
e.g., to 50 locations in one embodiment.
[0060] In one embodiment, storage records for the mapped mated reads 28 may include a list of arm mappings to the
reference polynucleotide sequence (G0) 24 sorted in reference order to identify sequences that can possibly contribute
to the Bayesian computation of L(G), explained further below. The records may contain not only mapping information,
but also the base reads 204 and quality score 214 of the corresponding mated read 200.



EP 2 430 441 B1

10

5

10

15

20

25

30

35

40

45

50

55

VARIATION CALLING PROCESS

[0061] Figure 4 is a diagram illustrating a process for calling variations in a sample polynucleotide sequence with
respect to a reference polynucleotide sequence 24 in accordance with an exemplary embodiment. The process may
include executing an application on at least one computer 12 that locates local areas in the reference polynucleotide
sequence where a likelihood exists that one or more bases of the sample polynucleotide sequence are changed from
corresponding bases in the reference polynucleotide sequence, where the likelihood is determined at least in part based
on mapped mated reads of the sample polynucleotide sequence (block 400).
[0062] An example of a local area 300 is shown Figure 3 by vertical bars spanning across corresponding locations in
the reference 24 and the mated reads 28. This local area 300 identifies a location where the mapped mated reads 28
are likely to have variations or changes in one or more bases from the corresponding bases in the reference polynucleotide
sequence 24. The local area 300 may comprise one or a sequence of base positions.
[0063] In one embodiment, locating the local areas 300 likely to have changes from the reference is performed by the
variation caller 18 using at least in part using the Bayesian formulation 20 component during a compute reference scores
procedure and using the partial de Bruijn graph 22’ component to compute local de novo intervals, as further described
below with reference to Figure 5. In one embodiment, small or individual local areas 300 of likely change may be combined
to form larger local areas called optimization intervals during a find optimization intervals procedure, as described in
Figure 5.
[0064] The variation caller 18 generates at least one sequence hypothesis for each of the local areas 300 and optimizes
the at least one sequence hypothesis for at least a portion of the local areas to find one or more optimized sequence
hypotheses of high probability for the local areas (block 402). In one embodiment, generating the sequence hypothesis
for a local area may include traversing each base position in the local area and iteratively changing the base with every
possible alternative base value, including an insertion or deletion at that position, which may result in multiple sequence
hypotheses being generated for each local area 300.
[0065] Figure 4B is a block diagram graphically depicting generation of a set of one or more sequence hypotheses
for each local area. In this example, two local areas of likely change 300A and 300B (collectively referred to as local
areas 300) have been identified in the reference polynucleotide sequence 24. For each of the local areas 300A and
300B, a set of sequence hypotheses 412A and 412B, respectively (collectively referred to as sequence hypotheses
412), are generated by changing base values in the respective local area 300.
[0066] Figure 4C is block diagram graphically depicting optimization of the sequence hypotheses 412 for each of the
local areas 300. In one embodiment, optimizing the sequence hypotheses 412 may include computing a probability ratio
for each individual sequence hypothesis therein. The sequence hypotheses 412 resulting in a high probability ratio for
each of the local areas 300 may be used to form a set of optimized sequence hypotheses 414A and 414B (collectively
referred to as optimized sequence hypotheses 414). In one embodiment, the sequence hypothesis from the optimized
sequence hypotheses 414A that maximize the probability ratio is applied to the local area 300A. According to one
embodiment, the optimization is performed during a sequence hypothesis generation and optimization procedure that
utilizes the Bayesian formulation 20 component and the de Bruijn graph component 22, as explained further with reference
to Figure 5.
[0067] The variation caller 18 analyzes each set of the optimized sequence hypotheses to identify a series of variation
calls in the sample polynucleotide sequence, where the variation calls are strongly supported by the mapped mated
reads (404). In one embodiment, a series of variation calls may be identified during an extract calls process that may
comprise indicating variations detected in the bases of the mapped mated reads 28 of the sample polynucleotide se-
quences 26 in relation to the reference 24 at or near specific locations. In one specific embodiment, the variation calls
may be identified based at least in part on statistical probability analysis.
[0068] Figure 4D is a diagram graphically illustrating variation calling. In this example, all or a subset of the optimized
sequence hypotheses 414 are individually examined and variation calls 32 are made as to which part or parts of the
optimized hypotheses 414 most correctly describes the corresponding sequence in the reference 24. In one embodiment,
the variation calls are made by an extract calls component, as further explained in Figure 5.
[0069] Figure 5 is a flow diagram illustrating the details of the process performed by the variation caller 18 for calling
variations in a sample polynucleotide sequence in accordance with an exemplary embodiment. The variation caller 18
may include five primary processes: Compute Reference Scores Using the Bayesian Formulation 500, Compute Local
De Novo Intervals Using the Partial De Bruijn Graph 501, Find Optimization Intervals 502, Generate Hypotheses and
Optimize using the Bayesian Formulation and the De Bruijn Graph 504, and Extract Calls 506. Using these processes,
the variation caller 18 may obtain a reassembled sample polynucleotide sequence, e.g., genome (G) by iteratively
maximizing the genome’s a posteriori probability P(G/MtdRds), which accounts for all the mapped mated reads (MtdRds)
28.
[0070] The process may begin by the variation caller 18 receiving the reference polynucleotide sequence (G0) 24 and
the mapped mated reads 28 as read-only inputs to all five processes. The variation caller 18 may also receive as a read-
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only input metadata 508, which may describe the job, i.e., identifies the reference 24, a location of the input files, defines
a structure of the mapped mated reads 28, and the like. As stated previously, the reference 24 comprises a known
sequence of nucleotides of a reference organism, e.g., National Center for Biotechnology Information (NCBI) Build 36
reference human genome. The mapped mated reads 28 each comprise multiple contiguous reads 204 separated by
variable gaps. Each of the reads 204 constituting a mapped mated read 28 includes multiple bases located at respective
base positions in the mapped mated read. These bases are also mapped to base positions in the reference 24.
[0071] Using the inputs, the Compute Reference Scores Using the Bayesian Formulation 500 process computes
reference scores 510 and the Compute Local De Novo Intervals Using the Partial De Bruijn Graph 501 process computes
local de novo intervals 512.

REFERENCE SCORES 510

[0072] In one embodiment, the Compute Reference Scores Using the Bayesian Formulation 500 (hereinafter Compute
Reference Scores 500) process aide in identifying the local areas 300 of likely change. The process computes for each
base of the reference 24, probability ratios between all possible 1-base variations at that base position and the reference
base at that base position. In one embodiment, each 1-base variation may be referred to as an initial hypothesis.
[0073] Figure 6 is a flow diagram illustrating the process performed during computing reference scores using the
Bayesian Formulation. The Compute Reference Scores 500 process may include generating a set of initial hypotheses
for each base position in the reference G0 by modifying the base value at that position in p alleles by all possible 1-base
variations (block 600). The modifications may include a single base change (to reflect a potential single nucleotide
polymorphism (SNP) in the sequence), and insertions and deletions (collectively termed indels). In addition to single
base changes, an initial hypothesis may include indels of up to 10 bases when the modification is made in a genomic
region comprising tandem repeats, e.g., three bases may be inserted or deleted in a region of triplet base tandem repeats.
[0074] The Compute Reference Scores 500 process determines a set of mapped mated reads that are near (and
possibly overlap) the current base position of the reference G0 (block 602). In one embodiment, the mapped mated
reads 28 are identified that have one arm mapped to a location approximately the expected length of the mate pair gap
away from the current base position in the appropriate direction and strand to satisfy the expected mate pair relationship.
[0075] The Bayesian formulation 20 is used to compute reference scores for each base position of the reference G0
by computing for each of the initial hypotheses in the corresponding set, a probability ratio Pv/Pref, where Pv is a probability
of a 1-base initial hypothesis, and Pref is a probability of the base value in the reference G0, and where the set of mapped
mated reads near each base position are used during calculation of the probability ratio at each base position (block 604).
[0076] In a further embodiment, assuming the sample polynucleotide sequence comprises a genome G, then each of
the reference scores may comprise a logarithmic likelihood ratio L(G), where L(G) = log (Pv/PRef). In a further embodiment,
the logarithmic likelihood ratio may be expressed (described more fully below) as: 

[0077] In most cases, L(G) is computed to be large and negative, expressing the fact that no variation from G0 is
present at that position. However, at positions where a 1-base variation is present, L(G) will be computed to be a positive
number. This computation would be sufficient to call and assemble one-base variations, but the situation is complicated
by the possibility of longer variations. In local areas 300 where a longer variation is present, L(G) for one-base variations
can still be positive, but at a much lower value than in local areas where one-base variations are present. A low value
positive number in L(G) can be used to recognize the possibility of the presence of a variation and to identify a local
area 300. Positions in the reference 24 where one or more of the probability ratios exceeds a threshold may be output
as local areas 300 likely to have changed relative to the reference.
[0078] An output of the Compute Reference Scores 500 is a file containing a table of computed reference scores 510.
Each row of this table may refer to a position of the reference genome, and contain reference scores for that position,
where the reference scores are the computed probabilities of all possible 1-base variation hypotheses, in homozygous
or heterozygous form, at that position. In one embodiment, for each of the possible hypothesis, a L(G) = log (Pv/PRef),
may be stored as the reference score.
[0079] In one embodiment, each row of the table of reference scores 510 may contain:
[0080] Fields to identify the position of the reference genome for that row. This can include a chromosome identification
and position, or equivalent information;
[0081] Three fields containing L(G) = log (Pv/PRef) for all three possible homozygous SNPs at the position of interest;
[0082] One field containing L(G) = log (Pv/PRef) for a homozygous deletion at the position of interest;
[0083] Four fields containing L(G) = log (Pv/PRef) for all four possible homozygous one base insertions immediately
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before the position of interest; and
[0084] An additional 8 fields replicating the previous 8 fields, but for heterozygous variations rather than homozygous
ones.
[0085] In some embodiments, it may be useful to report as the reference score for a given position the score of the
initial hypothesis having the highest reference score of any of the evaluated substitutions, including the possibility of
scoring multi-base modifications such as tandem repeat copy changes for short tandem repeats or sequences suggested
by the local de novo process.

LOCAL DE NOVO INTERVALS 512

[0086] According to the exemplary embodiment, the Compute Local De Novo Intervals Using the Partial De Bruijn
Graph 501 process (hereinafter Compute Local De Novo Intervals 501) complements the Compute Reference Scores
500 process, constituting another means for locating local areas 300 in the sample polynucleotide sequence likely to
have changes. This process may generate variations beyond single base changes by finding mapped mated reads 28
that map to a reference position, but also extend past that position. The Partial De Bruijn Graph 501 process refers to
a process that does not compute an entire de Bruijn graph, but basically follows an initial graph of reference vertices
and determines if there are branches. Any branching beyond a certain threshold may be taken to indicate a possibility
of a variation being present in a local area 300. Such a local area 300 may be subjected to further analysis (e.g.,
optimization, described below) in order to determine what variations, if any, are present.
[0087] As an overview, the local de novo process initializes a partial de Bruijn graph with reference vertices that are
created from base sequences (e.g., each 30 bases in length) from the reference 24. The graph is then iteratively
augmented. For each vertex already in the graph, a set of mapped mated reads are found that map well to the corre-
sponding reference vertex, but include a base extension extending beyond either end of the reference vertex by any
possible 1-base value (A, C, G or T/U). In one embodiment, a mapped mated read can be considered to map well to
the corresponding base sequence when at least 14 bases of the read match the sequence and at most one base of the
read mismatches the sequence. In one embodiment, the procedure calculates for each of the base extensions an
extension strength representing an amount of support for extending the reference vertex by each 1-base value based
at least in part on the number of mapped mated reads that have the same extension and the number of matches and
mismatches of those mapped mated reads with the sequence of the vertex being processed. Each such 1-base extension
corresponds to a possible vertex in the graph. The base extensions having the highest extension strength and that are
not yet in graph are added. In one embodiment, the graph building procedure for constructing the partial de Bruijn graph
is recursive, but any procedure that correctly repeats the necessary steps can also be used.
[0088] In one embodiment of the graph building procedure, extension strength for each of the top base extensions is
computed in a depth-first manner in one direction, and a new edge and a new vertex is creating after each computation
for the base extensions having extension strength above a threshold. If there are no base extensions having the extension
strength above the threshold in a path, a failure is returned for the path. If the computation of the graph building procedure
creates a new branch vertex that is equal to the base sequence of one of the reference vertices and that is consistent
with a SNP or short indel (approximately 50 bases or shorter), the computation ends and the path is returned.
[0089] Figures 7A and 7B are diagrams illustrating details of the process for computing local de novo intervals using
the partial de Bruijn graph. The process may include initializing a de Bruijn graph with reference vertices, where each
reference vertex represents a base sequence of N contiguous bases from the reference genome (block 700). In one
embodiment, each base sequence may overlap an immediately adjacent base sequence, e.g., sharing all but 1 base,
for example. In one embodiment, the reference vertices may comprise base sequences of 30 bases (N=30), for example.
[0090] For each of the reference vertices, a set of mapped reads is determined that map to the reference vertex and
that include a base extension extending beyond either end of the reference vertex in a left or right direction by any
possible base value (A C G or T/U), and for each base extension a base extension strength is calculated representing
an amount of support for extending the reference vertex by each 1-base value, and indicate a left or right direction of
the base extension (block 702). In one embodiment, the extension strength may be calculated based at least in part on
the number of mapped mated reads that have the same extension and the number of matches and mismatches of those
mapped mated reads with the sequence of the vertex being processed,.
[0091] The process may partition the reference polynucleotide sequence into reference segments (block 704), to divide
the overall computation into shorter segments. In one embodiment, the reference polynucleotide sequence may be
partitioned into 50-base reference overlapping or adjacent segments.
[0092] Likely variations from the reference are found by finding up to M top base extensions incompatible with the
reference vertices in each of the reference segments and whose base extension strength is greater than a first threshold
(block 706). In one embodiment, the top two (M=2) base extensions may be used. In one embodiment, each of the base
extensions may extend 56 bases past a reference vertex, for example.
[0093] The M top base extensions may be used as branch vertices in a partial de Bruijn graph and each branch vertex
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and direction of extension is input into a recursive procedure that builds the partial de Bruijn graph (block 708).
[0094] In a depth-first recursive process, a set of mapped reads is determined that map to the branch vertex and that
includes a base extension that extends beyond the branch vertex in the corresponding direction by each possible base
value (A C G or T/U), and for each base extension a branch extension strength is calculated representing an amount of
support for extending the branch vertex by each base value (block 710).
[0095] The process creates new branch vertices from the base extensions having the branch extension strength above
a branch extension threshold (block 712).
[0096] A new edge is then constructed between the branch vertex and each of the new branch vertices, wherein a
chain of the branch vertices connected by one or more edges forms a path through the graph (block 714).
[0097] An edge extension strength is calculated for the edges in the path, and the top N edges with the largest edge
extension strength above an edge strength threshold are found, and block 722 is performed using each of the top N
edges (block 716).
[0098] If block 722 fails to find a match between the new branch vertices and the reference vertices, then the top N
new edges are input into the recursive procedure (710) as branch vertices (block 718).
[0099] If no edges have an extension strength above the strength threshold, the recursive procedure is ended and a
failure for the path is returned (block 720).
[0100] Each of the new branch vertices is compared to the reference vertices in the partial de Bruijn graph that represent
nearby base sequences from the reference, and if the new branch vertex equals any of the base sequences of the
reference vertices, the recursive procedure is ended and the path is returned (block 722).
[0101] The output of the partial de Bruijn graph procedure may be a file, list, or other data structure containing the
local de novo intervals 512. The local de novo intervals 512 may comprise a list of base positions at which the partial
de Bruijn graph diverges (branches from the reference.
[0102] In one embodiment, the Compute Reference Scores 500 process and the Compute Local De Novo Intervals
501 process may be performed simultaneously and in parallel across the computer cluster 10 so that the process of
finding mapped mated reads does not need to be repeated. The results of the reference scores 510 and the local de
novo intervals 512 processes computed by individual batches may be consolidated into a single reference scores file
and a single local de novo intervals file.

FINDING OPTIMIZATION INTERVALS 502

[0103] The processes above find the local areas 300 that are likely to have bases that are changed from the reference.
These local areas 300 are further processed as follows. During the Find Optimization Intervals 502 process, individual
local areas 300 of likely change represented by the reference scores 510 and the local de novo intervals 512 may be
combined to form larger optimization intervals. At a conceptual level, the resulting optimization intervals are identified
as areas as likely to contain variations and that require further analysis to determine the likely variations, if any.
[0104] The Find Optimization Intervals 502 process considers as candidate optimization intervals the local de novo
intervals 512, and the reference scores 510 associated with a high probability ratio, e.g., high L(G). The candidate
optimization intervals that overlap or are less than a threshold base distance apart (e.g., less than the length of an arm
210) may be combined to form the optimization intervals. However, some of the optimization intervals may become too
long, and optimizing such optimization intervals could become too expensive. In one embodiment, these optimization
intervals are therefore no-called a priori.
[0105] Figure 8 is a flow diagram illustrating a process for finding optimization intervals according to one exemplary
embodiment. The Find Optimization Intervals 502 process may include analyzing the reference score associated with
each reference base position and identifying as a peak each range of consecutive position at which the reference scores
are above a predetermined magnitude threshold, i.e., high L(G) (block 800). In one embodiment, the magnitude threshold
for high L(G) may be -10 db, for example.
[0106] For each identified peak, a peak interval may be defined as a set of consecutive base positions formed by the
base position of the peak and a predefined number of bases on either side of that base position (block 802). In one
embodiment, a peak interval may comprise the peak itself plus 3 additional bases on each side.
[0107] The Find Optimization Intervals 502 process may form respective candidate optimization intervals from each
of the peak intervals and each of the local de novo intervals found in branches of the Bruijn graph (block 804).
[0108] The Find Optimization Intervals 502 process may also create respective unions of the candidate optimization
intervals (i.e., individual peak intervals and/or local de novo intervals) that overlap (block 806). Neighboring candidate
optimization intervals that overlap or are less than a prescribed distance apart may be merged (block 808). In one
embodiment, neighboring candidate optimization intervals are merged if they are less than the length of a sequence
arm 210 apart. In one specific example, neighboring candidate optimization intervals may be merged if they are within
a distance of 20 bases.
[0109] A no call is assigned to the candidate optimization intervals that are longer than a predetermined base length,
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and such candidate optimization intervals are added to a list of no call intervals (block 810). All remaining candidate
optimization intervals are added to a list of optimization intervals (block 812). The process of assigning a no call to the
candidate optimization intervals is an additional step that reduces computational cost, but is not mathematically required.
In an alternative embodiment, the assignment of a no call could be skipped, or equivalently, the predetermined base
length might be set to a value so high that no candidate optimization intervals are no-called.
[0110] The Find Optimization Intervals 502 process may output a file, list or other data structure containing the opti-
mization intervals 514. Each row of the file may contain positions of the beginning and end of the optimization interval
514. This can include chromosome identification and begin/end positions, or equivalent information. The optimization
intervals may also include the initial hypotheses of each 1-base variation generated during the Compute Reference
Scores 500 process, or alternative sequences corresponding to de Bruijn graph paths generated during the Compute
Local De Novo Intervals 501 process.
[0111] The Find Optimization Intervals 502 process may also output a file, list or other data structure containing no-
call intervals 516, which are the optimization intervals that are longer than a predetermined base length and that have
been identified as too difficult to process (typically because of low read coverage). No optimization is performed on these
intervals, and these intervals are eventually no-called in the final variations file 32. Each no-call interval 516 may be
identified in a manner similar to what is done for optimization intervals. In one embodiment, the no-call intervals could
eventually be analyzed in a separate fashion.
[0112] In one embodiment, the Find Optimization Intervals 502 process may be performed in parallel across the
computer cluster 10 and the optimization intervals 514 computed by individual batches may be consolidated into a single
file of optimization interval and a single file of no-call intervals 516.

OPTIMIZATION

[0113] The optimization intervals 514 correspond to portions of the reference where the sample genome of interest
may have alternative sequence(s), termed variations. The preceding steps provide not only the intervals but tentative
initial hypotheses regarding the specific variations in each interval; these initial hypotheses may be the best combination
of bases identified during the Compute Reference Scores 500 process, or they may be the sequence(s) corresponding
to the novel path(s) found during extension of the Compute Local De Novo Intervals 501.
[0114] The Generate Hypotheses and Optimize using the Bayesian Formulation and the De Bruijn Graph 504 (Here-
inafter, Generate Hypotheses and Optimize) process analyzes each optimization interval 514 and attempts to revise
these initial hypotheses to improve their fit to the data, i.e., the mapped mated reads 28. The Generate Hypotheses and
Optimize 504 process e may output a set of optimized sequence hypotheses of high probability for each of the optimization
intervals.
[0115] In one embodiment, the optimization 504 stage uses the Bayesian formation 20 in which for each optimization
interval, the bases of the initial hypotheses in the optimization interval are iteratively changed one base at a time, including
inserted and deleted bases, until the probability increases to a maximum. The Bayesian formation 20 process works for
its intended purpose, but in some cases, the probability of these revised sequence hypotheses can’t be increased using
one base variations. In one embodiment, the probability is increased in these cases by using larger variations, e.g., five
bases.
[0116] According to one embodiment, the de Bruijn graph 22 may be used to generate additional starting sequence
hypotheses as variation directions for the Bayesian formation of the optimization 504 stage. Bayesian scoring involves
computing a probability ratio L(G) for each sequence hypothesis.
[0117] In one embodiment, the optimization process computes L(G) as: 

where PH is a probability of the revised sequence hypothesis in the active interval and Pref is a probability of the reference,
and where the set of mapped mated reads in the active interval are used during calculation of the probabilities at each
base position. The revised sequence hypothesis is retained that results in a maximum probability ratio. This revised
sequence hypothesis is considered the optimum hypothesis for that particular active interval. This process of finding the
best one-base substitution from the current hypothesis, and choosing the resulting updated hypothesis as the basis for
the next round, is repeated for each or a subset of the initial sequence hypotheses .
[0118] In a further embodiment, the logarithmic likelihood ratio L(G) may be expressed, (described more fully below) as: 
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[0119] Conceptually, the Bayesian formulation outlined above allows polynucleotide sequence variation and reassem-
bly to be represented as an optimization problem of finding the genome G that gives the largest possible L(G). A simple
procedure could use greedy optimization that could be described algorithmically as follows:
[0120] Start by setting G = G0 and compute L(G).
[0121] Apply a small change to G and recompute L(G).
[0122] If L(G) increased relative to the previous value, keep the small change applied. Otherwise, undo the change.
[0123] Keep iterating until none of the small changes applied cause a further increase in L(G).
[0124] The final G obtained in this way is a best guess at the sample genome.
[0125] However, without refinements such a procedure would run into a number of computational problems. One
problem is that every time G is updated, an efficient way to find mated reads 200 that have good mappings on G is
required. This mapping requires some form of mated read indexing, which can be problematic in terms of memory
requirement. Another problem is that the computation requires random access to the base reads and the reference
scores of the ND mated reads, which again results in large memory requirements. It is also expensive to recompute all
the mappings at each iteration, so data structures that can be incrementally updated as the small changes are applied
to G are needed. This again may create a memory problem and may pose a large cost in recomputation.
[0126] For these reasons, the exemplary embodiments provide a simpler approach in which the small local areas of
the sample 24 in the form of the optimization intervals are analyzed separately from one another during the optimization
procedure. When optimizing a current optimization interval, which is considered the active interval, it is assumed that G
= G0 everywhere outside the active interval being optimized. With this constraint, the sample polynucleotide sequence
G is optimized only in the active interval. In one embodiment, the size of the active interval is kept smaller than the
minimum possible mate pair length. With this assumption, for a mated read 200 to have a good mapping to G, one arm
210 of the mated read 200 must have a good mapping to G0 approximately one mate pair away from the active interval.
[0127] This scheme enables an active interval greedy optimization procedure in which at each iteration, all possible
one base changes which affect only the active interval are applied to the current p alleles of G. This includes changing
an individual base position to a different value, deleting it, or inserting a new base to its right or left. If more than one
allele is present, this is done in turn for each of the alleles (leaving the remaining allele(s) unchanged). For each modified
G obtained in this way L(G) is computed, as described above. One-base changes that result in the largest L(G) are
applied to G, and iterated until no further improvement in L(G) can be obtained. The details are stored for all hypotheses
for G that have a computed probability within a given factor of the most likely hypothesis found, up to a maximum.
[0128] Simulations show that in a significant fraction of the cases, the active interval greedy optimization procedure
may converge to the true optimum of L(G) - in other words, the optimization procedure reconstructs correctly the sequence
to be assembled, e.g., the sequence of a local interval in a genome. However, in many cases it converges to a local
optimum of L(G). For this reason, the exemplary embodiments supplement the active interval greedy optimization with
a modified de Bruijn graph process to provide additional starting sequence hypotheses (seeds) for the optimization
procedure. This significantly increases the success rate of the optimization procedure. In an alternative embodiment,
many other approaches to optimization can be used that reduce the impact of local optima, such as simulated annealing
or genetic algorithms.
[0129] To set up the optimization procedure, a set of mated reads having at least one arm that maps near (and possibly
overlaps) the active interval with a distance, arm and strand, such that the mated arm can contribute to assembly in the
active interval is identified. In one embodiment, this set of mated reads is used to perform a de novo assembly of the
sequence in the active interval.
[0130] Figures 9A and 9B are flow diagrams illustrating the process for generating hypotheses and optimizing using
a Bayesian formulation and a de Bruijn graph. The process may include fetching an optimization interval from the set
of optimization intervals and setting the optimization interval as the active interval (block 900).
[0131] A set of mapped mated reads that are near the active interval are determined (block 902). According to one
embodiment, a mated read is considered to map to the active interval when the reads 204 of one of the mate read arms
210 can be derived from a sequence within the active interval in an orientation consistent with the arm 210. There is no
requirement that the second arm be mapped, or if mapped, that it be mapped in or near the active interval.
[0132] A de Bruijn graph is constructed using a portion of the reference G0 containing the active interval and the set
of mapped mated reads for the active interval (block 904). In an alternative embodiment, the de Bruijn graph can be
constructed using a portion of the reference G0 containing the active interval plus a sequence on either side of the active
interval of some predetermined length). In one embodiment, the process may include initializing the de Bruijn graph with
reference vertices that each represent a base sequence of N contiguous bases from the reference genome, and where
each base sequence overlaps an immediately adjacent base sequence, e.g., sharing all but by 1 base. The path of the
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reference vertices through the graph is referred to as a reference path. The mapped mated reads may be used to create
branches from the reference path.
[0133] A path of one or more sequences in the de Bruijn graph that rejoins the reference path is fetched for use as a
starting point for sequence hypotheses (block 906). The sequence hypotheses are optimized by applying to the current
p alleles of G all possible 1-base changes only in the active interval (block 908). For each modified G, L(G) is computed
using the mapped mated reads near the active interval (block 910). All one-base changes that result in the largest L(G),
e.g., greater than a threshold, are applied to G (Block 912). It is then determined whether L(G) is improved (block 914).
[0134] If L(G) is improved then the process continues optimizing sequence hypotheses (block 908). If it is determined
that L(G) is not improved (block 914), then continuing with Figure 9B, details are stored for all optimized sequence
hypotheses for G that have a computed probability within a given factor of the most likely hypothesis found, up to a
maximum number of optimized sequence hypotheses (block 916). In one embodiment, at least a given number of
optimized sequence hypotheses are saved (or all optimized sequence hypotheses if the number does not reach a
predetermined threshold), plus all additional hypotheses within the given factor of probability, and the best hypothesis
worse than this factor.
[0135] It is then determined whether more paths exist in the de Bruijn graph (block 918). If so, then the process
continues by fetching another path (block 906). If no more paths exist in the de Bruijn graph, then it is determined whether
there are more optimization intervals (block 920). If so, the process continues with fetching another optimization interval
(block 900). Otherwise, the process ends.
[0136] Accordingly, the optimization process is supplemented with a procedure in which local de novo assemblies are
calculated in the optimization intervals to generate multiple plausible seed sequences, which in turn, are used to drive
the optimization process towards a global optima. The local de novo assembly of the present embodiment has been
substantially modified from prior de Bruijn graph approaches that are used on contiguous reads in order to accommodate
variably gapped reads, as described below. The set of mated read arms used for each local de novo assembly is selected
from the mated reads that mapped to the reference one mate pair away from the active interval. This seeding procedure
may result in an optimization process that is more resilient to the existence of local optima in the P(G|MtdRds)/P(G0|Mt-
dRds) landscape. Also, although genomic areas are processed one at a time, joint probabilities of pairs of distant
variations are computed, resulting in a substantial reduction a false positive in areas of segmental duplication or other
repeated elements in the reference, as described below.
[0137] The output of the optimization process 504 is a hypotheses file 518 that contains for each of the selected
optimization intervals that were optimized, a list of the most likely optimized hypotheses for the p alleles of G in the active
region, together with the corresponding computed L(G), the hypothesis’s computed probability ratio relative to the ref-
erence polynucleotide sequence.
[0138] In one embodiment, the hypotheses file 518 may contain a block for each optimization interval on which an
optimization was performed, where the block contains: 1) Positions of the beginning and end of the optimization interval
the block refers to, which can include a chromosome identification and begin/end positions, or equivalent information;
2) A list of the most likely hypotheses encountered during the optimization process for this optimization interval. The file
may store for each hypothesis, the sequence that replaces the reference sequence for each allele, and L(G) = log
(PH/PRef).
[0139] The optimization process may be performed in parallel across the computer cluster 10. The batch results from
the computer cluster 10 may be combined into a file, list or other data structure of hypotheses 518. In one embodiment,
a mated read support file containing Δ(mated read) information to be used to compute correlations between pairs of
distant variations, described further below.

EXTRACTING CALLS

[0140] The Extract Calls 506 process infers variations in the bases of the mated reads of the sample polynucleotide
sequence in relation to the reference polynucleotide sequence at specific locations by analyzing for each optimization
interval the list of optimized hypotheses stored in the hypothesis file 518 and making a decision as to which parts of the
top hypothesis are of sufficient confidence to be asserted. The regions in question are those that are consistent with all
other top hypotheses for the optimization interval, where the top hypotheses are those with computed probabilities
greater than the probability of the most likely hypothesis divided by a threshold, which can be set around a factor of
1000, i.e., 30 dB). More specifically, variations found consistently in the top hypotheses are found and each variation is
scored based on the likelihood ratio of the top hypothesis versus the best hypothesis inconsistent with that variation.
Areas in which the most likely hypotheses gave contradicting results are no-called
[0141] In many cases, the optimization process 504 may result for many of the optimization intervals with a single
optimized hypothesis that is computed to be much more likely than all other hypotheses, and which can then confidently
be called to describe the correct sequence in the active interval. However, it often happens that an optimization interval
may have many similar hypotheses that are all within a small probability factor of the most likely hypothesis. In such
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cases, making a call on the sequence of G in the optimization interval is more difficult. For example, consider an example
where the most likely hypotheses stored are as an example shown in Table I:

[0142] Here, in an example using a haploid genome, the allele corresponding to the reference sequence G0 is provided
in bold in the last row of the Table I. Two of the most likely hypotheses generated for the allele are shown in rows 1 and
2 of Table I. Both of the two most likely hypotheses have a SNP at a position highlighted in grey, in which reference
base value T is replaced by G in both hypotheses. However, the first hypothesis also has an insertion of an extra A in
a homopolymer run. Therefore, the confidence of the existence of the SNP is high; but the existence of the insertion is
questionable because even though the insertion is present in the most likely hypothesis, it is not present in the second
hypothesis, which is only 5 dB (a factor of 3) less likely than the first hypothesis. Therefore, the desired outcome in this
case would be to call the SNP with a score of 1000 dB, but to no-call the region with the homopolymer run.
[0143] The Extract Calls 506 process examines for each optimization interval, all hypotheses within a given variation
score threshold of the most likely hypothesis listed for the optimization interval, and outputs a set of most likely variations.
The Extract Calls 506 process examines the set of most likely hypotheses and finds common features that are present
in each of the hypothesis in the set of most likely hypotheses. In one embodiment, inconsistencies between the most
likely hypotheses may also be found. The common features that are found can be called confidently within a threshold
are stored as respective variation calls 32. On the other hand, inconsistencies between each of the hypotheses in the
set of the most likely hypotheses are stored as respective no-call regions. In one embodiment, the variation score
threshold can be progressively lowered to provide first, calls for the most confident portion of a region (with highest
score), and subsequently calls for less confident portions of the region (with lower scores).
[0144] The output of the Extract Calls 506 process is a file, list, or other data structure containing a list of variation
calls 32, each describing how base intervals in the resequenced sample polynucleotide sequence are observed to differ
from the reference polynucleotide sequence at specific locations. For each variation call, the Extract Calls 506 process
may store for the optimization interval where the variation takes place, a chromosome identification and begin/end
positions, or equivalent information, and the called sequence for each allele (two alleles in most cases).
[0145] In one embodiment, the file of variation calls 32 can also contain a list of the no-called regions, each described
in a way similar to the variation calls 32. In another embodiment, the no called intervals may be stored in a separate file.
The resequenced polynucleotide sequence is assumed to be equal to the reference polynucleotide sequence outside
the base intervals corresponding to the called variations 32 and the no-called regions or alleles.

BAYESIAN FORMULATION

[0146] This section describes details of the Bayesian formulation 20. The Bayesian formulation 20 is dependent on
the mated read 200 mapping process. Once the position x, strand s, allele a, and gap values g for a mated read are
fixed, each base position in at least one arm 210 of the mated read 200 is mapped to a base position in the reference
24 by a mapping M(x,s,g,a), creating a mapped mated read 28. The mapping M is a function that, given a mated read
base position i, returns the corresponding position in the reference 24 M(x,s,g,a,i) or, with simplified notation, M(i). The
events that generate the gap values g are assumed to be uncorrelated from those that generate the position x and strand
s, and therefore the probability of each mapping is given by: 

In one embodiment, this last assumption may be removed from the formulation. This is useful to allow modeling, for
example, in situations where the gap distribution is correlated with a nearby sequence. Such a generalization without
the assumption would be straightforward to one skilled in the art.
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MATED READ GENERATION PROBABILITY

[0147] Once a mapping is fixed, each base position of the mated read corresponds to a base position in the reference
24. In most cases, the base read at that mated read position will equal the corresponding base in the reference. However,
due to errors or differences between a reference sequence and the sample under interrogation, this will not always be true.
[0148] Based on the error model described above, and under the assumption that the mapping has been fixed, the
probability of generating a mated read (MtdRd) with base reads bi is given by: 

[0149] Each term in the product can then be computed using the expression for the error matrix P(bd|bg) derived
above, where bd is a base as read in the mated read and bg is a true genomic base being read: 

[0150] To summarize in words, each term of the product equals (1 - εi) if the mated read 200 base is identical to the
genome base at that position, and εi/3 otherwise.
[0151] Combining the previous results, and under the further assumption that the base read process is uncorrelated
from the mated read 200 generation process, the probability that the sample polynucleotide sequence, e.g., genome G,
will generate a mated read 200 with base reads bi is given by: 

[0152] Here, the sum is extended over all possible mappings of a mated read 200 to G, that is, to all possible values
of position x, strand s, allele a, and gap values g for the mated read 200. According to one embodiment, as described
below, an approximation is made that allows a significant reduction in the number of terms in the sum.
[0153] Once the coverage bias is ignored, the above expression becomes: 

APPLICATION OF BAYES’ THEOREM

[0154] For purposes of illustrating the exemplary embodiments, and by no means to limit the scope of the embodiments,
the input is assumed to be a reference genome G0 and then a sample genome G, and an a priori estimate of their
probability ratio P0(G)/P0(G0) is used. The sample genome G is not an input, but is a desired output of the computation.
During optimization, the following equations are applied for many candidate possibilities for G in an effort to find the G
with the highest probability.
[0155] As a result of Bayes’ theorem the observation of a single mated read 200 gives a new estimate for the probability
ratio: 

[0156] If all mated reads are assumed to be generated independently of each other, the above can be iterated to
obtain probability estimates that take into account all of the observed mated reads: 
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[0157] If all a priori information is ignored, and thus P0(G) = P0(G0) is assumed for all G’s, the previous equation becomes 

[0158] If the expression for P(MtdRd|G) derived above is plugged in, the result is 

[0159] The probability ratios may be measured in decibels (dB), each order of magnitude (factor of 10) corresponding
to 10 dB. For example, a factor of 1000 corresponds to 30 dB, and a factor of 2 corresponds to approximately 3 dB. This
allows expressing large ratios in a convenient way. Decibels are usually used to measure signal to noise ratios, which
is appropriate for the present invention because the less likely of the two hypotheses in a ratio can be considered as
measurement noise relative to the most likely hypothesis. A ratio r can be expressed in decibels by computing 10log10r.

INSERTION PENALTY

[0160] When G and G0 are substantially similar, the ratio NG0/NG (the number of bases in the reference genome
divided by the number of bases in the sample genome) is almost exactly equal to 1. So at first sight it would seem that
the prefactor in the previous expression can be neglected. However this is not the case because that ratio has an
exponent ND (the number of mated reads from the sample genome), which is a large number. To evaluate the prefactor,
it may be set forth as NG = NG0

 + ΔNG, with ΔNG/NG0
 << 1. The prefactor can then be determined as 

[0161] The fact that ΔNG/NG0
 << 1 allows the writing of an insertion penalty approximation 

[0162] Therefore it can be rewritten 

[0163] Or, in terms of average coverage per allele c defined above,
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[0164] This means that each extra base in an allele of G causes a decrease in P(G|MtdRds) by a factor exp (-c/nD),
even if the remaining factor does not change. This "insertion penalty" expresses the fact that it does not make sense to
add extra bases to G unless they have sufficient mated read 200 support. The higher the coverage, the more mated
read 200 support is required before a new base can be added to the allele without decreasing P(G|MtdRds). For example,
at c = 25, each extra base causes a decrease in by a factor ∼1.4 corresponding to 1.5 dB.
[0165] If the insertion penalty was not present, P(G|MtdRds) could simply be maximized by adding large amounts of
extra sequence to create large numbers of mappings for each mated read 200. The insertion penalty makes this impos-
sible.
[0166] In the limit of zero error, the existence of the insertion penalty turns assembly of the polynucleotide sequence
into a sort of gapped "shortest common superstring" problem. This is consistent with the fact that the shortest common
superstring problem has been used as an abstraction of nucleic acid sequencing.
[0167] Handling the insertion penalty in the case where coverage bias is not neglected would require a more complex
formulation. This may improve assembly results if coverage bias is high.
[0168] For convenience in computation, the previous expression is rewritten in log space: 

[0169] For compactness the mated read "weights" are defined as:

[0170] The logarithmic likelihood ratio of relative to G0 is also defined as: 

[0171] And can be written: 

α APPROXIMATION

[0172] The last equation of the previous section allows L(G) to be computed for any hypothetical genome G. The
problem, however, is that for each mated read W(G,MtdRd) and W(G0) need to be computed, which involve sums over

all of its possible mappings to G and G0, regardless of the number of mismatches between the mated read and the

hypothetical genomic base. Therefore, evaluating L(G) has a prohibitive cost O(NDNG) which, for fixed coverage, is also

equivalent to  

[0173] On the other hand, for each mated read, only a very small number of mappings are likely to contribute significantly
to W(G,MtdRd) and W(G0,MtdRd). This is due to the multiplying factor ε/3 which results from each mismatch between
the mated read 200 and the base read 202. As a result, only mappings with small numbers of mismatches give a
significant contribution. Mappings with small numbers of mismatches, e.g., 1 to 3, are considered good mappings. If
only these good mappings can be identified, the sum can be extended over those mappings only, and the neglected
portion of the sum, i.e., the mappings with large numbers of mismatches, approximated with a constant α, which is
assumed to be the same for all polynucleotide sequence and independent of G. With this approximation the following
can be written: 
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[0174] Although this may be a drastic approximation, its negative effects can be limited with a judicious choice of α
and by making a sufficiently inclusive selection of what the "good’ mappings are, as discussed in more detail herein. If
the number of ’good’ mappings per mated read is O(1), the α approximation reduces the computational cost to compute
L(G) from quadratic to linear O(NG). However, this requires ways to neglect mated reads 200 that have too many good
mappings, e.g., by using overflow cutoffs during mapping.
[0175] The quantity α has the effect of controlling the amount of contribution a single mated read 200 can give to L(G).
For a mated read 200 that does not have any good mappings to G0, W(G0,MtdRd)= α. Therefore, if α is chosen to be
extremely small, the ratio W(MtdRd,G)/W0(MtdRd) can become large, and the contribution of that mated read 200 to
L(G) can also become large. As α is increased, the maximum contribution a single mated read 200 can give gets smaller.

SNP SCORES (HAPLOID CASE)

[0176] Consider a genome G which differs from G0 only by a single nucleotide polymorphism (SNP) at a single haploid
base position i. To simplify the exposition, assume that G0(i) = A and G(i) = C. In that case, L(G) represents the logarithmic
likelihood ratio of the SNP relative to the "null’ hypothesis in which the SNP is not present, under the assumption that
the two genomes are otherwise identical.
[0177] At each haploid base position three values of L(G) can be computed, each corresponding to one of the three
possible SNPs at that position. If these "SNP scores" are computed, in most locations values that are large and negative
will occur, expressing the fact that the reference is the most likely hypothesis. However, at positions where a SNP exists,
the corresponding L(G) will have a positive peak. These peaks already provide a first form of variation calling, because
they indicate positions where SNPs are likely to be present. The strength of each peak also offers a measure of the
strength of the mated read 200 evidence in favor of the corresponding SNP. This way of detecting SNPs is described
in, e.g., the PolyBayes package (Marth GT et al., Nature Genetics 23, 452-456 (1999)), herein incorporated by reference
in its entirety.
[0178] Unfortunately, however, the presence of other variations in the same region of G can affect the probability of
the SNP, if there are mated reads 200 that cover both the SNP and one of the other variations. In other words, the
probability of the SNP and the probability of the nearby variations can be correlated. This takes away from the interpretation
of L(G) as a direct measure of the likelihood of the existence of the SNP. Correlation issues among nearby variations
can easily be taken into account by computing L(G) for hypotheses involving more than just a single SNP.
[0179] As an matter of illustration, and not limitation, if it is assumed that nA concordant mated reads were mapped
at base position i with A, and nC discordant mated reads were mapped with C, and all of those mated reads have no
other good mappings at other locations, and that they all have the same P(g) and the same estimated error rate at that
position, then: 

where C is the genome with the SNP and the ≈ sign denotes approximate equality to first order in ε.
[0180] For the sake of illustration, assume ε = 3%. Then L(C) ≈ (nC - nA) 3 20 dB.
[0181] In other word each mated read with A contributes 20 dB towards the A hypothesis (reference), and each mated
read 200 with C contributes 20 dB towards the C hypothesis (SNP). For example, if 20 A’s and 5 C’s were obtained,
L(C) ≈ -300 dB. In such a case, the reference hypothesis is overwhelmingly more likely than the SNP hypothesis.

SNP SCORES (DIPLOID CASE)

[0182] In the diploid case things are more complex. Consider a diploid base position of G0 and again, for illustration
purposes only, assume that G0(i) = A. In a diploid scenario there are two alleles to consider. This means that the number
of hypotheses that need to be considered is larger. There are 4 homozygous hypotheses, one of which is the reference
while the remaining 3 are the 3 possible homozygous SNPs at that position. There are also 6 heterozygous hypotheses
(because hypothesis AC and CA are equivalent). Of these, 3 are heterozygous SNPs with one base equal to the reference,
and 3 are heterozygous SNPs in which both alleles are different from the reference.
[0183] The logarithmic likelihood L(G) can be calculated after setting G to each of these 10 hypotheses. In most
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regions, no SNP is present and therefore all of the 10 values will be large and negative, expressing the fact that the
homozygous reference is the most likely hypothesis. The presence of SNPs will be indicated by peaks in one of the 10
scores L(G).
[0184] In another specific illustration, nA concordant mated reads mapped at base position i with A, and nC discordant
mated reads mapped with C. For the purpose of this illustration, it is assumed that all of those mated reads have no
other good mappings at other locations, and that they all have the same P(g) and the same estimated error rate ε at
that position.
[0185] Now there are three relevant hypotheses: reference (AA), heterozygous SNP (AC), and homozygous SNP(CC).
For each of the concordant mated reads: 

and 

from which can be concluded: 

[0186] Similarly, for each of the nC discordant mated reads 

and 

from which can be concluded: 

[0187] Putting this all together, the logarithmic likelihood of the homozygous and heterozygous SNP is: 

[0188] For ε = 3% this gives approximately: 
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[0189] While a single discordant mated read 200 gives a contribution of 17 dB to the heterozygous SNP hypothesis
AC, a single concordant mated read gives a contribution of only 3 dB to the reference hypothesis AA, relative to AC,
regardless of error rate. This is a fundamental consequence of the diploid assumption. It expresses the fact that read
errors give rise to mated reads similar to the ones that would be generated by a heterozygous hypothesis. This makes
diploid calls harder to make than haploid calls, for the same coverage and error rate.

CORRELATION ANALYSIS

[0190] The above formulation is used to compute L(G) for a genome G which differs from G0 only in a single small
area, called the active interval. In that case, computing L(G) gives information regarding the likelihood of a given variation
in the active interval, under the assumption that G and G0 are identical outside the active interval.
[0191] However, it is also useful to consider at the same time the possible presence of variations in two separate areas
of the genome, A and B, potentially far away from each other. Specifically, if the two areas are sufficiently separated it
is impossible for specific polynucleotide sequence such as those generated with certain empirical operations to have a
mapping covering both regions, even partially. The following three hypothetical genomes are then considered:

G1, which is identical to G0 everywhere except in region A.
G2, which is identical to G0 everywhere except in region B.

[0192] G12, which is identical to G1 in region A, is identical to G2 in region B, and identical to G0 everywhere else. In
these genomes, G1 contains a hypothetical variation in area A, G2 contains a hypothetical variation in region B, and G12
contains both of those same hypothetical variations.
[0193] The computation of L(G12) can be performed at little additional cost, if L(G1) and L(G2) have already been
computed. Defining δ1 and δ2 by the equations: 

[0194] It follows that: 

[0195] This is a consequence of the fact that no mappings covering both areas are possible because the two areas
are distant from each other. If, during the computation of L(G1) and L(G2), the intermediate quantities δ1(MtdRd) and
δ2(MtdRd) are stored for each mated read, L(G12) can be computed at little additional computational cost.
[0196] The above equations can be further developed to better understand their implications. For this purpose new
quantities can be introduced: 

which allows 
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[0197] For the purpose of this computation, the insertion penalty can be neglected: 

[0198] The L(G12) is written as a sum 

which is a definition of the correlation term C12. In the most common situation in which no correlation is present, L(G1)
and L(G2) are positive while C12 is negligibly small, and therefore L(G12) is greater than both L(G1) and L(G2). This
means that the most likely hypothesis is that both variations are present. However, if C12 is negative, this is no longer
necessarily the case, and it is possible for L(G12) to be less than the greater of L(G1) and L(G2). In that case, even
though each of the two variations is computed to be more likely to exist than not, the most likely possibility is that only
one of them exists.
[0199] C12 can become significantly negative in certain circumstances. From the equations above 

or 

[0200] It is clear that any mated read for which Δ1(MtdRd) = 0 or Δ2(MtdRd) = 0 gives no contribution to C12. A mated
read can significantly contribute to C12 only if both Δ1(MtdRd) and Δ2(MtdRd) are significantly non-zero, that is, if that
mated read contributes significantly to both L(G1) and L(G2). For example, in the interesting case where a mated read
gives a positive contribution to both L(G1) and L(G2), Δ1(MtdRd) and Δ2(MtdRd) are both positive and therefore that
mated read gives a negative contribution to C12. As only pairs of loci need to be considered such that at least one mated
read makes a sufficiently strong contribution to each of the two loci (where the required strength is a configurable
parameter), it is straightforward to efficiently determine those pairs of intervals that need to be analyzed for correlations.
[0201] In summary, the presence of many mated reads which contribute to both variations makes it less likely that
both variations actually exist.
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OPTIMIZATION

[0202] This section describes details of the optimization procedure 504. In one embodiment, the optimization process
504 is enabled in part by a setup phase that stores and sorts the mated read arm mappings as follows. First, the mated
read arm mappings to G0 are sorted during mapping in reference order. Once the arm mappings are sorted in reference
order, the mappings may be used to identify mated reads 200 that can possibly contribute to the computation of L(G)
in a given active interval. Such arm mappings may be referred to as active mapped mated reads.
[0203] The mapping records are stored with mapping information, the base reads 204, and the quality scores 214 of
the corresponding mated read 200. This eliminates the requirement of the variation caller 18 performing random access
on the base reads 204 of the mated read or on their quality scores 214. The variation caller 18 can therefore operate
efficiently on computers 12 with a relatively small amount of memory.
[0204] Each mapping record also stores W0(MtdRd), except for its α contribution. This allows computation of W(MtdRd,
G) as follows. 1) Subtract from W0(MtdRd) the contribution due to all mappings partially or totally overlapping the active
interval. This can be done at the beginning of the calculation, and provides a contribution to W(MtdRd, G) due to all
mappings that do not overlap the active interval. This is the case because G is assumed to be identical to G0 outside
the active interval. 2) Add back the contribution due to all mappings on G partially or totally overlapping the active interval.
This must be done by computing these mapping explicitly for each G. However this is greatly simplified by the fact that
at this stage only mappings of the active mapped mated reads need to be searched.
[0205] This requires a means to quickly find active mapped mated reads that have a good mapping on G in the active
interval. For this purpose, a local mated read index is used to index all active mapped mated read in a way that makes
it easy to locate their good mappings to G in the active interval.
[0206] The index may be created by extracting groups of bases at suitable positions from each of the active subsets
of the active mapped mated read and using them as keys. For example, in the previously described mated read archi-
tecture in which each subset consists of 4 contiguous reads of 5, 10, 10, 10 bases respectively, this is done as follows.
There is an index with a 6-base key and an index with a 7-base key. For each 10-base read, two index entries are added
in the 7-base key index, using the first and last 7 bases of that read. In addition, one entry in the 6-base key index is
added, consisting of the first and last 3 bases of the read. The 5-base read is not indexed.
[0207] Once the index is constructed, keys can be constructed using appropriate sets of bases from G in or near the
active interval. When a match between the key from the active mated read and a key from a reference index is found,
the sequence of the active mated read is checked to count the number of mismatches (or no-calls)).
[0208] This method allows scanning the active interval of G with the guarantee of finding all active subset mappings
to G with a specific number of mismatches or no-calls. Many more mappings with larger number of mismatches are also
found, but those with too many mismatches are filtered out to avoid having to compute their negligible contribution to L(G).
[0209] The hits obtained in the search are combined with mappings of the corresponding non-active arms to obtain
good mappings of a full mated read 200 to G. This scheme allows the efficient computation of L(G) for any genome G
which differs from the reference genome only in the active interval-keeping in mind the assumption mentioned above
that the active interval must be sufficiently small.
[0210] This scheme enables the active interval greedy optimization procedure described above. For the most likely
hypothesis found for each active interval, the quantities Δ1(MtdRd) are also stored for each contributing mated read.
These may be used for the subsequent computation of correlation terms C12 for pairs of variations.

LOCAL DE NOVO

[0211] As described above, the exemplary embodiment supplements active interval greedy optimization with a modified
de Bruijn graph process to provide additional starting points (seeds) for the optimization procedure to drive the optimization
process towards a global optimum.
[0212] Previously existing assembly methods based on de Bruijn graphs apply to contiguous reads without gaps, and
therefore cannot be used directly to perform de novo assembly from mated reads having variable gaps. Briefly, existing
assembly methods based on de Bruijn graphs include choosing an assembly length, nC < l, where l is the read length.
A graph is constructed, in which each vertex corresponds to a sequence of length nC present in at least one of the reads.
A directed edge between vertex V1 and vertex V2 is then created if both of the following conditions are true: 1) The
sequence associated with vertex V2 can be obtained from the sequence associated with vertex V1 by removing its first
base and adding a new base at the end. This is the definition of an edge of the de Bruijn graph. Associated with such
an edge is the sequence of nC + 1 bases consisting of the first nC bases of the sequence associated with vertex V1 plus
the last base of the sequence associated with vertex V2; and 2) There is at least one read containing the sequence that
would be associated with the directed edge.
[0213] For example, suppose nC = 5 is chosen and that there are the following reads of length 6:
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CTACGA TACGAC ACGACT

[0214] The three sample reads may be associated with graph edges. An assembled sequence can be obtained by
simply following paths in the graph. Heterozygous events and assembly uncertainties may be represented by branches
in the graph. Repeats of length greater than nC manifest themselves as loops-that is, the directed graph is not longer
acyclic.
[0215] Such a procedure can only used with sequence arms if it is accepted that there are only individual l-base reads
(e.g., 10). However, in one embodiment, the left and right arms 210A and 210B may each include 4 contiguous reads
204, which in turn, each comprise three 10-base reads and one 5-base read. Therefore, the above is not acceptable as
it would have the effect of neglecting the 5 bases in the 5-base read of each arm 210A and 210B and, more important,
would not use the information on the relative position of the 10-base reads implied by the presence of 10-base reads in
a single arm.
[0216] According to one aspect of the exemplary embodiment, the de Bruijn graph procedure as implemented in the
de Bruijn graph 22 and the partial de Bruijn graph 22’ components has been modified as follows to process variably
gapped reads.
[0217] For the de Bruijn graph 22, the process may include selecting an assembly length nC that is greater than a
length l of a read, e.g., approximately 30 bases. A graph is initialized with vertices, but not edges, using the reference
sequence G0 in the active interval. The graph is configured to comprise sequences of length nC bases associated to
vertices and sequences of nC + 1 bases associated to edges.
[0218] In one embodiment, new vertices are added to a priority queue that is ordered by vertex strength, where the
vertex strength is based on a number of mapped mated reads 28 that suggest existence of the vertex as well as a quality
of their mapping to the vertex. At each step of the recursive procedure, the highest priority vertex is removed from the
priority queue and tested for the ability to construct new edges to or from that vertex. The recursive procedure ends
when the queue is empty, such that that no additional edges and vertices can be added to the graph, or alternatively
when a certain maximum number of vertices have been created.
[0219] When finished, paths in the graph along the edges that begin and end at the first and last location in G0 are

enumerated. Each path provides a new seed sequence for the optimization procedure. If a total of nP paths are found,

including the path corresponding to the reference sequence in that active interval, there are a total  combinations

of p of the seed sequences, where p is the ploidy in the active interval.
[0220] The probability L(G) is computed for each of the combinations of seed sequences. The paths with starting
sequence hypotheses having the largest probabilities L(G) (e.g., the top 3) are then used in turn as starting sequence
hypotheses for the optimization procedure. In addition, the allele combination consisting of the reference for all p alleles
is always also used as a seed. This limits the number of optimizations that have to be performed, which can be important
in cases when the de Bruijn graph is complex and nP is large.
[0221] The local de novo procedure performed by the de Bruijn graph 22 increases greatly the success rate of the
optimization procedure, particularly if long variations from the reference are present in the active interval.

VARIATION CALLING USING VARIATION CORRELATION INFORMATION

[0222] During the optimization phase, the quantities Δ1(MtdRd) for each mapped mated read that contributes to the
most likely hypothesis in each of the active intervals are stored. Using these quantities, C12 can be computed, and
therefore L(G12) can be computed for each pair of called variations. L(G12) can be compared with both L(G1) and L(G2).
If one of these three quantities exceeds the other two by more than a predetermined threshold (usually set at around
30 dB), then the corresponding hypothesis is called. This could mean that one of the two variations is likely to actually
not be in existence, and therefore the corresponding region is called equal to the reference. This can be done as a post-
processing step, which can result in eliminating some variations from the variations file created as described in the
previous section.
[0223] In some cases, two of the three quantities are too close to confidently make a choice. This requires some no-
called region to be added to the variations file. For example, if L(G12) = 200 dB, L(G1) = 200 dB, L(G2) = 100 dB, both
of the two most likely hypotheses contain the variation in region A, which is therefore still called. However, the variation
in region B needs to be no-called because G12 and G1 are equally likely.

RECAP

[0224] According to one specific embodiment, the variation calling and/or reassembly may be performed relative to a
reference human genome (G0), and a resequenced genome (G1) is obtained by iteratively maximizing the resequenced
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genome’s a posteriori probability P(G1|MtdRds), which accounts for all mated reads obtained.
[0225] From Bayes’ theorem, and under the simplifying assumption that each mated read is generated independently
of all others, the a posteriori probability P(G1|MtdRds) satisfies 

[0226] Here, P(G0) and P(G1) are a priori probabilities. The assumption that all G1’s have the same a priori probability
yields 

[0227] The conditional probabilities P(MtdRd|G1) are evaluated under the assumption that all positions in the genome,
alleles at each genome location, and either the coding or non-coding DNA strand, are all equally likely to generate a
mated read. Each mated read can therefore originate from a large number of mappings M, each comprising a hypothesis
for the location of each of the contiguous reads that make up the mated read. This hypothesis must be consistent with
the known possible values for read gaps, but all possible mappings should in principle be considered, regardless of the
number of mismatches between the genome and the mated read. Since all mappings are exclusive events, this gives 

[0228] Here, G can be G0 or G1. The summation is over all possible mappings of a mated read to G, and P(M) is the
probability of that mapping being realized, given the known distribution of read gap values. P(MtdRd|G,M) is the probability
of reading the observed bases once the mapping is fixed.
[0229] P(MtdRd|G,M) is evaluated at each position under the assumptions that all errors are base substitutions, errors
are uncorrelated, and errors are equally likely at all positions in the genome. An error rate (ε) is estimated for each base
call from its quality score, using a calibration curve obtained from mapping results.
[0230] Under this model, P(MtdRd|G,M) is a product of a factor 1 - ε for each base position in the mated read which
agrees with the genome, and a factor ε/3 for each position which does not agree.
[0231] The above model can be used to evaluate the probability ratio P(G1|MtdRds)/P(G0|MtdRds) for any G1. This
requires a product over all mated reads and, for each mated read, a sum over all possible mappings, which is compu-
tationally prohibitive. However, the vast majority of mappings (M) give a negligibly small contribution to P(MtdRd|G).
Only mappings with a small number of mismatches contribute significantly, because the factor ε/3 for each mismatch
reduces the contribution in an exponential fashion.
[0232] Thus, to make computation tractable, the approximation 

is employed, where the summation is applied only to the subset of mappings which were likely to contribute most, and
where the contribution of the neglected mappings was approximated as a constant α, assumed to be the same for all
mated reads. An additional simplification includes only considering possibilities in which G0 and G1 are identical except
for a small localized area. This formulation allows efficient computation of P(G1|MtdRds)/P(G0|MtdRds) for any G1, and
enables an iterative optimization process in which G1 is initially set equal to G0 and is then locally perturbed. The greedy
optimization process considered only single-base changes or single-base insertions or deletions, guaranteeing optimality
for all variations consisting of a single base. The optimization process works for longer variations as well, but its effec-
tiveness degrades as the deviations from the reference become longer and denser. Recomputing P(G1|MtdRds)/P(G0|Mt-
dRds) at each iteration of the optimization process allows guiding of a simple greedy optimization process towards a
(local) maximum.
[0233] Because conventional optimization processes may degrade as the deviations from the reference become longer
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and denser, the optimization process of the exemplary embodiment is supplemented with a procedure in which local de
novo assemblies are performed at selected locations to generate multiple plausible seed sequences, which were used
in turn to drive the optimization process towards more global optima. Local de novo assembly uses a method similar to
the De Bruijn graph approaches to contiguous reads, but with substantial modifications to accommodate variably gapped
reads. The pool of mated read arms used for each local de novo assembly is selected from mated reads that mapped
to the reference one mate pair away from the region of interest. This seeding procedure makes the optimization process
much more resilient to the existence of local optima in the P(G1|MtdRds)/P(G0|MtdRds) landscape. Also, although
genomic areas are processed one at a time, joint probabilities of pairs of distant variations are computed, resulting in a
substantial reduction of false positives in regions of segmental duplication.
[0234] The above-described reassembly procedure generates a hypothesis file that includes for each localized area
of the genome, a set of sequence hypotheses for the G1 alleles in the area, as well as their respective probability ratios
relative to the null hypothesis G0. In one embodiment, the process generates a variations file containing, for each
reference base position, a single most likely reconstruction of the target genome, together with a quality score. This is
accomplished by identifying variations found consistently in the top hypotheses (hypotheses with computed probabilities
greater than the probability of the most likely hypothesis divided by a threshold) and scoring each variation based on
the likelihood ratio of the top hypothesis versus the best hypothesis inconsistent with that variation. Areas in which the
most likely hypotheses gave contradicting results are no-called.
[0235] A method and system has been disclosed for calling variations in a sample polynucleotide sequence with
respect to a reference polynucleotide sequence. While this invention is satisfied by embodiments in many different forms,
as described in detail in connection with preferred embodiments of the invention, it is understood that the present
disclosure is to be considered as exemplary of the principles of the invention and is not intended to limit the invention
to the specific embodiments illustrated and described herein. Numerous variations may be made by persons skilled in
the art without departure from the spirit of the invention. For example, the exemplary embodiment can be implemented
using hardware, software, a computer readable medium containing executable program instructions, or a combination
thereof. Software written according to the present invention is to be either stored in some form of computer-readable
medium such as a memory, a hard disk, or a CD/DVD-ROM and is to be executed by a processor.
[0236] The scope of the invention will be measured by the claims of the corresponding utility patents and their equiv-
alents. The abstract and the title are not to be construed as limiting the scope of the present invention, as their purpose
is to enable the appropriate authorities, as well as the general public, to quickly determine the general nature of the
invention. In the claims that follow, unless the term "means" is used, none of the features or elements recited therein
should be construed as means-plus-function limitations pursuant to 35 U.S.C. §112, 6.

Claims

1. A computer-implemented method for calling variations in a sample polynucleotide sequence with respect to a ref-
erence polynucleotide sequence (24), the method comprising:

receiving the reference polynucleotide sequence and mapped mated reads (200), wherein the mapped mated
reads are obtained from the sample polynucleotide sequence and are mapped to locations in the reference
polynucleotide sequence;
locating local areas (300, 502) in the reference polynucleotide sequence where a likelihood that one or more
bases of the sample polynucleotide sequence are changed from corresponding bases in the reference polynu-
cleotide sequence exceeds a likelihood threshold, where the likelihood of a local area is determined at least in
part based on a number of the mapped mated reads of the sample polynucleotide sequence that map to the
local area and that have a base that varies from the reference polynucleotide sequence in the local area, wherein
locating the local areas likely to have changed from the reference further comprises computing local de novo
intervals using a partial de Bruijn graph to find variations beyond single base changes;
generating at least one sequence hypothesis (412) for each of the local areas, each sequence hypothesis
including a respective base used to determine the likelihood that exceeds the likelihood threshold;
optimizing the at least one sequence hypothesis for at least a portion of the local areas to find one or more
optimized sequence hypotheses (414), the optimizing including:

changing one or more bases of the at least one sequence hypothesis to find the one or more optimized
sequence hypotheses that have an increased probability for the local areas based on the number of mapped
mated reads that map to the local areas; and
analyzing the optimized sequence hypotheses in relation to the reference polynucleotide sequence to
identify a series of variation calls (32) in the sample polynucleotide sequence.
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2. The method of claim 1 wherein each of the mated reads comprise variably gapped reads.

3. The method of claim 1, wherein each of the mated reads comprise non-gapped reads.

4. The method of claim 1 further comprising storing in a data repository the reference polynucleotide sequence and
the mapped mated reads, and performing the method by a variation caller executing in parallel on the plurality of
computers in a computer cluster, each of the plurality of computers coupled to the data repository via a network.

5. The method of claim 1, wherein locating the local areas likely to have changed from the reference further comprises
computing reference scores using a Bayesian formulation process.

6. The method of claim 5, wherein computing reference scores using the Bayesian formulation process further com-
prises:
for each base position in the reference polynucleotide sequence:

generating a set of initial hypotheses for that base position in the reference polynucleotide sequence by modifying
a base value at that base position in p alleles by all possible 1-base variations;
determining a set of mapped mated reads that are near that base position of the reference polynucleotide
sequence; and
computing reference scores for that base position by computing for each of the initial hypotheses in the set of
initial hypotheses, a probability ratio Pv/PRef, where Pv is a probability of a 1-base variation hypothesis, and
PRef is a probability of the base value in the reference polynucleotide sequence, and where the set of mapped
mated reads near that base position are used during calculation of the probability ratio at that base position;
wherein the sample polynucleotide sequence comprises a genome G, and wherein each of the reference scores
comprises as a logarithmic likelihood ratio L(G) for each of the hypothesis, where L(G) = log (Pv/PRef).

7. The method of claim 6, wherein the mapped mated reads are generated independently of each other, and probability
estimates that take into account all of the mapped mated reads are calculated by 

where NG0 represent a number of bases in the reference genome, NG represents a number of bases in the sample
genome, and ND represents a number of mated reads.

8. The method of claim 7, further comprising representing  with an insertion penalty approximation, such that

each extra base in an allele of G causes a decrease in P(G|MtdRds) by a factor exp (-c/nd), where nD represents

a number of bases in each of the mapped mated reads, so that extra bases are not added to G unless the extra
bases have sufficient mapped mated read support, wherein c is the average coverage per allele.

9. The method of claim 6 further comprising controlling an amount of contribution a single mated read can give to L(G)
by considering only the mappings of the mated read that have a small number of mismatches in a summation of
the mated reads during calculation of L(G), and representing the mappings with large numbers of mismatches with
a constant that is assumed to be the same for all polynucleotide sequence and independent of G.

10. The method of claim 1 further comprising:

initializing the partial de Bruijn graph with reference vertices created from base sequences from the reference
polynucleotide sequence;
for each of the reference vertices, determining a set of mapped mated reads that map to the reference vertex
and that include a base extension extending beyond either end of the reference vertex by any possible 1-base
value;
calculating for each of the base extensions an extension strength representing an amount of support for extending
the reference vertex by each 1-base value based at least in part on a number of mapped mated reads that have
the same extension and the number of matches and mismatches of those mapped mated reads with the sequence
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of the vertex being processed; using the base extensions having a highest the extension strength that are
incompatible with the reference vertices as a branch vertices in the partial de Bruijn graph;
computing the extension strength in the direction of the extension for each branch vertex in a depth-first manner
in one direction, and creating a new edge and a branch new vertex after each computation from the base
extensions having extension strength above a threshold;
if there are no base extensions having the extension strength above the threshold in a path, returning a failure
for the path; and
if a new branch vertex is created that is equal to the base sequence of one of the reference vertices and that
is consistent with a SNP or short indel, ending the computation and returning the path.

11. The method of claim 1, wherein locating the local areas likely to have changed from the reference further comprises
finding optimization intervals by combining individual local areas of likely change represented by reference scores
and local de novo intervals.

12. The method of claim 11 further comprising:

considering as candidate optimization intervals the local de novo intervals and the reference scores associated
with a high probability ratio Pv/PRef that exceeds the likelihood threshold, where Pv is a probability of a 1-base
variation hypothesis, and PRef is a probability of the base value in the reference polynucleotide sequence; and
combining the candidate optimization intervals that overlap or are less than a threshold base distance apart
into the optimization intervals;
wherein the sample polynucleotide sequence comprises a genome G, and wherein each of the reference scores
comprises as a logarithmic likelihood ratio L(G) for each of the hypothesis, where L(G) = log (Pv/PRef).

13. The method of claim 1 wherein the optimizing a sequence hypothesis for a local area further comprises:

traversing each base position in an initial hypotheses in the local area and iteratively changing the base with
every possible alternative base values including inserted and deleted bases, computing a probability ratio for
each change; and
applying changes to the local area that maximize the probability ratio.

14. The method of claim 13 further comprising:

performing the optimization on the local areas separately from one another with an assumption that the sample
polynucleotide sequence equals the reference polynucleotide sequence outside of the current local area being
optimized, such that the sample polynucleotide sequence is optimized only in the current local area; and
calculating the probability ratio as PH/PRef, where PH is a probability of the sequence hypothesis in a current
local area and PRef is a probability of the reference;
wherein the sample polynucleotide sequence comprises a genome G, and wherein a reference score comprises
as a logarithmic likelihood ratio L(G) for each of the hypothesis, where L(G) = log (PH/PRef).

15. The method of claim 14 further comprising performing the optimization using a combination of a Bayesian formulation
and a de Bruijn graph, wherein the de Bruijn graph is used to generate additional starting sequence hypotheses for
the Bayesian formulation to drive the optimization process towards a global optimum, and wherein the de Bruijn
graph is modified to process variably gapped reads.

16. The method of claim 14 further comprising requiring that a size of the current local area is kept smaller than a
minimum possible mate pair length.

17. The method of claim 1, wherein the analyzing each of the sets of sequence hypotheses further comprises inferring
variations in the bases of the mapped mated reads of the sample polynucleotide sequence in relation to the reference
polynucleotide sequence at a specific location, the method further comprising:

examining for each of the local areas, all hypotheses within a variation score threshold of a most likely hypothesis
listed for the local area, producing a set of most likely hypotheses;
finding common features that are present in each of the hypotheses in the set of most likely hypotheses;
storing the common features as respective variation calls;
finding inconsistencies between each of the hypotheses in the set of most likely hypotheses; and
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storing the inconsistencies as respective no-call regions.

18. The method of claim 1 wherein the sample polynucleotide sequence comprises a genome G, the method further
comprising reassembling the sample polynucleotide sequence by iteratively maximizing the genome’s a posteriori
probability P(G|MtdRds), which accounts for all mapped mated reads.

19. The method of claim 1, wherein analyzing each of the sets of sequence hypotheses further comprises generating
a no call for any part of the hypotheses in the set of sequence hypotheses in which an inconsistency is found.

20. A system, comprising:

a data repository (14) that stores a reference polynucleotide sequence and mapped mated reads obtained from
a sample polynucleotide sequence that are mapped to locations in the reference polynucleotide sequence;
a computer cluster (10) comprising a plurality of computers (12) coupled to the data repository via a network; and
a variation caller (18) executing in parallel on the plurality of computers, the variation caller configured to perform
the method in any one of claims 1-19.

21. A computer program product stored on a computer-readable medium containing program instructions which, when
executed by a computer, cause the computer to carry out the method of any one of claims 1-19.

Patentansprüche

1. Ein computer-implementiertes Verfahren zum Aufrufen von Variationen in einer Proben-Polynukleotid-Sequenz in
Bezug auf eine Referenz-Polynukleotid-Sequenz (24), wobei das Verfahren umfasst:

Empfangen der Referenz-Polynukleotid-Sequenz und von gemappten gepaarten Lesungen (200), wobei die
gemappten gepaarten Lesungen aus der Proben-Polynukleotid-Sequenz erhalten werden und auf Positionen
in der Referenz-Polynukleotid-Sequenz mappen;
Lokalisieren lokaler Bereiche (300, 502) in der Referenz-Polynukleotid-Sequenz, in welchen eine Wahrschein-
lichkeit, dass eine oder mehrere Basen der Proben-Polynukleotid-Sequenz gegenüber entsprechenden Basen
in der Referenz-Polynukleotid-Sequenz verändert sind, einen Wahrscheinlichkeits-Grenzwert übersteigt, wobei
die Wahrscheinlichkeit eines lokalen Bereichs zumindest teilweise basierend auf einer Anzahl der gemappten
gepaarten Lesungen der Proben-Polynukleotid-Sequenz, die auf den lokalen Bereich mappen und die eine
Base aufweisen, die in dem lokalen Bereich von der Referenz-Polynukleotid-Sequenz abweicht, festgelegt ist,
wobei das Lokalisieren der lokalen Bereiche, die sich wahrscheinlich gegenüber der Referenz verändert haben,
des Weiteren ein Berechnen lokaler de novo-Intervalle unter Verwendung eines partiellen de Bruijn-Graphen
zum Finden von Variationen über Einzel-Basen-Veränderungen hinaus umfasst;
Erzeugen zumindest einer Sequenz-Hypothese (412) für jeden der lokalen Bereiche, wobei jede Sequenz-
Hypothese eine entsprechende Base, die zur Bestimmung der Wahrscheinlichkeit verwendet wird, beinhaltet,
die den Wahrscheinlichkeits-Grenzwert übersteigt;
Optimieren der zumindest einen Sequenz-Hypothese für zumindest einen Teil der lokalen Bereiche, um eine
oder mehrere optimierte Sequenz-Hypothesen (414) zu finden, wobei das Optimieren beinhaltet:

Austauschen einer oder mehrerer Basen der zumindest einen Sequenz-Hypothese, um die eine oder meh-
reren optimierten Sequenz-Hypothesen zu finden, die eine erhöhte Wahrscheinlichkeit für die lokalen Be-
reiche haben, basierend auf der Anzahl der gemappten gepaarten Lesungen, die auf die lokalen Bereiche
mappen; und
Analysieren der optimierten Sequenz-Hypothesen in Bezug auf die Referenz-Polynukleotid-Sequenz, um
eine Reihe von Variations-Aufrufen (32) in der Proben-Polynukleotid-Sequenz zu identifizieren.

2. Das Verfahren nach Anspruch 1, wobei jede der gepaarten Lesungen Lesungen mit variabler Lücke umfassen.

3. Das Verfahren nach Anspruch 1, wobei jede der gepaarten Lesungen Lesungen ohne Lücke umfassen.

4. Das Verfahren nach Anspruch 1, des Weiteren umfassend ein Speichern der Referenz-Polynukleotid-Sequenz und
der gemappten gepaarten Lesungen in einem Datenarchiv, und Durchführen des Verfahrens durch einen Variations-
Aufrufer, der parallel auf der Mehrzahl von Computern in einem Computer-Cluster abläuft, wobei jeder aus der
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Mehrzahl von Computern über ein Netzwerk an das Datenarchiv gekoppelt ist.

5. Das Verfahren nach Anspruch 1, wobei das Lokalisieren der lokalen Bereiche, die sich wahrscheinlich gegenüber
der Referenz verändert haben, weiterhin das Berechnen von Referenz-Punkteständen unter Verwendung eines
Bayesschen Formulierungs-Prozesses umfasst.

6. Das Verfahren nach Anspruch 5, wobei das Berechnen von Referenz-Punkteständen unter Verwendung des Bay-
esschen Formulierungs-Prozesses des Weiteren umfasst:
für jede Basen-Position in der Referenz-Polynukleotid-Sequenz:

Erzeugen eines Satzes von Initial-Hypothesen für diese Basen-Position in der Referenz-Polynukleotid-Sequenz
durch Modifizieren eines Basen-Wertes an dieser Basen-Position in p Allelen durch alle möglichen 1-Basen-
Variationen;
Bestimmen eines Satzes von gemappten gepaarten Lesungen, die nahe dieser Basen-Position der Referenz-
Polynukleotid-Sequenz sind; und
Berechnen von Referenz-Punkteständen für diese Basen-Position durch Berechnen, für jede der Initial-Hypo-
thesen in dem Satz von Initial-Hypothesen, eines Wahrscheinlichkeits-Verhältnisses Pv/PRef, wobei Pv eine
Wahrscheinlichkeit einer 1-Basen Variations-Hypothese ist, und PRef eine Wahrscheinlichkeit des Basen-Wertes
in der Referenz-Polynukleotid-Sequenz ist, und wobei der Satz der gemappten gepaarten Lesungen nahe dieser
Basen-Position während der Berechnung des Wahrscheinlichkeits-Verhältnisses an dieser Basen-Position be-
nutzt wird;
wobei die Proben-Polynukleotid-Sequenz ein Genom G umfasst, und wobei jeder der Referenz-Punktestände
als ein logarithmisches Wahrscheinlichkeits-Verhältnis L(G) für jede der Hypothesen umfasst, wobei L(G) =
log(Pv/PRef).

7. Das Verfahren nach Anspruch 6, wobei die gemappten gepaarten Lesungen unabhängig voneinander erzeugt
werden, und Wahrscheinlichkeits-Abschätzungen, die alle der gemappten gepaarten Lesungen berücksichtigen,
berechnet werden durch 

wobei NG0 eine Anzahl von Basen in dem Referenz-Genom repräsentiert, NG eine Anzahl von Basen im Proben-
Genom repräsentiert, und ND eine Anzahl gemappter Lesungen repräsentiert.

8. Das Verfahren nach Anspruch 7, des Weiteren umfassend ein Repräsentieren von  mit einer Einfügungs-

Strafen-Annäherung, so dass jede zusätzliche Base in einem Allel von G ein Absinken von P(G|MtdRds) um einen
Faktor exp(-c/nD) bewirkt, wo nD eine Anzahl von Basen in jeder der gemappten gepaarten Lesungen repräsentiert,

so dass zusätzliche Basen nicht zu G hinzugefügt werden, es sei denn die zusätzlichen Basen haben ausreichende
Unterstützung von gemappten gepaarten Lesungen, wobei c die durchschnittliche Abdeckung pro Allel ist.

9. Das Verfahren nach Anspruch 6, des Weiteren umfassend ein Steuern einer Menge des Beitrags, den eine einzelne
gepaarte Lesung zu L(G) geben kann, durch Betrachten von nur den Mappings der gepaarten Lesungen, die eine
kleine Anzahl an Diskrepanzen in einer Summation der gepaarten Lesungen während einer Berechnung von L(G)
aufweisen, und Repräsentieren der Mappings mit großen Anzahlen an Diskrepanzen mit einer Konstante, von der
angenommen wird, dass sie für alle Polynukleotid-Sequenzen dieselbe und unabhängig von G ist.

10. Das Verfahren nach Anspruch 1, des Weiteren umfassend:

Initialisieren des partiellen de Bruijn-Graphen mit Referenz-Knoten, die aus Basen-Sequenzen aus der Refe-
renz-Polynukleotid-Sequenz erzeugt werden;
für jeden der Referenz-Knoten, Bestimmen eines Satzes von gemappten gepaarten Lesungen, die auf den
Referenz-Knoten mappen und die eine Basen-Erstreckung beinhalten, die sich über beide Enden des Referenz-
Knotens hinaus durch jeden möglichen 1-Basen-Wert erstreckt;
Berechnen, für jede der Basen-Erstreckungen, einer Erstreckungs-Stärke, die eine Unterstützung für das Er-
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strecken der Referenz-Knotens durch jeden 1-Basen-Wert repräsentiert, basierend zumindest teilweise auf
einer Anzahl an gemappten gepaarten Lesungen, die dieselbe Erstreckung und die Anzahl an Übereinstim-
mungen und Diskrepanzen jener gemappten gepaarten Lesungen mit der Sequenz des gerade bearbeiteten
Knotens haben; Verwenden der Basen- Erstreckungen mit der höchsten Erstreckungs-Stärke, die inkompatibel
mit den Referenz-Knoten sind, als Zweig-Knoten in dem partiellen de Bruijn-Graph;
Berechnen der Erstreckungs-Stärke in der Richtung der Erstreckung für jeden Zweig-Knoten in einer zuerst auf
die Tiefe angewandten Art und Weise in eine Richtung, und Erzeugen einer neuen Kante und eines neuen
Zweig-Knotens nach jeder Berechnung aus den Basen-Erstreckungen, die eine Erstreckungs-Stärke oberhalb
eines Grenzwerts haben;
wenn es keine Basen-Erstreckungen gibt, deren Erstreckungs-Stärke oberhalb des Grenzwerts liegt, Zurück-
geben eines Fehlers für den Pfad; und
wenn ein neuer Zweig-Knoten erzeugt wird, der der Basen-Sequenz eines der Referenz-Knoten entspricht und
der zu einem SNP oder kurzem Indel passt, Beenden der Berechnung und Zurückgeben des Pfades.

11. Das Verfahren nach Anspruch 1, wobei das Lokalisieren der lokalen Bereiche, die sich wahrscheinlich gegenüber
der Referenz verändert haben, des Weiteren das Auffinden von Optimierungs-Intervallen durch Kombinieren ein-
zelner lokaler Bereiche wahrscheinlicher Veränderung, die durch Referenz-Punktestände und lokale de novo-In-
tervalle repräsentiert sind, umfasst.

12. Das Verfahren nach Anspruch 11, des Weiteren umfassend:

Berücksichtigen der lokalen de novo-Intervalle und der Referenz-Punktestände, die mit einem hohen Wahr-
scheinlichkeits-Verhältnis Pv/PRef, das den Wahrscheinlichkeits-Grenzwert übersteigt, assoziiert sind, als Kan-
didaten-Optimierungs-Intervalle, wobei Pv eine Wahrscheinlichkeit einer 1-Basen Variations-Hypothese ist, und
PRef eine Wahrscheinlichkeit des Basen-Wertes in der Referenz-Polynukleotid-Sequenz ist; und
Kombinieren der Kandidaten-Optimierungs-Intervalle, die überlappen oder weniger als einen Grenzwert-Basen-
Abstand in den Optimierungs-Intervallen voneinander entfernt sind;
wobei die Proben-Polynukleotid-Sequenz ein Genom G umfasst, und wobei jeder der Referenz-Punktestände
als ein logarithmisches Wahrscheinlichkeits-Verhältnis L(G) für jede der Hypothesen umfasst, wobei L(G) =
log(Pv/PRef).

13. Das Verfahren nach Anspruch 1, wobei das Optimieren einer Sequenz-Hypothese für einen lokalen Bereich des
Weiteren umfasst:

Durchlaufen jeder Basen-Position in einer Initial-Hypothese in dem lokalen Bereich und iteratives Austauschen
der Base mit allen möglichen alternativen Basen-Werten einschließlich eingefügter und gelöschter Basen,
Berechnen eines Wahrscheinlichkeits-Verhältnisses für jeden Austausch; und
Anwenden von Austauschungen des lokalen Bereichs, die das Wahrscheinlichkeits-Verhältnis maximieren.

14. Das Verfahren nach Anspruch 13, des Weiteren umfassend:

Durchführen der Optimierung in den lokalen Bereichen getrennt voneinander unter einer Annahme, dass die
Proben-Polynukleotid-Sequenz der Referenz-Polynukleotid-Sequenz außerhalb des aktuell optimierten lokalen
Bereichs entspricht, so dass die Proben-Polynukleotid-Sequenz nur in dem aktuellen lokalen Bereich optimiert
wird; und
Berechnen des Wahrscheinlichkeits-Verhältnisses als PH/PRef, wobei PH eine Wahrscheinlichkeit der Sequenz-
Hypothese in einem aktuellen lokalen Bereich ist und PRef eine Wahrscheinlichkeit der Referenz ist;
wobei die Proben-Polynukleotid-Sequenz ein Genom G umfasst, und wobei ein Referenz-Punktestand als ein
logarithmisches Wahrscheinlichkeits-Verhältnis L(G) für jede der Hypothesen umfasst, wobei L(G) =
log(PH/PRef).

15. Das Verfahren nach Anspruch 14, des Weiteren umfassend das Durchführen der Optimierung unter Verwendung
einer Kombination einer Bayesschen Formulierung und eines de Bruijn-Graphen, wobei der de Bruijn-Graph genutzt
wird, um zusätzliche Start-Sequenz-Hypothesen für die Bayesische Formulierung zu erzeugen, um den Optimie-
rungs-Prozess auf ein globales Optimum hin zu treiben, und wobei der de Bruijn-Graph modifiziert ist, um Lesungen
mit variabler Lücke zu verarbeiten.

16. Das Verfahren nach Anspruch 14, des Weiteren umfassend ein Erfordern, dass eine Größe des aktuellen lokalen
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Bereichs kleiner als eine minimal mögliche Paarungs-Paar-Länge gehalten ist.

17. Das Verfahren nach Anspruch 1, wobei das Analysieren jedes der Sätze von Sequenz-Hypothesen des Weiteren
ein Erschließen von Variationen in den Basen der gemappten gepaarten Lesungen der Proben-Polynukleotid-
Sequenz in Bezug auf die Referenz-Polynukleotid-Sequenz an einer bestimmten Position umfasst, wobei das Ver-
fahren des Weiteren umfasst:

Untersuchen, für jeden der lokalen Bereiche, aller Hypothesen innerhalb eines Variations-Punktestand-Grenz-
werts einer wahrscheinlichsten Hypothese, die für den lokalen Bereich aufgeführt ist, wodurch ein Satz von
wahrscheinlichsten Hypothesen erzeugt wird;
Finden gemeinsamer Merkmale, die in jeder der Hypothesen in dem Satz von wahrscheinlichsten Hypothesen
vorhanden sind;
Speichern der gemeinsamen Merkmale als jeweilige Variations-Aufrufe;
Finden von Inkonsistenzen zwischen jeder der Hypothesen in dem Satz von wahrscheinlichsten Hypothesen;
und
Speichern der Inkonsistenzen als jeweilige Nicht-Aufruf-Bereiche.

18. Das Verfahren nach Anspruch 1, wobei die Proben-Polynukleotid-Sequenz ein Genom G umfasst, wobei das Ver-
fahren des Weiteren ein Wieder-Zusammensetzen der Proben-Polynukleotid-Sequenz durch iteratives Maximieren
der a posteriori-Wahrscheinlichkeit P(G|MtdRds) des Genoms, das alle gemappten gepaarten Lesungen berück-
sichtigt, umfasst.

19. Das Verfahren nach Anspruch 1, wobei das Analysieren jedes der Sätze von Sequenz-Hypothesen weiterhin ein
Erzeugen eines Nicht-Aufrufs für jeden Teil der Hypothesen in dem Satz der Hypothesen, in denen eine Inkonsistenz
gefunden wird, umfasst.

20. Ein System, umfassend:

ein Datenarchiv (14), das eine Referenz-Polynukleotid-Sequenz und gemappte gepaarte Lesungen, die aus
einer Proben-Polynukleotid-Sequenz erhalten werden und auf Positionen in der Referenz-Polynukleotid-Se-
quenz mappen, speichert;
ein Computer-Cluster (10), umfassend eine Mehrzahl von Computern (12), die über ein Netzwerk an das Da-
tenarchiv gekoppelt sind; und
einen Variations-Aufrufer (18), der parallel auf der Mehrzahl von Computern abläuft, wobei der Variations-
Aufrufer konfiguriert ist, das Verfahren nach einem der Ansprüche 1-19 durchzuführen.

21. Ein Computer-Programm-Erzeugnis, das auf einem computerlesbaren Medium gespeichert ist und Programm-
Anweisungen enthält, die, wenn sie auf einem Computer ausgeführt werden, den Computer dazu veranlassen, das
Verfahren nach einem der Ansprüche 1-19 durchzuführen.

Revendications

1. Méthode mise en oeuvre par ordinateur pour appeler des variations dans une séquence polynucléotidique d’échan-
tillon par rapport à une séquence polynucléotidique de référence (24), la méthode comprenant les étapes suivantes :

recevoir la séquence polynucléotidique de référence et des lectures appariées cartographiées (200), dans
laquelle les lectures appariées cartographiées sont obtenues depuis la séquence polynucléotidique d’échantillon
et sont cartographiées en des emplacements dans la séquence polynucléotidique de référence ;
localiser des régions locales (300, 502) dans la séquence polynucléotidique de référence dans lesquelles une
probabilité qu’une ou plusieurs bases de la séquence polynucléotidique d’échantillon représentent des modifi-
cations par rapport aux bases correspondantes de la séquence polynucléotidique de référence dépasse un
seuil de probabilité, dans laquelle la probabilité d’une région locale est déterminée au moins en partie sur la
base d’un nombre de lectures appariées cartographiées de la séquence polynucléotidique d’échantillon qui
correspondent à la région locale et qui ont une base qui varie de la séquence polynucléotidique de référence
dans la région locale, sachant que la localisation des régions locales présentant une probabilité de changements
par rapport à la référence comprend en outre le calcul informatisé d’intervalles de novo locaux à l’aide d’un
graphe de de Bruijn partiel pour trouver des variations au-delà de changements de base individuels ;
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générer au moins une hypothèse de séquence (412) pour chacune des régions locales, chaque hypothèse de
séquence contenant une base respective utilisée pour déterminer la probabilité qui dépasse le seuil de
probabilité ;
optimiser l’au moins une hypothèse de séquence pour au moins une partie des régions locales afin de trouver
une ou plusieurs hypothèses de séquence optimisées (414), l’optimisation comprenant :

changer une ou plusieurs bases de l’au moins une hypothèse de séquence afin de trouver la une ou
plusieurs hypothèses de séquence optimisées qui présentent une probabilité accrue pour les régions locales
sur la base du nombre de lectures appariées cartographiées qui correspondent aux régions locales ; et
analyser les hypothèses de séquence optimisées en relation avec la séquence polynucléotidique de réfé-
rence afin d’identifier une série d’appels de variation (32) dans la séquence polynucléotidique d’échantillon.

2. Méthode selon la revendication 1, dans laquelle chacune des lectures appariées contient des lectures espacées
de manière variable.

3. Méthode selon la revendication 1, dans laquelle chacune des lectures appariées contient des lectures non espacées.

4. Méthode selon la revendication 1, comprenant en outre le stockage, dans un référentiel de données, de la séquence
polynucléotidique de référence et des lectures appariées cartographiées, et exécuter la méthode par un programme
d’appel de variation exécuté parallèlement sur une multitude d’ordinateurs dans une grappe d’ordinateurs, chacun
des ordinateurs de la multitude d’ordinateurs étant raccordé au référentiel de données via un réseau.

5. Méthode selon la revendication 1, dans laquelle la localisation des régions locales présentant une probabilité de
changements par rapport à la référence comprend en outre le calcul informatisé de valeurs de référence à l’aide
d’un processus de formulation de Bayes.

6. Méthode selon la revendication 5, dans laquelle le calcul informatisé des valeurs de référence à l’aide du processus
de formulation de Bayes comprend en outre :
pour chaque position de base dans la séquence polynucléotidique de référence :

générer un jeu d’hypothèses initiales pour cette position de base dans la séquence polynucléotidique de réfé-
rence en modifiant une valeur de base dans cette position de base dans p allèles par toutes les variations de
base 1 possibles ;
déterminer un jeu de lectures appariées cartographiées qui sont proches de cette position de base de la séquence
polynucléotidique de référence ; et
calculer par voie informatisée des valeurs de référence pour cette position de base en calculant par voie infor-
matisée, pour chacune des hypothèses initiales dans ledit jeu d’hypothèses initiales, un rapport de probabilité
Pv/PRef, dans laquelle Pv est une probabilité d’une hypothèse de variation de base 1 et PRef est une probabilité
de la valeur de base dans la séquence polynucléotidique de référence, et dans lequel le jeu de lectures appariées
cartographiées proches de cette position de base est utilisé durant le calcul du rapport de probabilité dans cette
position de base ;
dans laquelle la séquence polynucléotidique d’échantillon comprend un génome G, et dans laquelle chacune
des valeurs de référence comprend un rapport de probabilité logarithmique L(G) pour chacune des hypothèses,
où L(G) = log (Pv/PRef).

7. Méthode selon la revendication 6, dans laquelle les lectures appariées cartographiées sont générées indépendam-
ment les unes des autres et des estimations de probabilité qui prennent en compte l’ensemble des lectures appariées
cartographiées sont calculées par 

sachant que NGo, représente un nombre de bases dans le génome de référence, NG représente un nombre de base
dans le génome d’échantillon et ND représente un nombre de lectures appariées.

8.
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Méthode selon la revendication 7, comprenant en outre une représentation de  avec une approximation

de pénalité d’insertion, de sorte que chaque base supplémentaire dans un allèle de G provoque une diminution dans
P(G|MtdRds) par un facteur exp (-c/nD), où nD représente un nombre de bases dans chacune des lectures appariées

cartographiées, de sorte que des bases supplémentaires ne sont pas additionnées à G, à moins que les bases supplé-
mentaires aient un support suffisant par des lectures appariées cartographiées, où c est la couverture moyenne par allèle.

9. Méthode selon la revendication 6, comprenant en outre le contrôle d’une quantité de contributions qu’une lecture
appariée cartographiée individuelle peut donner à L(G) en considérant seulement les mappages de la lecture ap-
pariée qui ont un nombre de non-concordances faible dans une totalisation des lectures appariées durant le calcul
de L(G), et en représentant les mappages avec de grands nombre de non-concordances par une constante qui est
supposée être la même pour toutes les séquences polynucléotidiques et indépendante de G.

10. Méthode selon la revendication 1, comprenant en outre :

initialiser le graphe de de Bruijn partiel avec des vertex de référence créés à partir de séquences de base
provenant de la séquence polynucléotidique de référence ;
déterminer, pour chacun des vertex de référence, un jeu de lectures appariées cartographiées qui cartographient
sur le vertex de référence et qui comprennent une extension de base qui s’étend au-delà de l’une des extrémités
du vertex de référence par toute valeur de base 1 possible ;
calculer, pour chacune des extensions de base, une intensité d’extension représentant une valeur de support
pour étendre le vertex de référence par chaque valeur de base 1 sur la base, au moins en partie, d’un nombre
de lectures appariées cartographiées présentant la même extension, et du nombre de concordances et de non-
concordances de ces lectures appariées cartographiées avec la séquence du vertex qui est traité ; utiliser les
extensions de base ayant l’intensité d’extension la plus élevée qui est incompatible avec les vertex de référence
en tant que vertex de ramification dans le graphe de de Bruijn partiel ;
calculer par voie informatisée l’intensité d’extension dans la direction d’extension de chaque vertex de ramifi-
cation d’une manière appliquée d’abord dans la profondeur, dans une direction, et créer une nouvelle arête et
un nouveau vertex de ramification après chaque calcul informatisé à partir des extensions de base présentant
une intensité d’extension supérieure à un seuil ;
si, sur un trajet, il n’existe pas d’extensions de base qui présentent une intensité d’extension supérieure au
seuil, retourner un défaut pour le trajet ; et
si un nouveau vertex de ramification est créé qui est égal à la séquence de base de l’un des vertex de référence
et qui est consistent avec un SNP ou un indel court, terminer le calcul informatisé et retourner le trajet.

11. Méthode selon la revendication 1, dans laquelle la localisation des régions locales présentant une probabilité de
changements par rapport à la référence comprend en outre l’étape consistant à trouver des intervalles d’optimisation
en combinant des régions locales individuelles à changement probable représentés par des valeurs de référence
et des intervalles de novo locaux.

12. Méthode selon la revendication 11, comprenant en outre :

considérer en tant qu’intervalles d’optimisation candidats les intervalles de novo locaux et les valeurs de réfé-
rence qui sont associés avec un rapport de probabilité élevé Pv/PRef qui dépasse le seuil de probabilité, où Pv
est la probabilité d’une hypothèse de variation de base 1 et PRef est une probabilité de la valeur de base dans
la séquence polynucléotidique de référence ; et
combiner les intervalles d’optimisation candidats qui chevauchent ou sont à moins d’un seuil d’une distance de
base les uns des autres dans les intervalles d’optimisation ;
dans laquelle la séquence polynucléotidique d’échantillon comprend un génome G, et dans laquelle chacune
des valeurs de référence comprend un rapport de probabilité logarithmique L(G) pour chacune des hypothèses,
où L(G) = log (Pv/PRef).

13. Méthode selon la revendication 1, dans laquelle l’optimisation d’une hypothèse de séquence pour une région locale
comprend en outre :

passer à travers chaque position de base dans une hypothèse initiale dans la région locale et changer de
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manière itérative la base avec toutes les valeurs de base alternatives possibles, y compris les bases insérées
et supprimées, calculer par voie informatisée un rapport de probabilité pour chaque changement ; et
appliquer des changements à la région locale qui maximise le rapport de probabilité.

14. Méthode selon la revendication 13, comprenant en outre :

exécuter l’optimisation des régions locales séparément les unes des autres avec la prémisse que la séquence
polynucléotidique d’échantillon est égale à la séquence polynucléotidique de référence hors de la région locale
actuelle qui est optimisée, de sorte de la séquence polynucléotidique d’échantillon soit optimisée seulement
dans la région locale actuelle ; et
calculer le rapport de probabilité en tant que PH/PRef, où PH est une probabilité de l’hypothèse de séquence
dans une région locale actuelle et PRef est une probabilité de la référence ;
dans laquelle la séquence polynucléotidique d’échantillon comprend un génome G, et
dans laquelle une valeur de référence comprend en tant que rapport de probabilité logarithmique L(G) pour
chacune des hypothèses, où L(G) = log (PH/PRef).

15. Méthode selon la revendication 14, comprenant en outre l’exécution de l’optimisation à l’aide d’une combinaison
de Bayes et d’un graphe de de Bruijn, dans laquelle le graphe de de Bruijn est utilisé pour générer des hypothèses
de séquence de démarrage supplémentaires pour la formulation de Bayes afin d’amener le processus d’optimisation
vers un optimum global optimum, et dans laquelle le graphe de de Bruijn est modifié pour traiter des lectures
espacées de manière variable.

16. Méthode selon la revendication 14, comprenant en outre de requérir que la taille de la région locale actuelle soit
maintenue à une taille inférieure à une longueur de paire appariée minimale possible.

17. Méthode selon la revendication 1, dans laquelle l’analyse de chacun des jeux d’hypothèses de séquences comprend
en outre d’inférer des variations dans les bases des lectures appariées cartographiées de la séquence polynucléo-
tidique d’échantillon en relation avec la séquence polynucléotidique de référence dans un emplacement spécifique,
la méthode comprenant en outre :

examiner pour chacun des régions locales toutes les hypothèses au sein d’un seuil de valeur de variation d’une
hypothèse la plus probable listée pour la région locale, produire un jeu d’hypothèses les plus probables ;
trouver des caractéristiques communes qui sont présentes dans chacune des hypothèses dans le jeu des
hypothèses les plus probables ;
stocker les caractéristiques communes en tant qu’appels de variations respectifs ;
trouver des incohérences entre chacune des hypothèses dans le jeu des hypothèses les plus probables ; et
stocker les incohérences en tant que régions non appelées respectives.

18. Méthode selon la revendication 1, dans laquelle la séquence polynucléotidique d’échantillon comprend un génome
G, la méthode comprenant en outre le réassemblage de la séquence polynucléotidique d’échantillon en maximisant
de manière itérative la probabilité a posteriori du génome P(G|MtdRds), qui représente toutes les lectures appariées
cartographiées.

19. Méthode selon la revendication 1, dans laquelle l’analyse de chacun des jeux d’hypothèses de séquence comprend
en outre la génération d’un non-appel pour toute partie des hypothèses dans le jeu d’hypothèses de séquence dans
lequel est trouvée une incohérence.

20. Système, comprenant :

un référentiel de données (14) qui stocke une séquence polynucléotidique de référence et des lectures appariées
cartographiées obtenues depuis une séquence polynucléotidique d’échantillon, qui sont cartographiées en des
emplacements dans la séquence polynucléotidique de référence ;
une grappe d’ordinateurs (10) comprenant une multitude d’ordinateurs (12) qui sont raccordés au référentiel
de données via un réseau ; et
un programme d’appel de variation multitude (18) exécuté en parallèle sur ladite multitude d’ordinateurs, le
programme d’appel de variation étant configuré pour mettre en oeuvre le procédé selon l’une quelconque des
revendications 1 - 19.
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21. Produit de programme d’ordinateur stocké sur un support lisible par ordinateur et comprenant des instructions de
programme qui, lorsqu’elles sont exécutées par un ordinateur, font à ce que l’ordinateur mette en oeuvre la méthode
selon l’une quelconque des revendication 1 - 19.
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