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Description

TECHNICAL FIELD

[0001] The present invention pertains generally to devices that transmit and receive streams of information and it
pertains more specifically to techniques that may be used to determine operational characteristics of these devices by
monitoring the streams of information. For example, the present invention may be used to determine operational char-
acteristics of receivers, routers and access points in wireless networks that transmit and receive streams of multimedia
information arranged in packets.

BACKGROUND ART

[0002] The delivery of real-time multimedia traffic over wireless networks is expected to be an important application
in Third Generation Cellular, WiFi and WiMAX wireless networks. In these applications, streams of multimedia information
such as digital data representing images and sounds are organized into packets. Multimedia sources send streams of
these packets to processing devices such as routers or wireless access points that transmit the packets over commu-
nication channels to end-user receivers. If a processing device is unable to transmit a packet immediately, it temporarily
stores the packet in a queue or buffer until it can be transmitted. For example, a wireless access point may not be able
to transmit a packet when the wireless communication channel is being used by another processing device.
[0003] When a processing device such as a router receives information at a higher rate than it can transmit, the amount
of information stored in the queue or buffer will increase. If the incoming rate remains higher than the outgoing rate for
a long enough period of time, the level of occupancy for stored-information in the buffer will increase until it reaches a
maximum level of occupancy that is dictated by the storage capacity of the buffer. During this condition, which is referred
to as buffer overflow, information loss is inevitable because the processing device must either discard information as it
arrives or it must discard information from the buffer to obtain space to store the arriving information. In typical wireless
networks that conform to the IEEE 802.11 a or 802.11 g standards, for example, processing devices such as wireless
access points and routers receive information from wired communication paths operating at rates up to 100 Mb/s and
they forward or transmit that information over wireless communication paths that operate at rates no higher than 54
Mb/s. If the processing device receives information from the , wired path at a rate near 100 Mb/s, for example, it cannot
transmit information over the wireless path at a rate that is high enough to keep up with the rate the received , information
arrives. The level of buffer occupancy will increase until the demand for buffer storage exceeds the buffer capacity.
Some information will be lost because it must be discarded before it can be forwarded or transmitted.
[0004] Information can also be lost because of noise or interference in the transmission channel. This type of loss is
common in many wireless networks but it can be reduced through the use of re-transmission and forward-error correction
(FEC) techniques. Unfortunately, these techniques increase the amount of data that must be transmitted, thereby de-
creasing the effective rate at which information can be transmitted by the processing devices and, as a result, impose
a greater demand for buffer storage.
[0005] International patent application publication no. WO 99/04536 describes a technique that may be used with
certain network communication protocols to control the sending rate of a data source so that packet loss due to buffer
overflow can be avoided or at least reduced. This technique relies on a feature of the communication protocol that returns
a positive acknowledgement or "ACK" packet to a data source when a data packet that it sent is received successfully
by the intended recipient. The data source increases its sending rate when ACK packets are received promptly and
consistently, and decreases its sending rate when ACK packets are received inconsistently or after some delay. Using
this feature, the disclosed technique controls the sending rate by delaying the return of ACK packets when some measure
of buffer occupancy reaches a level above a specified threshold level. The measure of buffer occupancy is obtained
from direct access to the internal operation of the processing device that contains the buffer.
[0006] International patent application publication no. WO 2005/081465 describes a technique for calculating the
occupancy level of a buffer in a processing device from packet sequence numbers obtained from the data source and
the receiver. The technique does not account for packets that are lost by buffer overflow or transmission failure and is
unsuitable for calculating buffer occupancy in a processing device that buffer packets received from multiple data sources
or intended for delivery to multiple receivers.
[0007] International patent application no. PCT/US2006/020861 entitled "Method and System for Optimizing Forward
Error Correction of Multimedia Streaming over Wireless Networks" by Bauer and Jiang filed May 26, 2006, publication
no. WO 2007/005160 published January 11, 2007, describes techniques that may be used to select a pair of FEC
parameters (n, k) for a packet-based network that minimize information loss caused by buffer overflow for a set of n
packets, where k = a number of packets carrying multimedia data and (n-k) = a number of error-correcting packets in
the set of n packets. (This application is referred to below as the "FEC Optimization Application" and its contents are
incorporated herein by reference in their entirety.) These techniques require several input parameters including the
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maximum level of buffer occupancy, referred to here as the buffer size or buffer capacity, and the rate at which competing
or interfering information arrives at the processing device. What is needed is a way to estimate these parameters without
having a knowledge of and without having access to the internal operation of the processing device.
[0008] The loss of information caused by buffer overflow may be reduced or eliminated by use of another technique
that controls the rate at which a source provides information to the processing device. What is needed is a way to
implement this technique using a measure of the level of buffer occupancy that can be obtained without having a
knowledge of or having access to the internal operation of the processing device.
[0009] Another relevent prior art document is the document US 5,440,691.

DISCLOSURE OF INVENTION

[0010] It is an object of the present invention to provide for ways to determine operational characteristics of processing
devices like routers and wireless access points by monitoring information transmitted by these devices. For example,
operational characteristics such as buffer capacity and level of buffer occupancy can be determined. It is also an object
of the invention to provide for ways to assess whether monitoring conditions like signal-to-noise ratios are sufficient to
permit the operational characteristics to be determined with reasonable accuracy.
[0011] Various implementations of the present invention discussed below are able to estimate the capacity of a buffer
in a processing device, are able to estimate the level of buffer occupancy in a processing device at particular point in
time, and are able to measure the reliability of these estimates by monitoring information that is transmitted by the
processing device. All of the implementations discussed below assume the processing device is a type of forwarding
device such as a wireless access point that receives one or more streams of input information from a wired or optical
path and that transmits one or more output streams of information over a wireless path, where the streams of input
information and the streams of output information are arranged in discrete segments. Some of these implementations
assume the buffer in the processing device implements a first-in-first-out (FIFO) queue for the segments of information.
[0012] The various features of the present invention and its preferred embodiments may be better understood by
referring to the following discussion and the accompanying drawings. The contents of the following discussion and the
drawings are set forth as examples only and should not be understood to represent limitations upon the scope of the
present invention.

BRIEF DESCRIPTION OF DRAWINGS

[0013]

Fig. 1 is a schematic block diagram of a communication system.
Figs. 2 to 4 are schematic diagrams of packets with sequence numbers in a stream of frames.
Fig. 5 is a flow diagram illustrating steps in a process that may be used to count the number of unique packets that
were transmitted during a time interval.
Figs. 6 to 9 are schematic diagrams of packets in a stream of frames.

MODES FOR CARRYING OUT THE INVENTION

A. Introduction

[0014] Fig. 1 is a schematic illustration of a communication system in which one or more data sources 2, 4 provide
source signals that convey information arranged in packets. The information carried in at least some of the packets may
be multimedia information, for example. The source signal provided by the data source 2 conveys information arranged
in "primary packets" that are associated with some application. Other data sources such as the data source 4 also
provide source signals conveying information arranged in packets referred to as "competing packets" because these
latter packets compete for resources needed to service the primary packets; however, the source signals from these
other data sources need not carry the same type of information and the competing packets need not be arranged in the
same manner as that described for the data source 2.
[0015] The source signals from the data sources 2, 4 are passed along the communication paths 3, 5, respectively,
to the processing device 10. These communication paths 3, 5 may be implemented by a wide variety of communication
technologies. For example, technologies using media such as metallic wires or optical fibers and conforming to any of
the IEEE 802.3 standards may be used. The processing device 10, which may be a router or a wireless access point,
for example, receives packets from each of the data sources 2, 4 and stores information for at least some of the packets
in a buffer. The processing device 10 transmits packets of information along the communication path 11 for reception
by one or more receivers such as the receiver 20. The communication path 11 may be implemented by a wide variety
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of technologies including wireless technologies such as those conforming to any of the IEEE 802.11 standards. The
communication system may include other receivers, transmitters and data sources as desired.
[0016] The receiver 20 represents a device in which various aspects of the present invention may be performed. In
implementations of the communication system such as those described below, the communications path 11 is a broadcast
or multi-cast medium. The receiver 20 monitors the communications path 11 and analyzes the information that is trans-
mitted by the processing device 10 using the techniques that are described below. Information that is destined for the
receiver 20 as well as any other receiver is monitored and analyzed. The receiver 20 may also receive and process
information that is intended for one or more other applications.
[0017] Devices in this communication system may incorporate a variety of error-correction or error-recovery techniques
such as conventional forward-error-correction (FEC) processes or quality-of-service processes such as, for example,
having either data sources or processing devices retransmit those packets that a receiver does not acknowledge receiving.
[0018] The schematic illustration shown in Fig. 1 omits a number of components that may be desirable in a practical
implementation of a communication system but are not needed to explain the present invention. For example, the figure
does not illustrate the components that would be needed to establish whether the communication path 11 is clear, that
is, whether other packet processing devices are currently using the communication path 11 or whether some type of
interference exists that is likely to prevent reception by the receiver 20. Also not shown are components that would be
needed to obtain from the receiver 20 any information on packet losses or the need to retransmit packets.
[0019] Throughout the remainder of this disclosure, more particular mention will be made of implementations in which
communication paths between the data sources and processing devices conform to one of the IEEE 802.3 standards
and the communication paths between processing devices and receivers conform to one of the IEEE 802.11 standards.
The streams of information that are conveyed along these communication paths are arranged according to a Medium
Access Control (MAC) protocol, which arranges the information into MAC frames that include a packet of application
data appended to a MAC header. The MAC header includes the network address of the source of the application data
("source address") and the network address of the intended recipient or recipients of the application data ("destination
address"). These details of implementation are provided as examples. The present invention may be used with essentially
any desired communication technology.
[0020] For technologies that conform to the IEEE 802.3 and IEEE 802.11 standards, it is technically accurate to say
MAC frames conveying packets of information are transmitted and received; however, the following discussion is sim-
plified somewhat by sometimes describing these types of activities as transmitting and receiving packets.
[0021] Some of the exemplary implementations discussed below use packets with time information, referred to as
"probe packets," to measure signal propagation and processing delays. Unless otherwise noted, these exemplary im-
plementations are based on an assumption that the signals conveying these probe packets propagate from their respec-
tive sources to the processing device 10 in an amount of time that is either negligible, is constant or is capable of being
predicted by the receiver 20.

B. Estimating Buffer Occupancy

[0022] A few techniques are described below that may be used to estimate the current level of buffer occupancy in
the processing device 10.

1. Basic Technique

[0023] One implementation of a buffer occupancy estimation technique uses a probe packet and is based on a few
assumptions: (1) a data source sends a probe packet at time ts and it inserts the sending time ts into either the packet
or control information that accompanies the probe packet, (2) the interval between the sending time ts and the arrival
time at the processing device 10 is negligible, (3) the processing device 10 buffers and subsequently transmits the probe
packet and its sending time in a form that can be observed by the receiver 20, (4) the data source of the probe packet
and the receiver 20 use clocks that are synchronized with each other; (5) the processing device 10 uses its buffer to
implement a first-in first-out (FIFO) queuing scheme, and (6) the level of buffer occupancy is measured in terms of the
number of packets that have been stored in the buffer but not yet retrieved.
[0024] If the level of buffer occupancy is L at time ts when a probe packet arrives at the processing device 10, then
the buffer at time ts will have L packets ahead of the probe packet in the FIFO queue. The processing device 10 will not
transmit the probe packet until all L of the previous packets are transmitted. When the processing device 10 transmits
the probe packet and that probe packet is observed by the receiver 20 at time tR, the receiver 20 can determine the level
of buffer occupancy in the processing device 10 that existed at time ts by counting the number of unique packets that
are transmitted by the processing device 10 during the interval from ts to tR.
[0025] If the receiver 20 calculates the total number of bytes for all of the unique packets that are transmitted during
this interval, the level of buffer occupancy can be expressed in terms of bytes. If desired, the receiver 20 can also account
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for any propagation delays between the data source and the processing device 10.

2. Counting Packets

[0026] The receiver 20 must count all unique packets transmitted by the processing device 10 that it receives. It is not
sufficient to count only those packets that are destined to the receiver 20 itself. It is possible that none of the packets
will be destined to the receiver 20.
[0027] In many practical implementations, the processing device 10 will re-transmit a packet if its intended receiver
does not receive it without errors. This technique is particularly useful if the transmission medium for the communication
path 11 is subject to noise and other interference that can corrupt the packets of information. In implementations such
as these, the receiver 20 must keep a record of all MAC frames that it receives so that it can determine which packets
are transmitted by the processing device 10 and which packets are unique. This can be accomplished by using the
cyclical redundancy code (CRC) in each MAC frame to detect errors and using a correction process such as forward
error correction to correct as many data errors as possible, examining information in the MAC header to determine if
the MAC frame was transmitted by the processing device 10, and keeping a record of other information in the frame
that indicates whether the MAC frame represents a re-transmission of a packet.
[0028] Whether a MAC frame is transmitted by the processing device 10 can be determined by examining information
in the MAC header known as the Direction-flag and the source address. Whether a MAC frame represents the re-
transmission of a packet can be determined by examining other information in the MAC header known as the packet
sequence field. If desired, a transmission-retry indicator known as the Retry_flag may also be used.
[0029] Many protocols such as those that conform to the IEEE 802.11 standards use some means to identify each
unique packet that is transmitted by the same device. The IEEE 802.11 standards specify a 12-bit field that conveys a
monotonically increasing sequence number for each unique packet. The sequence number is incremented by one for
each subsequent MAC frame that carries a unique packet. If two adjacent MAC frames transmitted by the same device
have the same sequence number, the subsequent frame is deemed to represent a re-transmission of its packet. If two
adjacent MAC frames have sequence numbers that differ by one, modulo 212, where the earlier frame has the lower
number, modulo 212, then the two frames are deemed to convey unique successive packets in a stream of packets.
Four unique packets P1, P2, P3, P4 with sequence numbers 1, 2, 3, 4 in a stream of frames is illustrated schematically
in Fig. 2.
[0030] If the communications path 11 is a wireless communication path, a low signal-to-noise ratio or strong interfering
signals may prevent the receiver 20 from recognizing some of the packets that are transmitted by the processing device
10. If the receiver 20 is the intended recipient, this loss can be recognized by the processing device 10 because the
receiver 20 does not acknowledge successful receipt of the packet. The processing device 10 re-transmits the packet
until successful receipt is acknowledged. If the receiver 20 is not the intended recipient, however, the loss would not be
detected. This condition is illustrated schematically in Fig. 3, where the box with broken lines represents a frame with a
packet P3 that is not observed by the receiver 20.
[0031] The receiver 20 also may fail to observe a packet for other reasons such as slow processing or defects in
circuitry or programming that implement various features in the receiver 20. The reason for the loss is not critical to the
present invention.
[0032] Errors in the count of packets that are caused by missing packets can be corrected by detecting gaps or jumps
in the stream of sequence numbers and counting the number of unique packets that must be missing to cause the jump.
For implementations that conform to one of the IEEE 802.11 standards, for example, this count NMISSING of missing
packets can be calculated from the expression: 

where QSTART = sequence number in the frame immediately before the jump; and
QSTOP = sequence number in the frame immediately after the jump.

[0033] Empirical tests with various IEEE 802.11 wireless networks suggest that it is desirable to account for as many
as four missing packets. If four or fewer packets are missing, a jump will occur in the stream of sequence number that
is less than or equal to five, modulo 212. In the example shown in Fig. 3, a jump in the stream of sequence numbers
exists between frames with packets P2 and P4 having the sequence numbers 2 and 4. The size of the jump is 4 - 2 =
2, which indicates one packet is missing. The count of this one missing packet P3 can be included in the total count of
packets observed by the receiver 20.
[0034] If a jump in the stream of sequence numbers is large, some other type of error may have occurred instead of
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or in addition to a failure to observe packets. For example, the sequence number in a received packet could have been
corrupted in a way that could not be corrected. An example of this situation is illustrated schematically in Fig. 4, where
the least significant bits for the sequence number of packet P3 (expressed as 00011 in binary) has been corrupted by
an error in one bit to become 19 (expressed as 10011). The bit error creates a jump equal to 19 - 2 = 17. The number
of packets that could account for such a large jump should not be counted because it is much more likely that the
sequence number in one or more frames has been corrupted rather than a large number of packets were not observed.
For the example shown in Fig. 4, a preferred implementation of the receiver 20 should count packet P3 with the apparent
sequence number 19 as only one packet.
[0035] Large jumps in sequence numbers may be caused by at least two other reasons in addition to uncorrected bit
errors in the sequence numbers. One reason is poor signal-reception quality such as that caused by an extremely low
signal-to-noise ratio (SNR), which causes the receiver 20 to observe very few MAC frames. The large jumps are due to
large numbers of missing packets. Some techniques discussed below may be used to determine if this condition exists.
Another reason is that the processing device 10 may implement a queuing scheme that is not strictly FIFO because it
reorders packets for transmission under certain conditions. Empirical tests have shown that some IEEE 802.11 compliant
processing devices like routers or wireless access points may retrieve and transmit packets from their buffers in an order
that is not strictly FIFO whenever the devices encounter a degradation in the quality of a wireless link to one of multiple
receivers. If such a processing device does not receive an acknowledgement from an intended receiver that it has
successfully received a particular packet P1 after several re-transmissions, the processing device may transmit another
packet P2 that is destined to another receiver even though the P2 packet is behind the P1 packet in the queue. In effect,
the packets in the queue are reordered, which introduces a jump in the sequence numbers for the stream of packets
transmitted by the processing device. An estimation of the level of buffer occupancy becomes much more complicated
when the queuing scheme departs from FIFO.
[0036] Fortunately, it is usually sufficient to account for missing packets only for small jumps in the stream of sequence
numbers rather than attempt to determine the number of packets that account for large jumps in sequence numbers
caused by bit errors, poor signal-reception quality or packet reordering.
[0037] The diagram shown in Fig. 5 represents one process that may be used to implement the techniques described
above using information that is recorded for a stream of frames that are transmitted by the processing device 10. This
information includes the sending time Ts for each probe packet when the probe packet was sent by its data source,
which is assumed to be the arrival time at the processing device 10, the observation time Tr when each packet was
observed by the receiver 20, and the sequence number Q for the frame that encapsulates each packet. Referring to the
diagram shown in Fig. 5, step S100 establishes a "current frame" by initializing current to reference information recorded
for the probe-packet frame, initializes the start time T_start from the sending time Ts of the probe packet in the current
frame, initializes the value seqnr from the sequence number Q of the current frame, and initializes the packet count N
to be equal to one. The observation time Tr for the probe-packet frame represents the ending time T_end of the time
interval in which packets are to be counted. Step S102 establishes a new current frame by setting current to reference
information recorded for the frame that is immediately previous to the current frame in the stream of frames, and sets
the value T_obs from the observation time Tr of the new current frame. Step S 104 determines whether the value T_
obs precedes the start time T_start. If it does, the process concludes with the value N representing a count of packets
in the time interval [T_start, T_end]. If the value T_obs does not precede the start time T_start, the process continues
with step S106, which transfers the value of seqnr to oldseqnr and resets the value of seqnr from the sequence number
Q for the current frame. The jump or difference between the sequence numbers of adjacent frames is calculated. Step
S108 determines whether the absolute value of jump is greater than a threshold value, which in this example is five. If
the absolute value of jump is greater than the threshold, step S110 increments the packet count N by one. If the absolute
value of jump is not greater than the threshold, step S112 increments the count by the value of jump. The process then
continues with step S102.

3. Alternative Methods for Counting

[0038] Packets may be counted in other ways if desired. One alternative way calculates the difference between
sequence numbers for those frames having time values in their control information that are close to the sending time ts
and the observation time tR mentioned above. According to this technique, the receiver 20 maintains a record of frames
with their corresponding sequence number and sending-time information for an interval of time that starts at the sending
time tSTART = ts of a probe packet and ends at the observation time tEND = tR of the probe packet. The earliest frame
having a time value equal to or greater than the time tSTART is identified as the starting frame and the latest frame having
a time value equal to or less than the time tEND is identified as the ending frame. This method attempts to identify the
first and last frames in the time interval [tSTART, tEND]. The difference D between the sequence numbers of the ending
frame and the starting frame is calculated, modulo 212, and the count of the packets during this interval is obtained from
the expression D+1. This method of counting packets is generally not as reliable as the method described above because
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uncorrected bit errors in the sequence numbers of the frames can cause significant errors in the calculated count of
packets.
[0039] The method described in the preceding paragraph may be modified to consider only those frames that appear
to have no bit errors as indicated by a check of the frame CRC. This would essentially eliminate errors caused by
corrupted data but it would also usually provide an estimate of buffer occupancy that is too small when signal-reception
quality is low. When signal-reception quality is low, generally few frames are observed that have a good CRC and it is
more likely that the frames identified as the starting and ending frames would not be the actual first and last frames in
the time interval [tSTART, tEND]. The frames in the time interval that precede and follow the frames deemed to be the
starting and ending frames, respectively, would be erroneously excluded from the calculated count

4. Variation of FIFO Queue

[0040] The techniques discussed above assume the buffer is used to implement a queuing scheme that is strictly or
at least substantially FIFO compliant. These techniques can be adapted to work with implementations of other queuing
schemes. One scheme described in the following paragraphs provides separate FIFO queues for different classes of
packets.
[0041] A processing device 10 that implements an IEEE 802.11 compliant technology can also include a Quality of
Service (QoS) enhancement that uses a multi-class FIFO queuing scheme. In one implementation according to the IEEE
802.11e standard, packets are placed into one of eight queuing classes or priorities that is indicated by a three-bit Traffic
Identifier (TID) field in the MAC header. The techniques described above can be used to estimate the level of buffer
occupancy for a particular queuing class by identifying and counting the packets for that class.
[0042] Some of the procedures discussed above are used to avoid or reduce counting errors caused by missing
packets. An accurate estimate of the number of missing packet for a particular queuing class is more difficult to obtain
because each missing packet could belong to any of the possible classes. This can be handled in a variety of ways.
Two techniques are described in the following paragraphs.
[0043] In one technique, the receiver 20 maintains a moving average of all packets in each class that can be identified
by the value in its TID field, counts within a specified interval the number of packets that can be identified by the value
in its TID field, and uses processes described above to estimate the number of unclassifiable packets that could not be
observed or identified by the TID field within that specified interval. A relative probability for each class is calculated by
dividing the moving average for that class by the sum of all the moving averages. An estimate of the number of unclas-
sifiable packets within the given interval that belong to a particular class is calculated by multiplying the total number of
unclassifiable packets in that interval by the relative probability for that class. This estimate is added to the count for that
class.
[0044] This technique can be refined for implementations that associate a queuing priority to each queuing class.
According to this refined technique, the receiver 20 maintains an ongoing estimate of the buffer occupancy level for each
queuing class and calculates relative priorities from the moving averages for only those classes that have a queuing
priority equal to or greater than the highest priority class that has a buffer occupancy greater than zero. This refinement
is based on the observation that it is either impossible or unlikely that a packet in a lower priority class was be transmitted
during the specified interval.

C. Estimating Buffer Capacity

[0045] The capacity of the buffer in the processing device 10 may be estimated by ensuring its buffer is filled to capacity
and then using any of the methods discussed above to estimate the level of buffer occupancy. The buffer can be filled
to capacity by sending a stream of packets to the processing device 10 at a rate and having a length that are sufficiently
high to drive the buffer into an overflow condition.
[0046] In one implementation, a stream of packets is sent to the processing device 10 at a rate that exceeds the
transmission rate of the device for some interval of time such as 100 msec., for example, and then the level of buffer
occupancy is estimated as described above. Another stream of probe packets is sent to the processing device 10 at the
same rate for a longer interval of time such as 200 msec., for example, and then the level of buffer occupancy is estimated
again. If there is no significant difference between the two estimated levels, it can be assumed that both streams of
packets were able to fill the buffer to its capacity. If there is a significant difference between the estimated levels, the
process can be repeated using longer streams of probe packets until the estimated level no longer increases.
[0047] A reasonably accurate measure of the buffer capacity can be obtained by sending several streams of probe
packets of sufficient rate and length to the processing device 10 to fill the buffer to its capacity, obtaining an estimate of
buffer occupancy for each stream, and calculating an average of the estimates.



EP 2 249 528 B1

8

5

10

15

20

25

30

35

40

45

50

55

D. Other Applications

1. Estimating Competing Traffic Arrival Rates

[0048] Estimates of the level of buffer occupancy can be used to derive estimates of other parameters for use with
various applications such as the techniques disclosed in the FEC Optimization Application mentioned above. One
parameter that can be estimated is the arrival rate of so-called "competing packets" that complete with a stream of
"primary packets" for processing resources and communication bandwidth. This can be done during intervals of time
when the level of buffer occupancy is below the buffer capacity by deriving a measure of how rapidly the buffer occupancy
level is changing.
[0049] Referring to the communication system illustrated in Fig. 1, for example, suppose the packet stream sent by
the data source 2 is the stream of primary packets mentioned in the preceding paragraph. If the level of buffer occupancy
in the device is below the buffer capacity, then the sum of the arrival rates of the primary packets and all other competing
packets will equal the sum of the rate that packets are transmitted by the processing device 10 and the rate at which
the level of buffer occupancy changes. For example, if the level of buffer occupancy at time t1 is b1 and the level of buffer
occupancy at time t2 is b2, then the following equality holds provided there are no packet losses caused by buffer overflow: 

where b1 = number of packets stored in the buffer at time t1;
b2 = number of packets stored in the buffer at time t2;
pA = arrival rate of primary packets;
pC = arrival rate of competing packets; and
pD = transmission rate of all packets.

[0050] The rates and times may be expressed in terms of essentially any time unit that may be desired but it may be
convenient to express these values in terms of uniform intervals of time referred to as time slots as defined in the FEC
Optimization Application. The duration of these time slots is established such that in any given time slot the packet
processing device 10 can receive a packet from the specified stream, can receive a competing packet and can transmit
a packet but no more than one specified packet and no more than one competing packet can be received in a time slot
and no more than one packet can be transmitted in a time slot. This can be expressed as 0 ≤ pA,pC,pD ≤ 1.
[0051] In many applications, the arrival rate pA of the primary packets is specified a priori to the receiver 20 and the
transmission rate pD can be measured by counting the number of packets transmitted by the processing device 10 over
some time period and calculating the average rate per time slot or any other desired unit time period. The levels of buffer
occupancy bi for times ti can be estimated using any of the methods discussed above. The arrival rate of the competing
packets can be estimated from the following expression, which is obtained by rearranging expression (2): 

[0052] The rate calculated from expression (3) is valid for intervals when the level of buffer occupancy is increasing
or decreasing, but it is not valid if the buffer overflows or if packets are lost for any other reason. If desired, the arrival
rate of competing packets can be derived from a linear or moving average of several estimates.

2- Estimating Transmission Rates

[0053] When the buffer is not empty, estimates of buffer occupancy can be used to derive the transmission rate
parameter pD for use in various applications such as the techniques disclosed in the FEC Optimization Application. This
parameter represents the transmission rate that the processing device 10 is capable of achieving when there are packets
queued in the buffer and ready for transmission. If the buffer is not empty during some interval, then an estimation of
the transmission rate during this interval may be calculated by counting the number of packets that are transmitted during
the interval and calculating the average rate, as mentioned above.
[0054] If the buffer is empty during all or part of the counting interval, however, some other technique is needed to
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calculate this parameter because the average rate of the observed packets will very likely underestimate the transmission
rate that the device is capable of achieving when the buffer is not empty. A method that may be applied in networks that
use a Carrier Sense Multiple Access with Collision Avoidance (CSMA/CA) protocol is described below. The accuracy
of this method depends on certain characteristics of the CSMA/CA protocol and depends on the buffer being empty
when a packet arrives for transmission. The pertinent characteristics of the CSMA/CA protocol and a technique that
may be used to determine whether the buffer is empty are described below.

3. Controlling Sending Rates

[0055] Estimates of the level of buffer occupancy can be used to control the sending rate of one or more data sources
to prevent buffer overflow in the processing device 10. There are known methods of rate control that use a feature
generally referred to as Early Congestion Notification (ECN) but these known methods require the processing device
10 to monitor the level of buffer occupancy and set a special ECN flag in a packet if the buffer occupancy level rises
above some threshold. When the intended receiver of the packet detects the ECN flag, it sends an ECN feedback packet
to the corresponding data source. The data source responds to the ECN feedback packet by reducing its sending rate.
[0056] Unfortunately, ECN is not widely implemented. Furthermore, if the processing device 10 is a wireless access
point, for example, it is not appropriate for that device to implement ECN. According to the Open Systems Interconnection
(OSI) Reference Model, the ECN flag should be set by an apparatus operating at OSI layer 3 (the network layer). Routers
typically operate at OSI layer 3 but wireless access points, which are essentially bridges between wired and wireless
networks, typically operate at OSI layer 2 (the link layer).
[0057] Unlike known ECN control methods, the control method described here does not require any special features
or functions in the processing device 10. According to this method, the receiver 20 monitors the level of buffer occupancy
using methods like those described above and sends an ECN feedback packet to the corresponding data source whenever
the estimated level of buffer occupancy meets one or more criteria. For example, the receiver 20 can implement a simple
scheme such as sending an ECN feedback packet when the estimated buffer occupancy level exceeds some threshold.
If desired, the receiver 20 can implement a more sophisticated scheme that is optimized for a particular data source
such as taking into account the rate of change in occupancy as well as the level of occupancy.
[0058] This method can be used in single-hop networks that use the Transmission Control Protocol (TCP). With TCP,
a data source increases its sending rate until it is notified that packet loss is occurring. In response to the notification,
the data source reduces its sending rate and then increases it again at a slower rate. This process repeats, which causes
the sending rate to oscillate. One disadvantage of this process is that it relies on packet loss. This loss may be intolerable
or at least highly objectionable in some applications such as streaming multimedia applications. For these types of
applications, sending rates should be controlled without requiring packet loss.
[0059] Control processes that use the buffer occupancy estimation techniques of the present invention do not have
this disadvantage. Packet loss is not required. The receiver 20 can detect an impending buffer overflow and notify the
data source using the same notification as if a packet loss had occurred. This notification can be initiated when the level
of buffer occupancy exceeds a threshold. The exact value for this threshold may not be critical for some applications
because any buffer occupancy greater than zero is an indication that the sending rate is too high.

E. Clock Synchronization

[0060] The buffer-occupancy estimation techniques discussed above assume the data source of the probe packets
and the receiver 20 use clocks that are synchronized with each other. These techniques may be adapted to account for
situations in which the two clocks are not synchronized but differ from one another by an amount that is nearly constant
or varies slowly. The receiver 20 adjusts a representation of the data source clock to achieve synchronization with its
own clock. A basic adjustment technique that relies on a simplifying assumption is described first. More complex tech-
niques are then described that do not rely on this assumption.
[0061] Referring to the communication system shown in Fig. 1, for example, a probe packet is sent by the data source
2 at time tS and the packet propagates along the communication path 3 to the processing device 10. If the buffer in the
processing device 10 is empty when the packet arrives, it is assumed that the packet is transmitted along the commu-
nication path 11 immediately after a constant, very short processing time interval. The transmitted packet is observed
by the receiver 20 almost immediately thereafter. The delay ε between the sending time tS and the observation time tR
is equal to the total propagation time of the communication path 3 and the communication path 11 plus the processing
time of the processing device 10 to buffer, retrieve and transmit the packet. If the communication path 3 conforms to
one of the IEEE 802.3 standards and the communication path 11 conforms to one of the IEEE 802.11 standards, the
delay s will typically be on the order of 1 msec.
[0062] The delay between the observation time tR and the true sending time tS as expressed relative to the clock in
the receiver 20 can be represented as: 
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[0063] The true sending time  can be represented as follows by rearranging expression (4): 

where δ = the adjustment value to synchronize the sending and receiving clocks.
[0064] Given an accurate estimate of the delay ε, the receiver 20 can calculate a reasonably accurate value for the
adjustment value δ using the following expression, which is a rearrangement of expression (5): 

[0065] Any error in the calculated value of δ is at most the magnitude of the delay ε. By using this calculated value,
the two clocks can be synchronized with reasonable accuracy provided the value of ε is very small as compared to the
queuing delay that typically occurs in the processing device 10 For example, if the delay ε is I msec. and the queuing
delay is 100 msec. when the buffer is full, clock times observed by the receiver 20 will have an error that is no more than
one percent, which means the techniques described above can estimate buffer capacity with an error that is no more
than one percent.
[0066] If the value for the delay ε is relatively large but constant, accurate synchronization between the send and
receive clocks can still be achieved by excluding from the value of the delay ε the propagation delays along the com-
munication path 3. The techniques discussed above are based on an assumption that the sending time tS is essentially
equal to the time the probe packet arrives at the processing device 10. If the propagation delay along the path 3 is large
enough that this assumption is not true, the sending time tS for a probe packet can be adjusted to compensate for this
condition by calculating the adjustment value δ using a value for the delay ε that excludes the propagation delay along
the path 3.
[0067] The technique for clock synchronization described above is simplified by an assumption that the probe packet
is transmitted along the communication path 11 by the processing device 10 without any queuing delay. Under this
assumption, transmission of a probe packet is delayed only by a constant, very short time interval in which the processing
device 10 processes the probe packet for receipt and transmission. This assumption is not valid if noise or competing
traffic from another transmitter prevents the communication path 11 from being idle when the processing device 10 is
ready to transmit the packet. In these situations, the packet will be subject to additional delays because the processing
device 10 must wait until the communication path 11 is idle before it can transmit the packet. If the communication path
11 implements a CSMA/CA protocol, for example, the amount of time the processing device 10 will wait cannot be
calculated or predicted accurately by another device such as the receiver 20. As a result, the clock-adjustment value δ
cannot be calculated accurately.
[0068] Errors in the calculated value δ that are created by noise or competing traffic can be avoided by having the
receiver 20 calculate the clock-adjustment value δ only if the communication path 11 is idle for a specified period of time
prior to the time of transmission tR of a probe packet. In an IEEE 802.11 compliant network, this specified period of time
should be at least as long as the DIFS interval described below. The receiver 20 cannot determine reliably when the
communication path 11 is idle if the processing device 10 can detect transmissions that the receiver 20 cannot observe.
Problems created by this situation can be avoided or at least reduced significantly by having the receiver 20 calculate
the clock-adjustment value δ multiple times and comparing the multiple values. If the different calculations yield values
for δ that are substantially the same, it is likely that the probe packet for each calculation was not subject to any queuing
delay. The receiver 20 can repeat the calculations until sufficient confidence in a calculated value for δ is achieved.
[0069] The receiver 20 applies the clock-adjustment value δ to the sending time value tS for each probe packet as it
is received. If the sending and receiving clocks do not drift with respect to one another, the value for δ can be determined
only once for each communication session if desired. If the difference between the two clocks varies, a revised value of
the adjustment value δ may be determined when desired.



EP 2 249 528 B1

11

5

10

15

20

25

30

35

40

45

50

55

1. Determining if Buffer is Empty

[0070] The clock-adjustment value δ can be measured with reasonable accuracy provided the buffer in the processing
device 10 is empty at the time of the measurement. The buffer occupancy estimation techniques discussed above cannot
determine accurately whether the buffer is empty because the accuracy of those techniques depends on the data source
clock and the receiver clock being synchronized. The technique discussed in the following paragraphs can be imple-
mented by the receiver 20 to determine more reliably whether the buffer is empty if the communication path 11 uses a
CSMA/CA protocol referred to as a Distributed Coordination Function (DCF). The principles underlying this technique
can be adapted as necessary and applied in networks that use a different communication technology.
[0071] In CSMA/CA networks that conform to a IEEE 802.11 standard, the processing device 10 determines if the
communication path 11 is busy before it attempts to transmit a packet. If the communication path 11 is not busy for a
specified period of time known as the Distributed Interframe Space (DIFS), which may be expressed as DIFS = 50 msec.,
the processing device 10 transmits the packet and then waits for a positive acknowledgement (ACK) from the intended
receiver that the packet was received successfully. If the processing device 10 does not receive an ACK after a specified
period of time known as the Short Interframe Space (SIFS), which is 10 msec., it will re-transmit the packet. If the
communication path 11 is busy or if a re-transmission is needed, the processing device 10 waits until the communication
path 11 is idle for a calculated period of time before it attempts a transmission. The period of time is equal to the DIFS
interval plus a "backoff interval" calculated by a "backoff algorithm" described below. The processing device 10 uses a
combination of carrier sensing circuitry and Virtual Carrier Sense (VCS) indicators based on observed traffic to determine
whether the communication path 11 is busy. Details of this process are not needed to understand principles of the
present invention and are omitted from this discussion.
[0072] The backoff algorithm calculates a backoff interval that is equal to some number of time slots according to the
following expression: 

where R = a random or pseudo-random number in the interval [0, CW];
CW= Contention Window interval; and
TS = interval of a time slot.

For IEEE 802.11b, for example, the length of the time TS slot is 20 msec. and the Contention Window (CW) interval has
an initial minimum value CWmin = 31 time slots. For IEEE 802.11 g, for example, the length of the time slot TS is 9 msec,
and the CW interval has an initial minimum value CWmin = 15 time slots. The length of the CW window may be increased
to a maximum of 1023 time slots as explained below.
[0073] The processing device 10 uses a count-down timer to wait for an interval of time equal to TW before attempting
a transmission. If the processing device 10 senses that the communication path 11 is busy, the count-down timer is
suspended until the communication path 11 remains idle for the DIFS interval. When the count-down timer reaches zero,
the processing device 10 attempts a transmission. The reception of an ACK from the intended receiver 20 will cause
the processing device 10 to reset CW to its minimum value CWmin in preparation for transmission of the next packet. If
an ACK is not received, the value of CW is doubled up to its maximum allowed value and the process repeats for the
next attempted transmission.
[0074] The technique described below is based on observed wait times for the first or initial transmission of a packet.
The first transmission of a packet can be distinguished from all subsequent re-transmissions of that packet by the value
of a bit called the Retry_flag that is set in the MAC header. The Retry_flag is set to zero for the first transmission and is
set to one for any subsequent re-transmission. The technique is based on the fact that the buffer in the processing device
10 is known to be empty if the first transmission of a packet by the processing device 10 is preceded by the maximum
possible waiting interval equal to DIFS + TWX in which no other transmissions occur, including transmissions from other
transmitters in the same or neighboring networks. The interval TWX may be expressed as 

If the receiver 20 receives a packet at time tR and no other transmissions are observed during the interval of time
[tR-(DIFS+TWX), tR], then it is known that the buffer in the processing device 10 was empty at the time the transmitted
packet arrived at the transmitter. In other words, this idle interval is a condition that is sufficient to imply the transmission
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of this particular packet was not postponed by any queuing delays. This condition can be proven by contradiction,
assuming the packet was subject to queuing delays yet is still observed at time tR.
[0075] In this example, tR is defined as the time the first bit of the packet is observed by the receiver 20. If the receiver
20 instead detects the time that the last bit of the packet is received, then the observation time of the first bit can be
obtained from the expression 

where tLAST = observation time of the last bit in the packet;
B = number of bits in the packet;
V = transmission rate in bits per second; and
TPRE = time interval to receive all frame preamble information.

[0076] Values for the parameters B and V can often be obtained from a customized IEEE 802.11 compliant device
driver in the receiver 20 but the value for the time interval TPRE cannot often be obtained. If this value is not otherwise
available, satisfactory results can be achieved by using a value determined by empirical tests, by consulting a specification
of the appropriate communication protocol, or by any other manner that may be desired. For IEEE 802.11b and 802.11g
compliant communication paths, for example, the appropriate specifications indicate the values for the interval TPRE are
192 msec. and 24 msec., respectively.
[0077] It may be helpful to point out that the idle interval described above is a sufficient condition but not a necessary
condition for the buffer to be empty. For this reason, the technique is better suited for networks in which the communication
path 11 is not always heavily used. This technique can be used for other communication protocols using some type of
collision avoidance scheme if the maximum possible initial waiting interval TWX is known.
[0078] When the receiver 20 determines the buffer was empty for a probe packet, the clock adjustment factor δ can
be measured and then used to synchronize receiver and data source clocks. The levels of buffer occupancy can then
be estimated using the techniques described above.

F. Estimating Transmission Rates When the Buffer is Empty

[0079] The receiver 20 can use techniques described above to obtain an accurate estimate of the transmission rate
parameter pD by calculating the average number of packets that are transmitted per unit time period by the processing
device 10 provided the buffer in the device is not empty. If the buffer is empty, no packets are transmitted; therefore,
some other technique should be used to estimate accurately this parameter if the buffer is empty. One technique that
may be used to estimate pD is described below. This technique estimates the sum ∑TT of the individual times TT required
by the processing device 10 to transmit each of M unique packets and derives the transmission rate parameter by
calculating the quotient of M divided by the sum ∑TT. The technique that estimates the individual time intervals required
to transmit a packet uses certain characteristics of the CSMA/CA protocol that are discussed in the following paragraphs.
[0080] Figs. 6 and 7 illustrate packets conveyed by streams of frames that are observed on a communication channel
such as the communication path 11. Referring to Fig. 6, the frame conveying packet Pn was transmitted by the processing
device 10. The frames conveying packets PX, PY and PZ were transmitted by one or more devices other than the
processing device 10 and represent competing traffic. Referring to Fig. 7, the frames conveying packets Pn-1 and Pn
were transmitted by the processing device 10. The frames conveying packets PX, PY and PZ were transmitted by some
device other than the processing device 10 and represent competing traffic. For the purpose of the model described
here, all competing traffic may be viewed as originating from a single device if desired. The channel-busy time TBUSY
represents the duration of intervals during which frames of competing traffic are observed. The interframe-arrival time
TIFA represents the duration of intervals between successive frames of competing traffic. The channel-transmit time
TXMIT represents the cumulative duration of intervals during which all frames transmitted by the processing device 10
within an inter-frame arrival time are observed. In the example shown in Fig. 6, the channel-transmit time TXMIT is equal
to the time needed to transmit the frame conveying packet Pn. In the example shown in Fig. 7, the channel-transmit time
TXMIT is equal to the sum of the individual times Tx during which the frames conveying packets Pn-1 and Pn are observed.
The channel-idle time TIDLE represents the duration of intervals during which no traffic is observed.
[0081] The statistical distributions or probability density functions of the channel-busy time TBUSY, the channel-transmit
time TXMIT and the inter-frame arrival time TIFA can be estimated by observing traffic on the communication channel.
The average for each time can be calculated from the estimated statistical distributions. The probability λ that the
communication channel is conveying competing traffic may be calculated from the expression 
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where TBUSY = the average channel-busy time; and

TIFA = the average interframe-arrival time.

[0082] The probability ϕ that the communication channel is conveying traffic transmitted by the processing device 10
may be calculated from the expression 

where TXMIT = the average channel-transmit time.

[0083] The model described below can be used to estimate the time interval TT required to transmit a packet, which
is the sum of a wait time WT and the time TX needed by the processing device 10 to inject all of the information for the
frame conveying the packet into the communication path 11. This model includes four general situations and examples
of these situations are illustrated in Figs. 8A-8F.
[0084] In the first situation, a packet Pn from a data source arrives at the processing device 10 at time tQ within a
channel-idle interval immediately after competing traffic and is ready for transmission immediately after its arrival. For
this model, the delay between the time of packet arrival and the time the packet is ready for transmission is assumed
to be negligible. Examples of the first situation are shown in Figs. 8A and 8C. The interval TA is that portion of the
channel-idle time TIDLE that occurs before the packet arrival time tQ.
[0085] In the second situation, a packet Pn from a data source arrives at the processing device 10 at time tQ within a
channel-busy interval and is ready for transmission immediately after its arrival. Examples of the second situation are
shown in Figs. 8B and 8D. The interval TB is that portion of the channel-busy time TBUSY that occurs after the packet
arrival time tQ.
[0086] In the third situation, a packet Pn from a data source arrives at the processing device 10 at time tQ within a
channel-idle interval immediately after the processing device 10 transmitted packet Pn-1 and packet Pn is ready for
transmission immediately after its arrival. An example of the third situation is shown in Fig. 8E. The interval TA is that
portion of the channel-idle time TIDLE that occurs before the packet arrival time tQ.
[0087] In the fourth situation, a packet Pn from a data source arrives at the processing device 10 at time tQ during the
time the processing device 10 is transmitting the packet Pn-1 and packet Pn is ready for transmission immediately after
the transmission of packet Pn-1 is completed. An example of the fourth situation is shown in Fig. 8F. The interval TB is
that portion of the channel-busy time TBUSY that occurs after the packet arrival time tQ.
[0088] Each of these situations can be modeled statistically. A source code program fragment is shown below that
illustrates schematically one algorithm with an input parameter v that can be used to estimate the wait time WT for the
processing device 10 to transmit the packet Pn. The input parameter ν is set equal to zero if the packet immediately
preceding the packet Pn is a competing packet PY that was transmitted by some other device. The input parameter ν is
set equal to one if the packet immediately preceding the packet Pn is a packet Pn-1 that was transmitted by the processing
device 10. This as well as the other program fragments shown in this disclosure include statements that have syntactical
features of the C programming language; however, no particular language or implementation is critical. These program
fragments are not intended to be complete, practical or efficient solutions but are presented merely to illustrate basic
principles that are sufficient to enable a skilled person to implement a practical solution.
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[0089] The program variables DIFS and T_wx represent the time intervals DIFS and TWX, respectively, discussed
above. The array elements T_idle[n] and T_busy[n] represent the intervals TIDLE,n and TBUSY,n respectively, illustrated
in the figures. The variables T1 through T6 store interim results of wait-time calculations. The variables Pr1 through Pr6
represent probabilities that are discussed below.
[0090] Referring to statement [1.1], the sum DIFS + T_wx represents the longest possible channel-idle interval the
processing device 10 can be required to wait before attempting an initial transmission of a packet. If the channel-idle
time T_idle[0] immediately prior to the transmission of the packet Pn is greater than this interval, then it is known that
the packet Pn did not encounter any queuing delay or backoff wait delay. The wait time WT is set to zero in statement [1.2].
[0091] Referring to statement [1.3], if the channel-idle time T_idle[0] immediately prior to the transmission of the packet
Pn is equal to the interval DIFS then it is known that the packet arrived at the processing device 10 during either the
channel-idle time TIDLE, 0 as shown in Fig. 8A or 8E, or during the channel-busy time TBUSY, 0 as shown in Fig. 8B.
Referring to statement [1.6], if the packet Pn arrived during the channel-idle time TIDLE, 0 immediately after a competing
packet as shown in Fig. 8A, the calculation for T2 includes the expected value for the channel-busy interval TBUSY, 0 for
that competing packet. If the packet Pn arrived during the channel-idle time immediately after a packet Pn-1 as shown
in Fig. 8E, the calculation of T2 is irrelevant because the corresponding probability Pr2 is equal to zero when v=1 as
shown in expressions(13) and (15) below. If the packet arrived during the channel-busy time TBUSY, 0, the backoff
algorithm would have calculated a backoff interval TW equal to zero as shown in expression (7). The packet could have
arrived as late as the end of the TIDLE, 0 interval and been transmitted immediately. The packet could have arrived as
early as the start of the TBUSY,0 interval but no earlier because, if the packet had arrived earlier during the TIDLE,1 interval
as shown in Fig. 8C, for example, it would have been transmitted during the TIDLE,1 interval
[0092] The model assumes the probability density function of the packet arrival time during the channel-idle and
channel-busy intervals is uniformly distributed. If the arrival time occurs during the TIDLE, 0 interval, the expected or
average wait-time T1 (see statement [1.5]) prior to transmission is equal to one-half of this interval. This situation occurs
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with probability Pr1. If the arrival time occurs during the TBUSY, 0 interval immediately after a competing packet, the
expected wait-time T2 (see statement [1.6]) prior to transmission is equal to DIFS plus one-half of this interval. If the
arrival time occurs during the TBUSY,0 interval immediately after a packet Pn-1 that is not a competing packet, the expected
value of the channel-busy interval is excluded from the calculation as explained above. These two situations are assumed
to be equally likely and collectively occur with probability Pr2. As a result, the estimated wait time WT is obtained from
the sum of these average wait times multiplied by their respective probabilities of occurrence as shown in statement [1.7].
[0093] The probabilities Pr1 and Pr2 may be obtained from the expressions 

where 

[0094] PI1 is the probability that packet Pn arrived during a channel-idle interval, and PB1 is the probability that packet
Pn arrived during a channel-busy interval and TW=0.
[0095] The term (1 - ν · ϕ - λ) in expression (14) represents the probability that packet Pn arrived during a channel-idle
interval, whose average duration is the average interframe-arrival time TIFA, and the remaining factors in the expression
weight this probability to account for the fact that the actual TIDLE, 0 interval is only DIFS in length and for the fact the
backoff interval TW must have a value equal to zero, which is only one possibility out of a total of CWmin+1 possible
values, if the preceding packet was not a competing packet.
[0096] The term λ in expression (15) represents the probability that packet Pn arrived during a channel-busy interval
and the remaining factor in the expression weights this probability to account for the fact that the previous packet must
be a competing packet and for the fact that the backoff interval TW must have a value equal to zero, which is only one
possibility out of a total of CWmin+1 possible values.
[0097] Referring to statement [1.9], if the channel-idle time T_idle[0] immediately prior to the transmission of the packet
Pn is greater than the interval DIFS but not greater than the longest possible wait time DIFS + T_wx then it is known the
packet arrived either during the channel-idle interval immediately before its transmission or during one of the channel-
busy intervals preceding the transmission. If the packet arrived during one of the channel-busy intervals, the backoff
algorithm would have calculated a backoff interval TW greater than zero but less than or equal to CWmin·TS.
[0098] If the arrival time occurs during the TIDLE,0 interval, the wait-time T3 (see statement [1.11]) prior to transmission
is known to be zero or substantially zero because the only delay is due to processing in the processing device 10, which
is assumed to be negligible. This situation occurs with probability Pr3. If the arrival time occurs during the TBUSY,0 interval,
the expected wait time T4 (see statement [1.12]) is equal to one-half of this interval plus the subsequent channel-idle
interval. This situation occurs with probability Pr4. If the arrival time occurs during one of the previous channel-busy
intervals, the expected wait-time is equal to one-half of this interval plus all subsequent busy and idle intervals ending
at the time of transmission (see statements [1.13] and [1.14]). These situations occur with various probabilities Pr5, Pr6,
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etc. according to which of the busy intervals coincide with the packet arrival time; however, it is known these situations
cannot occur unless the preceding packet is a competing packet. This is accounted for by the term (1-ν) in expressions
(19) and (20) that may be used to calculate the probabilities Pr5 and Pr6. The estimated wait time WT is obtained from
the sum of all of these wait times multiplied by their respective probabilities of occurrence as shown in statement [1.15].
The term Pr3 * T3 is included in the summation only for the purposes of illustrating a concept. In a practical implementation,
this term could be excluded because it is equal to zero.
[0099] The probabilities Pr3 to Pr6 may be obtained from the expressions 

where 
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The symbol CWmin, n denotes the initial Contention Window used by the backoff algorithm for the TBUSY,n interval and
the symbol TIFA, n denotes the interframe-arrival time between the TBUSY, n and TBUSY, n-1 intervals.
[0100] Statements [1.11] to [1.15] in the program fragment shown above perform interim time calculations for a fixed
number of channel-idle and channel-busy intervals. The probabilities Pr3 to Pr6 for these calculations may be obtained
from expressions (17) to (31). If the input parameter ν is equal to one, which indicates the immediately preceding packet
is not a competing packet, then the probabilities Pr5 and Pr6 are not needed. As a result, the calculations shown in
expressions (24) to (30) need not be performed and PB2A is set equal to PB2. In preferred implementations, calculations
are performed only for those intervals that occur within a limited range of time prior to the transmission of the packet Pn.
The limited range of time begins at the point where the sum of its included channel-idle intervals equals or exceeds the
longest possible wait time DIFS + TWX. The limited range of time begins even later if the processing device 10 transmitted
a frame within the range. If this is the case, the limited range begins at the end of the previously transmitted frame. The
model does not include intervals in its calculations that precede the later of the previous transmission of a packet by the
processing device 10 and the start of the shortest possible range in which the channel-idle intervals sum to the maximum
wait time.
[0101] If the model needs to include more channel-busy and channel-idle intervals in its calculation, the probabilities
for the additional intervals may be obtained using expressions that are derived in a manner analogous to those shown
above.
[0102] Referring to statement [1.17], if none of the previous tests are satisfied then the model concludes the wait-time
cannot be determined. This situation can occur if the processing device 10 detects competing traffic that the receiver
20 cannot detect. Otherwise, this situation may indicate that the processing device 10 or some other transmitting device
has violated one or more provisions of the communication protocol.
[0103] The time TT required by the processing device 10 to transmit a frame with the packet Pn is obtained from the
sum of the estimated wait time WT and the time TX required to inject information for the frame into the communication
path 11. After accumulating the total time ∑TT that the processing device 10 required to transmit M unique packets, the
receiver can obtain a reasonably accurate estimate of the transmission rate from the following expression: 
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G. Signal-Reception Quality

1. Overview

[0104] The monitoring of transmissions on the communication path 11 may be used for a wide variety of purposes
including the estimation of parameters like the rate of transmission pD. The usefulness or reliability of results that are
based on observed signals is affected by the reception quality of those signals received by the monitoring device. For
example, the correctness of observed information affects the accuracy with which the parameter pD can be estimated,
and the accuracy of this parameter is critical to the optimal operation of techniques like those disclosed in the FEC
Optimization Application. The techniques described above include provisions for improving the accuracy of estimation
during periods when signal reception is impaired by interference or low signal-reception quality. These provisions allow
various aspects of the present invention to obtain more accurate results in situations where conventional monitoring
techniques do not work well. Nevertheless, even these provisions cannot prevent the estimation accuracy from degrading
to unacceptable levels if the signal-reception quality becomes too low.
[0105] Techniques are described below that can be implemented in the receiver 20 to determine if signal-reception
quality is high enough to permit its monitoring operation to estimate various parameter values with sufficient accuracy.
These techniques are based on two assumptions regarding the way in which packets are transmitted over the commu-
nication path 11: (1) the processing device 10 adapts its rate of transmission according to communication path conditions
and (2) the packets are transmitted with some control information that allows an estimate of the number of unique
transmitted packets to be calculated. Using these two assumptions, the receiver 20 can count the number of packets it
actually observes between two received packets that were destined to itself and then compare this count with an estimated
number of packets calculated from the control information for the observed packets. If the two values are equal or are
sufficiently close to one another, the signal-reception quality should be high enough to allow other parameter values to
be estimated accurately.
[0106] The techniques discussed below may be used with essentially any application that needs to assess signal-re-
ception quality. They are not limited in their application to the estimation processes discussed above.

a) Transmission-Rate Adaptation

[0107] According to the first assumption, the processing device 10 adapts its rate of transmission according to com-
munication path conditions. This implies the receiver 20 will generally receive each unique packet destined to the receiver
20 and its associated control information at least once without any data corruption. With transmission-rate adaptation,
the processing device 10 adapts the transmission rate of packets according to how reliably the intended receiver is
receiving its packets. If the processing device 10 consistently receives acknowledgements from a receiver verifying
successful receipt of packets, the processing device 10 may maintain or increase the transmission rate for packets
destined to that receiver. If the processing device 10 consistently fails to receive acknowledgments from a receiver, the
processing device 10 lowers the transmission rate for packets destined to that receiver. This technique tends to use
higher rates of transmission when the signal-reception quality is high and use lower rates of transmission when the
signal-reception quality is low.
[0108] When the communication path 11 is a wireless network and the signal-reception quality is low, the receiver 20
may not be able to observe packets that are transmitted at a high rate to other receivers or it may not be able to observe
those packets without significant data corruption. In an IEEE 802.11a or 802.11g compliant network, for example, the
processing device 10 may adapt its transmissions to send information at rates up to 54 Mb/sec. If a receiver is near the
processing device 10 and local conditions are such that signal-reception quality is very high, it is likely the processing
device 10 will transmit packets to that receiver at or near the maximum rate. If the receiver 20 is far away from the
processing device 10 and/or its local conditions are such that signal-reception quality is very low, it is unlikely the receiver
20 will be able to receive reliably those packets that are transmitted at the highest rates to other receivers.
[0109] Because of transmission-rate adaptation, however, the receiver 20 can receive its own packets with little if any
corruption even if receiving conditions are poor provided the receiver 20 is within range of the processing device 10. If
the signal-reception quality for the receiver 20 is very low, the processing device 10 will decrease the rate of transmission
to the receiver 20 until communication becomes reasonably reliable. When the transmission rate has been adapted to
match communication path conditions, the frame-error rate is typically on the order of 10-1 or less. If the processing
device 10 does not receive an acknowledgement for a particular packet, it transmits that packet again four or more times;
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consequently, the probability that the receiver 20 will not successfully receive a packet under the conditions mentioned
here is on the order of 10-5 or less. With the use of transmission-rate adaptation, the receiver 20 will generally receive
each unique packet destined to the receiver 20 and its associated control information at least once without any data
corruption.

b) Control Information

[0110] According to the second assumption, the packets are transmitted with some control information that allows an
estimate of the number of unique transmitted packets to be calculated. In IEEE 802.11 compliant networks, the packet
sequence number in the MAC header can provide the necessary control information.

2. Assessing Signal-Reception Quality

[0111] The specific implementations described below assume the communication protocol used for the communication
path 11 conforms to one of the IEEE 802.11 standards. These protocols provide a 12-bit sequence number in the MAC
header for each packet as described above. The sequence number is incremented by one, modulo 212, for each suc-
cessive unique packet that is transmitted by a particular device.
[0112] When the receiver 20 receives two successive unique packets PA and PB from the processing device 10 that
are destined to that receiver, the number D of unique intervening packets that were transmitted by the processing device
10 to one or more other receivers can be obtained from the difference between the sequence numbers QA and QB for
those packets as follows: 

where QB = sequence number of packet PB destined to the receiver; and
QA = sequence number of the preceding packet PA destined to the receiver.

[0113] Because of transmission-rate adaptation, it is highly likely that the intended receiver will receive these two
sequence numbers without corruption. As mentioned above, the frame CRC can be used to determine whether the data
in a frame has been received without corruption. Nevertheless, the difference between the two sequence numbers may
not always indicate the exact number of intervening packets if the queuing scheme used in the processing device 10
deviates from a strict FIFO scheme as discussed above. This aspect is discussed below in greater detail.
[0114] The receiver 20 can count the packets that it observes using any of the techniques described above. If the
signal-reception quality for the receiver 20 is high enough that it can observe all or nearly all of the packets that are
transmitted by the processing device 10, then a count C of those packets will be equal or nearly equal to the calculated
difference D. If the signal-reception quality for the receiver 20 is low enough that it fails to observe a significant number
of packets that are transmitted by the processing device 10, then its count C of those packets will differ from the calculated
difference D. Conversely, good agreement between C and D can provide a reasonably accurate indication that signal-
reception quality is high. A lack of good agreement does not necessarily indicate reception-quality is low because there
may be gaps or jumps in a stream of sequence numbers that distort the calculated difference D. The reason for this is
discussed below.
[0115] In one implementation, a preliminary measure E of reception quality is calculated from the expression 

[0116] This measure is filtered or smoothed to remove short-term perturbations that might otherwise degrade the
reliability of the measure. An example of a suitable smoothing filter is described below. A value of E that is zero or close
to zero generally indicates signal-reception quality is high. If the value of E is large, however, no conclusion about
reception quality should be reached without taking into account other considerations such as bit-error rates, which are
discussed below.

3. Sequence Number Jumps

[0117] Gaps or jumps may occur in a stream of sequence numbers if the processing device 10 implements a queuing
scheme that is not strictly FIFO at all times and reorders packets for transmission under certain conditions. For example,
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as explained above, some IEEE 802.11 compliant processing devices like routers or wireless access points may retrieve
and transmit packets from their buffers in an order that is not strictly FIFO whenever the devices encounter a degradation
in the quality of a wireless link to one of several receivers.
[0118] Fig. 9 is a schematic illustration of an example of a stream of frames with packets that could be transmitted by
such a device. Each frame is represented by a box with a number that expresses its sequence number. Frames with
packets that are destined to the receiver 20 are represented by boxes drawn with lines that are wider than the lines for
boxes representing packets destined to other receivers. Referring to the example shown in Fig. 9, a frame with packet
P1 and sequence number QA=1 that is destined to the receiver 20 is transmitted successfully to that receiver. An attempt
to transmit the frame with packet P2 and sequence number Q=2 to another receiver is suspended after five attempts.
A frame with packet P10 and sequence number QB=10 that is destined to the receiver 20 is transmitted next. The
suspension of packet P2 causes a reordering of the packets for transmission, which in turn causes a jump between
consecutive sequence numbers.
[0119] According to expression (33), the difference D between the sequence numbers for packets P1 and P10 is equal
to D=(10-1-1)=8, which differs significantly from count C of the number of packets that could be observed during the
interval between these two packets. In this example, even if signal-reception quality is very high, the counting techniques
described above would yield a count C=1, which differs significantly with the calculated difference D=8. This example
shows that a large difference between the counted number C and the calculated number D ofpackets does not necessarily
indicate signal-reception quality is poor.

4. Suspended Transmissions

[0120] The counting techniques described above are intended to count the number of packets that are transmitted
successfully within a given interval. Referring to the example shown in Fig. 9, these counting techniques would count
the five transmissions of the packet P2 as a successful transmission of one unique packet. It is almost certain that this
count is not correct because it is almost certain that the packet P2 was not transmitted successfully. The correct count
is almost certainly zero.
[0121] This situation can be corrected by recognizing packets that have not been transmitted successfully and excluding
them from the count In one implementation, a packet is deemed not to have been transmitted successfully if all three of
the following conditions are satisfied:

(1) several consecutive transmissions of a packet Px are observed having the same sequence number QX and being
destined to the same receiver (for implementations that comply with an IEEE 802.11 standard, the technique can
check for five consecutive transmissions of the same packet),
(2) the next transmitted packet PY that is observed has a sequence number QY and is destined to a different receiver,
and
(3) the difference J=(QY-QX) is greater than one.

[0122] All three of these conditions are met in the example shown in Fig. 9. Five consecutive transmissions of packet
P2 are present that are destined to one receiver, followed by packet P10 that is destined to another receiver. The gap
between the sequence numbers for packets P2 and P10 is J=10-2-1 = 7, which is greater than one. For this example,
packet P2 should be excluded from the count.

5. Additional Test for Poor Reception Quality

[0123] If the preliminary measure E indicates signal-reception quality may be poor, additional tests can be performed
to confirm whether this is true. One test that may be used is to estimate the bit-error rate in received information that is
transmitted at different rates.
[0124] If the technology used to implement the communication path 11 conforms to the IEEE 802.11 a or 802.11g
standard, for example, the processing device 10 may adapt its transmissions to send information at rates up to a maximum
rate RMAX=54 Mb/sec. Empirical studies have shown that signal-reception quality for the receiver 20 is sufficient to allow
the processes described above to be used reliably with packets transmitted at any rate including the maximum rate if
packets can be received without any error at a transmission rate R0=36 Mb/sec. or if packets can be received without
any error that cannot be corrected by an error-correction technique at a transmission rate R1=48 Mb/sec.
[0125] A source code program fragment is shown below that illustrates schematically one algorithm that can be used
to assess whether signal reception quality is high enough to permit the techniques described above to be used reliably
with transmissions that occur at the maximum possible rate.

 [2.1] F_last_good; // last good frame
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 [2.2] int SNR_change=2; // SNR change threshold in dB
 [2.3] int BER_max=2; // maximum allowed bit error rate (percentage)
 [2.4] int time_interval=2 // testing interval in seconds
 [2.5] int receive_quality_good_enough(F_cur) {
 [2.6] if (check_rate(F_cur) ==1)
 [2.7] {
 [2.8] F_last_good = F_cur;
 [2.9] return 1;
 [2.10] }
 [2.11] else if ((F_last_good.SNR - F_cur.SNR) ≤ SNR_change &&
 (F_cur.TS - F_last_good.TS) < time_interval &&
 F_cur.BER < BER_max)
 [2.12] return 1;
 [2.13] else
 [2.14] return 0;
 [2.15] }
 [2.16] int R1=48, R0=36; // transmission rates
 [2.17] int check_rate(F) {
 [2.18] if (F.rate ≥ R0 && F.CRC == 0)
 [2.19] return 1;
 [2.20] else if (F.rate ≥ R1 && F.BER ==0)
 [2.21] return 1;
 [2.22] else
 [2.23] return 0;
 [2.24] }

[0126] The function receive_quality_good_enough (starting in statement [2.5]) assesses signal-reception quality and
returns the value one to indicate the quality is good enough for the estimation techniques described above to be used
reliably, and returns the value zero to indicate the quality is not good enough. This assessment begins by invoking a
function check_rate (starting in statement [2.17]) to analyze the transmission rates and corresponding error rate of a
received frame F. If the function check_rate returns the value one (see statement [2.6]), the pointer F_last_good to the
last good frame is updated to point to the current frame (see statement [2.8]) and the value one is returned (see statement
[2.9]) indicating signal-reception quality is good.
[0127] The check_rate function returns the value one if the information in frame F is received with no errors at a
transmission rate that is at least as high as R0 (see statements [2.18] and [2.19]) or if the information in a frame F is
received with no uncorrectable errors at a rate that is at least as high as R1 (see statements [2.20] and [2.21]). In this
example, the F.CRC=0 indicates the information in frame F was received without error and the element F.BER=0 indicates
the information in frame F was received with no uncorrectable error. If neither condition is satisfied, the routine returns
the value zero (see statements [2.22] and [2.23]).
[0128] If the function check_rate returns the value zero, additional tests are made to determine if the signal-reception
quality is still considered good. This is done in statement [2.11] by comparing the received signal-to-noise ratio (SNR),
the received time stamp (TS) and the received bit-error rate (BER) of the current frame against the corresponding values
for the last good frame. If the amount of change between the values for current frame and the last good frame are all
within specified thresholds, an indication is returned in statement [2.12] that signal-reception quality is deemed to be
good; otherwise, an indication is returned in statement [2.14] that signal-reception quality is deemed not good.
[0129] The rationale for these three comparisons is based on several assumptions. If the SNR for the current frame
is within some threshold amount (2 dB in this example) of the SNR for the last good frame, it is likely that current reception
conditions are still good enough. This test is limited to frames that are received within some time interval of the last good
frame (2 seconds in this example) because changes in receiving conditions such as multi-path fading may raise the
SNR that is needed to ensure adequate signal-reception quality. The time interval is kept short enough to reduce the
likelihood that conditions have changed significantly since the last good frame. The final test for bit-error rate is used to
increase the likelihood that the sequence number in the current frame can be trusted.
[0130] The bit-error rate can be estimated by comparing the data in a frame as received with the data in that frame
after any bit errors have been corrected by an error correction process, counting the number of bits that were changed
by the error correction process, and dividing this number by the total number of bits that were received. If desired, this
estimate can be filtered by a low-pass or smoothing filter or used in a calculation of a moving average of the estimated
bit-error rate.
[0131] This process illustrated in the program fragment above can be used with other communication standards
provided their reception characteristics are known for different transmission rates. For a particular protocol, if the trans-
mission rate R0 is known at which the receiver 20 can receive transmissions with no corruption and reception conditions
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are such that transmissions can be received reliably but not necessarily perfectly at the highest allowed transmission
rate RMAX, then the algorithms described above can be used with this particular communication protocol by substituting
appropriate values for the two rates.

6. Smoothing Filter

[0132] The preliminary measure E of reception quality obtained from expression (34) indicates good signal-reception
quality if it has a value that is zero or very small. A large value for E may indicate poor signal-reception quality; however,
large values may be due to sequence number jumps as described above or they may be due to short-term degradations
in receiving conditions such as occasional reductions in SNR, for example. Preferably, short-term conditions should not
be allowed to manifest themselves as short-term changes in an overall assessment of signal-reception quality. This can
be avoided by using a low-pass or smoothing filter to remove short-term perturbations in the value of E that might
otherwise degrade the usefulness of the measure. A source code program fragment is shown below that illustrates
schematically one algorithm that can be used to implement a smoothing filter for the measure E.

 [3.1] if (abs(E)<3 for last 5 measurements)
 [3.2] return 1;
 [3.3] else if (abs(E)<3 for 14 of last 15 measurements)
 [3.4] return 1;
 [3.5] else if (abs(E)>10 for 2 or more of last 5 measurements)
 [3.6] return 0;
 [3.7] else if (abs(E)>10 for 3 or more of last 10 measurements)
 [3.8] return 0;
 [3.9] else
 [3.10] return 0.5;

[0133] This filter is a series of IF-ELSE tests that examine a sliding interval of the most recent estimates for E. If all of
the most recent estimates are less than 3 (see statement [3.1]), the value one is returned in statement [3.2] indicating
signal-reception quality is good. If the conditions for the first IF test are not met, signal-reception quality is deemed to
be good by returning a value one in statement [3.4] if 14 of the most recent 15 estimates is less than 3 (see statement
[3.3]). If the first two IF tests fail and conditions are met for either of the following two IF tests in statements [3.5] and
[3.7], the value zero is returned indicating signal-reception quality is poor. If the conditions for none of the IF tests are
met, the value 0.5 is returned in statement [3.10] indicating the signal-reception quality is mediocre.
[0134] The conditions specified in the IF tests were derived from empirical data to balance a trade offbetween the
reliability of the indication and the speed at which the indication responds to changing communication conditions. Gen-
erally, the value one indicates signal-reception quality is good enough for monitoring purposes.

H. Implementation

[0135] The functions required to practice various aspects of the present invention can be performed by components
that are implemented in a wide variety of ways including discrete logic components, integrated circuits, one or more
ASICs and/or program-controlled processors. The manner in which these components are implemented is not important
to the present invention.
[0136] Software implementations of the present invention may be conveyed by a variety of machine readable media
such as baseband or modulated communication paths throughout the spectrum including from supersonic to ultraviolet
frequencies, or storage media that convey information using essentially any recording technology including magnetic
tape, cards or disk, optical cards or disc, and detectable markings on media including paper.

Claims

1. A method for determining an estimated level of occupancy for a buffer of a processing device (10) in a communication
system that comprises:

a data source (2, 4) that sends packets of information;
the processing device (10) that receives the packets of information from the data source (2, 4), stores information
for at least some of the packets in the buffer, and transmits packets (P1, P2, P3, P4, Pn, Pn-1) of information
along a communication channel (11) for reception by one or more receivers (20);
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a receiver (20) that receives packets (P1, P2, P3, P4, Px, PY, PZ, Pn, Pn-1) of information from the communication
channel (11) that were transmitted by one or more devices including at least some of the packets (P1, P2, P3,
P4, Pn, Pn-1) of information that were transmitted by the processing device (10); and
the method comprises:
identifying a selected packet from the packets (P1, P2, P3, P4, Pn, Pn-1) of information received by the receiver
(20) that conveys data indicating the selected packet was received by the receiver (20) as a result of a first
attempt by the processing device (10) to transmit the selected packet;
recording a receiving time for the selected packet when it was received by the receiver (20);
monitoring the communication channel (11) to detect transmissions by any of the one or more devices;
calculating a length of time (TIDLE) immediately prior to the receiving time of the selected packet during which
no transmissions along the communication channel (11) were detected;
comparing the length of time (TIDLE) to a first wait-interval threshold; and
determining the estimated level of occupancy for the buffer to be zero if the length of time (TIDLE) exceeds the
first wait-interval threshold and generating a signal conveying information that represents the estimated level
of occupancy for the buffer.

2. The method according to claim 1 that calculates a clock adjustment value for use in synchronizing a first clock in
the receiver (20) with a second clock in the data source (2, 4) when the level of occupancy of the buffer is determined
to be zero, the method comprising:

obtaining a sending time from data conveyed by the selected packet that indicates relative to the second clock
in the data source (2, 4) when the information conveyed by the selected packet was sent by the data source (2, 4);
obtaining an estimated processing delay in the processing device (10) that delays transmissions of packets
(P1, P2, P3, P4, Pn, Pn-1) when the level of occupancy for the buffer is zero;
calculating the clock adjustment value by subtracting the sending time of the selected packet and the estimated
processing delay from the receiving time of the selected packet, the receiving time indicating relative to the first
clock in the receiver when the selected packet was received by the receiver (20); and
generating a signal that represents the clock adjustment value.

3. The method according to claim 2 that comprises calculating the estimated processing delay if the length of time is
equal to a second wait-interval threshold that is smaller than the first wait-interval threshold.

4. The method according to claim 2 that comprises:

calculating a plurality of adjustment values for a plurality of selected packets;
examining the plurality of adjustment values to estimate whether any of the plurality of selected packets en-
countered a queuing delay in the processing device (10) prior to transmission by the processing device (10); and
obtaining the clock adjustment value from those adjustment values corresponding to selected packets that are
estimated not to have encountered queuing delays.

5. The method according to claim 1 that comprises:

monitoring the communication channel (11) to derive communication traffic statistics, wherein the processing
device (10) uses a communication protocol to transmit packets (P1, P2, P3, P4, Pn, Pn-1) of information along
the communication channel (11);
obtaining estimated individual times required by the processing device (10) to transmit unique packets (P1, P2,
P3, P4, Pn, Pn-1) of information from a model based on the communication traffic statistics, the estimated
individual times being sums of wait intervals and transmit intervals where:

a respective wait interval is an amount of time imposed by the communication protocol that the processing
device (10) must wait before transmitting packets (P1, P2, P3, P4, Pn, Pn-1) of information along the com-
munication channel (11), and
a respective transmit time (TX) is an amount of time required by the processing device (10) to inject data
representing the packet of information into the communication channel (11);
obtaining a sum of the estimated individual times required by the processing device (10) to transmit each
of a number of unique packets (P1, P2, P3, P4, Pn, Pn-1) of information; and
deriving an estimated rate of transmission of unique packets (P1, P2, P3, P4, Pn, Pn-1) of information by
the processing device (10) from a division of the number of unique packets (P1, P2, P3, P4, Pn, Pn-1) by
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the sum of estimated individual times and generating a signal that represents the estimated rate of trans-
mission of unique packets of information by the processing device (10).

6. An apparatus that comprises means for performing the steps of any one of claims 1 through 5.

7. A storage medium conveying a program of instructions that is executable by a device to perform the method of any
one of claims 1 through 5.

Patentansprüche

1. Verfahren zum Bestimmen eines geschätzten Belegungsgrads für einen Puffer einer Verarbeitungseinrichtung (10)
in einem Kommunikationssystem, das Folgendes umfasst:

eine Datenquelle (2, 4), die Pakete von Informationen sendet;
die Verarbeitungseinrichtung (10), die die Pakete von Informationen von der Datenquelle (2, 4) empfängt,
Informationen für mindestens bestimmte der Pakete in dem Puffer speichert und Pakete (P1, P2, P3, P4, Pn,
Pn-1) von Informationen auf einem Kommunikationskanal (11) zum Empfang durch einen oder mehrere Emp-
fänger (20) sendet;
einen Empfänger (20), der Pakete (P1, P2, P3, P4, Px, Py, Pz, pn, Pn-1) von Informationen von dem Kommuni-
kationskanal (11) empfängt, die durch eine oder mehrere Einrichtungen gesendet wurden und mindestens
bestimmte der Pakete (P1, P2, P3, P4, Pn, Pn-1) von Informationen umfassen, die durch die Verarbeitungsein-
richtung (10) gesendet wurden; und
wobei das Verfahren Folgendes umfasst:

Identifizieren eines ausgewählten Pakets aus den durch den Empfänger (20) empfangenen Paketen (P1,
P2, P3, P4, Pn, Pn-1) von Informationen, das Daten übermittelt, die angeben, dass das ausgewählte Paket
durch den Empfänger (20) als Ergebnis eines ersten Versuchs durch die Verarbeitungseinrichtung (10),
das ausgewählte Paket zu senden, empfangen wurde;
Aufzeichnen einer Empfangszeit für das ausgewählte Paket, wenn es durch den Empfänger (20) empfangen
wurde;
Überwachen des Kommunikationskanals (11), um Übertragungen durch irgendeine der einen oder meh-
reren Einrichtungen zu detektieren;
Berechnen einer Zeitlänge (TIDLE) unmittelbar vor der Empfangszeit des ausgewählten Pakets, während
der keine Übertragungen auf dem Kommunikationskanal (11) detektiert wurden;
Vergleichen der Zeitlänge (TIDLE) mit einer ersten Warteintervallschwelle; und
Bestimmen des geschätzten Belegungsgrads für den Puffer als null, wenn die Zeitlänge (TIDLE) die erste
Warteintervallschwelle übersteigt, und Erzeugen eines Signals, das Informationen übermittelt, die den ge-
schätzten Belegungsgrad für den Puffer darstellen.

2. Verfahren nach Anspruch 1, das einen Zeitgeberjustierungswert zur Verwendung beim Synchronisieren eines ersten
Zeitgebers in dem Empfänger (20) mit einem zweiten Zeitgeber in der Datenquelle (2, 4) berechnet, wenn der
Belegungsgrad des Puffers als null bestimmt wird, wobei das Verfahren Folgendes umfasst:

Erhalten einer Sendezeit aus durch das ausgewählte Paket übermittelten Daten, die relativ zu dem zweiten
Zeitgeber in der Datenquelle (2, 4) angibt, wann die durch das ausgewählte Paket übermittelten Informationen
durch die Datenquelle (2, 4) gesendet wurden;
Erhalten einer geschätzten Verarbeitungsverzögerung in der Verarbeitungseinrichtung (10), die die Übertra-
gungen von Paketen (P1, P2, P3, P4, Pn, Pn-1) verzögert, wenn der Belegungsgrad für den Puffer null ist;
Berechnen des Zeitgeberjustierungswerts durch Subtrahieren der Sendezeit des ausgewählten Pakets und der
geschätzten Verarbeitungsverzögerung von der Empfangszeit des ausgewählten Pakets, wobei die Empfangs-
zeit relativ zu dem ersten Zeitgeber in dem Empfänger angibt, wann das ausgewählte Paket durch den Emp-
fänger (20) empfangen wurde; und
Erzeugen eines Signals, das den Zeitgeberjustierungswert darstellt.

3. Verfahren nach Anspruch 2, das das Berechnen der geschätzten Verarbeitungsverzögerung umfasst, wenn die
Zeitlänge gleich einer zweiten Warteintervallschwelle ist, die kleiner als die erste Warteintervallschwelle ist.
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4. Verfahren nach Anspruch 2, das Folgendes umfasst:

Berechnen mehrerer Justierungswerte für mehrere ausgewählte Pakete;
Untersuchen der mehreren Justierungswerte, um zu schätzen, ob irgendwelche der mehreren ausgewählten
Pakete eine Warteschlangenverzögerung in der Verarbeitungseinrichtung (10) vor der Übertragung durch die
Verarbeitungseinrichtung (10) angetroffen haben; und
Erhalten des Zeitgeberjustierungswerts aus den Justierungswerten, die ausgewählten Paketen entsprechen,
von denen geschätzt wird, dass sie keine Warteschlangenverzögerungen angetroffen haben.

5. Verfahren nach Anspruch 1, das Folgendes umfasst:

Überwachen des Kommunikationskanals (11), um Kommunikationsverkehrsstatistiken abzuleiten, wobei die
Verarbeitungseinrichtung (10) ein Kommunikationsprotokoll verwendet, um Pakete (P1, P2, P3, P4, Pn, Pn-1)
von Informationen auf dem Kommunikationskanal (11) zu senden;
Erhalten von geschätzten individuellen Zeiten, die von der Verarbeitungseinrichtung (10) benötigt werden, um
einzigartige Pakete (P1, P2, P3, P4, Pn, Pn-1) von Informationen zu senden, aus einem Modell auf der Basis
der Kommunikationsverkehrsstatistiken, wobei die geschätzten individuellen Zeiten Summen von Wartezeiten
und Sendeintervallen sind, wobei
ein jeweiliges Warteintervall eine durch das Kommunikationsprotokoll auferlegte Zeitdauer ist, für die die Ver-
arbeitungseinrichtung (10) vor dem Senden von Paketen (P1, P2, P3, P4, Pn, Pn-1) von Informationen auf dem
Kommunikationskanal (11) warten muss, und
eine jeweilige Sendezeit (Tx) eine Zeitdauer ist, die von der Verarbeitungseinrichtung (10) benötigt wird, um
Daten, die das Paket von Informationen darstellen, in den Kommunikationskanal (11) einzuspeisen,
Erhalten einer Summe der geschätzten individuellen Zeiten, die von der Verarbeitungseinrichtung (10) benötigt
werden, um jedes einer Anzahl einzigartiger Pakete (P1, P2, P3, P4, Pn, Pn-1) von Informationen zu senden; und
Ableiten einer geschätzten Übertragungsrate einzigartiger Pakete (P1, P2, P3, P4, Pn, Pn-1) von Informationen
durch die Verarbeitungseinrichtung (10) aus einer Division der Anzahl einzigartiger Pakete (P1, P2, P3, P4, Pn,
Pn-1) durch die Summe geschätzter individueller Zeiten und Erzeugen eines Signals, das die geschätzte Über-
tragungsrate einzigartiger Pakete von Informationen durch die Verarbeitungseinrichtung (10) darstellt.

6. Vorrichtung, die Mittel zum Ausführen der Schritte nach einem der Ansprüche 1 bis 5 umfasst.

7. Speichermedium, das ein Programm von Anweisungen vermittelt, das durch eine Einrichtung ausführbar ist, um
das Verfahren nach einem der Ansprüche 1 bis 5 auszuführen.

Revendications

1. Procédé de détermination d’un niveau estimé d’occupation d’un tampon d’un dispositif de traitement (10) dans un
système de communication qui comprend :

une source de données (2,4) qui envoie des paquets d’informations ;
le dispositif de traitement (10) qui reçoit les paquets d’informations de la source de données (2, 4), mémorise
les informations d’au moins certains des paquets dans le tampon, et transmet des paquets (P1, P2, P3, P4,
Pn, Pn-1) d’informations le long d’un canal de communication (11) pour leur réception par un ou plusieurs
récepteurs (20) ;
un récepteur (20) qui reçoit depuis le canal de communication (11) des paquets (P1, P2, P3, P4, PX, PY, PZ,
Pn, Pn-1) d’informations qui ont été transmis par un ou plusieurs dispositifs y compris au moins certains des
paquets (P1, P2, P3, P4, Pn, Pn-1) d’informations qui ont été transmis par le dispositif de traitement (10) ; et le
procédé comprend :

l’identification d’un paquet sélectionné parmi les paquets (P1, P2, P3, P4, Pn, Pn-1) d’informations reçus
par le récepteur (20) qui achemine des données indiquant que le paquet sélectionné a été reçu par le
récepteur (20) suite à une première tentative de transmission du paquet sélectionné par le dispositif de
traitement (10) ;
l’enregistrement d’un temps de réception du paquet sélectionné quand il a été reçu par le récepteur (20) ;
la surveillance du canal de communication (11) pour détecter des transmissions par l’un quelconque des
un ou plusieurs dispositifs ;
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le calcul d’une longueur de temps (TINACTIF) précédant immédiatement le temps de réception du paquet
sélectionné durant laquelle aucune transmission le long du canal de communication (11) n’a été détectée ;
la comparaison de la longueur de temps (TINACTIF) à un premier seuil d’intervalle d’attente ; et
la détermination du niveau estimé d’occupation du tampon comme étant nul si la longueur de temps
(TINACTIF) dépasse le premier seuil d’intervalle d’attente et la génération d’un signal qui achemine des
informations qui représentent le niveau estimé d’occupation du tampon.

2. Procédé selon la revendication 1, lequel calcule une valeur de réglage d’horloge destinée à être utilisée dans la
synchronisation d’une première horloge dans le récepteur (20) avec une seconde horloge dans la source de données
(2,4) quand il est déterminé que le niveau d’occupation du tampon est nul, le procédé comprenant :

l’obtention d’un temps d’envoi à partir des données acheminées par le paquet sélectionné qui indiquent par
rapport à la seconde horloge dans la source de données (2, 4) quand les informations acheminées par le paquet
sélectionné ont été envoyées par la source de données (2, 4) ;
l’obtention d’un retard de traitement estimé dans le dispositif de traitement (10) qui retarde les transmissions
de paquets (P1, P2, P3, P4, Pn, Pn-1) quand le niveau d’occupation du tampon est nul ;
le calcul de la valeur de réglage d’horloge en soustrayant le temps d’envoi du paquet sélectionné et le retard
de traitement estimé du temps de réception du paquet sélectionné, le temps de réception indiquant par rapport
à la première horloge dans le récepteur quand le paquet sélectionné a été reçu par le récepteur (20) ; et
la génération d’un signal qui représente la valeur de réglage d’horloge.

3. Procédé selon la revendication 2, lequel comprend le calcul du retard de traitement estimé si la longueur de temps
est égale à un second seuil d’intervalle d’attente qui est inférieur au premier seuil d’intervalle d’attente.

4. Procédé selon la revendication 2, lequel comprend
le calcul d’une pluralité de valeurs de réglage d’une pluralité de paquets sélectionnés ;
l’examen de la pluralité de valeurs de réglage pour estimer si l’un quelconque de la pluralité de paquets sélectionnés
a subi un retard de mise en file d’attente dans le dispositif de traitement (10) avant sa transmission par le dispositif
de traitement (10) ; et
l’obtention de la valeur de réglage d’horloge à partir des valeurs de réglage qui correspondent aux paquets sélec-
tionnés qui sont estimés ne pas avoir subi de retards de mise en file d’attente.

5. Procédé selon la revendication 1, lequel comprend
le contrôle du canal de communication (11) afin de dériver des statistiques de trafic de communication, dans lequel
le dispositif de traitement (10) utilise un protocole de communication pour transmettre des paquets (P1, P2, P3, P4,
Pn, Pn-1) d’informations le long du canal de communication (11) ;
l’obtention de temps individuels estimés requis par le dispositif de traitement (10) pour transmettre des paquets
uniques (P1, P2, P3, P4, Pn, Pn-1) d’informations à partir d’un modèle basé sur les statistiques de trafic de commu-
nication, les temps individuels estimés étant des sommes d’intervalles d’attente et d’intervalles de transmission où :

un intervalle d’attente respectif est une quantité de temps d’attente imposée par le protocole de communication
au dispositif de traitement (10) avant qu’il puisse transmettre les paquets (P1, P2, P3, P4, Pn, Pn-1) d’informations
le long du canal de communication (11), et
un temps de transmission respectif (TX) est une quantité de temps requise par le dispositif de traitement (10)
pour injecter des données représentant le paquet d’informations dans le canal de communication (11) ;
l’obtention d’une somme des temps individuels estimés requis par le dispositif de traitement (10) pour transmettre
chacun d’un nombre de paquets uniques (P1, P2, P3, P4, Pn, Pn-1) d’informations ; et
la dérivée d’un débit estimé de transmission de paquets uniques (P1, P2, P3, P4, Pn, Pn-1) d’informations par
le dispositif de traitement (10) à partir d’une division du nombre de paquets uniques (P1, P2, P3, P4, Pn, Pn-1)
par la somme de temps individuels estimés et la génération d’un signal qui représente le débit estimé de
transmission de paquets uniques d’informations par le dispositif de traitement (10).

6. Appareil qui comprend un moyen pour exécuter les étapes selon l’une quelconque des revendications 1 à 5.

7. Support de mémorisation comportant un programme d’instructions exécutable par un dispositif pour exécuter le
procédé selon l’une quelconque des revendications 1 à 5.
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