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(54) MATCHING GRAPH ENTITIES IN GRAPH DATA

(57) A method comprises carrying out a graph entity
matching process between first and second graphs in
which a first image representing the first graph, and a
second image representing an arrangement of graph en-
tities of the second graph, are obtained, a measure of
similarity between the first and second images is com-
puted, and a determination is made as to whether a first
predetermined condition has been met. When the first
predetermined condition has not been met, the graph
entity matching process is repeated to compute a simi-
larity measure for a different graph entity arrangement in
respect of the second graph. The graph entity arrange-
ment of the second graph which, on the basis of the com-
puted similarity measure(s), provides the closest similar-
ity between the first and second image data is identified
as the closest match to the first graph.
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Description

[0001] The present invention lies in the field of data analysis, and in particular relates to matching graph entities in
graph data.
[0002] A graph is a tuple <V, E> where V is a finite set of entities (for example represented by vertices, and potentially
accompanied by vertex labels) and E is a finite set of relations between the entities (a,b) ∈ V 3 V (for example represented
by edges and potentially accompanied by edge labels). Edges can be either directed (pointing from the first vertex a to
the second vertex b) or undirected. Graphs arise naturally in many circumstances, ranging from virtual ones such as
the World Wide Web where web pages are effectively graph vertices while hyperlinks can be considered as graph edges,
to physical ones such as city maps where roads are graph edges and properties/destinations are graph vertices.
[0003] For uniformity, in a model graph edges can be either directed or undirected (normally not mixed), where the
graph is referred to as a directed graph or an undirected graph. Among real-life examples, computer and road networks
(when one is not modelling traffic of road users) can be bi-directional or undirected, while a social network is likely to be
directed (i.e. where A knows B does not give reciprocal effects).
[0004] Graph matching is a fundamental graph analysis technique that serves as the foundation of many applications
such as ontology mapping/schema matching (where two knowledge models are aligned), social network analysis (where
individuals are aligned to offer better insight into their social activities), and healthcare (where clinical pathways are
effectively directed acyclic graphs).
[0005] Graph matching finds the best alignment of vertices from two different graphs. Graph matching takes two graphs
as input and generates a list of vertex pairs where the first vertex comes from the first graph and the second vertex
comes from the second graph. Sometimes, the vertex pairs are associated with a real number between 0 and 1 to
indicate the confidence of the alignment.
[0006] However, graph matching is computationally intensive. Thus far, typical graph matching algorithms involve:

1. Iterating through all the vertices in both a first and a second graph;
2. Computing a similarity value for each pair of candidate vertices;
3. For one vertex from the first graph, ranking its similarity against every vertex from the second graph;
4. Deciding whether the top ranking one (ones) is (are) the best matching vertices.

[0007] Although filtering and domain heuristics can be used to improve performance, the current approach typically
has a high run-time cost. It is usually necessary to consider graph structure, making it difficult to run parts of the process
in parallel. In addition, matching is normally based on labels assigned to the vertices and edges, which can give rise to
errors if there is linguistic variance or if these labels are mis-assigned.
[0008] By comparing matched graphs it is possible to identify similar and/or dissimilar graph patterns in graphs, for
example graphs representing activity in complex networks.
[0009] It is therefore desirable to provide a graph matching method which overcomes at least one of the afore-mentioned
disadvantages of the current approach.
[0010] According to an embodiment of a first aspect of the present invention there is provided a computer-implemented
method comprising:

carrying out a graph entity matching process between first and second portions of graph data, the process comprising:

obtaining first image data representing the first portion of graph data;
obtaining second image data for an arrangement of graph entities of a second portion of graph data;
computing a measure of similarity between the second image data and the first image data; and
determining if a first predetermined condition has been met;

when the first predetermined condition has not been met, repeating the graph entity matching process to compute
a similarity measure for a different graph entity arrangement in respect of the second portion of graph data; and
identifying as the closest match to the first portion of graph data the graph entity arrangement of the second portion
of graph data which, on the basis of the computed similarity measure(s), provides the closest similarity between the
first image data and the second image data.

[0011] The method allows a list of tuples to be issued which comprises a graph entity from the first portion of graph
data and the corresponding graph entity from the second portion of graph data and a confidence value where the overall
image similarity may serve as the confidence value. The first and second portions of graph data may be integrated at
the best matching entities, allowing integration of domain knowledge represented in the first and second portions of
graph data
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[0012] In an embodiment of the present invention, given the set of vertices of one graph, the best arrangement of
vertices of another graph is determined. Given two graphs, the system randomly generates an adjacency matrix of the
first graph, and then generates a plurality of adjacency matrices of the second graph with different vertex arrangements.
The adjacency matrices corresponding to the graphs are transformed into images, and pairs of images, consisting of a
first image corresponding to the first graph and an image selected from the set of images corresponding to the second
graph, are forward propagated in a trained artificial neural network to obtain low dimension vectors encoding the high
dimensional image feature vectors. The similarity of the vectors is computed, thereby determining the similarity of the
corresponding images and, in turn, of the underlying graphs. The vertex arrangement of the second graph whose image
presents the greatest similarity with the first graph is considered the best vertex arrangement candidate. The sequences
of vertices of the first and second graphs are considered the best alignment, which is subject to investigation by human
reviewers.
[0013] The graph matching process employed in an embodiment of the present invention may facilitate a fast and
highly parallelised approach to discovering best vertex alignment of graphs and hence detection of similar patterns.
Since the graph matching process method relies predominantly on graph structural features rather than labels, it may
be possible to avoid the matching being subject to linguistic variance due to the labels. In addition, retrieval and inves-
tigation of other alignments in addition to the closest match may be easier.
[0014] An embodiment of the present invention has many applications. It may, for example, be applied to identify
similar graph patterns in large graphs such as a telecommunications network, phone calling networks, etc. It may also
be applied, for example, to detect potential fraud by revealing underlying topologic patterns that characterise the identity
of network entities.
[0015] In particular (but by way of example only), it may be possible to model telephone or email communication
networks, for example in trading networks, as graphs, and to compare the graphs to detect patterns of communication
activity which are similar to each other or to a pattern of interest, or to detect abnormal activity dissimilar to a normal
pattern. By matching such graphs with known patterns, a graph similarity system can detect and identify high risk graph
components (e.g. misconduct in system usage, suspicious trading transactions). Such high risk subgraphs can then be
flagged and sent to end users of the system (e.g. system administration, and auditing personnel) for further investigation.
[0016] Optionally, when the computed similarity measure of the graph entity arrangement of the second portion of
graph data which has been identified as the closest match meets a second predetermined condition, the method further
comprises issuing an alert signal.
[0017] In a method embodying the present invention, the first predetermined condition may be that the number of
times the graph entity matching process has been carried out is equal to a preset maximum number. Alternatively, the
first predetermined condition may be that a similarity measure has been computed for all possible different graph entity
arrangements in respect of the second portion of graph data. Alternatively, the first predetermined condition may be that
the computed similarity measure meets or exceeds a first preset similarity threshold.
[0018] The second predetermined condition may be that the computed similarity measure meets or exceeds a second
preset similarity threshold. The first preset similarity threshold may be equal to the second preset similarity threshold.
The second predetermined condition may be that the computed similarity measure is less than a third preset similarity
threshold. The first preset similarity threshold may be equal to the third preset similarity threshold.
[0019] In a method embodying the present invention, obtaining second image data may comprise extracting information
from the graph entity arrangement of the second portion of graph data, and converting the extracted information to a
position and pixel value pairing, the second image data being at least one two-dimensional array of pixel values. Obtaining
first image data may comprise extracting information from the first portion of graph data, and converting the extracted
information to a position and pixel value pairing, the first image data being at least one two-dimensional array of pixel
values. Converting the extracted information to a position and pixel value pairing may comprise ranking each graph
entity in the portion of graph data according to the number of graph entities directly neighbouring that graph entity, and
assigning a position to each graph entity in accordance with its ranking, in which case the method may further comprise
grouping position and pixel value pairings having adjacent positions into a plurality of regions, such that the first image
data and the second image data comprise respective pluralities of two-dimensional arrays of pixel values. In such an
embodiment, the first predetermined condition may comprise two sub-conditions, the first sub-condition being that a
similarity measure has been computed for all possible different graph entity arrangements within a given region, and
the second sub-condition being that the first sub-condition is met and similarity measures have been computed for all
regions.
[0020] In a method embodying the present invention, computing a similarity measure may comprise inputting the first
and second image data into an artificial neural network, and obtaining a value representing the similarity between feature
vectors extracted respectively from the first and second image data by the artificial neural network.
[0021] According to an embodiment of a second aspect of the present invention there is provided apparatus comprising:

a graph entity matcher to carry out a graph entity matching process between first and second portions of graph data,
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the process comprising:

obtaining first image data representing the first portion of graph data;
obtaining second image data for an arrangement of graph entities of a second portion of graph data;
computing a measure of similarity between the second image data and the first image data; and
determining if a first predetermined condition has been met;

when the first predetermined condition has not been met, the graph entity matcher repeats the graph entity matching
process to compute a similarity measure for a different graph entity arrangement in respect of the second portion
of graph data; and
a graph matcher to identify as the closest match to the first portion of graph data the graph entity arrangement of
the second portion of graph data which, on the basis of the computed similarity measure(s), provides the closest
similarity between the first image data and the second image data.

[0022] Apparatus embodying the present invention may further comprise an alert generator to generate an alert signal
when the computed similarity measure of the graph entity arrangement of the second portion of graph data which has
been identified as the closest match meets a second predetermined condition.
[0023] Embodiments may include software, such as a computer program, which when executed by a computing
apparatus, causes the computing apparatus to perform a method embodying the present invention. Such a computing
apparatus may be a computing device, such as a server or other computer, or may be a network of interconnected
computing devices operating in collaboration with one another. The software or computer program may be stored on a
computer readable medium. The computer readable medium may be a non-transitory computer-readable medium.
[0024] A detailed description of embodiments will now be provided with reference to the accompanying drawings, in
which:

Figure 1 is a schematic diagram illustrating the flow of processing in an embodiment;
Figure 2A illustrates a visualisation of a portion of directed graph data;
Figure 2B illustrates an exemplary encoding of the graph data of Figure 2A;
Figure 2C illustrates an alternative exemplary encoding of the graph data of Figure 2A;
Figure 3 illustrates an apparatus of an embodiment;
Figure 4 illustrates an exemplary system architecture underlying an apparatus of an embodiment;
Figure 5A illustrates a method of an embodiment;
Figure 5B illustrates another method of an embodiment;
Figure 6 illustrates a parallelised processing of a method of an embodiment;
Figure 7 illustrates a system of an embodiment; and
Figure 8 illustrates an example of a convolutional neural network model.

[0025] Figure 1 is a schematic diagram illustrating the flow of processing in a method embodying the invention.
[0026] Step S100 of the method comprises carrying out a graph entity matching process between first and second
portions of graph data. The graph entity process of step S100 is iterative and comprises repeatedly carrying out a
transforming step S101 in which the first portion of graph data and an arrangement of graph entities of the second portion
of graph data are transformed to image data, a feature extraction step S102 in which features are extracted from the
first image data and the second image data, and a similarity computation step S103 in which the extracted features are
compared to compute a similarity measure for the similarity between the features, and hence between the first and
second image data, and hence between the first portion of graph data and the arrangement of entities of the second
graph portion of graph data. The graph entity matching step S100 is repeated to compute a similarity measure for different
graph entity arrangements in respect of the second portion of graph data until a first predetermined condition is met.
The first predetermined condition may be, for example, that the number of times the graph entity matching process has
been carried out is equal to a preset maximum number, that a similarity measure has been computed for all possible
different graph entity arrangements in respect of the second portion of graph data, or that the computed similarity measure
meets or exceeds a preset similarity threshold.
[0027] When the first predetermined condition has been met, in step S104 a graph matching process is carried out in
which the computed similarity measures are used to identify as the closest match to the first portion of graph data the
graph entity arrangement of the second portion of graph data which provides the closest similarity between the first
image data and the second image data.
[0028] The output of the graph matching process may be a list of pairs with one element of the pair being a vertex
from the first portion of graph data and the other element of the pair being a vertex from the second portion of graph
data. In the present application, embodiments of the invention are explained where matching is carried out on graphs
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with the same number of vertices and matching is assumed to be 1-to-1, where for a vertex from the first portion of graph
data, one and only one vertex from the second portion of graph data is chosen and returned as the best answer. Less
optimal matches (those which are considered inferior compared with the optimal answer) may be discarded.
[0029] In the transformation step S101 first image data representing the first portion of graph data is obtained, and
second image data for an arrangement of graph entities of a second portion of graph data is also obtained. In the present
embodiment, obtaining first image data comprises extracting information from the first graph data, and converting the
extracted information to a position and pixel value pairing, the first image data being a two-dimensional array of pixel
values. Similarly, deriving second image data comprises extracting information from the graph entity arrangement of the
second graph data, and converting the extracted information to a position and pixel value pairing, the second image
data being a two-dimensional array of pixel values.
[0030] Figure 2A illustrates a visualisation of directed graph data, with Figure 2B illustrating an exemplary encoding
of the graph in the form of an adjacency matrix. Some information present in the graph data, such as vertex labels, is
lost in the image representation, so that the image may be considered to be extracted from, or a distillation of, the graph
data. The adjacency matrix includes a row and column for each vertex. Each edge is represented by a "1" at the matrix
entry at the row of the source vertex and the column of the destination vertex. Alternatively, the cell values of the adjacency
matrix can be decimal numbers between 0 and 1 to signify the strength of edges, e.g. how close the two vertices
connected by the edge are, such as shown in Figure 2C for example. In Figure 2C a non-zero value signifies the existence
of an edge with the value ("edge weight") indicating difference semantics as defined by the users/modellers. Typical
semantics of weighted edges are social bindings, traffic/road usage, time/length of travelling from one point to another,
etc. Edge weights are often normalised to real numbers between 0 and 1 for better comparison. In bidirectional graphs
edge weights can be asymmetric, i.e. differ between the directions.
[0031] The adjacency matrix can be converted to image data by converting the adjacency matrix entries to pixel values,
with the positions being maintained (that is, the adjacency matrix entry at position (i, j) is converted to the pixel value for
the pixel at (i, j)). The conversion is dependent upon the range of pixel values allowed in the image data being generated.
For example, it may be that each pixel can be either black or white, so that the "0" and "1" values need not be altered.
Alternatively, it may be that the edges are weighted and the matrix entries represent the edge weights and can be one
of a range of values. That range of values may then be up-scaled or down-scaled to conform to the range of pixel values
of the image data.
[0032] In examples in which there is a single pixel value per matrix entry, the image is a monochrome image, and the
pixel value corresponds to the intensity of the monochrome at that pixel. For example, the image may be grayscale, with
the range of possible pixel values from minimum value (e.g. 0) to maximum value (e.g. 255) corresponding to white to black.
[0033] The image data may be stored as raw image data, as bitmaps, or as compressed image files such as jpeg or
png. The stored images may replace the respective portions of graph data in storage, or may be stored in association
with the respective portions of graph data.
[0034] In one embodiment explained later with reference to Figure 5B, in step S101 converting the extracted information
to a position and pixel value pairing comprises ranking each graph entity in the portion of graph data according to the
number of graph entities directly neighbouring that graph entity, and assigning a position to each graph entity in accord-
ance with its ranking. Position and pixel value pairings having adjacent positions are then grouped into a plurality of
regions, such that the first image data and the second image data comprise respective pluralities of two-dimensional
arrays of pixel values. In this case the first predetermined condition comprises two sub-conditions, the first sub-condition
being that a similarity measure has been computed for all possible different graph entity arrangements within a given
region, and the second sub-condition being that the first sub-condition is met and similarity measures have been computed
for all regions.
[0035] In the feature extraction step S102 features are extracted from the first image data and the second image data.
In the similarity computation step S103 the extracted features are compared to compute a similarity measure for the
similarity between the features. As explained in more detail later with reference to Figure 7, in an embodiment of the
present invention features may be extracted from the image data and compared using an artificial neural network, in
particular a pretrained convolutional neural network (CNN). The trained and optimised CNN is utilised for graph entity
matching computation, and extracts feature vectors from the images which are then compared to provide a similarity
measure.
[0036] Optionally (not shown in Figure 1) the method of the embodiment may further comprise a further step of issuing
an alert when the computed similarity measure of the graph entity arrangement of the second portion of graph data
which has been identified as the closest match meets a second predetermined condition. The second predetermined
condition may be that the computed similarity measure meets or exceeds a preset similarity threshold, which might be
indicative for example of a close similarity between activity of interest represented by the first portion of graph data and
activity represented by the second portion of graph data. Alternatively, the second predetermined condition may be that
the computed similarity measure is less than a preset similarity threshold, which might be indicative for example of a
lack of similarity between activity of interest represented by the first portion of graph data and activity represented by
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the second portion of graph data. The preset similarity threshold of the second predetermined condition may be equal
to the preset similarity threshold of the first predetermined condition.
[0037] For example, the first and second graph data portions may be representations of messaging or communication
systems, such as a telecommunication or computing network, wherein the vertices represent nodes or terminals, and
the edges represent messages or data transmitted between the nodes during respective time periods. The edges may
be weighted with the weight representing a number of messages or amount of data transmitted. Obtaining a similarity
value enables activity in different networks to be compared, or activity in the same network during different time periods
to be compared, in a computationally efficient manner. Such comparisons may be useful for pattern matching and/or
identifying faults or suspect network activity. For example, a data graph representing a time period may be compared
with the or each data graph representing one or more preceding time periods, a computed similarity value below a
predefined threshold (or a computed similarity value of "no" or otherwise representing dissimilarity) for a predefined
proportion or more of the one or more preceding time periods may raise an alert (for example, to a user terminal or other
output destination) that unusual or abnormal activity (such as a fault or surge) took place in the time period in question.
[0038] Figure 3 shows apparatus according to an embodiment. As shown in Figure 3, in this embodiment the apparatus
comprises a graph entity matcher 100 and a graph matcher 104. The graph entity matcher comprises a graph to image
transformer 101, a feature extractor 102 and a similarity measure generator 103.
[0039] The graph to image transformer 101 is configured to receive or obtain, as inputs, a first portion of graph data
and a second portion of graph data (as represented by the arrow directed into the graph to image transformer). The
graph to image transformer 101 is configured to perform the transformation process of step S101 of Figure 1, or a
transformation process as described elsewhere in this document, and thereby to generate a first image, manifest as first
image data, and a second image, manifest as second image data. The outgoing arrow from the graph to image transformer
101 in Figure 3 represents the transfer of the first and second image data to the feature extractor 102.
[0040] The feature extractor 102 is configured to receive or obtain, as inputs, the first image data and the second
image data. The feature extractor 102 is configured to perform the extraction process of step S102 of Figure 1, or an
extraction process as described elsewhere in this document, and thereby to extract a first feature vector from the first
image data and a second feature vector from the second image data. For example, the feature extractor 102 may be
configured to apply an image convolutional neural network to the image data to extract the respective feature vector.
The outgoing arrow from the feature extractor 102 represents the transfer of the first and second feature vectors from
the feature extractor 102 to the similarity measure generator 103.
[0041] The similarity measure generator 103 is configured to receive or obtain, as inputs, the first feature vector and
the second feature vector. The similarity measure generator 103 is configured to perform the computing a similarity
value of step S103, or a procedure for computing a similarity value from two feature vectors described elsewhere in this
document, and thereby to compute a similarity value representing the similarity between the first feature vector and the
second feature vector. For example, the similarity measure generator 103 may perform a cosine distance comparison.
The similarity measure generator 103 is configured to transfer the computed similarity value to the graph matcher 104.
[0042] The graph matcher 104 is configured to obtain or receive the computed similarity value from the graph entity
matcher 100, and to output the similarity value to an output destination. The graph matcher 104 is configured to perform
the graph matching step at S104 of Figure 1. The graph matcher 104 may also be configured to perform the above-
described optional step of issuing an alert, and in this case may either issue the alert itself or output an alert signal to a
separate alert generator (not shown). The output of the graph matcher 104 may be a specified storage location. Alter-
natively, the output location may be an apparatus or entity providing the portions of graph data to the graph entity matcher
100.
[0043] Figure 4 illustrates an exemplary system architecture underlying an apparatus of an embodiment, implementing
a computer-implemented method of an embodiment, or executing a program or software of an embodiment.
[0044] The system architecture of Figure 4 is a computing device, such as a data storage server, database controller,
or server. It may be that the system architecture comprises a number of such computing devices operating cooperatively.
The computing device comprises a processor 993, and memory, 994. Optionally, the computing device also includes a
network interface 997 for communication with other computing devices, for example with other computing devices of
invention embodiments.
[0045] For example, an embodiment may be composed of a network of such computing devices. Optionally, the
computing device also includes one or more input mechanisms such as keyboard and mouse 996, and a display unit
such as one or more monitors 995. The components are connectable to one another via a bus 992.
[0046] The memory 994 may include a computer readable medium, which term may refer to a single medium or
multiple media (e.g., a centralized or distributed database and/or associated caches and servers) configured to carry
computer-executable instructions or have data structures stored thereon. Computer-executable instructions may include,
for example, instructions and data accessible by and causing a general purpose computer, special purpose computer,
or special purpose processing device (e.g., one or more processors) to perform one or more functions or operations,
for example, the computer-implemented method of an embodiment (such as that of Figure 1), or to operate as a functional
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apparatus of an embodiment (such as that of Figure 3). Thus, the term "computer-readable storage medium" may also
include any medium that is capable of storing, encoding or carrying a set of instructions for execution by the machine
and that cause the machine to perform any one or more of the methods of the present disclosure. The term "computer-
readable storage medium" may accordingly be taken to include, but not be limited to, solid-state memories, optical media
and magnetic media. By way of example, and not limitation, such computer-readable media may include non-transitory
computer-readable storage media, including Random Access Memory (RAM), Read-Only Memory (ROM), Electrically
Erasable Programmable Read-Only Memory (EEPROM), Compact Disc Read-Only Memory (CD-ROM) or other optical
disk storage, magnetic disk storage or other magnetic storage devices, flash memory devices (e.g., solid state memory
devices).
[0047] The processor 993 is configured to control the computing device and execute processing operations, for example
executing code stored in the memory to implement the computer-implemented method of an embodiment (for example,
as illustrated in Figure 2) or to implement the various different functions of the trainer or training processor, the graph
to image transformer 101, the feature extractor 102, the similarity measure generator 103 and the graph matcher 104,
described here and in the claims. The memory 994 stores data being read and written by the processor 993. As referred
to herein, a processor may include one or more general-purpose processing devices such as a microprocessor, central
processing unit, or the like. The processor may include a complex instruction set computing (CISC) microprocessor,
reduced instruction set computing (RISC) microprocessor, very long instruction word (VLIW) microprocessor, or a proc-
essor implementing other instruction sets or processors implementing a combination of instruction sets. The processor
may also include one or more special-purpose processing devices such as an application specific integrated circuit
(ASIC), a field programmable gate array (FPGA), a digital signal processor (DSP), network processor, or the like. In one
or more embodiments, a processor is configured to execute instructions for performing the operations and steps discussed
herein.
[0048] The display unit 997 may display a representation of data stored by the computing device and may also display
a cursor and dialog boxes and screens enabling interaction between a user and the programs and data stored on the
computing device.
[0049] The input mechanisms 996 may enable a user to input data and instructions to the computing device.
[0050] The network interface (network I/F) 997 may be connected to a network, such as the Internet, and is connectable
to other such computing devices via the network. The network I/F 997 may control data input/output from/to other
apparatus via the network. Other peripheral devices such as microphone, speakers, printer, power supply unit, fan, case,
scanner, trackerball etc may be included in the computing device.
[0051] The graph to image transformer 101 of Figure 3 may be a processor 993 (or plurality thereof) executing process-
ing instructions (a program) stored on a memory 994 and exchanging data via a network I/F 997. In particular, the
processor 993 executes processing instructions to receive, via the network I/F, or via an internal bus within the apparatus,
the first and second portions of graph data from an entity requiring a similarity comparison of the graph data, which entity
may be external to the computing device or may be a program running on the same computing device, and transform
the first and second portions of graph data into first and second images, as in step S101 of Figure 1. Furthermore, the
processor 993 may execute processing instructions to store the images (or data encoding them) on a connected storage
unit and/or to transmit, via the network I/F 997 or via an internal bus, data encoding the first image and data encoding
the second image, to the feature extractor.
[0052] The feature extractor 102 of Figure 3 may be a processor 993 (or plurality thereof) executing processing
instructions (a program) stored on a memory 994 and exchanging data via a network I/F 997. In particular, the processor
993 executes processing instructions to receive, via the network I/F, or via an internal bus within the apparatus, the first
and second images from the graph to image transformer 102, and extract from the first and second images the first
feature vector and the second feature vector, respectively, as in step S102 of Figure 1. Furthermore, the processor 993
may execute processing instructions to store the feature vectors (or data encoding them) on a connected storage unit
and/or to transmit, via the network I/F 997 or via an internal bus, the first and second feature vectors to the similarity
measure generator 103.
[0053] Although not illustrated in Figures 1 & 3, the computer-implemented method of an embodiment may include a
training process, and an apparatus of an embodiment may include a training processor, configured to execute the training
process. The training process is described elsewhere, and is a process for training (i.e. setting values of configurable
parameters in) an image classification neural network model, which model is provided to the feature extractor 102, and
is executed or applied to the first and second images at the feature extractor 102 in carrying out step S102. The training
processor may be a processor 993 (or plurality thereof) executing processing instructions (a program) stored on a
memory 994 and exchanging data via a network I/F 997. In particular, the processor 993 executes processing instructions
to receive or obtain, via the network I/F, or via an internal bus within the apparatus, a training set of image pairs, and
for image pair from among the training set of image pairs, obtaining a corresponding target similarity value, and training
the image classification neural network model using the training set of image pairs and target similarity values. Further-
more, the processor 993 may execute processing instructions to store the trained image classification neural network
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model on a connected storage unit and/or to transmit, via the network I/F 997 or via an internal bus, trained image
classification neural network model to the feature extractor 102.
[0054] The similarity measure generator 103 of Figure 3 may be a processor 993 (or plurality thereof) executing
processing instructions (a program) stored on a memory 994 and exchanging data via a network I/F 997. In particular,
the processor 993 executes processing instructions to receive, via the network I/F, or via an internal bus within the
apparatus, the first and second feature vectors from the feature extractor 102, and compute a similarity value representing
the similarity between the two feature vectors, as in step S103 of Figure 1. Furthermore, the processor 993 may execute
processing instructions to store the computed similarity value on a connected storage unit and/or to transmit, via the
network I/F 997 or via an internal bus, the computed similarity value to the graph matcher 104.
[0055] The graph matcher 104 of Figure 3 may be a processor 993 (or plurality thereof) executing processing instruc-
tions (a program) stored on a memory 994 and exchanging data via a network I/F 997. In particular, the processor 993
executes processing instructions to receive, via the network I/F, or via an internal bus within the apparatus, the computed
similarity value from the similarity measure generator 103, and output the computed similarity value, as in step S104 of
Figure 1.
[0056] Methods embodying the present invention may be carried out on a computing device such as that illustrated
in Figure 4. Such a computing device need not have every component illustrated in Figure 4, and may be composed of
a subset of those components. A method embodying the present invention may be carried out by a single computing
device in communication with one or more data storage servers via a network. The computing device may be a data
storage itself storing the image classification convolutional neural network.
[0057] Figures 5A and 5B illustrate methods embodying the invention, the methods performed by a system, wherein
the system may be, for example, an apparatus such as that illustrated in Figure 3, implemented by the hardware of Figure 4.
[0058] In step S501a the first portion of graph data is converted to a first adjacency matrix, at step 502a the first
adjacency matrix is then transformed into first image data, and input to a trained CNN model.
[0059] In step S501 b a new vertex arrangement of the second portion of graph data is generated and in this arrangement
the second portion of graph data is converted to a second adjacency matrix. At step S502b the second adjacency matrix
is then transformed into second image data and input to the trained model.
[0060] At step S503 the first and second image data are forward propagated through the CNN and a similarity measure
of the degree of similarity between the first and second image data, i.e. between the first portion of graph data and the
second portion of graph data based on the given vertex arrangement, is computed.
[0061] In step S504 the computed similarity measure is compared with a similarity measure stored in a local cache.
If greater than the stored similarity measure, in step S505 the local cache is updated with the computed similarity measure
and the corresponding adjacency matrix/vertex arrangement of the second portion of graph data.
[0062] In step S506 a check is made as to whether there are any vertex arrangements of the second adjacency matrix
for which a similarity measure has not yet been computed. If that is the case the process returns to step S501 b to
generate and process a new (different) vertex arrangement of the second adjacency matrix.
[0063] Steps S501 b to S506 are repeated until it is decided at step S506 that the process should be ended, for
example because a similarity measure has been computed for all the different vertex arrangements of the second
adjacency matrix, or:

a. A predefined iteration threshold is reached, or
b. A predefined similarity threshold is reached (for instance the computed similarity value is 0.95, and this is greater
than 0.90 which is the similarity threshold).

[0064] At step S507 the vertex arrangement for which the highest similarity value was calculated is selected for output,
and the row/column of the first adjacency matrix is mapped against the row/column of the second adjacency matrix of
the selected vertex arrangement. This one to one row or column mapping is output as the most suitable graph vertex
matching results.
[0065] For instance, given two graphs where the first graph contains vertices v1,v2,v3,...vn and the second graph
contains vertices va,vb,vc,...vx, images of the following arrangement of adjacency matrices produce the greatest similarity
value,
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[0066] It suggests that the following mappings are the best candidates: 

[0067] The method ends at step S508.
[0068] The naive approach is full permutation: given G1 and G2 as two input graphs, G1 will be fixed as reference

while a full vertex permutation will be carried out on G2. With each permutation  grayscale image is generated and

then image similarity  is computed using the train CNN image model. The one that gives the greatest similarity

is then considered the best alignment among vertices from G1 and G2. By doing this, the system not only computes

graph similarity, but also suggests matching or alignment of the two input graphs.
[0069] However, full permutation presents an overall complexity of O(n!) which is usually too expensive for large
graphs. In order to reduce computation requirements, at the initial stage it may be assumed that an inexact answer is
acceptable (due to resource scarcity or time constraints). In this case:

1. Firstly, the system will check (or prompt users to check) whether a seed set of initial vertex alignments is available
for use as an anchor alignment set of vertices. If such an anchor alignment set of vertices is available, the method
iteratively uses a window/tile of the matrix, i.e. a range of vertices before and after the anchor vertices, as the starting
point to detect other potential alignments within the window/tile, instead of full matrix alignment. In particular, for the
first adjacency matrix of the first portion of graph data, a fixed region (m vertices, where m can be initialised as a
preset number, e.g. 5, or predefined by users) before and after the anchor vertices are chosen to compose the first
tile. In the second graph, 2 3 m vertices are chosen and concatenated before and after the anchor vertex of the
second portion of graph data to become the base composition of the second tile which is then subject to full per-
mutation. Once the best alignment among 2 3 m vertices is identified, vertices in the mapped region are considered
anchors, and the above process can continue. By doing this, the complexity is reduced from O(N!) to 0(2m!), where
m is defined as above.
2. If there is no anchor alignment set, vertex-degree based heuristic rules may be applied to carry out permutation
only within limited ranges (as discussed below). An initial range is arbitrarily defined and the vertex permutations
are performed within each range slice. The range scoping can be carried out incrementally, with the initial range
giving an acceptable but not accurate result. By increasing the range, the system will be able to provide better quality
answers with increased computational cost.

[0070] As multiple images are involved (corresponding to different vertex arrangements), the image-based graph
embedding process may be parallelised to increase system performance.
[0071] The above process is likely to provide only a local optimum in the search for best vertex alignment, but it should
enable further processing of the data to be carried out based on the "current best" solution. When system resources
permit, a full permutation may be carried out in a full parallelised fashion, since image conversion and CNN forward
propagation can be performed independently without iteration. The diagram shown in Figure 6 depicts such a process,
where each of the independent similarity computation processes can be carried out by a separate CPU thread.
[0072] Known "map-reduce" computing techniques may also be applied in this case as shown in Figure 6, where the
"map" stage computes the similarity between the first graph and an arrangement of the vertices of the second graph,
while the "reduce" stage finds first the local maximum and then the global maximum of the similarity measure, the
corresponding vertex arrangement of which is judged to be the mapping answer.
[0073] As mentioned above, the naïve mapping approach can be optimised based on domain heuristics by using a
vertex degree-based approach which is based on the assumption that the final alignment between a vertex from the first
portion of graph data and another vertex from the second portion of graph data will have similar vertex degrees, i.e. the
numbers of their direct neighbours is likely to be similar. That is, if the similarity is computed from image features, it will
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mainly align vertices with largely similar degrees. This should also hold for graph similarity, because normally-aligned
vertices from different graphs would be expected to have similar degrees. With this assumption, one can order the
adjacency matrix of source and target graphs based on their vertex degrees. The matrices are then divided into different
slices based on ranges of vertex degree. The vertex arrangement is permutated within each slice, rather than being fully
permutated across the entire matrix. The rationale for this is that swapping a high degree vertex from the top of the
matrix with a very low one from the bottom of the matrix is not likely to produce good enough similarity anyway. An
embodiment using the vertex degree-based approach will now be described with reference to the flowchart of Figure 5B
[0074] At step S511 a the vertices of the first portion of graph data are ranked according to their respective degrees,
and in step S512a a first adjacency matrix is created, with the vertices in the order of rank, and then divided into
tiles/regions of adjacent cells.
[0075] Similarly, at step S511 b the vertices of the second portion of graph data are ranked according to their respective
degrees, and in step S512b a second adjacency matrix is created, with the vertices in the order of rank, and then divided
into tiles/regions of adjacent cells.
[0076] At step S513, for one of the tiles of the second adjacency matrix, a first vertex arrangement is selected.
[0077] At steps S514a and S514b the first adjacency matrix and the first vertex arrangement of the tile of the second
adjacency matrix are respectively transformed into first and second image data and input to the trained model. For better
alignment the first image data corresponds to only a slice, i.e. part, of the first adjacency matrix.
[0078] At step S515 the first and second image data are forward propagated through the CNN and a similarity measure
of the degree of similarity between the first and second image data, i.e. between the first portion of graph data and the
second portion of graph data based on the given vertex arrangement, is computed.
[0079] In step S516 a check is made as to whether there are any vertex arrangements within the same tile of the
second portion of graph data for which a similarity measure has not yet been computed. If that is the case the process
returns to step S513 to generate and process a new (different) vertex arrangement of that tile of the second adjacency
matrix. If not, the process proceeds to step S517, at which a check is made as to whether there are any other tiles of
the second adjacency matrix for which a similarity measure has not yet been computed. If that is the case the process
goes to step S518 at which a new tile of the second adjacency matrix is selected and then returns to step S513 to
generate and process a new (different) vertex arrangement of that tile of the second adjacency matrix.
[0080] If at step S517 it is determined that there are no more tiles of the second adjacency matrix to be processed,
then the process proceeds to step S519 at which the overall similarity is determined, that is the vertex arrangement for
which the highest similarity value was calculated is selected for output, and the row/column of the first adjacency matrix
is mapped against the row/column of the second adjacency matrix of the selected vertex arrangement. This one to one
row or column mapping is output as the most suitable graph vertex matching results.
[0081] The result of this process is likely to be the local optimum. It is possible that when further system resources
become available, other arrangements can be exhaustively examined.
[0082] For instance, assume the following adjacency matrix presents a descendent order of vertex degree with de-
gree(vi) ≥ degree(vj) for any i ≤ j: 

[0083] When generating vertex permutation, v2 will only be swapped with other vertices with relatively high degrees.
It will not, as in the case of full permutation, be swapped to the bottom of the matrix (e.g. vn) which is a position normally
occupied by low degree vertices. The exact range that is an admissible range within which a vertex can change its
position may be predefined by end users or learnt through execution.
[0084] In one exemplary method to define the range of vertex degree and slice up the matrix is that:

1. The range is initialised as 5% of the total number of vertices.
2. The range is then gradually increased with 1% of vertices a time while the following cost function 
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is examined, where simi is the graph similarity computed at the ith iteration of expanding the range.
3. The procedure terminates when δ ≤ τ, τ a sufficient small number, e.g. 0.005.

[0085] Alternatively, some "anchor" vertices can be initially identified manually to scope down the search space by
decreasing the number of vertices subject to full permutation. Such anchor mapping can be utilised as follows:

Assume the rest non-anchor vertices are still arranged in certain order (e.g. vertex degree), the problem is then
reduced to a permutation over a subset of the entire set of vertices.

If v_3 is known to map to v_b, instead of full permutation of v_a to v_x, one only needs to consider a subset before
and after v_b separately. In practice, it may be desirable (in order to facilitate image feature extraction by the CNN)
to expand the region of consideration with a number of buffer vertices before and after the anchor vertices (as
indicated above by the broken lined bracket, where the solid brackets indicate the ideal situation). Nevertheless,
this will significantly reduce the overall complexity.

[0086] Figure 7 illustrates a system of an embodiment. The particular system of Figure 7 includes a training processor
703, which utilises test data 701 and annotated data 702 to generate a trained model for feature extraction 704 which
trained model is accessible by the feature extractor 102 (referred to as a feature computation processor).
[0087] The system comprises a hardware architecture such as that illustrated in Figure 4. In particular, a processor
performs the processing instructions of the training processor 703, the graph to image transformer 101, the feature
extractor 102, and the similarity value computation processor 103. One or more storage units (memories) store the
processing instructions, the trained model for feature extraction 704, the first and second portions of graph data, the first
and second images, and the first and second feature vectors.
[0088] Like reference numerals are assigned to the components that are in common with the components of Figure
3, and hence the discussion of said components is not repeated here. The components in common with Figure 3 101-103
are referred to as "application apparatus" in the context of Figure 7, which also includes a training apparatus 701-704,
that is, an apparatus configured to perform a training process.
[0089] The training apparatus is under the control of a training processor 703, and is configured to store test data 701,
annotated data 702, and a model that is being trained 704.
[0090] For example, the model being trained 704 may be an image classification convolutional neural network model.
The test data 701 may be a training set of image pairs, and the annotated data 702 may be a target similarity value for
each of the set of image pairs in the training set. The target similarity value is a value representing whether the corre-
sponding pair of images can be considered similar, and may be a binary "yes" or "no", or may be a value, for example
between 0 and 1, quantifying the similarity. The test data 701 and annotated data 702 may be combined in a single
storage, for example, an indexed table, with each row comprising image data of each of a pair of images, and a target
similarity value for the pair.
[0091] The pairs of images may be stored as raw image files (i.e. pixel value by pixel value) or stored in an image
format such as tiff, jpeg, or bitmap. The indexed table may be distributed across multiple computer servers as a distributed
data store.
[0092] An untrained, or not yet fully trained, image classification convolutional neural network model is stored in the
storage unit 704. The training process is a backward error propagation procedure which modifies configurable parameters
in the convolutional neural network. For each pair of images and corresponding target similarity value, the training
processor 703 is configured to extract a feature vector from each of the pair of images by executing the stored image
classification neural network model on the respective images, computing a similarity value representing the similarity
between the two feature vectors in accordance with the computing a similarity value of step S103, and, if there is a
difference between the computed similarity value and the target similarity value, performing backward error propagation
to modify the image classification neural network model to reduce the difference, wherein the extracting, computing,
and backward error propagation are performed iteratively until either a predefined maximum number of iterations is
reached or the difference falls below a threshold value. Backward error propagation is carried out by observing how the
error (difference) changes as a function of one or more configurable parameters, and, by addressing the configurable
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parameters in turn, finding values for the configurable parameters that minimise the error, wherein the error minimisation
is of an aggregate error across all pairs of training images which have been used to train the convolutional neural network
so far.
[0093] The training processor 703 iterates over all of the pairs of images in the test data 701, trying to find features of
the images that maximise the probability of the outcome (the computed similarity value) matching the corresponding
target similarity value. Errors are then back propagated to the first layer of the convolutional neural network. Errors (i.e.
a difference between the target similarity value for the pair and the computed similarity value for the pair) result in the
adjustment of configurable parameters (such as weighting and bias factors) in the convolutional neural network being
trained. The feedback loop continues until a predefined maximum number of repetitions is reached or the errors converge
to an acceptable range.
[0094] An image classification neural network model such as LeNet or AlexNet could be stored as the image classi-
fication convolutional neural network model and trained by the training processor 703. As the input image data is normally
large in size, convolutional neural network models effectively perform dimension reduction, reducing the input image
data to a single vector of feature values per image, representing key features of the image representation of the portion
of graph data.
[0095] The training can be parallelised by tiling the input images.
[0096] Training data can be obtained in the following two ways:

1) Reuse an existing image repository, e.g. MNist data set for digit recognition; or
2) Purposely built, by: generate grayscale raster images; for each image, rotate and randomly edit to produce "new"
images that are considered to some extent similar to the original image; and label the original image and the edited
image pair with either "T/F" or a target similarity value. For example, the target similarity value may be obtained by
quantifying a degree of the editing performed to obtain the new image from the original image in the pair, and
representing the degree of editing in the target similarity value. In other words, an edit distance between the two
images is calculated, wherein numeric values are assigned to operations that transform the original image into the
new image, and the target similarity value is the aggregation of all the operations.

[0097] Once the training processing is complete, a trained image classification convolutional neural network model is
obtained, which can be applied directly to image data by the application apparatus, specifically by the feature extractor
102. Such direct application can be referred to as forward propagation.
[0098] Figure 8 illustrates an example of a convolutional neural network model. At each layer of the model, there are
configurable parameters (such as weights and bias factors) to be learned (i.e. configured) using the pairs of training
images and target similarity values. The purpose of such parameters is to aggregate input image data through multiple
levels of abstraction and projection, so that the final extracted feature vectors of images can maximise the probabilities
of computed similarity values that match the target similarity values and minimise the probabilities of computed similarity
values that do not match the target similarity values.
[0099] The convolutional neural network model is a multilayer neural network architecture comprising one or more
convolutional layers 801 (which convolve the input image data using configurable parameters), one or more sub-sampling
layers 802 (which pool spatially related values from the convolution layers), and one or more fully connected layers
(inner product layers) 803. The convolutional neural network also includes a configurable ReLu layer 804, which is an
activation function that configures activation functions of neurons in the network. Inner-product layers are responsible
for dimension reduction that condenses the size of features that need to be represented using numeric values. The inner
product layers 803 may be configured in accordance with an image size, since the inner product layers are the final
layers for dimension reduction, reducing the vectors of size hundreds to a smaller number of features.
[0100] Outcome of the training is a neural network model stored in a local storage which can be applied directly in the
future. The diagram of Figure 8 is an example of CNN model. At each layer of this model, there are parameters (such
as weights and bias factors) to be learned using the input annotated image pairs. The purpose of such parameters is to
aggregate input data through multiple levels of abstraction and projection, so the final feature vectors of images can
maximise the probabilities of assigned labels and minimise the probabilities of labels not assigned to the images.
[0101] Learnt models are then verified using test data (similar to the training data in terms of format and data structure)
to fine-tune the learnt parameters.
[0102] The above-described embodiments of the present invention may advantageously be used independently of
any other of the embodiments or in any feasible combination with one or more others of the embodiments.

Claims

1. A computer-implemented method comprising:
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carrying out a graph entity matching process between first and second portions of graph data, the process
comprising:

obtaining first image data representing the first portion of graph data;
obtaining second image data for an arrangement of graph entities of a second portion of graph data;
computing a measure of similarity between the second image data and the first image data; and
determining if a first predetermined condition has been met;

when the first predetermined condition has not been met, repeating the graph entity matching process to compute
a similarity measure for a different graph entity arrangement in respect of the second portion of graph data;
identifying as the closest match to the first portion of graph data the graph entity arrangement of the second
portion of graph data which, on the basis of the computed similarity measure(s), provides the closest similarity
between the first image data and the second image data; and,
when the computed similarity measure of the graph entity arrangement of the second portion of graph data
which has been identified as the closest match meets a second predetermined condition, issuing an alert signal.

2. A computer-implemented method comprising:

carrying out a graph entity matching process between first and second portions of graph data, the process
comprising:

obtaining first image data representing the first portion of graph data;
obtaining second image data for an arrangement of graph entities of a second portion of graph data;
computing a measure of similarity between the second image data and the first image data; and
determining if a first predetermined condition has been met;

when the first predetermined condition has not been met, repeating the graph entity matching process to compute
a similarity measure for a different graph entity arrangement in respect of the second portion of graph data; and
identifying as the closest match to the first portion of graph data the graph entity arrangement of the second
portion of graph data which, on the basis of the computed similarity measure(s), provides the closest similarity
between the first image data and the second image data.

3. A method as claimed in claim 2, wherein, when the computed similarity measure of the graph entity arrangement
of the second portion of graph data which has been identified as the closest match meets a second predetermined
condition, the method further comprises issuing an alert signal.

4. A method as claimed in any preceding claim, wherein the first predetermined condition is that the number of times
the graph entity matching process has been carried out is equal to a preset maximum number.

5. A method as claimed in any one of claims 1 to 3, wherein the first predetermined condition is that a similarity measure
has been computed for all possible different graph entity arrangements in respect of the second portion of graph data.

6. A method as claimed in any one of claims 1 to 3, wherein the first predetermined condition is that the computed
similarity measure meets or exceeds a first preset similarity threshold.

7. A method as claimed in claim 1 or in any one of claims 3 to 6, wherein the second predetermined condition is that
the computed similarity measure meets or exceeds a second preset similarity threshold.

8. A method as claimed in claim 7 when read as appended to claim 6, wherein the first preset similarity threshold is
equal to the second preset similarity threshold.

9. A method as claimed in any one of claims 1 to 6, wherein the second predetermined condition is that the computed
similarity measure is less than a third preset similarity threshold.

10. A method as claimed in claim 9 when read as appended to claim 6, wherein the first preset similarity threshold is
equal to the third preset similarity threshold.

11. A method as claimed in any preceding claim, wherein obtaining second image data comprises extracting information
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from the graph entity arrangement of the second portion of graph data, and converting the extracted information to
a position and pixel value pairing, the second image data being at least one two-dimensional array of pixel values.

12. A method as claimed in claim 11, wherein obtaining first image data comprises extracting information from the first
portion of graph data, and converting the extracted information to a position and pixel value pairing, the first image
data being at least one two-dimensional array of pixel values.

13. A method as claimed in claim 12, wherein:

converting the extracted information to a position and pixel value pairing comprises ranking each graph entity
in the portion of graph data according to the number of graph entities directly neighbouring that graph entity,
and assigning a position to each graph entity in accordance with its ranking;
the method further comprising grouping position and pixel value pairings having adjacent positions into a plurality
of regions, such that the first image data and the second image data comprise respective pluralities of two-
dimensional arrays of pixel values.

14. A method as claimed in claim 13, when read as appended to claim 5, wherein the first predetermined condition
comprises two sub-conditions, the first sub-condition being that a similarity measure has been computed for all
possible different graph entity arrangements within a given region, and the second sub-condition being that the first
sub-condition is met and similarity measures have been computed for all regions.

15. A method as claimed in any preceding claim, wherein computing a similarity measure comprises inputting the first
and second image data into an artificial neural network, and obtaining a value representing the similarity between
feature vectors extracted respectively from the first and second image data by the artificial neural network.

16. Apparatus comprising:

a graph entity matcher to carry out a graph entity matching process between first and second portions of graph
data, the process comprising:

obtaining first image data representing the first portion of graph data;
obtaining second image data for an arrangement of graph entities of a second portion of graph data;
computing a measure of similarity between the second image data and the first image data; and
determining if a first predetermined condition has been met;

when the first predetermined condition has not been met, the graph entity matcher repeats the graph entity
matching process to compute a similarity measure for a different graph entity arrangement in respect of the
second portion of graph data; and
a graph matcher to identify as the closest match to the first portion of graph data the graph entity arrangement
of the second portion of graph data which, on the basis of the computed similarity measure(s), provides the
closest similarity between the first image data and the second image data.
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