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(54) CONTROL METHOD, STORAGE DEVICE AND SYSTEM FOR DATA READ/WRITE COMMAND 
IN NVME OVER FABRIC ARCHITECTURE

(57) Embodiments of the present invention provide
a data read/write command control method and system,
and a device in an NVMe over Fabric architecture, so as
to resolve a prior-art problem that a data read/write com-
mand fails to be executed because a large amount of
data needs to be transmitted according to the data
read/write command and a storage space of a cache unit
in a storage device is insufficient. According to the meth-
od provided in the embodiments of the present invention,
a data processing unit allocates a first storage space from
an available storage space of the cache unit according
to a length, carried in the data read/write command, of
the data that needs to be transmitted, where the first stor-
age space is less than a storage space of the cache unit,
and the first length is less than the length of the data that
needs to be transmitted; and sequentially migrates the
data that needs to be transmitted according to the data
read/write command to a storage space corresponding
to a destination address. This resolves the problem that
a data read/write command cannot be executed because
a large amount of data needs to be transmitted according
to the data read/write command and a cache unit cannot
cache the data that needs to be transmitted.
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Description

TECHNICAL FIELD

[0001] The present invention relates to the field of in-
formation technologies, and in particular, to a data
read/write command control method and system, and a
storage device in a non-volatile memory express NVMe
over Fabric, NVMe over Fabric, architecture.

BACKGROUND

[0002] As a controller interface standard, the non-vol-
atile memory express (English: NVMe, non-volatile mem-
ory express) standardizes a queue (English: Queue)
transmission mechanism between an NVMe device and
a host (English: Host) that are connected by using a Pe-
ripheral Component Interconnect Express (English:
PCIe, Peripheral Component Interconnect Express) bus,
optimizes a queue interface, and so on.
[0003] After the published NVMe standard in a PCIe
architecture gains huge success in the industry, the in-
dustry immediately expects to expand the NVMe stand-
ard to the data center field. However, due to lack of mas-
sive available PCIe networks in the data center field and
disadvantages (such as scalability and long-distance
connection) of the PCIe protocol, the industry is trying to
run an NVMe protocol on networks such as iWrap, remote
direct memory access over Converged Ethernet (Eng-
lish: RoCE, remote direct memory access over Con-
verged Ethernet), InfiniBand, Fiber Channel (English:
FC, Fiber Channel), and Omni-Path, so that application
becomes more flexible and more extensive. In the indus-
try, application of the NVMe protocol running on networks
such as iWrap, RoCE, InfiniBand, FC, and Omni-Path is
referred to as NVMe over Fabric (NOF for short).
[0004] In an NVMe over Fabric architecture, a host in-
dicates a host responsible for initiating data read/write,
and a target indicates a target storage device responsible
for receiving and executing a command sent by the host.
After receiving a write command sent by the host, the
target parses content in the write command to obtain a
length of data that needs to be transmitted according to
the write command, and allocates a corresponding cache
space in a network adapter memory of the target, to
cache the to-be-transmitted data of the host. After a net-
work adapter of the target allocates the storage space
required for caching the data, the host transmits the data
to the allocated cache space in the network adapter mem-
ory. Then, the data cached in the cache space in the
network adapter memory is written into a hard disk of the
target. When the host sends a read command, an imple-
mentation process is similar. That is, data in a hard disk
of the target needs to be cached in a cache space in the
network adapter memory of the target, and then the data
cached in the cache space is sent to the host.
[0005] In a specific service implementation, a large
amount of data probably needs to be transmitted accord-

ing to a write command or a read command sent by a
host and exceeds a maximum cache space of a network
adapter memory of a target. As a result, the network
adapter memory of the target cannot cache the data that
needs to be transmitted, and the data read/write com-
mand fails to be executed.

SUMMARY

[0006] Embodiments of the present invention provide
a data read/write command control method and system,
and a device in an NVMe over Fabric architecture, so as
to resolve a prior-art problem that a data read/write com-
mand fails to be executed because a large amount of
data needs to be transmitted according to the data
read/write command and a storage space of a cache unit
in a storage device is insufficient.
[0007] In one aspect, an embodiment of the present
invention provides a method for controlling a data
read/write command between a control device and a stor-
age device in an NVMe over Fabric architecture. The
storage device includes a data processing unit, a cache
unit, and a storage unit; data that needs to be read/written
by the control device is stored in the storage unit; the
data processing unit is configured to receive a data
read/write command sent by the control device; the
cache unit is configured to cache data that needs to be
transmitted according to the data read/write command;
and the method includes:

receiving, by the data processing unit, the data
read/write command sent by the control device, and
allocating a first storage space from an available
storage space of the cache unit according to a length,
carried in the data read/write command, of the data
that needs to be transmitted, where a length of data
that can be stored in the first storage space is a first
length, the first storage space is less than a storage
space of the cache unit, and the first length is less
than the length of the data that needs to be trans-
mitted; and
sequentially obtaining, by the data processing unit,
data of the first length, caching the data to the first
storage space, and sequentially migrating the data
cached in the first storage space to a storage space
corresponding to a destination address of the data
that needs to be transmitted according to the data
read/write command.

[0008] According to the foregoing method, the data
processing unit allocates the first storage space from the
available storage space of the cache unit according to
the length, carried in the data read/write command, of
the data that needs to be transmitted, where the first stor-
age space is less than a storage space of the cache unit,
and the first length is less than the length of the data that
needs to be transmitted; and sequentially migrates the
data that needs to be transmitted according to the data
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read/write command to the storage space corresponding
to the destination address. This resolves a problem that
a data read/write command cannot be executed because
a large amount of data needs to be transmitted according
to the data read/write command and a cache unit cannot
cache the data that needs to be transmitted.
[0009] Optionally, in the NVMe over Fabric architec-
ture, the control device and the storage device may be
connected and perform communication by using a net-
work such as iWarp, RoCE, InfiniBand, FC, or Omni-
Path.
[0010] The data processing unit in the storage device
may be implemented by using a network adapter, an in-
dependent FPGA chip, or a central processing unit (Eng-
lish: CPU, central processing unit) in the storage device.
The cache unit in the storage device may be implemented
by using a network adapter memory, a storage unit in an
FPGA chip, a cache unit in a storage device, or a memory
of a CPU in the storage device. Alternatively, the cache
unit in the storage device may be implemented by using
a cache resource pool including at least two of a network
adapter memory, a storage unit in an FPGA chip, a cache
unit in a storage device, or a memory of a CPU in the
storage device.
[0011] Optionally, a size of the first storage space is
fixed, and the first length is also fixed. In this way, the
data processing unit obtains a fixed size or length of data
of the first length each time. In this way, the data process-
ing unit allocates the first storage space according to the
fixed size each time, and an implementation of the data
processing unit is simple and easy.
[0012] Optionally, a size of the first storage space may
change, and the first length changes correspondingly.
That is, there are at least two different sizes of the first
storage space allocated by the data processing unit. Cor-
respondingly, there are at least two different sizes or
lengths of data of the first length. In this way, the data
processing unit allocates the first storage space in differ-
ent sizes. The size of the first storage space can be flex-
ibly adjusted, so that the cache unit can have a more
flexible available storage space to cache data that needs
to be transmitted according to various data read/write
commands.
[0013] Optionally, a location of the first storage space
is fixed. Data, of the first length, obtained by the data
processing unit each time is cached in a storage space
in a fixed location in the cache unit. In this way, the data
processing unit caches each time, in the fixed first storage
space, data that needs to be transmitted. An implemen-
tation is simple and easy.
[0014] Optionally, a location of the first storage space
may change. That is, there are at least two different lo-
cations of the first storage space allocated by the data
processing unit. In this way, the data processing unit can
flexibly allocate the first storage space, so that the cache
unit can have a more flexible available storage space to
cache data that needs to be transmitted according to var-
ious data read/write commands.

[0015] Optionally, both a size and a location of the first
storage space may change. In this way, the first storage
space can be further flexibly allocated, so that the cache
unit can have a more flexible available storage space to
cache data that needs to be transmitted according to var-
ious data read/write commands.
[0016] Optionally, before allocating the first storage
space, the data processing unit may determine whether
the length or a size of the data that needs to be transmit-
ted according to the data read/write command is greater
than or equal to a preset threshold; and allocate the first
storage space when the length or the size of the data
that needs to be transmitted according to the data
read/write command is greater than or equal to the preset
threshold. In this way, when a small amount of data needs
to be transmitted according to a data read/write com-
mand, the data that needs to be transmitted does not
need to be transmitted in multiple times. This improves
data transmission efficiency and can reduce resource
consumption caused by caching, by the data processing
unit and the cache unit for multiple times, the data that
needs to be transmitted.
[0017] In a possible design, the first storage space is
less than or equal to an available storage space obtained
when the data processing unit receives the data
read/write command; or
the first storage space is a preset threshold; and when
the first storage space is less than or equal to an available
storage space obtained when the data processing unit
receives the data read/write command, the data process-
ing unit allocates the first storage space from the avail-
able storage space of the cache unit; or when the first
storage space is greater than an available storage space
obtained when the data processing unit receives the data
read/write command, the data processing unit waits a
preset time, then determines whether the first storage
space is less than or equal to an available storage space
of the cache unit, and when the first storage space is less
than the available storage space of the cache unit, allo-
cates the first storage space from the available storage
space of the cache unit.
[0018] In a possible design, the data read/write com-
mand includes address information of the data that needs
to be transmitted and the length of the data that needs
to be transmitted.
[0019] In a possible design, the data read/write com-
mand is a write command; the data that needs to be trans-
mitted is data that needs to be stored; and the write com-
mand includes a source address, on the control device,
of the data that needs to be stored, a length of the data
that needs to be stored, and a destination address, on
the storage unit, of the data that needs to be stored.
[0020] Correspondingly, the sequentially obtaining, by
the data processing unit, data of the first length, caching
the data to the first storage space, and sequentially mi-
grating the data cached in the first storage space to a
storage space corresponding to a destination address of
the data that needs to be transmitted according to the
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data read/write command includes:

step S1: obtaining, by the data processing unit from
the control device, the data of the first length in the
data that needs to be stored;
step S2: caching, by the data processing unit, the
obtained data of the first length to the first storage
space of the cache unit; and modifying the write com-
mand, where the source address that is on the con-
trol device and in the write command and that is of
the data that needs to be stored is modified to an
address of the first storage space, and the length of
the data that needs to be stored is modified to the
first length;
step S3: sending, by the data processing unit, the
modified write command to the storage unit; and
repeatedly performing steps S1 to S3 till the data
that needs to be stored is migrated to the storage
space corresponding to the destination address, on
the storage unit, of the data that needs to be stored.

[0021] Optionally, in step S1, the data processing unit
obtains, from the control device by means of remote di-
rect memory access (English: RDMA, remote direct
memory access), the data of the first length in the data
that needs to be stored.
[0022] Optionally, in step S3, the data processing unit
may send the modified write command to a controller of
a destination hard disk in the storage unit. The destination
hard disk is determined by the data processing device
according to the destination address, on the storage unit
and in the write command, of the data that needs to be
stored.
[0023] Optionally, the controller of the destination hard
disk may write, according to the received modified write
command and by means of RDMA or direct memory ac-
cess (English: DMA, direct memory access), the data
that needs to be stored, into the storage space corre-
sponding to the destination address of the destination
hard disk.
[0024] In a possible design, the data read/write com-
mand is a read command; the data that needs to be trans-
mitted is data that needs to be read; and the read com-
mand includes a source address, on the storage unit, of
the data that needs to be read, a length of the data that
needs to be read, and a destination address, on the con-
trol device, of the data that needs to be read.
[0025] Correspondingly, the sequentially obtaining, by
the data processing unit, data of the first length, caching
the data to the first storage space, and sequentially mi-
grating the data cached in the first storage space to a
storage space corresponding to a destination address of
the data that needs to be transmitted according to the
data read/write command includes:

step S1: modifying, by the data processing unit, the
read command, where the destination address that
is on the control device and in the read command

and that is of the data that needs to be read is mod-
ified to an address of the first storage space, and the
length of the data that needs to be read is modified
to the first length; and sending the modified read
command to the storage unit;
step S2: caching, by the data processing unit, the
data of the first length to the first storage space, and
sending the data in the first storage space to the
control device; and
repeatedly performing steps S1 and S2 till the data
that needs to be read is migrated to the storage
space corresponding to the destination address, on
the control device, of the data that needs to be read.

[0026] Optionally, in step S1, the data processing unit
may send the modified read command to a controller of
a destination hard disk in the storage unit. The destination
hard disk is determined by the data processing device
according to the source address, on the storage unit and
in the read command, of the data that needs to be read.
[0027] Optionally, the controller of the destination hard
disk may cache, to the first storage space of the cache
unit according to the received modified read command
and by means of RDMA or DMA, the data that needs to
be read.
[0028] Optionally, in step S2, the data processing unit
may send, by means of RDMA, the data in the first storage
space to the control device.
[0029] In a possible design, the data processing unit
and the storage unit are connected by using an NVMe
over Peripheral Component Interconnect Express PCIe,
NVMe over PCIe, architecture.
[0030] In a possible design, the data processing unit
includes a controller, the controller is configured to con-
trol transmission of the data cached in the cache unit
from the cache unit to the storage unit, and the controller
is a physical controller or a non-volatile storage controller
in the NVMe over Fabric architecture.
[0031] In another aspect, an embodiment of the
present invention provides a storage device. The storage
device is a storage device in an NVMe over Fabric archi-
tecture; data is transmitted between the storage device
and a control device in the NVMe over Fabric architec-
ture; the storage device includes a data processing unit,
a cache unit, and a storage unit; data that needs to be
read/written by the control device is stored in the storage
unit; the data processing unit is configured to receive a
data read/write command sent by the control device; the
cache unit is configured to cache data that needs to be
transmitted according to the data read/write command;
the data processing unit includes a processor; and the
processor is configured to perform the following steps:

receiving the data read/write command sent by the
control device, and allocating a first storage space
from an available storage space of the cache unit
according to a length, carried in the data read/write
command, of the data that needs to be transmitted,
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where a length of data that can be stored in the first
storage space is a first length, the first storage space
is less than a storage space of the cache unit, and
the first length is less than the length of the data that
needs to be transmitted; and
sequentially obtaining data of the first length, caching
the data to the first storage space, and sequentially
migrating the data cached in the first storage space
to a storage space corresponding to a destination
address of the data that needs to be transmitted ac-
cording to the data read/write command.

[0032] According to the foregoing storage device, the
data processing unit allocates the first storage space
from the available storage space of the cache unit ac-
cording to the length, carried in the data read/write com-
mand, of the data that needs to be transmitted, where
the first storage space is less than a storage space of
the cache unit, and the first length is less than the length
of the data that needs to be transmitted; and sequentially
migrates the data that needs to be transmitted according
to the data read/write command to the storage space
corresponding to the destination address. This resolves
a problem that a data read/write command cannot be
executed because a large amount of data needs to be
transmitted according to the data read/write command
and a cache unit cannot cache the data that needs to be
transmitted.
[0033] Optionally, in the NVMe over Fabric architec-
ture, the control device and the storage device may be
connected and perform communication by using a net-
work such as iWarp, RoCE, InfiniBand, FC, or Omni-
Path.
[0034] The data processing unit in the storage device
may be implemented by using a network adapter, an in-
dependent FPGA chip, or a CPU in the storage device.
The cache unit in the storage device may be implemented
by using a network adapter memory, a storage unit in an
FPGA chip, a cache unit in a storage device, or a memory
of a CPU in the storage device. Alternatively, the cache
unit in the storage device may be implemented by using
a cache resource pool including at least two of a network
adapter memory, a storage unit in an FPGA chip, a cache
unit in a storage device, or a memory of a CPU in the
storage device.
[0035] Optionally, a size of the first storage space is
fixed, and the first length is also fixed. In this way, the
data processing unit obtains a fixed size or length of data
of the first length each time. In this way, the data process-
ing unit allocates the first storage space according to the
fixed size each time, and an implementation of the data
processing unit is simple and easy.
[0036] Optionally, a size of the first storage space may
change, and the first length changes correspondingly.
That is, there are at least two different sizes of the first
storage space allocated by the data processing unit. Cor-
respondingly, there are at least two different sizes or
lengths of data of the first length. In this way, the data

processing unit allocates the first storage space in differ-
ent sizes. The size of the first storage space can be flex-
ibly adjusted, so that the cache unit can have a more
flexible available storage space to cache data that needs
to be transmitted according to various data read/write
commands.
[0037] Optionally, a location of the first storage space
is fixed. Data, of the first length, obtained by the data
processing unit each time is cached in a storage space
in a fixed location in the cache unit. In this way, the data
processing unit caches each time, in the fixed first storage
space, data that needs to be transmitted. An implemen-
tation is simple and easy.
[0038] Optionally, a location of the first storage space
may change. That is, there are at least two different lo-
cations of the first storage space allocated by the data
processing unit. In this way, the data processing unit can
flexibly allocate the first storage space, so that the cache
unit can have a more flexible available storage space to
cache data that needs to be transmitted according to var-
ious data read/write commands.
[0039] Optionally, both a size and a location of the first
storage space may change. In this way, the first storage
space can be further flexibly allocated, so that the cache
unit can have a more flexible available storage space to
cache data that needs to be transmitted according to var-
ious data read/write commands.
[0040] Optionally, before allocating the first storage
space, the data processing unit may determine whether
the length or a size of the data that needs to be transmit-
ted according to the data read/write command is greater
than or equal to a preset threshold; and allocate the first
storage space when the length or the size of the data
that needs to be transmitted according to the data
read/write command is greater than or equal to the preset
threshold. In this way, when a small amount of data needs
to be transmitted according to a data read/write com-
mand, the data that needs to be transmitted does not
need to be transmitted in multiple times. This improves
data transmission efficiency and can reduce resource
consumption caused by caching, by the data processing
unit and the cache unit for multiple times, the data that
needs to be transmitted.
[0041] In a possible design, the first storage space is
less than or equal to an available storage space obtained
when the data processing unit receives the data
read/write command; or
the first storage space is a preset threshold; and when
the first storage space is less than or equal to an available
storage space obtained when the data processing unit
receives the data read/write command, the data process-
ing unit allocates the first storage space from the avail-
able storage space of the cache unit; or when the first
storage space is greater than an available storage space
obtained when the data processing unit receives the data
read/write command, the data processing unit waits a
preset time, then determines whether the first storage
space is less than or equal to an available storage space
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of the cache unit, and when the first storage space is less
than the available storage space of the cache unit, allo-
cates the first storage space from the available storage
space of the cache unit.
[0042] In a possible design, the data read/write com-
mand includes address information of the data that needs
to be transmitted and the length of the data that needs
to be transmitted.
[0043] In a possible design, the data read/write com-
mand is a write command; the data that needs to be trans-
mitted is data that needs to be stored; and the write com-
mand includes a source address, on the control device,
of the data that needs to be stored, a length of the data
that needs to be stored, and a destination address, on
the storage unit, of the data that needs to be stored.
[0044] Correspondingly, the sequentially obtaining da-
ta of the first length, caching the data to the first storage
space, and sequentially migrating the data cached in the
first storage space to a storage space corresponding to
a destination address of the data that needs to be trans-
mitted according to the data read/write command in-
cludes:

step S1: obtaining, by the data processing unit from
the control device, the data of the first length in the
data that needs to be stored;
step S2: caching, by the data processing unit, the
obtained data of the first length to the first storage
space of the cache unit; and modifying the write com-
mand, where the source address that is on the con-
trol device and in the write command and that is of
the data that needs to be stored is modified to an
address of the first storage space, and the length of
the data that needs to be stored is modified to the
first length;
step S3: sending, by the data processing unit, the
modified write command to the storage unit; and
repeatedly performing steps S1 to S3 till the data
that needs to be stored is migrated to a storage space
corresponding to the destination address, on the
storage unit, of the data that needs to be stored.

[0045] Optionally, in step S1, the data processing unit
obtains, from the control device by means of RDMA, the
data of the first length in the data that needs to be stored.
[0046] Optionally, in step S3, the data processing unit
may send the modified write command to a controller of
a destination hard disk in the storage unit. The destination
hard disk is determined by the data processing device
according to the destination address, on the storage unit
and in the write command, of the data that needs to be
stored.
[0047] Optionally, the controller of the destination hard
disk may write, according to the received modified write
command and by means of RDMA or DMA, the data that
needs to be stored, into the storage space corresponding
to the destination address of the destination hard disk.
[0048] In a possible design, the data read/write com-

mand is a read command; the data that needs to be trans-
mitted is data that needs to be read; and the read com-
mand includes a source address, on the storage unit, of
the data that needs to be read, a length of the data that
needs to be read, and a destination address, on the con-
trol device, of the data that needs to be read.
[0049] Correspondingly, the sequentially obtaining da-
ta of the first length, caching the data to the first storage
space, and sequentially migrating the data cached in the
first storage space to a storage space corresponding to
a destination address of the data that needs to be trans-
mitted according to the data read/write command in-
cludes:

step S1: modifying, by the data processing unit, the
read command, where the destination address that
is on the control device and in the read command
and that is of the data that needs to be read is mod-
ified to an address of the first storage space, and the
length of the data that needs to be read is modified
to the first length; and sending the modified read
command to the storage unit;
step S2: caching, by the data processing unit, the
data of the first length to the first storage space, and
sending the data in the first storage space to the
control device; and
repeatedly performing steps S1 and S2 till the data
that needs to be read is migrated to the storage
space corresponding to the destination address, on
the control device, of the data that needs to be read.

[0050] Optionally, in step S1, the data processing unit
may send the modified read command to a controller of
a destination hard disk in the storage unit. The destination
hard disk is determined by the data processing device
according to the source address, on the storage unit and
in the read command, of the data that needs to be read.
[0051] Optionally, the controller of the destination hard
disk may cache, to the first storage space of the cache
unit according to the received modified read command
and by means of RDMA or DMA, the data that needs to
be read.
[0052] Optionally, in step S2, the data processing unit
may send, by means of RDMA, the data in the first storage
space to the control device.
[0053] In a possible design, the data processing unit
and the storage unit are connected by using an NVMe
over Peripheral Component Interconnect Express PCIe,
NVMe over PCIe, architecture.
[0054] In a possible design, the data processing unit
includes a controller, the controller is configured to con-
trol transmission of the data cached in the cache unit
from the cache unit to the storage unit, and the controller
is a physical controller or a non-volatile storage controller
in the NVMe over Fabric architecture.
[0055] In still another aspect, an embodiment of the
present invention provides a data read/write command
control system. The system includes a control device and
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a storage device in an NVMe over Fabric architecture;
the storage device includes a data processing unit, a
cache unit, and a storage unit; data that needs to be
read/written by the control device is stored in the storage
unit; the data processing unit is configured to receive a
data read/write command sent by the control device; and
the cache unit is configured to cache data that needs to
be transmitted according to the data read/write com-
mand, where:

the control device is configured to send the data
read/write command to the storage device;
the data processing unit is configured to: receive the
data read/write command sent by the control device,
and allocate a first storage space from an available
storage space of the cache unit according to a length,
carried in the data read/write command, of the data
that needs to be transmitted, where a length of data
that can be stored in the first storage space is a first
length, the first storage space is less than a storage
space of the cache unit, and the first length is less
than the length of the data that needs to be trans-
mitted; and
the data processing unit is further configured to: se-
quentially obtain data of the first length, cache the
data to the first storage space, and sequentially mi-
grate the data cached in the first storage space to a
storage space corresponding to a destination ad-
dress of the data that needs to be transmitted ac-
cording to the data read/write command.

[0056] According to the foregoing system, the data
processing unit allocates the first storage space from the
available storage space of the cache unit according to
the length, carried in the data read/write command, of
the data that needs to be transmitted, where the first stor-
age space is less than a storage space of the cache unit,
and the first length is less than the length of the data that
needs to be transmitted; and sequentially migrates the
data that needs to be transmitted according to the data
read/write command to the storage space corresponding
to the destination address. This resolves a problem that
a data read/write command cannot be executed because
a large amount of data needs to be transmitted according
to the data read/write command and a cache unit cannot
cache the data that needs to be transmitted.
[0057] Optionally, in the NVMe over Fabric architec-
ture, the control device and the storage device may be
connected and perform communication by using a net-
work such as iWarp, RoCE, InfiniBand, FC, or Omni-
Path.
[0058] The data processing unit in the storage device
may be implemented by using a network adapter, an in-
dependent FPGA chip, or a CPU in the storage device.
The cache unit in the storage device may be implemented
by using a network adapter memory, a storage unit in an
FPGA chip, a cache unit in a storage device, or a memory
of a CPU in the storage device. Alternatively, the cache

unit in the storage device may be implemented by using
a cache resource pool including at least two of a network
adapter memory, a storage unit in an FPGA chip, a cache
unit in a storage device, or a memory of a CPU in the
storage device.
[0059] Optionally, a size of the first storage space is
fixed, and the first length is also fixed. In this way, the
data processing unit obtains a fixed size or length of data
of the first length each time. In this way, the data process-
ing unit allocates the first storage space according to the
fixed size each time, and an implementation of the data
processing unit is simple and easy.
[0060] Optionally, a size of the first storage space may
change, and the first length changes correspondingly.
That is, there are at least two different sizes of the first
storage space allocated by the data processing unit. Cor-
respondingly, there are at least two different sizes or
lengths of data of the first length. In this way, the data
processing unit allocates the first storage space in differ-
ent sizes. The size of the first storage space can be flex-
ibly adjusted, so that the cache unit can have a more
flexible available storage space to cache data that needs
to be transmitted according to various data read/write
commands.
[0061] Optionally, a location of the first storage space
is fixed. Data, of the first length, obtained by the data
processing unit each time is cached in a storage space
in a fixed location in the cache unit. In this way, the data
processing unit caches each time, in the fixed first storage
space, data that needs to be transmitted. An implemen-
tation is simple and easy.
[0062] Optionally, a location of the first storage space
may change. That is, there are at least two different lo-
cations of the first storage space allocated by the data
processing unit. In this way, the data processing unit can
flexibly allocate the first storage space, so that the cache
unit can have a more flexible available storage space to
cache data that needs to be transmitted according to var-
ious data read/write commands.
[0063] Optionally, both a size and a location of the first
storage space may change. In this way, the first storage
space can be further flexibly allocated, so that the cache
unit can have a more flexible available storage space to
cache data that needs to be transmitted according to var-
ious data read/write commands.
[0064] Optionally, before allocating the first storage
space, the data processing unit may determine whether
the length or a size of the data that needs to be transmit-
ted according to the data read/write command is greater
than or equal to a preset threshold; and allocate the first
storage space when the length or the size of the data
that needs to be transmitted according to the data
read/write command is greater than or equal to the preset
threshold. In this way, when a small amount of data needs
to be transmitted according to a data read/write com-
mand, the data that needs to be transmitted does not
need to be transmitted in multiple times. This improves
data transmission efficiency and can reduce resource
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consumption caused by caching, by the data processing
unit and the cache unit for multiple times, the data that
needs to be transmitted.
[0065] In a possible design, the first storage space is
less than or equal to an available storage space obtained
when the data processing unit receives the data
read/write command; or
the first storage space is a preset threshold; and when
the first storage space is less than or equal to an available
storage space obtained when the data processing unit
receives the data read/write command, the data process-
ing unit allocates the first storage space from the avail-
able storage space of the cache unit; or when the first
storage space is greater than an available storage space
obtained when the data processing unit receives the data
read/write command, the data processing unit waits a
preset time, then determines whether the first storage
space is less than or equal to an available storage space
of the cache unit, and when the first storage space is less
than the available storage space of the cache unit, allo-
cates the first storage space from the available storage
space of the cache unit.
[0066] In a possible design, the data read/write com-
mand includes address information of the data that needs
to be transmitted and the length of the data that needs
to be transmitted.
[0067] In a possible design, the data read/write com-
mand is a write command; the data that needs to be trans-
mitted is data that needs to be stored; and the write com-
mand includes a source address, on the control device,
of the data that needs to be stored, a length of the data
that needs to be stored, and a destination address, on
the storage unit, of the data that needs to be stored.
[0068] Correspondingly, the sequentially obtaining, by
the data processing unit, data of the first length, caching
the data to the first storage space, and sequentially mi-
grating the data cached in the first storage space to a
storage space corresponding to a destination address of
the data that needs to be transmitted according to the
data read/write command includes:

step S1: obtaining, by the data processing unit from
the control device, the data of the first length in the
data that needs to be stored;
step S2: caching, by the data processing unit, the
obtained data of the first length to the first storage
space of the cache unit; and modifying the write com-
mand, where the source address that is on the con-
trol device and in the write command and that is of
the data that needs to be stored is modified to an
address of the first storage space, and the length of
the data that needs to be stored is modified to the
first length;
step S3: sending, by the data processing unit, the
modified write command to the storage unit; and
repeatedly performing steps S1 to S3 till the data
that needs to be stored is migrated to a storage space
corresponding to the destination address, on the

storage unit, of the data that needs to be stored.

[0069] Optionally, in step S1, the data processing unit
obtains, from the control device by means of RDMA, the
data of the first length in the data that needs to be stored.
[0070] Optionally, in step S3, the data processing unit
may send the modified write command to a controller of
a destination hard disk in the storage unit. The destination
hard disk is determined by the data processing device
according to the destination address, on the storage unit
and in the write command, of the data that needs to be
stored.
[0071] Optionally, the controller of the destination hard
disk may write, according to the received modified write
command and by means of RDMA or DMA, the data that
needs to be stored, into the storage space corresponding
to the destination address of the destination hard disk.
[0072] In a possible design, the data read/write com-
mand is a read command; the data that needs to be trans-
mitted is data that needs to be read; and the read com-
mand includes a source address, on the storage unit, of
the data that needs to be read, a length of the data that
needs to be read, and a destination address, on the con-
trol device, of the data that needs to be read.
[0073] Correspondingly, the sequentially obtaining, by
the data processing unit, data of the first length, caching
the data to the first storage space, and sequentially mi-
grating the data cached in the first storage space to a
storage space corresponding to a destination address of
the data that needs to be transmitted according to the
data read/write command includes:

step S1: modifying, by the data processing unit, the
read command, where the destination address that
is on the control device and in the read command
and that is of the data that needs to be read is mod-
ified to an address of the first storage space, and the
length of the data that needs to be read is modified
to the first length; and sending the modified read
command to the storage unit;
step S2: caching, by the data processing unit, the
data of the first length to the first storage space, and
sending the data in the first storage space to the
control device; and
repeatedly performing steps S1 and S2 till the data
that needs to be read is migrated to the storage
space corresponding to the destination address, on
the control device, of the data that needs to be read.

[0074] Optionally, in step S1, the data processing unit
may send the modified read command to a controller of
a destination hard disk in the storage unit. The destination
hard disk is determined by the data processing device
according to the source address, on the storage unit and
in the read command, of the data that needs to be read.
[0075] Optionally, the controller of the destination hard
disk may cache, to the first storage space of the cache
unit according to the received modified read command
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and by means of RDMA or DMA, the data that needs to
be read.
[0076] Optionally, in step S2, the data processing unit
may send, by means of RDMA, the data in the first storage
space to the control device.
[0077] In a possible design, the data processing unit
and the storage unit are connected by using an NVMe
over Peripheral Component Interconnect Express PCIe,
NVMe over PCIe, architecture.
[0078] In a possible design, the data processing unit
includes a controller, the controller is configured to con-
trol transmission of the data cached in the cache unit
from the cache unit to the storage unit, and the controller
is a physical controller or a non-volatile storage controller
in the NVMe over Fabric architecture.

BRIEF DESCRIPTION OF DRAWINGS

[0079] To describe the technical solutions in the em-
bodiments of the present invention or in the prior art more
clearly, the following briefly describes the accompanying
drawings required for describing the embodiments or the
prior art. Apparently, the accompanying drawings in the
following description show merely some embodiments
of the present invention, and a person of ordinary skill in
the art may still derive other drawings from these accom-
panying drawings without creative efforts.

FIG. 1 is a schematic diagram of an implementation
of an NVMe over Fabric architecture in the prior art;
FIG. 2 is a schematic structural diagram of an imple-
mentation in which a host host and one target are
connected and implement data transfer according to
an embodiment of the present invention;
FIG. 3 is a schematic flowchart of an implementation
of a data read/write command control method in
NVMe over Fabric according to an embodiment of
the present invention;
FIG. 4 is a schematic flowchart of another implemen-
tation of a data read/write command control method
in NVMe over Fabric according to an embodiment
of the present invention;
FIG. 5 is a schematic flowchart of a method for con-
trolling a data read/write command between a control
device and a storage device in an NVMe over Fabric
architecture according to an embodiment of the
present invention;
FIG. 6 is a schematic structural diagram of a storage
device 600 according to an embodiment of the
present invention; and
FIG. 7 is a schematic structural diagram of a data
read/write command control system according to an
embodiment of the present invention.

DESCRIPTION OF EMBODIMENTS

[0080] The following describes the embodiments of the
present invention with reference to accompanying draw-

ings.
[0081] In addition, the terms "first" and "second" in the
embodiments of the present invention are merely intend-
ed for a purpose of description, and shall not be under-
stood as an indication or implication of relative impor-
tance or implicit indication of a quantity of indicated tech-
nical features. Therefore, a feature limited by "first" or
"second" may explicitly or implicitly include one or more
features.
[0082] Referring to FIG. 1, FIG. 1 is a schematic dia-
gram of an implementation of an NVMe over Fabric ar-
chitecture in the prior art. FIG. 1 includes a host 100, a
target 200, and a target 300. The host 100 is a host mainly
responsible for initiating data read/write, for example,
sending a data read/write command. The target 200 and
the target 210 are target storage devices, also referred
to as NVM subsystems in an NVMe protocol, and are
mainly responsible for receiving and executing a data
read/write command sent by the host host 100. A specific
form of the host host 100 includes but is not limited to a
physical server or a virtual machine on a physical server.
The physical server may be, for example, a computer
device including components such as a CPU, a memory,
and a network adapter.
[0083] The target 200 may be an independent physical
hard disk system. As shown in FIG. 1, the target 200
includes a network adapter 201 and more than one hard
disk. The network adapter 201 is separately connected
to the more than one hard disk. It should be noted that
three hard disks are used as an example in FIG. 1. In a
specific implementation, the target 200 may include more
than one hard disk. The hard disk in the target 200 may
be a storage medium with a storage function, such as a
solid state disk (English: SSD, Solid State Disk) or a hard
disk drive (English: HDD, Hard Disk Driver). The network
adapter 201 has a function of a network interface card
and may be a remote network interface card (English:
RNIC, Remote Network Interface Card) in NVMe over
Fabric. The network adapter 201 and the host 100 use
Fabric to perform communication related to a data
read/write command or data transmission.
[0084] The target 210 has a structure similar to that of
the target 200, and includes a network adapter 211 and
more than one hard disk. Functions and implementations
of components (the network adapter 211, the hard disk,
and the like) of the target 210 are similar to functions and
implementations of components (the network adapter
201 and the hard disk) of the target 200. In a specific
implementation, there may be multiple targets. FIG. 1
merely shows two targets (the target 200 and the target
210) as an example for description.
[0085] For example, the host 100 needs to store data
into the target 200 in FIG. 1. A process in which the host
100 sends data and the target receives the data includes
the following steps.
[0086] Step S100: When the host 100 needs to store
data into the target 200, the host 100 sends a command
by using a write command, where the write command
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usually carries the data that needs to be stored. If a large
amount of data needs to be stored and the host 100 can-
not add the data to the write command and send the data
(for example, the data that needs to be stored exceeds
a maximum amount of data that can be carried in the
write command), the host 100 adds an SGL (scatter gath-
er list) to the write command. The SGL includes one field,
for example, one entry. The field includes information
such as a source address, on the host 100, of the data
that needs to be stored, a length of the data that needs
to be stored, and a destination address, on the target
200, of the data that needs to be stored. It should be
noted that the SGL may include multiple fields, for exam-
ple, multiple entries. Each entry includes information
such as a source address, on the host 100, of the data
that needs to be stored, a length of the data that needs
to be stored, and a destination address, on the target
200, of the data that needs to be stored. When the data
that needs to be stored includes multiple address seg-
ments, that is, the data that needs to be stored is not
contiguous on the host 100 and exists in multiple address
segments, multiple entries are required to record the data
in the multiple address segments. This embodiment of
the present invention is described by using an example
in which the SGL includes one entry.
[0087] The following steps are described by using an
example in which the data that needs to be stored by the
host 100 exceeds an amount of data that can be carried
in the write command, and that the SGL in the write com-
mand needs to be used to notify the target 200 of address
information and a length of the data that needs to be
stored.
[0088] Step S101: The host 100 sends the write com-
mand to the target 200 by using a network adapter 103,
where the write command includes the SGL.
[0089] Optionally, the data that needs to be stored may
be more than one data block. Because a data block has
a fixed length, a length of the to-be-written data may be
recorded by using a quantity of data blocks.
[0090] Step S102: After receiving the write command,
the network adapter 201 in the target 200 obtains the
length, carried in the write command, of the data that
needs to be stored; and allocates a corresponding stor-
age space in a network adapter memory (not shown in
FIG. 1) of the network adapter 201, that is, allocates, in
the network adapter memory of the network adapter 201,
a storage space that is the same as the length, carried
in the write command, of the data that needs to be stored,
so as to cache the data that needs to be stored and that
is sent by the host 100.
[0091] Step S103: After allocating the storage space
required for caching the data, the network adapter 201
instructs, by using an RDMA command, the network
adapter 103 to transmit, by means of RDMA, the data
that needs to be stored, that is, instructs the network
adapter 103 to read, according to the source address,
on the host 100, of the data that needs to be stored, the
data that needs to be stored; receives the data that needs

to be stored and that is transmitted by the network adapt-
er 103 by using a network; and caches, in the storage
space of the network adapter memory, the received data
that needs to be stored.
[0092] The data that needs to be stored and that is
cached in the network adapter memory is migrated to a
hard disk in the target 200.
[0093] In step S102, the storage space of the network
adapter memory may be insufficient. For example, the
storage space of the network adapter memory is 1000 K
Bytes in size, but data that needs to be transmitted ac-
cording to the write command sent by the host 100 to the
target 200 is 5000 K Bytes. That is, the storage space
occupied by the data that needs to be transmitted ac-
cording to the write command is greater than the maxi-
mum storage space of the network adapter memory. In
this case, the network adapter 201 does not have a suf-
ficient storage space to cache the data that needs to be
stored, and the write command fails to be executed. Al-
ternatively, the storage space of the network adapter
memory is 1000 K Bytes in size, but data that needs to
be transmitted according to the write command sent by
the host 100 to the target 200 is 800 K Bytes. That is, the
storage space occupied by the data that needs to be
transmitted according to the write command needs to
occupy 80% of the storage space of the network adapter
memory. If the storage space of the network adapter
memory cannot provide 80% of the storage space for
caching the data that needs to be transmitted according
to the write command because other data is cached, the
write command also fails to be executed.
[0094] Similarly, when the host 100 sends a data read
request to the target 200, the host 100 sends a read com-
mand to the network adapter 201. If a storage space oc-
cupied by data that needs to be transmitted according to
the read command is greater than a storage space of the
network adapter memory, the network adapter 201 may
also fail to execute the read command. If the storage
space of the network adapter memory is expanded, costs
increase. If an external general storage device is used
as a storage space of the network adapter memory of
the target, performance deteriorates because a storage
delay increases.
[0095] To resolve the foregoing technical problems,
the embodiments of the present invention provide a data
read/write command control method and system, and a
storage device in NVMe over Fabric. The following em-
bodiments are described by using an example in which
a host host and one target are connected and implement
data transfer. For a case in which the host and multiple
targets are connected and implement data transmission,
refer to the case in which the host and one target are
connected. Details are not described herein.
[0096] It should be noted that, in a specific implemen-
tation, a target used as a storage device may use a net-
work adapter, an independent field programmable gate
array (English: FPGA, field programmable gate array)
chip, or a central processing unit (English: CPU, central
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processing unit) in the target to receive a data read/write
command sent by a host used as a control device. In this
embodiment of the present invention, the network adapt-
er, the FPGA chip, the CPU, or the like, in the storage
device, that receives the data read/write command sent
by the control device is collectively referred to as a data
processing unit. It may be understood that the data
processing unit in this embodiment of the present inven-
tion may be a unit or an entity that has a same function
as the network adapter, the FPGA chip, or the CPU, pro-
vided that the unit or the entity can receive and process
the data read/write command sent by the host used as
the control device.
[0097] When the network adapter is used as the data
processing unit in the storage device, a network adapter
memory is configured to cache data that needs to be
transmitted according to the data read/write command
received by the network adapter. When the FPGA is used
as the data processing unit in the storage device, a stor-
age unit in the FPGA is configured to cache data that
needs to be transmitted according to the data read/write
command received by the FPGA. When the CPU in the
storage device is used as the data processing unit in the
storage device, a memory of the CPU is configured to
cache data that needs to be transmitted according to the
data read/write command received by the CPU, that is,
the memory of the CPU is shared to cache the data. In
addition, a cache unit in the target, such as a cache device
using a DDR as a cache, may also be used as a cache
of the network adapter, the FPGA, or the CPU. In this
embodiment of the present invention, the network adapt-
er memory, the storage unit in the FPGA chip, the mem-
ory of the CPU, or the cache unit in the target is collec-
tively referred to as a cache unit. It may be understood
that the cache unit in this embodiment of the present
invention may be another storage medium that has a
same function as the network adapter memory, the stor-
age unit in the FPGA chip, or the memory of the CPU,
provided that the another storage medium can be con-
figured to cache the data that needs to be transmitted
according to the data read/write command sent by the
host used as the control device. In addition, the network
adapter memory, the storage unit in the FPGA chip, the
memory of the CPU, or the cache unit in the target may
also form a cache resource pool. In a specific implemen-
tation, one or more of the network adapter, the FPGA
chip, or the CPU may receive the data read/write com-
mand sent by the host and cache, in the cache resource
pool, the data that needs to be transmitted.
[0098] The embodiment of the present invention is de-
scribed below by using an example in which the network
adapter is used as the data processing unit in the storage
device, the network adapter memory is used as the cache
unit in the storage device, the target is used as the storage
device, and the host is used as the control device. It may
be understood that, for an implementation in which the
FPGA or the CPU is used as the data processing unit,
reference may be made to an implementation in which

the network adapter is used as the data processing unit.
For an implementation in which the storage unit in the
FPGA chip, the cache unit in the target, or the memory
of the CPU is used as the cache unit or an implementation
of a resource pool including the storage unit in the FPGA
chip, the cache unit in the target, or the memory of the
CPU, refer to an implementation in which the network
adapter memory is used as the cache unit. Details are
not described herein.
[0099] FIG. 2 is a schematic structural diagram of an
implementation in which a host host and one target are
connected and implement data transfer according to an
embodiment of the present invention. As shown in FIG.
2, a host 300 and a target 400 are connected over Fabric.
Specifically, the host 300 and the target 400 may be con-
nected and perform communication by using a network
such as iWrap, RoCE, InfiniBand, FC, or Omni-Path.
[0100] The host 300 includes hardware components
such as a CPU 301, a memory 302, and a network adapt-
er 303. The target 400 includes a network adapter 401
and more than one hard disk. The host 300 is a host
mainly responsible for initiating data read/write, for ex-
ample, sending a data read/write command. A specific
form of the host host 300 includes but is not limited to a
physical server or a virtual machine on a physical server.
The physical server may be, for example, a computer
device including components such as a CPU, a memory,
and a network adapter. It should be noted that, if the host
host 300 is a virtual machine on a physical server, the
hardware components, such as the CPU 301, the mem-
ory 302, and the network adapter 303, included in the
host 300 refer to resources, such as a CPU, a memory,
and a network adapter, that are allocated by the physical
server to the virtual machine. Similarly, the network
adapter 401 in the target 400 may be a virtual network
adapter. The virtual network adapter is a network adapter
resource allocated by a physical network adapter in the
target 400 to the virtual network adapter.
[0101] The target 400 is a target storage device, also
referred to as an NVM subsystem in an NVMe over Fabric
architecture, and is mainly responsible for receiving and
executing a read/write command sent by the host host
300. The hard disk in the target 400 may be a medium
with a storage function, such as an SSD or an HDD. Three
hard disks are used as an example in FIG. 2. The network
adapter 401 includes a network adapter processor 4011
and a network adapter memory 4012. The network adapt-
er 401 has a function of a network interface card and may
be an RNIC in NVMe over Fabric. The network adapter
401 and the host 300 use a network in the NVMe over
Fabric architecture to perform communication related to
a data read/write command or data transmission.
[0102] In FIG. 2, for example, the network adapter
memory 4012 is located in the network adapter 401, that
is, the network adapter 401 includes the network adapter
memory 4012. In a specific implementation, alternatively,
the network adapter memory 4012 may be located out-
side the network adapter 401, that is, the network adapter
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memory of the target 400 may be a storage medium in-
dependent of the network adapter 401. In this embodi-
ment of the present invention, the storage medium inde-
pendent of the network adapter 401 may be a storage
medium such as a double data rate (English: DDR, dou-
ble data rate) storage medium. In another alternative im-
plementation, the network adapter memory 4012 of the
network adapter 401 may be a memory resource pool
including memory resources of multiple network adapt-
ers in the target 400. A specific presentation form of the
network adapter memory is not limited in this embodi-
ment of the present invention.
[0103] To avoid a prior-art problem that a data
read/write command cannot be executed because a stor-
age space of the network adapter memory of the network
adapter 401 is insufficient, a data read/write command
control method in NVMe over Fabric according to the
embodiments of the present invention is described below
in detail by using an example in which the host 300 sends
a data write command to the target 400 and by using an
example in which the host 300 sends a data read com-
mand to the target 400.
[0104] When the host 300 sends a data write command
to the target 400, as shown in FIG. 3, a data read/write
command control method in NVMe over Fabric according
to an embodiment of the present invention includes the
following steps.
[0105] Step 200: The network adapter 401 receives
the write command sent by the host 300, where the write
command carries an SGL, and the SGL includes infor-
mation such as a source address, on the host 300, of the
data that needs to be stored, a length of the data that
needs to be stored, and a destination address, on the
target 400, of the data that needs to be stored.
[0106] Specifically, when the host 300 needs to write,
into the target 400, the data that needs to be stored, the
host 300 sends the write command to the target 400.
That is, the host 300 sends the write command to the
target 400 by using a network such as iWrap, RoCE,
InfiniBand, FC, or Omni-Path.
[0107] Step 202: The network adapter 401 determines
whether the length of the data that needs to be stored
reaches a preset threshold.
[0108] The preset threshold may be set differently ac-
cording to a specific service implementation scenario.
For example, when a total storage space of the network
adapter memory 4012 is 1 GB, the preset threshold is
200 MB; or when a total storage space of the network
adapter memory 4012 is 500 MB, the preset threshold is
150 MB. In a specific implementation, different preset
thresholds may be set according to the total storage
space of the network adapter memory 4012 and require-
ments for different services.
[0109] Step 204: When the length of the data that
needs to be stored reaches the preset threshold, the net-
work adapter 401 allocates a first storage space from an
available storage space of the network adapter memory
4012, where a length of data that can be stored in the

first storage space is a first length, the first storage space
is less than a storage space of the network adapter mem-
ory 4012, and the first length is less than the length of
the data that needs to be stored.
[0110] The first storage space may be less than or
equal to an available storage space obtained when the
data processing unit receives a data read/write com-
mand. For example, when the network adapter 401 re-
ceives the write command, if the available storage space
of the network adapter 4012 is 100 KB, a size of the first
storage space may be 80 KB or 100 KB; or when the
network adapter 401 receives the write command, if the
available storage space of the network adapter 4012 can
store 100 data blocks, a size of the first storage space
may be 80 data blocks or 100 data blocks.
[0111] Alternatively, the size of the first storage space
may be a preset threshold. For example, it is preset that
a threshold of the first storage space is 100 data blocks.
When the network adapter 401 receives the write com-
mand, if the available storage space of the network adapt-
er 4012 can store 120 data blocks and the data that needs
to be stored according to the write command is 500 data
blocks, the network adapter allocates a storage space of
100 data blocks as the first storage space. When the
network adapter 401 receives the write command, if the
available storage space of the network adapter 4012 can
store 80 data blocks, the network adapter waits a preset
time, such as 3 minutes, and determines again, after the
preset time elapses, whether an available storage space
of the network adapter 4012 is greater than or equal to
the preset threshold. If the available storage space of the
network adapter 4012 is greater than or equal to the pre-
set threshold at this time, for example, the available stor-
age space of the network adapter 4012 is 150 data
blocks, the network adapter allocates a storage space of
100 data blocks as the first storage space. If the available
storage space of the network adapter 4012 is less than
the preset threshold at this time, for example, the avail-
able storage space of the network adapter 4012 is 90
data blocks, the network adapter continues to wait the
preset time and then determines whether an available
storage space of the network adapter 4012 is greater
than or equal to the preset threshold.
[0112] In a specific implementation, the size of the first
storage space may be set in a register of the network
adapter 401. The size of the first storage space may be
represented by a length (for example, 20 MB) of data that
can be stored, or may be represented by a quantity (for
example, 20 data blocks) of data blocks that can be
stored. When the size of the first storage space is repre-
sented by a length of data that can be stored, the first
length is a value of the length of the data that can be
stored, for example, 20 MB. When the size of the first
storage space is represented by a quantity of data blocks
that can be stored, the first length is a value of the data
blocks that can be stored, for example, 20 data blocks.
[0113] Certainly, in a specific implementation, the net-
work adapter 401 may not determine whether the length
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of the data that needs to be stored reaches the preset
threshold. That is, step 202 is an optional implementation
step. When the step of determining whether the length
of the data that needs to be stored reaches the preset
threshold is not performed, the network adapter 401 may
directly allocate the first storage space from the available
storage space of the network adapter memory 4012. In
this case, the first storage space allocated by the network
adapter 401 may be that the first storage space is less
than or equal to the available storage space obtained
when the data processing unit receives the data
read/write command, or may be a first storage space of
a size of the preset threshold.
[0114] It may be understood that the first storage space
allocated by the network adapter 401 from the available
storage space of the network adapter memory 4012 may
be a storage space with a fixed location, or may be a
storage space with a changing location.
[0115] When a location of the first storage space is
fixed, the first storage space is a segment of address
space obtained, by division, from the available storage
space of the network adapter memory 4012. In a process
of transmitting the data that needs to be stored according
to the write command, the segment of address space is
not used to cache data that needs to be transmitted ac-
cording to another data read/write command. Using an
address segment 0001 to 0100 as an example, from a
start address 0001 to an end address 0100, a storage
space corresponding to the address segment is the first
storage space. Specifically, after allocating the first stor-
age space, the network adapter 401 may set an identifier
for the address segment in which the first storage space
is located. The identifier is used to indicate that the ad-
dress segment has been occupied, and the network
adapter 401 no longer caches, in the storage space cor-
responding to the address segment, data that needs to
be transmitted according to another data read/write com-
mand. In this way, the first storage space is used to cache
only the data that needs to be stored according to the
write command. After all the data that needs to be stored
according to the write command is written into a storage
space corresponding to the destination address on the
target 400, the network adapter 401 cancels the identifier
that was set, and the first storage space may be used to
cache data that needs to be transmitted according to an-
other data read/write command.
[0116] When a location of the first storage space is not
fixed, in a process of transmitting the data that needs to
be stored according to the write command, a different
address segment is allocated to the first storage space
each time. For example, an address segment allocated
to the first storage space for a first time is 0001 to 0100,
that is, a storage space corresponding to the address
segment from a start address 0001 to an end address
0100 is an address space in which the first storage space
is located; an address segment allocated to the first stor-
age space for a second time is 0301 to 0400, that is, a
storage space corresponding to the address segment

from a start address 0301 to an end address 0400 is an
address space in which the first storage space is located.
In this way, the network adapter 401 may flexibly allocate
the first storage space according to the available storage
space of the network adapter memory 4012.
[0117] The location of the allocated first storage space
in the network adapter memory 4012 is not limited in this
embodiment of the present invention. The fixed or chang-
ing location of the first storage space is an implementa-
tion of allocating the first storage space in this embodi-
ment of the present invention.
[0118] Step 206: The network adapter 401 instructs
the network adapter 303 to transmit data of the first length
in the data that needs to be stored.
[0119] Specifically, the network adapter 401 may in-
struct, by means of RDMA, the network adapter 303 to
read the data of the first length from the source address,
of the data that needs to be stored, in the SGL carried in
the write command.
[0120] Specifically, the source address, of the data that
needs to be stored, in the SGL carried in the write com-
mand is a start address. When the data of the first length
is being read, reading of the data of the first length starts
from the source address of the data that needs to be
stored.
[0121] Step 208: The network adapter 401 receives
the data of the first length that is transmitted by the net-
work adapter 303 by using a network, caches the re-
ceived data of the first length to the allocated first storage
space of the network adapter memory 4012, modifies the
received write command, and sends the modified write
command to a destination hard disk, that is, sends the
modified write command to a controller of the destination
hard disk.
[0122] Specifically, the network adapter 401 may re-
ceive the data of the first length that is transmitted by the
network adapter 303 by using the network, and cache
the received data of the first length to the allocated first
storage space of the network adapter memory 4012.
Then, the network adapter 401 modifies the received
write command. The source address that is on the host
300 and in the SGL carried in the write command and
that is of the data that needs to be stored is modified to
an address of the first storage space in the network adapt-
er memory 4012, and the length that is in the SGL carried
in the write command and that is of the data that needs
to be stored is modified to the first length. The network
adapter 401 sends the modified write command to the
destination hard disk, that is, sends the modified write
command to the controller of the destination hard disk.
The SGL carried in the write command sent by the net-
work adapter 401 to the controller of the destination hard
disk includes information such as the address of the first
storage space in the network adapter memory 4012, the
first length, and the destination address, on the target
400, of the data that needs to be stored.
[0123] The destination hard disk is determined by the
network adapter 401 according to the destination ad-
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dress, on the target 400 and in the write command, of
the data that needs to be stored. The network adapter
401 can determine, according to the destination address,
a hard disk that is in the target 400 and in which the data
that needs to be stored is located, and determine that
the hard disk in which the destination address is located
is the destination hard disk, where the destination ad-
dress is on the target 400 and is of the data that needs
to be stored. In the target 400, each hard disk is corre-
sponding to an address segment. The network adapter
401 determines, according to the destination address in
the SGL in the write command, an address segment in
which the destination address is located, where the des-
tination address is on the target 400 and is of the data
that needs to be stored. A hard disk corresponding to the
address segment is the destination hard disk.
[0124] Step 210: The controller of the destination hard
disk reads the data of the first length from the network
adapter memory 4012 according to an address that is of
the first storage space and that is carried in the received
write command, and writes the data of the first length into
a storage space corresponding to the destination ad-
dress of the destination hard disk.
[0125] Optionally, the controller of the destination hard
disk may write, by means of RDMA or direct memory
access (English: DMA, direct memory access), the data
that needs to be stored, into the storage space corre-
sponding to the destination address of the destination
hard disk. In this embodiment of the present invention,
the network adapter 401 and the hard disk in the target
400 are connected based on an NVMe over PCIe archi-
tecture. Therefore, the controller of the destination hard
disk in the target 400 and the network adapter 401 may
be connected and perform communication by means of
NVMe over PCIe. That is, the controller of the destination
hard disk may write, from the network adapter memory
4012 into the destination hard disk and based on a man-
ner specified by an NVMe over PCIe protocol, the data
that needs to be stored.
[0126] That the network adapter 401 modifies the write
command and sends the modified write command to the
controller of the destination hard disk may be implement-
ed by a control module in the network adapter 401. The
control module may be implemented by a physical chip
(for example, a processor such as ARM, X86, or Power
PC), or may be implemented by a software module run-
ning on a physical chip, or may be one or more virtual
controllers created on a physical chip by using a virtual
machine technology. The control module may be a phys-
ical controller or an NVM controller in NVMe over Fabric.
[0127] Step 206 to step 210 are cyclically performed
till all the data that needs to be stored is written into the
storage space corresponding to the destination address,
on the target 400, of the data that needs to be stored.
[0128] The following describes a process of cyclically
performing step 206 to step 210 by using an example in
which the data that needs to be stored is 202 data blocks
and the first length is 10 data blocks. When step 206 to

step 210 are performed for the first time, the data of the
first length that is cached in the network adapter memory
4012 is a first to a tenth data blocks starting from the
source address, on the host 300, of the data that needs
to be stored. The data of the first length is written into a
storage space corresponding to 10 data blocks starting
from a start address of the destination address, on the
target 400, of the data that needs to be stored. When
step 206 to step 210 are performed for the second time,
the data of the first length that is cached in the network
adapter memory 4012 is an eleventh to a twentieth data
blocks starting from the source address, on the host 300,
of the data that needs to be stored. The data of the first
length is written into a storage space corresponding to
10 data blocks starting from an address space obtained
by adding 10 data blocks to the start address of the des-
tination address, on the target 400, of the data that needs
to be stored, and so on, till all the data that needs to be
stored is written into the storage space corresponding to
the destination address, on the target 400, of the data
that needs to be stored.
[0129] It should be noted that, when step 206 to step
210 are performed for the last time, because remaining
data is two data blocks, the length, of the data that needs
to be stored, included in the SGL carried in the write com-
mand sent by the network adapter 401 to the controller
of the destination hard disk is a length of the remaining
data, that is, a length of the two data blocks. That is, the
SGL carried in the write command sent by the network
adapter 401 to the controller of the destination hard disk
includes the address of the first storage space in the net-
work adapter memory 4012, the length of the two data
blocks, and information of a start address obtained by
adding a length of200 data blocks to the start address of
the destination address, on the target 400, of the data
that needs to be stored.
[0130] When the data that needs to be stored is rep-
resented by a data length, for example, the data that
needs to be stored is 200 KB, a source address of the
data that needs to be stored may be represented by spe-
cific address information, such as 00001 to 01000. An
implementation of cyclically performing step 206 to step
210 is similar to the implementation in which the data that
needs to be stored is represented by data blocks. Details
are not described herein.
[0131] In the process of cyclically performing step 206
to step 210, the size of the first storage space is fixed,
and transmission is performed according to an actual da-
ta length only because a data length is less than the first
length when step 206 to step 210 are performed for the
last time. It may be understood that the size of the first
storage space may change when step 206 to step 210
are cyclically performed. That is, according to the size of
the available storage space of the network adapter mem-
ory 4012, a size of the first storage space allocated each
time step 206 to step 210 are performed may be different.
For example, a size of the first storage space allocated
for an Nth time is 100 data blocks; for an (N + 2)th time,
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the available storage space of the network adapter mem-
ory 4012 increases, and a size of the allocated first stor-
age space is 150 data blocks; for an (N + 6)th time, the
available storage space of the network adapter memory
4012 decreases, and a size of the allocated first storage
space is 50 data blocks, and so on. N is a positive integer
greater than or equal to 1.
[0132] In addition, in the process of cyclically perform-
ing step 206 to step 210, if the size of the first storage
space allocated each time is different, when the network
adapter 401 modifies the write command, the length of
the written data that needs to be stored also changes
accordingly. An implementation process is similar to the
foregoing described implementation process. Details are
not described herein.
[0133] When the host 300 sends a data read command
to the target 400, as shown in FIG. 4, a data read/write
command control method in NVMe over Fabric according
to an embodiment of the present invention includes the
following steps.
[0134] Step 300: The network adapter 401 receives
the read command sent by the host 300, where the read
command carries an SGL, and the SGL includes infor-
mation such as a source address, on the target 400, of
the data that needs to be read, a length of the data that
needs to be read, and a destination address, on the host
300, of the data that needs to be read.
[0135] Specifically, when the host 300 needs to read
the data from the target 400, the host 300 sends the read
command to the target 400. That is, the host 300 sends
the read command to the target 400 by using a network
such as iWrap, RoCE, InfiniBand, FC, or Omni-Path.
[0136] Step 302: The network adapter 401 determines
whether the length of the data that needs to be read
reaches a preset threshold.
[0137] The preset threshold may be set differently ac-
cording to a specific service implementation scenario.
For example, when a total storage space of the network
adapter memory 4012 is 10 GB, the preset threshold is
2 GB; or when a total storage space of the network adapt-
er memory 4012 is 500 MB, the preset threshold is 450
MB. In a specific implementation, different preset thresh-
olds may be set according to the total storage space of
the network adapter memory 4012 and requirements for
different services.
[0138] Step 304: When the length of the data that
needs to be read reaches the preset threshold, the net-
work adapter 401 allocates a first storage space from an
available storage space of the network adapter memory
4012, where a length of data that can be stored in the
first storage space is a first length, the first storage space
is less than a storage space of the network adapter mem-
ory 4012, and the first length is less than the length of
the data that needs to be read.
[0139] The first storage space may be less than or
equal to an available storage space obtained when the
data processing unit receives a data read/write com-
mand. For example, when the network adapter 401 re-

ceives the read command, if the available storage space
of the network adapter 4012 is 100 KB, a size of the first
storage space may be 80 KB or 100 KB; or when the
network adapter 401 receives the read command, if the
available storage space of the network adapter 4012 can
store 100 data blocks, a size of the first storage space
may be 80 data blocks or 100 data blocks.
[0140] Alternatively, the size of the first storage space
may be a preset threshold. For example, it is preset that
a threshold of the first storage space is 100 data blocks.
When the network adapter 401 receives the read com-
mand, if the available storage space of the network adapt-
er 4012 can store 120 data blocks and the data that needs
to be stored according to the read command is 600 data
blocks, the network adapter allocates a storage space of
100 data blocks as the first storage space. When the
network adapter 401 receives the read command, if the
available storage space of the network adapter 4012 can
store 80 data blocks, the network adapter waits a preset
time, such as 3 minutes, and determines again, after the
preset time elapses, whether an available storage space
of the network adapter 4012 is greater than or equal to
the preset threshold. If the available storage space of the
network adapter 4012 is greater than or equal to the pre-
set threshold at this time, for example, the available stor-
age space of the network adapter 4012 is 150 data
blocks, the network adapter allocates a storage space of
100 data blocks as the first storage space. If the available
storage space of the network adapter 4012 is less than
the preset threshold at this time, for example, the avail-
able storage space of the network adapter 4012 is 90
data blocks, the network adapter continues to wait the
preset time and then determines whether an available
storage space of the network adapter 4012 is greater
than or equal to the preset threshold.
[0141] In a specific implementation, the size of the first
storage space may be set in a register of the network
adapter 401. The size of the first storage space may be
represented by a length (for example, 20 MB) of data that
can be stored, or may be represented by a quantity (for
example, 20 data blocks) of data blocks that can be
stored. When the size of the first storage space is repre-
sented by a length of data that can be read, the first length
is a value of the length of the data that can be read, for
example, 20 MB. When the size of the first storage space
is represented by a quantity of data blocks that can be
read, the first length is a value of the data blocks that can
be read, for example, 20 data blocks.
[0142] Certainly, in a specific implementation, the net-
work adapter 401 may not determine whether the length
of the data that needs to be stored reaches the preset
threshold. That is, step 302 is an optional implementation
step. When the step of determining whether the length
of the data that needs to be stored reaches the preset
threshold is not performed, the network adapter 401 may
directly allocate the first storage space from the available
storage space of the network adapter memory 4012. In
this case, the first storage space allocated by the network
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adapter 401 may be that the first storage space is less
than or equal to the available storage space obtained
when the data processing unit receives the data
read/write command, or may be a first storage space of
a size of the preset threshold.
[0143] Similar to the implementation process of the
write command, when the first storage space allocated
by the network adapter 401 from the available storage
space of the network adapter memory 4012 is used to
store the data that needs to be read according to the read
command, the allocated first storage space may be a
storage space with a fixed location, or may be a storage
space with a changing location.
[0144] Step 306: The network adapter 401 modifies
the read command, where the destination address, on
the host 300 and carried in the read command, of the
data that needs to be read is modified to an address of
the first storage space in the network adapter memory
4012, and the length, in the SGL carried in the read com-
mand, of the data that needs to be read is modified to
the first length; and sends the modified read command
to a destination hard disk, that is, a controller of the des-
tination hard disk.
[0145] That is, the SGL carried in the read command
sent by the network adapter 401 to the controller of the
destination hard disk includes information such as the
source address, on the target 400, of the data that needs
to be read, the first length, and the address of the first
storage space in the network adapter memory 4012. The
controller of the destination hard disk caches, to the first
storage space of the network adapter memory 4012 ac-
cording to the received modified read command, data of
the first length that needs to be read. Optionally, the con-
troller of the destination hard disk migrates, by means of
RDMA or direct memory access (English: DMA, direct
memory access), the data that needs to be read, to a
storage space that is in the network adapter memory
4012 and that is corresponding to the first command
queue.
[0146] Optionally, the network adapter 401 and the
hard disk in the target 400 are connected based on an
NVMe over PCIe architecture. The network adapter 401
and the controller of the destination hard disk in the target
400 are connected and perform communication in the
NVMe over PCIe architecture, to cache the data that
needs to be read in the storage space that is in the net-
work adapter memory 4012 and that is corresponding to
the first command queue.
[0147] The destination hard disk is determined by the
network adapter 401 according to the source address,
on the target 400 and in the read command, of the data
that needs to be read. The network adapter 401 can de-
termine, according to the source address, a hard disk
that is in the target 400 and in which the data that needs
to be read is located, and determine that the hard disk in
which the source address is located is the destination
hard disk, where the source address is on the target 400
and is of the data that needs to be read.

[0148] Specifically, in the foregoing process of imple-
menting data caching and migration in the network adapt-
er memory 4012, the write command or the read com-
mand may be modified by a control module in the network
adapter 401. The control module may be implemented
by a physical chip (for example, a processor such as
ARM, X86, or Power PC), or may be implemented by a
software module running on a physical chip, or may be
one or more virtual controllers created on a physical chip
by using a virtual machine technology. The control mod-
ule may be a physical controller or an NVM controller in
NVMe over Fabric.
[0149] Step 308: The network adapter 401 receives
data of the first length that needs to be read and that is
sent by the controller of the destination hard disk, caches
the data to the first storage space of the network adapter
memory 4012, and sends, to the host 300 according to
the destination address in the read command, the cached
data of the first length that needs to be read, where the
destination address is on the host 300 and is of the data
that needs to be read.
[0150] Optionally, the network adapter 401 may send,
to the host 300 by means of RDMA, the cached data of
the first length that needs to be read.
[0151] Step 306 to step 308 are cyclically performed
till all the data that needs to be read is written into a
storage space corresponding to the destination address,
on the host 300, of the data that needs to be read.
[0152] The following describes a process of cyclically
performing step 306 to step 308 by using an example in
which the data that needs to be read is 202 data blocks
and the first length is 10 data blocks. When step 306 to
step 308 are performed for the first time, the data of the
first length that is cached in the network adapter memory
4012 is a first to a tenth data blocks starting from the
source address, on the target 400, of the data that needs
to be read. The data of the first length is written into a
storage space corresponding to 10 data blocks starting
from a start address of the destination address, on the
host 300, of the data that needs to be read. When step
306 to step 308 are performed for the second time, the
data of the first length that is cached in the network adapt-
er memory 4012 is an eleventh to a twentieth data blocks
starting from the source address, on the target 400, of
the data that needs to be read. The data of the first length
is written into a storage space corresponding to 10 data
blocks starting from an address space obtained by add-
ing 10 data blocks to the start address of the destination
address, on the host 300, of the data that needs to be
read, and so on, till all the data that needs to be read is
written into the storage space corresponding to the des-
tination address, on the host 300, of the data that needs
to be read.
[0153] It should be noted that, when step 306 to step
308 are performed for the last time, because remaining
data is two data blocks, the length, of the data that needs
to be stored, included in the SGL carried in the read com-
mand sent by the network adapter 401 to the controller
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of the destination hard disk is a length of the remaining
data, that is, a length of the two data blocks. The SGL
carried in the read command sent by the network adapter
401 to the controller of the destination hard disk includes
the address of the first storage space in the network
adapter memory 4012, the length of the two data blocks,
and information of a start address obtained by adding a
length of 200 data blocks to the start address of the des-
tination address, on the target 400, of the data that needs
to be read.
[0154] When the data that needs to be read is repre-
sented by a data length, for example, the data that needs
to be read is 200 KB, a source address of the data that
needs to be read may be represented by specific address
information, such as 00001 to 01000. An implementation
of cyclically performing step 306 to step 308 is similar to
the implementation in which the data that needs to be
read is represented by data blocks. Details are not de-
scribed herein.
[0155] In the process of cyclically performing step 306
to step 308, the size of the first storage space is fixed,
and transmission is performed according to an actual da-
ta length only because a data length is less than the first
length when step 306 to step 308 are performed for the
last time. It may be understood that the size of the first
storage space may change when step 306 to step 308
are performed each time. That is, according to the size
of the available storage space of the network adapter
memory 4012, a size of the first storage space allocated
each time step 306 to step 308 are performed may be
different. For example, a size of the first storage space
allocated for an Nth time is 100 data blocks; for an (N +
2)th time, the available storage space of the network
adapter memory 4012 increases, and a size of the allo-
cated first storage space is 150 data blocks; for an (N +
6)th time, the available storage space of the network
adapter memory 4012 decreases, and a size of the allo-
cated first storage space is 50 data blocks, and so on. N
is a positive integer greater than or equal to 1.
[0156] In addition, in the process of cyclically perform-
ing step 306 to step 308, if the size of the first storage
space allocated each time is different, when the network
adapter 401 modifies the read command, the length of
the written data that needs to be stored also changes
accordingly. An implementation process is similar to the
foregoing described implementation process. Details are
not described herein.
[0157] FIG. 5 is a schematic flowchart of a method for
controlling a data read/write command between a control
device and a storage device in an NVMe over Fabric
architecture according to an embodiment of the present
invention. The storage device includes a data processing
unit, a cache unit, and a storage unit. Data that needs to
be read/written by the control device is stored in the stor-
age unit. The data processing unit is configured to receive
a data read/write command sent by the control device.
The cache unit is configured to cache data that needs to
be transmitted according to the data read/write com-

mand. The method includes the following steps.
[0158] Step 500: The data processing unit receives the
data read/write command sent by the control device, and
allocates a first storage space from an available storage
space of the cache unit according to a length, carried in
the data read/write command, of the data that needs to
be transmitted, where a length of data that can be stored
in the first storage space is a first length, the first storage
space is less than a storage space of the cache unit, and
the first length is less than the length of the data that
needs to be transmitted.
[0159] Step 502: The data processing unit sequentially
obtains data of the first length, caches the data to the
first storage space, and sequentially migrates the data
cached in the first storage space to a storage space cor-
responding to a destination address of the data that
needs to be transmitted according to the data read/write
command.
[0160] According to the foregoing method, because
the first storage space allocated by the data processing
unit from the available storage space of the cache unit
is less than a storage space of the cache unit, and the
first length is less than the length of the data that needs
to be transmitted, the data of the first length may be se-
quentially migrated to the storage space corresponding
to the destination address of the data that needs to be
transmitted according to the data read/write command,
so as to resolve a problem that a data read/write com-
mand fails to be executed because data that needs to be
transmitted according to the data read/write command is
greater than the storage space of the cache unit in the
storage device.
[0161] The implementation of the method shown in
FIG. 5 in this embodiment of the present invention may
also be implemented with reference to the implementa-
tions shown in FIG. 2, FIG. 3, and FIG. 4. Details are not
described herein. For example, the data processing unit
may be implemented with reference to the manner of the
network adapter 401, the cache unit may be implemented
with reference to the implementation of the network
adapter memory 4012, the storage unit may be imple-
mented with reference to the implementation of the hard
disk in FIG. 2, and the control device may be implemented
with reference to the implementation of the host 300.
[0162] FIG. 6 is a schematic structural diagram of a
storage device 600 according to an embodiment of the
present invention. The storage device 600 is a storage
device in an NVMe over Fabric architecture. Data is trans-
mitted between the storage device 600 and a control de-
vice in the NVMe over Fabric architecture. The storage
device 600 includes a data processing unit 601, a cache
unit 602, and a storage unit 603. Data that needs to be
read/written by the control device is stored in the storage
unit 603. The data processing unit 601 is configured to
receive a data read/write command sent by the control
device. The cache unit 602 is configured to cache data
that needs to be transmitted according to the data
read/write command. The data processing unit 601 in-
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cludes a processor. The processor is configured to per-
form the following steps:

receiving the data read/write command sent by the
control device, and allocating a first storage space
from an available storage space of the cache unit
602 according to a length, carried in the data
read/write command, of the data that needs to be
transmitted, where a length of data that can be stored
in the first storage space is a first length, the first
storage space is less than a storage space of the
cache unit 602, and the first length is less than the
length of the data that needs to be transmitted; and
sequentially obtaining data of the first length, caching
the data to the first storage space, and sequentially
migrating the data cached in the first storage space
to a storage space corresponding to a destination
address of the data that needs to be transmitted ac-
cording to the data read/write command.

[0163] According to an implementation provided by the
storage device 600, because the first storage space al-
located by the data processing unit 601 from the available
storage space of the cache unit 602 is less than a storage
space of the cache unit 602, and the first length is less
than the length of the data that needs to be transmitted,
the data of the first length may be sequentially migrated
to the storage space corresponding to the destination
address of the data that needs to be transmitted accord-
ing to the data read/write command, so as to resolve a
problem that a data read/write command fails to be ex-
ecuted because data that needs to be transmitted ac-
cording to the data read/write command is greater than
the storage space of the cache unit 602 in the storage
device.
[0164] The implementation of the storage device 600
shown in FIG. 6 in this embodiment of the present inven-
tion may also be implemented with reference to the im-
plementations shown in FIG. 2, FIG. 3, and FIG. 4. Details
are not described herein. For example, the data process-
ing unit 601 may be implemented with reference to the
manner of the network adapter 401, the cache unit 602
may be implemented with reference to the implementa-
tion of the network adapter memory 4012, the storage
unit 603 may be implemented with reference to the im-
plementation of the hard disk in FIG. 2, and the control
device may be implemented with reference to the imple-
mentation of the host 300.
[0165] FIG. 7 is a schematic structural diagram of a
data read/write command control system according to an
embodiment of the present invention. The system in-
cludes a control device 700 and a storage device 800 in
an NVMe over Fabric architecture. The storage device
800 includes a data processing unit 801, a cache unit
802, and a storage unit 803. Data that needs to be
read/written by the control device is stored in the storage
unit 803. The data processing unit 801 is configured to
receive a data read/write command sent by the control

device. The cache unit 802 is configured to cache data
that needs to be transmitted according to the data
read/write command.
[0166] The control device 700 is configured to send
the data read/write command to the storage device 800.
[0167] The data processing unit 801 is configured to
receive the data read/write command sent by the control
device 700, and allocate a first storage space from an
available storage space of the cache unit 802 according
to a length, carried in the data read/write command, of
the data that needs to be transmitted. A length of data
that can be stored in the first storage space is a first
length. The first storage space is less than a storage
space of the cache unit 802. The first length is less than
the length of the data that needs to be transmitted.
[0168] The data processing unit 801 is further config-
ured to: sequentially obtain data of the first length, cache
the data to the first storage space, and sequentially mi-
grate the data cached in the first storage space to a stor-
age space corresponding to a destination address of the
data that needs to be transmitted according to the data
read/write command.
[0169] According to an implementation provided by the
foregoing system, because the first storage space allo-
cated by the data processing unit 801 from the available
storage space of the cache unit 802 is less than a storage
space of the cache unit 802, and the first length is less
than the length of the data that needs to be transmitted,
the data of the first length may be sequentially migrated
to the storage space corresponding to the destination
address of the data that needs to be transmitted accord-
ing to the data read/write command, so as to resolve a
problem that a data read/write command fails to be ex-
ecuted because data that needs to be transmitted ac-
cording to the data read/write command is greater than
the storage space of the cache unit in the storage device.
[0170] The implementation of the system shown in
FIG. 7 in this embodiment of the present invention may
also be implemented with reference to the implementa-
tions shown in FIG. 2, FIG. 3, and FIG. 4. Details are not
described herein. For example, the data processing unit
801 may be implemented with reference to the manner
of the network adapter 401, the cache unit 802 may be
implemented with reference to the implementation of the
network adapter memory 4012, the storage unit 803 may
be implemented with reference to the implementation of
the hard disk in FIG. 2, and the control device 700 may
be implemented with reference to the implementation of
the host 300.
[0171] The methods or steps described in the dis-
closed content of the present invention may be imple-
mented by hardware, or may be implemented by a proc-
essor executing a software instruction. The software in-
struction may include a corresponding software module.
The software module may be stored in a random access
memory (English: Random Access Memory, RAM), a
flash memory, a read-only memory (English: Read Only
Memory, ROM), an erasable programmable read-only
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memory (English: Erasable Programmable ROM,
EPROM), an electrically erasable programmable read
only memory (English: Electrically EPROM, EEPROM),
a register, a hard disk, a removable hard disk, a compact
disc read-only memory (English: CD-ROM), or a storage
medium in any other form that is well known in the art.
An example of the storage medium is coupled to the proc-
essor, so that the processor can read information from
the storage medium and may write information into the
storage medium. Certainly, the storage medium may also
be a part of the processor. The processor and the storage
medium may be located in an ASIC. In addition, the ASIC
may be located in a core network interface device. Cer-
tainly, the processor and the storage medium may also
be used as discrete components and exist in a core net-
work interface device.
[0172] A person of ordinary skill in the art may be aware
that, in combination with the examples described in the
embodiments disclosed in this specification, units and
algorithm steps may be implemented by electronic hard-
ware, computer software, or a combination thereof. To
clearly describe the interchangeability between the hard-
ware and the software, the foregoing has generally de-
scribed compositions and steps of each example accord-
ing to functions. Whether the functions are performed by
hardware or software depends on particular applications
and design constraint conditions of the technical solu-
tions. A person skilled in the art may use different meth-
ods to implement the described functions for each par-
ticular application, but it should not be considered that
the implementation goes beyond the scope of the present
invention.
[0173] It may be clearly understood by a person skilled
in the art that, for the purpose of convenient and brief
description, for a detailed working process of the forego-
ing system, apparatus, and unit, reference may be made
to a corresponding process in the foregoing method em-
bodiments, and details are not described herein.
[0174] In the several embodiments provided in this ap-
plication, it should be understood that the disclosed sys-
tem, apparatus, and method may be implemented in oth-
er manners. For example, the described apparatus em-
bodiments are merely examples. For example, the unit
division is merely logical function division and may be
other division in actual implementation. For example, a
plurality of units or components may be combined or in-
tegrated into another system, or some features may be
ignored or not performed. In addition, the displayed or
discussed mutual couplings or direct couplings or com-
munication connections may be implemented through
some interfaces, indirect couplings or communication
connections between the apparatuses or units, or elec-
trical connections, mechanical connections, or connec-
tions in other forms.
[0175] The units described as separate parts may or
may not be physically separate, and parts displayed as
units may or may not be physical units, may be located
in one position, or may be distributed on a plurality of

network units. A part or all of the units may be selected
according to actual needs to achieve the objectives of
the solutions of the embodiments of the present inven-
tion.
[0176] In addition, functional units in the embodiments
of the present invention may be integrated into one
processing unit, or each of the units may exist alone phys-
ically, or two or more units are integrated into one unit.
The integrated unit may be implemented in a form of hard-
ware, or may be implemented in a form of a software
functional unit.
[0177] When the integrated unit is implemented in the
form of a software functional unit and sold or used as an
independent product, the integrated unit may be stored
in a computer-readable storage medium. Based on such
an understanding, the technical solutions of the present
invention essentially, or the part contributing to the prior
art, or all or a part of the technical solutions may be im-
plemented in the form of a software product. The com-
puter software product is stored in a storage medium and
includes several instructions for instructing a computer
device (which may be a personal computer, a server, a
network device, or the like) to perform all or a part of the
steps of the methods described in the embodiments of
the present invention. The foregoing storage medium in-
cludes: any medium that can store program code, such
as a USB flash drive, a removable hard disk, a read-only
memory (English: ROM, Read-Only Memory), a random
access memory (English: RAM, Random Access Mem-
ory), a magnetic disk, or an optical disc.
[0178] The foregoing descriptions are merely specific
embodiments of the present invention, but are not intend-
ed to limit the protection scope of the present invention.
Any modification or replacement readily figured out by a
person skilled in the art within the technical scope dis-
closed in the present invention shall fall within the pro-
tection scope of the present invention. Therefore, the pro-
tection scope of the present invention shall be subject to
the protection scope of the claims.

Claims

1. A method for controlling a data read/write command
between a control device and a storage device in a
non-volatile memory express NVMe over Fabric,
NVMe over Fabric, architecture, wherein the storage
device comprises a data processing unit, a cache
unit, and a storage unit; data that needs to be
read/written by the control device is stored in the
storage unit; the data processing unit is configured
to receive a data read/write command sent by the
control device; the cache unit is configured to cache
data that needs to be transmitted according to the
data read/write command; and the method compris-
es:

Receiving, by the data processing unit, the data
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read/write command sent by the control device,
and allocating a first storage space from an
available storage space of the cache unit ac-
cording to a length, carried in the data read/write
command, of the data that needs to be transmit-
ted, wherein a length of data that can be stored
in the first storage space is a first length, the first
storage space is less than a storage space of
the cache unit, and the first length is less than
the length of the data that needs to be transmit-
ted; and
sequentially obtaining, by the data processing
unit, data of the first length, caching the data to
the first storage space, and sequentially migrat-
ing the data cached in the first storage space to
a storage space corresponding to a destination
address of the data that needs to be transmitted
according to the data read/write command.

2. The method according to claim 1, wherein:

the first storage space is less than or equal to
an available storage space obtained when the
data processing unit receives the data
read/write command; or
the first storage space is a preset threshold; and
when the first storage space is less than or equal
to an available storage space obtained when the
data processing unit receives the data
read/write command, the data processing unit
allocates the first storage space from the avail-
able storage space of the cache unit; or when
the first storage space is greater than an avail-
able storage space obtained when the data
processing unit receives the data read/write
command, the data processing unit waits a pre-
set time, then determines whether the first stor-
age space is less than or equal to an available
storage space of the cache unit, and when the
first storage space is less than the available stor-
age space of the cache unit, allocates the first
storage space from the available storage space
of the cache unit.

3. The method according to claim 1 or 2, wherein the
data read/write command comprises address infor-
mation of the data that needs to be transmitted and
the length of the data that needs to be transmitted.

4. The method according to any one of claims 1 to 3,
wherein:

the data read/write command is a write com-
mand; the data that needs to be transmitted is
data that needs to be stored; and the write com-
mand comprises a source address, on the con-
trol device, of the data that needs to be stored,
a length of the data that needs to be stored, and

a destination address, on the storage unit, of the
data that needs to be stored; and
correspondingly, the sequentially obtaining, by
the data processing unit, data of the first length,
caching the data to the first storage space, and
sequentially migrating the data cached in the
first storage space to a storage space corre-
sponding to a destination address of the data
that needs to be transmitted according to the
data read/write command comprises:

step S1: obtaining, by the data processing
unit from the control device, the data of the
first length in the data that needs to be
stored;
step S2: caching, by the data processing
unit, the obtained data of the first length to
the first storage space of the cache unit; and
modifying the write command, wherein the
source address that is on the control device
and in the write command and that is of the
data that needs to be stored is modified to
an address of the first storage space, and
the length of the data that needs to be stored
is modified to the first length;
step S3: sending, by the data processing
unit, the modified write command to the stor-
age unit; and
repeatedly performing steps S1 to S3 till the
data that needs to be stored is migrated to
the storage space corresponding to the des-
tination address, on the storage unit, of the
data that needs to be stored.

5. The method according to any one of claims 1 to 3,
wherein:

the data read/write command is a read com-
mand; the data that needs to be transmitted is
data that needs to be read; and the read com-
mand comprises a source address, on the stor-
age unit, of the data that needs to be read, a
length of the data that needs to be read, and a
destination address, on the control device, of
the data that needs to be read; and
correspondingly, the sequentially obtaining, by
the data processing unit, data of the first length,
caching the data to the first storage space, and
sequentially migrating the data cached in the
first storage space to a storage space corre-
sponding to a destination address of the data
that needs to be transmitted according to the
data read/write command comprises:

step S1: modifying, by the data processing
unit, the read command, wherein the desti-
nation address that is on the control device
and in the read command and that is of the

37 38 



EP 3 358 456 A1

21

5

10

15

20

25

30

35

40

45

50

55

data that needs to be read is modified to an
address of the first storage space, and the
length of the data that needs to be read is
modified to the first length; and sending the
modified read command to the storage unit;
step S2: caching, by the data processing
unit, the data of the first length to the first
storage space, and sending the data in the
first storage space to the control device; and
repeatedly performing steps S1 and S2 till
the data that needs to be read is migrated
to the storage space corresponding to the
destination address, on the control device,
of the data that needs to be read.

6. The method according to any one of claims 1 to 5,
wherein the data processing unit and the storage
unit are connected by using an NVMe over Periph-
eral Component Interconnect Express PCIe, NVMe
over PCIe, architecture.

7. The method according to any one of claims 1 to 6,
wherein the data processing unit comprises a con-
troller, the controller is configured to control trans-
mission of the data cached in the cache unit from
the cache unit to the storage unit, and the controller
is a physical controller or a non-volatile storage con-
troller in the NVMe over Fabric architecture.

8. A storage device, wherein the storage device is a
storage device in a non-volatile memory express
NVMe over Fabric, NVMe over Fabric, architecture;
data is transmitted between the storage device and
a control device in the NVMe over Fabric architec-
ture; the storage device comprises a data processing
unit, a cache unit, and a storage unit; data that needs
to be read/written by the control device is stored in
the storage unit; the data processing unit is config-
ured to receive a data read/write command sent by
the control device; the cache unit is configured to
cache data that needs to be transmitted according
to the data read/write command; the data processing
unit comprises a processor; and the processor is
configured to perform the following steps:

receiving the data read/write command sent by
the control device, and allocating a first storage
space from an available storage space of the
cache unit according to a length, carried in the
data read/write command, of the data that needs
to be transmitted, wherein a length of data that
can be stored in the first storage space is a first
length, the first storage space is less than a stor-
age space of the cache unit, and the first length
is less than the length of the data that needs to
be transmitted; and
sequentially obtaining data of the first length,
caching the data to the first storage space, and

sequentially migrating the data cached in the
first storage space to a storage space corre-
sponding to a destination address of the data
that needs to be transmitted according to the
data read/write command.

9. The storage device according to claim 8, wherein:

the first storage space is less than or equal to
an available storage space obtained when the
data processing unit receives the data
read/write command; or
the first storage space is a preset threshold; and
when the first storage space is less than or equal
to an available storage space obtained when the
data processing unit receives the data
read/write command, the data processing unit
allocates the first storage space from the avail-
able storage space of the cache unit; or when
the first storage space is greater than an avail-
able storage space obtained when the data
processing unit receives the data read/write
command, the data processing unit waits a pre-
set time, then determines whether the first stor-
age space is less than or equal to an available
storage space of the cache unit, and when the
first storage space is less than the available stor-
age space of the cache unit, allocates the first
storage space from the available storage space
of the cache unit.

10. The storage device according to claim 8 or 9, wherein
the data read/write command comprises address in-
formation of the data that needs to be transmitted
and the length of the data that needs to be transmit-
ted.

11. The storage device according to any one of claims
8 to 10, wherein:

the data read/write command is a write com-
mand; the data that needs to be transmitted is
data that needs to be stored; and the write com-
mand comprises a source address, on the con-
trol device, of the data that needs to be stored,
a length of the data that needs to be stored, and
a destination address, on the storage unit, of the
data that needs to be stored;
correspondingly, the sequentially obtaining data
of the first length, caching the data to the first
storage space, and sequentially migrating the
data cached in the first storage space to a stor-
age space corresponding to a destination ad-
dress of the data that needs to be transmitted
according to the data read/write command com-
prises:

step S1: obtaining, by the data processing
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unit from the control device, the data of the
first length in the data that needs to be
stored;
step S2: caching, by the data processing
unit, the obtained data of the first length to
the first storage space of the cache unit; and
modifying the write command, wherein the
source address that is on the control device
and in the write command and that is of the
data that needs to be stored is modified to
an address of the first storage space, and
the length of the data that needs to be stored
is modified to the first length;
step S3: sending, by the data processing
unit, the modified write command to the stor-
age unit; and
repeatedly performing steps S1 to S3 till the
data that needs to be stored is migrated to
the storage space corresponding to the des-
tination address, on the storage unit, of the
data that needs to be stored.

12. The storage device according to any one of claims
8 to 10, wherein:

the data read/write command is a read com-
mand; the data that needs to be transmitted is
data that needs to be read; and the read com-
mand comprises a source address, on the stor-
age unit, of the data that needs to be read, a
length of the data that needs to be read, and a
destination address, on the control device, of
the data that needs to be read; and
correspondingly, the sequentially obtaining data
of the first length, caching the data to the first
storage space, and sequentially migrating the
data cached in the first storage space to a stor-
age space corresponding to a destination ad-
dress of the data that needs to be transmitted
according to the data read/write command com-
prises:

step S1: modifying, by the data processing
unit, the read command, wherein the desti-
nation address that is on the control device
and in the read command and that is of the
data that needs to be read is modified to an
address of the first storage space, and the
length of the data that needs to be read is
modified to the first length; and sending the
modified read command to the storage unit;
step S2: caching, by the data processing
unit, the data of the first length to the first
storage space, and sending the data in the
first storage space to the control device; and
repeatedly performing steps S1 and S2 till
the data that needs to be read is migrated
to the storage space corresponding to the

destination address, on the control device,
of the data that needs to be read.

13. The storage device according to any one of claims
8 to 12, wherein the data processing unit and the
storage unit are connected by using an NVMe over
Peripheral Component Interconnect Express PCIe,
NVMe over PCIe, architecture.

14. The storage device according to any one of claims
8 to 13, wherein the data processing unit comprises
a controller, the controller is configured to control
transmission of the data cached in the cache unit
from the cache unit to the storage unit, and the con-
troller is a physical controller or a non-volatile storage
controller in the NVMe over Fabric architecture.

15. A data read/write command control system, wherein
the system comprises a control device and a storage
device in a non-volatile memory express NVMe over
Fabric, NVMe over Fabric, architecture; the storage
device comprises a data processing unit, a cache
unit, and a storage unit; data that needs to be
read/written by the control device is stored in the
storage unit; the data processing unit is configured
to receive a data read/write command sent by the
control device; and the cache unit is configured to
cache data that needs to be transmitted according
to the data read/write command, wherein:

the control device is configured to send the data
read/write command to the storage device;
the data processing unit is configured to: receive
the data read/write command sent by the control
device, and allocate a first storage space from
an available storage space of the cache unit ac-
cording to a length, carried in the data read/write
command, of the data that needs to be transmit-
ted, wherein a length of data that can be stored
in the first storage space is a first length, the first
storage space is less than a storage space of
the cache unit, and the first length is less than
the length of the data that needs to be transmit-
ted; and
the data processing unit is further configured to:
sequentially obtain data of the first length, cache
the data to the first storage space, and sequen-
tially migrate the data cached in the first storage
space to a storage space corresponding to a
destination address of the data that needs to be
transmitted according to the data read/write
command.

16. The system according to claim 15, wherein:

the first storage space is less than or equal to
an available storage space obtained when the
data processing unit receives the data
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read/write command; or
the first storage space is a preset threshold; and
when the first storage space is less than or equal
to an available storage space obtained when the
data processing unit receives the data
read/write command, the data processing unit
allocates the first storage space from the avail-
able storage space of the cache unit; or when
the first storage space is greater than an avail-
able storage space obtained when the data
processing unit receives the data read/write
command, the data processing unit waits a pre-
set time, then determines whether the first stor-
age space is less than or equal to an available
storage space of the cache unit, and when the
first storage space is less than the available stor-
age space of the cache unit, allocates the first
storage space from the available storage space
of the cache unit.

17. The system according to claim 15 or 16, wherein the
data read/write command comprises address infor-
mation of the data that needs to be transmitted and
the length of the data that needs to be transmitted.

18. The system according to any one of claims 15 to 17,
wherein:

the data read/write command is a write com-
mand; the data that needs to be transmitted is
data that needs to be stored; and the write com-
mand comprises a source address, on the con-
trol device, of the data that needs to be stored,
a length of the data that needs to be stored, and
a destination address, on the storage unit, of the
data that needs to be stored;
correspondingly, the sequentially obtaining, by
the data processing unit, data of the first length,
caching the data to the first storage space, and
sequentially migrating the data cached in the
first storage space to a storage space corre-
sponding to a destination address of the data
that needs to be transmitted according to the
data read/write command comprises:

step S1: obtaining, by the data processing
unit from the control device, the data of the
first length in the data that needs to be
stored;
step S2: caching, by the data processing
unit, the obtained data of the first length to
the first storage space of the cache unit; and
modifying the write command, wherein the
source address that is on the control device
and in the write command and that is of the
data that needs to be stored is modified to
an address of the first storage space, and
the length of the data that needs to be stored

is modified to the first length;
step S3: sending, by the data processing
unit, the modified write command to the stor-
age unit; and
repeatedly performing steps S1 to S3 till the
data that needs to be stored is migrated to
the storage space corresponding to the des-
tination address, on the storage unit, of the
data that needs to be stored.

19. The system according to any one of claims 15 to 17,
wherein:

the data read/write command is a read com-
mand; the data that needs to be transmitted is
data that needs to be read; and the read com-
mand comprises a source address, on the stor-
age unit, of the data that needs to be read, a
length of the data that needs to be read, and a
destination address, on the control device, of
the data that needs to be read; and
correspondingly, the sequentially obtaining, by
the data processing unit, data of the first length,
caching the data to the first storage space, and
sequentially migrating the data cached in the
first storage space to a storage space corre-
sponding to a destination address of the data
that needs to be transmitted according to the
data read/write command comprises:

step S1: modifying, by the data processing
unit, the read command, wherein the desti-
nation address that is on the control device
and in the read command and that is of the
data that needs to be read is modified to an
address of the first storage space, and the
length of the data that needs to be read is
modified to the first length; and sending the
modified read command to the storage unit;
step S2: caching, by the data processing
unit, the data of the first length to the first
storage space, and sending the data in the
first storage space to the control device; and
repeatedly performing steps S1 and S2 till
the data that needs to be read is migrated
to the storage space corresponding to the
destination address, on the control device,
of the data that needs to be read.

20. The system according to any one of claims 15 to 19,
wherein the data processing unit and the storage
unit are connected by using an NVMe over Periph-
eral Component Interconnect Express PCIe, NVMe
over PCIe, architecture.

21. The system according to any one of claims 15 to 20,
wherein the data processing unit comprises a con-
troller, the controller is configured to control trans-
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mission of the data cached in the cache unit from
the cache unit to the storage unit, and the controller
is a physical controller or a non-volatile storage con-
troller in the NVMe over Fabric architecture.
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