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(54) METHODS FOR ADAPTIVE PLACEMENT OF APPLICATIONS AND DEVICES THEREOF

(57) Methods, application placement management
bot, and non-transitory computer readable media that ob-
tain application meta data for a plurality of applications.
The application meta data comprises application require-
ments and associated application attributes for each of
the applications. A first subset of the application attributes
is correlated with master attributes in a master attributes
table based on a first set of keywords matching a stored
second set of keywords mapped to the master attributes.

The first set of keywords corresponds to one or more of
the application requirements associated with the first
subset of the application attributes. Rule set(s) are ob-
tained that comprise customized rule(s) based on the
master attributes. The rule set(s) are applied to the ap-
plication meta data based on the correlation to determine
a placement of each of the applications in at least one of
a plurality of environments. An indication of the deter-
mined placement is output.
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Description

FIELD

[0001] This technology relates to methods for adaptive
placement of applications in cloud environments and de-
vices thereof.

BACKGROUND

[0002] Enterprises are increasingly hosting applica-
tions in different types of environments including public,
private, and hosted cloud network environments, for ex-
ample. Cloud deployments for applications can provide
increased agility, increased elasticity, and a utilization-
based consumption model, and can be desirable or un-
desirable according to application requirements. For ex-
ample, some applications have minimal security require-
ments that render them better suited for deployment in
a cloud environment while other applications have sig-
nificant memory requirements that render them better
suited for deployment on physical hardware.
[0003] Accordingly, enterprises are often required to
make application placement decisions, which can be
challenging. Software tools are currently available that
assist with application deployment and migration deci-
sions. Such current decision support systems generally
apply predefined rules based on an application assess-
ment to generate a recommended placement for a plu-
rality of applications associated with a particular enter-
prise.
[0004] However, these tools have significant limita-
tions that impact their utility. In particular, the applied
rules often utilize parameters that do not directly correlate
with imported attributes associated with applications to
be placed. Further, the rules are not customizable, adapt-
able, or extensible with respect to the type or number of
included parameters. Accordingly, current decision sup-
port systems utilize static rules having a static set of pa-
rameters, resulting in deficient placement decisions that
decrease in effectiveness over time as application envi-
ronments evolve.

SUMMARY

[0005] A method for adaptive placement of applica-
tions implemented by an application placement manage-
ment bot including obtaining application meta data for a
plurality of applications. The application meta data com-
prises application requirements and associated applica-
tion attributes for each of the applications. A first subset
of the application attributes is correlated with master at-
tributes in a master attributes table based on a first set
of keywords matching a stored second set of keywords
mapped to the master attributes. The first set of keywords
corresponds to one or more of the application require-
ments associated with the first subset of the application
attributes. Rule set(s) are obtained that comprise cus-

tomized rule(s) based on the master attributes. The rule
set(s) are applied to the application meta data based on
the correlation to determine a placement of each of the
applications in at least one of a plurality of environments.
An indication of the determined placement is output.
[0006] An application placement management bot in-
cludes memory comprising programmed instructions
stored thereon and one or more processors coupled to
the memory and configured to be capable of executing
the stored programmed instructions to obtain application
meta data for a plurality of applications. The application
meta data comprises application requirements and as-
sociated application attributes for each of the applica-
tions. A first subset of the application attributes is corre-
lated with master attributes in a master attributes table
based on a first set of keywords matching a stored second
set of keywords mapped to the master attributes. The
first set of keywords corresponds to one or more of the
application requirements associated with the first subset
of the application meta attributes. Rule set(s) are ob-
tained that comprise customized rule(s) based on the
master attributes. The rule set(s) are applied to the ap-
plication meta data based on the correlation to determine
a placement of each of the applications in at least one of
a plurality of environments. An indication of the deter-
mined placement is output.
[0007] A non-transitory computer readable medium
having stored thereon instructions for adaptive place-
ment of applications includes executable code which
when executed by one or more processors, causes the
processors to obtain application meta data for a plurality
of applications. The application meta data comprises ap-
plication requirements and associated application at-
tributes for each of the applications. A first subset of the
application attributes is correlated with master attributes
in a master attributes table based on a first set of key-
words matching a stored second set of keywords mapped
to the master attributes. The first set of keywords corre-
sponds to one or more of the application requirements
associated with the first subset of the application at-
tributes. Rule set(s) are obtained that comprise custom-
ized rule(s) based on the master attributes. The rule
set(s) are applied to the application meta data based on
the correlation to determine a placement of each of the
applications in at least one of a plurality of environments.
An indication of the determined placement is output.
[0008] This technology provides a number of advan-
tages including methods, and non-transitory computer
readable media that more effectively generate placement
decisions for enterprise applications with respect to a
number of different types of environments. With this tech-
nology, applications attributes are more effectively im-
ported and correlated with a master set of attributes. Ad-
ditionally, a machine learning technique is utilized to iden-
tify new application attributes to add to the master set of
attributes. Moreover, customized rules can be generated
that utilize the dynamic, increasingly robust set of master
attributes to generate more accurate placement deci-
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sions for applications.

BRIEF DESCRIPTION OF THE DRAWINGS

[0009]

FIG. 1 is a diagram of an example of a network with
an application placement management bot;

FIG. 2 is a block diagram of an example of the ap-
plication placement management bot illustrated in
FIG. 1;

FIG. 3 is a flow chart of an example of a method for
importing application attributes and utilizing machine
learning to maintain a dynamic set of master at-
tributes;

FIG. 4 is an example of an application meta data
table storing a set of imported application meta data
including application attributes and associated re-
quirements; and

FIG. 5 is a flow chart of an example of a method for
generating application placement decisions based
on customized rules and the dynamic set of master
attributes.

DETAILED DESCRIPTION

[0010] A network 10 with an example of an application
placement management bot 12 is illustrated in FIG. 1. In
this particular example, the application placement man-
agement bot 12 is coupled to environments 14(1)-14(a)
and enterprise administrator devices 16(1)-16(b) by com-
munication network(s) 18. The environments 14(1)-14(a)
can be cloud environments, such as public, private, or
hosted cloud environments or non-cloud environments.
The environments 14(1)-14(a) include communication
networks 20 and 22 and server devices 24(1)-24(c) and
26(1)-26(d), respectively. The network 10 could also in-
clude other types and numbers of systems, devices, com-
ponents, and/or other elements in other configurations.
This technology provides a number of advantages includ-
ing methods, devices, and non-transitory computer read-
able media that more effectively import application meta
data and generate placement decisions for applications
in cloud and other types of environments.
[0011] Referring more specifically to FIGS. 1-2, the ap-
plication placement management bot 12 in this particular
example can include one or more processor(s) 28, a
memory 30, and a communication interface 32, which
are coupled together by a bus 34 or other communication
link, although the application placement management
bot 12 can include other types and/or numbers of physical
and/or virtual systems and/or processors, devices, com-
ponents, and/or other elements in other configurations.
[0012] The processor(s) 28 of the application place-

ment management bot 12 can execute one or more pro-
grammed instructions stored in the memory 30 for im-
porting application meta data and generating application
placement decisions, as illustrated and described in the
examples herein, although other types and/or numbers
of instructions can also be performed. The processor(s)
28 may include one or more central processing units
and/or general purpose processors with one or more
processing cores, for example.
[0013] The memory 30 of the application placement
management bot 12 stores the programmed instructions
executed by the processor(s) 28 as well as other data
for one or more aspects of the present technology as
described and illustrated herein, although some or all of
the programmed instructions could be stored and exe-
cuted elsewhere. A variety of different types of memory
storage devices, such as a random access memory
(RAM), read only memory (ROM), flash, solid state drives
(SSDs), or other computer readable medium which is
read from and written to by a magnetic, optical, or other
reading and writing system that is coupled to the proc-
essor(s) 28, can be used for the memory 30.
[0014] In this particular example, the memory 30 in-
cludes a master attributes table 36, a rule generator 38,
a rule set 40, a user interface module 42, an attribute
standardization module 44, a cloud placement decision
rule engine 46, an applications environment inventory
database 48, a machine learning module 50, and an at-
tribute extension module 52, although the memory 30
can also include other data, modules, or applications in
other examples. The master attributes table 36 in this
example contains a set of pre-defined master attributes
that can be used to evaluate rules in order to generate
application placement decisions. Application attributes
in imported application meta data can be correlated with
the master attributes in the master attributes table 36 and
the set of master attributes in the master attributes table
36 is dynamic, as described and illustrated in more detail
later.
[0015] The rule generator 38 provides an interface for
an enterprise administrator to input customized rules
based on any number of the master attributes in the mas-
ter attributes table 36. The rule generator obtained an
input from one of the enterprise administrator devices
16(1)-16(b), for example, and generates a rule, optionally
in a JavaScript Object Notation (JSON) format, for mak-
ing application placement decisions.
[0016] The rule set 40 includes a plurality of rules out-
put by the rule generator 38. The rule set can be a data-
base or other data storage structure and any number of
rule sets can be stored in the memory 30. Optionally, an
enterprise administrator can select the rule set 40 to be
applied in a particular iteration. The output using the rule
set 40 can then be compared to the output using another
rule set in order to better inform an enterprise adminis-
trator regarding the impact of certain rules on the place-
ment of applications for the enterprise and to thereby
facilitate a more effective application deployment or mi-
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gration.
[0017] The user interface module 42 is configured to
generate user interfaces, such as GUIs for example, that
receive inputs from the enterprise administrator devices
16(1)-16(b) including application meta data for target en-
terprise applications that require cloud placement deci-
sions and/or assessment. Accordingly, the user interface
module 42 can facilitate importing of application meta
data, including application requirements associated with
different application attributes for a plurality of applica-
tions. Optionally, the user interface module 42 can also
generate and output user interfaces for importing char-
acteristics of the environments 14(1)-14(a) and/or receiv-
ing the various rule of the rule set 40, for example.
[0018] The attribute standardization module 44 in this
example is configured to convert imported application
meta data into a standardized or normalized field-set
based on the master attributes in master attributes table
36. Accordingly, the attribute standardization module 44
can process imported application meta data to identify
application attributes and convert the application at-
tributes based on the correlated or corresponding master
attributes in the master attributes table 36.
[0019] The cloud placement decision rule engine 46
generates placement decisions for target enterprise ap-
plications by applying the rules in the rule set 40 to the
standardized application meta data output by the at-
tribute standardization module 44. The output of the
cloud placement decision rule engine 46 can be in indi-
cation of one or more of the environments 14(1)-14(a)
for each of the target applications for which application
meta data was imported via the user interface module
42. The operation of the cloud placement decision rule
engine 46 is described and illustrated in more detail later
with reference to FIG. 5.
[0020] The applications environment inventory data-
base 48 stores application meta data including applica-
tion requirements and associated application attributes
for a plurality of applications, as well as characteristic
data associated with the environments 14(1)-14(a). The
contents of the application environment inventory data-
base 48 can be used by the cloud placement decision
rule engine 46 to generate the placement decisions for
target enterprise applications.
[0021] The machine learning module 50 also uses the
contents of the application environment inventory data-
base 48 to perform a machine learning process in order
to recognize new application attributes. The machine
learning module 50 detects patterns of values that do not
match existing master attributes in the master attribute
table, as described and illustrated in more detail later with
reference to FIG. 3.
[0022] The attribute extension module 52 in this exam-
ple updates the master attributes table 36 based on the
output of the machine learning module 50, which includes
at least an indication of one or more application attributes
to be added to the master attributes table 36. Accordingly,
the combination of the machine learning module 50 and

the attribute extension module 52 adapts the master at-
tributes table 36 facilitating dynamic evaluation of appli-
cations for suitable to move to different ones of the en-
vironments 14(1)-14(a) over time. More specifically, the
attribute extension module 52 advantageously facilitates
the extension of the parameters boundary with respect
to the parameters of rules that can be evaluated by the
cloud placement decision rule engine 46 to generate ap-
plication placement decisions.
[0023] The communication interface 32 of the applica-
tion placement management bot 12 operatively couples
and communicates between the enterprise administrator
devices 16(1)-16(b) and environments 14(1)-14(a) over
the communication network(s) 18. By way of example
only, the communication network(s) 18, 20, and/or 22
can include local area network(s) (LAN(s)) or wide area
network(s) (WAN(s)), and can use TCP/IP over Ethernet
and industry-standard protocols, although other types
and numbers of protocols and/or communication net-
works can be used. The communication network(s) 18,
20, and/or 22 in this example can employ any suitable
interface mechanisms and network communication tech-
nologies including, for example, teletraffic in any suitable
form (e.g., voice, modem, and the like), Public Switched
Telephone Network (PSTNs), Ethernet-based Packet
Data Networks (PDNs), combinations thereof, and the
like.
[0024] Each of the enterprise administrator devices
16(1)-16(b) in this example includes one or more proc-
essors, a memory, and a communication interface, which
are coupled together by a bus or other communication
link, although other numbers and/or types of network de-
vices could be used. The enterprise administrator devic-
es 16(1)-16(b) can be used by enterprise administrators
to interface with the application placement management
bot 12 via the communication network(s) 18, such as to
input data and receive placement decisions via user in-
terfaces provided by the application placement manage-
ment bot 12. One or more of the enterprise administrator
devices 16(1)-16(b) can be associated with any number
of different enterprises hosting applications in one or
more of the environments 14(1)-14(a).
[0025] Each of the server devices 24(1)-24(c) and
26(1)-26(d) in this example includes one or more proc-
essors, a memory, and a communication interface, which
are coupled together by a bus or other communication
link, although other numbers and/or types of network de-
vices could be used. The server devices 24(1)-24(c) and
26(1)-26(d) in this example host enterprise applications
and process requests received from user devices via the
communication network(s) 20 and 22 according to the
HTTP-based application RFC protocol, for example. The
server devices 24(1)-24(c) and 26(1)-26(d) may be hard-
ware or software and the associated environments 14(1)-
14(a) can be any type of cloud or non-cloud network in-
cluding private, public, and hosted cloud networks, for
example. One or more of the environments 14(1)-14(a)
can be associated with any number of different enterpris-
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es.
[0026] Although the exemplary network 10 with the ap-
plication placement management bot 12, enterprise ad-
ministrator devices 16(1)-16(b), server devices 24(1)-
24(c) and 26(1)-26(d), and communication network(s)
18, 20, and 22 are illustrated and described herein, other
types and numbers of systems, devices, components,
and/or elements in other topologies can be used. It is to
be understood that the systems of the examples de-
scribed herein are for exemplary purposes, as many var-
iations of the specific hardware and software used to im-
plement the examples are possible, as will be appreciat-
ed by those skilled in the relevant art(s).
[0027] In addition, two or more computing systems or
devices can be substituted for any one of the systems or
devices in any example. Accordingly, principles and ad-
vantages of distributed processing, such as redundancy
and replication also can be implemented, as desired, to
increase the robustness and performance of the devices,
apparatuses, and systems of the examples. The exam-
ples may also be implemented on computer system(s)
that extend across any suitable network using any suit-
able interface mechanisms and traffic technologies, in-
cluding by way of example only teletraffic in any suitable
form (e.g., voice and modem), wireless traffic media,
wireless traffic networks, cellular traffic networks, G3 traf-
fic networks, Public Switched Telephone Network
(PSTNs), Packet Data Networks (PDNs), the Internet,
intranets, and combinations thereof.
[0028] The examples also may be embodied as one
or more non-transitory computer readable media having
instructions stored thereon for one or more aspects of
the present technology as described and illustrated by
way of the examples herein, as described herein, which
when executed by one or more processors, cause the
processors to carry out the steps necessary to implement
the methods of this technology as described and illus-
trated with the examples herein.
[0029] An example of a method for adaptive placement
of applications will now be described with reference to
FIGS. 3-5. Referring more specifically to FIG. 3, a method
for importing application attributes and utilizing machine
learning to maintain a dynamic set of master attributes
is illustrated. In step 300 in this example, the application
placement management bot 12 obtains application meta
data for a plurality of applications. The application meta
data can be obtained via a user interface provided to one
of the enterprise administrator devices 16(1)-16(b), for
example, although the application meta data can also be
obtained in other ways. The application meta data in-
cludes at least application attributes and associated ap-
plication requirements for the plurality of applications, al-
though other types of application meta data can also be
obtained in step 300.
[0030] Referring more specifically to FIG. 4, an exam-
ple of an application meta data table storing a set of im-
ported application meta data including application at-
tributes and associated application requirements is illus-

trated. In this particular example, the application meta
data is obtained in a table format, although other types
of formats can also be used in other examples. The ap-
plication meta data includes a row of application require-
ments for each of the applications and a column for each
of a plurality of application attributes. Exemplary appli-
cation attributes can include server hardware make/mod-
el, application architecture, application cost, minimum or
maximum memory, minimum or maximum compute or
processing power, operating system, and regulatory
compliance, although other type or number of application
attributes can be used in other examples.
[0031] Referring back to FIG. 3, in step 302, the appli-
cation placement management bot 12 attempts to corre-
late one of the application attributes with one of the mas-
ter attributes in the master attributes table 36. The cor-
relation can be based on the name of the one application
attribute or keywords in application requirements asso-
ciated with the one application attribute. Often, an enter-
prise will use a particular nomenclature for application
attributes that is different from both that used by one or
more other enterprises and that which is contained in the
master attributes table 36. For example, the application
attribute "memory" may be contained in the master at-
tributes table 36 and the application meta data might con-
tain a column named "RAM".
[0032] In this example, the "RAM" application attribute
would not directly correlate with any of the master at-
tributes in the master attributes table 36. Accordingly, the
application placement management bot 12 uses key-
words in application requirements associated with the
"RAM" application attribute in the application meta data
to correlate the "RAM" application attribute. In this exam-
ple, a keyword might be "gigabytes" or "GB", although
other types of features or values of application require-
ments, and/or other application meta data associated
with an application attribute, can also be used to correlate
the application attribute.
[0033] Optionally, the keywords in the application meta
data can be compared with keywords stored in the master
attribute table 36 associated with the master attributes,
for example, although the keywords can also be stored
elsewhere in other examples. The keywords can be
stored and/or updated as described and illustrated in
more detail below with reference to step 310.
[0034] In step 304, the application placement manage-
ment bot 12 determines whether there is a match of the
one application attribute with one of the master attributes
based on the correlation. If the application placement
management bot 12 determines that there is a match of
the one application attribute, then the Yes branch is taken
to step 306.
[0035] In step 306, the application placement manage-
ment bot 12 converts and stores the one application at-
tribute based on a standard format. The one application
attribute can be converted by the attribute standardiza-
tion module 44 and stored in the application environment
inventory database 48 as associated with the corre-
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sponding application requirements from the obtained ap-
plication meta data. Accordingly, in the above example,
the "RAM" application attribute may be converted to
"memory", and optionally the corresponding application
requirements and/or other associated application meta
data can also be converted into a standard format.
[0036] However, if the application placement manage-
ment bot 12 determines in step 304 that there is not a
match of the one application attribute, then the No branch
is taken to step 308. In step 308, the application place-
ment management bot 12 stores the one application at-
tribute as a master attribute in the master attribute table
36. The application placement management bot 12 fur-
ther stores the one application attribute and correspond-
ing application requirements and/or other application me-
ta data in the application environment inventor database
48. Subsequent to converting and storing the one appli-
cation attribute in step 306, or storing the one application
attribute as a master attribute in step 308, the application
placement management bot 12 proceeds to step 310.
[0037] In step 310, the application placement manage-
ment bot 12 optionally stores one or more keywords from
the associated application requirements mapped to the
matched or new master attribute. The keyword(s) can be
stored in the master attribute table 36, for example, al-
though the application environment inventory database
48 or another location can also be used to store the key-
words. In the example described earlier, if the "RAM"
attribute is observed in application meta data for the first
time and is therefore a new master attribute, the "giga-
byte" and/or "GB" keywords may be stored in the master
attributes table 36 as associated with the new "RAM"
master attribute. Other types of keywords and methods
of maintaining keywords for purposes of the machine
learning process performed by the machine learning
module 50 can also be used. Optionally, an initial set of
training data including keywords and application at-
tributes can be used by the machine learning module 50
to pre-populate the master attribute table 36.
[0038] In step 312, the application placement manage-
ment bot 12 determines whether there are more applica-
tion attributes (e.g., columns) in the application meta data
obtained in step 300. If the application placement man-
agement bot 12 determines that there is at least one ad-
ditional application attribute in the obtained application
meta data, then the Yes branch is taken back to step 302
and the application placement management bot 12 again
attempts to correlate one of the application attributes with
one of the master attributes. However, if the application
placement management bot 12 determines that there are
no more application attributes to be analyzed, then the
No branch is taken back to step 300 and the application
placement management bot 12 again obtains application
meta data from the same or a different one of the enter-
prise administrator devices 16(1)-16(b).
[0039] Accordingly, the application placement man-
agement bot 12 can advantageously perform an auto-
mated import of application meta data associated with

an enterprise while improving the amount of application
meta data that can be correlated with master attributes
and used to formulate application placement rules, as
described and illustrated in more detail later. Moreover,
the application placement management bot 12 can con-
tinually and dynamically update the master attributes in
the master attributes table 36 based on analyzed appli-
cation meta data obtained from enterprises in order to
strengthen the set of master attributes and facilitate more
robust application placement decisions.
[0040] Referring more specifically to FIG. 5, a method
for generating application placement decisions based on
customized rules and a dynamic set of master attributes
is illustrated. In step 500 in this example, the application
placement management bot 12 obtains and stores char-
acteristics for one or more of the environments 14(1)-
14(a) that are available to host applications for an enter-
prise. The environment characteristics can be stored in
the application environment inventory database 48, for
example.
[0041] The environments 14(1)-14(a) can include one
or more public cloud environments, private cloud envi-
ronments, hosted cloud environments, on premise envi-
ronments, virtualized environments, or non-cloud envi-
ronments, for example, and other types of environments
can also be used. Accordingly, the characteristics can
include the type of environment, data regarding infra-
structure of the environment such as capabilities of the
server devices 24(1)-24(c) and/or 26(1)-26(d) for exam-
ple, security data, or any other data that can be compared
with application requirements that can be obtained from
an enterprise as described and illustrated in more detail
earlier with reference to step 300 of FIG. 3.
[0042] In step 502, the application placement manage-
ment bot 12 obtains one or more rules for inclusion in the
stored rule set 40. The rules can be obtained from one
of the enterprise administrator devices 16(1)-16(b) via
an interface provided by the application placement man-
agement bot 12, for example. In this example, the rules
are customized and the interface can allow a user of the
one of the enterprise administrator devices 16(1)-16(b)
to verify attributes and configure various rules for each
decision point relating to placement of applications in the
one or more of the environments 141(1)-14(a).
[0043] The rules are generated based on the master
attributes stored in the master attributes table 36. Since
the master attributes are dynamic, the rules are not lim-
ited with respect to the number of parameters or master
attributes. In one particular example, a rule requires that
the determined placement of applications with memory
requirements within a range of 2GB to 4GB is in environ-
ment 14(1), although any types or number or parameters
and/or rules can be used to generate the rule set 40.
Optionally, the provided interface includes a selectable
list of master attributes and facilitates input of one or more
values associated with one or more of the master at-
tributes in order to formulate the obtained rules.
[0044] In step 504, the application placement manage-
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ment bot 12 applies one or more stored rule sets, such
as rule set 40, based on the contents of the applications
environment inventory database 48. Accordingly, the ap-
plication placement management bot 12 applies at least
the rule set 40 to stored, standardized application meta
data, such as application requirements, and environment
characteristics in order to determine a placement for each
application identified in the application meta data in one
of the environments 14(1)-14(a).
[0045] In step 506, the application placement manage-
ment bot 12 outputs an indication of the placement de-
termined in step 504. In one example, multiple rule sets
can be generated and applied, and the application place-
ment management bot 12 can be used as a planning tool
for an enterprise administrator to determine the place-
ment of applications should certain rules and/or param-
eters be adjusted in order to determine an optimal place-
ment for the applications. In step 508, the application
placement management bot 12 determines whether a
request to modify any of the rules obtained in step 502
is received, such as from one of the enterprise adminis-
trator devices 16(1)-16(b) and via a provided interface.
One or more of the rules can be modified to facilitate a
determination by an enterprise administrator of the im-
pact of an adjustment to one or more rules on the place-
ment of the applications. Accordingly, if the application
placement management bot 12 determines that a request
to modify one or more of the rules is received, then the
Yes branch is taken back to step 502 and the application
placement management bot 12 obtains one or more new
rules, or an adjustment of one or more master attributes
in one or more stored rules. However, if the application
placement management bot 12 determines that a request
to modify one or more of the rules is not received, then
the No branch is taken back to step 500 in this example.
[0046] Accordingly, with this technology, application
meta data can be efficiently imported, correlated with a
set of master attributes, and used in a machine learning
process to extend the set of master attributes based on
changing application requirements and environments.
Accordingly, the set of master attributes is advanta-
geously dynamic, which facilitates custom, extensible
application placement rules and more effective applica-
tion placement decisions for enterprises.
[0047] Having thus described the basic concept of this
technology, it will be rather apparent to those skilled in
the art that the foregoing detailed disclosure is intended
to be presented by way of example only, and is not lim-
iting. Various alterations, improvements, and modifica-
tions will occur and are intended to those skilled in the
art, though not expressly stated herein. These altera-
tions, improvements, and modifications are intended to
be suggested hereby, and are within the scope of this
technology. Additionally, the recited order of processing
elements or sequences, or the use of numbers, letters,
or other designations therefore, is not intended to limit
the claimed processes to any order except as may be
specified in the claims. Accordingly, this technology is

limited only by the following claims and equivalents there-
to.

Claims

1. A method for adaptive placement of applications im-
plemented by an application placement manage-
ment bot, the method comprising:

obtaining application meta data for a plurality of
applications, the application meta data compris-
ing application requirements and associated ap-
plication attributes for each of the applications;
correlating a first subset of the application at-
tributes with one or more of a plurality of master
attributes in a master attributes table based on
a first set of keywords matching a stored second
set of keywords mapped to the one or more mas-
ter attributes, the first set of keywords corre-
sponding to one or more of the application re-
quirements associated with the first subset of
the application attributes;
obtaining one or more rule sets each comprising
one or more customized rules based on the mas-
ter attributes; and
applying the rule sets to the application meta
data based on the correlation to determine a
placement of each of the applications in at least
one of a plurality of environments and output an
indication of the determined placement.

2. The method of claim 1, further comprising:

identifying a second subset of the application
attributes not correlated with any of the master
attributes;
inserting the second subset of the application
attributes into the master attribute table, wherein
the master attribute table is dynamic and adapt-
able over time based on application evolution;
and
storing a third set of keywords mapped to the
second subset of the application attributes in the
master attribute table, the third set of keywords
corresponding to one or more of the application
requirements associated with the second subset
of the application attributes, wherein one or
more of the first or third sets of keywords com-
prises a value or data type of one or more of the
application requirements.

3. The method of claim 1 or 2, wherein the customized
rules are each in a JavaScript Object Notation
(JSON) format and are each extensible and include
one or more values for any number of the master
attributes.
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4. The method of claim 1, 2, or 3, wherein each of the
first subset of the application attributes comprises a
name that is different than another name of each of
the master attributes and the method further com-
prises:

converting the first subset of the application at-
tributes into a standardized field set based on a
format of the one or more master attributes; and
applying the rule sets to the application meta
data further based on the standardized field set.

5. The method of any preceding claim, further compris-
ing applying the rule sets to one or more stored char-
acteristics of one or more of the environments or
infrastructure associated with one or more of the en-
vironments, wherein the environments comprise one
or more public cloud environments, private cloud en-
vironments, hosted cloud environments, on premise
environments, virtualized environments, or non-
cloud environments.

6. An application placement management bot, com-
prising memory comprising programmed instruc-
tions stored thereon and one or more processors
coupled to the memory and configured to be capable
of executing the stored programmed instructions to
perform the method of any preceding claim.

7. A non-transitory computer readable medium having
stored thereon instructions for adaptive placement
of applications comprising executable code which
when executed by one or more processors, causes
the one or more processors to perform the method
of any of claims 1 - 5.

13 14 



EP 3 346 380 A1

9



EP 3 346 380 A1

10



EP 3 346 380 A1

11



EP 3 346 380 A1

12



EP 3 346 380 A1

13

5

10

15

20

25

30

35

40

45

50

55



EP 3 346 380 A1

14

5

10

15

20

25

30

35

40

45

50

55


	bibliography
	abstract
	description
	claims
	drawings
	search report

