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(54) SYSTEMS AND METHODS FOR DIAGNOSING ETHERNET RINGS BASED ON MEDIA 
REDUNDANCY PROTOCOL

(57) The present disclosure describes a mechanism
to easily and efficiently identify malfunctioning devices
on a network 800 of a building management system,
BMS. In that regard, the present disclosure describes a
frame 814, 816 with a count field that is transmitted by a
media redundancy manager MRM 802 to a number of
media redundancy clients MRCs 804, 806, 808, 810, 812
configured to be controlled by the MRM 802. The MRM
802 and the MRCs 804, 806, 808, 810, 812 are arranged
in a ring topology, such as an Ethernet ring. The count
field is updated as the frame is transmitted from one MRC
to another MRC around the Ethernet ring. Eventually, the
frame is received back by the MRM 802. Based on the
received message, the MRM 802 first determines wheth-
er the Ethernet ring is open or closed. Then, in an open
Ethernet ring, the MRM 802 identifies the identity of the
faulted device MRC 806 from the count field of the frame.
Since the MRC 806 is faulted, that MRC is unable to
receive communications from the MRC 804 and the
transmission of the frame 820 from the MRC 804 to the
MRC 806 fails. Having failed to transmit, the MRC 804
again increments the count (Count_R = 2) and transmits
the frame 814, including the frame 820, as frame 822,
back to the device (whether MRC or MRM) immediately
preceding the MRC 804 on the Ethernet ring 800. By
virtue of receiving the frame 814 back on the same port
from which the frame is sent, the MRM 802 can determine
that the frame 814 did not complete a full circuit around
the Ethernet ring 800, and that therefore the Ethernet
ring 800 is open. The MRM 802 can also evaluate the
count value of the received frame (e.g., the count value

of the frame 822) and determine from that value which
one of the MRCs 804, 806, 808, 810, 812 is faulted. The
BMS may include multiple devices such as sensors, ac-
tuators, valves, beacons, switches, and thermostats. The
network preferably utilizes media redundancy protocol
(MRP) defined in IEC standard 62439-2 which is typically
used for industrial network applications, such as indus-
trial automation systems and BMSs.
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Description

CROSS-REFERENCE TO RELATED PATENT APPLI-
CATION

[0001] This application claims the benefit of and priority
to U.S. Patent Application No. 15/376,565 filed Decem-
ber 12, 2016, the entire disclosure of which is incorpo-
rated by reference herein.

BACKGROUND

[0002] The present disclosure relates generally to
building management systems. The present disclosure
relates more particularly to systems and methods for
identifying faulted devices in a building management sys-
tem that are connected in an Ethernet ring network.
[0003] A building management system (BMS) is, in
general, a system of devices configured to control, mon-
itor, and manage equipment in or around a building or
building area. A BMS can include a heating, ventilation,
and air conditioning (HVAC) system, a security system,
a lighting system, a fire alerting system, another system
that is capable of managing building functions or devices,
or any combination thereof. BMS devices may be in-
stalled in any environment (e.g., an indoor area or an
outdoor area) and the environment may include any
number of buildings, spaces, zones, rooms, or areas. A
BMS may include a variety of devices (e.g., HVAC de-
vices, controllers, chillers, fans, sensors, etc.) configured
to facilitate monitoring and controlling the building space.
Throughout this disclosure, such devices are referred to
as BMS devices or building equipment.
[0004] In some BMS systems, at least some of the de-
vices are connected in a network and particularly, in an
Ethernet network. Occasionally, some of these devices
need to be fixed, replaced, or otherwise maintained.
When a large number of devices are connected to the
Ethernet network, it is cumbersome to manually inspect
each device to determine if any device needs mainte-
nance. Furthermore, when the Ethernet network has a
large number of devices, and a device suddenly malfunc-
tions, it can take quite some time to identify the malfunc-
tioning device. While the malfunctioning device is being
identified, other devices on the Ethernet network that in-
teract with the malfunctioning device may experience de-
creased performance, and functions or operations in the
BMS which involve the malfunctioning device can be ad-
versely affected. Accordingly, it would be desirous to
have systems and methods which can quickly and effi-
ciently identify devices on an Ethernet network that need
maintenance or are malfunctioned to avoid or minimize
disruptions of the Ethernet network.

SUMMARY

[0005] One implementation of the present disclosure
is a system having a network manager device having a

first port and a second port. The system also includes a
first client device having a first port and a second port,
the first port of the first client device connected to the first
port of the network manager device, and a second client
device having a first port and a second port, the first port
of the second client device connected to the second port
of the first client device and the second port of the second
client device connected to the second port of the network
manager device. The network manager device is config-
ured to transmit a frame having a count field. The first
client device is configured to increment the count field
once by a predetermined value based on a successful
transmission of the frame to the second client device and
the first client device is configured to increment the count
field twice by the predetermined value based on a failed
transmission to the second client device.
[0006] A further implementation of the present disclo-
sure is a method of monitoring the integrity of a commu-
nication network having a manager device and a number
of client devices connected to each other and to the man-
ager device in a network configured according to a ring
topology. The client devices are configured to be control-
led by the manager device. The method includes trans-
mitting a frame from the manager device to a first client
device, and receiving the frame at the first client device.
The method also includes incrementing a count field of
the frame, transmitting the frame to a second client device
from the first client device, receiving the frame at the sec-
ond client device from the first client device, incrementing
the count field of the frame, and transmitting the frame
to a third client device. The method further includes re-
ceiving the frame at the manager device as a received
frame and identifying from the count field of the received
frame a number of client devices on the network.
[0007] A further implementation of the present disclo-
sure is a method of identifying faulted devices in a net-
work of a building management system (BMS) having a
manager device and a number of client devices connect-
ed to each other and to the manager device in a ring
topology, the client devices configured to be controlled
by the manager device. The method includes transmitting
a frame from the manager device to the client devices,
the client devices being connected in series in the net-
work and the frame having a count field. The method also
includes receiving the frame with the count field at a first
client device, incrementing the count field of the frame
at the first client device, transmitting the frame to a sec-
ond client device, and incrementing the count field of the
frame again at the first client device based on the first
client device being unable to transmit the frame to the
second client device. The first client device configured
to transmit the frame back to the manager device. The
method additionally includes receiving the frame at the
manager device as a received frame, determining by the
manager device if the network is in an open condition or
a closed condition based on the received frame, and de-
termining from the count field of the received frame an
identity of a faulted client device.
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[0008] Those skilled in the art will appreciate that the
summary is illustrative only and is not intended to be in
any way limiting. Other aspects, inventive features, and
advantages of the devices and/or processes described
herein, as defined solely by the claims, will become ap-
parent in the detailed description set forth herein and
taken in conjunction with the accompanying drawings.

BRIEF DESCRIPTION OF THE DRAWINGS

[0009]

FIG. 1 is a drawing of a building equipped with a
building management system (BMS) and a HVAC
system, according to some embodiments.

FIG. 2 is a schematic of a waterside system which
can be used as part of the HVAC system of FIG. 1,
according to some embodiments.

FIG. 3 is a block diagram illustrating an airside sys-
tem which can be used as part of the HVAC system
of FIG. 1, according to some embodiments.

FIG. 4 is a block diagram illustrating a BMS which
can be used in the building of FIG. 1, according to
some embodiments.

FIG. 5 is a block diagram illustrating an Ethernet net-
work connected to a plurality of devices, according
to some embodiments.

FIG. 6A is a block diagram illustrating a data frame
that may be transmitted by a manager device on the
Ethernet network of FIG. 5, according to some em-
bodiments.

FIG. 6B is a block diagram illustrating another data
frame that may be transmitted on the Ethernet net-
work of FIG. 5, according to some embodiments.

FIG. 7 is a flow diagram illustrating a diagnostic flow
to establish that the Ethernet network of FIG. 5 is in
a closed status, according to some embodiments.

FIG. 8 is a flow diagram illustrating a diagnostic flow
to establish that the Ethernet network of FIG. 5 is in
an open status, according to some embodiments.

FIG. 9 is another flow diagram illustrating a diagnos-
tic flow to establish that the Ethernet network of FIG.
5 is in an open status, according to some embodi-
ments.

FIG. 10 is a flow chart illustrating a process flow for
running diagnostics on the Ethernet network of FIG.
5, according to some embodiments.

FIG. 11 is a block diagram illustrating another Eth-
ernet network connected to a plurality of devices,
according to some embodiments.

FIG. 12 is a block diagram illustrating yet another
Ethernet network connected to a plurality of devices,
according to some embodiments.

DETAILED DESCRIPTION

Building Management System and HVAC System

[0010] Referring now to FIGS. 1-4, an exemplary build-
ing management system (BMS) and a heating, ventila-
tion, and air conditioning (HVAC) system in which the
systems and methods of the present disclosure can be
implemented are shown, according to an exemplary em-
bodiment. Referring particularly to FIG. 1, a perspective
view of a building 10 is shown. Building 10 is served by
a BMS. A BMS is, in general, a system of devices con-
figured to control, monitor, and manage equipment in or
around a building or building area. A BMS can include,
for example, a HVAC system, a security system, a lighting
system, a fire alerting system, any other system that is
capable of managing building functions or devices, or
any combination thereof.
[0011] The BMS that serves building 10 includes an
HVAC system 100. HVAC system 100 can include a plu-
rality of HVAC devices (e.g., heaters, chillers, air handling
units, pumps, fans, thermal energy storage, etc.) config-
ured to provide heating, cooling, ventilation, or other serv-
ices for building 10. For example, HVAC system 100 is
shown to include a waterside system 120 and an airside
system 130. Waterside system 120 can provide a heated
or chilled fluid to an air handling unit of airside system
130. Airside system 130 can use the heated or chilled
fluid to heat or cool an airflow provided to building 10. An
exemplary waterside system and airside system which
can be used in HVAC system 100 are described in greater
detail with reference to FIGS. 2-3.
[0012] HVAC system 100 is shown to include a chiller
102, a boiler 104, and a rooftop air handling unit (AHU)
106. Waterside system 120 can use boiler 104 and chiller
102 to heat or cool a working fluid (e.g., water, glycol,
etc.) and can circulate the working fluid to AHU 106. In
various embodiments, the HVAC devices of waterside
system 120 can be located in or around building 10 (as
shown in FIG. 1) or at an offsite location such as a central
plant (e.g., a chiller plant, a steam plant, a heat plant,
etc.). The working fluid can be heated in boiler 104 or
cooled in chiller 102, depending on whether heating or
cooling is required in building 10. Boiler 104 can add heat
to the circulated fluid, for example, by burning a combus-
tible material (e.g., natural gas) or using an electric heat-
ing element. Chiller 102 can place the circulated fluid in
a heat exchange relationship with another fluid (e.g., a
refrigerant) in a heat exchanger (e.g., an evaporator) to
absorb heat from the circulated fluid. The working fluid
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from chiller 102 and/or boiler 104 can be transported to
AHU 106 via piping 108.
[0013] AHU 106 can place the working fluid in a heat
exchange relationship with an airflow passing through
AHU 106 (e.g., via one or more stages of cooling coils
and/or heating coils). The airflow can be, for example,
outside air, return air from within building 10, or a com-
bination of both. AHU 106 can transfer heat between the
airflow and the working fluid to provide heating or cooling
for the airflow. For example, AHU 106 can include one
or more fans or blowers configured to pass the airflow
over or through a heat exchanger containing the working
fluid. The working fluid can then return to chiller 102 or
boiler 104 via piping 110.
[0014] Airside system 130 can deliver the airflow sup-
plied by AHU 106 (i.e., the supply airflow) to building 10
via air supply ducts 112 and can provide return air from
building 10 to AHU 106 via air return ducts 114. In some
embodiments, airside system 130 includes multiple var-
iable air volume (VAV) units 116. For example, airside
system 130 is shown to include a separate VAV unit 116
on each floor or zone of building 10. VAV units 116 can
include dampers or other flow control elements that can
be operated to control an amount of the supply airflow
provided to individual zones of building 10. In other em-
bodiments, airside system 130 delivers the supply airflow
into one or more zones of building 10 (e.g., via supply
ducts 112) without using intermediate VAV units 116 or
other flow control elements. AHU 106 can include various
sensors (e.g., temperature sensors, pressure sensors,
etc.) configured to measure attributes of the supply air-
flow. AHU 106 can receive input from sensors located
within AHU 106 and/or within the building zone and can
adjust the flow rate, temperature, or other attributes of
the supply airflow through AHU 106 to achieve set-point
conditions for the building zone.
[0015] Referring now to FIG. 2, a block diagram of a
waterside system 200 is shown, according to an exem-
plary embodiment. In various embodiments, waterside
system 200 can supplement or replace waterside system
120 in HVAC system 100 or can be implemented sepa-
rate from HVAC system 100. When implemented in
HVAC system 100, waterside system 200 can include a
subset of the HVAC devices in HVAC system 100 (e.g.,
boiler 104, chiller 102, pumps, valves, etc.) and can op-
erate to supply a heated or chilled fluid to AHU 106. The
HVAC devices of waterside system 200 can be located
within building 10 (e.g., as components of waterside sys-
tem 120) or at an offsite location such as a central plant.
[0016] In FIG. 2, waterside system 200 is shown as a
central plant having a plurality of subplants 202-212. Sub-
plants 202-212 are shown to include a heater subplant
202, a heat recovery chiller subplant 204, a chiller sub-
plant 206, a cooling tower subplant 208, a hot thermal
energy storage (TES) subplant 210, and a cold thermal
energy storage (TES) subplant 212. Subplants 202-212
consume resources (e.g., water, natural gas, electricity,
etc.) from utilities to serve the thermal energy loads (e.g.,

hot water, cold water, heating, cooling, etc.) of a building
or campus. For example, heater subplant 202 can be
configured to heat water in a hot water loop 214 that
circulates the hot water between heater subplant 202 and
building 10. Chiller subplant 206 can be configured to
chill water in a cold water loop 216 that circulates the
cold water between chiller subplant 206 and the building
10. Heat recovery chiller subplant 204 can be configured
to transfer heat from cold water loop 216 to hot water
loop 214 to provide additional heating for the hot water
and additional cooling for the cold water. Condenser wa-
ter loop 218 can absorb heat from the cold water in chiller
subplant 206 and reject the absorbed heat in cooling tow-
er subplant 208 or transfer the absorbed heat to hot water
loop 214. Hot TES subplant 210 and cold TES subplant
212 can store hot and cold thermal energy, respectively,
for subsequent use.
[0017] Hot water loop 214 and cold water loop 216 can
deliver the heated and/or chilled water to air handlers
located on the rooftop of building 10 (e.g., AHU 106) or
to individual floors or zones of building 10 (e.g., VAV units
116). The air handlers push air past heat exchangers
(e.g., heating coils or cooling coils) through which the
water flows to provide heating or cooling for the air. The
heated or cooled air can be delivered to individual zones
of building 10 to serve the thermal energy loads of build-
ing 10. The water then returns to subplants 202-212 to
receive further heating or cooling.
[0018] Although subplants 202-212 are shown and de-
scribed as heating and cooling water for circulation to a
building, it is understood that any other type of working
fluid (e.g., glycol, CO2, etc.) can be used in place of or
in addition to water to serve the thermal energy loads. In
other embodiments, subplants 202-212 can provide
heating and/or cooling directly to the building or campus
without requiring an intermediate heat transfer fluid.
These and other variations to waterside system 200 are
within the teachings of the present invention.
[0019] Each of subplants 202-212 can include a variety
of equipment configured to facilitate the functions of the
subplant. For example, heater subplant 202 is shown to
include a plurality of heating elements 220 (e.g., boilers,
electric heaters, etc.) configured to add heat to the hot
water in hot water loop 214. Heater subplant 202 is also
shown to include several pumps 222 and 224 configured
to circulate the hot water in hot water loop 214 and to
control the flow rate of the hot water through individual
heating elements 220. Chiller subplant 206 is shown to
include a plurality of chillers 232 configured to remove
heat from the cold water in cold water loop 216. Chiller
subplant 206 is also shown to include several pumps 234
and 236 configured to circulate the cold water in cold
water loop 216 and to control the flow rate of the cold
water through individual chillers 232.
[0020] Heat recovery chiller subplant 204 is shown to
include a plurality of heat recovery heat exchangers 226
(e.g., refrigeration circuits) configured to transfer heat
from cold water loop 216 to hot water loop 214. Heat
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recovery chiller subplant 204 is also shown to include
several pumps 228 and 230 configured to circulate the
hot water and/or cold water through heat recovery heat
exchangers 226 and to control the flow rate of the water
through individual heat recovery heat exchangers 226.
Cooling tower subplant 208 is shown to include a plurality
of cooling towers 238 configured to remove heat from
the condenser water in condenser water loop 218. Cool-
ing tower subplant 208 is also shown to include several
pumps 240 configured to circulate the condenser water
in condenser water loop 218 and to control the flow rate
of the condenser water through individual cooling towers
238.
[0021] Hot TES subplant 210 is shown to include a hot
TES tank 242 configured to store the hot water for later
use. Hot TES subplant 210 can also include one or more
pumps or valves configured to control the flow rate of the
hot water into or out of hot TES tank 242. Cold TES sub-
plant 212 is shown to include cold TES tanks 244 con-
figured to store the cold water for later use. Cold TES
subplant 212 can also include one or more pumps or
valves configured to control the flow rate of the cold water
into or out of cold TES tanks 244.
[0022] In some embodiments, one or more of the
pumps in waterside system 200 (e.g., pumps 222, 224,
228, 230, 234, 236, and/or 240) or pipelines in waterside
system 200 include an isolation valve associated there-
with. Isolation valves can be integrated with the pumps
or positioned upstream or downstream of the pumps to
control the fluid flows in waterside system 200. In various
embodiments, waterside system 200 can include more,
fewer, or different types of devices and/or subplants
based on the particular configuration of waterside system
200 and the types of loads served by waterside system
200.
[0023] Referring now to FIG. 3, a block diagram of an
airside system 300 is shown, according to an exemplary
embodiment. In various embodiments, airside system
300 can supplement or replace airside system 130 in
HVAC system 100 or can be implemented separate from
HVAC system 100. When implemented in HVAC system
100, airside system 300 can include a subset of the HVAC
devices in HVAC system 100 (e.g., AHU 106, VAV units
116, ducts 112-114, fans, dampers, etc.) and can be lo-
cated in or around building 10. Airside system 300 can
operate to heat or cool an airflow provided to building 10
using a heated or chilled fluid provided by waterside sys-
tem 200.
[0024] In FIG. 3, airside system 300 is shown to include
an economizer-type air handling unit (AHU) 302. Econ-
omizer-type AHUs vary the amount of outside air and
return air used by the air handling unit for heating or cool-
ing. For example, AHU 302 can receive return air 304
from building zone 306 via return air duct 308 and can
deliver supply air 310 to building zone 306 via supply air
duct 312. In some embodiments, AHU 302 is a rooftop
unit located on the roof of building 10 (e.g., AHU 106 as
shown in FIG. 1) or otherwise positioned to receive return

air 304 and outside air 314. AHU 302 can be configured
to operate an exhaust air damper 316, mixing damper
318, and outside air damper 320 to control an amount of
outside air 314 and return air 304 that combine to form
supply air 310. Any return air 304 that does not pass
through mixing damper 318 can be exhausted from AHU
302 through exhaust damper 316 as exhaust air 322.
[0025] Each of dampers 316-320 can be operated by
an actuator. For example, exhaust air damper 316 can
be operated by actuator 324, mixing damper 318 can be
operated by actuator 326, and outside air damper 320
can be operated by actuator 328. Actuators 324-328 can
communicate with an AHU controller 330 via a commu-
nications link 332. Actuators 324-328 can receive control
signals from AHU controller 330 and can provide feed-
back signals to AHU controller 330. Feedback signals
can include, for example, an indication of a current actu-
ator or damper position, an amount of torque or force
exerted by the actuator, diagnostic information (e.g., re-
sults of diagnostic tests performed by actuators
324-328), status information, commissioning informa-
tion, configuration settings, calibration data, and/or other
types of information or data that can be collected, stored,
or used by actuators 324-328. AHU controller 330 can
be an economizer controller configured to use one or
more control algorithms (e.g., state-based algorithms,
extremum seeking control (ESC) algorithms, proportion-
al-integral (PI) control algorithms, proportional-integral-
derivative (PID) control algorithms, model predictive con-
trol (MPC) algorithms, feedback control algorithms, etc.)
to control actuators 324-328.
[0026] Still referring to FIG. 3, AHU 302 is shown to
include a cooling coil 334, a heating coil 336, and a fan
338 positioned within supply air duct 312. Fan 338 can
be configured to force supply air 310 through cooling coil
334 and/or heating coil 336 and provide supply air 310
to building zone 306. AHU controller 330 can communi-
cate with fan 338 via communications link 340 to control
a flow rate of supply air 310. In some embodiments, AHU
controller 330 controls an amount of heating or cooling
applied to supply air 310 by modulating a speed of fan
338.
[0027] Cooling coil 334 can receive a chilled fluid from
waterside system 200 (e.g., from cold water loop 216)
via piping 342 and can return the chilled fluid to waterside
system 200 via piping 344. Valve 346 can be positioned
along piping 342 or piping 344 to control a flow rate of
the chilled fluid through cooling coil 334. In some embod-
iments, cooling coil 334 includes multiple stages of cool-
ing coils that can be independently activated and deac-
tivated (e.g., by AHU controller 330, by BMS controller
366, etc.) to modulate an amount of cooling applied to
supply air 310.
[0028] Heating coil 336 can receive a heated fluid from
waterside system 200 (e.g., from hot water loop 214) via
piping 348 and can return the heated fluid to waterside
system 200 via piping 350. Valve 352 can be positioned
along piping 348 or piping 350 to control a flow rate of
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the heated fluid through heating coil 336. In some em-
bodiments, heating coil 336 includes multiple stages of
heating coils that can be independently activated and
deactivated (e.g., by AHU controller 330, by BMS con-
troller 366, etc.) to modulate an amount of heating applied
to supply air 310.
[0029] Each of valves 346 and 352 can be controlled
by an actuator. For example, valve 346 can be controlled
by actuator 354 and valve 352 can be controlled by ac-
tuator 356. Actuators 354-356 can communicate with
AHU controller 330 via communications links 358-360.
Actuators 354-356 can receive control signals from AHU
controller 330 and can provide feedback signals to con-
troller 330. In some embodiments, AHU controller 330
receives a measurement of the supply air temperature
from a temperature sensor 362 positioned in supply air
duct 312 (e.g., downstream of cooling coil 334 and/or
heating coil 336). AHU controller 330 can also receive a
measurement of the temperature of building zone 306
from a temperature sensor 364 located in building zone
306.
[0030] In some embodiments, AHU controller 330 op-
erates valves 346 and 352 via actuators 354-356 to mod-
ulate an amount of heating or cooling provided to supply
air 310 (e.g., to achieve a set-point temperature for supply
air 310 or to maintain the temperature of supply air 310
within a set-point temperature range). The positions of
valves 346 and 352 affect the amount of heating or cool-
ing provided to supply air 310 by cooling coil 334 or heat-
ing coil 336 and may correlate with the amount of energy
consumed to achieve a desired supply air temperature.
AHU controller 330 can control the temperature of supply
air 310 and/or building zone 306 by activating or deacti-
vating coils 334-336, adjusting a speed of fan 338, or a
combination thereof.
[0031] Still referring to FIG. 3, airside system 300 is
shown to include a building management system (BMS)
controller 366 and a client device 368. BMS controller
366 can include one or more computer systems (e.g.,
servers, supervisory controllers, subsystem controllers,
etc.) that serve as system level controllers, application
or data servers, head nodes, or master controllers for
airside system 300, waterside system 200, HVAC system
100, and/or other controllable systems that serve building
10. BMS controller 366 can communicate with multiple
downstream building systems or subsystems (e.g.,
HVAC system 100, a security system, a lighting system,
waterside system 200, etc.) via a communications link
370 according to like or disparate protocols (e.g., LON,
BACnet, etc.). In various embodiments, AHU controller
330 and BMS controller 366 can be separate (as shown
in FIG. 3) or integrated. In an integrated implementation,
AHU controller 330 can be a software module configured
for execution by a processor of BMS controller 366.
[0032] In some embodiments, AHU controller 330 re-
ceives information from BMS controller 366 (e.g., com-
mands, setpoints, operating boundaries, etc.) and pro-
vides information to BMS controller 366 (e.g., tempera-

ture measurements, valve or actuator positions, operat-
ing statuses, diagnostics, etc.). For example, AHU con-
troller 330 can provide BMS controller 366 with temper-
ature measurements from temperature sensors 362-364,
equipment on/off states, equipment operating capacities,
and/or any other information that can be used by BMS
controller 366 to monitor or control a variable state or
condition within building zone 306.
[0033] Client device 368 can include one or more hu-
man-machine interfaces or client interfaces (e.g., graph-
ical user interfaces, reporting interfaces, text-based com-
puter interfaces, client-facing web services, web servers
that provide pages to web clients, etc.) for controlling,
viewing, or otherwise interacting with HVAC system 100,
its subsystems, and/or devices. Client device 368 can be
a computer workstation, a client terminal, a remote or
local interface, or any other type of user interface device.
Client device 368 can be a stationary terminal or a mobile
device. For example, client device 368 can be a desktop
computer, a computer server with a user interface, a lap-
top computer, a tablet, a smartphone, a PDA, or any other
type of mobile or non-mobile device. Client device 368
can communicate with BMS controller 366 and/or AHU
controller 330 via communications link 372.
[0034] Referring now to FIG. 4, a block diagram of a
building management system (BMS) 400 is shown, ac-
cording to an exemplary embodiment. BMS 400 can be
implemented in building 10 to automatically monitor and
control various building functions. BMS 400 is shown to
include BMS controller 366 and a plurality of building sub-
systems 428. Building subsystems 428 are shown to in-
clude a building electrical subsystem 434, an information
communication technology (ICT) subsystem 436, a se-
curity subsystem 438, a HVAC subsystem 440, a lighting
subsystem 442, a lift/escalators subsystem 432, and a
fire safety subsystem 430. In various embodiments,
building subsystems 428 can include fewer, additional,
or alternative subsystems. For example, building subsys-
tems 428 can also or alternatively include a refrigeration
subsystem, an advertising or signage subsystem, a cook-
ing subsystem, a vending subsystem, a printer or copy
service subsystem, or any other type of building subsys-
tem that uses controllable equipment and/or sensors to
monitor or control building 10. In some embodiments,
building subsystems 428 include waterside system 200
and/or airside system 300, as described with reference
to FIGS. 2-3.
[0035] Each of building subsystems 428 can include
any number of devices, controllers, and connections for
completing its individual functions and control activities.
HVAC subsystem 440 can include many of the same
components as HVAC system 100, as described with
reference to FIGS. 1-3. For example, HVAC subsystem
440 can include a chiller, a boiler, any number of air han-
dling units, economizers, field controllers, supervisory
controllers, actuators, temperature sensors, and other
devices for controlling the temperature, humidity, airflow,
or other variable conditions within building 10. Lighting
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subsystem 442 can include any number of light fixtures,
ballasts, lighting sensors, dimmers, or other devices con-
figured to controllably adjust the amount of light provided
to a building space. Security subsystem 438 can include
occupancy sensors, video surveillance cameras, digital
video recorders, video processing servers, intrusion de-
tection devices, access control devices (e.g., card ac-
cess, etc.) and servers, or other security-related devices.
[0036] Still referring to FIG. 4, BMS controller 366 is
shown to include a communications interface 407 and a
BMS interface 409. Interface 407 can facilitate commu-
nications between BMS controller 366 and external ap-
plications (e.g., monitoring and reporting applications
422, enterprise control applications 426, remote systems
and applications 444, applications residing on client de-
vices 448, etc.) for allowing user control, monitoring, and
adjustment to BMS controller 366 and/or subsystems
428. Interface 407 can also facilitate communications be-
tween BMS controller 366 and client devices 448. BMS
interface 409 can facilitate communications between
BMS controller 366 and building subsystems 428 (e.g.,
HVAC, lighting security, lifts, power distribution, busi-
ness, etc.).
[0037] Interfaces 407, 409 can be or include wired or
wireless communications interfaces (e.g., jacks, anten-
nas, transmitters, receivers, transceivers, wire terminals,
etc.) for conducting data communications with building
subsystems 428 or other external systems or devices. In
various embodiments, communications via interfaces
407, 409 can be direct (e.g., locally wired or wireless
communications) or via a communications network 446
(e.g., a WAN, the Internet, a cellular network, etc.). For
example, interfaces 407, 409 can include an Ethernet
card and port for sending and receiving data via an Eth-
ernet-based communications link or network. In another
example, the interfaces 407, 409 can include a Wi-Fi
transceiver for communicating via a wireless communi-
cations network. In another example, one or more of in-
terfaces 407, 409 can include cellular or mobile phone
communications transceivers. In one embodiment, com-
munications interface 407 is a power line communica-
tions interface and BMS interface 409 is an Ethernet in-
terface. In other embodiments, communications inter-
face 407 and BMS interface 409 are Ethernet interfaces
or are the same Ethernet interface.
[0038] Still referring to FIG. 4, BMS controller 366 is
shown to include a processing circuit 404 including a
processor 406 and memory 408. Processing circuit 404
can be communicably connected to BMS interface 409
and/or communications interface 407 such that process-
ing circuit 404 and the various components thereof can
send and receive data via interfaces 407, 409. Processor
406 can be implemented as a general purpose proces-
sor, an application specific integrated circuit (ASIC), one
or more field programmable gate arrays (FPGAs), a
group of processing components, or other suitable elec-
tronic processing components.
[0039] Memory 408 (e.g., memory, memory unit, stor-

age device, etc.) can include one or more devices (e.g.,
RAM, ROM, Flash memory, hard disk storage, etc.) for
storing data and/or computer code for completing or fa-
cilitating the various processes, layers and modules de-
scribed in the present application. Memory 408 can be
or include volatile memory or non-volatile memory. Mem-
ory 408 can include database components, object code
components, script components, or any other type of in-
formation structure for supporting the various activities
and information structures described in the present ap-
plication. According to an exemplary embodiment, mem-
ory 408 is communicably connected to processor 406 via
processing circuit 404 and includes computer code for
executing (e.g., by processing circuit 404 and/or proces-
sor 406) one or more processes described herein.
[0040] In some embodiments, BMS controller 366 is
implemented within a single computer (e.g., one server,
one housing, etc.). In various other embodiments BMS
controller 366 can be distributed across multiple servers
or computers (e.g., that can exist in distributed locations).
Further, while FIG. 4 shows applications 422 and 426 as
existing outside of BMS controller 366, in some embod-
iments, applications 422 and 426 can be hosted within
BMS controller 366 (e.g., within memory 408).
[0041] Still referring to FIG. 4, memory 408 is shown
to include an enterprise integration layer 410, an auto-
mated measurement and validation (AM&V) layer 412,
a demand response (DR) layer 414, a fault detection and
diagnostics (FDD) layer 416, an integrated control layer
418, and a building subsystem integration later 420. Lay-
ers 410-420 can be configured to receive inputs from
building subsystems 428 and other data sources, deter-
mine optimal control actions for building subsystems 428
based on the inputs, generate control signals based on
the optimal control actions, and provide the generated
control signals to building subsystems 428. The following
paragraphs describe some of the general functions per-
formed by each of layers 410-420 in BMS 400.
[0042] Enterprise integration layer 410 can be config-
ured to serve clients or local applications with information
and services to support a variety of enterprise-level ap-
plications. For example, enterprise control applications
426 can be configured to provide subsystem-spanning
control to a graphical user interface (GUI) or to any
number of enterprise-level business applications (e.g.,
accounting systems, user identification systems, etc.).
Enterprise control applications 426 can also or alterna-
tively be configured to provide configuration GUIs for con-
figuring BMS controller 366. In yet other embodiments,
enterprise control applications 426 can work with layers
410-420 to optimize building performance (e.g., efficien-
cy, energy use, comfort, or safety) based on inputs re-
ceived at interface 407 and/or BMS interface 409.
[0043] Building subsystem integration layer 420 can
be configured to manage communications between BMS
controller 366 and building subsystems 428. For exam-
ple, building subsystem integration layer 420 can receive
sensor data and input signals from building subsystems
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428 and provide output data and control signals to build-
ing subsystems 428. Building subsystem integration lay-
er 420 can also be configured to manage communica-
tions between building subsystems 428. Building sub-
system integration layer 420 translate communications
(e.g., sensor data, input signals, output signals, etc.)
across a plurality of multi-vendor/multi-protocol systems.
[0044] Demand response layer 414 can be configured
to optimize resource usage (e.g., electricity use, natural
gas use, water use, etc.) and/or the monetary cost of
such resource usage in response to satisfy the demand
of building 10. The optimization can be based on time-
of-use prices, curtailment signals, energy availability, or
other data received from utility providers, distributed en-
ergy generation systems 424, from energy storage 427
(e.g., hot TES 242, cold TES 244, etc.), or from other
sources. Demand response layer 414 can receive inputs
from other layers of BMS controller 366 (e.g., building
subsystem integration layer 420, integrated control layer
418, etc.). The inputs received from other layers can in-
clude environmental or sensor inputs such as tempera-
ture, carbon dioxide levels, relative humidity levels, air
quality sensor outputs, occupancy sensor outputs, room
schedules, and the like. The inputs can also include in-
puts such as electrical use (e.g., expressed in kWh), ther-
mal load measurements, pricing information, projected
pricing, smoothed pricing, curtailment signals from utili-
ties, and the like.
[0045] According to an exemplary embodiment, de-
mand response layer 414 includes control logic for re-
sponding to the data and signals it receives. These re-
sponses can include communicating with the control al-
gorithms in integrated control layer 418, changing control
strategies, changing setpoints, or activating/deactivating
building equipment or subsystems in a controlled man-
ner. Demand response layer 414 can also include control
logic configured to determine when to utilize stored en-
ergy. For example, demand response layer 414 can de-
termine to begin using energy from energy storage 427
just prior to the beginning of a peak use hour.
[0046] In some embodiments, demand response layer
414 includes a control module configured to actively in-
itiate control actions (e.g., automatically changing set-
points) which minimize energy costs based on one or
more inputs representative of or based on demand (e.g.,
price, a curtailment signal, a demand level, etc.). In some
embodiments, demand response layer 414 uses equip-
ment models to determine an optimal set of control ac-
tions. The equipment models can include, for example,
thermodynamic models describing the inputs, outputs,
and/or functions performed by various sets of building
equipment. Equipment models can represent collections
of building equipment (e.g., subplants, chiller arrays, etc.)
or individual devices (e.g., individual chillers, heaters,
pumps, etc.).
[0047] Demand response layer 414 can further include
or draw upon one or more demand response policy def-
initions (e.g., databases, XML files, etc.). The policy def-

initions can be edited or adjusted by a user (e.g., via a
graphical user interface) so that the control actions initi-
ated in response to demand inputs can be tailored for
the user’s application, desired comfort level, particular
building equipment, or based on other concerns. For ex-
ample, the demand response policy definitions can spec-
ify which equipment can be turned on or off in response
to particular demand inputs, how long a system or piece
of equipment should be turned off, what setpoints can be
changed, what the allowable set point adjustment range
is, how long to hold a high demand set-point before re-
turning to a normally scheduled set-point, how close to
approach capacity limits, which equipment modes to uti-
lize, the energy transfer rates (e.g., the maximum rate,
an alarm rate, other rate boundary information, etc.) into
and out of energy storage devices (e.g., thermal storage
tanks, battery banks, etc.), and when to dispatch on-site
generation of energy (e.g., via fuel cells, a motor gener-
ator set, etc.).
[0048] Integrated control layer 418 can be configured
to use the data input or output of building subsystem in-
tegration layer 420 and/or demand response later 414 to
make control decisions. Due to the subsystem integration
provided by building subsystem integration layer 420, in-
tegrated control layer 418 can integrate control activities
of the subsystems 428 such that the subsystems 428
behave as a single integrated supersystem. In an exem-
plary embodiment, integrated control layer 418 includes
control logic that uses inputs and outputs from a plurality
of building subsystems to provide greater comfort and
energy savings relative to the comfort and energy sav-
ings that separate subsystems could provide alone. For
example, integrated control layer 418 can be configured
to use an input from a first subsystem to make an energy-
saving control decision for a second subsystem. Results
of these decisions can be communicated back to building
subsystem integration layer 420.
[0049] Integrated control layer 418 is shown to be log-
ically below demand response layer 414. Integrated con-
trol layer 418 can be configured to enhance the effec-
tiveness of demand response layer 414 by enabling
building subsystems 428 and their respective control
loops to be controlled in coordination with demand re-
sponse layer 414. This configuration may advantageous-
ly reduce disruptive demand response behavior relative
to conventional systems. For example, integrated control
layer 418 can be configured to assure that a demand
response-driven upward adjustment to the set-point for
chilled water temperature (or another component that di-
rectly or indirectly affects temperature) does not result in
an increase in fan energy (or other energy used to cool
a space) that would result in greater total building energy
use than was saved at the chiller.
[0050] Integrated control layer 418 can be configured
to provide feedback to demand response layer 414 so
that demand response layer 414 checks that constraints
(e.g., temperature, lighting levels, etc.) are properly main-
tained even while demanded load shedding is in
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progress. The constraints can also include set-point or
sensed boundaries relating to safety, equipment operat-
ing limits and performance, comfort, fire codes, electrical
codes, energy codes, and the like. Integrated control lay-
er 418 is also logically below fault detection and diagnos-
tics layer 416 and automated measurement and valida-
tion layer 412. Integrated control layer 418 can be con-
figured to provide calculated inputs (e.g., aggregations)
to these higher levels based on outputs from more than
one building subsystem.
[0051] Automated measurement and validation
(AM&V) layer 412 can be configured to verify that control
strategies commanded by integrated control layer 418 or
demand response layer 414 are working properly (e.g.,
using data aggregated by AM&V layer 412, integrated
control layer 418, building subsystem integration layer
420, FDD layer 416, or otherwise). The calculations
made by AM&V layer 412 can be based on building sys-
tem energy models and/or equipment models for individ-
ual BMS devices or subsystems. For example, AM&V
layer 412 can compare a model-predicted output with an
actual output from building subsystems 428 to determine
an accuracy of the model.
[0052] Fault detection and diagnostics (FDD) layer 416
can be configured to provide ongoing fault detection for
building subsystems 428, building subsystem devices
(i.e., building equipment), and control algorithms used
by demand response layer 414 and integrated control
layer 418. FDD layer 416 can receive data inputs from
integrated control layer 418, directly from one or more
building subsystems or devices, or from another data
source. FDD layer 416 can automatically diagnose and
respond to detected faults. The responses to detected
or diagnosed faults can include providing an alert mes-
sage to a user, a maintenance scheduling system, or a
control algorithm configured to attempt to repair the fault
or to work-around the fault.
[0053] FDD layer 416 can be configured to output a
specific identification of the faulty component or cause
of the fault (e.g., loose damper linkage) using detailed
subsystem inputs available at building subsystem inte-
gration layer 420. In other exemplary embodiments, FDD
layer 416 is configured to provide "fault" events to inte-
grated control layer 418 which executes control strate-
gies and policies in response to the received fault events.
According to an exemplary embodiment, FDD layer 416
(or a policy executed by an integrated control engine or
business rules engine) can shut-down systems or direct
control activities around faulty devices or systems to re-
duce energy waste, extend equipment life, or ensure
proper control response.
[0054] FDD layer 416 can be configured to store or
access a variety of different system data stores (or data
points for live data). FDD layer 416 can use some content
of the data stores to identify faults at the equipment level
(e.g., specific chiller, specific AHU, specific terminal unit,
etc.) and other content to identify faults at component or
subsystem levels. For example, building subsystems 428

can generate temporal (i.e., time-series) data indicating
the performance of BMS 400 and the various compo-
nents thereof. The data generated by building subsys-
tems 428 can include measured or calculated values that
exhibit statistical characteristics and provide information
about how the corresponding system or process (e.g., a
temperature control process, a flow control process, etc.)
is performing in terms of error from its set-point. These
processes can be examined by FDD layer 416 to expose
when the system begins to degrade in performance and
alert a user to repair the fault before it becomes more
severe.

Diagnostics in an Ethernet Network

[0055] The BMS, as described above, has multiple in-
dividual components within the BMS. Example compo-
nents may include control devices, such as field equip-
ment controllers (FECs), advanced application field
equipment controllers (FACs), network control engines
(NCEs), input/output modules (IOMs), and variable air
volume (VAV) modular assemblies. However, other con-
trol device types are contemplated. For example, the
BMS may include multiple devices such as sensors, ac-
tuators, valves, beacons, switches, thermostats, etc. In
some embodiments, some or many of these devices may
be configured as or connected to a network and control-
led through that network. For example, the network may
be an Ethernet network arranged in a ring topology. The
present disclosure describes a mechanism to easily and
efficiently identify malfunctioning devices on a network.
In that regard, the present disclosure describes a frame
with a count field that is transmitted by a media redun-
dancy manager to a number of media redundancy clients
configured to be controlled by the media redundancy
manager. The media redundancy manager and the
number of media redundancy clients are arranged in a
ring topology, such as an Ethernet ring. The count field
is updated as the frame is transmitted from one media
redundancy client to another media redundancy client
around the Ethernet ring. Eventually, the frame is re-
ceived back by the media redundancy manager. Based
on the received message, the media redundancy man-
ager first determines whether the Ethernet ring is open
or closed. Then, in an open Ethernet ring, the media re-
dundancy manager identifies the identity of the faulted
devices from the count field of the frame, as discussed
in greater detail below.
[0056] Referring now to FIG. 5, a block diagram illus-
trating a system 500 is shown, according to some em-
bodiments. As depicted, the system 500 includes a
number of devices 502 connected to a network 504. The
devices 502 may be part of the BMS described above,
or used in conjunction or combination therewith to con-
trol, manage, or otherwise handle various operations in
the BMS. In at least some embodiments, the devices 502
include a server system 506, a user interface client device
508, a network engine 510, and a technician device 512.
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In at least some embodiments, the server system 506
may be a BMS server system in communication with the
BMS controller 366 for running a variety of building con-
trols, such as those described above. Likewise, in some
embodiments, the user interface client device 508 may
be used to interact and instruct the server system 506
(and the BMS controller 366) to perform a variety of op-
erations. Furthermore, the network engine 510 may be
used in conjunction with the server system 506 to control
and manage individual devices in the BMS. For example,
the server system 506 (and the BMS controller 366) may
receive an instruction (e.g., to reduce the temperature of
a certain portion of the building 10) from the user interface
client device 508. The server system 506 may transmit
that request to the network engine 510, which in turn may
communicate with the network 504 to control one or more
devices (e.g., thermostats) connected on that network,
as discussed below. The technician device 512 in turn
may be used to control the network 504, as well as to
manage a switching module 514. The technician device
512 may be used to control and manage other devices
as well in the system 500.
[0057] Additionally, one or more of the devices 502
may be connected either directly or indirectly through the
switching module 514 to a manager device 516 of the
network 504. For example, the server system 506 and
the user interface client device 508 are connected to the
switching module 514 via communication links 518 and
520, respectively, and the switching module is in turn
connected to the manager device 516 through a commu-
nication link 522. In contrast, the network engine 510 and
the technician device 512 may be directly connected to
the manager device 516 via communication links 524
and 526, respectively.
[0058] Although the server system 506 and the user
interface client device 508 are connected indirectly to the
manager device 516, in other embodiments, the server
system 506 and the user interface client device 508 may
be connected directly to the manager device 516. Like-
wise, while the network engine 510 and the technician
device 512 are connected directly to the manager device
516, in some embodiments, the network engine 510 and
the technician device 512 may be connected to the man-
ager device 516 via a switching module (e.g., the switch-
ing module 514). Additionally, notwithstanding the devic-
es 502 in FIG. 5, the system 500 may include more or
fewer of devices, as required. Furthermore, each of the
devices 502 may in turn be connected to other devices
or systems associated with the BMS (not shown).
[0059] The communication links 518, 520, 522, 524,
526 may be any of a variety of communication channels
or interfaces. Specifically, the communication links 518,
520, 522, 524, 526 may be of any type that are suitable
for communicating with the types of devices provided in
the devices 502 and with the manager device 516. For
example, one or more of the communication links 518,
520, 522, 524, 526 may be wired communication links
(e.g., jacks, antennas, transmitters, receivers, transceiv-

ers, wire terminals, electrical cables and connectors, etc.)
and communicate via wired communication protocols,
such as TCP/IP, BACnet IP, BACnet MSTP, CAN, Mod-
bus, USB, Firewire, UART, SPI, RS-485, or other wired
protocols. One or more of the communication links 518,
520, 522, 524, 526 may instead be wireless and commu-
nicate via one or more wireless communication protocols,
such as Wi-Fi (including TCP/IP), Wi-Max, Bluetooth, Lo-
Ra, NFC, Zigbee, and the like. In some embodiments,
the communication links 518, 520, 522, 524, 526 may
include cellular or mobile phone communications, wire-
less radio channels, local area network (LAN), metropol-
itan area network (MAN), wide area network (WAN),
world wide web, and the like. A combination of one or
more communication interfaces discussed above may
be used for the communication links 518, 520, 522, 524,
526 as well, in some embodiments.
[0060] Furthermore, although only a single switching
module (e.g., the switching module 514) has been de-
scribed in FIG. 5, in at least some embodiments, the
number and type of the routing devices in the system 500
may vary. For example, in some embodiments, multiple
switching modules may be used to route communications
to the manager device 516. In other embodiments, other
types of routing devices, such as, hubs, routers, bridge
routers, other types of bridges, integrated services digital
network (ISDN), may be used instead of or in addition to
the switching module 514. A combination of various rout-
ing mechanisms may be desirable in certain configura-
tions.
[0061] Referring still to FIG. 5, in some embodiments,
the network 504 is an Ethernet (TCP/IP) network ar-
ranged using a ring topology (Ethernet ring). However,
other network types configured in a ring topology are con-
templated. Additionally, while the figures show a network
arranged in a ring topology, other network topologies are
also contemplated. Thus, in at least some embodiments,
the network 504 is configured as an Ethernet ring having
a closed loop configuration. Further, in at least some em-
bodiments, the network 504 utilizes media redundancy
protocol (MRP). It is to be understood that only those
aspects of MRP that are needed for a proper understand-
ing of the present disclosure are described herein. Nev-
ertheless, several other features of MRP that are com-
monly applicable to Ethernet networks and, particularly
to Ethernet rings, are contemplated and considered with-
in the scope of the present disclosure. As described here-
in, MRP is configured to be implemented in the first layer
(physical layer), second layer (data link layer), or a com-
bination of the first and second layers of the open systems
interconnection (OSI) model.
[0062] MRP, which is defined in the International Elec-
trotechnical Commission (IEC) standard 62439-2, is typ-
ically used for industrial network applications, such as
industrial automation systems and BMSs. MRP is a re-
covery protocol, which provides for continuous (or sub-
stantially continuous) operation of devices on the network
504 by avoiding single points of failures. Specifically,
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MRP provides for redundancy in the network 504 to allow
reconfiguration of the Ethernet ring during operation with-
out interruption of network traffic. By virtue of providing
redundancy in the network 504, MRP facilitates a fault-
free to low-fault operation of the Ethernet ring. MRP may
also be used for diagnostics purposes. For diagnostic
purposes, MRP may be used to quickly identify malfunc-
tioning devices in the network 504 and to perform main-
tenance on those devices, as discussed in greater detail
below in FIGS. 7-10.
[0063] Thus, the network 504, which is configured to
operate on MRP, includes the manager device 516 and
a plurality of media redundancy clients (MRC) 528, 530,
532, 534, and 536. When using MRP, the manager de-
vice 516 is configured as a media redundancy manager
(MRM). As used herein, the terms "manager device" and
"media redundancy manager (MRM)" are used inter-
changeably. By virtue of using MRP, one or more of the
MRCs 528, 530, 532, 534, 536 may be removed from
the network 504 at any time and additional MRCs may
be added to the Ethernet ring at any time without disrupt-
ing network traffic. As shown, the MRCs 528, 530, 532,
534, 536 are connected to each other in a closed loop
configuration. Thus, the MRC 530 is connected directly
to the MRC 528 on one side and to the MRC 532 on the
other side. Similarly, the MRCs 532 and 534 are each
connected to two other MRCs on either side. In contrast
to the MRCs 530, 532, and 534, which are connected to
another MRC on either side, the MRCs 528 and 536 are
connected on one side to the MRM 516 and to the MRCs
530 and 534, respectively, on the other side.
[0064] Furthermore, all of the MRCs 528, 530, 532,
534, 536 are capable of receiving and sending informa-
tion in both directions (e.g., from left to right and from
right to left, as shown in FIG. 5). To that end, each of the
MRCs 528, 530, 532, 534, 536 includes two ports - a first
input/output port 538 and a second input/output port 540.
Each of the first and second input/output ports 538 and
540, respectively, may have a specific address within the
MRCs 528, 530, 532, 534, 536 such that either of the
first and the second input/output ports may be used to
communicate to and/or from the MRC. Additionally, the
MRCs 528, 530, 532, 534, 536 are connected to one
another and, either directly or indirectly through other
MRCs to the MRM 516, via communication links 542.
[0065] The communication channels between the
MRCs 528, 530, 532, 534, 536 and between the MRCs
and the MRM 516, may be designated as primary chan-
nels or secondary channels. In general, the communica-
tion within the network 504 occurs via the primary chan-
nels, but when one of the MRCs fails, the MRM 516 may
instantaneously (or substantially instantaneously) recon-
figure the primary and secondary communication chan-
nels to bypass the failed MRC. Likewise, these primary
and secondary communication channels may facilitate
adding and removing the MRCs 528, 530, 532, 534, 536
from the network 504 by allowing the MRM 516 to recon-
figure the communication channels to either include add-

ed MRCs or bypass deleted MRCs. The MRM 516 may
also have the capability to decide which communication
channels are designated as primary communication
channels and which ones as secondary communication
channels.
[0066] Although only five of the MRCs 528, 530, 532,
534, 536 and one of the MRM 516 have been shown in
the network 504, this can vary in other embodiments. For
example, in some embodiments, as many as one hun-
dred, two hundred, or possibly greater number of the
MRCs may be provided. In other embodiments, fewer
than one hundred or possibly even fewer than five of the
MRCs may be used. Likewise, a number of the MRMs
516 may be used in other embodiments.
[0067] Furthermore, in some embodiments, multiple
instances of the network 504 may be provided, if desired.
Such multiple networks may each have one or more of
the MRCs 528, 530, 532, 534, 536 and one or more of
the MRM 516 and each of the networks may communi-
cate with each other or be independent of one another.
Further, each of the multiple networks may be configured
as Ethernet rings, or possibly configured as other types
of networks. Thus, various configurations of the devices
502 and the network 504 are contemplated and consid-
ered within the scope of the present disclosure. In addi-
tion, other devices and systems that are typically present
in an Ethernet ring topology are also contemplated and
considered within the scope of the present disclosure.
[0068] With specific reference to the MRM 516, the
MRM may be configured to monitor and/or control the
MRCs 528, 530, 532, 534, 536, to determine faults in the
network 504, and to react to those faults (e.g., by re-
routing network traffic through alternate channels, gen-
erating alerts to address faults, etc.). In at least some
embodiments, the MRM 516 also includes one or more
ring or switch ports through which the MRM 516 can send
information to, and receive information from, the MRCs
528, 530, 532, 534, 536. For example, the MRM 516
includes a first input/output port 544 and a second in-
put/output port 546. Each of the first and the second in-
put/output ports 544 and 546 is able to both send and
receive information from the MRCs 528, 530, 532, 534,
536 (e.g., via the first and second input/ouput ports 538
and 540). In other embodiments, multiple input/output
ports may be provided for either or both of the first and
the second input/output ports 544 and 546, respectively,
of the MRM 516. In addition to managing the MRCs 528,
530, 532, 534, 536, the MRM 516 also facilitates com-
munication of the MRCs with the devices 502, either di-
rectly or via the switching module 514. In at least some
embodiments, the MRM 516 may be based on hardware
that is suitable for performing the functions described
herein.
[0069] Referring still to FIG. 5, in at least some embod-
iments, each of the MRCs 528, 530, 532, 534, 536 may
be a variable modular device capable of performing one
or more specific functions. For example, in the context
of BMS, the MRCs 528, 530, 532, 534, 536 may include
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thermostats, dampers, individual components of the
HVAC 100, the waterside system 200, the airside system
300, and/or the BMS controller 366. The MRCs 528, 530,
532, 534, 536 may also include components that are not
specifically part of the HVAC 100, the waterside system
200, the airside system 300, or the BMS controller 366,
but are needed for the proper operation of those systems
or work in conjunction with those systems. For example,
the MRCs 528, 530, 532, 534, 536 may be input/output
modules for communicating with one or more devices.
When used as an input/output module, the MRCs 528,
530, 532, 534, 536 may be connected to the devices 502
on one end via the MRM 516 and to other input/output
or peripheral devices on the other end. In those cases,
the MRCs 528, 530, 532, 534, and 536 may transmit
information to the input/output or peripheral devices from
the devices 502, as well as transmit information back to
the devices 502 from the input/output or peripheral de-
vices.
[0070] In addition to the input/output ports described
above, both the MRM 516 and the MRCs 528, 530, 532,
534, 536 include additional hardware. For example, ei-
ther or both of the MRM 516 and the MRCs 528, 530,
532, 534, 536 may include memory or storage capability
548. When present, the memory 548 may include one or
more devices (e.g., memory units, memory devices, stor-
age devices, etc.) for storing data and/or computer code
for completing and/or facilitating various processes de-
scribed in the present disclosure. The memory 548 may
include volatile and/or non-volatile memory including,
random access memory (RAM), read-only memory
(ROM), dynamic random access memory (DRAM), pro-
grammable read only memory (PROM), erasable pro-
grammable read only memory (EPROM), electrically
erasable programmable read only memory (EEPROM),
flash memory, hard drive storage, optical memory, or any
other suitable memory for storing data, software objects
and/or computer instructions. The memory 548 may also
include database components, object code components,
script components, or any other type of information struc-
ture for supporting the various activities and information
structures described in the present disclosure. Other
types of storage media, for example, compact disc (CD),
digital video disc (DVD), floppy discs, Blu-ray discs, mag-
netic storage, computer readable media, or other elec-
tronic storage media, may be used within or in conjunc-
tion with the memory 548 of the MRM 516 and the MRCs
528, 530, 532, 534, 536.
[0071] The memory 548 may be communicably con-
nected to a processing circuit 550 of the MRM 516 and
the MRCs 528, 530, 532, 534, 536. The processing circuit
550 may be capable of executing computer code for run-
ning one or more processes described herein. In some
embodiments, the processing circuit 550 may include a
digital signal processor (DSP), such as, a general-pur-
pose stand alone or embedded processor, or a special-
ized processing circuit. In at least some embodiments,
multiple instances of the processing circuit 550 may be

connected together at least indirectly and utilized in com-
bination with one another to perform various functions
described herein. Likewise, the processing circuit 550
may be equipped to communicate with the memory 548,
as well as a variety of input or output devices, such as,
audio recorders, video recorders, monitors, and printers.
The processing circuit 550 may also be equipped with
direct memory access (DMA) modules to drive various
communication links (e.g., the communication links 518,
520, 522, 524, 526, and 542) particularly when those
ports are synchronized serial ports.
[0072] Furthermore, the processing circuit 550 may be
configured to process a variety of program instructions
and data, in accordance with the present disclosure. In
at least some embodiments, the MRM 516 includes MRP
program instructions and specifically MRP program in-
structions suitable for operating as a manager. Similarly,
each of the MRCs 528, 530, 532, 534, 536 include MRP
program instructions for instructing those devices to op-
erate as clients and to participate in the network 504.
Moreover, these program instructions and data need not
always be digital or composed in any high-level program-
ming language. Rather, the program instructions may be
any set of signal-producing or signal-altering circuitry or
media that may be capable of performing functions, de-
scribed in the present disclosure. Furthermore, the
processing circuit 550 may be located either in the gen-
eral vicinity of the MRM 516 and the MRCs 528, 530,
532, 534, 536, or alternatively may be located at a remote
location or a cloud for communicating with the MRM 516
and the MRCs 528, 530, 532, 534, 536.
[0073] Other types of storage, processing, input,
and/or output devices, or combinations thereof, that are
commonly employed in processing circuits (e.g., the
processing circuit 550) configured for use as a MRM or
MRC, are contemplated and considered within the scope
of the present disclosure. It is also to be understood that
the capabilities of the MRM 516 in terms of the storage,
processing, and other needs may vary from that of the
MRCs 528, 530, 532, 534, 536. Thus, the memory 548
and the processing circuit 550 of the MRM 516 may be
configured differently from the memory and the process-
ing circuit of the MRCs 528, 530, 532, 534, 536. Further-
more, the MRM 516 and the MRCs 528, 530, 532, 534,
536 may include other hardware, software, and firmware
components that are commonly present in devices con-
figured as MRM and MRC and running MRP in an Eth-
ernet network configured in a ring topology. With respect
to the communication links 542, each of those links may
be similar to the communication links 518, 520, 522, 524,
526 to the extent that those interfaces are suitable for
MRP and for communication in an Ethernet ring. Other
types of communication channels suitable for Ethernet
communications may be used as well.
[0074] Turning now to FIGS. 6A and 6B, a number of
frames 600 and 600’ that may be transmitted or sent by
the MRM 516 are shown, according to some embodi-
ments. As used herein, the frames 600 and 600’ may
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also be referred to as a "beacon," "data frame," or "diag-
nostic frame." The frames 600 and 600’ are a combina-
tion of a sequence of bits and/or symbols transmitted by
the MRM 516 to determine which of the MRCs 528, 530,
532, 534, 536, if any, are faulted. "Faulted," as used here-
in, means that the "faulted" one of the MRCs 528, 530,
532, 534, 536 is malfunctioning in some way (e.g., inca-
pable of performing its designated operation or function
in any way, or is incapable of communicating with other
devices, either on the network 504 or outside thereof,
with which the MRC is designed to communicate). As
discussed below, an instance of the frames 600 and 600’
may be transmitted by the MRM 516 on the first input/out-
put port 544 and/or on the second input/output port 546
of the MRM. The frames 600 and 600’ that are transmitted
on the first input/output port 544 of the MRM 516 may
have somewhat different information than the frames that
are transmitted on the second input/output port 546 of
the MRM 516. For example, the frames 600 and 600’ that
are transmitted on the first input/output port 544 of the
MRM 516 may have one or more bits configured to indi-
cate that those frames are transmitted on the first in-
put/output port of the MRM 516. Similarly, the frames 600
and 600’ that are transmitted on the second input/output
port 546 of the MRM 516 may have one or more bits
configured to indicate that those frames are transmitted
on the second input/output port 546 of the MRM 516.
One instance of the frames 600 or 600’ that is broadcast
by the MRM 516 may be deemed as one unit of data
transmission. In some embodiments, the MRM 516 may
be designed to transmit a plurality of frames on either the
first input/output port 546 or the second input/output port
546.
[0075] Referring specifically to the frame 600 of FIG.
6A now, the frame typically conveys a variety of informa-
tion and may include one or more "fields." For example
and as depicted, the frame 600 may include a data field
602, a cyclic redundancy check (CRC) field 604, an
MRP_test field 606, and a count field 608. The data field
602 is represented herein by a data field value 610. The
data field 602 may include a variety of information such
as source and destination network addresses (e.g., me-
dia access control (MAC) addresses), sequencing and
control information, any data to be conveyed to the MRCs
528, 530, 532, 534, 536, overall length of the frame 600,
information regarding data prioritization, hop counts or
time-to-live, unique identifiers to identify a particular Eth-
ernet ring when the MRM 516 is managing multiple Eth-
ernet rings, etc. Additionally, any other information that
may be deemed necessary for the proper transmission
and operation of the frame 600 in the network 504 may
be included in the data field 602.
[0076] The CRC field 604 is a cyclic error detecting
code typically inserted into the frame 600 to detect acci-
dental changes in the transmission of the frame as the
frame travels from a source device to a destination de-
vice. The CRC field 604 may be represented as a com-
bination of bits and/or symbols, referred to herein as CRC

Check-Sup 612. While the frame 600 has been described
as having an instance of the CRC field 604, in at least
some embodiments, the frame 600 may include other or
additional forms of error detecting codes. In some em-
bodiments, it may be desirable to not include an error
detecting code at all in the frame. In those cases, the
CRC field 604 may not be inserted in the frame 600. In
yet other embodiments, the CRC field 604, or any other
error detecting code that is used, may be included as
part of the data field 602.
[0077] With respect to the MRP_test field 606, the ac-
tual value of the MRP_test field is represented herein as
an MRP_test packet 614. Like the data field 602 and the
CRC field 604, the MRP_test field 606 is a combination
of bits and/or symbols. The MRP_test field 606 may iden-
tify the type of message to be conveyed by the frame
600. For example, the MRP_test field 606 may identify
that the MRM 516 is running a diagnostic and that the
frame 600 is a diagnostic frame designed to determine
whether the network 504 is open or closed and whether
any of the MRCs 528, 530, 532, 534, 536 on the Ethernet
ring have faulted. The network 504 is deemed "closed"
when all of the MRCs 528, 530, 532, 534, 536 are func-
tioning properly and no faults are detected in the Ethernet
ring. The network 504 is deemed "open" when at least
one of the MRCs 528, 530, 532, 534, 536 has faulted.
Any other information that may be necessary to convey
the type of message in the frame 600 to determine wheth-
er the network 504 is open or closed, as well as to identify
any faulted ones of the MRCs 528, 530, 532, 534, 536
may be included in the MRP_test field 606.
[0078] By virtue of knowing the identity of at least some
of the faulted ones of the MRCs 528, 530, 532, 534, 536,
the MRM 516 can generate alerts to have the faulted
MRCs fixed or replaced. In some cases, as discussed
below, if two non-consecutively placed MRCs 528, 530,
532, 534, and 536 are faulted, the MRM 516 can deter-
mine the identity of the faulted MRCs on either end, and
the MRM can further determine how many of the MRCs
in between the faulted MRCs are offline, even if not fault-
ed. Thus, the MRM 516 not only controls and monitors
the MRCs 528, 530, 532, 534, and 536 on the network
504 to reconfigure the Ethernet ring in case of an open
status, the MRM 516 can also specifically determine if at
least some of the MRCs are faulted and need attention.
Such a functionality is particularly beneficial in Ethernet
rings that have several MRCs (e.g., fifty or more) where
it may not be feasible to manually inspect each of the
MRCs in the Ethernet ring to determine whether those
devices are functioning properly or not.
[0079] Furthermore, as mentioned above, MRCs may
be added to or subtracted from the network 504 at any
time. As the number of MRCs increases in the network
504, the Ethernet ring may become overloaded. Without
the diagnostic feature of the present disclosure, it is prac-
tically impossible to determine whether the network 504
is overloaded or not, particularly when the Ethernet ring
has a greater number (e.g., fifty or more) of MRCs to
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begin with. As will be discussed below, the diagnostic
features of the present disclosure may be used to quickly
identify if the network 504 is overloaded (e.g., when too
many MRCs are being added to the network 504).
[0080] The MRM 516 is configured to perform these
diagnostic functions by using a count field 608 in the
frame 600. The count field 608 is represented by an in-
teger value 616. When the frame 600 is transmitted from
the MRM 516, the count field 608 is set to a value of zero.
As the frame 600 is transmitted from one MRC to another
in the network 504, the value of the count field 608 is
incremented. Specifically, each one of the MRCs 528,
530, 532, 534, 536 increments the value of the count field
608 by one before transmitting the frame 600 to the next
MRC in the network 504. Thus, when the MRM 516 re-
ceives the frame 600 back, by looking at the value of the
count field 608, the MRM can determine whether the Eth-
ernet ring (e.g., the network 500) is overloaded or not.
For example, the MRM 516 may be pre-programed with
a threshold number of MRCs. If the value of the count
field 608 is greater than the pre-programed threshold,
then the MRM concludes that the network 504 is over-
loaded and may generate an alert. Therefore, by review-
ing the count field 608, the MRM 516 may continuously
keep track of the number of MRCs on the network 504
and prevent the network ring from overloading or in some
cases, becoming unstable.
[0081] Also, by looking at the value of the count field
608 in conjunction with the port from which the frame 600
is sent and received, the MRM 516 can determine wheth-
er the ring is open or closed, and if open, which one or
more of the MRCs 528, 530, 532, 534, 536 are faulted.
This functionality is described further below with respect
to FIGS. 7-10. Although the count field 608 has been
described as having a value of zero when the frame 600
is transmitted initially from the MRM 516, in at least some
embodiments, the count field may have a value of greater
than zero. Likewise, in some cases, each of the MRCs
528, 530, 532, 534, 536 may be configured to increment
the value of the count field 608 by greater than one. In
both the above examples, the MRM 516 may be config-
ured to calculate the exact value of the count field 608
when the MRM receives the frame 600 back. Further-
more, although the count field 608 has been shown as
being part of the frame 600, in at least some embodi-
ments, the count field may be a frame in itself, separate
from the frame 600 and appended to the frame 600 during
transmission.
[0082] Turning now to FIG. 6B and referring to FIG. 6B
in conjunction with FIG. 6A, the frame 600’ is shown, in
accordance with at least some embodiments of the
present disclosure. The frame 600’ is similar to the frame
600. For example, the frame 600’ also includes the data
field 602, the CRC field 604, and the count field 608.
However, instead of the MRP_test field 606, the frame
600’ includes a MRP_LinkChange field 618. The
MRP_LinkChange field 618 may be inserted, if not ini-
tially, then at some point during transmission. The

MRP_LinkChange field 618 may be represented by a
value MRP_LinkChange 620. The MRP_LinkChange
field 618 may be used to indicate hardware error or failure
of certain ones of the MRCs 528, 530, 532, 534, 536.
The MRP_LinkChange field 618 may be generated by
one or more of the MRCs 528, 530, 532, 534, 536 to
indicate that communication with a neighboring one of
the MRCs has changed. Similar to the MRP_test field
606, the MRP_LinkChange field 618 may include a count
field. In at least some embodiments, the MRCs 528, 530,
532, 534, 536 may keep track of the relative number of
frames with the MRP_test field 606. If the count of the
frames received from the first input/output port 538 of the
MRCs 528, 530, 532, 534, 536 differs substantially from
the count of the second input/output port 540 of the
MRCs, the MRCs then know that at least one of the MRCs
on the network 504 is not forwarding the frame. In that
event, the MRCs 528, 530, 532, 534, 536 with differing
count values may generate the MRP_LinkChange field
618, such that the frame 600 becomes the frame 600’.
Specifically, when the MRP_LinkChange field 618 is gen-
erated, the MRP_LinkChange field may discard the
MRP_test field 606 from the frame 600, and copy the
count field 608 associated with the discarded MRP_test
field into the MRP_LinkChange field to keep track of the
number of MRCs on a particular branch or subset of the
network 504. Thus, a frame includes either the MRP_test
field 606 (as shown in the frame 600) or the
MRP_LinkChange field 618 (as shown in the frame 600’).
[0083] Furthermore, at any given time, each of the
MRCs 528, 530, 532, 534, 536 has received about the
same number of frames (with the MRP_test field 606) at
each of its first and second input/output ports 538 and
540, respectively. If no frames are received at one of the
ports, then the count values in the frames received from
the first and second input/output ports 538 and 540, re-
spectively, become unbalanced. The MRCs 528, 530,
532, 534, 536 can sense this problem. Therefore, the
frame 600’ with the MRP_LinkChange field 618 may be
used so that only two of the MRCs 528, 530, 532, 534,
536 report an error, and the two that report are on either
side of the part of the network 504 that has gone offline
or opened. Thus, if any of the MRCs 528, 530, 532, 534,
536 receive the MRP_LinkChange field 618 with a frame,
then it zeroes the left count and right count so that the
difference between the counts on the first input/output
port 538 and the second input/output port 540 is zero.
The zero difference prevents additional detections of the
same error. Thus, every one of the MRCs 528, 530, 532,
534, 536 on the network 504 can figure out its position
on the network by comparing the count value observed
in the MRP_Test fields received from the first and second
input/output ports. The MRCs 528, 530, 532, 534, 536
near the MRM 516 may delay reporting errors so that the
first report comes from the MRCs that are situated far-
thest from the MRM 516 and therefore closest to the
break in the network 504.
[0084] While the various fields of the frame 600 and
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the frame 600’ have been described above as having
certain attributes, it is to be understood that the informa-
tion conveyed by those fields may vary in other embod-
iments. In at least some embodiments, the frames 600
and 600’, and possibly each of the individual fields in
those frames may include headers and limiters to identify
the beginning and end of each field and the beginning
and end of the frame. Any additional information that is
necessary for the transmission and functioning of the
frames 600 and 600’ as intended or deemed desirable
to include in the frames may be added as well.
[0085] Referring now to FIG. 7, a flow diagram in a
closed Ethernet ring 700 is shown, according to some
embodiments. As discussed above, the Ethernet ring 700
is "closed" when all of the MRCs on the Ethernet ring are
functioning properly and communicating with other
MRCs and the MRM in the Ethernet ring. As with the
network 504, the Ethernet ring 700 includes an MRM 702
and MRCs 704, 706, 708, 710, and 712. The MRM 702
is similar to the MRM 516 and the MRCs 704, 708, 710,
712 are similar to the MRCs 528, 530, 532, 534, 536,
respectively. To determine whether the Ethernet ring 700
is open or closed, the MRM 702 transmits a frame (e.g.,
the frame 600) over the Ethernet ring 700 to one or more
of the MRCs 704, 706, 708, 710, 712. To determine the
status (e.g., open or closed) of the Ethernet ring 700, the
type of message (represented by the MRP_test field 606)
that is transmitted by the MRM 702 may be a test or
diagnostic message.
[0086] Furthermore, one instance of the frame is trans-
mitted on first input/output port 713 of the MRM 702 as
frame 714 and another instance of the frame is transmit-
ted on second input/output port 715 of the MRM as frame
716. For purposes of explanation only, the frames 714
and 716 only show the value of the count field (e.g., the
count field 608). Furthermore, the representation of the
frames 714 and 716 shown in FIG. 7 is exemplary. Again,
for purposes of explanation only, the frame 714, which
is transmitted from the first input/output port 713 of the
MRM 702 is represented by Count_R. Likewise, the
frame 716, which is transmitted from the second in-
put/output port 715 of the MRM 702 is represented by
Count_L.
[0087] When the MRM 702 decides to run a diagnostic
on the Ethernet ring 700, the MRM transmits the frame
714 to the MRC 704, which is closest to the MRM and
directly in communication with the first input/output port
713 of the MRM via communication link 718. At the time
of transmission, the MRM 702 sets the value of the count
field to zero. This is depicted in FIG. 7 by frame 720 as
Count_R = 0. When the MRC 704 receives the frame
720 from the MRM 702, if the MRC 704 is operable and
able to communicate with the adjoining MRC 706, the
MRC 704 increments the value of the count (Count-R =
1) and transmits frame 722 via communication link 724
to the MRC 706.
[0088] Similarly, if the MRCs 706, 708, and 710 are
each operable and functioning properly, the MRCs re-

ceive the frame from an adjoining MRC that most recently
incremented the count, and the receiving MRC then in-
crements the count, and forwards the frame with the in-
cremented count to the next MRC in the network ring.
Thus, the MRC 706 transmits frame 726 (Count_R = 2)
along communication link 728 to the MRC 708, which in
turn transmits frame 730 (Count_R = 3) via communica-
tion link 732 to the MRC 710. Likewise, the MRC 710
increments the count and transmits frame 734 (Count_R
= 4) to the MRC 712 via communication link 736. The
MRC 712 also increments the count and transmits frame
738 (Count_R = 5) back to the left port of the MRM 702
via communication link 740.
[0089] Therefore, the frame 714 makes a complete cir-
cuit around the Ethernet ring 700 when the ring is closed.
Specifically, when the Ethernet ring 700 is closed, the
frame 714, which the MRM 702 sent from the first in-
put/output port 713 is received back at the MRM 702 on
the second input/output port 715. By receiving the frame
714 on different ports, the MRM 702 knows that the frame
714 has completed a full circuit around the Ethernet ring
700 and that the ring is therefore closed. Moreover, in a
closed ring, the count value is equal to the number of
MRCs on the Ethernet ring 700 (as each MRC is only
incrementing the count by one). Therefore, by looking at
the count value, the MRM 702 can determine how many
MRCs are connected to the Ethernet ring 700 and if the
ring is overloaded.
[0090] At the same (or similar) time that the MRM 702
transmits the frame 714 from the first input/output port
713, the MRM also transmits the frame 716 from the sec-
ond input/output port 715. The frame 716 is transmitted
from the MRM 702 as frame 742 with a count of zero
(Count_L = 0). The frame 742 is sent to the MRC 712,
which is directly connected to the MRM 702 via commu-
nication link 744. If the ring is closed, each of the MRCs
712, 710, 708, 706, and 704 receive the frame from the
MRC that most recently incremented the count, the re-
ceiving MRC increments the count by one, and then for-
wards the frame with the incremented count to an adjoin-
ing MRC. Therefore, the MRC 712 receives the frame
742, increments the count (Count_L = 1) and forwards
frame 746 to the MRC 710 via communication link 748.
Similarly, the MRC 710 increments the count (Count_L
= 2) and transmits frame 750 via communication link 752
to the MRC 708, which in turn transmits frame 754 with
the incremented count (Count_L = 3) via communication
link 756 to the MRC 706. The MRC 706 then increments
the count (Count_L = 4) and transmits frame 758 via com-
munication link 760 to the MRC 704, which then transmits
frame 762 with the incremented count (Count_L = 5) back
to the MRM via communication link 764.
[0091] Thus, the MRM 702, which previously transmit-
ted the frame 716 on the second input/output port 715
receives the frame back on the first input/output port 713.
Again, by virtue of sending the frame 716 on one port
and receiving the frame back on the other port, the MRM
702 knows that the frame has completed a full circuit
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around the Ethernet ring 700 and that the Ethernet ring
is closed. In at least some embodiments, the frames 714
and 716 may be transmitted by the MRM 702 periodically
or instantaneously when the previous frame is received
back. The period within which to transmit the frames may
be pre-determined and may range from a few millisec-
onds to a few seconds. Furthermore, in at least some
embodiments, the MRM 702 may determine that it is not
desirable to transmit either the frame 714 or the frame
716 in a particular cycle to determine whether the Ether-
net ring 700 is closed or not.
[0092] Turning now to FIGS. 8 and 9, Ethernet rings
800 and 900 are shown, according to some embodi-
ments. Both of the Ethernet rings 800 and 900 depict
open rings. Specifically, the Ethernet ring 800 depicts the
diagnostic functionality of the MRM 516 when only one
of the MRCs in the Ethernet ring is faulted, while the
Ethernet ring 900 depicts the diagnostic functionality
when additional MRCs are also faulted. Referring spe-
cifically to FIG. 8 now, the Ethernet ring 800 includes
MRM 802 and MRCs 804, 806, 808, 810, and 812. The
MRM 802 is similar to the MRM 516 and the MRCs 804,
806, 808, 810, 812 are similar to the MRCs 528, 530,
532, 534, 536, respectively. FIG. 8 depicts the diagnostic
functionality of the MRM 802 when the MRC 806, for
example, is faulted. As discussed above, a faulted MRC
would lead to an open Ethernet ring.
[0093] Similar to FIG. 7, the MRM 802 transmits a
frame 814 on a first input/output port 815 and a frame
816 on a second input/output port 817 with a count value
of zero (Count_R = 0 and Count_L = 0). The frame 814
from the first input/output port 815 of the MRM 802 is
transmitted via communication link 818 to the MRC 804.
The MRC 804 increments the count (Count_R = 1) and
attempts to forward frame 820 with the incremented
count to the MRC 806, which is the MRC directly adjoining
the MRC 804. Since the MRC 806 is faulted, that MRC
is unable to receive communications from the MRC 804
and the transmission of the frame 820 from the MRC 804
to the MRC 806 fails. Having failed to transmit, the MRC
804 again increments the count (Count_R = 2) and trans-
mits the frame 814, including the frame 820, as frame
822, back to the device (whether MRC or MRM) imme-
diately preceding the MRC 804 on the Ethernet ring 800.
As shown in FIG. 8, the device immediately preceding
the MRC 804 on the Ethernet ring 800 is the MRM 802.
Thus, the MRC 804 transmits the frame 822 back to the
MRM via communication link 824. The MRM 802 re-
ceives the frame 822 on its first input/output port 815 -
the same port from which it sent out the frame 814.
[0094] Further, the frame 822 has a count value that
has been incremented twice by the MRC 804.
[0095] By virtue of receiving the frame 814 back on the
same port from which the frame is sent, the MRM 802
can determine that the frame 814 did not complete a full
circuit around the Ethernet ring 800, and that therefore
the Ethernet ring 800 is open. The MRM 802 can also
evaluate the count value of the received frame (e.g., the

count value of the frame 822) and determine from that
value which one of the MRCs 804, 806, 808, 810, 812 is
faulted. Specifically, since the value of the count is set
to zero when the frame 814 is sent from the MRM 802,
and since each MRC increments the value of the count
by one if forward transmitting, and by two if transmitting
to a preceding device (also referred to herein as "reverse
sending"), the MRM can divide the value of the count by
two to determine which particular one of the MRC 804,
806, 808, 810, 812 has faulted when the Ethernet ring
800 is open. In this case, since the value of the count is
two in the frame 822 that the MRM 802 receives back,
the MRM divides the count by two to get a value of one.
Thus, the MRM 802 can determine that only one MRC
(e.g., the MRC 804 which received the frame 814 from
the MRM) is operating and that the next MRC (e.g., the
MRC immediately adjoining the MRC 804) is faulted.
Therefore, the MRM 802 is able to specifically determine
that the MRC 806 is faulted.
[0096] The MRM 802 is further able to determine the
faulted MRC by way of the frame 816, which is transmit-
ted from the second input/output port 817 of the MRM.
Specifically and similar to the frame 814, the frame 816
is transmitted with a count value of zero (Count_L = 0).
The frame 816 is transmitted to the MRC 812 via com-
munication link 826. The MRC 812 increments the count
(Count_L = 1) and forwards frame 828 on communication
link 830 to the MRC 810. The MRC 810 again increments
the count (Count_L = 2) and transmits frame 832 via com-
munication link 834 to the MRC 808. The MRC 808 in-
crements the count (Count_L = 3), but is unable to trans-
mit frame 836 to the MRC 806, which has faulted. Similar
to the MRC 804 then, the MRC 808 again increments the
count (Count_L = 4) and transmits frame 838 back to the
MRC immediately preceding the MRC 808 on the Ether-
net ring 800 via communication link 840. As shown in
FIG. 8, the device immediately preceding the MRC 808
on the Ethernet ring 800 is the MRC 810. Upon receiving
the frame 838, the MRC 810 also increments the count
(Count_L = 5) and transmits frame 842 back to the MRC
812 via communication link 844. The MRC 812 in turn
increments the count (Count_L = 6) and again reverse
sends frame 846 via communication link 848 to the MRM
802.
[0097] Thus, the MRM 802 receives the frame 816
back on the same port (e.g., the second input/output port
817) from which that frame was transmitted. By virtue of
sending and receiving the frame 816 from the same port,
the MRM 802 is able to determine that the Ethernet ring
800 is open. Also, since each of the MRC have now in-
cremented the count twice, by dividing the value of the
count of the frame 846 by two, the MRM 802 can specif-
ically determine which one of the MRC 804, 806, 808,
810, 812 has faulted. Since the frame 846 has a value
of six when it is received by the MRM 802, by dividing
the value of six by two, the MRM can determine that the
first three MRCs closest to the second input/output port
817 of the MRM are operable and that the fourth MRC
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from the second input/output port has faulted. The fourth
MRC from the second input/output port 817 of the MRM
802 is the MRC 806. Thus, the MRM 802 can particularly
point out that the MRC 806 is faulted and can further
generate alerts to have the MRC 806 fixed or replaced.
[0098] By virtue of using both, the frame 814 and the
frame 816, to determine the faulted ones of the MRCs
804, 806, 808, 810, 812, the MRM can also successfully
identify faulted MRCs when only one of the input/output
ports of an MRC is faulted. Thus, for example, if the first
input/output port of the MRC 806 in FIG. 8 is faulted, the
MRC 804 will be unable to communicate with the MRC
806 and cause the MRM 802 to determine that the MRC
806 is faulted. However, if the second input/output port
of the MRC 806 is functional, the MRC 808 may be able
to communicate with the MRC 806. Thus, the MRC 808
may be able to transmit the frame 836 to the MRC 806.
In this case, the MRC 806 may still not be able to transmit
the frame 836 forward owing to its own faulted first in-
put/output port. In at least some embodiments, the MRC
806 may reverse send the frame 836 back to the MRM
808 which originally transmitted the frame to the MRC
806. However, since the failure to transmit the frame 836
from the MRC 806 to the MRC 804 is necessitated not
by any fault in the MRC 804, but rather a fault in the MRC
806 itself, the MRC 806 may not increment the count of
the frame 836 when reverse sending that frame back to
the MRC 808. The frame 836 may then make its way
back to the MRM 808 as the frame 846, as described
above. The MRM 802 may then be able to determine
from the count that the MRC 806 is the faulted MRC even
though the MRC 808 was able to communicate with the
MRC 806.
[0099] Also, in FIG. 8, since only one of the MRCs (e.g.,
the MRC 806) is faulted, both, the frame 814 (from the
right port) and the frame 816 (from the left port) point to
the same faulted MRC. However, if multiple ones of the
MRC are faulted, the frame 814 and the frame 816 point
to different MRCs, enabling the MRM to determine how
many of MRCs may be possibly faulted, as explained in
FIG. 9 below.
[0100] In FIG. 9, the Ethernet ring 900 includes a MRM
902 and MRCs 904, 906, 908, 910, and 912. The MRM
902 is similar to the MRM 516, and the MRCs 904, 906,
908, 910, 912 are similar to the MRCs 528, 530, 532,
534, 536. In contrast to FIG. 8 in which only one MRC
was faulted, in FIG. 9, two of the MRCs (the MRC 906
and 908) are faulted. It is to be understood that the
number of MRCs shown as faulted in either FIG. 8 or
FIG. 9 is exemplary. In other examples, any number of
MRCs on the Ethernet ring 900, possibly including all of
the MRCs on the Ethernet ring, may be faulted in some
embodiments. Again, to run a diagnostic on the Ethernet
ring 900, the MRM 902 transmits a frame 914 from first
input/output port 915 and a frame 916 from second in-
put/output port 917 with a count value of zero (Count_R
= 0; Count_L = 0). The frame 914 with the zero count is
transmitted via communication link 918 to the MRC 904.

The MRC 904 increments the count (Count_R = 1) and
attempts to forward frame 920 with the incremented
count to the MRC 906. Unable to forward the frame 920,
the MRC 904 increments the count again (Count_R = 2)
and transmits frame 922 to the MRC (or the MRM 902 in
this case) immediately preceding the MRC 904 on the
Ethernet ring 900. Thus, the MRC 904 transmits the
frame 922 with the double incremented count back to the
MRM 902 via communication link 924.
[0101] Thus, the MRM 902 receives the frame 914
back on the same port (e.g., the first input/output port
915) from which the frame was transmitted and deter-
mines that the Ethernet ring 900 is open. To determine
with specificity which one of the MRC 904, 906, 908, 910,
912 is faulted, the MRM 902 looks at the value of the
count in the frame 922, divides that value by two, and
calculates which one of the MRCs has faulted. Thus,
since the count of the frame 922 was two, on dividing by
two, the MRM 902 gets a value of one, which enables
the MRM to determine that the first MRC (e.g., the MRC
904) from the first input/output port 915 of the MRM is
functional and that at least the MRC (e.g., the MRC 906)
next to the MRC 904 is faulted.
[0102] Similarly, the MRM 902 transmits the frame 916
from the second input/output port 917 with a count value
of zero on communication link 926 to the MRC 912. The
MRC 912 increments the count (Count_L = 1) and for-
wards frame 928 via communication link 930 to the MRC
910. The MRC 910 again increments the count (Count_L
= 2) and attempts to transmit frame 932 to the MRC 908.
Since the MRC 908 has faulted, that MRC is unable to
receive the frame 932. Upon failing to send the frame
932 to the MRC 908, the MRC 910 again increments the
count (Count_L = 3) and transmits the frame 934 with
the double increment back to the MRC 912 via commu-
nication link 936. The MRC 912 also increments the count
(Count_L = 4) and transmits the frame 938 back to the
MRM 902 on communication link 940.
[0103] The MRM 902 receives the frame 938 on the
second input/output port 917, which is the same port from
which the frame 916 is transmitted in the first place. Hav-
ing sent and received the frame 916 from the same port,
the MRM 902 determines that the Ethernet ring 900 is
open. Additionally, the MRM 902 divides the value in the
count in the frame 938 by two to determine which of the
MRCs 904, 906, 908, 910, 912 has faulted. Since the
count value of the frame 938 is four, by dividing the count
value by half, the MRM 802 gets a value of two. Again,
the count value is divided by two since each of the MRCs
(e.g., the MRC 912, 910) until the faulted MRC has in-
cremented the count twice - once by transmitting the
frames to the next MRC and once by transmitting the
frames to the preceding MRCs. After dividing the count
by two and attributing one count to each of the MRCs
closest to the second input/output port 917 of the MRM
902, the MRM may calculate that the MRCs 912 and 910
are operational and that the MRC adjoining the MRC 910,
to which the MRC 910 attempted to transmit and failed,
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is faulted. Thus, the MRM 902 determines that the MRC
908 is faulted.
[0104] Referring still to FIG. 9, the MRM 902 can eval-
uate the frame 922 and determine that at least the MRC
906 has faulted, and from the frame 938 that at least the
MRC 908 has faulted. With that information, the MRM
902 can further determine that, in addition to the MRC
906 and 908, some or possibly all of the MRCs between
those MRCs may be faulted as well. Further, the MRM
902 can determine that communication is not possible
with the MRCs between MRC 906 and 908, via the Eth-
ernet ring 900. It is possible that only the MRCs 906 and
908 have faulted and that all of the MRCs in between the
MRCs 906 and 908 are operational. However, the MRM
902 has now identified a segment of the Ethernet ring
900 that is open and needs attention. This is particularly
helpful in Ethernet rings with a large number of MRCs.
Although in FIG. 9, no other MRCs are shown in between
the MRC 906 and 908, in other implementations of the
Ethernet ring 900, one or more MRC may be present in
between two faulted MRCs.
[0105] Referring now to FIG. 10, an exemplary flow-
chart outlining a diagnostic process 1000 is shown, ac-
cording to some embodiments. After starting the diag-
nostic process 1000 at process block 1002, the MRM
(e.g., the MRM 516, 702, 802, 902) generates and trans-
mits a diagnostic frame at process blocks 1004 and 1006,
respectively. The diagnostic frame is distinguishable
from other types of frames by virtue of having a "test"
type message in the MRP_test field 606. The MRM trans-
mits an instance of the diagnostic frame from the first
input/output port and another instance of the diagnostic
frame from the second input/output port. In at least some
embodiments, the MRM transmits the diagnostic frame
from the first input/output port and the second input/out-
put port at the same or substantially same time. Further-
more, the MRM transmits the diagnostic frame with a
count value of zero in the count field 608 field. The diag-
nostic frame is transmitted to the MRCs directly connect-
ed to the MRM on both the first and the second input/out-
put ports. If one or both of the MRCs directly connected
to the MRM are unable to receive the diagnostic frames,
then the MRM determines that the MRC(s) is (are) unable
to receive the diagnostic frames is (are) faulted and that
the Ethernet ring is open.
[0106] If the MRCs are able to receive the diagnostic
frames, the MRCs increment the count in the diagnostic
frames, as indicated by process block 1008, and attempt
to transmit the diagnostic frames with the incremented
count to the next adjoining MRC. As indicated by process
block 1010, the process of incrementing the count and
forwarding the diagnostic frames with the incremented
count continues until an MRC is unable to forward the
diagnostic frame to a MRC, or until the diagnostic frame
is received by the MRM. Once any MRC is unable to
transmit the diagnostic frame forward, that MRC incre-
ments the count in the diagnostic frame one more time
and starts reverse transmitting the diagnostic frame back

to the adjoining MRC from which it originally received the
diagnostic frame (e.g., the preceding MRC or the MRM
if the preceding device is the MRM).
[0107] Thus, each MRC is incrementing the count once
when forward transmitting and twice when reverse trans-
mitting. In either case, the diagnostic frame eventually
comes back to the MRM. By determining whether the
diagnostic frame returned on the same port as it was sent
from, the MRM determines whether the Ethernet ring is
open or close.
[0108] At process block 1012, the MRM reviews the
received diagnostic frame and determines if the diagnos-
tic frame that was sent from a particular input/output port
returned back to the same input/output port or to a dif-
ferent input/output port. For example, if the MRM deter-
mines that the diagnostic frame sent from the first in-
put/output port returned via the second input/output port
and the diagnostic frame sent from the second input/out-
put port returned via the first input/output port, the MRM
determines that both instances of the diagnostic frames
have completed a full circuit around the Ethernet ring,
and that the Ethernet ring is closed, or in other words,
operational. Furthermore, the count value of the diagnos-
tic frames will be equal to the number of devices in the
Ethernet ring, additionally validating that the Ethernet ring
is closed. The determination of the Ethernet ring being
in a closed state is documented by the MRM at process
block 1014. Documentation of the Ethernet ring status
may involve noting the status in a log, generating a signal
and transmitting that signal to a personnel, resetting an
alarm, or some other form of recording. In some embod-
iments, the MRM may be configured not to record the
status of the Ethernet ring when the status indicates a
closed ring. After determining and possibly documenting
the closed status of the Ethernet ring, process 1000 re-
turns to process block 1004 for the MRM to generate
another diagnostic frame. The next diagnostic frame may
be generated almost instantaneously as the MRM re-
ceives the previous diagnostic frame back or after a short
time gap.
[0109] If at process block 1012, the MRM determines
that the diagnostic frame is sent and received from the
same input/output port, then the MRM concludes that the
Ethernet ring is open. Specifically, if the MRM notes that
the diagnostic frame that is transmitted from the first in-
put/output port is also received back at the first input/out-
put port and the diagnostic frame that is transmitted from
the second input/output port is also received back at the
second input/output port, then the MRM deems the Eth-
ernet ring to be open and the process proceeds to proc-
ess block 1016. At process block 1016, the MRM docu-
ments the open status of the Ethernet ring or, in some
embodiments, skips the documentation and moves to
process block 1018.
[0110] After concluding that the Ethernet ring is open,
at process block 1018, the MRM runs additional diagnos-
tics to determine which one or more of the MRCs have
faulted causing the open status of the Ethernet ring. Spe-
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cifically, the MRM reviews the count value in the diag-
nostic frames received back on the first input/output port
and the second input/output port to specifically determine
the location or positioning of the faulted devices. More
specifically, if the diagnostic frame started out with a
count of zero and if each MRC is configured to increment
the count once when forward transmitting and again once
when reverse transmitting, the MRM knows that each
MRC has twice incremented the count in an open Ether-
net ring. Thus, the MRM divides the count value by two
to determine how many of the MRCs closest to the in-
put/output port from which the diagnostic frame was re-
ceived back are operational. By knowing which ones of
the MRCs are operational, the MRM determines that the
MRC immediately adjoining the last operational MRC has
faulted.
[0111] As discussed above, by virtue of using the di-
agnostic frames from both the first input/output port and
the second input/output port, the MRM can determine
whether only one MRC has faulted or if more than one
MRC has faulted. After determining the faulted MRC(s),
the MRM may generate an alert at process block 1020.
Again, the alert may involve logging the status in a log
book, generating an alert signal to personnel, sounding
alarms, shutting down of certain devices, some other ac-
tion, or a combination of the above. Process 1000 ends
at process block 1022 with the MRM generating another
diagnostic signal at process block 1004.
[0112] Thus, the present disclosure provides a diag-
nostic capability based on the MRP to not only determine
if the Ethernet ring is open or closed, but also to determine
which of the MRCs on the Ethernet ring are potentially
causing the open status of the Ethernet ring. The count
in the diagnostic frame can identify the number of devices
connected to the Ethernet ring and, therefore, whether
the Ethernet ring is overloaded and overworked. The
count in the diagnostic frame can also be used to deter-
mine faulted MRCs in the Ethernet ring and enable per-
sonnel to perform maintenance or other operations on
the faulted device(s). These diagnostics may ensure a
smoother operation of the Ethernet ring and the diagnos-
tics can minimize downtimes of faulted MRCs in the Eth-
ernet ring, making the Ethernet ring more reliable. The
quick identification of the faulted MRCs also enables per-
sonnel charged with maintaining the Ethernet ring to be
more efficient in maintaining the faulted MRCs.

Additional Embodiments

[0113] Referring now to FIG. 11, a system 1100 is
shown, according to example embodiments. The system
1100 includes, similar to the system 500 of FIG. 5, a
server system 1102, a user interface client device 1104,
and device managers 1106, 1106’ (also referred to herein
as media redundancy managers (MRM)). The server sys-
tem 1102 is connected to a switching module 1108 via a
virtual local area network (VLAN) device 1110 and com-
munication links 1112 and 1114. The user interface client

device 1104 is also connected to the switching module
1108 via communication link 1116. The switching module
1108 is additionally connected to the device manager
1106 via HVAC VLAN device 1118, as well as commu-
nication links 1122 and 1124. Likewise, the switching
module 1108 is connected to the device manager 1106’
via HVAC VLAN device 1120 and communication links
1122’ and 1124’.
[0114] In some embodiments, the server system 1102
may be similar to the server system 506, the user inter-
face client device 1104 may be similar to the user inter-
face client device 508, and the switching module 1108
may be similar to the switching module 514. Notwith-
standing the fact that the server system 1102 is connect-
ed to the switching module 1108 via the VLAN device
1110, in other embodiments, the server system may be
directly connected to the switching module or via another
type of networking device. Furthermore, although not
shown, the server system 1102 may be connected to
other devices as well, such as, hosted user interfaces,
BMS controllers, BMS devices, etc. Likewise, although
the user interface client device 1104 is connected directly
to the switching module 1108, in at least some embodi-
ments, the user interface client device may be connected
to the switching module via the VLAN device 1110 or
another networking device. Additionally, although the
switching module 1108 is connected to the device man-
ager 1106 via the HVAC VLAN device 1118 and to the
device manager 1106’ via the HVAC VLAN device 1120,
in at least some embodiments, the switching module may
be connected directly to the device managers or via an-
other networking device. In yet other embodiments, the
switching module 1108 may be connected to the device
managers 1106, 1106’ via either one of the HVAC VLAN
devices 1118 or 1120.
[0115] Moreover, similar to the system 500, the device
managers 1106 and 1106’ are configured to manage a
plurality of client devices (also referred to herein as media
redundancy clients (MRC)). For example, the device
manager 1106 is configured to manage a plurality of client
devices 1126 arranged in a first ring 1128, and a plurality
of client devices 1130 arranged in a second ring 1132.
Additionally, the device manager 1106 manages the first
ring 1128 via communication link 1134 and the second
ring 1132 via communication link 1136. The device man-
ager 1106 is further connected to manage other devices
1138, as indicated by communication link 1140. Similarly,
the device manager 1106’ is configured to manage a plu-
rality of client devices 1126’ arranged in a first ring 1128’
and a plurality of client devices 1130’ arranged in a sec-
ond ring 1132’. The device manager 1106’ manages the
first ring 1128’ via communication link 1134’ and the sec-
ond ring 1132’ via communication link 1136’. Further-
more, the device manager 1106’ is configured to manage
other devices 1138’, as indicated by communication link
1140’.
[0116] The device managers 1106 and 1106’ are sim-
ilar to the MRM 516 and the plurality of client devices
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1126, 1126’, 1130, and 1130’ are similar to the MRCs
528, 530, 532, 534, 536. Furthermore, the management
and operation of the first rings 1128, 1128’ and the sec-
ond rings 1132, 1132’ by the respective device managers
1106 and 1106’ is similar to the management of the MRCs
528, 530, 532, 534, 536 by the MRM 516 using the Media
Redundancy Protocol (MRP), as described in regards to
FIG. 5. above. Notwithstanding the fact that the device
managers 1106, 1106’ are shown as managing the first
ring 1128, 1128’ and the second ring 1132, 1132’, in at
least some embodiments, the device manager may be
configured to manage additional or fewer rings. Further-
more, the number of client devices within each ring may
vary from one embodiment to another, with each ring
having a same or different number of client devices. In
some embodiments, additional device managers 1106,
1106’ may be used as well to manage each ring. Further-
more, although two instances of the device managers
1106 and 1106’ are shown with each device manager
managing two rings (e.g., the first ring 1128, 1128’, and
1130, 1130’), in other embodiments, additional or fewer
instances of the device managers, with each device man-
ager managing one or more rings, may be provided.
[0117] Additionally, although not shown, each of the
device managers 1106, 1106’, and the plurality of client
devices 1126, 1126’, 1130, and 1130’ include input and
output ports, memory and processing circuits, as well as
other components (hardware, software, firmware, and
associated logic) that may be needed to communicate
with the other client devices within the ring and with the
device manager. The other devices 1138, 1138’ that are
managed by the device managers 1106, 1106’, respec-
tively, may include, in at least some embodiments, net-
work engines, technician devices, routers or other net-
working devices, ring coordinators, or any other device
that is deemed suitable for being managed by the device
manager. Further, in at least some embodiments, the
other devices 1138, 1138’ may include a sub-device
manager configured to assist the device managers 1106,
1106’, respectively, with the management of the respec-
tive plurality of client devices 1126,1130, and 1126’,
1130’.
[0118] Similar to the MRM 516 and the MRCs 528,
530, 532, 534, 536 described above, the device manag-
ers 1106, 1106’ and the plurality of client devices 1126,
1126’, 1130, and 1130’ are configured to transmit and
receive frames having a count field. As discussed above,
the count field may be used to determine if one or more
of the plurality of client devices 1126, 1126’, 1130, and
1130’ are faulted.
[0119] Turning now to FIG. 12, a system 1200 is
shown, according to some embodiments. Similar to the
systems 500 and 1100, the system 1200 includes a serv-
er system 1202 and a user interface client device 1204
connected via communication links 1206 and 1208, re-
spectively, to a switching module 1210. The server sys-
tem 1202 and the user interface client device 1204 are
similar to the server system 506, 1102, and the user in-

terface client device 508, 1104, respectively. Although
not shown, either or both of the server system 1202 and
the user interface client device 1204 may be connected
to the switching module 1210 via one or more networking
devices (e.g., a VLAN device). In at least some embod-
iments, the server system 1202 may be in a two way
communication (e.g., using a secure communication
channel based on the HTTPS protocol) with a building
automation system (BAS) 1211. In one embodiment, the
BAS 1211 may be a cloud based BAS. In other embod-
iments, the BAS 1211 may be installed within one or more
BAS controllers, or within a BMS. By virtue of communi-
cating with the BAS 1211, the server system 1202 may
have access to various user interfaces, and may be able
to provide remote site access, multi-site management,
long term repository storage, and energy and equipment
analytics.
[0120] Thus, the server system 1202 may provide a
centralized integration platform for a variety of devices
and equipment (e.g., IP/IoT devices and equipment).
[0121] The switching module 1210 may be connected
to a network engine 1212 via communication link 1214
and other devices 1216 via communication link 1218.
The network engine 1212 is similar to the network engine
510. In at least some embodiments, the other devices
1216 may include Ethernet and wireless field controllers,
mobile user interfaces, third party Internet of Things (IoT)
devices, etc., as discussed in more detail below. The
switching module 1210 may control a variety of devices
and equipment, allowing them to co-exist on a single net-
work. Specifically, the switching module 1210 may con-
trol multiple devices and other equipment via the network
engine 1212, the server system 1202, the user interface
client device 1204, and other devices 1216. Although not
shown, the switching module 1210 may include one or
more managed switches to facilitate communication be-
tween the server system 1202, the user interface client
device 1204, the network engine 1212, and the other
devices 1216.
[0122] Furthermore, the system 1200 includes a de-
vice manager 1220 (also referred to herein as a media
redundancy manager (MRM)). The device manager
1220 is similar to the MRM 516 and the device manager
1106, and is configured to manage a plurality of client
devices 1222 (also referred to herein as media redun-
dancy clients (MRC)). However, in contrast to the MRM
516, which is connected at least indirectly to the switching
module 514, the device manager 1220 is connected to
the server system 1102 via communication link 1224. By
virtue of being connected to the server system 1202, the
server system may be able to manage a variety of devices
including the network engine 1212 and the other devices
1216 by utilizing the device manager 1220 and the plu-
rality of client devices 1222 directly without having to
route communications through the switching module
1210. Thus, the server system 1202 may be able to obtain
a faster response time from the device manager 1220
and the plurality of client devices 1222. The server sys-
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tem 1202 may also be able to leverage the advantages
of Ethernet and IP without having to incur substantial
installation costs. The device manager 1220 and the plu-
rality of client devices 1222 are configured to operate as
discussed above and, particularly configured to receive
and transmit frames having a count field. Again, the count
field may be used to detect if one or more of the plurality
of client devices 1222 is faulted.
[0123] In at least some embodiments, the server sys-
tem 1202 may additionally be configured to communicate
directly with one or more of the plurality of client devices
1222, as indicated by communication link 1225 (e.g., via
a secure BACnet channel). By virtue of being able to
bypass the device manager 1220 and communicate di-
rectly with one or more of the plurality of client devices
1222, the server system 1202 may be able to achieve an
even faster response from the plurality of client devices.
Additionally, in at least some embodiments, one or more
of the plurality of client devices 1222 may be ring based
Ethernet field controllers. In yet other embodiments, one
or more of the plurality of client devices 1222 may include
a ring coordinator 1226 for providing advanced logic and
features to manage the Ethernet ring. The ring coordina-
tor 1226, in at least some embodiments, may also be a
client device that is configured to communicate with the
plurality of client devices 1222.
[0124] Notwithstanding the fact that in the present em-
bodiment, the device manager 1220 is shown as man-
aging a single ring (e.g., the ring having the plurality of
client devices 1222 and the ring coordinator 1226), in
other embodiments, the device manager may be config-
ured to manage additional rings and the number of client
devices within each ring may vary from one embodiment
to another. Likewise, the number of ring coordinators
within the ring may vary from one embodiment to another.
Furthermore, the device manager 1220 may also be con-
figured, in at least some embodiments, to manage addi-
tional devices such as those discussed in FIG. 11 above.
In some embodiments, additional device managers 1220
may be used as well.
[0125] Referring still to FIG. 12, in at least some em-
bodiments, the network engine 1212 may be configured
to manage, via a network 1228, a plurality of network
modules 1230. The network 1228 be a master-slave-da-
ta-token (MSTP) network, an N2 network, a BACnet net-
work, an Ethernet TCP/IP network, or other network suit-
able for BMS systems for facilitating communication be-
tween the network engine 1212 and the network modules
1230. The other devices 126 may include, in at least
some embodiments, a Wi-Fi router 1232, an I/O module
1234, an I/O field controller 1236, and/or one or more IoT
devices 1238. The Wi-Fi router 1232 may, in turn, be
configured to communicate with a Wi-Fi device 1240 and
a Wi-Fi controller 1242. In at least some embodiments,
the communication between the Wi-Fi router 1232,
and/or the Wi-Fi device 1240 and the Wi-Fi controller
1242 is facilitated through a wireless (e.g., Wi-Fi) con-
nection 1244. The Wi-Fi controller 1242 is in turn config-

ured to communicate with a mobile user interface 1246
via a gateway device 1248 using a wireless connection
1250. In one embodiment, the gateway device 1248 is a
mobile access portal gateway device from Johnson Con-
trols. The Wi-Fi router 1232 and the Wi-Fi controller 1242
may facilitate communication between the server system
1202 and the mobile user interface 1246. Likewise, the
I/O module 1234, the I/O field controller 1236, and the
IoT devices 1238 may communicate with the server sys-
tem 1202 via the switching module 1210.
[0126] Notwithstanding the fact that the switching mod-
ule 1210 is shown as being connected to the network
engine 1212, the Wi-Fi router 1232, the I/O module 1234,
the I/O field controller 1236, the IoT devices 1238, the
Wi-Fi device 1240, and the Wi-Fi controller 1242, in other
embodiments, the switching module may be connected
to additional, fewer, or different types of devices and
equipment. Furthermore, although the Wi-Fi router 1232,
the Wi-Fi device 1240, the Wi-Fi controller 1242, the gate-
way device 1248, and the mobile user interface 1246 are
shown as communicating via the wireless networks 1244
and 1250, in other embodiments, different types of com-
munication methods may be implemented between
those devices.

Configuration of Exemplary Embodiments

[0127] The construction and arrangement of the sys-
tems and methods as shown in the various exemplary
embodiments are illustrative only. Although only a few
embodiments have been described in detail in this dis-
closure, many modifications are possible (e.g., variations
in sizes, dimensions, structures, shapes and proportions
of the various elements, values of parameters, mounting
arrangements, use of materials, colors, orientations,
etc.). For example, the position of elements may be re-
versed or otherwise varied and the nature or number of
discrete elements or positions may be altered or varied.
Accordingly, all such modifications are intended to be
included within the scope of the present disclosure. The
order or sequence of any process or method steps may
be varied or re-sequenced according to alternative em-
bodiments. Other substitutions, modifications, changes,
and omissions may be made in the design, operating
conditions and arrangement of the exemplary embodi-
ments without departing from the scope of the present
disclosure.
[0128] The present disclosure contemplates methods,
systems and program products on any machine-reada-
ble media for accomplishing various operations. The em-
bodiments of the present disclosure may be implemented
using existing computer processors, or by a special pur-
pose computer processor for an appropriate system, in-
corporated for this or another purpose, or by a hardwired
system. Embodiments within the scope of the present
disclosure include program products comprising ma-
chine-readable media for carrying or having machine-
executable instructions or data structures stored thereon.

39 40 



EP 3 334 096 A1

22

5

10

15

20

25

30

35

40

45

50

55

Such machine-readable media can be any available me-
dia that can be accessed by a general purpose or special
purpose computer or other machine with a processor. By
way of example, such machine-readable media can com-
prise RAM, ROM, EPROM, EEPROM, CD-ROM or other
optical disk storage, magnetic disk storage or other mag-
netic storage devices, or any other medium which can
be used to carry or store desired program code in the
form of machine-executable instructions or data struc-
tures and which can be accessed by a general purpose
or special purpose computer or other machine with a
processor. Combinations of the above are also included
within the scope of machine-readable media. Machine-
executable instructions include, for example, instructions
and data which cause a general purpose computer, spe-
cial purpose computer, or special purpose processing
machines to perform a certain function or group of func-
tions.
[0129] Although the figures show a specific order of
method steps, the order of the steps may differ from what
is depicted. Also two or more steps may be performed
concurrently or with partial concurrence. Such variation
will depend on the software and hardware systems cho-
sen and on designer choice. All such variations are within
the scope of the disclosure. Likewise, software imple-
mentations could be accomplished with standard pro-
gramming techniques with rule based logic and other log-
ic to accomplish the various connection steps, process-
ing steps, comparison steps and decision steps.

Claims

1. A system, comprising:

- a network manager device having a first port
and a second port;
- a first client device having a first port and a
second port, the first port of the first client device
connected to the first port of the network man-
ager device; and
- a second client device having a first port and
a second port, the first port of the second client
device connected to the second port of the first
client device and the second port of the second
client device connected to the second port of the
network manager device;

wherein the network manager device is configured
to transmit a frame having a count field;
wherein the first client device is configured to incre-
ment the count field once by a predetermined value
based on a successful transmission of the frame to
the second client device and;
wherein the first client device is configured to incre-
ment the count field twice by the predetermined val-
ue based on a failed transmission to the second client
device.

2. The system of claim 1,
wherein the count field is set to zero when the frame
is transmitted by the network manager device.

3. The system of claim 1 or 2,
wherein the predetermined value is one.

4. The system of one of claims 1 to 3,
wherein the frame is further configured to be re-
ceived back by the network manager device as a
received frame and the network manager device is
configured to identify a faulted device from the re-
ceived frame by dividing a value of the count field by
a pre-determined value.

5. The system of one of claims 1 to 4,
wherein the frame is further configured to be re-
ceived back by the network manager device as a
received frame and the network manager device is
configured to identify an overloaded condition of the
system based on a value of the count field.

6. The system of one of claims 1 to 5,
wherein the network manager device, the first client
device, and the second client device are part of an
Ethernet network.

7. The system of claim 6,
wherein the Ethernet network is run on a Media Re-
dundancy Protocol.

8. The system of claim 6 or 7,
wherein the Ethernet network is configured in a ring
topology.

9. The system of one of claims 1 to 8,
wherein the count field is an integer value.

10. A method of monitoring the integrity of a communi-
cation network having a manager device and a plu-
rality of client devices connected to each other and
to the manager device in a network configured as a
ring topology, the plurality of client devices config-
ured to be controlled by the manager device, the
method comprising:

- transmitting a frame from the manager device
to a first client device, the frame having a count
field;
- receiving the frame at the first client device;
- incrementing a value of the count field of the
frame and transmitting the frame to a second
client device from the first client device;
- receiving the frame at the second client device
from the first client device;
- incrementing the value of the count field of the
frame and transmitting the frame to a third client
device;
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- receiving the frame at the manager device as
a received frame; and
- identifying from the value of the count field of
the received frame a number of client devices
on the network.

11. The method of claim 10,
further comprising determining that the network is in
an open condition based on the frame transmitted
from the manager device from a first port being re-
ceived by the manager device at the first port and
identifying a faulted client device based on the value
of the count field.

12. The method of claim 10 or 11, further comprising:

- identifying the faulted client device from the
value of the count field by:

- dividing the value of the count field in the
received frame by a pre-determined value
to get a divided value;
- determining from the divided value how
many of the client devices closest to the first
port of the manager device are operational;
and
- identifying the faulted client device as be-
ing located adjacent to the operational client
device on the network that is situated far-
thest away from the first port of the manager
device.

13. The method of one of claims 10 to 12,
further comprising determining that the network is in
a closed condition based on the frame transmitted
from a first port of the manager device being received
by the manager device at a second port that is dif-
ferent from the first port, the value of the count field
in the closed condition being equal to a number of
the plurality of client devices in the network.

14. The method of one of claims 10 to 13,
further comprising determining that the network is
overloaded based on the value of the count field in
the received frame being greater than a predeter-
mined threshold.

15. The method of one of claims 10 to 14, further com-
prising:

- identifying a faulted client device by:

- transmitting a first frame from a first port
of the manager device in a clockwise direc-
tion along the ring topology;
- transmitting a second frame from a second
port of the manager device in a counter-
clockwise direction along the ring topology;

- receiving the first frame back at the first
port of the manager device;
- receiving the second frame back at the
second port of the manager device;
- dividing the value of the count field in the
first frame by a predetermined value to get
a first divided value;
- dividing the value of the count field in the
second frame by the predetermined value
to get a second divided value;
- identifying a first faulted client device
based on the first divided value; and
- identifying a second faulted client device
based on the second divided value.

43 44 



EP 3 334 096 A1

24



EP 3 334 096 A1

25



EP 3 334 096 A1

26



EP 3 334 096 A1

27



EP 3 334 096 A1

28



EP 3 334 096 A1

29



EP 3 334 096 A1

30



EP 3 334 096 A1

31



EP 3 334 096 A1

32



EP 3 334 096 A1

33



EP 3 334 096 A1

34



EP 3 334 096 A1

35



EP 3 334 096 A1

36

5

10

15

20

25

30

35

40

45

50

55



EP 3 334 096 A1

37

5

10

15

20

25

30

35

40

45

50

55



EP 3 334 096 A1

38

REFERENCES CITED IN THE DESCRIPTION

This list of references cited by the applicant is for the reader’s convenience only. It does not form part of the European
patent document. Even though great care has been taken in compiling the references, errors or omissions cannot be
excluded and the EPO disclaims all liability in this regard.

Patent documents cited in the description

• US 37656516 A [0001]


	bibliography
	abstract
	description
	claims
	drawings
	search report
	cited references

