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(54) METHOD FOR PROTECTING PRIVACY IN DATA QUERIES

(57) Embodiments provide a method for protecting
privacy in data queries, the method comprises receiving,
by a proxy node (2), from one or more clients (1) one or
more answers of the one or more clients (1), respectively,
to a query sent to the one or more clients (1) and adding,
by the proxy node (2), noise to the one or more answers

received from the one or more clients (1) such that re-
spective associations between said one or more answers
and corresponding one or more clients is made less cer-
tain. Embodiments further provide the proxy node (2) and
a software program product used to implement the meth-
od.
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Description

Field of the invention

[0001] The disclosure relates to the field of providing
privacy protection in data queries, in particular, for ex-
ample and without limitation, in streaming queries.

Background

[0002] This section introduces aspects that may be
helpful to facilitate a better understanding of the inven-
tions. Accordingly, the statements of this section are to
be read in this light and are not to be understood as ad-
missions about what is in the prior art or what is not in
the prior art. Any techniques or schemes described here-
in as existing or possible are presented as background
for the present disclosure, but no admission is made
thereby that these techniques and schemes were here-
tofore commercialized, or known to others besides the
inventors.
[0003] Current privacy-preserving systems that offer
client anonymity or unlinkability typically require the cli-
ents to provide and generate noisy coins to satisfy the
differentially private mechanism. For example, in the field
of differential privacy, anonymity may be achieved by
adding a degree of randomness to the answer provided
by each of a population of responders to a query. Such
randomness may be generated by the equivalent of a
coin flip. For instance, a responded may figuratively flip
a coin and answer truthfully if the coin flip yields "tails".
But if the flip result is "heads", the responder flips a sec-
ond coin, and responds "yes" if heads, and "no" if tails.
Thus each individual responder has plausible deniability
regarding his/her response. The combination of the first
coin flip and the conditional changing of the result of the
first coin flip is sometimes referred to as a "noisy coin".
Interpretation of a set of responses relies on knowledge
of the randomization process. This response randomiza-
tion can impose a significant computational burden on a
systems, such as databases, that provide a large number
of responses regarded sensitive personal stored by the
system.
[0004] Therefore, it is a desire and objective to provide
an improved method for privacy protection in data que-
ries.

Summary of the Invention

[0005] An objective of various embodiments is
achieved by a method for protecting privacy in data que-
ries. The method comprises receiving, by a proxy node,
from one or more clients one or more answers of the one
or more clients, respectively, to a query sent to the one
or more clients and adding, by the proxy node, noise to
the one or more answers received from the one or more
clients such that respective associations between the
one or more answers and corresponding one or more

clients is made less certain.
[0006] An objective is further achieved by a proxy node
adapted to receive from one or more clients one or more
answers of the one or more clients, respectively, to a
query sent to the one or more clients and to add noise
to the one or more answers received from the one or
more clients.
[0007] An objective is further achieved by a software
program product, adapted to execute the described
method, when the software program product is executed
on a computer.
[0008] While being described with reference to a query,
the method might be implemented in regard of a plurality
of queries analogously.
[0009] Various embodiments might be implemented by
the use of hardware, software or combination thereof.
[0010] Further features and advantages are achieved
by preferred embodiments. Any embodiments described
as preferred are not exclusive, but may be combinable
so as to form further embodiments.
[0011] In some embodiments, after adding, by the
proxy node, noise to the one or more answers received
from the one or more clients, the method further com-
prises sending, by the proxy node, the one or more an-
swers to an aggregator or to an analyst, in particular via
the aggregator to the analyst.
[0012] In some embodiments, the query is sent to the
one or more clients from the proxy node.
[0013] In some embodiments, the proxy node has re-
ceived the query from the aggregator or from the analyst,
preferably from the analyst via the aggregator.
[0014] In some embodiments, the proxy node is a sep-
arate entity. Preferably, the proxy node is an entity sep-
arate and different from the one or more clients. In par-
ticular, the proxy node is an entity separate and different
from the one or more clients, the aggregator and the an-
alyst.
[0015] In some embodiments, the method further com-
prises adding, by the proxy node, a delay, e.g. a time
shift, to the one or more answers before sending the one
or more answers to the aggregator or to the analyst.
[0016] In some embodiments, the analyst after receiv-
ing the one or more answers from the proxy node de-
crypts the one or more answers.
[0017] In some embodiments, the analyst after receiv-
ing the one or more answers from the proxy node tabu-
lates the one or more answers.
[0018] In some embodiments, before adding, by the
proxy node, noise to the one or more answers received
from the one or more clients, the method further com-
prises sending, by the proxy node, the one or more an-
swers received from the one or more clients to a data
centre.
[0019] Preferably, the data centre includes a data stor-
age.
[0020] In some embodiments, the method further com-
prises storing, by the data centre, the one more answers
received from the proxy node in the data storage of the
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data centre, wherein the data centre has already stored
in its data storage further answers received from the
proxy node, wherein the further answers have been re-
ceived by the proxy node from the one or more clients to
previous queries sent to the one or more clients.
[0021] In some embodiments, the method further com-
prises receiving, by the data centre, a data request from
an aggregator or from an analyst, preferably, from an
analyst via an aggregator. In particular, this analyst
and/or this aggregator might be identical to the analyst
and/or the aggregator, respectively, mentioned in the
context of the proxy node above, or might be different
thereof.
[0022] In some embodiments, the method further com-
prises retrieving, by the data centre, out of its data storage
answers which correspond to the data request. Prefera-
bly, answers corresponding to the data request are an-
swers which are appropriate responses to the data re-
quest.
[0023] In some embodiments, the method further com-
prises sending, by the data centre, the answers retrieved
out of its data storage to the aggregator or to the analyst,
in particular via the aggregator to the analyst.
[0024] In some embodiments, the analyst after receiv-
ing (e.g. via the aggregator) the answers from the data
centre decrypts and/or tabulates the answers.
[0025] In some embodiments, before sending, by the
data centre, the answers retrieved out of its data storage
to the aggregator or to the analyst, the method further
comprises adding, by the data centre, noise to the an-
swers retrieved out of its data storage.
[0026] In some embodiments, before sending, by the
data centre, the answers retrieved out of its data storage
to the aggregator or to the analyst, the method further
comprises re-randomizing, by the data centre, the an-
swers retrieved out of its data storage. The re-randomiz-
ing might be implemented before or after adding noise
to the answers retrieved out of the data storage, prefer-
ably before adding noise to the answers retrieved out of
the data storage.
[0027] In some embodiments, the data centre is a sep-
arate entity, preferably separate and different from the
one or more clients. Preferably, the data centre is an
entity separate and different from the one or more clients,
the aggregator and the analyst.
[0028] In some embodiments, the proxy node might be
termed message broker. In some embodiments, the data
centre might be termed data warehouse, because the
data centre may store a huge amount of data, in particular
answers of the clients provided on the occasion of pre-
vious queries.
[0029] In some embodiments, the proxy node compris-
es the data centre and thus implements both the method
steps and features described throughout this specifica-
tion in regard of the proxy node and in regard of the data
centre.
[0030] In some embodiments, the query is a streaming
query, while in others the query is a batch-based query.

[0031] Preferably, a client is referred to also as a user.
Preferably, a client is a private person. Otherwise pref-
erably, a client is a node on the client side, thus a client
node.
[0032] Preferably, the query sent to the one or more
clients concerns data in regard of one or more of: the
health, the age, the gender, the profession, the income,
the consuming attitude, e.g. shopping, visited restau-
rants, holidays of the one or more clients.
[0033] In some embodiments, an aggregator is imple-
mented by an operator which gathers answers from the
one or more clients. In some embodiments, an aggrega-
tor is implemented by an operator which makes a survey.
[0034] In some embodiments, an analyst is one or
more of: a government (of a country), a research institute,
an assurance.
[0035] In some embodiments, there is only one aggre-
gator, while in other embodiments, there are two or more
aggregators.
[0036] Similarly, in some embodiments, there is only
one analyst, while in other embodiments, there are two
or more analysts.
[0037] In some embodiments, the query is implement-
ed once, i.e. at a predetermined moment, preferably on
data which is available at the predetermined moment. In
such cases answers are given once by respective clients
at that particular moment when is query is made.
[0038] In some embodiments, the query is implement-
ed repeatedly, preferably updated continuously by an-
swers which are given continuously. This means, in a
preferred embodiment, based on a query, the one or
more clients provide answers continuously. For example,
the query may relate to the question of which web sites
are visited by the one or more clients. Then, the one or
more clients might provide the respective one or more
answers in regard of the web sites visited. This might be
implemented automatically by the one or more comput-
ers of the one or more clients by which the one or more
clients enter the internet. However and usually, the one
or more clients might change the visited web sites when
time goes by. Therefore, the one or more clients contin-
uously provide updated answers indicating the currently
visited web sites.
[0039] The described embodiments should not be re-
garded as restrictive, but the scope of the invention is
defined by the claims.

Brief description of the figures

[0040] The features and advantages of the various em-
bodiments will be more completely understood by appre-
ciating the following detailed description of preferred em-
bodiments with reference to the figure, wherein

Fig. 1 depicts a schematic block diagram showing an
overview of a method for protecting privacy in
data queries
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Detailed description

[0041] Various embodiments are now described with
reference to the drawings, wherein like reference num-
bers are used to refer to like elements throughout. In the
following description, for purposes of explanation, nu-
merous specific details are set forth in order to provide
a thorough understanding of one or more embodiments.
It may be evident, however, that such embodiment(s)
may be practiced without these specific details. In other
instances, well-known structures and devices are shown
in block diagram form in order to facilitate describing one
or more embodiments.
[0042] The inventors disclose various apparatus and
methods that may be beneficially applied to, e.g., pro-
tecting privacy of subjects of data queries, e.g. clients.
While such embodiments may be expected to provide
improvements in performance of such apparatus and
methods and/or privacy protection to such subjects, no
particular result is a requirement of the present invention
unless explicitly recited in a particular claim.
[0043] Fig. 1 presents a block-level diagram of a sys-
tem in which one or more embodiments may be imple-
mented. The system includes a client 1 and a proxy node
2. The client 1 and the proxy node 2 are each implement-
ed as respective computing devices. Such computing de-
vices may be, but need not be, otherwise conventional.
In particular, each of the client 1 and the proxy node 2
are configured to execute steps of some of the methods
described herein, and, more particularly, to communicate
via a network, e.g. the internet. Via such a network, the
proxy node 2 directs queries to the client 1, as described
further below, and the client 1 directs an answer to the
proxy node 2 in response to the queries. The proxy node
2 provides the client 1 a way to represent itself to the
other components of the system; that is, the client 1 may
have proxy authority to use the proxy node 2 to represent
itself, so the proxy node 2 can represent the client 1. In
various embodiments the proxy node 2 may direct the
answer to an aggregator 3 or a data centre 5. The ag-
gregator 3 and an analyst 4 described below are each
implemented as a computing device. In various embod-
iments, the proxy node 2 is a separate entity, separate
and different from any of the one or more clients 1, the
aggregator 3 and the analyst 4. The data centre 5 may
implement a database, e.g. a logical structure implement-
ed on such a computing device. Such computing devices
may be, but need not be, otherwise conventional. In par-
ticular, each of the aggregator 3, analyst 4, and the com-
puting device on which the database is implemented are
configured to execute steps of some of the methods de-
scribed herein, and, more particularly, to communicate
via a network, e.g. the internet. The aggregator 3 may
receive multiple answers from the client 1, and/or may
receive answers from multiple instances of the client 1,
as described further below. The aggregator 3 then directs
aggregated answers toward the analyst 4.
[0044] The client 1 may be, and typically is, an entity

associated with a human individual that has an interest
in maintaining privacy with respect to the answer. While
the analyst may have a need for private information, such
as intimate personal and/or medical information, regard-
ing the individual, it is not necessary that the analyst know
the source of the private information. Therefore, it may
be, and in the following discussion is assumed without
limitation to be, sufficient to create a large enough com-
putational barrier to identifying a specific source of an
answer as to effectively ensure anonymity of the individ-
ual with respect to his or her answers. Such a barrier is
provided in various embodiments by the addition of
"noise" to the answers by the proxy node 2. In this context,
noise is defined as a numerical value that when added
to an answer has the effect of making less certain an
association between a client and an answer provided by
that client.
[0045] The term "noise" is may be referred to and/or
represented by "noisy coins", as recognized by those
skilled in the art. See, e.g. Cynthia Dwork and Aaron
Roth, "The Algorithmic Foundations of Differential Priva-
cy", Foundations and Trends in Theoretical Computer
Science, Vol. 9, Nos. 3-4 (2014) pp 211-407 (DOI:
10.1561/0400000042), and Christopher Ferrie and Rob-
in Blume-Kohout, "Estimating the bias of a noisy coin",
AIP Conference Proceedings 31st. Eds. Philip Goyal, et
al. Vol. 1443. No. 1. AIP (2012). In various embodiments,
adding noise to the one or more answers is implemented
by adding noisy coins to the one or more answers. An
answer to which noise has been added may be termed
a "noisy answer".
[0046] Coins may also be referred to as differentially
private coins, because they protect privacy, in that the
more coins are added, the better is the privacy protection
(thus "differential" protection). However, the information
value of the answers may decline when the number of
noisy coins is too large, because of the level of distortion
created by the coins. Noise may also be referred to as
dummy data or chaff data.
[0047] Noise may be considered to comprise wrong
answers, e.g. answers that are not true. Thus in some
contexts adding noise to the one or more answers com-
prises adding wrong answers to the one or more answers.
[0048] In cases in which the answers are implemented
as a stream of digital bits (as is typical in computational
data processing), adding noise may be implemented by
adding to the bit stream additional bits, thereby distorting
the correct content of the answers implemented by the
bit stream. Thus, by the added bits, the answers are
wrong in a certain degree which can be controlled by the
amount of bits added to the bit stream. It may be assumed
that the clients give correct (e.g. true) answers-thus add-
ing noise to the one or more answers may be implement-
ed by adding wrong answers to the correct answers of
the clients. In various embodiments, the one or more cli-
ents do not add noise to their one or more answers.
[0049] It may be preferred in some cases that a query
contains only a single question, and each client of the
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one or more clients provides only a signal answer to a
query received by that client, namely an answer to the
one question of the query. For simplicity, this is the situ-
ation primarily described throughout this specification.
However, in some other embodiments, a query may con-
tain more than one question, and each client of the one
or more clients may give more than one answer to each
of the one or more queries.
[0050] In an embodiment, the proxy node 2 receives
from one or more clients 1 one or more answers of the
one or more clients 1, respectively, to a query sent to the
one or more clients 1. The query may be sent to the one
or more clients 1 from the proxy node 2. The query may
be sent to the one or more clients 1 from the analyst 4,
from the aggregator 3, or from the analyst 4 via the ag-
gregator 3 and/or via the proxy node 2 to the one or more
clients 1.
[0051] The query might be related to data of the one
or more clients 1 such as income, age or profession, etc.
While described with reference to a query, a plurality of
queries might be sent to the one or more clients 1. In
such a case, what is herein described with reference to
a query, applies analogously to the plurality of queries.
[0052] In an embodiment, the proxy node 2 adds noise
to the one or more answers received from the one or
more clients 1. In an embodiment, after adding noise to
the one or more answers received from the one or more
clients 1, the proxy node 2 sends the one or more answers
to the aggregator 3 or to the analyst 4, e.g. to the analyst
4 via the aggregator 3. In response, the analyst 4 decrypts
and/or tabulates the one or more answers received from
the proxy node 2.
[0053] In an embodiment, the proxy node 2 adds a de-
lay, e.g. a time shift, to the one or more answers before
sending the one or more answers to the aggregator 3 or
to the analyst 4. In such cases, the delay may operate
to make it even more difficult to link a particular answer
to a particular client 1 that gave this answer, thus provid-
ing enhanced privacy to the client 1. Such additional pri-
vacy may be particularly useful in cases in which there
is a plurality of clients 1 and a plurality of respective an-
swers, as it is typically expected to be the case.
[0054] In an embodiment, before adding noise to the
one or more answers received from the one or more cli-
ents 1, the proxy node 2 sends the one or more answers
received from the one or more clients 1 to the data centre
5. The proxy node 2 and/or the data centre 5 may be
referred to as middle node(s), mix(es) or mixnet system,
in that they are implemented between the aggregator/an-
alyst on the one side and the one or more clients on the
other side.
[0055] In various embodiments, the noise is generated
and added to the answers by the proxy node 2 and/or
the data centre 5. This is in contrast to conventional so-
lutions, in which the noise is generated and added to the
answers by the clients 1. Therefore, embodiments in the
scope of the disclosure shift the burden of noise addition
from the clients 1, in addition to providing anonymity for

the clients 1. This aspect is important in particular for
real-time streams which require high efficiency and per-
formance in order to scale. Thus, the present such em-
bodiments provide high efficiency and scalability.
[0056] Further, in some prior art implementations,
where the privacy preserving system has been imple-
mented at the client side, in particular by an aggregator
which is provided by the same operator which controls
the clients, the aggregator must be trusted to preserve
the privacy of the clients. In some such implementations,
the aggregator must distinguish between real answers
and noisy coins, but also blindly add the noisy coins.
[0057] In contrast, in embodiments of the invention,
since the proxy node 2 and the data centre 5 are operated
as separate entities between the clients 1 on the one side
and the aggregator 3/analyst 4 on the other side, the
aggregator 3 is unable to breach the users’ privacy, be-
cause the aggregator 3 only receives noisy answers.
Thus, the aggregator 3 and the analyst 4 do not know
which clients 1 provided which answer to a query, and
have no way to distinguish between real answers and
noisy coins. Thus, privacy of the user is not dependent
on the trustworthiness of the aggregator 3 and the analyst
4.
[0058] In various embodiments, the data centre 5
stores the one or more answers received from the proxy
node 2 in data storage of the data centre 5 not depicted
explicitly in figure 1. Typically, the data centre 5 has
stored a plurality of answers of previous queries, which
may include a large number of previous answers given
by the one or more clients 1 to previous queries.
[0059] The data centre 5 then receives a data request
from the analyst 4. The data centre 5 determines if the
data centre 5 has stored answers which correspond to
the data request. In case the data centre 5 determines
that amongst the answers stored (which as described
above are previously received from the proxy node 2)
are answers appropriate to respond to the data request,
the data centre 5 retrieves these answers out of its data
storage.
[0060] In various embodiments, the data centre 5 re-
randomizes the answers retrieved out of its data storage.
The re-randomizing might be implemented after or before
adding noise to the answers (the step of adding noise by
the data centre 5 is described below). In particular, in
embodiments in which the answers are implemented by
a binary bit stream, and more specifically, in particular in
case the answers have been encrypted by means of
Goldwasser-Micali encryption, re-randomizing might be
provided by homomorphically implementing a XOR-op-
eration on the bits of the answers with a randomly en-
crypted "0".
In embodiments in which the answers are implemented
by a binary bit stream, queries may be performed as
"streaming queries". In general, a streaming query, which
also may be referred to herein as a continuous query, is
configured to collect a subset of data from data streams
to which the streaming query is applied (e.g., collecting
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values for a subset of parameters of the full set of pa-
rameters available from the data stream to which the
streaming query is applied). The typical operation of
streaming queries will be understood by one skilled in
the art. In other embodiments the query may be a batch-
based query, for which analysis may be performed at a
time after the data are received.
[0061] In various embodiments, the data centre 5 adds
noise to the answers retrieved out of its data storage
before sending the answers to the analyst 4 or to the
aggregator 3, or in particular to the analyst 4 via the ag-
gregator 3.
[0062] In addition to the methods described above, a
proxy node 2 is claimed to be used for implementing the
described method. In particular, the proxy node 2 is
adapted to receive from the one or more clients 1 one or
more answers of the one or more clients 1, respectively,
to a query sent to the one or more clients 1 and to add
noise to the one or more answers received from the one
or more clients 1 such that respective associations be-
tween the one or more answers and corresponding one
or more clients 1 is made less certain.
[0063] Further, a software program product is claimed
adapted to execute the method when executed on a com-
puter.
[0064] A computer might be implemented in particular
in the proxy node 2 and/or in the data centre 5.
[0065] The computer may be implemented as a single
unit, a stand-alone device, or within a database, integrat-
ed in a computer and/or within a computer network. The
computer may be implemented through the use of hard-
ware, software and/or hardware capable of executing
software in association with appropriate software.
[0066] More specifically, the computer can be com-
prised or implemented by circuit-based processes, in-
cluding possible implementation as a single integrated
circuit, such as an ASIC (Application Specific Integrated
Circuit) or such as an FPGA (Field Programmable Gate
Array), a multi-chip module, a single card, or a multi-card
circuit pack. The functions of computer may be imple-
mented as processing blocks in a software program.
Such software may be employed in a digital signal proc-
essor, micro-controller, or general-purpose computer im-
plemented as a single device or integrated in a computer
network.
[0067] The computer may comprise program code em-
bodied in tangible media, such as magnetic recording
media, optical recording media, solid state memory, flop-
py diskettes, CD-ROMs, hard drives, or any other ma-
chine-readable storage medium, wherein, when the pro-
gram code is loaded into and executed in the computer,
the computer becomes an apparatus used for practicing
the invention.
[0068] Although multiple embodiments of the present
invention have been illustrated in the accompanying
Drawings and described in the foregoing Detailed De-
scription, it should be understood that the present inven-
tion is not limited to the disclosed embodiments, but is

capable of numerous rearrangements, modifications and
substitutions without departing from the invention as set
forth and defined by the following claims.

Claims

1. A method for protecting privacy in data queries con-
ducted over the internet between one or more clients
and a proxy node, the method comprising:

receiving, by the proxy node (2), from the one
or more clients (1) one or more answers of the
one or more clients (1), respectively, to a query
sent to the one or more clients (1); and
adding, by the proxy node (2), noise to the one
or more answers received from the one or more
clients (1) such that respective associations be-
tween said one or more answers and corre-
sponding one or more clients is made less cer-
tain.

2. The method according to claim 1, further comprising
sending by the proxy node (2), after adding said
noise, the one or more answers to an aggregator (3)
or to an analyst (4).

3. The method according to claim 1, wherein the proxy
node (2) directs the query to the one or more clients.

4. The method according to claim 3, wherein the proxy
node (2) receives the query from the aggregator (3)
or from the analyst (4).

5. The method according to claim 2, wherein the proxy
node (2) is a computational entity different from the
one or more clients (1), the aggregator (3) and the
analyst (4).

6. The method according to claim 2, wherein the meth-
od further comprises delaying, by the proxy node (2),
delivery of the one or more answers to the aggregator
(3) or to the analyst (4).

7. The method according to claim 1, further comprising
sending, by the proxy node (2), the one or more an-
swers received from the one or more clients (1) to a
data centre (5) before adding said noise to the one
or more answers received from the one or more cli-
ents (1).

8. A method for protecting privacy in data queries con-
ducted over the internet between one or more clients
(1) and a proxy node (2), comprising:

storing, by a data centre (5), one more answers
received from the proxy node (2), wherein the
data centre (5) has previously stored further an-
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swers received from the proxy node (2), the fur-
ther answers having been received by the proxy
node (2) from the one or more clients (1) in re-
sponse to previous queries sent to the one or
more clients (1); and
adding noise to said one or more answers such
that respective associations between said one
or more answers and the corresponding one or
more clients is made less certain.

9. The method according to claim 8, further comprising:

receiving, by the data centre (5), a data request
from an aggregator (3) or from an analyst (4);
retrieving, by the data centre (5), answers out
of the data storage of the data centre (5) which
correspond to the data request; and
sending, by the data centre (5), the answers re-
trieved out of the data storage to the aggregator
(3) or to the analyst (4).

10. The method according to claim 9, further comprising:

before sending, by the data centre (5), the an-
swers retrieved out of the data storage to the
aggregator (3) or to the analyst (4),
re-randomizing, by the data centre (5), the an-
swers retrieved out of the data storage.

11. The method according to claim 9, wherein the data
centre (5) is an entity different from the one or more
clients (1), the aggregator (3) and the analyst (4).

12. The method according to claim 1, wherein the query
is a streaming query.

13. A proxy node (2) adapted to receive from one or more
clients (1) one or more answers of the one or more
clients (1), respectively, to a query sent to the one
or more clients (1) and to add noise to the one or
more answers received from the one or more clients
(1) such that respective associations between said
one or more answers and corresponding one or more
clients is made less certain.

14. A software program product, adapted to execute the
method according to claims 1 - 12, when executed
on a computer.
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