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(54) METHOD FOR PROTECTING PRIVACY IN DATA QUERIES

(57) The invention concerns a method for protecting
privacy in data queries. The method comprises receiving,
by an aggregator (2), a plurality of answers from a re-
spective plurality of users (1) to a query transmitted to
the users (1). The method further comprises one or more
of: randomly sampling, by the aggregator (2), only a par-
tial group of the users (1); receiving, by the aggregator
(2), the plurality of answers from the users (2) via an

anonymity network; using, by the aggregator (2), soft-
ware verifiable by the users (1) and/or hardware verifiable
by the users (1); receiving, by the aggregator (2), the
plurality of answers from the users (1), wherein the an-
swers are encrypted using one-time pad encryption. The
answers may then be received from the aggregator by
an analyst (3).
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Description

Field of the invention

[0001] The disclosure relates to the field of providing
privacy in data queries, e.g. more specifically social net-
work queries, for example and without limitation, queries
on data in the context of social networks.

Background

[0002] This section introduces aspects that may be
helpful to facilitate a better understanding of the inven-
tions. Accordingly, the statements of this section are to
be read in this light and are not to be understood as ad-
missions about what is in the prior art or what is not in
the prior art. Any techniques or schemes described here-
in as existing or possible are presented as background
for the present disclosure, but no admission is made
thereby that these techniques and schemes were here-
tofore commercialized, or known to others besides the
inventors.
[0003] Data queries may have the objective to collect
data about persons, which may be referred to as users
or clients. Many times there is the desire to provide the
data about the users, however without denoting which
user provided with data. This means the data are to be
provided in an anonymous way, or at least the correlation
of particular data to particular users is sufficiently de-
correlated to ensure that an observer cannot connect the
data to the user that is the source of that data.
[0004] In particular, when data about social networks
(such as Facebook, Linkedln, and/or Google+) are pro-
vided, there is a desire to provide the data without re-
vealing which user/client has given a particular answer
to a query which has been transmitted to the user/client
and to which the user provided its data in the form of its
answer(s).
[0005] However, current privacy preserving systems
do not provide satisfactory solutions to provide anonymity
of the users, in particular in regard of queries concerning
social network data of the users.
[0006] Therefore, there is a desire to overcome the
aforementioned shortcomings.

Summary of the Invention

[0007] The inventors disclose various apparatus and
methods that may be beneficially applied to, e.g., achieve
anonymity of user data provided in data queries, in par-
ticular data provided by answers to queries about social
network data of the users. While such embodiments may
be expected to provide improvements in performance of
such apparatus and methods and/or privacy protection
to such subjects, no particular result is a requirement of
the present invention unless explicitly recited in a partic-
ular claim.
[0008] One embodiment provides a method, e.g. for

protecting privacy in internet-based data queries. The
method includes receiving by an aggregator, via an in-
ternet connection, a plurality of answers from a respec-
tive plurality of users to a query transmitted to the users.
The method further comprises one or more of randomly
sampling, by the aggregator, only a partial group of the
available users; receiving, by the aggregator, the plurality
of answers from the users via an anonymity network;
using, by the aggregator, software verifiable by the users
and/or hardware verifiable by the users; and receiving,
by the aggregator, the plurality of answers from the users,
wherein the answers are encrypted using one-time pad
encryption.
[0009] Another embodiment provides an aggregator
used for protecting privacy in data queries. The aggre-
gator is adapted to receive via the internet a plurality of
answers from a respective plurality of users to a query
transmitted to the users via the internet. The aggregator
is further adapted to one or more of randomly sampling
a predetermined subset of the users, receiving via the
internet the plurality of answers from the users via an
anonymity network, receiving via the internet the plurality
of answers from the users, wherein the answers are en-
crypted using one-time pad encryption; and using soft-
ware verifiable by the users and/or hardware verifiable
by the users.
[0010] Another embodiment provides a software prod-
uct adapted to execute the described method, when the
software product is executed by a computer.
[0011] In some embodiments, the query is directed
from an analyst to the clients, wherein the query may
originate from the analyst.
[0012] In some embodiments, the query is directed
from an analyst to the clients via the aggregator.
[0013] In some embodiments, the aggregator selects
only a partial group of the users, e.g. a proper subset of
the users. In such embodiments the aggregator may drop
or disregard the answers of the users which are not ran-
domly selected.
[0014] In some embodiments, in receiving the plurality
of answers from the users via an anonymity network, the
aggregator may receive the plurality of answers from the
users via the Tor network.
[0015] In some embodiments, the aggregator and one
or more network nodes between the aggregator and the
users use software verifiable by the users and/or hard-
ware verifiable by the users. In some cases, answers
may be sent from the users to the aggregator only if the
one or more network nodes and the aggregator pass a
respective verification test based on the software and/or
hardware used by the one or more nodes and the aggre-
gator, respectively. The software verifiable by the users
may comprise digitally signed software. The hardware
verifiable by the users may comprise hardware including
a route key.
[0016] In some embodiments, the answers are en-
crypted by the user(s) using one-time pad encryption. In
such embodiments the aggregator may combine the plu-
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rality of answers, e.g. by an XOR-operation, wherein from
the combination of the answers the number of answers
having a respective value (e.g. "yes") can be deducted
without reference to the particular user which gave a par-
ticular answer.
[0017] In more detail, in receiving the plurality of an-
swers from the users, wherein the answers are encrypted
using one-time pad encryption, in some embodiments
the aggregator combines the plurality of answers, e.g.
by an XOR-operation, resulting in a first intermediate re-
sult. Preferably, the aggregator receives from a different
aggregator a second intermediate result, which has been
determined by the different aggregator by combining a
plurality of keys, e.g. by an XOR-operation. In various
embodiments, the different aggregator has received the
plurality of keys from the users, each key belonging to a
respective answer of the plurality of answers, by which
the users have encrypted their respective answers using
one-time pad encryption. The aggregator may then com-
bine the first intermediate result and the second interme-
diate result by an XOR-operation, resulting in a final re-
sult.
[0018] The final result indicates the number of answers
having a particular value (e.g. "yes" or e.g. "no"), prefer-
ably without denoting a particular user which gave a par-
ticular answer. Thus, preferably, the answers of the users
are processed into the final result, which may be referred
to herein as the "processed answers".
[0019] The answers, the keys, and the first and the
second intermediate result may be implemented by re-
spective rows of digits in a computational method per-
formed on a computer. Combining the plurality of an-
swers by an XOR-operation, combining a plurality of keys
by an XOR-operation and combining the first intermedi-
ate result and the second intermediate result by an XOR-
operation may further include combining the digits of an-
swers, the keys, the first and the second intermediate
result, respectively.
[0020] In some embodiments, the answers of the users
are organized in the form of buckets, e.g. ranges of an-
swer values.
[0021] In some embodiments, an answer is given by a
user of the plurality of users by setting a flag in the bucket
corresponding to the range which corresponds to a value
of the answer and by resetting a flag a flag in the remain-
ing buckets of the ranges which do not correspond to the
value of the answer. The flag may be, e.g. a digital value,
e.g. "1" or "0", or a Boolean value, e.g. "TRUE" or
"FALSE".
[0022] In some embodiments, the aggregator further
verifies a respective Jacobi symbol of a respective an-
swer of the plurality of answers received from the users,
wherein the answers have been encrypted by the users
by means of the Goldwasser-Micali cryptosystem before
being sent to the aggregator, and/or the aggregator may
re-randomize the answers, preferably by homomorphi-
cally XOR-ing each digit of a respective answer with a
randomly encrypted "0"-digit. Such embodiments may

find particular utility in the case that the aggregator ran-
domly samples only a partial group of the users and/or
receives the plurality of answers from the users via an
anonymity network and/or uses software verifiable by the
users and/or hardware verifiable by the users.
[0023] In some embodiments, the aggregator adds
noisy answers to the answers, until a predetermined pri-
vacy threshold is satisfied. In particular, adding noisy an-
swers to the answers may comprise adding noisy coins
to the answers.
[0024] In some embodiments, in particular after
processing of the answers according to the respective
implementation, the aggregator transmits the answers to
an analyst. The analyst may decrypt and tabulate the
answers received from the aggregator.
[0025] In some embodiments, the query is a one shot
batch query.
[0026] In some embodiments, the query is related to
social network data of the users.
[0027] In some embodiments, the method may be im-
plemented by a plurality of aggregators and/or a plurality
of analysts.
[0028] In some embodiments, the answers are direct-
ed by the users to the aggregator(s) via a further entity,
which may be referred to without limitation as a "ware-
house". In a warehouse query, an analyst query may be
transmitted via the aggregator to the warehouse. The
warehouse may transmit the query to the users so as to
inform the users on the query. Preferably, in a warehouse
query, the answers of the users are transmitted to the
warehouse by repeatedly transmitting, by the users, data
to the warehouse which include the answers to the query.
The warehouse may transmit the answers of the users
to the aggregator, which may then transmit the answers
to the analyst after performing aggregation tasks. Pref-
erably, since the users are informed on the query by the
warehouse each time a query is running, the users are
caused to subtract a privacy deficit on their privacy budg-
et depending on how much answers are transmitted from
the warehouse to the aggregator.
[0029] Various embodiments may be implemented by
the use of hardware, software or combination thereof.

Brief description of the figures

[0030] Features and advantages of various embodi-
ments will be more completely understood by appreciat-
ing the following detailed description of preferred embod-
iments with reference to the figures, wherein

Fig. 1 depicts a schematic block diagram showing an
overview of an embodiment, in which answers
to queries are provided by a user, to an analyst
via an aggregator;

Fig. 2 depicts a schematic block diagram showing an
overview of an embodiment, in which the ag-
gregator of Fig. 1 receives answers via one or
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more network nodes;

Fig. 3 depicts a schematic block diagram showing an
overview of a further preferred embodiment of
the method for protecting privacy in data que-
ries; and

Fig. 4 depicts an example embodiment showing a
flow of answers from a plurality of users to an
analyst,

Detailed description

[0031] Various embodiments are now described with
reference to the drawings, wherein like reference num-
bers are used to refer to like elements throughout. In the
following description, for purposes of explanation, nu-
merous specific details are set forth in order to provide
a thorough understanding of one or more embodiments.
It may be evident, however, that such embodiment(s)
may be practiced without these specific details. In other
instances, well-known structures and devices are shown
in block diagram form in order to facilitate describing one
or more embodiments.
[0032] An objective of various embodiments is to
achieve anonymity of users’ data provided in data que-
ries, in particular data provided in response to queries
about social network data of the users.
[0033] Referring now to Fig. 1, an embodiment is illus-
trated of a method, e.g. for protecting privacy in data que-
ries. Users 1 direct a plurality of answers toward an ag-
gregator 2 via a communication network, e.g. the internet.
The feature "users 1" may refer to a single user 1 or to
one or more users 1 according to the context. Similarly,
if referred to in the singular, the feature "user 1" does not
exclude the implementation by plural users 1.
[0034] Preferably, each user 1 sends one or more an-
swers via the network. Illustratively each user sends one
answer to the aggregator 2. In various embodiments it is
expected that the aggregator 2 has previously sent a que-
ry to the users 1 (not explicitly depicted). In some em-
bodiments the query may originate from an analyst 3 and
if so is preferably directed toward the users 1 via the
aggregator 2.
[0035] In some embodiments the aggregator 2 is con-
figured to select from the users 1 a subset of answers
made available by the users 1. In such cases the aggre-
gator 2 may randomly sample only a proper subset of
the answers from the users 1. In such cases the aggre-
gator 2 may drop, e.g. disregard, the answers of the users
1 for which the answers are not selected. In any case,
the aggregator 2 directs the selected answers from the
users 1 toward an analyst 3.
[0036] In such embodiments as those in which the an-
swers are randomly selected, the social network struc-
ture correlation (in case of social network data queries)
is effectively broken and it is sufficiently computationally
difficult to make inferences about a single user based on

friends of friends of the user 1 such that the anonymity
of the user 1 is effectively protected.
[0037] More generally, preferably, by randomly select-
ing only a subset of the users of which the answers are
considered, the correlation of which user(s) gave which
answer(s) are broken, because it cannot be derived from
the answers, at least in a practical sense, if a particular
user is included into the users of which the answers are
considered, thus providing more privacy to the users.
[0038] Fig. 2 presents another embodiment, in which
the aggregator 2 receives the plurality of answers from
the users 1 via an anonymity network 5. Those skilled in
the pertinent art will appreciate that an anonymity net-
work may be a network of relays connected via the In-
ternet that operate to conceal a user’s location and usage
from anyone conducting network surveillance or traffic
analysis. One such anonymity network 5 is the "Tor" net-
work, wherein a Tor network as such is known in the art
("Tor" originally stood for "The onion router"). Other such
networks include Aqua and i2P. In some embodiments
the function of the anonymity network may be provided
by an anonymous messaging system, such as Riposte.
For the purposes of this discussion and the claims, this
messaging system, and others that provide substantially
similar functionality, are considered an anonymity net-
work.
[0039] Preferably, the anonymity network 5 comprises
one or more intermediate nodes 4 between the users 1
and the aggregator 2. Preferably, one or more interme-
diate nodes 4 and/or the aggregator 2 add a certain delay
into the answers of the users 1, which preferably makes
it more difficult to link a particular answer to a particular
user 1.
[0040] Preferably, by the anonymity network between
the users 1 and the aggregator 2, the users 1 which give
the answers cannot be privatized and/or individualised,
thus enhancing the privacy of the users 1.
[0041] Fig. 3 presents another embodiment in which
the aggregator 2 uses software verifiable by the users 1.
Alternatively, or in combination, the aggregator 2 uses
hardware verifiable by the users 1. Preferably, not only
the aggregator 2, but also one or more further nodes 6a,
6b, 6c (collectively 6) between the users 1 and the ag-
gregator 2 use software verifiable by the users and/or
hardware verifiable by the users. The further nodes 6
may correspond to the intermediate nodes 4 described
with reference to Fig. 2 or may be different from the in-
termediate nodes 4.
[0042] Preferably, answers are sent from the users 1
to the aggregator 2, only if the one or more nodes 6 and
the aggregator 2 pass a respective verification test based
on the software and/or hardware used by the one or more
nodes 6 and the aggregator 2, respectively.
[0043] In more detail, preferably, a user 1 transmits its
answer only to a first node 6a, if the first node 6a passes
a verification test.
[0044] The first node 6a may be a load balancer of the
cloud to which the nodes 6 belong.
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[0045] In some embodiments the verifiability of the
software by the users 1 includes using digitally signed
software.
[0046] In some embodiments the verifiability of the
hardware by the users 1 includes using a route key.
[0047] In embodiments that include use of a route key,
it may be preferable that the route key is included in the
CPU and BIOS of the one or more nodes 6 and the ag-
gregator 2, respectively.
[0048] Thus, in the described example, the first node
6a may be preferably controlled based on the software
and/or hardware used by the first node 6a. In case the
control is performed based on the used software, it is
controlled, if the software used by the first node 6a is
actually the software which the first node 6a is allowed
(e.g. allowed by the users 1 or a network operator) to
use. This control may be provided based on the digital
signature of the used software. In case the control is per-
formed based on the used hardware, it is controlled, if
the hardware used by the first node 6a is actually the
hardware which the first node 6a is allowed (e.g. allowed
by the users 1 or a network operator) to use. This control
may be provided based on the route key of the hardware.
[0049] In an embodiment, in the event that the first
node 6a passes the verification test, the user 1 sends its
answer to the first node 6a, e.g. because the used hard-
ware and/or software corresponds to the allowed soft-
ware and/or hardware.
[0050] In a similar embodiment, the first node 6a per-
forms a verification test on the next node 6b. The first
node 6a transmits the answer of the user 1 to the next
node 6b, only if the next node 6b passes a verification
test based on the software and/or hardware used by the
next node 6b.
[0051] In case the next node 6b does not pass the ver-
ification test, the answer is not transmitted to the next
node 6b. Then, preferably, either the first node 1a per-
forms a verification test on a further node, e.g. node 6c,
and transmits the answer to the further node 6c, in the
event that the further node 6c passes the verification test.
Otherwise, if the further node 6c does not pass the ver-
ification test or if such further node 6c does not exist (or
is not reachable from the first node 6a), the answer is not
transmitted.
[0052] In some embodiments, in the event that the an-
swer is transmitted along the nodes, e.g. 6a, 6b, 6c, the
last node before the aggregator 2, e.g. node 6c, performs
a similar verification test of the aggregator 2 on the con-
dition that the aggregator 2 passes the verification test,
and transmits the answer to the aggregator 2,.
[0053] Thus in some embodiments, by verification of
each node 6 (and the aggregator 2), it may be assured
that an answer is transmitted only on nodes 6, which pass
the verification test, and only to the aggregator 2, on the
condition that the aggregator 2 passes the verification
test.
[0054] Preferably, as described above, the user 1 and
the first node 6a, etc., perform the verification test of the

subsequent nodes (and finally of the aggregator 2).
[0055] Alternatively, the control of a node 6 (and finally
of the aggregator 2) might be provided by a separate
entity, e.g. a third party verifier.
[0056] Preferably, by the use of software and/or hard-
ware verifiability by the users 1, it can be assured that
the nodes 6 and/or the aggregator 2 only use hardware
and/or software which the users 1 agree to use. Protec-
tion may thereby be provided against a possible attacker
which might try to implement (in other words imperson-
ate) the role of a node 6 or of the aggregator 2, since the
attacker can be detected when failing to use approved
hardware and/or software.
[0057] In another embodiment, the analyst 3 also uses
software and/or hardware verifiable by the users 1. In
such embodiments, the respective implementation which
has been described in regard of the nodes 6 and the
aggregator 2 may also apply correspondingly to the an-
alyst 3. In particular, in such embodiments the answers
are transmitted from the aggregator 2 to the analyst 3 on
the condition that the analyst 3 passes a verification test
which might be performed by the aggregator 2 or by a
separate entity.
[0058] Preferably, in case the verification test based
on software and/or hardware "verifiable by the users 1"
is performed not by the users 1 (directly), but by the nodes
6 (e.g. by the first node 6a on the next node 6b), by the
aggregator 2 (e.g. on the analyst 3) or by the separate
entity (on any of nodes 6 etc.), the verification test may
be regarded as being performed by the respective node
6, the aggregator 2 or the separate entity, respectively,
"on behalf of the users 1 ". In particular, the software
and/or hardware is also in this case considered to be
"verifiable by the users 1 ", just the verification by the
users 1 (e.g. on the first node 6a) is prolonged by the
respective nodes 6 on the subsequent nodes 6, etc.
[0059] Preferably, the query refers to actual data. Al-
ternatively, or in combination, the query may refer to pre-
vious data provided by the users.
[0060] Preferably, the data provided by the users are
streaming data, provided as a continuous data stream
from the users 1.
[0061] In some embodiments, the data of the users are
received by the aggregator 2 via a further entity, which
might be termed a "warehouse" (not depicted), and in
such cases the query may be referred to as a "warehouse
query", wherein the warehouse includes data storage.
Preferably, in a warehouse query; the query of the analyst
3 is transmitted, e.g. via the aggregator 2, to the ware-
house, which then transmits the query to the users 1 so
as to inform the users 1 on the query. Preferably, in a
warehouse query, the users 1 send their data including
the answers to the query continuously to the warehouse,
and the warehouse transmits the data of the users 1 as
answers to the query to the aggregator 2, which prefer-
ably sends the answers to the analyst 3.
[0062] In some embodiments, as the users 2 are in-
formed on the query by the warehouse each time a query
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is running, an appropriate privacy deficit can be subtract-
ed by the users 1. The privacy deficit is described in more
detail below.
[0063] Preferably, additional privacy protection is pro-
vided by the aggregator 2, e.g. by rerandomizing the an-
swers before sending the answers to the analyst 3 to
protect against the analyst 3 re-running the same query
repeatedly and observing the pattern of answers. The
aggregator 2 may have knowledge of the count of the
data, and can thus add appropriate noise from a pool of
noisy coins. (Noise addition by noisy coins is described
in more detail below.)
[0064] Preferably, in any of the above-described em-
bodiments, the aggregator 2 verifies a respective Jacobi
symbol of a respective answer of the plurality of answers
received from the users 1, wherein the answers have
been encrypted by the users 1 by means of the Gold-
wasser-Micali cryptosystem before being sent to the ag-
gregator 2. The Goldwasser-Micali cryptosystem is
known to the skilled person, and may be referred to herein
for brevity as Goldwasser-Micali, or simply "GM".
[0065] Further, it may be preferable, in case of any of
the above described embodiments, that the aggregator
2 re-randomizes the answers, e.g. by homomorphically
XOR-ing each digit of a respective answer with a ran-
domly encrypted "0"-digit.
[0066] Fig. 4 presents an embodiment in which the plu-
rality of answers received by the aggregator 2 from the
users 1 are encrypted using one-time pad encryption. In
this embodiment, three users 1 of the plurality of users
1 are depicted explicitly, namely user 1 a, user 1 b and
user 1 c. After receiving a query from the aggregator 2,
each user 1a, 1b and 1c gives one answer, respectively.
User 1a gives answer 7a, user 1 b gives answer 7b and
user 1 c gives answer 7c.
[0067] Preferably, an answer is provided in the form of
a bucket. A bucket in the embodiment described with
reference to Fig. 4 relates, e.g. corresponds, to an entry
in a database, the database being of length of at least
the number of the plurality of users 1. The entry corre-
sponding to the bucket can be either TRUE (e.g. "1 ") or
FALSE (e.g. "0"). Each bucket is indicated by an index.
If a user 1 provides an answer to a query, the user 1
randomly chooses an index and writes its answer, e.g.
TRUE for "yes" or FALSE for "no", into the bucket with
the index chosen by the user 1.
[0068] In other words, preferably, the answers of the
users 1 may be viewed and treated as a database having
a number of buckets (entries) corresponding to at least
the number of the users 1. In the present case, a database
representing the answers has three buckets, because
there are three users 1a, 1b, 1c. Each user 1a, 1b, 1c
writes its answer into a different corresponding bucket,
e.g. a bucket having an index different from the indices
of the other buckets, where the other users write their
answers.
[0069] In greater detail, in the embodiment depicted in
Fig. 4, the answers of the users are given in the form of

"yes" or "no", as a nonlimiting example. In the embodi-
ment of Fig. 4, the aggregator 2 has sent to the users 1
a, 1b and 1c the query, e.g. whether the respective user
is located at a particular location, for example at the place
"Porsche-Platz". Therefore, a user might give the answer
"yes" or might give the answer "no". If a user is at this
place, the user will give the answer "yes" and therefore
puts a TRUE value, e.g. a "1" digit, in one of the buckets
of the answer, wherein the user might choose by itself in
which bucket the user puts the TRUE value. Thus, in the
case the user wants to give the answer "yes", the user
will put one TRUE value in a bucket of his answer. It is
not important, in which one of buckets, the user puts the
TRUE value. The user 1 might choose the bucket (e.g.
the index) randomly or on its own choice. However, every
user 1 a, 1 b, 1 c should select a different bucket to put
its TRUE value answer, if the respective user wants to
give the "yes" answer.
[0070] In the example, depicted in Fig. 4, user 1a wants
to give the answer "yes" and randomly or on its own
choice selects the third bucket to put the TRUE value
into its answer 7a indicating that user 1 a is at the above-
cited place. Similarly, user 1 b also gives the "yes" answer
and chooses the first bucket to put the TRUE value in its
answer 7b. The other buckets of answers 7a and 7b are
filled with FALSE values, e.g. "0" digits, by users 1 a and
1 b, respectively. User 1 c is not at the above cited place
and therefore gives a "no" answer. To do this, user 1 c
does not put any TRUE value in a bucket of answer 7c,
but user 1 c puts a FALSE value in each bucket of answer
7c.
[0071] Then, preferably, each user randomly or on its
own choice chooses a key to encrypt his answer. User
1 a chooses key 8a, user 1 b chooses key 8b and user
1c chooses key 8c. Each user encrypts its answer with
its key, for instance by computing an XOR of the digits
of the respective key with the digits of the respective an-
swer, to produce an encrypted answer. User 1a encrypts
its answer 7a with its key 8a to achieve answer 9a, more
specifically the encrypted answer 9a. In further example,
each digit on a particular position of the answer 7a may
be combined with the respective digit on the same posi-
tion of the key 8a by an XOR ("exclusive or", sometimes
depicted as ⊕) combination, resulting in the digit on the
respective position of the answer 9a. For example, on
the first position, the digit of the answer 7a is "0", on same
position, the digit of the key 8a is "1", and thus the digit
on the same position of the (encrypted) answer 9a is "1 ".
Similarly, user 1 b encrypts its answer 7b with its key 8b,
resulting in (encrypted) answer 9b and user 1c encrypts
its answer 7c with its key 8c to (encrypted) answer 9c.
[0072] In various embodiments, the answers 7a, 7b
and 7c are encrypted by the users 1a, 1b, 1c by means
of one-time pad encryption. In this case, a key 8a, 8b, 8c
is used only one time (once). Further, in a one-time pad
encryption, the length of the key is at least the length of
the answer to be encrypted. For example, the length of
key 8a (namely three digits) is of length of the answer 7a
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to be encrypted. Further, for example, user 1 a uses key
8a only one time, namely for encryption of its answer 7a
into the encrypted answer 9a. This means, user 1a will
not use the key 8a (namely the depicted "1", "0", "1") for
encrypting another answer of user 1a, which the user 1a
might provide on a further query (which is not further de-
scribed and depicted here). Similarly, users 1b and 1 c
use their respective keys 8b and 8c only once, namely
for answer 7b and 7c, respectively, and not a second
time for possibly further answers. Further, it is noted that
each user only knows its own key. Therefore, for example
the key 8a used by user 1 a is not known to users 1b and
1c. Therefore, the keys 8a, 8b, 8c are in general not iden-
tical. It is noted, that while the keys 8a, 8b, 8c are depicted
with only three digits each for simplicity in Fig. 4, usually
a key is expected to comprise much more digits, e.g. 100,
1000 or 10000 digits, so that keys which are provided by
different users will normally be different, because the
chance that two keys each composed of e.g. 1000 digits
are identical is almost zero.
[0073] Then, preferably, each user 1 a, 1 b, 1 c provides
its respective (encrypted) answer 9a, 9b, 9c to the ag-
gregator which is specified by reference sign 2a in Fig.
4. This is, because in Fig. 4, there are two aggregators,
namely 2a and 2b. Aggregator 2b receives from users 1
a, 1b and 1 c the respective key 8a, 8b, 8c.
[0074] This means, each user 1a, 1b, 1c sends its re-
spective (encrypted) answer 9a, 9b, 9c to the aggregator
2a and each user 1 a, 1 b, 1 c sends its respective key
8a, 8b, 8c to the further aggregator 2b.
[0075] This means, aggregator 2a receives only the
(encrypted) answers 9a, 9b and 9c and aggregator 2b
receives only the keys 8a, 8b and 8c from the users 1 a,
1b and 1 c, respectively.
[0076] Preferably, the aggregators 2a and 2b do not
collide, this means they are independent from each other,
in the sense that none of them can access the data re-
ceived by the other without its consent.
[0077] Further, in the embodiment depicted in Fig. 4,
aggregator 2a combines the three (encrypted) answers
9a, 9b and 9c by an XOR combination, resulting in a first
intermediate result 10a. For example, the first digit of
(encrypted) answer 9a is "1", the first digit of (encrypted)
answer 9b is "0" and the first digit of (encrypted) answer
9c is "0." Thus, since "1" XOR "0" XOR "0" is "1", the first
digit of the intermediate result 10a is "1". The second and
the third digits of the encrypted answers 9a, 9b, 9c are
combined correspondingly.
[0078] Similarly, in the embodiment depicted in Fig. 4,
aggregator 2b combines the keys 8a, 8b, 8c by an XOR
combination into the intermediate result 10b.
[0079] Then, preferably, aggregator 2a receives the in-
termediate result 10b from aggregator 2b. Preferably, ag-
gregator 2a combines its own intermediate result 10a
with the intermediate result 10b received from the further
aggregator 2b into the final result 11a, preferably by an
XOR combination. This means, each digit of intermediate
result 10a is combined by an XOR combination with the

respective digit (on respective same position) of interme-
diate result 10b.
[0080] In the embodiment depicted in Fig. 4, the final
result 11 achieved by aggregator 2a is the row of buckets
including digits "1", "0", "1". By this, aggregator 2a deter-
mines that there are two users amongst the users 1 a, 1
b, 1 c which gave the answer "yes", and one user which
gave the answer "0", because there are two "1" in the
answer ("1" stands for "yes") and one "0" ("0" stands for
"no").
[0081] However, from the final result 11 a, it cannot be
determined which user 1 a, 1 b, 1 c gave which answer,
because the correlation of the position of the "1" into the
final result 11 a to a particular user 1a, 1b, 1c cannot be
determined.
[0082] In other words, preferably, the aggregator 2a is
not able to determine which user 1 a, 1 b, 1 c wrote to
which index of the database (using the terminology that
an answer corresponds to a database and a bucket is
indicated by an index).
[0083] Preferably, the further aggregator 2b receives
the first intermediate result 10a from the aggregator 2a
and similarly combines its own second intermediate re-
sult 10b with the received intermediate result 10a into
final result 11 b, preferably by an XOR combination. The
final result 11 b should and usually will correspond to the
final result 11a, as both are achieved by the XOR com-
bination of the first and the second intermediate result
10a, 10b.
[0084] Preferably, the aggregator 2a transmits the final
result 11 a to analyst 12. The analyst may also or alter-
natively receive the final result 11 b from aggregator 2b,
e.g. for redundancy providing more security (e.g. against
loss of data, or wrong calculation).
[0085] In this context, it is noted that the role of the
aggregators 2a, 2b might be exchanged. Further instead
of two aggregators 2a, 2b, two servers of one aggregator
2 might be used, e.g. a first server 2a and a second server
2b. In this case the reference signs in Fig. 4 would relate
to the first server 2a and the second server 2b.
[0086] Preferably, by the implementation as described
with reference to Fig. 4, information theoretic anonymity
is provided, which means that even given unlimited com-
putation resources and time, it is impossible for an at-
tacker to de-anonymize an individual user.
[0087] Preferably, in any of the described embodi-
ments, the answer of a user 1 is implemented in the form
of buckets.
[0088] In a preferred embodiment, a bucket relates to
the value of the answer, wherein the value of the answer
may be one of two Boolean values, e.g. "yes" or "no",
true or false, etc.
[0089] In other embodiments the value of the answer
is a certain amount, for example an amount of years, an
amount of money (e.g. related to the income). Each an-
swer might include a row of three buckets. A bucket is
related to a range of a plurality of ranges within a data-
base, and is preferably indicated with an index. The range
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of a bucket may correspond to the value of the answer.
In one nonlimiting example, the query demands the age
of the user, for which the answer is 62 years. The ranges
of the three buckets are: in the first (left) bucket between
0 and 50 years, in the second (middle) bucket between
51 years and 100 years and in the third (right) bucket
between 101 and 130 years. Therefore, the correct value
of the answer being 62 years lies in the second range of
an age between 51 and 100 years. Therefore, the second
(middle) bucket of the answer includes a TRUE value,
e.g. "1" digit, indicating that this range (namely between
51 and 100 years) corresponds to the value of the an-
swer. Therefore the answer of the user is implemented
as a row of a first bucket with a FALSE value, e.g. "0"
digit, a second bucket with a TRUE value, e.g. "1" digit,
and a third bucket with a FALSE value, e.g. "0" digit.
[0090] Preferably, since the user can only put either a
"0" of "1" into a bucket to provide an answer, a protection
against pollution answer attacks is provided. A pollution
answer may be defined as an answer which is totally
wrong, thus disturbing the result of the query too much.
[0091] For example, such an answer would be that the
age of a user is 200 years to the query in regard of the
age of the user. However, in this example, each bucket
of a possible answer relates to a range of a plurality of
ranges, e.g. a first bucket relates to a range of an age
between 0 and 50 years, a second bucket relates to an
age of 51 to 100 years, a third bucket relates to an age
of 101 to 130 years. Since the user can only put a "1"
into the bucket of a certain range (e.g. age between 0 -
50, 51 - 100, 101 - 130), the answer cannot be given with
a value exceeding the proposed ranges. Therefore, an
answer indicating an age of 200 years cannot be given.
[0092] Preferably, in any of the above described em-
bodiments, the user encrypts the answer using Gold-
wasser-Micali.
[0093] Preferably, in any of the above described em-
bodiments, the user generates differentially private noisy
coins. Noisy coins may be also referred to simply as
coins, and may be understood to be a form of noise.
[0094] A noisy coin is a construct that may be used to
introduce a degree of randomness in answers provided
by responders to provide deniability to a particular re-
sponder regarding his or her answer. For instance, a re-
sponded may figuratively flip a coin and answer truthfully
if the coin flip yields "tails". But if the flip result is "heads",
the responder flips a second coin, and responds "yes" if
heads, and "no" if tails. Thus each individual responder
has plausible deniability regarding his/her response. The
combination of the first coin flip and the conditional
changing of the result of the first coin flip is sometimes
referred to as a "noisy coin". Interpretation of a set of
responses relies on knowledge of the randomization
process.
See, e.g. Cynthia Dwork and Aaron Roth, "The Algorith-
mic Foundations of Differential Privacy", Foundations
and Trends in Theoretical Computer Science, Vol. 9,
Nos. 3-4 (2014) pp 211-407 (DOI:

10.1561/0400000042), and Christopher Ferrie and Rob-
in Blume-Kohout, "Estimating the bias of a noisy coin",
AIP Conference Proceedings 31st. Eds. Philip Goyal, et
al. Vol. 1443. No. 1. AIP (2012).
[0095] Preferably, this noise when added to an answer
makes the answer less correct. Thus, on the one hand,
answers to which noise is added, makes the query less
efficient, because the result of the query is disturbed. On
the other hand, noise added to the answers provides
more anonymity to the users, because the correlation
between a particular answer and the particular user
which gave this answer is less clear. In other words, by
the noise added to the answer, the answer appears
"wrong" to a certain degree. Therefore, it is statistically
less possible to derive who gave this answer. Neverthe-
less, despite the noise added to the answers, statistically
the query in regard of a plurality of answers provides
results which are sufficiently useful for a survey. The per-
son skilled in the art knows the implementation of adding
noisy coins to answers so as to achieve what is called
differential privacy.
[0096] Preferably, in any of the above described em-
bodiments, the aggregator 2 adds noisy coins to the an-
swers, until a predetermined privacy threshold is satis-
fied.
[0097] In more detail, preferably, the aggregator 2 de-
termines whether the sum of the answers is greater than
a pre-defined privacy threshold. If the sum of the answers
is not greater than the privacy threshold, then the aggre-
gator 2 re-randomizes the answers and/or adds noisy
coins to the answers to satisfy the privacy threshold.
[0098] In one embodiment, adding (noisy) coins to an
answer is implemented as follows: The aggregator 2
maintains a pool of coins which is used and shared across
the queries for a single analyst 3 for the noisy addition.
Each user 1 periodically generates an encrypted unbi-
ased coin, e.g. using the Goldwasser-Micali bit crypto-
stream, by randomly generating a value and encrypting.
To defend against malicious users 1 (users which give a
huge amount of answers which do not reflect the reality
in an important degree, e.g. the age of a user would be
200 years old) the aggregator 2, when receiving the coin
from the user 1, verifies the Jacobi symbol and drops
coins which don’t pass the verification; the aggregator 2
then blindly re-flips the coin by multiplying with the ag-
gregator’s 2 own unbiased coin plus a modulo operation.
[0099] Preferably, by encrypting the answer using
Goldwasser-Micali by the user 1, the encryption ensures
a different ciphertext even for the same plaintext. This is
efficient and scales nicely as the encryption is encrypting
a single bit.
[0100] Preferably, the aggregator 2 checks the legiti-
macy of the answer from the user 1, until the data is
extracted from the data, e.g. during a random sampling
phase. The aggregator 2 verifies the Jacobi symbol is
equal to ’+1’ and may discard answers which don’t pass.
[0101] In some embodiments, the number of (noisy)
coins is determined as n = [(64ln(2c)/ε2] + 1, wherein c
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is the minimum number of clients to query, and wherein
ε is a privacy parameter. This relationship implies that
for a lower value of ε, a larger number of coins is needed
to ensure privacy of the users 2. In some cases, it may
be preferable to provide that at least this number n of
coins is added to each and every bucket to provide a
sufficient degree of anonymity to the users 1.
[0102] In the following description, an "epoch" is de-
fined as a time period over which a standing query re-
mains. In other words, an epoch may be viewed as the
execution interval of a query.
[0103] Preferably, the implementation of adding noisy
coins considers the following scenarios:
[0104] In a one embodiment, termed without implied
limitation as "bursty window", many users 1 reply to the
query. The aggregator 2 receives more than c answers
before the epoch defined by the analyst 3 ends. Then
the aggregator 2 provides the answers (including noisy
coins) to the analyst 3 and informs the analyst 3 that a
shorter epoch was achieved.
[0105] In some embodiments, in the event that fewer
than c answers are received before the end of the epoch,
the aggregator 2 may either wait until more answers are
received, thus extending the epoch, or the aggregator 2
may add additional noise (thus implying a lower ε). The
choice may be based on agreement with the analyst 3
on how to handle this situation.
[0106] In some embodiments, in the event that there
are enough answers within the epoch, the aggregator 2
receives c answers with the specified epoch. The aggre-
gator 2 then provides the answers (including noisy coins)
to the analyst 3.
[0107] In some embodiments, portions of the de-
scribed methods may be implemented in the Apache Kaf-
ka platform. Those skilled in the pertinent art will appre-
ciate that Apache Kafka is an open-source stream
processing platform developed by the Apache Software
Foundation that may provide a unified, high-throughput,
low-latency platform for handling real-time data feeds.
Kafka may be implemented on a cluster of one or more
servers, e.g. the analyst 3. The Kafka cluster stores
streams of records received from "producers" in catego-
ries called "topics". Within this framework, answers re-
ceived from the users 1 may be treated as record streams
and written to a Kafka topic. The Kafka platform typically
organizes received records as tuples. In some embodi-
ments a sliding window is used to select a portion of the
received answers received within the window. The sliding
window is used to read windowed answers and write the
tuples within the window to a new topic. The frequency
of incoming data-is-tracked in order to determine the win-
dow for the addition of the noisy coins as described
above. In some embodiments Little’s law may be used.
Those skilled in the art will appreciate that Little’s law,
sometimes expressed as < = λw, asserts that the time
average number of customers in a queueing system, <,
is equal to the rate at which customers arrive and enter
the system, λ, times the average sojourn time of a cus-

tomer, w. Applied to the present context, the epoch is
used as the sojourn time. A desired throughput λ is thus
</epoch. Further, answers are read from a new Kafka
topic (once counted), and noise is added as described
above based on.the incoming frequency.
[0108] In some embodiments, the users 1 receive the
query, and predetermined values of ε, <, and the epoch
from the aggregator 2. Preferably, the users 1 maintain
their privacy deficit, even if the aggregator 2 tries to send
junk data.
[0109] Preferably, if ε is too small, then the answers
are noisy and privacy is observed. If ε is too large, then
the privacy budget is depleted faster than expected. How-
ever, privacy is still preserved. The users 1 may subtract
epsilon and delta from their privacy deficit. Delta may be
approximated to 1/c.
[0110] Further, the aggregator 2, after processing of
the answers according to the respective implementation
as described above, may transmit the processed an-
swers to an analyst 3. The analyst 3 preferably decrypts
and tabulates the answers received from the aggregator
2.
[0111] Preferably, the aggregator 2 adds a small ran-
dom delay when sending the answers (data and coins)
to the analyst 3.
[0112] The aggregator 2 may inform the analyst 3 of n
(number of coins) added to each bucket.
[0113] The analyst 3 may decrypt the data and coins.
[0114] Then for each bucket the analyst 3 may sum
the plaintext values and subtract n/2 to get the noisy ag-
gregate answer.
[0115] Preferably, in any of the described embodi-
ments, the method provides scalability in regard of the
number of users 1 which are added to participate in the
query.
[0116] Preferably, in any of the described embodi-
ments, the method provides scalability in regard of the
number of the queries which are running.
[0117] Preferably, in any of the described embodi-
ments, the method allows for client churn ("client" means
"user"), which means that users 1 may enter (being on-
line) and leave (being off-line) without the need to re-start
the query.
[0118] Preferably, in case the query is related to social
network data, by randomly sampling and further prefer-
ably by adding noisy coins to the answers until the privacy
threshold is reached, the method ensures that the social
correlation links are broken, so that correlating friends or
friends of friends is not sufficient to de-privatize an indi-
vidual.
[0119] Preferably, the query is a one shot batch query.
This means, the query is related to data which is given
at a particular moment, in contrast to data which is given
as a continuous data stream. In a one shot batch query,
the answers of the users 1 reflect the data of the users
1 at a particular moment. E.g. the answer to the query,
which user 1 is at a particular place, reflects the users 1
which are at the place at a particular moment when the
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query is sent to the users 1. Preferably, in a one shot
batch query, the user data is assumed to be static, and
further preferable the aggregate result (the result re-
trieved from the answers) remains unchanged during the
course of the query execution, e.g. one hour, one day.
[0120] In other preferred embodiments, the query is a
streaming query, which is a query which concerns
streaming data. A streaming query concerns data which
are continuously provided by the users 1, e.g. providing
continuously data about web sites being visited by users
1 which might enter and leave a particular web site with
the time going by.
[0121] In a preferred embodiment, the query is related
to social network data of the users 1.
[0122] Preferably, the aggregator 2 is adapted to be
used for the implementation of the described method for
protecting privacy in data queries.
[0123] In particular, the aggregator 2 may be adapted
to receive a plurality of answers from a respective plurality
of users 1 to a query transmitted to the users 1 and may
be further adapted to one or more of: randomly sampling
a predetermined amount of the users 1; receiving the
plurality of answers from the users 1 via an anonymity
network 5; receiving the plurality of answers from the
users 1, wherein the answers are encrypted using one-
time pad encryption; and using software verifiable by the
users 1 and/or hardware verifiable by the users 1. Herein
and in the claims, "randomly sampling" and similar phras-
es mean that a proper subset, e.g. some but not all, of
the answers are selected, e.g. by a random or pseudo-
random selection process.
[0124] Further, a software product is claimed which is
adapted to execute the described method for protecting
privacy in data queries, when the software product is ex-
ecuted by a computer.
[0125] The computer may be implemented as a single
unit, a stand-alone device, or within a database, integrat-
ed in another computer and/or within a computer net-
work. The computer may be implemented through the
use of hardware, software and/or hardware capable of
executing software in association with appropriate soft-
ware. The computer may be included into the aggregator
2.
[0126] More specifically, the computer can be com-
prised or implemented by circuit-based processes, in-
cluding possible implementation as a single integrated
circuit, such as an ASIC (= Application Specific Integrated
Circuit) or such as an FPGA (= Field Programmable Gate
Array), a multi-chip module, a single card, or a multi-card
circuit pack. The functions of the computer may be im-
plemented as processing blocks in a software program.
Such software may be employed in a digital signal proc-
essor, micro-controller, or general-purpose computer im-
plemented as a single device or integrated in a computer
network.
[0127] The computer may comprise program code em-
bodied in tangible media, such as magnetic recording
media, optical recording media, solid state memory, flop-

py diskettes, CD-ROMs, hard drives, or any other ma-
chine-readable storage medium, wherein, when the pro-
gram code is loaded into and executed in the computer,
the computer becomes an apparatus used for practicing
the invention.

Claims

1. A method for protecting privacy in data queries, the
method comprising:

receiving, by an aggregator (2), from a plurality
of users (1) via an anonymity network, a corre-
sponding plurality of answers to a query trans-
mitted to the users (1) via the internet; and
controlling said aggregator with software and/or
hardware verifiable by the users via the internet.

2. The method of claim 1, wherein the answers are en-
crypted using one-time pad encryption.

3. The method of claim 1, wherein the anonymity net-
work comprises the Tor network.

4. The method according to claim 1, wherein using, by
the aggregator (2), software verifiable by the users
(1) and/or hardware verifiable by the users (1) com-
prises:

using, by the aggregator (2) and one or more
nodes (6, 6a, 6b, 6c) between the aggregator
(2) and the users (1), software verifiable by the
users (1) and/or hardware verifiable by the users
(1).

5. The method according to claim 4, wherein answers
are sent from the users (1) to the aggregator (2) on
the condition that the one or more nodes (6, 6a, 6b,
6c) and the aggregator (2) pass a respective verifi-
cation test based on the software and/or hardware
used by the one or more nodes (6, 6a, 6b, 6c) and
the aggregator (2), respectively.

6. The method of claim 1 or claim 4, wherein using soft-
ware verifiable by the users (1) comprises using dig-
itally signed software; and wherein using hardware
verifiable by the users (1) comprises using hardware
including a route key.

7. The method of claim 2, further comprising

combining, by the aggregator (2, 2a), the plural-
ity of answers by an XOR-operation resulting in
a first intermediate result (10a);
receiving, by the aggregator (2, 2a) from a fur-
ther aggregator (2b), a second intermediate re-
sult (10b), which is achieved by the further ag-
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gregator (2b) by combining a plurality of keys
(8a, 8b, 8c) by an XOR-operation, wherein the
further aggregator (2b) has received the plurality
of keys (8a, 8b, 8c) from the users (1, 1a, 1c,
1d), each key (8a, 8b, 8c) corresponding to a
respective answer (9a, 9b, 9c) of the plurality of
answers, by which the users (1, 1a, 1b, 1c) pre-
viously encrypted their respective answers (7a,
7b, 7c) using one-time pad encryption; and
combining, by the aggregator (2, 2a), the first
intermediate result (10a) and the second inter-
mediate result (10b) by an XOR-operation, re-
sulting in a final result (11a).

8. The method of claim 7, wherein the answers (7a, 7b,
7c; 9a, 9b, 9c), the keys (8a, 8b, 8c), and the first
and the second intermediate results (10a, 10b) are
implemented by respective rows of digits, and
wherein combining the plurality of answers (9a, 9b,
9c), a plurality of keys (8a, 8b, 8c), the first interme-
diate result (10a) and the second intermediate result
(10b) comprises combining the corresponding digits
of the answers (9a, 9b, 9c), the keys (8a, 8b, 8c),
and the first and the second intermediate results
(10a, 10b), by an XOR-operation, and wherein en-
crypting the answers (7a, 7b, 7c) using one-time pad
encryption comprises combining the digits of the an-
swers (7a, 7b, 7c) with the digits of the respective
keys (8a, 8b, 8c) by an XOR-operation.

9. The method of claim 1, wherein the answers of the
users (1) are each represented by an entry in a cor-
responding indexed location of a database.

10. The method according to claim 9, wherein each in-
dexed location corresponds to a range of a plurality
of ranges of answers, and wherein a particular user
(1) of the plurality of users provides its respective
answer by storing a TRUE value in the indexed lo-
cation corresponding to the range that includes the
value of said answer, and by storing a FALSE value
in each indexed location of the database that does
not correspond to the value of said answer.

11. The method according to claim 1, wherein the meth-
od further comprises one or more of:

verifying, by the aggregator (2), a respective
Jacobi symbol of a respective answer of the plu-
rality of answers received from the users (1),
wherein the answers are previously encrypted
by the users (1) using a Goldwasser-Micali cryp-
tosystem; and
rerandomizing the answers by the aggregator
(2).

12. The method according to claim 1, further comprising:

adding, by the aggregator (2), noisy coins to the
answers until a predetermined privacy threshold
is satisfied.

13. The method according to claim 1, wherein the query
is a one shot batch query.

14. An aggregator (2) used for protecting privacy in data
queries, the aggregator (2) being adapted to:

receive via an anonymity network a plurality of
answers from a respective plurality of users (1)
to a query transmitted to the users (1) via the
internet; and
operate using software and/or hardware verifi-
able by the users via the internet.

15. A software product adapted to execute the method
according to claims 1 - 13, when executed by a com-
puter.
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