
Printed by Jouve, 75001 PARIS (FR)

(19)
E

P
3 

35
8 

83
8

A
1

TEPZZ¥¥588¥8A_T
(11) EP 3 358 838 A1

(12) EUROPEAN PATENT APPLICATION

(43) Date of publication: 
08.08.2018 Bulletin 2018/32

(21) Application number: 18151560.2

(22) Date of filing: 15.01.2018

(51) Int Cl.:
H04N 7/15 (2006.01) G06F 17/30 (2006.01)

G10L 15/00 (2013.01)

(84) Designated Contracting States: 
AL AT BE BG CH CY CZ DE DK EE ES FI FR GB 
GR HR HU IE IS IT LI LT LU LV MC MK MT NL NO 
PL PT RO RS SE SI SK SM TR
Designated Extension States: 
BA ME
Designated Validation States: 
MA MD TN

(30) Priority: 02.02.2017 US 201715423028

(71) Applicant: Mitel Networks, Inc.
County of New Castle, DE 19801 (US)

(72) Inventor: Carino, Eric N.
SunnyVale, CA California 94085 (US)

(74) Representative: McDougall, James et al
Venner Shipley LLP 
200 Aldersgate
London EC1A 4HD (GB)

(54) VOICE COMMAND PROCESSING FOR CONFERENCING

(57) An example method includes receiving at a con-
ference bridge media from a plurality of participants dur-
ing a conference session and mixing the media received
from the plurality of participants to provide mixed media.
At least one utterance of the mixed media is parsed using
natural language processing to determine a command

and at least one subject or object associated with the
command. The method also includes invoking a selected
conference function during the conference session
based on the determined command and each identified
subject or object.
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Description

TECHNICAL FIELD

[0001] This disclosure relates generally to processing
voice commands for a conference call.

BACKGROUND

[0002] Telecommunication conference services are
commonly used to conduct meetings among participants
distributed across different locations. For example, by
calling a conference bridge number and entering either
the host code or a conference code, all of the conference
callers are bridged onto the conference call, which may
include bridging of audio and/or audio-video. In some
cases, the conference call may be integrated with an on-
line service that enables desktop and application sharing
as well as other advanced conferencing tools, such as
recording, muting and unmuting, adding/dropping partic-
ipants, conducting a sidebar, instant messaging, as well
as other related access and management functions.

SUMMARY

[0003] This disclosure relates generally to processing
voice commands for a conference call.
[0004] One example provides a method that includes
receiving at a conference bridge media from a plurality
of participants during a conference session and mixing
the media received from the plurality of participants to
provide mixed media. At least one utterance of the mixed
media is parsed using natural language processing to
determine a command and at least one subject or object
associated with the command. The method also includes
invoking a selected conference function during the con-
ference session based on the determined command and
each identified subject or object.
[0005] Another example provides a conference sys-
tem. The conference system includes a mixer to mix me-
dia received from a plurality of participants and to provide
mixed media data during a conference session. A natural
language processing (NLP) engine parses at least one
utterance of the mixed media using natural language
processing to determine a command and at least one
subject or object associated with the command. A con-
ference manager invokes a selected conference function
for execution during the conference session based on
the determined command and each identified subject or
object.

BRIEF DESCRIPTION OF THE DRAWINGS

[0006]

FIG. 1 depicts an example of a conferencing system
implementing NLP.
FIG. 2 depicts an example of an intra-conference

voice command processing subsystem for activating
conferencing functions.
FIG. 3 depicts an example of a command library.
FIG. 4 is a flow diagram illustrating an example of a
method for processing voice commands for a con-
ference call.

DETAILED DESCRIPTION

[0007] This disclosure relates to processing voice
commands for a conference call. Conferencing systems
and methods monitor (e.g., in real time) mixed media
data containing voice audio for a plurality of participants
during a conference call. Natural language processing
(NLP) is performed on one or more utterances (e.g., de-
tected snipped of voice audio) that is extracted from the
mixed media data to determine a command and at least
one subject or object associated with the command. The
selected conference function is invoked during the con-
ference call based on the determined command and each
identified subject or object. In some examples, the con-
ference function is invoked automatically or, in other ex-
amples, the conference function is invoked in response
to a user input entered by a participant. For instance, a
request may be sent to one or more participants to which
the conference function is to be applied or to a leader/host
participant, which can vary depending on the function.
[0008] The command being invoked corresponds to a
selected conferencing function and the subject or object
is a participant and/or resource to which the command
applies. For example, the conferencing function is se-
lected from set of predefined conferencing functions,
such as relating to controlling flow of audio or audio-video
or controlling integrated online services (e.g., desktop
and application sharing). By invoking selected confer-
ence functions based on NLP of the mixed audio conver-
sation among participants, conference functions can be
predictively applied during the conference call with little
or no user input. As a result, conferencing functions can
be executed more efficiently and the overall user expe-
rience improved.
[0009] FIG. 1 depicts an example of a conference sys-
tem 10. The conference system 10 provides a platform
to enable collaboration among a plurality of participants
12 during a conference session. As used herein, a con-
ference session (also described herein to as a confer-
ence call) refers to any communication session among
a group of participants that involves sharing one or more
type of media that is communicated, at least in part, dur-
ing the respective session. In the examples disclosed
herein, the conference session includes an audio voice
conferencing that involves at least communication of au-
dio conferencing data among participants, and may also
include video data, graphical media, short message serv-
ice (SMS) messaging, online chat as well as one or more
other forms of communication.
[0010] Each participant 12 utilizes one or more end-
point resources in a conference call. During a conference
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session, for example, one or more endpoint resources
associated with each of the participants 12 is connected
via network 14 to a conference server, which is imple-
mented and managed by the conference system 10. Ex-
amples of endpoint resources include hardware and/or
software, such as desktop phones, softphones, mobile
phones, web browsers, a virtual phone (e.g., software
executing on a computer), audio-videophones or any oth-
er devices that originate and/or terminate a media
stream.
[0011] Each endpoint resource that is configured to
communicate audio during a conference session em-
ploys a codec for communicating its audio to a confer-
ence bridge implemented by the conference system. Dur-
ing the call, a given endpoint resource thus may commu-
nicate audio, video and/or other forms of media over one
or more connections via the network 14. In some exam-
ples, a participant may use multiple different endpoint
resources and concurrently connected to the conference
session and associated with such participant, such as
for communicating different types of media. In other ex-
amples, a single endpoint resource associated with the
participant may be configured to communicate multiple
types of media with the conference server, concurrently
or sequentially, during the conference session.
[0012] The network 14 can include any arrangement
of local networks and public networks, such as including
physical connections (e.g., wired, optical fiber) and/or
wireless connections (e.g., cellular, WiFi, WiMan). The
types and arrangement of connections that provide the
network 14 will vary according to the type and location
of each of the endpoint resources that the participants
12 use to connect to the conference system 10, and the
type and location of the conference system.
[0013] As an example, the conference system 10 may
be implemented as a private (e.g., single tenant) enter-
prise conference system. As another example, the con-
ference system 10 may be implemented as a cloud-
based system, such as a single or multi-tenant system.
As yet another example, the conference system 10 may
be implemented as a hybrid cloud system in which some
of the conferencing functions are premise-based (e.g.,
at a local enterprise conference server) and one or more
other conference functions are implemented in a com-
puting cloud. Regardless of the architecture for the con-
ference system 10, the conference system includes hard-
ware and/or software to communicate media to and from
participants 12 using one or more connections with the
network 14, which connection(s) provides an aggregate
bandwidth for communicating conference media. The
hardware and/or software forming the conference sys-
tem may be all co-located, such as at a central confer-
ence server, or it may be distributed across a plurality of
conference servers.
[0014] In the example of FIG. 1, the conference system
10 includes a conference manager 16 that is configured
to control operation of hardware and software implement-
ed by the conference system. For example, the confer-

ence manager 16 can be implemented as including hard-
ware and/or software that directs other hardware and
software in the conference system to execute tasks at
appropriate times. The conference system 10 may sup-
port any number of one or more conference sessions
concurrently, each of which can include a number of par-
ticipants 12. In some examples, a single conference ses-
sion may include multiple conference bridges that the
conference manager 16 controls to combine and distrib-
ute media for participants that are connected to each
such conference bridge. A given connection thus may
itself include a stream of media from a single participant
or it may include mixed media stream from two or more
participants up to and including all participants of the re-
spective conference session.
[0015] As an example, the conference manager 16
controls and maintains connections with participant end-
point resources involved in one or more conference me-
dia sessions as well as controls the flow of media and
other data associated with each conference session. The
conference manager 16 also controls various conferenc-
ing functions 18, demonstrated as Function 1 through
Function N, where N is a positive integer. For example,
some controls and/or functions 18 implemented by the
conference manager 16 are implemented in an automat-
ed fashion associated with establishing and maintaining
the conference call session. Other controls and functions
18 implemented by the conference manager 16 may be
implemented in response to requests or commands and
related responses. For instance, as disclosed herein, the
conference manager 16 may implement conferencing
functions 18 based on commands determined by an NLP
engine 20 (e.g., determined by continuously monitoring
mixed media during the session). Additionally or alterna-
tively, the conference manager 16 may make execution
of some requests or commands to perform functions 18
during a given conference session responsive to a user
input, such as made via an input user interface (e.g., a
human machine interface) of a participant endpoint re-
source that is connected with the given conference ses-
sion.
[0016] The conference manager 16 may also control
a media mixer 22 during a conference session. The me-
dia mixer 22 can be implemented as a hardware and/or
software that receives media from one or more partici-
pants (e.g., from associated endpoints) 12, either directly
or via a conference bridge. The media mixer 22 mixes
the received media and transmits the mixed media to one
or more participants for the respective conference ses-
sion. As an example, the mixer 22 can be implemented
as or include one or more switches that connect via the
network 14 to endpoint connections directly or through
one or more other conference bridges for communicating
media to and from the participants 12. For instance, the
conference manager 16 can control which active partic-
ipants 12 receive the mixed media and provide the mixed
media for their respective users. The same mixed media
may be transmitted to all participants during the confer-

3 4 



EP 3 358 838 A1

4

5

10

15

20

25

30

35

40

45

50

55

ence session. In other examples, the conference man-
ager may selectively control the mixer to provide different
media to different participants of the same conference
session.
[0017] The NLP engine 20 monitors the mixed media
provided by media mixer 22 and parses utterances pro-
vided in the mixed media stream. NLP engine 20 detects
words within one or more utterances to determine a con-
ceptual "meaning" (e.g., the speaker’s intent) by analyz-
ing their grammatical relationship and relative context,
which may include analysis in relation to one or more
other utterances. In the context of the conference system
10, the NLP engine 20 parses one or more utterances to
detect a spoken command word or phrase along with an
identity of one or more subjects or objects that are asso-
ciated with the command.
[0018] As an example, the NLP engine 20, in parsing
an utterance, detects words within the utterance(s) in the
mixed media stream provided by media mixer 22. Thus
an utterance may be spoken by one or more persons.
The NLP engine performs speech recognition to detect
words in each utterance based on voice audio provided
in the mixed media stream. Detected words may be
stored as text in memory. In addition to detecting words
in an utterance, metadata associated with each extracted
utterance can also be stored in memory of the conference
system for use by a NLP engine 20. Such metadata can
include, for example a start time and an end time asso-
ciated with each extracted utterance.
[0019] The metadata associated with an utterance can
also include an identification of a participant who is
speaking the utterance, such determined from the media
received from the participants. Various mechanisms may
be used, individually or collectively, to determine which
participant or participants are speaking. For instance, the
conference manager 16 can tag the media data with an
identity of a respective participant from where the utter-
ance originates, such as based on monitoring input con-
nections to the media mixer. For known users, speech
recognition on media may be used to identify participants.
Additionally or alternatively, the identity of one or more
participants may be ascertained from context determined
based on speech recognition in the NLP engine 20. For
example, if one participant says, "Joe, what do you think
about that?" The NLP engine 20 can determine that the
next person to speak is "Joe" and assign a corresponding
identity to such participant and associated media stream.
[0020] As a further example, participants of a confer-
ence session may be pre-registered, such as in response
to accepting an invitation to the conference session. The
pre-registration information, such as may include an
email address, name, phone number or the like, can be
stored in memory for the conference session in advance
of the conference. As a given participant 12 connects to
the conference session via a given connection, confer-
ence manager 16 can associate the connection with a
given participant. The conference manager thus may
store the associated participant identify information that

is provided as part of the pre-registration and/or joining
process in memory as participant data. In addition to a
participant identity, a name associated with a participant
or a group of participants can also be stored in memory
for a given conference session. Examples of participant
identify information can include a phone number from
which the participant called in, an email address associ-
ated with a participant or other information that may be
entered into the conference session (e.g., via a graphical
user interface on a web based system). In yet another
example, a host of a leader of a conference session can
manually enter participant information into one or more
data entry fields of a GUI that the conference manager
provides to the host. In some examples, when a partici-
pant is identified as speaking, the conference manager
16 may also activate a status function (e.g., one of the
functions 18) to display participant status on an online
display (e.g., a web service) during the conference ses-
sion.
[0021] The metadata, such as including participant ID
and related utterance time information, thus can facilitate
further analysis and processing of the words and phrases
detected by the NLP engine 20. For example, the NLP
engine 20 analyzes the detected word or phrase by
searching an NLP database that includes a set of com-
mands corresponding to the conference functions 18. If
the search fails to determine a matching entry for the
command word or phrase, the NLP engine 20 can take
no action. If the search determines a matching entry for
the word or phrase, the NLP engine 20 returns a com-
mand input to the conference manager 16.
[0022] In addition to determining that a command word
or phrase is spoken during the conference session, the
NLP engine 20 also is programmed determine one or
more subjects or objects associated with each command
word or phrase. As used herein, the subject or object
corresponds to a participant or a participant device (e.g.,
hardware and/or software) that is connected with the con-
ference session via a respective connection or more than
one connection. This may be done as part of the com-
mand word processing, concurrently but separately or
after such processing and based on the results of the
command word processing - assuming the NLP deter-
mines the utterance included a command word or phrase.
The NLP engine 20 can determine each subject or object
based on analyzing the detected words from the same
utterance or another utterance before for or after the ut-
terance that provided the command word/phrase. For ex-
ample, the NLP engine 20 searches another NLP data-
base (a names database) that includes a list of given
names of persons (e.g., first names), personal pronouns
that may be spoken during a conference call. Since con-
ferences often involve persons in multiple countries, in-
cluding where more than one language is spoken, the
names database may include any number of languages.
In some examples, the NLP name database may be pop-
ulated and/or updated to include names derived from the
participant identity information.
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[0023] If the search determines a matching entry for
identifying one or more subjects or objects, the NLP en-
gine 20 may include the subject or object as part of the
command input provided to the conference manager 16.
As an example, an NLP engine 20 is programmed to
provide the command input for a determined conference
function according to a predefined schema for a confer-
ence call session. The command input, for example, can
include an identification of the conference function and
a set of the determined subjects and/or objects. The com-
mand input may also include the metadata associated
with the utterance (or utterances) based on which the
command and subject/object information was deter-
mined. The conference manager 16 thus can employ the
command input and associated metadata to invoke the
determined command function for one or more partici-
pants based on each determined subject or object. In
some examples, the NLP can provide the command input
the conference manager in a form that includes an iden-
tification of the command associated parameters suffi-
cient to invoke the selected function. As mentioned, when
a function is invoked it may execute automatically (with-
out any user input). In other examples, invoking a select-
ed function 18 in response to the command input may
require user input (e.g., via an endpoint resource) to con-
firm that one or more participants wish to execute the
selected conference function 18.
[0024] In view of the foregoing, the NLP engine 20 can
continuously monitor and analyze a sequence of utter-
ances in the mixed media stream to determine com-
mands for invoking one of the conference functions 18
as well as to identify and confirm subjects or objects as-
sociated with each such function. Since the conference
functions 18 typically will be a predetermined set of lim-
ited functions associated with the conference session, a
NLP engine 20 can quickly ascertain sufficient keywords
associated with each such function to predicatively sup-
ply command inputs to the conference manager 16 for
invoking functions 18 during the conference session. In
this way, pauses that tend to occur during live conference
calls can be reduced and in some cases eliminated by
the automatic and/or semiautomatic execution of confer-
ence functions 18 based on command inputs provided
by the NLP engine. Even in situations where the confer-
ence manager 16 sends requests to a given user to con-
firm execution of the command being invoked, the result-
ing execution still should be expedited when compared
to existing conference systems.
[0025] FIG. 2 depicts an example of another confer-
ence system 50 to implement conference functions 64
based on natural language processing of mixed media
data 52 provided by a media mixer 53 during a confer-
ence session. The conference system 50 includes a con-
ference manager 54 to implement control and manage-
ment functions associated with a given conference ses-
sion. For example, a separate instance of the conference
manager 54 (e.g., software and/or hardware) may be im-
plemented at one or more conference servers for each

conference session. The conference manager 54 may
correspond to conference manager 16 and NLP engine
60 may correspond to engine 20 of FIG. 1 such that ref-
erence may be made to FIG. 1 for additional information.
[0026] In the example of FIG. 2, the conference man-
ager 54 includes a command interface 56, conference
functions 64 and conference controls 58. The command
interface 56 is configured to receive and process input
commands for implementing conference controls 58 and
functions 64. The command interface 56 includes an NLP
command interface 66 to invoke the functions 64 and/or
controls 58 in response to command input data provided
by the NLP engine 60. For instance, the NLP interface
66 invokes a selected conference function 64 in response
to the command input determined by the NLP engine 60
from the mixed media data 52.
[0027] Additionally or alternatively, the command in-
terface 56 can process commands received via a partic-
ipant interface 62. The participant interface 62, for exam-
ple, includes a graphical user interface (GUI) that is pro-
vided via a web portal associated with the conference
session. The conference manager 54 can provide a static
GUI to activate some functions and controls. The confer-
ence manager 54 may also selectively generate other
GUI features to one or more participant’s web interface
to enable the user to activate functions and respond to
requests that may be provided during the conference
(e.g., a graphical overlay to online conference portal). In
other examples, the participant interface 62 can receive
instructions from an end point device (e.g., telephone),
such as instructions corresponding to predefined DTMF
codes entered via a keypad or predetermined words spo-
ken by the user in a microphone. Other types of partici-
pant interfaces may be implemented for user interaction
during the conference session depending upon the type
of end point device on the form of media being commu-
nicated between the endpoint device and the conference
system 50. The command interface 56 is thus configured
to invoke one or more conference functions 64 in re-
sponse to commands received via the NLP engine 60
and/or commands received via the participant interface
62.
[0028] In the example of FIG. 2, conference controls
58 include a session controller 68 and a media controller
70. For example, a session controller 68 can control ses-
sion parameters associated with a given conference ses-
sion such as including controlling connections to the con-
ference session, such as via a soft switch 72, as well as
associated session parameters (e.g., setting up and tear-
ing down call legs, tracking participant inputs, setting
communication parameters, etc.). Conference manager
54, for example, controls soft switch 72 in response to
authenticating users to a conference session such as by
entering user name and conference ID and any applica-
ble password. Soft switch 72 can be utilized thus to con-
nect participants to a given session.
[0029] The media controller 70 can control the flow of
media in one or more forms associated with a conference
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session. The media includes audio streams to and from
each of the respective participants as well as may include
other forms of media data, such as graphical data, video
data and the like, that may be provided concurrently to
one or more users according to the endpoint devices with
which the participants connect to the session. The media
controller further may control media parameters for con-
ference media that is provided to each participant (e.g.,
audio volume, bandwidth, resolution for graphics and vid-
eo, etc.).
[0030] Additionally, conference controls 58 can store
session data 74 associated with the given conference
session. The session data 74 can include context data
and participant data. The context data can include pa-
rameters representing the state of each connection in-
volved in the conference session. Examples of a context
data can include data specifying whether a given con-
nection is muted or unmuted, types of media being com-
municated via each connection, codecs for endpoint de-
vices, and other protocol information. Participant data
can include identity data for each respective participant
in the session, such as a unique identifier for each par-
ticipant (e.g., phone number), participant name, role data
specifying each participant’s role in the conference ses-
sion.
[0031] As an example, the role data can specify if a
participant is an organizer or host of the conference ses-
sion, if the participant is an active or inactive participant
in the conference session. The role may also be changed,
such as in response to a user input in which a host or
other authorized participant changes the role for another
participant (e.g., making another participant leader). In
such a role based session, for example, different sets of
the conference functions 64 may be available for execu-
tion by different participants depending on their respec-
tive role (e.g., defined by the role data) in the conference
session. In addition to different conference functions as-
signed to different users, the conference manager can
send requests to different users depending on their cur-
rent role (e.g., role data) in the session. For example,
conference manager 54 may send a request to the cur-
rent leader to confirm whether or not to invoke some or
all conference functions that are invoked via the NLP
interface 66 (e.g., in response to a command input from
NLP engine 60).
[0032] As a further example, the mixed media data 52
is provided to the conference manager 54 and to the NLP
engine 60. The mixed media data 52 enables the NLP
engine 60 to monitor a signal audio stream as well as
facilitates determining commands based on utterances
from any number of participants. In this example, the NLP
engine 60 includes an utterance detector 78 to extract
snippets of audio from the mixed media stream. As men-
tioned, each utterance may include a voice audio from
one or more participants. The NLP engine 60 also in-
cludes a speech recognition module 80 that parses the
detected utterance, which has been extracted from the
mixed media data 52, to provide corresponding text such

as one or more words and/or phrases.
[0033] Detected words may be stored in memory and
be passed to an NLP analysis module 82. In some ex-
amples, the NLP analysis module 82 can also employ
associated metadata to facilitate processing and deter-
mining a command from the mixed media data 52. Such
metadata may include or be derived from the session
data 74, such as including an identification of which par-
ticipant spoke a given utterance, a role associated with
the speaker and other participants who may be identified,
as well as timing information associated with the spoken
words, such as disclosed herein. The NLP analysis mod-
ule 82 analyzes the text provided by the recognition mod-
ule 80 to determine if the utterance includes a voice com-
mand spoken during the conference session as well as
one or more subjects or objects associated with the com-
mand. The NLP analysis module 82, for example, em-
ploys one or more NLP processes to search a database
84 and determine if an available command is spoken in
the utterance. The database 84 may include one or more
database or other structure that includes a list of com-
mands corresponding to the conference functions 64. Ad-
ditionally, the database may include or be configured to
access a portion of the session data 74, such as to enable
the NLP engine 60 to ascertain an identity of one or more
participants based on searching the database for detect-
ed words.
[0034] In some examples, prior to searching the data-
base 84, the NLP analyzer 82 of NLP engine 60 can
perform semantic expansion and/or replace one or more
potentially matching words according to a predefined
search format. Other types of grammar and syntax rules
(e.g., according to conference-specific grammar files,
diction files or the like) may be applied to the words and/or
phrases prior to searching to convert the words/phrases
to a search format that facilitates searching of the NLP
database.
[0035] In response to determining a command, the
NLP engine 60 provides the command and associated
object or subject to NLP command interface 66 of the
conference manager 54. For example, command inter-
face 56 employs the command input data from NLP en-
gine 60 to invoke a corresponding conference function
64. As mentioned, the command interface 56 may invoke
conference functions 64 and execute such function au-
tomatically or in a semi-automatic manner (e.g., in re-
sponse to a user input received via participant interface
62 confirming to execute the function). In some cases,
the request for user input to complete execution of a con-
ference function may be programmed into and be part of
the respective function.
[0036] In response to invoking a conference function
64 (e.g., by command interface 56), the conference con-
trols 58 are employed to control resources to enable prop-
er execution of the function within the context of the cur-
rent conference session. For example, the conference
controls 58 employ the session controller 68 to create
and/or modify connections between conference resourc-
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es and participant endpoint devices to enable the flow of
media to implement the function. Media controller 70 fur-
ther can control and/or modify the flow of media (e.g.,
audio, video and/or graphics) to implement the invoked
function. Conference controls 58 also update the session
data 74 according to each function being executed, in-
cluding changes in context and state information asso-
ciated with the conference session and changes to par-
ticipant data based on user interaction with the executed
function 64.
[0037] In view of the foregoing, a given conference sys-
tem may include a number of different conference func-
tions that may be invoked based on NLP processing of
a media stream. FIG. 3 depicts an example of some con-
ference functions 64 that may be invoked by a command
interface 56 (e.g., or conference manager 16). As one
example, the command interface 56 employs a set of
application program interfaces (APIs) and/or function
calls to invoke and execute each of the conference func-
tions 64. Additionally, as described herein, some confer-
ence functions 64 may be locally implemented within a
conference bridge (e.g., an enterprise conference bridge
at a user location) and/or conference functions may be
distributed across a network (e.g., network 14) such as
in a computing cloud. Thus, the conference functions 64
can be implemented in a variety of computing architec-
tures.
[0038] In the example of FIG. 3, the conference func-
tions include a mute/unmute participant function 104, a
sidebar function 106, share screen function 108, a record
function 110, and add participant function 112 and a drop
participant function 114. The example functions 104-114
can vary from that shown according to application re-
quirements and the available functionality implemented
by a conference manager, such as including a smaller
or larger set of feature functions. For example, the avail-
able function for a given conference session may depend
on a predetermined contract or subscription. The com-
mand interface 56 is configured to direct other confer-
ence functions 64 to execute their tasks at appropriate
time.
[0039] The mute/unmute function 104 is configured to
selectively mute or unmute the endpoint device for a giv-
en participant to ensure that such endpoint does not
transmit media to the rest of the call participants. For
example, the mute/unmute function receives the deter-
mined identity of the participant and provides connection
information to the media mixer stop mixing media re-
ceived from the participant when being muted. The mute
may be activated or deactivated (unmuted) manually by
the user in response to a user input (e.g., via participant
interface 32) or in response to an NLP command deter-
mined from the mixed media stream (e.g., via NLP com-
mand interface 66), such as disclosed herein. For in-
stance, the command interface 56 may invoke the func-
tion 104 to unmute a currently muted participant, auto-
matically or semiautomatically, in response to detecting
a question directed specifically to the muted participant.

[0040] The sidebar function 106 is configured to initiate
a side conference call with one or more other participants
in response to command instructions from the command
interface 56. Participants to the sidebar conference ses-
sion (e.g., a sub-conference session) may be existing or
new participants to the current conference session (the
main session). The sidebar function 106 may be invoked
manually by the user in response to a user input (e.g.,
via participant interface 62) or in response to an NLP
command determined from the mixed media stream
(e.g., via NLP command interface 66), such as disclosed
herein. For instance, in response to being invoked, the
sidebar function 106 employs conference controls 58 to
modify and control various media channels between end-
points as required to implement a sidebar during the con-
ference session. During execution of the sidebar, for ex-
ample, during the sidebar participants may hear the main
conference sessions, but the participants who are in the
main session but not the sidebar cannot hear the con-
versation between sidebar participants. For example,
media mixer can provide multiple mixed media channels,
including one that combines all audio media for the side-
bar participants and another that includes the main ses-
sion but excludes the sidebar conference session. In oth-
er examples, the sidebar function can employ conference
controls to keep the media (e.g., audio and/or video) for
the sidebar conference session completely separated
from the main conference session.
[0041] The screen sharing function 108 is configured
to enable one or more participants to share content, such
as including a web browser or one or more other dis-
played applications, in response to command instruc-
tions from the command interface 56. The screen sharing
function 108 may be invoked manually by the user in
response to a user input (e.g., via participant interface
62) or in response to an NLP command determined from
the mixed media stream (e.g., via NLP command inter-
face 66), such as disclosed herein. The screen sharing
function 108 can employ screen sharing software appli-
cation or otherwise uses a screen sharing service to en-
able the designated participant to share content, such as
including a web browser or one or more other displayed
applications on such participant’s endpoint device.
[0042] The record function 110 is configured control
recording of conference media in response to command
instructions from the command interface 56. The record
function 110 may be invoked manually by the user in
response to a user input (e.g., via participant interface
62) or in response to an NLP command determined from
the mixed media stream (e.g., via NLP command inter-
face 66), such as disclosed herein. Permission to invoke
the record function 110 may be set according participant
roles (e.g., in session data 74). The record function 110
thus can activate conference controls 58 to record one
or more media streams and store the recording in mem-
ory. Start and stop recording as well as other related con-
trol functionality may be implemented via the participant
interface, such as for each or one or more selected au-

11 12 



EP 3 358 838 A1

8

5

10

15

20

25

30

35

40

45

50

55

thorized participants.
[0043] The add participant function 112 is configured
to add one or more new participants to an ongoing ses-
sion in response to command instructions from the com-
mand interface 56. The add participant function 112 may
be invoked manually by the user in response to a user
input (e.g., via participant interface 62) or in response to
an NLP command determined from the mixed media
stream (e.g., via NLP command interface 66), such as
disclosed herein. The add participant function 112 (or
other conference controls) also may be configured to de-
termine whether the participant requesting to add another
participant possesses the required permissions to make
such a request. Such permissions can either be stored
as part of the participant data in session data 74 and, for
example, may be user-programmable by the leader host
or another administrator. As an example, in response to
the add participant function 112 being invoked (e.g., by
the command interface 56), for example, controls 58
cause the conference bridge dial the participants phone
number and/or send a message (e.g., an instant mes-
sage, SMS message or email) to the user to join the con-
ference.
[0044] The drop participant function 114 is configured
to disconnect one or more identified participants in re-
sponse to command instructions from the command in-
terface 56. The drop participant function 114 may be in-
voked manually by the user in response to a user input
(e.g., via participant interface 62) or in response to an
NLP command determined from the mixed media stream
(e.g., via NLP command interface 66), such as disclosed
herein. Similar to the add participant function 112, the
drop participant function 114 (or other controls) is also
configured to determine whether the participant request-
ing to disconnect a third participant possesses the re-
quired permissions to make such a request. Such per-
missions can either be stored as part of the participant
data in session data 74, for example.
[0045] By way of example, NLP engine extracts an ut-
terance of "Bob, why don’t you share your screen." The
NLP engine determines that the phrase "share your
screen" defines a predicate associated with the intended
command "share screen," and determines that Bob is the
subject of such predicate and may be identified with a
respective participant in the conference session. For ex-
ample, the NLP engine 60 parses the utterance, by rec-
ognition module 80 performing speech recognition and
NLP analysis module 82 processing the words and
phrases with respect to the database 84 to return a cor-
responding command input (e.g., SHARE
SCREEN(BOB)). The NLP engine 60 provides the com-
mand input to the NLP command interface 66 to specify
instructions to execute a selected command function 108
with respect to the subject of the command (e.g., Bob’s
conference web interface). The command interface 56,
102 thus can invoke the corresponding conferencing
function 108 in response to the command input provided
by NLP engine 60. In response, the conference controls

58 can utilize session controller 68 and media controller
to create appropriate connections to enable the flow of
media to implement the screen sharing function. Session
data 74 would also be updated according to the function
being executed.
[0046] As one example, the command interface 56,
102 may automatically invoke the SHARE_SCREEN
function 108 to activate screen sharing functionality as-
sociated with the participant identified as Bob in the con-
ference session. In some examples, such as where the
function being invoked (e.g., screen sharing) involves in-
teraction of one or more participants, the execution of
such function can be conditioned on user input from the
participant(s) to which the function has been applied. In
such an example, the conference manager 54 may pro-
vide the participant, Bob, a request to confirm that the
participant is ready and available to participate. For in-
stance, the participant interface 62 can execute instruc-
tions to provide a dialog box or other graphical user in-
terface (GUI) element as an overlay at his online inter-
face, requesting a user input response before executing
the share screen function 108 for such participant. In re-
sponse to a positive response from the participant (e.g.,
clicking on "OK"), the share screen function can be exe-
cuted for such participant. A negative response (e.g.,
clicking on "NO" or otherwise terminating the request),
may result in execution of the invoked function being ter-
minated. Additionally or alternatively, the leader of the
conference session (e.g., as specified in session data
74) may similarly be provided a user interface request to
confirm execution of the function.
[0047] As another example, a given participant may
state, "Hey, Jim, good idea, how about you, me, Sue and
Bob take a sidebar to discuss the issue," which may be
extracted from the mixed media data 52 by NLP engine
60. The NLP engine 60 can perform speech recognition
(e.g., by recognition module 80) to detect words and
phrases in the extracted utterance. The NLP engine 60
can also perform analysis and processing (e.g., by anal-
ysis module 82) on the detected words determine the
keyword "sidebar" matches an entry in the command da-
tabase 84, corresponding to sidebar function of the com-
mand conferencing functions 64. NLP analysis module
82 also determines, based on searching the names da-
tabase 84, that Bob, Sue and Jim and the speaker are
intended participant-subjects associated with the deter-
mined sidebar function 106. The NLP engine 60 provides
the command input to command interface 56 (via NLP
command interface 66) to specify instructions to execute
a selected conference function 106 with respect to the
subject of the command. The conference manager 54
thus can invoke the corresponding sidebar conference
function 106 in response to the command input provided
by NLP engine 60, automatically or semiautomatically.
Additionally, the conference controls 58 employ session
controller 68 and media controller to create appropriate
connections to enable the flow of media to implement the
sidebar function, such as by creating a private confer-
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ence bridge within the current session but that is sepa-
rate. Session data 74 would also be updated accordingly.
When the sidebar is completed, session controller can
modify connections and/or media flow to rejoin the par-
ticipants back into the main conference session.
[0048] While the examples described above, demon-
strate sidebar and share screen conference functions,
similar workflows may be implemented to invoke and ter-
minate any of the conference functions 64.
[0049] In view of the foregoing structural and functional
features described above, methods that can be imple-
mented will be better appreciated with reference to FIG.
4. While, for purposes of simplicity of explanation, the
method of FIG. 4 is shown and described as executing
serially, it is to be understood and appreciated that the
present invention is not limited by the illustrated order,
as some aspects could, in accordance with the present
invention, occur in different orders and/or concurrently
with other aspects from that shown and described herein.
Moreover, not all illustrated features may be required to
implement a method. The methods or portions thereof
can be implemented as instructions stored in one or more
non-transitory storage media as well as be executed by
a processor of a computer device, for example.
[0050] FIG. 4 depicts an example of a method 200 for
processing voice commands for a conference session,
such as may be implemented with respect to the confer-
ence system 10 or 50. The method 200 begins at 202 in
which a conference session is initiated. This can include
activating a conference bridge automatically or in re-
sponse to one or more participants connecting with the
conference session via one or more end point devices.
For example, session controls and media controls create
connections and provide for the flow of media for the
session.
[0051] At 204, media is received from one or more par-
ticipants during the conference session. The received
media can be provided and received via any number of
connections to which the conference system (e.g., sys-
tem 10 or 50, including one or more conference bridge)
is connected. At 206, the received media from the par-
ticipants is mixed (e.g., by mixer 22, 53) to provide mixed
media data. The mixed media data includes audio, such
as voice audio received at 204 from one or more partic-
ipants during the conference session. The mixed media
can be distributed to participants via one or more confer-
ence bridges assigned to the conference session.
[0052] At 208, at least one utterance of the mixed me-
dia is parsed using NLP (e.g., by NLP engine 20, 60) to
determine a command and one or more subject and/or
object associated with the command. The method may
loop between 204-208 to continue parsing utterances in
the mixed media until a command is determined in one
or more utterance. The NLP recognition and analysis at
208 can be implemented within the conference system
or a corresponding extracted utterance may be sent (e.g.,
via API) to a server or other computing system to perform
the NLP on each utterance. The NLP may return no re-

sponse or a negative response when no command is
determined. Alternatively, the NLP may provide a com-
mand input that includes a command and one or more
subject and/or object associated with the command, such
as disclosed herein. Each command is associated with
a corresponding conference function (e.g., function 18
or 64) that may be implemented by the conference func-
tion.
[0053] In response to determining a command and
subject/object from the mixed media, the method pro-
ceeds from 208 to 210 and the selected conference func-
tion is invoked (e.g., by command interface 56 of confer-
ence manager 16, 54). The conference function may be
selected from a plurality of conference functions stored
in memory in response to the command input. As men-
tioned, the invoked function may be executed automati-
cally to implement the function or, in some examples, be
semi-automatic as to require user input to trigger its ex-
ecution. The subjects or objects associated with the com-
mand may be participants or participant endpoint devic-
es, for example.
[0054] In some examples, such as disclosed herein
the method 200 may also detect voice audio in the mixed
media data and extract the at least one utterance from
the mixed media in response to the detecting. Metadata
may also be used by NLP at 208 to specifying a start time
and an end time and to identify one or more participants
that may speak the utterance or otherwise be mentioned
in the utterance. The NLP at 208 further may convert
each extracted utterance into corresponding text, which
can be analyzed to determine the command input (e.g.,
according to a command schema defined for the confer-
ence session).
[0055] The parsing and NLP at 208 may be implement-
ed with respect to a single utterance that contains the
command and the at least one subject or object sufficient
to invoke the conference function. In other examples, the
NLP at 208 may be applied to multiple utterances to de-
termine a single command and based on corresponding
text from the multiple utterances.
[0056] The method 200 may also track a role of each
identified participant in the conference call (e.g., stored
in session data 74). Different participants thus may be
assigned different subsets of the plurality of conference
functions and corresponding rules associated with con-
trolling invocation each of the plurality of conference func-
tions may be applied according to the role of the partic-
ipant who made the utterance or issued another com-
mand (e.g., via participant interface).
[0057] In situations where user input is needed to ex-
ecute a conference function, a request is sent to a given
participant for the selected conference function (e.g., via
participant interface). For example, the request is sent
to the given participant via graphical user interface as-
sociated with the given participant or a private media
stream (e.g., audio or other media) to the given partici-
pant. Thus, the selected conference function is invoked
in response to a user input from the given participant to
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confirm the request, or the selected conference function
is cancelled in response to a negative user input from
the given participant (e.g., to cancel the request). As men-
tioned, the given participant may be the subject or object
determined by the NLP at 208 or it may be another par-
ticipant having a predetermined role in the conference
call, such as the leader.
[0058] In order to identify participants, the conference
system implementing the method 200 may monitor each
stream of the media received at 204 from the plurality of
participants, and the determined subject or object may
correspond to the identified participant. Metadata may
be associated with the utterance as to identify which par-
ticipant who is speaking each utterance. The identity can
be determined based on session data. For instance, an
identity of conference call participants may be registered
with the conference manager (e.g., stored as session
data) before or during the conference call, and each reg-
istered identity is associated with a respective stream of
the media that is received at 204. Corresponding meta-
data thus may be generated and associated with each
utterance that is parsed and processed at 208. As a re-
sult, an identity of each subject or object that is associated
with a determined command may be determined based
on the association of each registered identity.
[0059] As a further example, the execution of a com-
mand may be ambiguous, such as where the full intent
of the command cannot be determined sufficiently at 208
(e.g., by NLP engine). For instance, an identity of the
subject or object may be indeterminate based on
processing one or more utterances. Thus, in response
to determining an ambiguous, the method 200 may send
a request to a given participant with at least one option
to clarify the intent of the predicted conference function.
The given participant may include the participant who
spoke the utterance(s) and/or the conference leader. In
response to receiving a user input from the given partic-
ipant confirming the command, the method 200 gener-
ates the command input and executes the selected con-
ference function.
[0060] As can be appreciated by those skilled in the
art, portions of the invention may be embodied as a meth-
od, data processing system, or computer program prod-
uct (e.g., a non-transitory computer readable medium
having instructions executable by a processor). Accord-
ingly, these portions of the invention may take the form
of an entirely hardware embodiment, an entirely software
embodiment, or an embodiment combining software and
hardware. Furthermore, portions of the invention may be
a computer program product on a computer-usable stor-
age medium having computer readable program code
on the medium. Any suitable non-transitory computer-
readable medium may be utilized including, but not lim-
ited to, static and dynamic storage devices, hard disks,
optical storage devices, and magnetic storage devices.
[0061] Certain embodiments are disclosed herein with
reference to flowchart illustrations of methods, systems,
and computer program products. It can be understood

that blocks of the illustrations, and combinations of blocks
in the illustrations, can be implemented by computer-ex-
ecutable instructions. These computer-executable in-
structions may be provided to one or more processor
cores of a general purpose computer, special purpose
computer, or other programmable data processing ap-
paratus (or a combination of devices and circuits) to pro-
duce a machine, such that the instructions, which exe-
cute via the processor, implement the functions specified
in the block or blocks.
[0062] These computer-executable instructions may
also be stored in a non-transitory computer-readable me-
dium that can direct a computer or other programmable
data processing apparatus (e.g., one or more processing
core) to function in a particular manner, such that the
instructions stored in the computer-readable medium re-
sult in an article of manufacture including instructions
which implement the function specified in the flowchart
block or blocks. The computer program instructions may
also be loaded onto a computer or other programmable
data processing apparatus to cause a series of opera-
tional steps to be performed on the computer or other
programmable apparatus to produce a computer imple-
mented process such that the instructions which execute
on the computer or other programmable apparatus pro-
vide steps for implementing the functions specified in the
flowchart block or blocks or the associated description.
[0063] What have been described above are exam-
ples. It is, of course, not possible to describe every con-
ceivable combination of components or method, but one
of ordinary skill in the art will recognize that many further
combinations and permutations are possible. According-
ly, the disclosure is intended to embrace all such altera-
tions, modifications, and variations that fall within the
scope of this application, including the appended claims.
As used herein, the term "includes" means includes but
not limited to, the term "including" means including but
not limited to. The term "based on" means based at least
in part on. Additionally, where the disclosure or claims
recite "a," "an," "a first," or "another" element, or an equiv-
alent thereof, it should be interpreted to include one or
more than one such element, neither requiring nor ex-
cluding two or more such elements.

Claims

1. A method, comprising:

receiving at a conference bridge media from a
plurality of participants during a conference ses-
sion;
mixing the media received from the plurality of
participants to provide mixed media;
parsing at least one utterance of the mixed me-
dia using natural language processing to deter-
mine a command and at least one subject or
object associated with the command; and
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invoking a selected conference function during
the conference session based on the deter-
mined command and each identified subject or
object.

2. The method of claim 1, wherein the parsing further
comprises:

detecting voice audio in the mixed media;
extracting the at least one utterance from the
mixed media in response to the detecting, each
extracted utterance including voice the detected
voice audio and metadata specifying a start time
and an end time thereof;
converting each extracted utterance into corre-
sponding text;
analyzing corresponding text for each extracted
utterance to determine the command and the at
least one subject or object according to a com-
mand schema defined for the conference ses-
sion.

3. The method of claim 1 or claim 2, wherein the at least
one object or subject includes one or more of the
participants.

4. The method of any preceding claim, wherein the con-
ference bridge includes a plurality of conference
functions stored in memory, the method further com-
prising selecting the selected conference function
according to the determined command.

5. The method of claim 4, further comprising:

determining a role of each identified participant
within the conference session; and
assigning different subsets of the plurality of
conference functions and rules associated with
controlling invocation each of the plurality of con-
ference functions according to the role of the
participant who made the utterance.

6. The method of claim 4 or claim 5, wherein controlling
the selected conference function for the conference
session is performed automatically by the confer-
ence bridge in response to the parsing.

7. The method of claim 4 or claim 5, further comprising:

in response to the parsing and prior to invoking
the selected conference function, sending a re-
quest to a given participant for the selected con-
ference function, wherein:

the selected conference function is invoked
in response to a positive user input from the
given participant to confirm the request, or
the selected conference function is can-

celled in response to a negative user input
from the given participant
and optionally wherein the given participant
is the at least one subject or object or an-
other participant having a predetermined
role in the conference session.

8. The method of claim 7, wherein the request is sent
to the given participant via graphical user interface
associated with the given participant or a private me-
dia stream to the given participant.

9. The method of any preceding claim, further compris-
ing:

monitoring each stream of the received media
from the plurality of participants; and
identifying a participant who is speaking each
utterance; and
determining the at least one subject or object
based on the identified participant.

10. The method of any preceding claim, further compris-
ing:

registering an identity of at least some of the
plurality of participants before or during the con-
ference session; and
associating each registered identity with a re-
spective stream of the received media, the at
least one subject or object being determined
based on the association of each registered
identity.

11. A conference system, comprising:

a mixer to mix media received from a plurality
of participants and to provide mixed media data
during a conference session;
a natural language processing, NLP, engine to
parse at least one utterance of the mixed media
using natural language processing to determine
a command and at least one subject or object
associated with the command; and
a conference manager to invoke a selected con-
ference function for execution during the confer-
ence session based on the determined com-
mand and each identified subject or object.

12. The system of claim 11, wherein the conference
manager further comprises a command processor
to receive the determined command and each asso-
ciated subject or object and to invoke the selected
conference function during the conference session.

13. The system of claim 12, wherein the command proc-
essor further comprises:
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an NLP command interface to receive com-
mands from the NLP engine; and
a participant interface to provide an interactive
interface to enable one or more of the partici-
pants to input instructions to invoke the confer-
ence functions
and optionally wherein the conference manager
further comprises conference controls to control
conference connections and flow of media as-
sociated with the conference session, and
wherein the conference controls modify the con-
ference connections and/or the flow of media in
response to the selected conference function
being invoked during the conference session.

14. The system of any of claims 11 to 13, wherein the
NLP engine further comprises:

speech recognition module to parse convert the
extracted utterance into corresponding text; and
an NLP analyzer to analyze the corresponding
text and search a conference database to as-
certain if the utterance includes the determined
command and the associated at least one sub-
ject or object for the selected conference func-
tion, the NLP engine providing a command input
to the command interface to invoke the selected
conference function.

15. The system of claim 14, wherein the NLP engine
further analyzes conference metadata associated
with the utterance and provides the command input,
corresponding to the determined command and the
associated at least one subject or object, based on
the metadata.
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