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(54) VIRTUAL MACHINE POWER CONSUMPTION MEASUREMENT AND MANAGEMENT

(57) Embodiments of the virtual machine power me-
tering system and method measure the power consump-
tion of individual virtual machines. Power meter meas-
urements for a physical host server are converted into
individual virtual machine power meters that measure
the power consumption of each individual virtual machine
residing on the host server. The virtual machine power
consumption is computed by generating a power model
using the total power consumption of the host server and
resource utilization for a virtual machine. Optimal power
model coefficients are computed using the power model.
The energy used by the virtual machine is computed us-
ing one of two embodiments. Embodiments of the system
and method also can be used to obtain the power con-
sumption for a specific activity (such as a service, re-
quest, or search query). In addition, the virtual machine
power metering can be used for virtual machine power
capping to allow power oversubscription in virtualized en-
vironments.
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Description

BACKGROUND

[0001] Data centers, cloud computing infrastructures, compute clusters, enterprise computational facilities, and high
performance computing facilities are increasingly using virtual machines to isolate workloads while running the workloads
on shared physical servers. A virtual machine is an emulation of a computing device that is strictly software yet acts like
a physical computing device. This means that one or more virtual machines can reside on a single physical host server.
It appears to clients and all software running on the virtual machines, however, that each virtual machine is an independent
server.
[0002] Virtualization (or the use of virtual machines) allows multiple applications to be safely placed on a single physical
host server because each application operates inside its "virtual" computer and does not affect other applications. This
allows server resources to be better utilized and reduces the number of servers required as well as the operational costs
of hosting them such as electricity and cooling. Hence, virtualization is an efficient technique for managing computational
resources and is gaining widespread acceptance in data centers and large scale computing facilities.
[0003] Data centers and other computing facilities often monitor power usage of servers to correctly manage the power
capacity and distribution. The power measurement data is also used to make several manual and automated power
management decisions. In fact power metering is so widespread in data centers that power distribution units (PDUs),
power strips, server power supplies and in newer servers even server motherboards already contain the power metering
instruments required to measure power. Another way to measure power consumption in a physical server is to connect
a power metering instrument to the server.
[0004] Power consumption for a physical server can be measured by metering the electricity supplied to the server.
Virtual machines, however, are created in software and there is no easy way to connect a power meter to a virtual
machine. This makes it quite difficult to measure power consumption of virtual machines. Techniques used for physical
servers can only report the total power draw of the server. But they cannot be used to measure the individual power
consumption of each of the multiple virtual machines that reside on the single physical host server. In fact, the power
consumption of a virtual machine cannot be measured using purely hardware solutions.
[0005] The ability to measure the power consumption of a virtual machine is important. Users or server managers are
unable to measure the power used by each virtual machine. Measuring this power is useful for several reasons. For
example, if a virtual machine is using excessive power it may have to be shut down or migrated to a different power
circuit with excess capacity. In addition, software developers can measure how much energy their software consumes
when executed on a physical server but cannot measure it when running on a virtual machine. Not being able to measure
the power usage cripples the developer’s ability to optimize the software for lower power consumption. Another use of
measuring a virtual machine’s power consumption is to charge back users based on power use. Shared physical servers,
such as used in cloud computing, allow multiple users to run virtual machines on the shared physical infrastructure. The
owner of the physical servers may wish to charge the virtual machine users based on power use.
[0006] Yet another use of virtual machine power metering, and one that is discussed in more detail below, arises in
virtual machine power capping. Power capping allows oversubscription of the power infrastructure and results in more
efficient utilization of the power capacity. However, current power capping techniques are designed for physical servers
and do not work well when applied to virtual machines. For example, capping the power of a physical server results in
the capping of all virtual machines that are hosted on the server. This violates the isolation of workloads provided by
virtual machines and can defeat the advantages of using virtualization.
[0007] Thus, one of the major components of power management in large scale computational facilities is the visibility
into power. This capability, however, is lacking in virtualized machines that are increasingly being used in data centers.
The use of virtual machines allows safe isolation of multiple co-located workloads, enabling multiple workloads to be
consolidated on fewer servers, and results in improved resource utilization. However, the lack of visibility into virtual
machine power usage takes away the many advantages of server power metering that were available without virtuali-
zation.

SUMMARY

[0008] This Summary is provided to introduce a selection of concepts in a simplified form that are further described
below in the Detailed Description. This Summary is not intended to identify key features or essential features of the
claimed subject matter, nor is it intended to be used to limit the scope of the claimed subject matter.
[0009] Embodiments of the virtual machine power metering system and method measure the power consumption of
individual virtual machines. Power metering is often used on physical servers to make several power management and
operational decisions. Embodiments of the virtual machine power metering system and method allow such decisions to
be made also on virtual machines.
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[0010] The general idea is that a power meter measurement, which measures the power consumption of an entire
physical host server, is converted into individual virtual machine power meters that measure the power consumption of
each individual virtual machine residing on the host server. Embodiments of the virtual machine power metering system
and method will work with any number of virtual machines and work across multiple physical host servers.
[0011] Knowing the power consumption of an individual virtual machine is useful for several power management
decisions that are made in a data center or any virtualized server. For example, the virtual machine power metering can
be used for virtual machine power capping to allow power oversubscription in virtualized environments. This virtual
machine power capping can be performed without violating the isolation property. The individual virtual machine power
consumption measurements also can be used to track the power consumption of an activity (such as a search query)
that spans multiple virtual machines.
[0012] Embodiments of the virtual machine power metering system and method do not need the hardware to supply
a power model. Any information needed is learned on the fly. Embodiments of the system and method automatically
learn a power model relating the hardware (or resource) usage (such as central processing unit (CPU) usage, disk
usage, memory usage, network, usage, and so forth) to power consumption. Then the hardware usage of each virtual
machine is tracked to infer the power consumption of the virtual machine.
[0013] Embodiments of the system and method compute the power consumption in two broad steps. First, a power
model is generated and trained using the total power consumption of the physical host server and resource utilization
for a specific virtual machine. Resource utilization is the determination of how much of a resource the virtual machine
is using. These resource utilizations are summed to find a total resource utilization for the virtual machine. The power
model is generated that relates the total resource utilization to the total power consumption.
[0014] Embodiments of the system and method also determine optimal power model coefficients during this step. This
is achieved by determine the number of resources, N, being used by the virtual machine. A system of N equations having
N unknowns is generated and solved to obtain the optimal power model coefficients.
[0015] Embodiments of the system and method also include a power model learning technique, where the model
learned is unique to the workloads hosted within each virtual machine. This accounts for differences in power usage
among workloads that can be seen even when the workloads have the same or similar appearing resource usage.
[0016] Second, embodiments of the system and method calculate the energy used by the virtual machine. Several
embodiments may be used to calculate the energy. One embodiment uses the percentages of resources used by the
virtual machine and then sums these percentages to obtain the power consumption for the virtual machine. In other
embodiments, the resources used may be measured in units other than percentages. By way of example, resources
measured may include the CPU, memory, disks, network cards, and fans, to name a few. In these embodiments the
power model can be augmented by taking into account the frequency of the CPU of the host server.
[0017] Embodiments of the system and method can also be used to obtain the power consumption for a specific
activity. An activity can be a service, a request (such as a web search query), an e-mail delivery, a webpage retrieval,
a database operation, or a file update. The power consumption for the activity can be computed even if the activity is
across multiple virtual machines and across multiple host servers. An activity period, which is the period of time that the
activity is active on the computing infrastructure, is determined. Embodiments of the system and method then compute
the power consumption by summing power consumption for each virtual machine working on the activity during the
respective activity periods to obtain total activity power consumption.
[0018] It should be noted that alternative embodiments are possible, and that steps and elements discussed herein
may be changed, added, or eliminated, depending on the particular embodiment. These alternative embodiments include
alternative steps and alternative elements that may be used, and structural changes that may be made, without departing
from the scope of the invention.

DRAWINGS DESCRIPTION

[0019] Referring now to the drawings in which like reference numbers represent corresponding parts throughout:

FIG. 1 is a block diagram illustrating a general overview of embodiments of the virtual machine power metering
system and method implemented on a host server computing device.
FIG. 2 is a block diagram illustrating modules and data used in embodiments of the virtual machine power metering
system and method shown in FIG. 1.
FIG. 3 is a flow diagram illustrating the general operation of embodiments of the virtual machine power metering
system shown in FIGS. 1 and 2.
FIG. 4 is a flow diagram illustrating the operational details of embodiments of the power model training module
shown in FIG. 2.
FIG. 5 is a flow diagram illustrating the operational details of a first embodiment of the energy calculation module
shown in FIG. 2.



EP 3 333 668 A2

4

5

10

15

20

25

30

35

40

45

50

55

FIG. 6 is a flow diagram illustrating the operational details of a second embodiment of the energy calculation module
shown in FIG. 2.
FIG. 7 is a flow diagram illustrating the operational details of embodiments of the power capping module shown in
FIG. 2.
FIG. 8 illustrates an example of a suitable computing system environment in which embodiments of the virtual
machine power metering system and method shown in FIGS. 1-7 may be implemented.

DETAILED DESCRIPTION

[0020] In the following description of embodiments of the virtual machine power metering system and method, reference
is made to the accompanying drawings, which form a part thereof, and show, by way of illustration, a specific example
whereby embodiments of the virtual machine power metering system and method may be practiced. It is to be understood
that other embodiments may be utilized and structural changes may be made without departing from the scope of the
claimed subject matter.

I. Power Metering Concepts

[0021] Since no hardware power measuring device can be connected to an individual virtual machine, the virtual
machine power metering system and method infers energy from resource usage. In principle, the virtual machine power
metering system and method tracks the resources used by each virtual machine in software and then converts the
resource usage to energy by leveraging the power models of the individual resources.
[0022] For this approach, the system and method track usage for all the hardware resources, such as the CPU cores,
disk arrays, memory banks, network cards, and graphics cards. Tracking the resource usage includes determining what
power state the resource was in and what virtual machine was it working for. If the system and method correctly label
each resource according to which virtual machine was using it and also measure the power draw during that duration
(typically a few microseconds or milliseconds), then the system and method can compute the active energy usage of
each virtual machine. The active energy may be defined as the energy consumed by a resource when working on behalf
of some virtual machine or the system.
[0023] In addition to the active energy, the system also uses some idle energy and shared energy. By way of example,
for the CPU, the idle energy could include the energy spent in a sleep state for a small duration between active states.
The shared energy includes energy used by a resource when the work performed benefits multiple virtual machines,
such as the energy spent on disk spin-up before input/output operations from multiple virtual machines. Some of the
idle energy is spent regardless of whether any virtual machine is running or not while part of it is affected by the presence
of virtual machines.
[0024] For instance the time durations between a virtual machine’s idle periods may affect whether a deeper sleep
state is used by the processor or not during the idle time. The idle and shared energies can be reported separately or
divided among virtual machines either equally or proportional to their active energy usage, depending on how the metering
information is to be used. For the power capping application discussed in detail below, reporting separately works best.
[0025] Thus, tracking virtual machine energy boils down to two challenges. First, power measurement at microsecond
or millisecond granularity: The instantaneous power should be determined every few microseconds for each resource,
since the virtual machine using the resource may change every few microseconds (depending on time period used for
context switching). This may cause the component usage and power state to change.
[0026] Second, label resource use for each individual virtual machine. It must be determined which virtual machine
was responsible for using each resource. Ideally, this process does not require the application source code running
inside a virtual machine to be instrumented, since the platform developers may not have access to it and requiring
application developers to instrument their source code is unlikely to scale in practice.
[0027] In order to address the first challenge, embodiments of the system and method leverage power models that
relate the software-observable state of a resource to its power usage. If the state changes can be observed at microsecond
granularity then the power usage at that fine time scale can be inferred. Observing the power states is non-trivial and
several approximations must be made. For instance, the resource states, such as the clock gating of sub-components
within the processor or exact nature of mechanical motions within a disk array may not be completely known in some
embodiments of the method and system. Moreover, there may be no visibility into power states of certain hardware
resources within the platform, such as hardware-controlled device power states or graphics processor activity.
[0028] After observing the resource state, the next step is to determine the power usage in that state using its power
model. However, power models are not readily available. Embodiments of the system and method build the power
models in situ. To address the second challenge, embodiments of the system and method leverage the knowledge
regarding scheduling of resources for the virtual machines. Again, complete visibility into all resources is lacking and
trade-offs in instrumentation overhead and accuracy must be made.
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II. System Overview

[0029] FIG. 1 is a block diagram illustrating a general overview of embodiments of the virtual machine power metering
system 100 and method implemented on a host server computing device 110. In general, embodiments of the virtual
machine power metering system 100 and method determine the power consumption of individual virtual machines
running on the host server computing device 110 without the need to special hardware.
[0030] Embodiments of the virtual machine power metering system 100 reside on the host server computing device
110. The host server computing device 110 represents a physical server. One or more virtual machines 120 are hosted
by the host server computing device 110. These one or more virtual machines 120 can be represented as VM1, VM2, ...
to VMN, where N is the number of virtual machines. A power tracing module 130 measure the full system power, or the
total power consumed by the host server computing device 110. In some embodiments, the power tracing module 130
represents a software driver to read the full system power consumption from an available power sensor on the mother-
board of the host server computing device 110.
[0031] A resource tracing module 140 represents hypervisor performance counters that trace the resource usage of
virtual machines. A hypervisor (also known as a virtual machine manager) is management software that that allows
multiple operating systems to run on a host computer concurrently. The resource tracing module 140 tracks the resources
of the host server computing device 110. To keep embodiments of the virtual machine power metering system 100
usable with existing hypervisors, embodiments of the system 100 use existing hypervisor performance counters. How-
ever, in some embodiments of the system and method additional performance counters and instrumentation can be
added to monitor resource usage where usability with existing hypervisors is not essential. Embodiments of the system
100 process this information to compute and output power consumption for each virtual machine 150.
[0032] FIG. 2 is a block diagram illustrating modules and data used in embodiments of the virtual machine power
metering system 100 and method shown in FIG. 1. In general, embodiments of the virtual machine power metering
system 100 include modules for power measurement and management in virtual machines. More specifically, embod-
iments of the virtual machine power metering system 100 include a power model training module 200 that generates a
power model based on information from the power tracing module 130 and the resource tracing module 140. In some
embodiments of the module 200 the power model is further refined by taking into account the frequency of the central
processing unit (CPU).
[0033] Embodiments of the system 100 also include an energy calculation module 210 that uses the power model to
compute the power consumption for each of the one or more virtual machines 120. As explained below, embodiments
of this module use at least two embodiments to obtain the power consumption. The result is the power consumption for
each individual virtual machine 150. This information is used by a power capping module 220 to provide power limitations
for each virtual machine as desired.
[0034] The power model training module 200 uses total power usage by the host server 230 and resource utilizations
measurements 240 to generate a power model 250. As explained in detail below, a number of measurements are taken
to obtain a system of power model equations. This system of equations is solved to find optimal power model coefficients
260.
[0035] The energy calculation module 210 uses the power tracing module 130 information, the resource tracing module
140 information, and the optimal power model coefficients 260 to calculate the power consumption for each of the one
or more virtual machines 120. There are two embodiments of the energy calculation module 210, as shown by the dotted
lines in FIG. 2.
[0036] A first embodiment of the energy calculation module 210 uses virtual machine resource percentages to make
the calculations 270. In this embodiment the coefficient used is the same for each of the virtual machines. For example,
if two virtual machines both use 10% CPU (and no other resources) then their energy use will be the same. A second
embodiment of the module 210 uses virtual machine resource percentages and a virtual machine specific power model
to make the energy calculations 280. In this embodiment, as an example, even with both virtual machines using 10%
CPU each the energy use could be different because one virtual machine could be performing floating point operations
while the other virtual machine could be performing fixed point operations (these two operations use different sub-units
of the CPU and hence may use different amounts of energy).
[0037] The mathematical details of both embodiments are discussed below. Both of these embodiments are refined
by adding slightly to the complexity of the power model by using a power model augmentation module 290. The power
model augmentation module 290 augments the power model by taking into account the frequency of the central processing
unit (CPU) of the host server computing device 110.
[0038] The result is the power consumption for each individual virtual machine 150. This result then is used by the
power capping module 220 to cap the power used by each virtual machine. The details of the power capping process
are discussed in detail below.
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III. Operational Overview

[0039] Computational activities in a computing infrastructure (such as a data center) often consist of multiple tasks
performed by multiple virtual machines or server roles hosted on different physical machines. For example, a search
query may be first received by a web front end service (also referred to as web frontend server role) and may be hosted
inside a virtual machine. The search query then may be processed by multiple search data retrieval servers, advertisement
servers, and content-rendering servers. The results of the processing are collected and sent to the user.
[0040] As another example, an activity may consist of receiving an email for a particular user. First an incoming-email
server role (possibly hosted within a virtual machine) will receive the message and determine the correct user account
for the message. A virus-scanning server may check the contents of the email message. A spam-filtering server may
check the contents of the message as well. Then a storage server may place the message in its storage. The activity
in each case involves expenditure of energy on multiple distributed server roles some of which could be hosted on the
same machine and some on different machines. It is desirable to determine the energy used by the activity as a whole.
[0041] FIG. 3 is a flow diagram illustrating the general operation of embodiments of the virtual machine power metering
system 100 shown in FIGS. 1 and 2. In general, embodiments of the virtual machine power metering system 100 and
method to determine the energy usage of an individual activity that may be distributed over several virtual machines.
An activity is defined as a service or request. For example, a search query is an activity that has a verifiable beginning
and end.
[0042] Referring to FIG. 3, the method begins by selecting an activity for which to determine the power consumption
(box 300). The activity spans at least one virtual machine on each of a plurality of physical host servers. Next, a beginning
event is generated when the activity is first initiated on the virtual machine (box 310). This beginning event marks the
beginning of the tracking of each resource that is used by the activity (box 320). When an activity uses a particular virtual
machine the energy usage (or power consumption) of the relevant virtual machine is determined over the duration of
the activity’s use (box 330).
[0043] It should be noted that the activity could start and end on different virtual machines at different times. For
example, in the e-mail example just given a virtual machine may start virus scanning the e-mail at time T1 and end the
scanning at time T2. Another virtual machine may then start analyzing the same e-mail for spam at time T3 and end the
analysis at time T4.
[0044] The power consumption of each virtual machine may be determined using the virtual machine power metering
methods described in detail below. This generates power consumption measurements for each virtual machine working
on the selected activity. As the activity progresses, the energy used across multiple server roles is added up to generate
the total energy used by the activity.
[0045] Embodiments of the system 100 then determine and mark an ending event in which the activity was terminated
(box 340). This ending event may be the fulfillment of a search request, or some other event that marks the time at which
the activity was completed or terminated and presented to a user. An activity period is defined as the amount of time
between the beginning event and the ending event (box 350).
[0046] In addition, some energy may be spent by devices that are not part of the computing infrastructure as tracked
by the virtual machine power metering method. These could include cooling equipment for the computing facility and
such peripherals. The energy used in these devices is estimated as follows. Embodiments of the system 100 determine
the total power consumption of devices that were used during the activity period but that were not tracked (box 360).
[0047] The total energy used by these devices is measured using hardware power metering or using known power
models (based on specifications and data sheets or learned in situ). The portion of the total power consumption that
was used by the selected activity during the activity period then is determined (box 370). The total energy may be
apportioned equally among all activities, divided in the ratio of their execution times, or in the ratios of their previously
computed energy spent within the virtual machines.
[0048] Embodiments of the system 100 then sum the power consumption used during the activity period for the selected
activity to obtain the total activity power consumption (box 380). Specifically, the power consumption measurements for
each virtual machine working on the activity during the activity period and the portion of the power consumption of the
untracked devices used during the activity period are summed. This yields the total activity power consumption, or the
power consumption used in the execution of the activity over all virtual machines used in the activity, regardless of which
physical host server the virtual machines reside. The total activity power consumption then is output (box 390).
[0049] The above discussion uses the terms "energy usage" and "power consumption." These may be reported in
units of energy (such as Joules or Kilowatt Hours). Power consumption may also be reported in terms of power drawn,
using units of power (such as Watts). In the case where the reporting is in terms of power, a time series representing
power drawn over unit time intervals may be provided. The total activity power consumption may be reported as a single
number in units of energy per virtual machine activity, or as a single number in units of energy per virtual machine over
the activity period. Alternatively, the total activity power consumption may be reported as a time series with multiple
values in units of power over the activity period.
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IV. System and Operational Details

[0050] The system and the operational details of embodiments of the virtual machine power metering system 100 and
method now will be discussed. These embodiments include embodiments of the power model training module 200, the
energy calculation module 210, the power model augmentation module 290, and the power capping module 220. The
system and operational details of each of these modules now will be discussed in detail.

IV.A. Power Model Training Module

[0051] The power model training module 200 generates a power model that is used to determine the power consumption
for a virtual machine. FIG. 4 is a flow diagram illustrating the operational details of embodiments of the power model
training module 200 shown in FIG. 2. The method begins by inputting the total power consumption (box 400). This is
reported by the power tracing module 130. In other words, the host server computing device 110 reports the total power
used to the power tracing module 120.
[0052] Another input is a breakdown of how much of a given resource the virtual machine is using (box 410). This
information is reported by the resource tracing module 140. A "resource" can be any component that is part of the
computer infrastructure of the host server computing device 110. For example, a resource may be processor (such as
a central processing unit (CPU)), a disk, memory, and so forth. The resource tracing module 140 determines how much
of each resource is being utilized by a virtual machine (called "resource utilization"). The resource utilization for each
resource then is summed to obtain a total resource utilization (box 420).
[0053] The host server computing device 110 includes a host operating system (not shown) that allocates these
resources to any virtual machines residing thereon. For example, the host operating system may say that a virtual
machine can get up to 30% of the CPU deposit. When the host operating system reserves this 30% it also tracks that
the virtual machine is currently using 17% of its allocated 30% of the CPU deposit. So the host operating system both
enforces that it never goes above the 30% and tracks what the virtual machine is currently using. This is done for each
virtual machine residing on the host server computing device 110. In this way the host server computing device 110
gives the resource tracing module information about how much of a resource each virtual machine is using.
[0054] Let M denote the number of resources and let N denote the number of observations. For each of the M number
of resources in the physical server, embodiments of the module 200 determine a total resource utilization that is summed
over all virtual machines (box 430).
[0055] In general, a power model is generated based on the resource utilization for each virtual machine. This is done
by taking the utilization of each resource and summing over all the resources being used by the virtual machine to obtain
the total resource utilization. Mathematically, assume that there are three resources being used by the virtual machine
and that a1, a2, and a3 are optimal power model coefficients, which are constants. The power model then relates the
resource utilization to total power consumption (TPC) as follows: 

[0056] Theoretically, if three different measurements of the total power consumption are made for three different values
of the resource utilization, then we have three equations and three unknowns. Thus, embodiments of the module 200
determine the M number of resources being used by the virtual machine. A system of M equations can be solved to
determine the M unknowns. However, in practice, most embodiments of the system collect a N measurements, where
N is greater than M. Known methods to fit a model (such as linear regression) then are used to determine the values of
M variables that would best fit the N equations. The use of a N that is greater than M helps overcome measurement
noise and such variations.
[0057] In particular, embodiments of the module 200 make N number of measurements of the total power consumption
of the host server computing device 110 at N different combinations of resource utilizations (box 440). This gives a
system of N equations and M unknowns. This system of N equations then is solved to obtain M number of optimal power
model coefficients (box 450).
[0058] Next, embodiments of the module 200 generate a power model that relates for each resource its utilization to
power consumption (box 460). This is represented using M coefficients that relate the utilization to power consumption
for each resource. This power model is used to measure the power used by a virtual machine. Conceptually, the power
used by the virtual machine is measured by tracking the hardware resources (such as the CPU, disk, memory, network,
and so forth) used by the virtual machine. The output of embodiments of the module 200 is the optimal power model
coefficients (box 470).
[0059] The following example demonstrates how the power models can be obtained and how the resource usage on
each hardware resource can be tracked. Consider the CPU as a first resource, and suppose that multiple virtual machines,
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denoted as VM1, VM2, to VMN, are hosted on a single physical host server. Then, suppose that two cores of the N-core
CPU are used by VM1 for time period t1 to t2. Suppose each of these two cores is used to 70% of capacity.
[0060] Suppose that when no virtual machine is using the CPU that its power usage is Pidle. Moreover, suppose when
one core is fully used the power consumption is Pidle + Pcore and when one core is used to x1% utilization, the power
consumption is Pidle + (x1/100)*Pcore. Suppose the utilization of all cores 1 to n is denoted x1, x2, ..., xN. Then, mathe-
matically the power usage can be written as: 

[0061] The above equation is an example of a power model for the CPU. The power model relates the usage (denoted
by utilization percentages, x1, x2, ..., xN) to the power usage. Note that this is one example of a power model. A more
sophisticated model that includes not just the utilization of each core but also the types of instructions being executed
by the processor and other more detailed information also may be used.
[0062] Continuing the above example where a virtual machine used 70% of two cores, the power model above can
be used to say that between times t1 and t2 the virtual machine drew power in the CPU at a rate PVM:CPU = (70/100)*Pcore
+ (70/100)*Pcore. Similarly, using a power model for the other hardware components (such as disk, memory, network,
and so forth), the power drawn by the virtual machine can be computed for each component. Then the power drawn by
each component is added up to obtain the total power drawn by the virtual machine.
[0063] In the above example, Pidle for the CPU was not assigned to the virtual machine. The user may consider Pidle
as wasted power regardless of whether a virtual machine is present or not and hence feel that it is not needed. Other
users may consider that Pidle is spent on maintaining a server which is needed because of the virtual machines. In this
case, the Pidle could be added to the power drawn by the virtual machines, either divided equally among all virtual
machines using the server, or divided proportionally in the ratios of their other power drawn.
[0064] The details of some practical power models for a variety of system resources now will be discussed. Embodi-
ments of the power model training module 200 use these models to relate the resource utilization to the total power
consumption of the host server computing device 110 and thereby measure the power used by a virtual machine.

IV.A.1. Practical Power Model for CPU

[0065] The power usage of the CPU depends on several factors, such as the sub-units within the processor that are
active, specific instructions executed, on-chip cache usage, if the processor has dynamic voltage frequency scaling
(DVFS), sleep state usage over time, and the frequency used (denoted as P-state). To be precise, only DVFS frequency
states are referred to as P-states and DFS states are referred to as Throttle (or T-states). In this document P-state is
used to represent all frequency levels as the distinction is not relevant in this context. An accurate power estimation
considering these factors can be achieved using a cycle accurate simulator. However, that requires a complete archi-
tectural model of the processor, and has high processing overheads, making it unsuitable for runtime virtual machine
power metering.
[0066] A lighter weight alternative is to track processor states that capture the major power usage changes. Suppose
there are m P-states, denoted as P0, P1, ..., Pm, representing progressively lower frequencies. When the processor is
not actively executing any thread it enters a low power sleep state, referred to as a C-state. By convention, C0 is used
to denote the active state and C1, C2, ..., Cn represent progressively deeper sleep states, where n is the number of
sleep states (typically n ε {3, ..., 6}. Suppose the instantaneous power used by the processor at time t is PCPU(t). Assuming
that the power depends on only the P-states and C-states, it can be denoted by a constant in each different combination
of frequency p(t) and sleep state c(t) at time t: 

where kp,c represents the power used in P-state and C-state combination p, c. If it were possible to measure PCPU(t)
with every P-state and C-state change, then learning the values of kp,c would be easy. Measurement at microsecond
granularity is feasible on specially instrumented motherboards but not on realistic platforms. Instead, power can be
measured at coarser time granularity (on the order of a second). Hence, embodiments of the power model training
module 200 integrate the above power model over a longer time duration, T, say: 
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Where ΔTp,c represents the time spent in state {p, c} during the duration T and the summation is taken over all (p, c)
combinations. The above equation then can be expressed in terms of observable quantities that are available on real
systems, as follows.
[0067] For a given P-state, the energy spent in all sleep states C1 and higher may be approximated as kp,sleep since
the differences are small relative to other approximations made. The active energy is kp,C0. Let ECPU(T) denote the
integral of the power over T. Also, P-state changes are slow and hypervisor counters often allow updates at interval T
such that the P-state is constant over T. Then,
assuming a single P-state p for the duration T, yields: 

where uCPU(p) represents the percentage of time the processor was active during T, in fixed P-state p. Let α(p) = (kp,C0
- kp,sleep). Also let the sleep state energy in lowest frequency state, kPm,sleep, be denoted as γCPU,idle and the increase
in sleep state energy for higher frequencies be denoted y(p) = kp,sleep - kPm,sleep. Then, taking T= 1 second for convenience:

where uCPU(p) is readily available as an hypervisor performance counter and may thus be used on a real platform to
monitor the processor state. If the model parameters are known, the processor energy can be estimated. The method
to learn parameters α(p), γ(p), and γCPU,idle is described in detail below together with the power models for other resources.
[0068] Assigning the CPU usage to relevant virtual machines requires accounting for the exact chip resources used
by the virtual machine, including the shared caches and processing components. Embodiments of the virtual machine
power metering system 100 use a light weight approach that simply tracks when a virtual machine is active on a processor
core (as is possible by tracking the context switches for every core). The energy used can be tracked using Equation
(1) during the durations when the virtual machine is active on the processor. Processor context switch events are available
on the many types of hypervisors. Re-writing in terms of a more readily available performance counter, the processor
utilization of virtual machine A, denoted uCPU,A(p), and assuming that the P-state stays constant during interval T, the
energy usage of a virtual machine A, denoted ECPU,A, can be written as 

again taking T= 1 second. Note that the processor idle energy (spent in sleep states) is not included in the above
discussion as embodiments of the power model training module 200 report it separately.

IV.A.2. Practical Power Model for Memory

[0069] A true estimate of memory energy usage may use a cycle accurate simulation of its hardware design. However,
prior memory power models have found that the key factor that affects memory energy usage is the read and write
throughput. While external instrumentation has been attempted to capture memory throughput accurately, a low overhead
estimate of memory throughput is the last level cache (LLC) miss counter available in most processors. Using this metric,
memory power consumption may be written as: 
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where EMem(T) represents the energy used by memory over time duration T, NLLCM(T) is the number of LLC misses
during T, and αmem and γmem are the linear model parameters.
[0070] Since embodiments of the module 200 use LLC misses as an approximation for throughput, misses corre-
sponding to each virtual machine are tracked. On a single core system, embodiments of the module 200 can assign the
LLC misses during the time a virtual machine has the active context on the processor as the LLC misses for that virtual
machine. Thus, the memory energy used by a virtual machine A becomes: 

where αmem is the same as in Equation (7) and NLLCM,app represents the number of LLC misses while the virtual machine
was active on the processor.

IV.A.3. Practical Power Model for Disk

[0071] While several power models have been developed for disks, this sub-system remains the hardest to model.
The difficulty arises due to lack of visibility into the power states of a hard disk and the impact of disks’ hardware caches.
Further, in data center servers, disks are mostly used in RAID arrays and even when RAID-0 is used only the RAID
controller hardware controls the physical disks while the hypervisor only sees the logical drives. Some embodiments of
the power model training module 200 may use only hypervisor-observable parameters for ease of implementation.
Alternate embodiments are possible, such as where the RAID controller is modified to expose the greater details about
disk power states and mechanical motion.
[0072] The hypervisor can observe the number of bytes read and written as well as the service times for those reads
and writes. However, for individual virtual machines, current hypervisors only track bytes read or written. These are used
in the disk energy model, which can be written as follows: 

where EDisk(T) represents the energy consumed by the disk over time duration T, and br and bw are the number of bytes
read and written respectively during the interval T. The α parameters and γdisk are model parameters to be learned.
[0073] This model involves approximations since disk spin up/down actions, which are not visible outside of the RAID
controller, are not captured. Variable spin speeds are not captured but, as multi-speed disks are not commonly used in
data centers, this is not a serious concern.
[0074] As for other resources, embodiments of the power model training module 200 track the disk usage parameters
in equation (9) for individual virtual machines. The time at which the disk activity occurs is usually not the same as when
the virtual machine is active on the processor, since the hypervisor may batch IO interrupts and buffer IO operations.
Thus instead of looking at storage system activity during the active context of a virtual machine, the IO operations
need to be explicitly tracked in the hypervisor. Fortunately, the many hypervisors already do most of this tracking and
can be used to report the IO activity of each virtual machine separately. This yields the following disk energy model for
a particular virtual machine A: 

where br,A and bw.A represent the number of bytes read and written, respectively, by virtual machine A. Further, it has
been found that the difference in energies for disk read and write to be negligible and hence a common parameter, say
bio, can be used to represent the sum of bytes read and written. This changes the model to: 
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Virtual machine disk energy can, for the embodiment described above, be computed using: 

IV.A.4. Other Resources

[0075] The dynamic range of power usage due to other resources was found to be small and they do not need to be
modeled in all embodiments of the power model training module 200. However, the static energy use of those resources
is included in the system idle energy in the model. Some of these resources may be important to model on other platforms.
Some slower network cards, for example, do not show a wide variation in energy use with network activity but higher
speed cards do use more energy in driving the physical medium, and this energy is likely to vary with network activity.
With servers that use multiple such cards, modeling the network energy will thus be important.
[0076] Many servers do not vary their fan speeds, but if variable speed fans are used their contribution to dynamic
energy may be modeled. Another effect that may be considered in some embodiments is the change in power supply
efficiency as the power drawn changes.

IV.A.5. Power Model Parameter Training

[0077] The power models in Equations (5), (7), and (11) use certain coefficients, denoted by α’s, and γ’s, that need
to be learned in situ on the servers. Realistic platforms do not allow measuring ECPU(T), EMem(T), and EDisk(T) separately
but only the full system power, denoted Esys(T). Define a quantity, Estatic(T), to represent the energy used by the non-
modeled resources in the system. Then, assuming T= 1 as before, an equation can be written as: 

[0078] The following points are worth noting regarding Equation (13) and lead to slight modifications for actual imple-
mentation. First, with the above summation, since the constants γCPU,id/e, γmem, γdisk, and Estatic do not have any ob-
servable parameters that vary across observations, their individual values from cannot be learned from measurements
of Esys. Their sum can hence be denoted as a single constant, γ. Second, note that the magnitude of uCPU(p) is a fraction
between 0 and 1 while NLLCM and bio take values of the order of a hundred million. For numerical stability, NLLCM and
bio can be normalized with respect to their maximum values observed on a system, such that the α parameters are
scaled to similar magnitudes. The final equation used in learning thus becomes: 

where umem and udisk represent the normalized value of NLLCM and bio respectively. In summary, there are m * 2 + 3

unknown model parameters:  αmem, αiο, and γ, where m is the number of P-states, and four ob-

servables that are available on real hardware without extra instrumentation: Esys, uCPU, umem,

and udisk.

[0079] Taking multiple observations of the observable quantities allows estimating the model parameters using learning
techniques such as linear regression with ordinary least squares estimation. The output of the power model training
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module 200 are the optimal power model coefficients 260.

IV.B. Energy Calculation Module

[0080] The energy calculation module 210 uses the optimal power model coefficients from the power model training
module 200 to obtain the power consumption for a virtual machine. In particular, The learned coefficient values are used
in Equations (6), (8), and (12) and the computed resource energies are summed up to determine the energy usage of
each VM. In fact the energy used by the virtual machine on each resource can be reported separately, if desired. There
are two embodiments of the energy calculation module 210. Each of these embodiments now will be discussed.

IV.B.1. First Embodiment for Energy Calculation

[0081] The first embodiment of the energy calculation tracks resource percentages to obtain the power consumption
of a virtual machine. FIG. 5 is a flow diagram illustrating the operational details of a first embodiment of the energy
calculation module 210 shown in FIG. 2. The method begins by inputting the optimal power model coefficients (box 500).
The method also inputs the percentages of each resource that is used by the virtual machine (box 510).
[0082] Each resource then is multiplied by its corresponding optimal power model coefficients to obtain intermediate
resource results (box 520). Each of the intermediate resource results then are summed to obtain a power consumption
for the virtual machine (box 530). For example, for each virtual machine the percentage of the CPU resource used by
the virtual machine plus the percentage of the disk resource used by the virtual machine, and so forth, and is summed
over all of the resources. The output of the module 210 is the power consumption of the virtual machine (box 540).
[0083] This first embodiment generates linearly independent combinations of power states in Equation (14) through
controlled workloads that cause various resource power states to be used. This approach is a basic approach and has
the lowest overhead since one workload is used for training. However, the controlled workloads may not use the processor
and other resources in a manner representative of real workloads.

IV.B.2. Second Embodiment for Energy Calculation

[0084] The second embodiment of the energy calculation tracks more specific information than the first embodiment.
This second embodiment is a variation on the first embodiments that makes the equation a little more specific. Instead
of just tracking resource percentages, we track a CPU% working for a virtual machine. This takes into account the type
of work that the virtual machine is doing. This leads to a more complex equation that takes into account the nature of
work being done by each of the virtual machines.
[0085] FIG. 6 is a flow diagram illustrating the operational details of a second embodiment of the energy calculation
module 210 shown in FIG. 2. The method begins by inputting the optimal power model coefficients (box 600). In addition,
the method inputs the percentages of the CPU working for a particular virtual machine (box 610). Next, embodiments
of the module 210 compute virtual-machine specific coefficients for each resource using the optimal power model
coefficients (box 620).
[0086] For example, it could be the case where VM1 is using 10% of the CPU (say 10 Watts) and VM2 is using 10%
of the CPU (say 12 Watts). The second embodiment takes this into account. This means that the second embodiment
also uses virtual machine-specific coefficients, such that the α1,VM1 is the α1 value that works for VM1, α1,VM2 is the α1
value that works for VM2, and so forth. In other words, each of the α1’s are for a first resource (such as the CPU resource),
and the α2’s are for a second resource (such as the disk resource), and so forth.
[0087] Each CPU percentage and resource percentage then is multiplied by its corresponding virtual-machine specific
coefficient to obtain intermediate resource results (box 630). Each of the intermediate resource results then are summed
to obtain a power consumption for the virtual machine (box 640). The output of the module 210 is the power consumption
of the virtual machine (box 650).
[0088] The power model augmentation module 290 augments the above power models by taking into account the fact
that CPUs can operate a different frequencies. The power augmentation module 290 is used to overcome the accuracy
limitations of the two embodiments set forth above. The general idea of the power augmentation module 290 is that the
model parameters (or optimal power model coefficients) for each virtual machine are learned separately. Since for a
given workload, the unobserved power states are highly correlated to the observed ones, the model based on a small
number of observed states will capture the power usage more accurately. In fact, with the power model augmentation
module 290, even if the processor counter for LLC misses is not captured due to portability limitations across processors,
that simply becomes another unobserved state that for a given workload may be correlated with observed states.
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V. Power Metering Application

[0089] The virtual machine power metering system 100 and method includes the virtual machine power metering
techniques that were set forth above. These virtual machine power metering techniques can be used for various power
management decisions. One of these power management decisions and applications will now be discussed, namely,
power capping.

V.A. Power Capping Module

[0090] The power capping module 220 uses the power consumption computed for each virtual machine using the
above techniques for a power capping technique for virtual machines. This virtual machine power capping allows virtual
machines to be hosted in power over-subscribed circuits, leading to significant advantages in power provisioning costs.
[0091] In order to better explain the operation of the power capping module 220, the power capping concept in over-
subscribed circuits as used for physical servers (without virtual machines) will first be described. Imagine that a server
is rated for power Prat. Then, a conventionally provisioned power distribution circuit will have enough power capacity to
supply Prat to all servers connected to that circuit. However, a server rated for Prat can only use Prat if each component
of the server (CPU, disk, motherboard chipsets, memory, and so forth) is used to its full power at the same time. In
reality, this does not happen. When the CPU is busy accessing the memory it is possible that the disk is not fully used,
and when the CPU is busy processing data, it is possible that memory is not fully used. A realistic workload thus uses
lower power than Prat. Suppose the maximum of the actual power used by any combination of software intended to be
executed on the server is denoted Pact. Then, a power distribution circuit that has a capacity to supply only Pact per
server could be used. Since Pact is lower than Prat, the power circuit is said to be over-subscribed since it is possible
(though unlikely) that the power capacity is exceeded. For instance, capacity may be exceeded if some unexpected
combination of software that uses more resources simultaneously than any previously measured software combination
is executed.
[0092] If the power capacity is exceeded, the circuit breaker will trip causing multiple servers served by that circuit to
stop working. This is clearly not desirable. Thus, it is desirable that if a server is provisioned for Pact power capacity, it
stay within Pact. The method to ensure that each physical server stays within Pact is known as power capping. Typically,
it is implemented in server motherboard’s firmware. When the server exceeds Pact its resource usage is throttled (for
instance the CPU frequency could be lowered) to keep power usage below Pact.
[0093] However, the above power capping method does not apply directly to virtual machines. As noted earlier in this
document, if the physical server hosting multiple virtual machines is capped by throttling the physical resources (such
as CPU frequency) in the server, it may cause multiple virtual machines to be throttled even when it is just one virtual
machine that exceeded its power rating. Clearly it is desirable to enforce power capacity limits on each virtual machine
separately. The power capping module 220 uses the virtual machine metering information described above to enable
power capping for virtual machines.
[0094] FIG. 7 is a flow diagram illustrating the operational details of embodiments of the power capping module 220
shown in FIG. 2. First, the power usage of each virtual machine is monitored (box 700). The peak power drawn by that
virtual machine is measured (box 710) and virtual machines are placed on physical host servers such that the sum of
their peaks is less than or equal to the power capacity allocated to that server (box 720).
[0095] Next, a determination is made as to whether a virtual machine has exceeded its power budget (box 730). If
not, then no action is taken (box 740). If so, then when a virtual machine has exceeded (or is about to exceed) its power
budget, the module 290 checks whether this excess will cause the physical server’s power budget to be exceeded (box
750). If some of the virtual machines are exceeding their budget but enough other virtual machines are operating below
their budget such that the physical server as a whole is below the allocated power capacity limit, there is no danger of
a circuit breaker tripping. In this case no action needs to be taken (box 740).
[0096] On the other hand, if one or more virtual machines are exceeding their power budget such that the physical
server hosting those virtual machines has exceeded (or is about to exceed) its allocated power capacity, then an ap-
propriate action is taken on individual virtual machines to reduce power usage on this server (box 760). Note that the
entire server is not throttled (unlike existing techniques). The appropriate action includes one of multiple options. Note
that each of the following options is shown in FIG. 7 as being connected with a dashed arrow to indicate that any of the
four options may be used.
[0097] A first option is that the virtual machines that are exceeding their power budget are throttled to the power level
that allows the server to be within its allocated capacity (box 765). Throttling may be implemented by reducing the amount
of CPU time allocated to that VM. A second option is that the virtual machines are allowed to operate at higher power
but some other lower priority virtual machines are throttled to reduce overall power usage (box 770). For example, a
revenue generating virtual machine may be allowed to run above its budget and some background tasks may be throttled
temporarily. A third option is that one or more virtual machines are migrated from this server to another server that has
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excess capacity (box 775). A fourth option is that one or more virtual machines are shut down to be executed later (box
780). Additional options, which are not shown in FIG. 7, include reducing the number of requests being submitted to the
virtual machines, and increasing the number of virtual machines on other servers where excess power capacity.
[0098] In other embodiments of the power capping module 220, a variation of the above method is used. In reality,
the virtual machines (or the applications hosted on the virtual machines) have a variable user load. The peak user load
occurs only for a small duration of the day and at other times they are operating below peak. In effect the peak of the
sum of the power usages of the virtual machine is lower than the sum of the peaks of the power usages. Also, the peak
load of multiple virtual machines sharing a server may occur at different times. Hence, rather than allocating power
capacity for peak load, some embodiments of the power capping module 220 allocate power capacity for a level lower
than the peak. When the server power capacity is exceeded, an appropriate action similar to the above method (such
as throttling individual VMs, migrating VMs to other servers, and so forth) is used.

V.B. Energy Metering of Distributed Activities

[0099] Computational activities in a computing infrastructure (such as a data center) often consist of multiple tasks
performed by multiple virtual machines or server roles hosted on different physical machines. For example, a search
query may be first received by a web front end service (also referred to as web frontend server role) and may be hosted
inside a virtual machine. The search query then may be processed by multiple search data retrieval servers, advertisement
servers, and content-rendering servers. The results of the processing are collected and sent to the user. As another
example, an activity may consist of receiving an email for a particular user. First an incoming-email server role (possibly
hosted within a virtual machine) will receive the message and determine the correct user account for the message. A
virus-scanning server may check the contents of the email message. A spam-filtering server may check the contents of
the message as well. Then a storage server may place the message in its storage. The activity in each case involves
expenditure of energy on multiple distributed server roles some of which could be hosted on the same machine and
some on different machines. It is desirable to determine the energy used by the activity as a whole.
[0100] The virtual machine power metering system 100 and method also includes a technique to determine the energy
usage of an individual activity that may be distributed over several virtual machines. An activity is defined as a service
or request. For example, a search query is an activity that has a verifiable beginning and end.
[0101] In particular, when the activity is initiated an event is generated. This begins the tracking of each resource that
is used by the activity. For example, when an activity uses a particular server role, the energy usage of the relevant
server role is determined over the duration of the activity’s use using previously described methods to monitor energy
usage of virtual machines. As noted above, the activity could start and end on different virtual machines at different
times. As the activity progresses, the energy used across multiple server roles is added up to generate the total energy
used by the activity.
[0102] In addition, some energy may be spent by devices that are not part of the computing infrastructure as tracked
by the virtual machine power metering method. These could include cooling equipment for the computing facility and
such peripherals. The energy used in these devices is estimated as follows. The total energy used by those devices is
measured using hardware power metering or using known power models (based on specifications and data sheets or
learned in situ). Then, the total activity workload served by the computational facility is tracked using only the methods
that monitor computing infrastructure that are accessible to the virtual machine power metering method. The total power
consumption is then apportioned among all activities that are performed by the computing infrastructure. The total energy
may be apportioned equally among all activities, divided in the ratio of their execution times, or in the ratios of their
previously computed energy spent within the virtual machines.
[0103] The techniques presented herein use the term "energy usage" or "power consumption." These may be reported
in units of energy (such as Joules or Kilowatt Hours). Power consumption may also be reported in terms of power drawn,
using units of power (such as Watts). In the case where the reporting is in terms of power, a time series representing
power drawn over unit time intervals may be provided.

VI. Exemplary Operating Environment

[0104] Embodiments of the virtual machine power metering system 100 and method are designed to operate in a
computing environment. The following discussion is intended to provide a brief, general description of a suitable computing
environment in which embodiments of the virtual machine power metering system 100 and method may be implemented.
[0105] FIG. 8 illustrates an example of a suitable computing system environment in which embodiments of the virtual
machine power metering system 100 and method shown in FIGS. 1-7 may be implemented. The computing system
environment 800 is only one example of a suitable computing environment and is not intended to suggest any limitation
as to the scope of use or functionality of the invention. Neither should the computing environment 800 be interpreted as
having any dependency or requirement relating to any one or combination of components illustrated in the exemplary
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operating environment.
[0106] Embodiments of the virtual machine power metering system 100 and method are operational with numerous
other general purpose or special purpose computing system environments or configurations. Examples of well known
computing systems, environments, and/or configurations that may be suitable for use with embodiments of the virtual
machine power metering system 100 and method include, but are not limited to, personal computers, server computers,
hand-held (including smartphones), laptop or mobile computer or communications devices such as cell phones and
PDA’s, multiprocessor systems, microprocessor-based systems, set top boxes, programmable consumer electronics,
network PCs, minicomputers, mainframe computers, distributed computing environments that include any of the above
systems or devices, and the like.
[0107] Embodiments of the virtual machine power metering system 100 and method may be described in the general
context of computer-executable instructions, such as program modules, being executed by a computer. Generally,
program modules include routines, programs, objects, components, data structures, etc., that perform particular tasks
or implement particular abstract data types. Embodiments of the virtual machine power metering system 100 and method
may also be practiced in distributed computing environments where tasks are performed by remote processing devices
that are linked through a communications network. In a distributed computing environment, program modules may be
located in both local and remote computer storage media including memory storage devices. With reference to FIG. 8,
an exemplary system for embodiments of the virtual machine power metering system 100 and method includes a general-
purpose computing device in the form of a computer 810.
[0108] Components of the computer 810 may include, but are not limited to, a processing unit 820 (such as a central
processing unit, CPU), a system memory 830, and a system bus 821 that couples various system components including
the system memory to the processing unit 820. The system bus 821 may be any of several types of bus structures
including a memory bus or memory controller, a peripheral bus, and a local bus using any of a variety of bus architectures.
By way of example, and not limitation, such architectures include Industry Standard Architecture (ISA) bus, Micro Channel
Architecture (MCA) bus, Enhanced ISA (EISA) bus, Video Electronics Standards Association (VESA) local bus, and
Peripheral Component Interconnect (PCI) bus also known as Mezzanine bus.
[0109] The computer 810 typically includes a variety of computer readable media. Computer readable media can be
any available media that can be accessed by the computer 810 and includes both volatile and nonvolatile media,
removable and non-removable media. By way of example, and not limitation, computer readable media may comprise
computer storage media and communication media. Computer storage media includes volatile and nonvolatile removable
and non-removable media implemented in any method or technology for storage of information such as computer
readable instructions, data structures, program modules or other data.
[0110] Computer storage media includes, but is not limited to, RAM, ROM, EEPROM, flash memory or other memory
technology, CD-ROM, digital versatile disks (DVD) or other optical disk storage, magnetic cassettes, magnetic tape,
magnetic disk storage or other magnetic storage devices, or any other medium which can be used to store the desired
information and which can be accessed by the computer 810. By way of example, and not limitation, communication
media includes wired media such as a wired network or direct-wired connection, and wireless media such as acoustic,
RF, infrared and other wireless media. Combinations of any of the above should also be included within the scope of
computer readable media.
[0111] The system memory 830 includes computer storage media in the form of volatile and/or nonvolatile memory
such as read only memory (ROM) 831 and random access memory (RAM) 832. A basic input/output system 833 (BIOS),
containing the basic routines that help to transfer information between elements within the computer 810, such as during
start-up, is typically stored in ROM 831. RAM 832 typically contains data and/or program modules that are immediately
accessible to and/or presently being operated on by processing unit 820. By way of example, and not limitation, FIG. 8
illustrates operating system 834, application programs 835, other program modules 836, and program data 837.
[0112] The computer 810 may also include other removable/non-removable, volatile/nonvolatile computer storage
media. By way of example only, FIG. 8 illustrates a hard disk drive 841 that reads from or writes to non-removable,
nonvolatile magnetic media, a magnetic disk drive 851 that reads from or writes to a removable, nonvolatile magnetic
disk 852, and an optical disk drive 855 that reads from or writes to a removable, nonvolatile optical disk 856 such as a
CD ROM or other optical media.
[0113] Other removable/non-removable, volatile/nonvolatile computer storage media that can be used in the exemplary
operating environment include, but are not limited to, magnetic tape cassettes, flash memory cards, digital versatile
disks, digital video tape, solid state RAM, solid state ROM, and the like. The hard disk drive 841 is typically connected
to the system bus 821 through a non-removable memory interface such as interface 840, and magnetic disk drive 851
and optical disk drive 855 are typically connected to the system bus 821 by a removable memory interface, such as
interface 850.
[0114] The drives and their associated computer storage media discussed above and illustrated in FIG. 8, provide
storage of computer readable instructions, data structures, program modules and other data for the computer 810. In
FIG. 8, for example, hard disk drive 841 is illustrated as storing operating system 844, application programs 845, other
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program modules 846, and program data 847. Note that these components can either be the same as or different from
operating system 834, application programs 835, other program modules 836, and program data 837. Operating system
844, application programs 845, other program modules 846, and program data 847 are given different numbers here to
illustrate that, at a minimum, they are different copies. A user may enter commands and information (or data) into the
computer 810 through input devices such as a keyboard 862, pointing device 861, commonly referred to as a mouse,
trackball or touch pad, and a touch panel or touch screen (not shown).
[0115] Other input devices (not shown) may include a microphone, joystick, game pad, satellite dish, scanner, radio
receiver, or a television or broadcast video receiver, or the like. These and other input devices are often connected to
the processing unit 820 through a user input interface 860 that is coupled to the system bus 821, but may be connected
by other interface and bus structures, such as, for example, a parallel port, game port or a universal serial bus (USB).
A monitor 891 or other type of display device is also connected to the system bus 821 via an interface, such as a video
interface 890. In addition to the monitor, computers may also include other peripheral output devices such as speakers
897 and printer 896, which may be connected through an output peripheral interface 895.
[0116] The computer 810 may operate in a networked environment using logical connections to one or more remote
computers, such as a remote computer 880. The remote computer 880 may be a personal computer, a server, a router,
a network PC, a peer device or other common network node, and typically includes many or all of the elements described
above relative to the computer 810, although only a memory storage device 881 has been illustrated in FIG. 8. The
logical connections depicted in FIG. 8 include a local area network (LAN) 871 and a wide area network (WAN) 873, but
may also include other networks. Such networking environments are commonplace in offices, enterprise-wide computer
networks, intranets and the Internet.
[0117] When used in a LAN networking environment, the computer 810 is connected to the LAN 871 through a network
interface or adapter 870. When used in a WAN networking environment, the computer 810 typically includes a modem
872 or other means for establishing communications over the WAN 873, such as the Internet. The modem 872, which
may be internal or external, may be connected to the system bus 821 via the user input interface 860, or other appropriate
mechanism. In a networked environment, program modules depicted relative to the computer 810, or portions thereof,
may be stored in the remote memory storage device. By way of example, and not limitation, FIG. 8 illustrates remote
application programs 885 as residing on memory device 881. It will be appreciated that the network connections shown
are exemplary and other means of establishing a communications link between the computers may be used.
[0118] The foregoing Detailed Description has been presented for the purposes of illustration and description. Many
modifications and variations are possible in light of the above teaching. It is not intended to be exhaustive or to limit the
subject matter described herein to the precise form disclosed. Although the subject matter has been described in language
specific to structural features and/or methodological acts, it is to be understood that the subject matter defined in the
appended claims is not necessarily limited to the specific features or acts described above. Rather, the specific features
and acts described above are disclosed as example forms of implementing the claims appended hereto.
[0119] Examples provide example clauses as follows:

Clause 1: A method implemented on a computing device for computing power consumption of an activity that occurs
across at least one virtual machine residing on a physical host server, comprising:

defining an activity period as an amount of time elapsed between a beginning event and an ending event;
tracking each resource on each virtual machine that is used in the activity during the activity period;
computing power consumption for each virtual machine working on the activity during the activity period to
obtain power consumption measurements;
summing the power consumption measurements for each virtual machine working on the activity during the
activity period to obtain the total activity power consumption; and
outputting the total activity power consumption representing the total power consumed for the activity.

Clause 2: The method of clause 1, further comprising:

computing a power model that relates a total resource utilization for a virtual machine to a total power consumption
of the host server; and
computing a power consumption for the virtual machine using the power model and optimal power model
coefficients.

Clause 3: The method of clause 1, further comprising:

computing total power consumption of devices used during the activity period but not tracked as a resource; and
determining a portion of the total power consumption of the untracked devices that was used in the activity
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during the activity period.

Clause 4: The method of clause 2, further comprising summing the power consumption measurements for each
virtual machine working on the activity and the portion of the power consumption of the untracked devices using
during the activity period to obtain the total activity power consumption.

Clause 5: The method of clause 4, further comprising:

generating a beginning event when the activity is initiated on the virtual machine; and
determining and marking an ending event when the activity is terminated and presented to a user.

Clause 6: The method of clause 2, further comprising:

determining percentages of each resource used by each virtual machine;
multiplying each resource percentage by its corresponding optimal power model coefficients to obtain interme-
diate resource results for each virtual machine; and
summing each of the intermediate resource results for each virtual machine to obtain the individual power
consumption for each virtual machine.

Clause 7: The computer-implemented method of clause 2, further comprising:

determining percentages of a central processing unit (CPU) working for each virtual machine; and
using the optimal power model coefficients to compute virtual machine-specific coefficients for each resource
for each virtual machine.

Clause 8: A method implemented on a computing device for individually controlling power consumption of a plurality
of virtual machines residing on a physical host server, comprising:

using the computing device to perform the following:

monitoring a power consumption of each virtual machine on the host server;
measuring a peak power drawn by each virtual machine on the host server;
determining whether any of the plurality of virtual machines has exceeded its power budget;
if so, then determining whether a power budget of the host server has been exceeded; and
if so, then reducing a power consumption of at least one of the virtual machines to reduced a total power
consumption of the host server.

Clause 9: The method of clause 10, further comprising locating virtual machines on the host server based on
measured peak power of each virtual machine.

Clause 10: The method of clause 10, further comprising:

generating a power model that relates a total resource utilization for each of the plurality of virtual machines to
a total power consumption of the host server;
using the power model to obtain optimal power model coefficients; and
computing a power consumption for each of the plurality of virtual machines using the power model and the
optimal power model coefficients.

Clause 11: The method of clause 10, further comprising reducing power consumption of each virtual machine that
is exceeding its power budget so as to not exceed the power budget of the host server.

Clause 12: The method of clause 10, further comprising reducing power consumption of each lower-priority virtual
machines residing the host server so as to not exceed the power budget of the host server, where the lower-priority
virtual machines have a lower priority as compared to virtual machines that have exceeded their power budget.

Clause 13: The method of clause 10, further comprising shutting down one or more of the virtual machines that
have exceeded their power budget so as to not exceed the power budget of the host server.
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Clause 14: The method of clause 10, further comprising migrating one or more virtual machines to another server
so as to not exceed the power budget of the host server.

Claims

1. A method implemented on a computing device for individually controlling power consumption of a plurality of virtual
machines residing on a physical host server, comprising:

using the computing device to perform the following:

monitoring a power consumption of each virtual machine on the host server;
measuring a peak power drawn by each virtual machine on the host server;
determining whether any of the plurality of virtual machines has exceeded its power budget;
if so, then determining whether a power budget of the host server has been exceeded; and
if so, then reducing a power consumption of at least one of the virtual machines to reduced a total power
consumption of the host server.

2. The method of claim 1, further comprising locating virtual machines on the host server based on measured peak
power of each virtual machine.

3. The method of claim 1, further comprising:

generating a power model that relates a total resource utilization for each of the plurality of virtual machines to
a total power consumption of the host server;
using the power model to obtain optimal power model coefficients; and
computing a power consumption for each of the plurality of virtual machines using the power model and the
optimal power model coefficients.

4. The method of claim 1, further comprising reducing power consumption of each virtual machine that is exceeding
its power budget so as to not exceed the power budget of the host server.

5. The method of claim 1, further comprising reducing power consumption of each lower-priority virtual machines
residing the host server so as to not exceed the power budget of the host server, where the lower-priority virtual
machines have a lower priority as compared to virtual machines that have exceeded their power budget.

6. The method of claim 1, further comprising shutting down one or more of the virtual machines that have exceeded
their power budget so as to not exceed the power budget of the host server.

7. The method of claim 1, further comprising migrating one or more virtual machines to another server so as to not
exceed the power budget of the host server.

8. A computer-readable medium comprising computer executable instructions stored thereon which, when executed
by a processing unit, cause the processing unit to perform the method of any one of the preceding claims.

9. A computing system comprising means for carrying out the method of any of claims 1 to 7.
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