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(57) Physically-based volume rendering generates a
lightfield. The locations of scattering modeled in physi-
cally-based rendering are used to assign depths for the
lightfield. The previously assigned depths and previously

rendered lightfield are used for lightfield rendering, which
may be performed more rapidly than the physical-
ly-based volume rendering.



EP 3 358 529 A2

2

5

10

15

20

25

30

35

40

45

50

55

Description

BACKGROUND

[0001] The present embodiments relate to physically-
based volume rendering. In a medical imaging example,
an image from a three-dimensional (3D) scan of a patient
is rendered for visualization.
[0002] Physically-based visualization techniques pro-
duce global illumination effects in computer-generated
graphics that mimic the real-world interaction of light with
various 3D objects or tissues. Monte Carlo path tracing
is a useful rendering technique for such light transport
computations, where the natural light phenomena are
modeled using a stochastic process. The physically-
based volume rendering results in physically plausible
images that are often easier for the human brain to inter-
pret when compared to the more analytical images from
traditional volume rendering, such as ray casting or direct
volume rendering. However, evaluation of the rendering
integral in physically-based volume rendering may re-
quire thousands of stochastic samples per pixel to pro-
duce an acceptably noise-free image. Depending on the
rendering parameters and implementing processor, pro-
ducing one photorealistic image with physically-based
volume rendering may be on the order of seconds for
interactive workflows and multiple hours for production-
quality images.
[0003] Light field rendering allows much faster gener-
ation of photorealistic images, but depends on a large
amount of input data that has to be produced in an ex-
pensive preprocessing step. This preprocessing step
shifts the time demand form the phase of the user inter-
action to the preprocessing step. This also allows fast
rendering on low-powered devices, like tablets or cell
phones, while shifting the computationally expensive
task of preprocessing to dedicated computer servers.

SUMMARY

[0004] By way of introduction, the preferred embodi-
ments described below include methods, systems, in-
structions, and computer readable media for lightfield vol-
ume rendering. Physically-based volume rendering gen-
erates a lightfield. The locations of scattering modeled in
physically-based rendering are used to assign depths for
the lightfield. The previously assigned depths and previ-
ously rendered lightfield are used for lightfield rendering,
which may be performed more rapidly than the physical-
ly-based volume rendering.
[0005] In a first aspect, a method is provided for light-
field volume rendering. A physically-based renderer, us-
ing a medical dataset representing a three-dimensional
region of a patient, renders a lightfield representing the
three-dimensional region of the patient in two dimen-
sions. Depths are assigned to locations in the lightfield.
A lightfield renderer renders another image representing
the three-dimensional region of the patient from the light-

field and depths. The other image is transmitted.
A method is preferred, wherein rendering the lightfield
comprises rendering with path tracing, and/or wherein
rendering the lightfield comprises Monte Carlo-based
rendering and/or wherein rendering the lightfield com-
prises rendering from a plurality of different camera po-
sitions relative to the medical dataset.
According to a preferred method, assigning comprises,
for each pixel of the rendered lightfield, locating a depth
from an average depth of scattering in the physically-
based render. Locating can comprise locating the depth
from a weighted average depth of the scattering, the
weighting being a function of color at the depths of scat-
tering being averaged.
Further, a method is preferred, wherein assigning com-
prises, for each pixel of the rendered lightfield, locating
a depth with clustering of sampling points used by the
physically-based renderer in rendering the pixels. Locat-
ing the depth with clustering preferably comprises bin-
ning depths for the sampling points in a histogram and
selecting the depth with a greatest number of hits in the
histogram. A method is preferred, further comprising us-
ing multiple depth histograms and sub-dividing the depth
histograms.
Further, a method is preferred, wherein assigning com-
prises generating a plurality of depths for at least some
of the pixels.
Further, a method is preferred, wherein rendering the
other image comprises selecting images of the lightfield
with the depths, and interpolating from the selected im-
ages, and/or wherein rendering the other image compris-
es filtering the lightfield as a function of the depths and/or
wherein rendering the other image comprises using the
depths to determine closest rays of the lightfield and gen-
erating the other image from the closest rays.
According to a preferred method, the method further
comprising receiving an interaction from a user input de-
vice, the interaction relative to a lightfield image, and
wherein rendering the other image comprises rendering
from the lightfield based on the interaction.
[0006] In a second aspect, a system is provided for
lightfield volume rendering. A memory stores data rep-
resenting a lightfield of an object in three dimensions and
depths for the lightfield. The lightfield and depths were
generated from path tracing from different perspectives
of the object. A graphics processing unit is configured to
lightfield render an image from a sub-set of the lightfield
and depths for the lightfield of the sub-set.
Preferred is a system, wherein the lightfield and depths
in the memory are generated from Monte-Carlo path trac-
ing.
Further, a system is preferred, wherein the depths are
generated from an average depth of scattering points in
the path tracking, a weighted average depth of the scat-
tering points, or clustering of the scattering points. Ac-
cording to a preferred system, the graphics processing
unit is configured to lightfield render from the depths by
selecting rays based on the depths.
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[0007] In a third aspect, a method is provided for light-
field volume rendering. A lightfield representing a three-
dimensional object from different perspectives are Monte
Carlo-based volume rendered. Depths are assigned to
the lightfield based on scatter points modeled in the Mon-
te Carlo-based volume rendering. An image is rendered
from the lightfield and depths. Further, such a method is
preferred, wherein assigning the depths comprises clus-
tering of the scatter points and determining the depths
for clusters of the scatter points.
[0008] The present invention is defined by the following
claims, and nothing in this section should be taken as a
limitation on those claims. Further aspects and advan-
tages of the invention are discussed below in conjunction
with the preferred embodiments and may be later claimed
independently or in combination.

BRIEF DESCRIPTION OF THE DRAWINGS

[0009] The components and the figures are not nec-
essarily to scale, emphasis instead being placed upon
illustrating the principles of the invention. Moreover, in
the figures, like reference numerals designate corre-
sponding parts throughout the different views.

Figure 1 shows an example use of depth for lightfield
rendering;
Figure 2 is a flow chart diagram of one embodiment
of a method for lightfield volume rendering;
Figure 3 shows another example use of depth for
lightfield rendering;
Figure 4 is a block diagram of one embodiment of a
system for lightfield volume rendering.

DETAILED DESCRIPTION OF THE DRAWINGS AND 
PRESENTLY PREFERRED EMBODIMENTS

[0010] Interactive photorealistic visualization of volu-
metric data where the renderer uses computationally ex-
pensive techniques for the light transport simulation is
challenging. Volume rendering for highly realistic or ’cin-
ematic’ quality based on stochastic Monte Carlo sam-
pling of the volume requires a huge computational load
and is therefore slow.
[0011] Using a lightfield for the final color produced by
the volume renderer allows more rapid rendering. The
more rapid rendering may allow use with remote clients,
low-power thin clients, and/or augmented reality (AR) or
virtual reality (VR) devices. In this approach, the high-
quality Monte-Carlo raytracing is used to pre-render im-
ages.
[0012] Lightfield rendering allows high-quality render-
ing of scenes, but relies on a large amount of pre-ren-
dered or prerecorded data. With better filtering, the
amount of data to be prerendered and therefore also the
amount of data to be stored and accessed for the inter-
active rendering of the lightfield may be reduced. The
filtering uses interpolation or other selection to determine

color for views not included in the stored lightfield. Depth
information may be used to improve the filtering and the
fidelity of the lightfield rendering. The pre-rendered im-
ages, including depth images, are used to interpolate a
more realistic view.
[0013] Path-tracing, such as Monte-Carlo-based path
tracing, does not provide a good definition of depth, pos-
sibly resulting in image artifacts in the lightfield rendering.
By using a combination of depths of various scattering
points used in the physically-based rendering, depths
may be assigned for the different rays or positions in the
lightfield.
[0014] Figure 1 shows how depth provides important
information for the filtering. The top and bottom lines in-
dicate two planes 12 defining a light slab. Each of the
two planes 12 has three positions 14 after discretization.
Each position 14 provides for radiance at that position
14 for each orientation of rays from the position 14 on
one plane 12 to the positions 14 on the other plane. The
dashed ray shows one example. The dotted ray shows
another example. The solid ray represents a ray to be
created by filtering and connects two points different than
the lightfield positions on the two planes 12. The dashed
ray is the closest ray in origin, but the dotted ray intersects
the displayed object 16 at a closer point than the dashed
ray. Using depth information of the first hits along the
rays, the ray providing the most accurate position can be
selected. In this example, the dotted array is closer to
the solid ray at the scattering depth, so is used for filtering.
This selection avoids using the color for the object 18 for
the solid ray, but instead using the color for the object 16
from the dotted ray, increasing fidelity or avoiding arti-
facts.
[0015] To filter, the depths of the objects in the lightfield
are determined. For each lightfield pixel (e.g., ray from
one sample point 14 to another sample point 14), a depth
is determined in the path tracing. For example, Monte-
Carlo sampling is used to improve the accuracy and con-
sistency of depth information for Monte-Carlo rendered
images. The lightfield and depths generated from the
path tracing are used for interactive lightfield rendering.
[0016] Figure 2 shows one embodiment of a method
for lightfield volume rendering. Physically-based volume
rendering is used to generate the lightfield. Depths are
heuristically assigned to pixels (e.g., rays) rendered with
path tracing, such as Monte Carlo path tracing, at differ-
ent camera positions. The color or intensity is a radiance
for each position and orientation. The depth for each pixel
or ray defines the depth along the ray of the lightfield of
intersection with an object. For rapid rendering and/or in
response to user interaction, images may be rendered
from the lightfield instead of the more time consuming
physically-based volume rendering.
[0017] The method of Figure 2 is implemented by a
processor and/or a graphics processing unit (GPU) in a
server, computer, mobile device, or other machine. In
one embodiment, the system of Figure 4 implements the
method of Figure 1, with or without the medical imager
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56, user input 54, and/or display 60. For example, data
is input by loading from a memory in act 30, and a proc-
essor and/or GPU performs acts 32-40.
[0018] The acts are performed in the order shown (top
to bottom) or another order. The loop-back from act 34
to act 32 represents a repetition to generate the lightfield
from different camera positions. Act 36 may occur prior
to acts 32 and/or 34.
[0019] Additional, different, or fewer acts may be pro-
vided. For example, act 30 is not provided, such as where
the data is streamed or provided from a scanner. In an-
other example, act 36 is not provided, such as where
default or processor-determined viewpoints are used. In
yet another example, act 40 is not provided. Example
additional acts include receiving rendering parameters
and physically-based volume rendering a photorealistic
image after obtaining a desired image using the lightfield.
[0020] In one embodiment, acts 30-34 are performed
for creating the lightfield and depths without lightfield ren-
dering. In another embodiment, acts 36-40 are provided
for lightfield rendering based on the stored lightfield and
depths without performing acts 30-34. In yet another em-
bodiment, all or any sub-set of the acts are performed.
[0021] In act 30, data is loaded from a memory, sen-
sors, and/or another source. The data represents a 3D
object, such as a machine or part. In one embodiment,
the data represents a patient. In the examples below,
medical imaging or scanner data is used. A medical scan-
ner may provide the data, such as a medical dataset rep-
resenting a 3D region of the patient. Any type of medical
data is obtained, such as computed tomography, mag-
netic resonance, positron emission tomography, single
photon emission computed tomography, ultrasound, or
another scan modality. Scan data representing a 3D vol-
ume is loaded as a medical dataset. The scan data may
be from multiple two-dimensional scans or may be for-
matted from a 3D scan. In other embodiments, other
types of data are used.
[0022] The data is formatted as voxels in a uniform or
non-uniform 3D grid, but a scan format (e.g., polar coor-
dinate format) may be used. Each voxel or grid point is
represented by 3D location (e.g., x, y, z) and an intensity,
scalar, or other information.
[0023] In act 32, a physically-based renderer renders
pixels representing the 3D region of the patient. The
physically-based renderer is a graphics processing unit,
array of graphics processing units, workstation, server,
computer, processor, or other machine capable of the
computations. Parallel processing capability is preferred
given the repetitive nature of the rendering.
[0024] The renderer collapses or projects the 3D rep-
resentation (i.e., data) of the object into two dimensions.
The voxels are converted into pixels. Each pixel repre-
sents a point in a display or frame of data as if viewed
by a person from a given camera position.
[0025] In one embodiment, the physically-based ren-
derer renders a photorealistic image of the 3D region of
the patient. Any physically-based rendering algorithm ca-

pable of computing light transport may be used, such as
path tracing, unbiased path tracing, Monte-Carlo path
tracing, or Metropolis light transport. The physically-
based rendering simulates the physics of light propaga-
tion to create an image instead of accumulating volume
samples with local illumination along viewing rays from
the camera, as is done for traditional direct volume ren-
dering. In path tracing implemented for physically-based
rendering, the paths of light or photons, including due to
scattering and absorption, are modeled and used for ren-
dering. Photons are repetitively modeled for each path
using stochastic scattering and absorption. The physi-
cally-based rendering result may be built up over time as
the rendering may rely on probabilistic scattering and
tracing millions of light paths.
[0026] The rendering results in a photorealistic image.
For a given set of values of rendering parameters, a sin-
gle image is output. The rendering parameters are a de-
fault set, set by the user, determined by a processor, or
combinations thereof. The rendering parameters may in-
clude data consistency parameters. Data consistency
parameters include windowing, scaling, level compres-
sion, data normalization, or others. The rendering param-
eters may include transfer function design parameters.
Transfer function design parameters include classifiation
look-up tables, multidimensional transfer functions, tis-
sue-specific transfer functions, or other transfer func-
tions. The rendering parameters may include lighting de-
sign parameters. Lighting design parameters include
type of virtual lights, position of the virtual light sources,
orientation of the virtual light sources, image-based light-
ing sources, ambient lighting, or others. The rendering
parameters may include viewing design parameters.
Viewing design parameters include type of camera, po-
sition of the camera, orientation of the camera, intrinsic
parameters for viewing, or others. One or more use-case
specific parameters may be provided. Use-case specific
parameters are settings specific to a given use, such as
a particular camera position for a given type of medical
report or use of two cameras for stereoscopic viewing.
[0027] The parameters may be specific to physically-
based rendering, such as internal render properties. The
setting for any parameter for path tracing, unbiased path
tracing, Monte Carlo rendering, global (i.e., indirect) illu-
mination, or other simulations of light propagation may
be used. For example, a global albedo or surface reflect-
ance coefficient, which describes the relative importance
of light scattering versus light absorption, may be used.
During path tracing, different levels or amounts of scat-
tering and/or absorption are modeled for different loca-
tions based on the data representing the 3D object. The
scattering and/or absorption of photons is modeled for
each sampling point (e.g., voxel). Transparency, reflec-
tivity, surface roughness, and/or other properties derived
from the data may be modeled in the physically-based
rendering. Albedo may be a per-material property for the
different tissue classes in the volume data.
[0028] The output of the renderer in one embodiment
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is a 2D grid of pixels that matches the resolution of the
display output device. In one embodiment, this output is
used as-is and without any modification to the rendering
algorithm. Each pixel represents a visual characteristic
for a different area. For example, each pixel includes a
color value (e.g., red, green, blue (RGB) value). A scalar
or grey scale value may be used instead of or as the color.
[0029] The rendered image is used as part of a light-
field. A multitude of rendered images is used as a light-
field. The camera position determines the ray orientation,
the pixel determines the location on the light slab or plane
12, and the rendered color or intensity determines the
radiance. The lightfield represents the three-dimensional
region of the patient in two dimensions. To provide the
radiance for the locations at different orientations (e.g.,
rays between different discretized points on the planes
12), the physically-based volume rendering is repeated
from different perspectives, as represented by the feed-
back from act 34 to act 32. By rendering at a plurality of
different camera positions and angles relative to the med-
ical dataset, a lightfield is generated.
[0030] Any generation of the lightfield may be used.
Lightfield rendering creates virtual views from previously
rendered or photographically captured image data. The
previously rendered or captured image data are the light-
field. This approach allows recreating views of real
scenes in every detail, including very subtle interactions
between light and matter. By pre-generating the views,
complex or processing expensive rendering algorithms
may be used to produce the lightfield before any interac-
tive rendering. The lightfield is then used for real-time
rendering and/or interactive rendering.
[0031] The lightfield is a simplified version of the
plenoptic function. The plenoptic function captures the
radiance for every position and orientation in a region of
space. With three dimensions that describe the position
and two dimensions that describe the orientation, this
results in a five-dimensional function. Given the plenoptic
function, every possible view within that scene may be
reconstructed as a lightfield prior to interactive rendering.
The plenoptic function is sampled for every viewing ray
possibly generated by the camera.
[0032] The five-dimensional plenoptic function is large
in practice. Additionally, sampling of the plenoptic func-
tion is not possible within occluded spaces. Therefore,
the following simplifying assumptions are made. The
plenoptic function is sampled outside the bounding hull
of the object rendered, and the empty space (that is air)
around the object does not attenuate the light. With these
assumptions, the radiance along a ray stays constant,
and the dimensions may be reduced by one (i.e., depth),
resulting in a more manageable four-dimensional func-
tion, the lightfield.
[0033] A simple way to parameterize the lightfield is
with a light slab as represented in Figure 1. Two (finite)
planes 12 are introduced around the object of interest.
With the position on the first plane 12 described by the
vector (s,t), and the position on the second plane 12 de-

scribed by the vector (u,v), images are generated (i.e.,
rendered) by shooting a ray from every possible (discre-
tized) position (s,t) to every (u,v). As long as the camera
frustum does not partially lie outside these planes, every
view may be reconstructed from a collection of image of
the lightfield. To capture the object from different sides,
six of these light slabs are used.
[0034] Another approach to the parameterization is to
use two enclosing spheres. The camera origin then
moves on the outer sphere and captures images of the
inner sphere. The inner sphere is still outside or equal to
the bounding sphere of the object of interest. A lightfield
(e.g., rendered image) is created for each of the camera
origins and/or view directions. Spherical parameteriza-
tion of the lightfield reduces the number of artifacts com-
pared to slabs.
[0035] To avoid artifacts due to depth discrepancy in
lightfield rendering, depths are assigned to the locations
in each of the lightfield in act 34. The processor or graph-
ics processing unit determines a depth for each ray (e.g.,
orientation at a given position) of each lightfield. The
depth dimension is included in the lightfield or treated as
a separate vector.
[0036] The depth may be determined by segmentation.
By processing the medical scan data representing the
volume, the surfaces of objects are determined and used
to assign depths for any given ray of the lightfield. Pro-
jection rendering (e.g., ray casting) may be used, such
as assigning depth based on rays projected through the
volume. Ray casting usually defines the depth as the
point along the ray at which the opacity reaches a pre-
determined threshold.
[0037] Rather than requiring extra processing associ-
ated with traditional volume rendering or segmentation,
the depths may be assigned using the path tracing or
other physically-based volume rendering. For example,
the scatter points modeled in the Monte Carlo-based vol-
ume rendering are used to determine the depth. Monte-
Carlo sampling provides superior results when rendering
data, and using different methods for the rendering and
the creation of the depth data may introduce artifacts.
[0038] In Monte-Carlo path tracing, a random number
generator determines up to what opacity a ray is traced
through the volume. Then, depending on the gradient
magnitude, the ray might be scattered. Locations of scat-
ter correspond to surfaces. The scatter points indicate
where the depth may be sampled. Due to the random
sampling in physically-based volume rendering, different
potential depths are considered. The scattering occurs
at different depths due to the stochastic nature of the
rendering. In physically-based volume rendering, a sin-
gle or given pixel produced from the volume renderer
contains the projection of points along a viewing ray
through the volume. Therefore, it is not possible to define
a single depth value for that pixel in the general case.
[0039] To generate depths for the pixels based on path
tracing, one or more heuristic algorithms compute rep-
resentative depths along viewing rays. Viewing rays are
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simulated through the volume. These primary viewing
rays intersect with voxels in path tracing. A depth is lo-
cated for each pixel with a given camera position, pro-
viding a depth for each ray of the lightfield defined by the
camera position relative to the pixel locations.
[0040] In one example, the depth for a given ray of the
lightfield is assigned based on the location of scattering.
For voxels with scattering above a threshold, the average
depth is calculated. The scattering is used by the phys-
ically-based rendering, so is available for depth determi-
nation. Any threshold may be used. A running average
of the depth as indicated by the Monte-Carlo method at
one pixel location is used. The average depth likely con-
verges to a surface, resulting in outliers being filtered out.
[0041] A weighted average may be used. The weights
applied to the averaging of the depths from scattering
are based on the color or intensity for the voxel. The color
or intensity at any scatter depth included in the average
weights the contribution to the average. The color or in-
tensity is available as part of physically-based rendering
(e.g., part of the medical scan dataset as voxel values),
so may be easily used to calculate depth in conjunction
with physically-based volume rendering. Any mapping of
color or intensity to weight may be used, such as mapping
higher scalar values or brighter color to greater weight
and lower scalar values or less intense color to lesser
weight. Likelihood of scattering may be used instead of
color or intensity, such as greater likelihood of scattering
being weighted more heavily than lesser likelihood of
scattering. The likelihood of scattering is based on the
intensity or color for the voxel. In other embodiments,
other thresholding and/or derived values may be used
for weighting and/or averaging.
[0042] In yet another example, the depth is located with
clustering. Each of the sampling points used by the phys-
ically-based renderer in rendering the pixels include an
amount of scattering. The sampling points along a ray
are based on the optical model used in rendering. By
clustering sampling points, a depth or depth range asso-
ciated with the greatest cluster (e.g., greatest average
scattering, greatest total scattering, greatest number of
sample points in the cluster, and/or nearest depth with
sufficient cluster of scattering) is assigned to the pixel or
lightfield ray. For the pixels, depths are assigned to the
pixel data based on scatter points modeled in the Monte
Carlo-based volume rendering.
[0043] Any clustering may be used. For example, k-
means clustering of the scatter points along the view rays
is performed. Each depth has a probability of scattering.
By finding a cluster or grouping of similar probabilities of
scattering, a surface is identified. The depth of the surface
is used. The depths for clusters of the scatter points are
assigned.
[0044] In another example, the clustering uses a his-
togram of depths for the back scatter or sample points
with a threshold amount of scatter. The depths are used
to populate a histogram. Each bin includes a range of
depths. Since the physically-based rendering is stochas-

tic, M passes are made for each ray with the scattering
resulting in different or the same depth for each pass.
The bin of the histogram with the greatest number of
members or hits (i.e., scatter points) is found. The bin
provides the depth to be assigned to the ray or pixel.
Alternatively, the bin of the histogram with sufficiently
high scatter probability and sufficiently high number of
members is used.
[0045] In another embodiment, multiple depth histo-
grams are used. Once a depth is found in the first histo-
gram, the range of depths for that bin is then redistributed
into a separate histogram. The range of depths for the
one bin is sub-divided. The bins of the next histogram
are each assigned as different sub-ranges of the bin of
the first histogram. For example, the depth of the scene
(or the object depicted in the scene for medical volume
rendering) is binned into N bins (e.g., N=16). After M
rendering passes have been performed in physically-
based rendering for the ray, the bin with most hits is sub-
divided into N bins again and the hits in other bins are
discarded. This sub-division may proceed until conver-
gence or a given number of iterations. The depths in the
bin of the final histogram with the highest number of hits
are then averaged to compute the depth at that pixel po-
sition.
[0046] Other heuristics may be used to determine
depth for each ray (i.e., orientation for a given pair of
points on the opposing planes 12). Combinations of heu-
ristics may be used.
[0047] A depth is computed for each ray (i.e., line be-
tween discrete points on the bounding planes or spheres)
of the lightfield. Physically-based rendering provides the
lightfield and the depths.
[0048] In other embodiments, more than one depth
may be assigned along a given ray of the lightfield or for
a given pixel of a rendering used in the lightfield. For
example, clustering may show several surfaces. The
color is assigned to each surface. Alternatively, the scat-
tering for each surface is used to assign a surface specific
color as part of the rendering. For each view or primary
view ray, colors for multiple depths are provided, for at
least some pixels or rays. Where a given ray does not
pass through a surface, no color and depth is assigned.
Where a given ray passes through only one surface, only
one depth is assigned. In an alternative, windowing is
used. Different objects represented by the 3D data are
rendered separately, providing for different depths and
different colors depending on the object being rendered.
In yet another alternative, rendering and depth assign-
ment are provided in a sequence where outer layers of
data are progressively removed.
[0049] For rendering an image from the lightfield, a
camera location and orientation are received in act 36.
The renderer, such as a graphics processing unit, re-
ceives the camera view as an interaction on the user
interface. The camera view is provided from a user input
on a user input device. For example, a touch screen,
mouse, keyboard, trackball, or other device receives in-
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put from a user. The interaction is transmitted from the
user input device to the processor performing act 38 or
to a processor that then transmits to the processor per-
forming act 38.
[0050] In alternative embodiments, such as fly-
through, a processor determines a path relative to the
volume, and the camera position and orientation are pro-
vided by the processor. The user may alter the camera
and/or interact in a way that changes the camera view.
[0051] The interaction is relative to an image of the
pixels, another image, lightfield image, or a user interface
for rendering an image. For example, a photorealistic im-
age generated by physically-based volume rendering or
generated by lightfield rendering is displayed. The user
inputs an alteration of a value or setting of a rendering
parameter (e.g., camera position or orientation) after
viewing the image. This interaction provides for a change
in the rendering. For generating a physically-based vol-
ume rendering, each change may be associated with
seconds, minutes or hours of waiting for sufficient ren-
dering.
[0052] To avoid this delay, lightfield rendering is used.
Depending on the camera location and orientation, one
or more images of the lightfield are selected to render
the image. If the camera is positioned to view the volume
from a same location used to create one of the images
in the lightfield, the image from the lightfield is used.
Where the camera is positioned differently than any of
the images used to create the lightfield, then one or more
images of the lightfield are filtered to render a new image.
Given the camera orientation or perspective, the different
images of the lightfield visible to the camera are selected
for rendering in response to the user interaction.
[0053] In act 38, an image is rendered from the lightfield
and depth. Another image different than any of the phys-
ically-based rendered images is generated. This other
image represents the 3D region of the patient, but from
a different camera position. The images of the lightfield
and depth are selected for a given camera position de-
termined from the user interaction. The selected lightfield
and depth are used for interpolation of the image from
the lightfield (e.g., lightfield rendering by filtering).
[0054] For lightfield rendering, the radiances are
streamed from the memory to the renderer or graphics
processing unit. Based on the received camera location
and orientation, the lightfield or images of the lightfield
used for lightfield rendering are streamed or transferred
for rendering. For example, the radiances for the loca-
tions in the field of view of the camera are streamed to a
graphics processing unit as virtual textures.
[0055] Depending on the exact camera location from
which the new view is generated, different regions of the
light field are to be available in fast memory (e.g., buffer
or cache of a graphics processing unit). The camera lo-
cations for the generation of the lightfield are distributed
along the outer sphere, all pointing towards the inner
sphere, capturing the object of interest. Where the cam-
era field of view intersects the outer sphere, the lightfield

regions are available for interpolation. Rays from within
the camera view frustum intersect the outer sphere an-
ywhere in the area on the sphere. Views that are gener-
ated by camera positions outside the intersection on the
sphere may not be necessary for the image generation,
so the corresponding lightfield is not streamed. For bor-
der cases for interpolation, the next camera position out-
side the area of intersection on the outer sphere may be
streamed as well.
[0056] The scanner, computer, graphics processing
unit, central processing unit, or other device renders an
image from the lightfield. Based on the position of the
camera relative to the lightfield, the visible lightfield or
lightfield are identified and used to render by filtering the
lightfield. Using interpolation or other lightfield rendering
as the filtering, an image is generated from the visible
lightfield. The renderer performs any now known or later
developed generation of an image from the lightfield. The
radiances are used to generate the image.
[0057] The depths are used in the filtering. The depths
are used to determine the closest rays for interpolation.
The interpolation selects a closest ray or performs a dis-
tance weighted average between any number of closest
rays. The colors or intensities for each of the rays are
interpolated.
[0058] The closest ray at either of the planes 12 may
not be the closest ray at the scatter location. The depths
are used to find the closest ray to use, such as repre-
sented in Figure 1. The dotted ray is used instead of the
dashed ray to interpolate a color for the solid ray. The
depths for each of the rays indicated the location in three
dimensions for calculating the closeness. The distance
(e.g., Euclidean distance) between the rays at the depths
for the rays is used to find the closest for interpolation.
[0059] The depths are used to provide conservative
filtering or to filter out rays that include an artifact inducing
contribution. For example, Figure 3 shows a solid arrow
representing a ray to be interpolated for the lightfield ren-
dering. The solid ray is defined by the camera position
for the desired lightfield rendering. The dotted arrow rep-
resents a viewing ray in the lightfield data. For the dotted
ray, the depth or the first depth encountered for the ray
is at the object 20. The color (e.g., blue) for the dotted
ray is based on the object 20. The solid ray being inter-
polated first intersects with the object 22, so should be a
color of the object 22 (e.g., red). The depth assigned to
the dotted ray is different than the depth from dashed
ray. The correct depth for the solid ray may be found by
clustering the depths of all the close rays (not shown in
diagram), so that the depth of the dashed ray may be
discarded as an outlier. This may possibly also be per-
formed iteratively. If depth indicates that the first hit is
with the object 22, but the predominant color results from
the intersection with the object 20, then the interpolation
results in a blueish color instead of the correct red color.
[0060] A color or intensity is interpolated for each pixel
of the image being lightfield rendered. Using the depths
and the radiance, the color or intensity is determined.
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The pixels provide the lightfield rendered image of the
3D object without requiring the time consuming physical-
ly-based rendering at the time of interaction. The image
is rendered from the lightfield based on the interaction
from the user, providing more immediate results with sim-
ilar fidelity, look and feel, or visual quality as if performed
using physically-based rendering.
[0061] In act 40 of Figure 2, the image or images ren-
dered from the lightfield are transmitted. The interaction
of act 36, lightfield rendering of act 38, and transmittal of
act 40 may be repeated, such as where the user contin-
ues to interact with the image for further rendering.
[0062] The lightfield renderer, host computer of the
renderer, or other device transmits the image or images
with or without transmission of a photorealistic image.
The transmission is over a bus, through a network inter-
face, over a network, to a memory, or to a display. For
example, the image is loaded into a buffer and output
from the buffer to a display for viewing by a physician to
aid diagnosis or pre-operative planning. A computer-gen-
erated representation of the medical data suitable for
viewing by human users (e.g., 2D images, videos, ster-
eoscopic image pairs, volumes, holograms, or lightfield)
is output. Alternatively, the output may be for storage
and/or for machine analysis.
[0063] The transmission may be for any one or more
of various purposes. In one embodiment, the transmis-
sion of a final photorealistic image generated with the
lightfield is part of a diagnostic report. A given diagnostic
report may be specific to context, such as a report for
kidney stones. Any kidney stones should be visible in an
image. The photorealistic image shows kidney stones
based on the values of the rendering parameters deter-
mined through interaction. The optimal context-specific
images are provided for a diagnostic report in the clinical
workflow.
[0064] In another embodiment, the transmission is to
a display as an image for interactive viewing. The inter-
action with more rapid lightfield rendering is used to
quickly determine the desired camera position and/or ori-
entation. Other uses of images rendered from the light-
field may be provided.
[0065] In yet another embodiment, the transmission is
to an augmented reality device. For example, a physician
may wear augmented reality glasses. The image, with or
without added annotations or graphics, from the lightfield
rendering is projected onto the glasses as an overlay on
the actual view seen by the wearer. In other example,
the image is combined with a camera image and/or is
used as a replacement for the camera image. In an aug-
mented reality setup, the rendered image may be over-
laid onto a live stream of real-time medical images (ul-
trasound, x-ray, optical laparoscopy, etc.). The transmis-
sion may be to other mobile devices, such as smart
phones, tablets, glasses, wearable displays, and/or car-
riable displays.
[0066] Figure 4 shows a block diagram of one embod-
iment of a system for lightfield volume rendering. The

system uses Monte Carlo path tracing or other simulation
of photon propagation with scattering and absorption of
light to render colors for different locations. The render-
ings may be used as or converted to the lightfield. Depths
are assigned to the locations or rays of the lightfield. The
lightfield may then be used rendering images more rap-
idly than provided by path tracing. This allows interaction
or other operations to occur more rapidly.
[0067] The system implements the method of Figure
1. Other methods or acts may be implemented, such as
generating the lightfield from Monte Carlo path tracing
and/or lightfield rendering an image from the lightfield
using depths based on the path tracing.
[0068] The system includes a graphics processing unit
50, a memory 52, a user input device 54, a medical im-
ager 56, a display 60, and a processor 58. Additional,
different, or fewer components may be provided. For ex-
ample, the medical imager 56 and/or memory 52 are not
provided. In another example, a network or network con-
nection is provided, such as for networking between the
processor 58 to a mobile device. A user interface may
be provided for interacting with the GPU 50, processor
58, or other components. The GPU 50 may not be used
or may be combined with the processor 58.
[0069] The GPU 50, memory 52, and/or processor 58
are part of the medical imager 56. Alternatively, the GPU
50, memory 52, and/or processor 58 are part of a server,
workstation, or computer separate from the medical im-
ager 56. The GPU 50, memory 52, and/or processor 58
are a personal computer, such as desktop or laptop, a
workstation, a server, a network, or combinations thereof.
In yet other embodiments, the GPU 50 and memory 52
are part of a separate computer from the processor 58.
The processor 58 may be part of the medical imager 56,
the GPU 50, a mobile device, or be a separate compo-
nent.
[0070] The medical imager 56 is a medical diagnostic
imaging system. Ultrasound, computed tomography, x-
ray, fluoroscopy, positron emission tomography (PET),
single photon emission computed tomography (SPECT),
and/or magnetic resonance systems may be used. The
medical imager 56 may include a transmitter and includes
a detector for scanning or receiving data representative
of the interior of the patient. The medical imager 56 ac-
quires scan data representing the patient. The scan data
represents a volume of the patient, such as an NxMxR
region where N, M, and R are integers greater than 1
(e.g., 100x100x100).
[0071] In alternative embodiments, the medical imager
56 is not provided, but a previously acquired dataset for
a patient is stored in the memory 52. In yet other alter-
natives, data from other scanners for non-medical use is
provided. Rather than a medical imager 56, another
scanner, model, or programmed scene may be used.
[0072] The memory 52 is a graphics processing mem-
ory, a video random access memory, a random access
memory, system memory, cache memory, hard drive,
optical media, magnetic media, flash drive, buffer, data-
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base, combinations thereof, or other now known or later
developed memory device for storing data representing
an object in three dimensions, rendering parameters val-
ues, medical datasets, depths, lightfield, and/or other in-
formation. The memory 52 is part of the medical imager
56, part of a computer associated with the GPU 50, part
of a computer associated with the processor 58, a data-
base, part of another system, a picture archival memory,
or a standalone device.
[0073] The memory 52 stores scan data representing
one or more patients. For example, data from the medical
imager 56 is stored. The data is in a scan format or re-
constructed to a three-dimensional grid format. The scan
data is stored for rendering using light transport simula-
tion.
[0074] The memory 52 stores data representing the
lightfield of an object in three dimensions and depths for
the lightfield. The lightfield is created from path tracing
rendering from different camera positions and/or orien-
tations. Any sampling of various camera locations for
generating the lightfield may be used. The stored light-
field may be compressed. The rendered images from the
Monte-Carlo or other path tracing may be stored. The
depths are created for the rays of the lightfield. The
depths are also created from path tracing rendering from
different camera positions and/or orientations.
[0075] The data for creating the lightfield and the re-
sulting lightfield and depths are stored. Alternatively or
additionally, the data used for lightfield rendering, such
as the lightfield, depths, interpolation data, filtering data,
and the resulting lightfield rendered images are stored.
[0076] The memory 52 or other memory is alternatively
or additionally a non-transitory computer readable stor-
age medium storing data representing instructions exe-
cutable by the programmed GPU 50, processor 58,
and/or a mobile device. The instructions for implementing
the processes, methods, and/or techniques discussed
herein are provided on non-transitory computer-readable
storage media or memories, such as a cache, buffer,
RAM, removable media, hard drive, or other computer
readable storage media. Non-transitory computer read-
able storage media include various types of volatile and
nonvolatile storage media. The functions, acts or tasks
illustrated in the figures or described herein are executed
in response to one or more sets of instructions stored in
or on computer readable storage media. The functions,
acts or tasks are independent of the particular type of
instructions set, storage media, processor or processing
strategy and may be performed by software, hardware,
integrated circuits, firmware, micro code and the like, op-
erating alone, or in combination. Likewise, processing
strategies may include multiprocessing, multitasking,
parallel processing, and the like.
[0077] In one embodiment, the instructions are stored
on a removable media device for reading by local or re-
mote systems. In other embodiments, the instructions
are stored in a remote location for transfer through a com-
puter network or over telephone lines. In yet other em-

bodiments, the instructions are stored within a given com-
puter, CPU, GPU, or system.
[0078] The GPU 50 is a graphics chip, graphics card,
multi-core processor, or other device for parallel process-
ing to perform physically-based volume rendering, depth
assignment, and/or lightfield rendering. The GPU 50 is
part of a computer, workstation, server, or mobile device.
The GPU 50 is configured by software, hardware, and/or
firmware to implement physically-based volume render-
ing, depth assignment, and/or lightfield rendering.
[0079] The GPU 50 is configured by an application pro-
gramming interface to render images from the 3D scan
data representing a patient. Monte Carlo path tracing or
other technique for probabilistic or stochastic simulation
of scattering and/or absorption of photons is used to
render color, intensity, or other characteristic for points
from different orientations. Using physically-based ren-
dering, photorealistic images are rendered. The GPU 50
assigns depths and creates the lightfield.
[0080] In an alternative or additional embodiment, the
GPU 50 uses the previously created lightfield and depths
for rays of the lightfield for lightfield rendering. One or
more images are rendered from the lightfield or selected
images of the lightfield. Based on user interaction or other
camera position and orientation determination, a sub-set
of the lightfield and corresponding depths are selected
for lightfield rendering. The lightfield used in rendering is
cached in the memory 52 or another memory for filtering.
The rays used in interpolation for the filtering are selected
based on the depths. This depth-based selection may
avoid artifacts resulting from selection of rays based on
closeness at the wrong location along the rays.
[0081] The physically-based and lightfield renderings
reduce the dimensionality of the 3D data. The GPU 50
renders images from data representing a 3D object in
three dimensions. The pixels of the images are in a 2D
view plane.
[0082] The processor 58 is a general processor, digital
signal processor, the GPU 50, processor of the GPU 50,
application specific integrated circuit, field programmable
gate array, control processor, processor of a mobile de-
vice, or another processor. The processor 58 is config-
ured by hardware, software, and/or firmware. The proc-
essor 58 is part of a computer, workstation, server, or
mobile device separate from or housed with the GPU 50.
[0083] The processor 58 and GPU 50 may operate in
sequence or parallel for creating the lightfield, assigning
depths, and/or lightfield rendering. For example, the GPU
50 and/or processor 58 are configured to generate the
lightfield. The physically-based volume rendering gener-
ates colors for points or pixels. The depth or depths as-
sociated with each point or pixel at each camera orien-
tation and position is determined. Any heuristic may be
used to establish the depth, such as using clustering of
scattering modeled by the path tracing.
[0084] Alternatively or additionally, the processor 58
and GPU 50 use a previously generated lightfield and
depths for lightfield rendering. In one embodiment, the
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processor 58 is part of a computer or server with the GPU
50. The processor 58 manages selection of data from
the lightfield and depth, camera position, memory, cach-
ing, and/or other operations while the GPU 50 handles
rendering, filtering, depth assignment, and/or other op-
erations. Any division of labor may be used. Based on
interaction from the user input device 54, other user input
device, and/or programmed settings, the image is ren-
dered.
[0085] In other embodiments, the GPU 50 or processor
58 alone perform any one or more of creating a lightfield
by path tracing, assigning depths, and lightfield render-
ing. The GPU 50 and processor 58 are part of separate
devices. For example, the processor 58 is part of a mobile
device, such as a smart phone, tablet, laptop computer,
virtual reality headset, augmented reality camera, wear-
able device, or other device that may be carrier by or on
a user.
[0086] The mobile device includes the user input de-
vice 54 or a different user input. The user input device
54 is a touch screen, mouse, trackball, trackpad, button,
knob, keyboard, and/or other device for receiving user
interaction. The mobile device responds to the interaction
by rendering from a lightfield or communicates the inter-
action to the GPU 50 or another processor for rendering
from the lightfield and then transmittal of resulting images
to the processor 58 of the mobile device for display and/or
user interaction. Given the memory requirements for the
lightfield, the lightfield rendering is performed by a server
or remote device and the resulting image display and
interaction are performed on the mobile device. Alterna-
tively, the mobile device performs the lightfield rendering.
[0087] The display 60 is configured to present or dis-
play an image and/or user interface. The display 60 is a
monitor, LCD, projector, plasma display, CRT, touch
screen, or other now known or later developed device
for displaying an image or images. The mobile device
includes the display 60, such as a touch screen. A server
or computer may include the display 60.
[0088] Various arrangements of components may be
used. In one embodiment, the GPU 50 and processor 58
are part of a server, and the mobile device acts as a client
via an application or web client. The server performs ren-
dering so that the mobile device may avoid processing
associated with rendering and/or avoid data transfer of
the lightfield. Any division of processing to physically-
based render, generating the depths, and lightfield
render may be provided between the server and the mo-
bile device. The GPU 50 and the processor 58 may be
in a same device, in separate devices (e.g., server and
mobile device), and/or duplicated in the different devices
(e.g., GPU 50 in the server and another in the mobile
device). Only one of the GPU 50 and the processor 58
may be used or both combined.
[0089] Communications are handled over a computer
network, such as communicating user interaction from
the mobile device to the server and rendered images
from the server to the mobile device. The server provides

rapid rendering from the lightfield and depths, such as
providing an image within a few seconds (e.g., 5 seconds
or less) of receiving an interaction at the user input device
54.
[0090] High quality photorealistic rendering (e.g., using
Monte Carlo path tracing) is computationally expensive
and may not be suitable for direct rendering on low pow-
ered mobile devices. The results of such rendering may
be explored on a web application or the mobile device
using lightfield rendering. The lightfield and depths pro-
vide for various degrees of interaction without having to
re-renderer using path tracing, at the time of interaction.
This approach may be used to provide an interactive vis-
ualization for a remote connection to a rendering service.
[0091] For AR or VR applications, the requirement for
rapid (e.g., 90+ Hz) screen refreshes makes many tradi-
tional forms of photorealistic rendering infeasible, where-
as the lightfield generated from such rendering systems
may be rendered at such high frame rates. The rapidly
rendered image from the lightfield may be integrated with
added data and/or an image from a camera in AR appli-
cations.
[0092] In other embodiments, the lightfield renderings
and/or lightfield and depth information creation are per-
formed on a computer, such as a workstation or desktop
without communication to a remote mobile device. In an-
other alternative embodiment, the mobile device per-
forms the lightfield renderings and generation of the light-
field and depths without using the server.
[0093] While the invention has been described above
by reference to various embodiments, it should be un-
derstood that many changes and modifications can be
made without departing from the scope of the invention.
It is therefore intended that the foregoing detailed de-
scription be regarded as illustrative rather than limiting,
and that it be understood that it is the following claims,
including all equivalents, that are intended to define the
spirit and scope of this invention.

Claims

1. A method for lightfield volume rendering, the method
comprising:

rendering, by a physically-based renderer and
from a medical dataset representing a three-di-
mensional region of a patient, a lightfield repre-
senting the three-dimensional region of the pa-
tient in two dimensions;
assigning depths to locations in the lightfield;
rendering, by a lightfield renderer, another im-
age representing the three-dimensional region
of the patient from the lightfield and depths; and
transmitting the other image.

2. The method according to claim 1, wherein rendering
the lightfield comprises rendering with path tracing,
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and/or
wherein rendering the lightfield comprises Monte
Carlo-based rendering, and/or
wherein rendering the lightfield comprises rendering
from a plurality of different camera positions relative
to the medical dataset.

3. The method according to claims 1 or 2, wherein as-
signing comprises, for each pixel of the rendered
lightfield, locating a depth from an average depth of
scattering in the physically-based render.

4. The method according to claim 3, wherein locating
comprises locating the depth from a weighted aver-
age depth of the scattering, the weighting being a
function of color at the depths of scattering being
averaged.

5. The method according to any of the claims 1 to 4,
wherein assigning comprises, for each pixel of the
rendered lightfield, locating a depth with clustering
of sampling points used by the physically-based ren-
derer in rendering the pixels.

6. The method according to claim 5, wherein locating
the depth with clustering comprises binning depths
for the sampling points in a histogram and selecting
the depth with a greatest number of hits in the his-
togram.

7. The method according to claim 8, further comprising
using multiple depth histograms and sub-dividing the
depth histograms.

8. The method according to any of the claims 1 to 7,
wherein assigning comprises generating a plurality
of depths for at least some of the pixels.

9. The method according to any of the claims 1 to 8,
wherein rendering the other image comprises select-
ing images of the lightfield with the depths, and in-
terpolating from the selected images,
and/or
wherein rendering the other image comprises filter-
ing the lightfield as a function of the depths,
and/or
wherein rendering the other image comprises using
the depths to determine closest rays of the lightfield
and generating the other image from the closest
rays.

10. The method according to any of the claims 1 to 9,
further comprising receiving an interaction from a us-
er input device, the interaction relative to a lightfield
image, and wherein rendering the other image com-
prises rendering from the lightfield based on the in-
teraction.

11. A system for lightfield volume rendering, the system
comprising:

a memory storing data representing a lightfield
of an object in three dimensions and depths for
the lightfield, the lightfield and depths generated
from path tracing from different perspectives of
the object; and
a graphics processing unit configured to light-
field render an image from a sub-set of the light-
field and depths for the lightfield of the sub-set.

12. The system according to claim 11, wherein the light-
field and depths in the memory are generated from
Monte-Carlo path tracing.

13. The system according to claims 11 or 12, wherein
the depths are generated from an average depth of
scattering points in the path tracking, a weighted av-
erage depth of the scattering points, or clustering of
the scattering points.

14. The system according to any of the claims 11 to 13,
wherein the graphics processing unit is configured
to lightfield render from the depths by selecting rays
based on the depths.

15. A method for lightfield volume rendering, the method
comprising:

Monte Carlo-based volume rendering a lightfield
representing a three-dimensional object from
different perspectives;
assigning depths to the lightfield based on scat-
ter points modeled in the Monte Carlo-based vol-
ume rendering; and
rendering an image from the lightfield and
depths.

16. The method according to claim 15, wherein assign-
ing the depths comprises clustering of the scatter
points and determining the depths for clusters of the
scatter points.
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