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(54) IMAGE RENDERING RESPONSIVE TO USER ACTIONS IN HEAD MOUNTED DISPLAY

(57) Methods, systems, and computer programs are
presented for rendering images on a head mounted dis-
play (HMD). One method includes operations for track-
ing, with one or more first cameras inside the HMD, the
gaze of a user and for tracking motion of the HMD. The
motion of the HMD is tracked by analyzing images of the
HMD taken with a second camera that is not in the HMD.

Further, the method includes an operation for predicting
the motion of the gaze of the user based on the gaze and
the motion of the HMD. Rendering policies for a plurality
of regions, defined on a view rendered by the HMD, are
determined based on the predicted motion of the gaze.
The images are rendered on the view based on the ren-
dering policies.
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Description

BACKGROUND

1. Field of the Invention

[0001] The present embodiments relate to methods for
improving the usability of Head Mounted Devices (HMD),
and more particularly, methods, systems, and computer
programs for rendering images on the display within the
HMD.

2. Description of the Related Art

[0002] Typically, an HMD is a portable device worn
around the head of the user, such that a display situated
a short distance from the eyes provides images for user
interaction. Some HMDs provide a mixed real-life and
virtual life environments, where the user is able to see
images created by a computing device, as well as some
real-live images. Other HMDs provide immersive expe-
riences that block the outside world to the user, while
providing a virtual world on the HMD display.
[0003] However, there can be problems while the user
views the real world or the virtual world through the dis-
play in the HMD because sometimes the computing ca-
pability of the HMD is not adequate to refresh images on
the display. This can cause motion sickness to users of
the HMD.
[0004] What is needed is an HMD that provides images
that respond quickly to the motions of the user, and de-
livers a display quality sufficient to make the user have
an immersive experience that feels the same way as if
the user were looking into the real world.
[0005] It is in this context that embodiments arise.

SUMMARY

[0006] Methods, devices, systems, and computer pro-
grams are presented for rendering images on a head
mounted display (HMD). It should be appreciated that
the present embodiments can be implemented in numer-
ous ways, such as a method, an apparatus, a system, a
device, or a computer program on a computer readable
medium. Several embodiments are described below.
[0007] In one embodiment, a method includes opera-
tions for tracking, with one or more first cameras inside
the HMD, the gaze of a user and for tracking the motion
of the HMD. The motion of the HMD is tracked by ana-
lyzing images of the HMD taken with a second camera
that is not in the HMD. Further, the method includes an
operation for predicting the motion of the gaze of the user
based on the gaze and based on the motion of the HMD.
Rendering policies for a plurality of regions, defined on
a view rendered by the HMD, are determined based on
the predicted motion or trajectory of the gaze. The images
are rendered by the HMD based on the rendering poli-
cies.

[0008] In another embodiment, a computer program
embedded in a non-transitory computer-readable stor-
age medium, when executed by one or more processors,
for rendering images on a head mounted display (HMD),
is presented. The computer program includes program
instructions for tracking, with one or more first cameras
inside the HMD, the gaze of a user. Further, the computer
program includes program instructions for tracking the
motion of the HMD. Tracking the motion includes ana-
lyzing images of the HMD taken with a second camera
that is not in the HMD. In addition, the computer program
includes program instructions for predicting a motion of
the gaze of the user based on the gaze and based on
the motion of the HMD, and program instructions for de-
termining rendering policies for a plurality of regions de-
fined on a view rendered by the HMD based on the pre-
dicted motion of the gaze. The computer program further
includes program instructions for rendering images by
the HMD based on the rendering policies.
[0009] In yet another embodiment, a method, for ren-
dering images on a head mounted display (HMD), in-
cludes an operation for tracking the gaze of a user wear-
ing the HMD. In addition, the method includes an oper-
ation for assigning rending priority values for a plurality
of game objects being rendered by the HMD based on
the gaze of the user. The rendering priority value for each
game object defines at least one of the frequency of ren-
dering, complexity of rendering game object, image qual-
ity of game object, or the rendering resolution. Further
yet, the method includes an operation for changing the
rendering priority values based on an importance value
of each game object in the game. The plurality of game
objects are rendered by the HMD according to the ren-
dering priority values.
[0010] Other aspects will become apparent from the
following detailed description, taken in conjunction with
the accompanying drawings.

BRIEF DESCRIPTION OF THE DRAWINGS

[0011] The embodiments may best be understood by
reference to the following description taken in conjunction
with the accompanying drawings.

Figure 1 illustrates a user interacting with a plurality
of devices, including a Head Mounted Device (HMD),
according to one embodiment.
Figure 2 illustrates the tracking of the HMD via image
analysis, according to one embodiment.
Figure 3 shows an HMD with inside cameras for
tracking the gaze of the user, according to one em-
bodiment.
Figure 4 shows an embodiment of an HMD with illu-
mination points for visual tracking.
Figure 5 illustrates the refreshing of the display, ac-
cording to one embodiment.
Figure 6 illustrates a game scene shown on the dis-
play of the HMD, according to one embodiment.
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Figure 7 illustrates the creation of regions in the dis-
play for prioritized rendering, according to one em-
bodiment.
Figure 8 illustrates the architecture of a device that
may be used to implement embodiments of the in-
vention.
Figure 9 is a flowchart for rendering images on the
HMD, according to one embodiment.
Figure 10 illustrates hardware and user interfaces
that may be used to implement embodiments of the
invention.
Figure 11 is a block diagram of a game system, ac-
cording to various embodiments of the invention.

DETAILED DESCRIPTION

[0012] The following embodiments describe methods,
apparatus, systems, and computer programs for render-
ing scenes on a Head Mounted Display (HMD). It will be
apparent, that the present embodiments may be prac-
ticed without some or all of these specific details. In other
instances, well known process operations have not been
described in detail in order not to unnecessarily obscure
the present embodiments.
[0013] Figure 1 illustrates a user interacting with a plu-
rality of devices, including a Head Mounted Device
(HMD), according to one embodiment. User 114 is wear-
ing HMD 102, which includes a display 110 that renders
images near the eyes of the user. In one embodiment,
the images are rendered in 3D.
[0014] Further, although embodiments presented
herein are described with reference to a display on the
HMD 102, other embodiments may use other view ren-
dering methods, such as projecting an image on the ret-
ina of the user.
[0015] In one embodiment, computing device 106 ex-
ecutes a game that is displayed on the HMD 102. There-
fore, computing device 106 cooperates with HMD 102 to
display images for playing the game. The processing of
game operations may be done on the computing device
106, on the HMD 102, or in both computing device 106
and HMD 102. In another embodiment, the processing
of game operations is performed by a networked game
server 124, or a cluster of remote game servers (not
shown), which cooperate with computing device 106
and/or HMD 102 to display images for playing the game.
In yet another embodiment, the HMD 102 cooperates
with game server 124 for playing the game.
[0016] In the embodiment of Figure 1, HMD 102 com-
municates wirelessly (e.g., WiFi, Bluetooth, etc.) with
computing device 106. In other embodiments (not
shown), HMD 102 may be wired directly to computing
device 106, or in communication with computing device
106 via a network (e.g., the Internet). For example, com-
puting device 106 may be a server on a network that
provides game services. In some embodiments, the HMD
is an autonomous game playing device and the game is
executed directly on the HMD, without the need of an

external device to run the game.
[0017] In one embodiment, a camera (or cameras) is
coupled to computing device 106. If the computing device
106 is a server on a network, camera 104 may be a net-
worked camera that sends images to the computing de-
vice via the network (e.g., via the Internet). Camera 104
may be one or more of a regular image camera, a stereo
camera (i.e., with two or more lenses that capture images
from the playing area), an infrared camera, a depth cam-
era, a 3D camera, etc.
[0018] Images taken with camera 104 may be proc-
essed to track the location and movement of HMD 102.
In addition, the images may also be used to track the
location and motion of the user or a feature of the user
(e.g., head of the user, mouth of the user, hands of the
user, torso of the user, etc.), of a controller (e.g., one-
handed controller 116, two-hand controller 118), or of
any other element in the play area.
[0019] In one embodiment, the user may provide com-
mands via voice recognition, which may be performed
by computing device 106 via sound capture through one
or more microphones 120, or may be performed by HMD
102 which also includes, in one embodiment, one or more
microphones. In another embodiment, user 114 may also
enter inputs via gestures that are analyzed and recog-
nized by computing device 106.
[0020] In one embodiment, the computing device 106
is also connected to a display 108, which may perform
some game operations. For example, display 108 may
provide instructions to the user before the user puts on
the HMD 102. In another embodiment, display 108 pro-
vides the same, or similar, display shown on the HMD
so other players in the vicinity may perceive the progress
of the user 114 on the game displayed on the HMD 102.
[0021] In one embodiment, the user holds one or more
controllers 116. The computer device 106 tracks the lo-
cation and movement of the controller, and operations
related to the motion of the controller, or inputs entered
with the controller, may be used as inputs for the game.
For example, the controller may represent the handle of
a sword, and the sword is displayed in the game scene.
As the user moves the controller, the sword moves in the
virtual world in synchronism with the controller. This way,
the player is able to perform a fighting game operation
where the sword is the weapon.
[0022] In one embodiment, the computing device 106
calculates a relative position between the HMD 102 and
the game controller 116. The relative position is then used
by the game to move a game object in synchronism with
the HMD 102.
[0023] The computing device may also track a second
controller 116, that may also be linked to a game object
that is rendered on the display of the HMD. For example,
the second controller may be a shield, and the user is
able to fight with the sword and the shield in the virtual
world. In other embodiments, the controller may be used
in the game for other purposes, such as a weapon (e.g.,
a gun, a rifle or any type of firing weapon, an axe, a laser
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gun, a steering device- a steering wheel or handles of a
motorcycle-a flashlight, a hammer, a shield, etc.
[0024] In another embodiment, the user may also in-
teract with a two-handed controller, which may be used
in similar fashion as the one-hand controller. For exam-
ple, the two-handed controller may be used as a steering
wheel.
[0025] In another embodiment, the inputs entered with
the controller, such as by pressing buttons on the con-
troller, may be used to perform commands in the game.
For example, the user may use the buttons on the con-
troller to move an avatar in the game, to fire a weapon,
to grab an object, etc.
[0026] It is noted that the embodiments illustrated in
Figure 1 are exemplary. Other embodiments may utilize
different devices, a different number of devices, have
more or less interaction between the different devices,
use other ways of communication (e.g. ultrasonic), facil-
itate a multiplayer game with two users wearing respec-
tive HMD’s play the same game, etc. The embodiments
illustrated in Figure 1 should therefore not be interpreted
to be exclusive or limiting, but rather exemplary or illus-
trative.
[0027] Figure 2 illustrates the tracking of the HMD via
image analysis, according to one embodiment. In one
embodiment, the HMD 208 includes elements that assist
in the visual tracking of the HMD. For example, the HMD
may include infrared lights 214, Light-Emitting Diodes
(LED) 210, and objects with a special shape that is easily
recognized via image analysis. For example, one or more
spherical objects 212 may be added to the HMD for easy
tracking. In addition, the spherical objects 212 may also
be illuminated with LED light, infrared light, or any other
type of illumination.
[0028] In addition, the HMD 208 may also include spe-
cial visual markers (not shown), such as retro-reflective
areas, areas with a particular color (e.g., blue rectangle,
etc.), or markings (e.g., three parallel lines on the surface
of the HMD), etc.
[0029] In some embodiments, the HMD includes lights
or markers in the back of the HMD (i.e., the part of the
HMD touching the back of the head). This way, if the user
turns around and offers his back to the camera, it is still
possible to visually track the location of the HMD by de-
tecting the lights or markers in the back of the HMD.
[0030] The visual tracking of the HMD may be per-
formed with different types of cameras. In one embodi-
ment, the HMD is tracked with a stereo camera 202,
which is a camera that includes two or more lenses. Im-
ages from the different lenses are compared in order to
perform triangulation analysis of features in the HMD to
assist in the location of the HMD, as well as in the calcu-
lation of the depth within the field of play of the HMD (e.g.,
distance from the HMD to the camera taking the pictures
of the HMD).
[0031] In another embodiment, an infrared camera 204
analyzes infrared light (e.g., infrared lights 214). The in-
frared light is not visible to the human eye, but the infrared

light is visible to the infrared camera. This way, the HMD
may include infrared lights that do not detract from the
appearance of the HMD. Additionally, in some environ-
ments (e.g., low light or bright light), it may be easier to
track infrared light than other type of lights.
[0032] In yet another embodiment, a regular camera
206, also referred to herein as a mono camera because
it has only one lens, is used to track the lights or features
in the HMD. In order to determine the depth of the HMD
within the field of play with the regular camera, the size
of some of the features on the HMD are analyzed in order
to detect the depth. The smaller the features are, the
further away from the camera the HMD is. In addition,
the tracking may also be combined with other types of
tracking, such as inertial motion tracking, dead reckon-
ing, ultrasound communication between the HMD in the
computing device, etc.
[0033] It is noted that the embodiments illustrated in
Figure 2 are exemplary. Other embodiments may utilize
different only one type of camera, several cameras in the
field of play, etc. The embodiments illustrated in Figure
2 should therefore not be interpreted to be exclusive or
limiting, but rather exemplary or illustrative.
[0034] Figure 3 shows an HMD 208 with inside cam-
eras 302, 304 for tracking the gaze of the user, according
to one embodiment. In one embodiment, the HMD 208
has one or more cameras (e.g. 302, 304) to track the
gaze of the user, as the user is looking to the display 306
in HMD 208. In one embodiment, two cameras 302, 304,
tracks the vision of the user, each camera tracking a dif-
ferent eye. In another embodiment, a single camera sit-
uated about the center of the HMD takes images of both
eyes, and the images are analyzed to determine the
gaze.
[0035] It is noted, that the embodiment of Figure 3 in-
cludes cameras that are situated in front of the eyes, but
the cameras may also be situated in different parts of the
HMD. By using mirrors and filters, is possible to locate
cameras for gaze tracking in multiple locations. For ex-
ample, in one embodiment the camera may be situated
behind the display, which lets the light go through in one
direction (e.g., from the eye to the camera). In another
embodiment, the camera may be situated on one side
and aimed towards a mirror in the center of the HMD that
redirects the vision of the camera towards the eyes.
[0036] Figure 4 shows an embodiment of an HMD with
illumination points for visual tracking. Figure 4 shows an
HMD with a plurality of features that facilitate the tracking
the motion of the HMD within the field of play. The HMD
402 includes infrared lights 404, which are situated in the
front, sides, and back of the HMD.
[0037] The four infrared lights in the front of the HMD
are situated on the same frontal plane of the HMD. In the
embodiment of Figure 4, the distance between the infra-
red lights of the top is a smaller than the distance between
the infrared lights at the bottom. This way, the trapezoidal
pattern formed by the infrared lights in the front facilitates
the tracking of the HMD. For example, if the user tilts her
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head to one side, the trapezoid formed by the infrared
lights in the front will be tilted the same angle as the head
of the user.
[0038] In addition, three infrared lights on each side
also assist with the tracking. Two of the side infrared lights
are positioned at an angle between the front and the side
of the HMD. Therefore, these two infrared lights may be
seen by the camera when the camera is in front of the
HMD or to the side of the HMD. Another infrared light on
the side of the HMD is aimed towards the side of the
head, or in other words, the infrared light is about 90°
with reference to the infrared lights situated at the front
of the HMD. Finally, an infrared light on the back of the
HMD allows tracking of the HMD when the user is facing
away from the camera.
[0039] As the user turns her head around, the infrared
lights will form different patterns and the infrared lights
will be perceived with different levels of brightness, based
on the angle of view from the camera. These distances,
size of the infrared lights, and levels of brightness, assist
the computing device in the tracking of the location of the
HMD.
[0040] In addition, the HMD includes three LED lights
406. There are two LED lights 406, situated at the front
of the HMD, that have a cover that forms two intersecting
planes. One of the planes is on the side of the HMD, and
the other plane is at an angle (e.g., 45°) with reference
to the front of the HMD. Similarly to the tracking of infrared
lights, the computing device analyzes the shape and in-
tensity of the LED light captured by the camera. This way,
the computing device is able to determine the position of
the HMD. Again, an LED light situated in the back of the
HMD allows the camera to detect the HMD when the user
is facing away from the camera.
[0041] It is noted that the embodiments illustrated in
Figure 4 are exemplary. Other embodiments may utilize
different only one type of lights, more than one type of
lights, different layouts for the lights, a different number
of lights, etc. The embodiments illustrated in Figure 4
should therefore not be interpreted to be exclusive or
limiting, but rather exemplary or illustrative.
[0042] Figure 5 illustrates the refreshing of the display,
according to one embodiment. In many displays, the con-
tent of the display is rendered, also referred to as scanned
out or refreshed or updated, in lines. One line at a time
is rendered, in order from top to bottom. Within each line,
the pixels associated with the line are refreshed from left
to right. This type of rendering gets the same refresh
frequency for all the pixels on the display.
[0043] Embodiments presented herein define different
regions within the display, and the pixels in each of the
regions are given different rendering priority. The render-
ing priority determines how the pixels are displayed. In
one embodiment, the higher the rendering priority for a
pixel is the more frequent the pixel will be refreshed.
[0044] As used herein, a rendering policy for an iden-
tified region on the display determines how the identified
region is scanned out. The rendering policy includes one

or more values that identify how the region is to be dis-
played. In one embodiment, the rendering policy includes
one or more of a frequency of screen updates for the
region (e.g., 30 times a second, but other values are also
possible), a rendering resolution, complexity of rendering
imagery in the region, or a rendering order value.
[0045] The rendering resolution determines if all the
pixels in a region will be refreshed individually. At the
maximum resolution, (e.g., 100%) all the pixels in the
region will be refreshed with individual values for color
and brightness. However, sometimes the resolution of
the region will be lowered (e.g., 64%) which means that
only some of the pixels in the region are refreshed each
pass. For example, at a rendering resolution of 50%, half
of the pixels in the region will be refreshed in one cycle,
and the other half will be refreshed in the next cycle.
[0046] The complexity of rendering imagery in the re-
gion is based on an amount of processing required to
generate the pixel values for pixels in a region. For ex-
ample, a background region with a uniform color, or a
region that is filled with pixel values from a background
image, will be less complex to render than a region that
includes a moving avatar. Depending of some attributes
of the avatar, the complexity may greatly increase, such
as when the avatar includes long free-flowing hair, the
avatar is an animal with fur, etc. Further, a region that
includes a mirror may also have complex processing to
determine the pixel values, as the image on the mirror
will depend on the gaze of the user, and calculations may
be needed to determine where the mirror is aiming.
[0047] In another embodiment, the definition of a re-
gion is changed by lowering the number of memory cells
used to store pixel information. In this case, if the defini-
tion of a region is below the maximum, the memory used
to store pixel data is reduced accordingly. For example,
a region with a definition of 25% uses only 25% of the
memory associated with 100% definition. This means
that the same pixel data is used to scan groups of four
pixels in the region.
[0048] In addition, the display technology can upscale
the source memory associated with a region to fill the
pixel region. In other embodiments, different methods for
up-scaling or down-scaling may be used, such as near-
est-neighbor interpolation, nearest-neighbor with mip-
mapping, bilinear filtering, trilinear filtering, or anisotropic
filtering.
[0049] For example, bilinear filtering is a texture filter-
ing method for smoothing textures when displaying a first
plurality of pixels on an area of a display using a second
plurality of pixels, where the number of pixels of the sec-
ond plurality of pixels is different than the number of pixels
in the first plurality of pixels. In other words, the second
plurality of pixels requires a scaling (up or down) of the
first plurality of pixels.
[0050] Many times, when drawing a textured shape on
the screen, the texture is not displayed exactly as it is
stored, without any distortion. Because of this, most pix-
els will end up needing to use a point on the texture that
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is between texels (unit of texture space), assuming the
texels are points situated somewhere in their respective
cells. Bilinear filtering uses these points to perform bilin-
ear interpolation between the four texels nearest to the
point that the pixel represents (in the middle or upper left
of the pixel, usually).
[0051] By lowering the resolution or the definition in
one region, computing resources may be allocated to
other regions on the screen that are more critical to pro-
vide a better experience for the user.
[0052] The rendering order value is a value assigned
by the computing device to define the order in which the
regions are rendered. In one embodiment, the computing
device provides a rendering order value to each of the
regions, and then all the regions are scanned out in the
order defined by the rendering order value. In other
words, the computing device creates a sorted list of all
the regions for rendering.
[0053] In one embodiment, one or more rendering
rules define the rendering policy. For example, the ren-
dering policy may include one rule (e.g., display pixels
from left to right and from top to bottom), or may include
two or more rules. For example, a first rule may define
that regions in the center of the display will have higher
priority than regions in the periphery of the display, and
a second rule may define that regions with game char-
acters have a higher rendering priority that regions with-
out game characters.
[0054] Figure 6 illustrates a game scene shown on the
display of an HMD, according to one embodiment. In
some embodiments, gaze tracking and HMD motion
tracking are used to prioritize the scanning out of different
regions on the HMD display 602.
[0055] In one embodiment, the screen is partitioned
into a plurality of regions or sections, and the regions are
updated with different priorities and with different levels
of resolution. This means that some regions may be re-
freshed more frequently than others or with a higher res-
olution.
[0056] The HMD tracking assists in determining where
the user is going to project their gaze, because when the
user is going to change their gaze there is a natural in-
stinct to move the head in the same direction, even
though the movement of the head may be slight when
compared to the movement of the eyes. For example, if
a user is looking straight ahead and the head (together
with the HMD) starts moving towards the left, the com-
puting device projects that the user is going to move their
gaze to the left. In response to this detection, the areas
on the left of the screen are rendered with higher priority
than the areas on the right side of the screen. In fact, it
is very probable that the areas towards the right border
of the screen will disappear from view as the scene shifts
towards the left.
[0057] By prioritizing the scanning out of the different
regions, it is possible to give a better experience to the
user by focusing on where the user is looking, or where
the user is going to look next, and more efficiently apply-

ing computer resources to enable rendering the user’s
view faster and with better quality.
[0058] HMD motion tracking is important, because
sometimes it is faster to detect HMD motion than gaze
motion. In some cases, the computing device tracking
visually the HMD has more computing resources than
the HMD, so the computing device is able to detect the
HMD motion and predict a trajectory of the HMD based
on the HMD motions. Additionally, the HMD provides in-
formation to the computing device regarding the current
location of the gaze, and the computing device is able to
combine both sources of information in order to better
predict the trajectory of the gaze.
[0059] Figure 6 shows a screen of a virtual reality
game. Embodiments presented herein are described
with reference to virtual reality displays, where the screen
shows exclusively scenes created by a computing de-
vice. However, the principles presented herein may also
be applied to augmented reality games, where the view
on the screen is a combination of real-world images and
computing-device generated images. In one embodi-
ment, the game is played on an extensive virtual world.
The user sees only a part of the virtual world at any time,
and the user is able to move around the virtual world. As
the user moves around the virtual world, other parts of
the virtual world are exposed.
[0060] In some embodiments, the current user’s view-
point 604 is given a higher rendering priority than regions
outside the user’s viewpoint 604. The user’s viewpoint is
defined as an area on the display where the user is fo-
cusing its view. Therefore, most of the game interactions
occur within the user’s viewpoint 604. Of course, the gaze
of the user is centered around the viewpoint 604.
[0061] Many people are able to see within their field of
view an area that goes from about 90° to the left to about
90° to the right. However, the areas on the periphery of
the user’s vision are not perceived clearly, although a
person may feel some motion or changes within those
periphery areas.
[0062] In the embodiment shown in Figure 6, the view-
point is defined as a rectangular section on the screen,
where the gaze of the user is centered within this rectan-
gular section. However, other types of viewpoint areas
may be defined. For example, in one embodiment the
viewpoint area is defined as a circle around the gaze
point of the user on the screen. A viewing angle is defined
with reference to a line from the midpoint between the
eyes to the gaze point on the screen. The radius of the
viewpoint circle is then determined by the viewing angle.
In some embodiments, the viewing angle may have val-
ues in the range of 5° to 45°, but other values are also
possible.
[0063] In some embodiments, the rendering policy re-
quires that regions with game characters are given higher
rendering priority that regions without game characters.
In other embodiments, another rendering policy gives
higher scan out priority to game characters and special
game objects ranked as important game objects by the
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game. For example, an important game object may be
an exit door, a navigation console in a car or plane, a
target on a soothing game, an enemy aircraft, etc. In gen-
eral, an important game object is an object that can be
acted upon by the user, while non-important game ob-
jects are rendered in the background to fill out the scene.
[0064] In Figure 6, region 606 (including game char-
acters 610 and 612) and region 608 (including game
character 614) are regions with game characters and are
given a higher rendering priority than the rest of the dis-
play. Of course, in some embodiments this is only a factor
in calculating the final rendering priority, as the rendering
priority may be altered by some other rules, such as when
the user is moving their gaze or their head.
[0065] In one embodiment, blurring on the screen may
occur when the user moves their head fast because the
fast motion requires a fast update of the display, and the
HMD may not have enough computing resources to keep
up with the motion of the user. In order to avoid blurring
while the HMD is in fast motion, the rendering policies
start refreshing faster the regions associated with the mo-
tion of the user, and some other the regions might be
refreshed at lower frequency or with lower resolution.
Once the HMD stops moving, the higher quality of the
scanned out image is restored.
[0066] Further, it is noted that in order to predict the
trajectory of the gaze of the user, the computing device
tracks the trajectory of the gaze of the user over a pre-
determined period of time, and also tracks the trajectory
of the HMD over the predetermined period of time (or
some other period to time). The historical data is used to
predict the trajectory of the gaze of the user by analyzing
the trend in the gaze motion and in the HMD motion.
[0067] It is noted that the embodiments illustrated in
Figure 6 are exemplary. Other embodiments may utilize
different types of viewpoint areas, different types of dis-
plays, different rendering policies, etc. The embodiments
illustrated in Figure 6 should therefore not be interpreted
to be exclusive or limiting, but rather exemplary or illus-
trative.
[0068] Figure 7 illustrates the creation of regions in the
display for prioritized rendering, according to one em-
bodiment. In the embodiment of Figure 7, a plurality of
regions of equal size is defined on the screen 702. In the
exemplary embodiment, a grid is defined on the screen
that creates 30 regions (6x5). In other embodiments, the
regions defined on the screen do not have equal size.
For example, the regions on the center of the display are
smaller than the regions on the outside of the display, as
typically the regions on the center are more important to
provide a better user experience. Consequently, these
center regions are given higher rendering priorities.
[0069] In some embodiments, some of the regions are
given a higher priority for rendering based on game ac-
tivities or based on what the user is doing. For example,
as discussed above with reference to Figure 6, motions
of the head of the user are detected and used to increase
the priority of the regions where the gaze of the user is

predicted to be.
[0070] In one embodiment, regions with game charac-
ters are given higher priority than regions without game
character. In the exemplary embodiment of Figure 7, the
regions inside areas 704 and 706 include parts of game
characters. In one embodiment, the rendering policy in-
cludes a rule that increases the priority for rendering of
regions 704 and 706. Another rendering policy gives high
rendering priority to regions in the center of the screen
and low rendering priority to regions in the periphery of
the display.
[0071] In one embodiment, the rendering policy for
each region is calculated by considering a plurality of
factors or rules that determine the priority. The following
equation is used to determine the rendering policy rp val-
ue for region ri:

[0072] Where rp(ri) is the rendering policy for region ri,
and rule1-rulen are the policy rules defined for determin-
ing the rendering policy. For example, one rule may dic-
tate the regions in the center of the display are given
higher rendering priority, a second rule may determine
that regions with game characters are given higher ren-
dering priority, a third rule may give higher priority to a
region around the point of gaze, a fourth rule may deter-
mine that when the user is moving their head the regions
where the head is predicted to turn are given higher ren-
dering priorities, etc.
[0073] In one embodiment, the rendering policy in-
cludes one or more of a frequency of screen updates for
the region, a rendering resolution, and a rendering order
value. In one embodiment, each rule is given a weight in
order to calculate the rendering policy for the region. In
some embodiments, the weights may be dynamically ad-
justed based on past experience.
[0074] Figure 8 illustrates the architecture of a device
that may be used to implement embodiments of the in-
vention. The head mounted display is a computing device
and includes modules usually found on a computing de-
vice, such as a processor 804, memory 816 (RAM, ROM,
etc.), one or more batteries 806 or other power sources,
and permanent storage 848 (such as a hard disk).
[0075] The communication modules allow the HMD to
exchange information with other portable devices, other
computers, other HMD’s, servers, etc. The communica-
tion modules include a Universal Serial Bus (USB) con-
nector 846, a communications link 852 (such as Ether-
net), ultrasonic communication 856, Bluetooth 858, and
WiFi 854.
[0076] The user interface includes modules for input
and output. The input modules include input buttons, sen-
sors and switches 810, microphone 832, touch sensitive
screen (not shown, that may be used to configure or in-
itialize the HMD), front camera 840, rear camera 842,
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gaze tracking cameras 844. Other input/output devices,
such as a keyboard or a mouse, can also be connected
to the portable device via communications link, such as
USB or Bluetooth.
[0077] The output modules include the display 814 for
rendering images in front of the user’s eyes. Some em-
bodiments may include one display, two displays (one
for each eye), micro projectors, or other display technol-
ogies. Other output modules include Light-Emitting Di-
odes (LED) 834 (which may also be used for visual track-
ing of the HMD), vibro-tactile feedback 850, speakers
830, and sound localization module 812, which performs
sound localization for sounds to be delivered to speakers
or headphones. Other output devices, such as head-
phones, can also connect to the HMD via the communi-
cation modules.
[0078] The elements that may be included to facilitate
motion tracking include LEDs 834, one or more objects
for visual recognition 836, and infrared lights 838.
[0079] Information from different devices can be used
by the Position Module 828 to calculate the position of
the HMD. These modules include a magnetometer 818,
an accelerometer 820, a gyroscope 822, a Global Posi-
tioning System (GPS) module 824, and a compass 826.
Additionally, the Position Module can analyze sound or
image data captured with the cameras and the micro-
phone to calculate the position. Further yet, the Position
Module can perform tests to determine the position of
the portable device or the position of other devices in the
vicinity, such as WiFi ping test or ultrasound tests.
[0080] A Virtual Reality Generator 808 creates the vir-
tual or augmented reality, as previously described, using
the position calculated by the Position Module. The virtual
reality generator 808 may cooperate with other comput-
ing devices (e.g., game console, Internet server, etc.) to
generate images for the display module 814. The remote
devices may send screen updates or instructions for cre-
ating game objects on the screen.
[0081] It should be appreciated that the embodiment
illustrated in Figure 8 is an exemplary implementation of
a portable device. Other embodiments may utilize differ-
ent modules, a subset of the modules, or assign related
tasks to different modules. The embodiment illustrated
in Figure 8 should therefore not be interpreted to be ex-
clusive or limiting, but rather exemplary or illustrative.
[0082] Figure 9 is a flowchart for rendering images on
the HMD, according to one embodiment. While the var-
ious operations in this flowchart are presented and de-
scribed sequentially, one of ordinary skill will appreciate
that some or all of the operations may be executed in a
different order, be combined or omitted, or be executed
in parallel.
[0083] In operation 902, the method tracks, with one
or more first cameras inside the HMD, the gaze of the
user. From operation 902, the method flows to operation
904 where the method tracks the motion of the HMD.
Tracking the motion includes analyzing images of the
HMD taken with a second camera that is not in the HMD

(e.g., camera 104 in Figure 1).
[0084] From operation 904, the method flows to oper-
ation 906 where the motion of the gaze of the user is
predicted (e.g., the predicted trajectory of the gaze)
based on the gaze and the motion of the HMD. Further,
from operation 906 the method flows to operation 908
where rendering policies for a plurality of regions defined
on the display of HMD are determined. The rendering
policies are determined based on the predicted motion
of the gaze.
[0085] From operation 908, the method flows to oper-
ation 910 to render images on the display based on the
rendering policies previously calculated. In addition, in
one embodiment the rendering resolution for a region is
decreased when the HMD is moving, and the rendering
resolution of the region is increased when the HMD be-
comes stationary.
[0086] In some implementations, inertial information is
received regarding the motion of the HMD, the inertial
information being captured by inertial sensors in the
HMD. In another embodiment, the motion of HMD is
tracked by analyzing images of the HMD taken with a
second camera that is not in the HMD. In yet another
embodiment, the motion of the HMD is tracked by com-
bining inertial information with results from the image
analysis of images taken with the second camera.
[0087] In yet another embodiment, a method for ren-
dering images on a HMD is presented. The method in-
cludes an operation for tracking the gaze of a user looking
at the view created by a display inside the HMD. Further,
the method includes an operation for assigning rending
priority values for a plurality of game objects being ren-
dered on the display based on the gaze of the user. The
rendering priority value for each game object defines the
frequency of rendering and the rendering resolution. In
addition, the method includes an operation for changing
the rendering priority values based on an importance val-
ue of each game object in the game. In another operation,
the method renders the plurality of game objects on the
display according to the rendering priority values.
[0088] In another embodiment, the actual source im-
agery is altered based and the source imagery and the
region where the source imagery is being rendered. For
example, a game character is rendered with more detail
when the game character is under direct gaze (e.g., the
game character is near the center of the user’s field of
view) than when the game character is not under direct
gaze (e.g., the game character is not near the center of
the user’s field of view).
[0089] Figure 10 illustrates hardware and user inter-
faces that may be used to implement embodiments of
the invention. Figure 10 schematically illustrates the
overall system architecture of the Sony® PlayStation®
3 entertainment device. A system unit 1400 is provided,
with various peripheral devices connectable to the sys-
tem unit 1400. The system unit 1400 comprises: a Cell
processor 1428; a Rambus® dynamic random access
memory (XDRAM) unit 1426; a Reality Synthesizer
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graphics unit 1430 with a dedicated video random access
memory (VRAM) unit 1432; and an I/O bridge 1434. The
system unit 1400 also comprises a Blu-ray® Disk BD-
ROM® optical disk reader 1440 for reading from a disk
1440a and a removable slot-in hard disk drive (HDD)
1436, accessible through the I/O bridge 1434. Optionally
the system unit 1400 also comprises a memory card
reader 1438 for reading compact flash memory cards,
Memory Stick® memory cards and the like, which is sim-
ilarly accessible through the I/O bridge 1434.
[0090] The I/O bridge 1434 also connects to six Uni-
versal Serial Bus (USB) 2.0 ports 1424; a gigabit Ethernet
port 1422; an IEEE 802.1 1b/g wireless network (Wi-Fi)
port 1420; and a Bluetooth® wireless link port 1418 ca-
pable of supporting of up to seven Bluetooth connections.
[0091] The wireless, USB and Ethernet ports also pro-
vide connectivity for other peripheral devices in addition
to game controllers 1402-1403 and HMD 1417, such as:
a remote control 1404; a keyboard 1406; a mouse 1408;
a portable entertainment device 1410 such as a Sony
PSP® entertainment device; a video camera such as a
PlayStation® Eye Camera 1412; headphones 1414; and
a microphone 1415. Such peripheral devices may there-
fore in principle be connected to the system unit 1400
wirelessly; for example the portable entertainment device
1410 may communicate via a Wi-Fi ad-hoc connection,
while the headphones 1414 may communicate via a
Bluetooth link.
[0092] The game controllers 1402-1403 are operable
to communicate wirelessly with the system unit 1400 via
the Bluetooth link, or to be connected to a USB port,
thereby also providing power by which to charge the bat-
tery of the game controllers 1402-1403. Game controller
1402 is a controller designed to be used with two hands,
and game controller 1403 is a single-hand controller with
a ball attachment. In addition to one or more analog joy-
sticks and conventional control buttons, the game con-
troller is susceptible to three-dimensional location deter-
mination. Consequently gestures and movements by the
user of the game controller may be translated as inputs
to a game in addition to or instead of conventional button
or joystick commands.
[0093] In one embodiment, voice and gaze inputs are
utilized to play sound toward specific audio speakers ac-
cording to the Point of Gaze (POG) of the user. The audio
connectors 1450 may include conventional analogue and
digital outputs whilst the video connectors 1452 may var-
iously include component video, S-video, composite vid-
eo and one or more High Definition Multimedia Interface
(HDMI) outputs. Consequently, video output may be in
formats such as PAL or NTSC, or in 720p, 1080i or 1080p
high definition.
[0094] Figure 11 is a block diagram of a Game System
1100, according to various embodiments of the invention.
Game System 1100 is configured to provide a video
stream to one or more Clients 1110 via a Network 1115.
Game System 1100 typically includes a Video Server
System 1120 and an optional game server 1125. Video

Server System 1120 is configured to provide the video
stream to the one or more Clients 1110 with a minimal
quality of service. For example, Video Server System
1120 may receive a game command that changes the
state of or a point of view within a video game, and provide
Clients 1110 with an updated video stream reflecting this
change in state with minimal lag time. The Video Server
System 1120 may be configured to provide the video
stream in a wide variety of alternative video formats.
[0095] Clients 1110, referred to herein individually as
1110A., 1110B., etc., may include head mounted dis-
plays, terminals, personal computers, game consoles,
tablet computers, telephones, set top boxes, kiosks, wire-
less devices, digital pads, stand-alone devices, handheld
game playing devices, and/or the like. Typically, Clients
1110 are configured to receive encoded video streams,
decode the video streams, and present the resulting vid-
eo to a user, e.g., a player of a game. The processes of
receiving encoded video streams and/or decoding the
video streams typically includes storing individual video
frames in a receive buffer of the client. The video streams
may be presented to the user on a display integral to
Client 1110 or on a separate device such as a monitor
or television. Clients 1110 are optionally configured to
support more than one game player. For example, a
game console may be configured to support two, three,
four or more simultaneous players. Each of these players
may receive a separate video stream, or a single video
stream may include regions of a frame generated spe-
cifically for each player, e.g., generated based on each
player’s point of view. Clients 1110 are optionally geo-
graphically dispersed. The number of clients included in
Game System 1100 may vary widely from one or two to
thousands, tens of thousands, or more. As used herein,
the term "game player" is used to refer to a person that
plays a game and the term "game playing device" is used
to refer to a device used to play a game. In some em-
bodiments, the game playing device may refer to a plu-
rality of computing devices that cooperate to deliver a
game experience to the user. For example, a game con-
sole and an HMD may cooperate with the video server
system 1120 to deliver a game viewed through the HMD.
In one embodiment, the game console receives the video
stream from the video server system 1120, and the game
console forwards the video stream, or updates to the vid-
eo stream, to the HMD for rendering.
[0096] Clients 1110 are configured to receive video
streams via Network 1115. Network 1115 may be any
type of communication network including, a telephone
network, the Internet, wireless networks, powerline net-
works, local area networks, wide area networks, private
networks, and/or the like. In typical embodiments, the
video streams are communicated via standard protocols,
such as TCP/IP or UDP/IP. Alternatively, the video
streams are communicated via proprietary standards.
[0097] A typical example of Clients 1110 is a personal
computer comprising a processor, nonvolatile memory,
a display, decoding logic, network communication capa-
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bilities, and input devices. The decoding logic may in-
clude hardware, firmware, and/or software stored on a
computer readable medium. Systems for decoding (and
encoding) video streams are well known in the art and
vary depending on the particular encoding scheme used.
[0098] Clients 1110 may, but are not required to, fur-
ther include systems configured for modifying received
video. For example, a client may be configured to perform
further rendering, to overlay one video image on another
video image, to crop a video image, and/or the like. For
example, Clients 1110 may be configured to receive var-
ious types of video frames, such as I-frames, P-frames
and B-frames, and to process these frames into images
for display to a user. In some embodiments, a member
of Clients 1110 is configured to perform further rendering,
shading, conversion to 3-D, optical distortion processing
for HMD optics, or like operations on the video stream.
A member of Clients 1110 is optionally configured to re-
ceive more than one audio or video stream. Input devices
of Clients 1110 may include, for example, a one-hand
game controller, a two-hand game controller, a gesture
recognition system, a gaze recognition system, a voice
recognition system, a keyboard, a joystick, a pointing de-
vice, a force feedback device, a motion and/or location
sensing device, a mouse, a touch screen, a neural inter-
face, a camera, input devices yet to be developed, and/or
the like.
[0099] The video stream (and optionally audio stream)
received by Clients 1110 is generated and provided by
Video Server System 1120. As is described further else-
where herein, this video stream includes video frames
(and the audio stream includes audio frames). The video
frames are configured (e.g., they include pixel informa-
tion in an appropriate data structure) to contribute mean-
ingfully to the images displayed to the user. As used here-
in, the term "video frames" is used to refer to frames in-
cluding predominantly information that is configured to
contribute to, e.g. to effect, the images shown to the user.
Most of the teachings herein with regard to "video frames"
can also be applied to "audio frames."
[0100] Clients 1110 are typically configured to receive
inputs from a user. These inputs may include game com-
mands configured to change the state of the video game
or otherwise affect game play. The game commands can
be received using input devices and/or may be automat-
ically generated by computing instructions executing on
Clients 1110. The received game commands are com-
municated from Clients 1110 via Network 1115 to Video
Server System 1120 and/or Game Server 1125. For ex-
ample, in some embodiments, the game commands are
communicated to Game Server 1125 via Video Server
System 1120. In some embodiments, separate copies of
the game commands are communicated from Clients
1110 to Game Server 1125 and Video Server System
1120. The communication of game commands is option-
ally dependent on the identity of the command. Game
commands are optionally communicated from Client
1110A through a different route or communication chan-

nel that that used to provide audio or video streams to
Client 1110A.
[0101] Game Server 1125 is optionally operated by a
different entity than Video Server System 1120. For ex-
ample, Game Server 1125 may be operated by the pub-
lisher of a multiplayer game. In this example, Video Serv-
er System 1120 is optionally viewed as a client by Game
Server 1125 and optionally configured to appear from
the point of view of Game Server 1125 to be a prior art
client executing a prior art game engine. Communication
between Video Server System 1120 and Game Server
1125 optionally occurs via Network 1115. As such, Game
Server 1125 can be a prior art multiplayer game server
that sends game state information to multiple clients, one
of which is game server system 1120. Video Server Sys-
tem 1120 may be configured to communicate with mul-
tiple instances of Game Server 1125 at the same time.
For example, Video Server System 1120 can be config-
ured to provide a plurality of different video games to
different users. Each of these different video games may
be supported by a different Game Server 1125 and/or
published by different entities. In some embodiments,
several geographically distributed instances of Video
Server System 1120 are configured to provide game vid-
eo to a plurality of different users. Each of these instances
of Video Server System 1120 may be in communication
with the same instance of Game Server 1125. Commu-
nication between Video Server System 1120 and one or
more Game Server 1125 optionally occurs via a dedicat-
ed communication channel. For example, Video Server
System 1120 may be connected to Game Server 1125
via a high bandwidth channel that is dedicated to com-
munication between these two systems.
[0102] Video Server System 1120 comprises at least
a Video Source 1130, an I/O Device 1145, a Processor
1150, and non-transitory Storage 1155. Video Server
System 1120 may include one computing device or be
distributed among a plurality of computing devices.
These computing devices are optionally connected via a
communications system such as a local area network.
[0103] Video Source 1130 is configured to provide a
video stream, e.g., streaming video or a series of video
frames that form a moving picture. In some embodi-
ments, Video Source 1130 includes a video game engine
and rendering logic. The video game engine is configured
to receive game commands from a player and to maintain
a copy of the state of the video game based on the re-
ceived commands. This game state includes the position
of objects in a game environment, as well as typically a
point of view. The game state may also include proper-
ties, images, colors and/or textures of objects. The game
state is typically maintained based on game rules, as well
as game commands such as move, turn, attack, set focus
to, interact, use, and/or the like. Part of the game engine
is optionally disposed within Game Server 1125. Game
Server 1125 may maintain a copy of the state of the game
based on game commands received from multiple play-
ers using geographically disperse clients. In these cases,
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the game state is provided by Game Server 1125 to Video
Source 1130, wherein a copy of the game state is stored
and rendering is performed. Game Server 1125 may re-
ceive game commands directly from Clients 1110 via
Network 1115, and/or may receive game commands via
Video Server System 1120.
[0104] Video Source 1130 typically includes rendering
logic, e.g., hardware, firmware, and/or software stored
on a computer readable medium such as Storage 1155.
This rendering logic is configured to create video frames
of the video stream based on the game state. All or part
of the rendering logic is optionally disposed within a
graphics processing unit (GPU). Rendering logic typically
includes processing stages configured for determining
the three-dimensional spatial relationships between ob-
jects and/or for applying appropriate textures, etc., based
on the game state and viewpoint. The rendering logic
produces raw video that is then usually encoded prior to
communication to Clients 1110. For example, the raw
video may be encoded according to an Adobe Flash®
standard, .wav, H.264, H.263, On2, VP6, VC-1, WMA,
Huffyuv, Lagarith, MPG-x. Xvid. FFmpeg, x264, VP6-8,
realvideo, mp3, or the like. The encoding process pro-
duces a video stream that is optionally packaged for de-
livery to a decoder on a remote device. The video stream
is characterized by a frame size and a frame rate. Typical
frame sizes include 800 x 600, 1280 x 720 (e.g., 720p),
1024 x 768, although any other frame sizes may be used.
The frame rate is the number of video frames per second.
A video stream may include different types of video
frames. For example, the H.264 standard includes a "P"
frame and a "I" frame. I-frames include information to
refresh all macro blocks/pixels on a display device, while
P-frames include information to refresh a subset thereof.
P-frames are typically smaller in data size than are I-
frames. As used herein the term "frame size" is meant to
refer to a number of pixels within a frame. The term "frame
data size" is used to refer to a number of bytes required
to store the frame.
[0105] In alternative embodiments Video Source 1130
includes a video recording device such as a camera. This
camera may be used to generate delayed or live video
that can be included in the video stream of a computer
game. The resulting video stream, optionally includes
both rendered images and images recorded using a still
or video camera. Video Source 1130 may also include
storage devices configured to store previously recorded
video to be included in a video stream. Video Source
1130 may also include motion or positioning sensing de-
vices configured to detect motion or position of an object,
e.g., person, and logic configured to determine a game
state or produce video-based on the detected motion
and/or position.
[0106] Video Source 1130 is optionally configured to
provide overlays configured to be placed on other video.
For example, these overlays may include a command
interface, log in instructions, messages to a game player,
images of other game players, video feeds of other game

players (e.g., webcam video). In embodiments of Client
1110A including a touch screen interface or a gaze de-
tection interface, the overlay may include a virtual key-
board, joystick, touch pad, and/or the like. In one example
of an overlay a player’s voice is overlaid on an audio
stream. Video Source 1130 optionally further includes
one or more audio sources.
[0107] In embodiments wherein Video Server System
1120 is configured to maintain the game state based on
input from more than one player, each player may have
a different point of view comprising a position and direc-
tion of view. Video Source 1130 is optionally configured
to provide a separate video stream for each player based
on their point of view. Further, Video Source 1130 may
be configured to provide a different frame size, frame
data size, and/or encoding to each of Client 1110. Video
Source 1130 is optionally configured to provide 3-D vid-
eo.
[0108] I/O Device 1145 is configured for Video Server
System 1120 to send and/or receive information such as
video, commands, requests for information, a game
state, gaze information, device motion, device location,
user motion, client identities, player identities, game com-
mands, security information, audio, and/or the like. I/O
Device 1145 typically includes communication hardware
such as a network card or modem. I/O Device 1145 is
configured to communicate with Game Server 1125, Net-
work 1115, and/or Clients 1110.
[0109] Processor 1150 is configured to execute logic,
e.g. software, included within the various components of
Video Server System 1120 discussed herein. For exam-
ple, Processor 1150 may be programmed with software
instructions in order to perform the functions of Video
Source 1130, Game Server 1125, and/or a Client Qual-
ifier 1160. Video Server System 1120 optionally includes
more than one instance of Processor 1150. Processor
1150 may also be programmed with software instructions
in order to execute commands received by Video Server
System 1120, or to coordinate the operation of the vari-
ous elements of Game System 1100 discussed herein.
Processor 1150 may include one or more hardware de-
vice. Processor 1150 is an electronic processor.
[0110] Storage 1155 includes non-transitory analog
and/or digital storage devices. For example, Storage
1155 may include an analog storage device configured
to store video frames. Storage 1155 may include a com-
puter readable digital storage, e.g. a hard drive, an optical
drive, or solid state storage. Storage 1115 is configured
(e.g. by way of an appropriate data structure or file sys-
tem) to store video frames, artificial frames, a video
stream including both video frames and artificial frames,
audio frame, an audio stream, and/or the like. Storage
1155 is optionally distributed among a plurality of devic-
es. In some embodiments, Storage 1155 is configured
to store the software components of Video Source 1130
discussed elsewhere herein. These components may be
stored in a format ready to be provisioned when needed.
[0111] Video Server System 1120 optionally further
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comprises Client Qualifier 1160. Client Qualifier 1160 is
configured for remotely determining the capabilities of a
client, such as Clients 1110A or 1110B. These capabili-
ties can include both the capabilities of Client 1110A itself
as well as the capabilities of one or more communication
channels between Client 1110A and Video Server Sys-
tem 1120. For example, Client Qualifier 1160 may be
configured to test a communication channel through Net-
work 1115.
[0112] Client Qualifier 1160 can determine (e.g., dis-
cover) the capabilities of Client 1110A manually or auto-
matically. Manual determination includes communicat-
ing with a user of Client 1110A and asking the user to
provide capabilities. For example, in some embodiments,
Client Qualifier 1160 is configured to display images, text,
and/or the like within a browser of Client 1110A. In one
embodiment, Client 1110A is an HMD that includes a
browser. In another embodiment, client 1110A is a game
console having a browser, which may be displayed on
the HMD. The displayed objects request that the user
enter information such as operating system, processor,
video decoder type, type of network connection, display
resolution, etc. of Client 1110A. The information entered
by the user is communicated back to Client Qualifier
1160.
[0113] Automatic determination may occur, for exam-
ple, by execution of an agent on Client 1110A and/or by
sending test video to Client 1110A. The agent may com-
prise computing instructions, such as java script, embed-
ded in a web page or installed as an add-on. The agent
is optionally provided by Client Qualifier 1160. In various
embodiments, the agent can find out processing power
of Client 1110A, decoding and display capabilities of Cli-
ent 1110A, lag time reliability and bandwidth of commu-
nication channels between Client 1110A and Video Serv-
er System 1120, a display type of Client 1110A, firewalls
present on Client 1110A, hardware of Client 1110A, soft-
ware executing on Client 1110A, registry entries within
Client 1110A, and/or the like.
[0114] Client Qualifier 1160 includes hardware,
firmware, and/or software stored on a computer readable
medium. Client Qualifier 1160 is optionally disposed on
a computing device separate from one or more other el-
ements of Video Server System 1120. For example, in
some embodiments, Client Qualifier 1160 is configured
to determine the characteristics of communication chan-
nels between Clients 1110 and more than one instance
of Video Server System 1120. In these embodiments the
information discovered by Client Qualifier can be used
to determine which instance of Video Server System
1120 is best suited for delivery of streaming video to one
of Clients 1110.
[0115] Embodiments of the present invention may be
practiced with various computer system configurations
including hand-held devices, microprocessor systems,
microprocessor-based or programmable consumer elec-
tronics, minicomputers, mainframe computers and the
like. The embodiments can also be practiced in distrib-

uted computing environments where tasks are per-
formed by remote processing devices that are linked
through a network.
[0116] With the above embodiments in mind, it should
be understood that the embodiments can employ various
computer-implemented operations involving data stored
in computer systems. These operations are those requir-
ing physical manipulation of physical quantities. Any of
the operations described herein that form part of the em-
bodiments are useful machine operations. The embodi-
ments also relate to a device or an apparatus for per-
forming these operations. The apparatus may be spe-
cially constructed for the required purpose, such as a
special purpose computer. When defined as a special
purpose computer, the computer can also perform other
processing, program execution or routines that are not
part of the special purpose, while still being capable of
operating for the special purpose. Alternatively, the op-
erations may be processed by a general purpose com-
puter selectively activated or configured by one or more
computer programs stored in the computer memory,
cache, or obtained over a network. When data is obtained
over a network the data may be processed by other com-
puters on the network, e.g., a cloud of computing resourc-
es.
[0117] One or more embodiments of the present in-
vention can also be fabricated as computer readable
code on a computer readable medium. The computer
readable medium is any data storage device that can
store data, which can be thereafter be read by a computer
system. Examples of the computer readable medium in-
clude hard drives, network attached storage (NAS), read-
only memory, random-access memory, CD-ROMs, CD-
Rs, CD-RWs, magnetic tapes and other optical and non-
optical data storage devices. The computer readable me-
dium can include computer readable tangible medium
distributed over a network-coupled computer system so
that the computer readable code is stored and executed
in a distributed fashion.
[0118] Although the method operations were de-
scribed in a specific order, it should be understood that
other housekeeping operations may be performed in be-
tween operations, or operations may be adjusted so that
they occur at slightly different times, or may be distributed
in a system which allows the occurrence of the process-
ing operations at various intervals associated with the
processing, as long as the processing of the overlay op-
erations are performed in the desired way.
[0119] Although the foregoing embodiments have
been described in some detail for purposes of clarity of
understanding, it will be apparent that certain changes
and modifications can be practiced within the scope of
the appended claims. Accordingly, the present embodi-
ments are to be considered as illustrative and not restric-
tive, and the invention is not to be limited to the details
given herein, but may be modified within the scope and
equivalents of the appended claims.
[0120] Embodiments of the present invention may be
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configured in accordance with the following numbered
clauses.

Clause 1. A method for rendering images on a head
mounted display (HMD), the method comprising:

tracking, with one or more first cameras inside
the HMD, a gaze of a user;
tracking motion of the HMD, wherein tracking
the motion includes analyzing images of the
HMD taken with a second camera that is not in
the HMD;
predicting a motion of the gaze of the user based
on the gaze and the motion of the HMD;
determining rendering policies for a plurality of
regions defined on a view rendered by the HMD
based on the predicted motion of the gaze; and
rendering images by the HMD based on the ren-
dering policies.

Clause 2. The method as recited in clause 1, wherein
predicting the motion of the gaze further includes:

tracking a trajectory of the gaze of the user over
a predetermined period of time; and
tracking a trajectory of the HMD over the prede-
termined period of time.

Clause 3. The method as recited in clause 1, wherein
the rendering policy for each region includes one or
more of frequency of screen updates, rendering res-
olution, complexity of rendering imagery in the re-
gion, or a rendering order value that determines an
order for rendering the plurality of regions.
Clause 4. The method as recited in clause 3 further
including:
creating an ordered list for rendering the plurality of
regions based on the rendering order values.
Clause 5. The method as recited in clause 3, wherein
a region in a center of the view has a higher rendering
order value than a region in a periphery of the view.
Clause 6. The method as recited in clause 1, wherein
determining the rendering policies further includes:
assigning higher rendering order value to regions in
a user view area defined by the gaze than to regions
outside the user view area.
Clause 7. The method as recited in clause 1, wherein
tracking the motion of the HMD further includes:
one or more of tracking infrared lights or tracking
LED lights in the HMD.
Clause 8. The method as recited in clause 1, wherein
the second camera is a stereo camera.
Clause 9. The method as recited in clause 1, wherein
determining rendering policies further includes:

lowering the rendering resolution when the HMD
is moving; and
increasing the rendering resolution when the

HMD is stationary.

Clause 10. The method as recited in clause 1 further
including:

tracking motion of a controller with the second
camera; and
creating a game object that moves in synchro-
nism with the controller, the game object being
rendered on the view.

Clause 11. The method as recited in clause 10,
wherein the game object is an avatar in a game that
moves in synchronism with the controller.
Clause 12. The method as recited in clause 10,
wherein the game object is one of a weapon, a steer-
ing device, a flashlight, a hammer, or a shield.
Clause 13. A computer program embedded in a non-
transitory computer-readable storage medium,
when executed by one or more processors, for ren-
dering images on a head mounted display (HMD),
the computer program comprising:

program instructions for tracking, with one or
more first cameras inside the HMD, a gaze of a
user;
program instructions for tracking motion of the
HMD, wherein tracking the motion includes an-
alyzing images of the HMD taken with a second
camera that is not in the HMD;
program instructions for predicting a motion of
the gaze of the user based on the gaze and the
motion of the HMD;
program instructions for determining rendering
policies for a plurality of regions defined on a
view rendered by the HMD based on the pre-
dicted motion of the gaze; and
program instructions for rendering images by
the HMD based on the rendering policies.

Clause 14. The computer program as recited in
clause 13, wherein tracking the motion of the HMD
further includes:
receiving inertial information regarding a motion of
the HMD, the inertial information being captured by
inertial sensors in the HMD.
Clause 15. The computer program as recited in
clause 13, wherein the plurality of regions did not
have a same size for all the regions.
Clause 16. A method for rendering images on a head
mounted display (HMD), the method comprising:

tracking a gaze of a user wearing the HMD;
assigning rending priority values for a plurality
of game objects being rendered by the HMD
based on the gaze of the user, the rendering
priority value for each game object defining at
least one of frequency of rendering, complexity
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of rendering game object, image quality of game
object, or rendering resolution;
changing the rendering priority values based on
an importance value of each game object in the
game; and
rendering by the HMD the plurality of game ob-
jects according to the rendering priority values.

Clause 17. The method as recited in clause 16,
wherein the rendering priority value further includes
a sorting value for ordering the rendering of the plu-
rality of game objects.
Clause 18. The method as recited in clause 16, fur-
ther including:
tracking motion of the HMD, wherein tracking the
motion includes analyzing images of the HMD taken
with a second camera that is not in the HMD.
Clause 19. The method as recited in clause 18 further
including:

tracking motion of a controller with the second
camera; and
creating a game object that moves in synchro-
nism with the controller, the game object being
rendered on the view.

Clause 20. The method as recited in clause 16,
wherein operations of the method are performed by
a computer program when executed by one or more
processors, the computer program being embedded
in a non-transitory computer-readable storage me-
dium.

Claims

1. A method for rendering images on a head mounted
display (HMD), the method comprising:

tracking, with one or more first cameras inside
the HMD, a gaze of a user, wherein the HMD
uses a computing system for rendering images
in the HMD, wherein the computing system
tracks motion of the HMD by analyzing inertial
data of the HMD;
predicting an upcoming movement of the gaze
based on a trajectory of the gaze of the user and
the motion of the HMD, wherein said predicting
the upcoming movement is configured to identify
a first region within a view rendered by the HMD
where the gaze is to move to at a future time;
determining rendering policies for a plurality of
regions defined on the view rendered by the
HMD based on the upcoming motion of the gaze,
wherein when the computing system tracks and
predicts that the user is moving the gaze towards
the first region of the view and away from a cur-
rent region of the view then rendering the first

region with higher image quality than regions
away from the first region as the gaze of the user
is directed toward the first region; and
rendering images by the HMD based on the ren-
dering policies.

2. The method as recited in claim 1, wherein predicting
the motion of the gaze further includes:

tracking a trajectory of the gaze of the user over
a predetermined period of time;
tracking a trajectory of the HMD over the prede-
termined period of time.

3. The method as recited in claim 1, wherein the ren-
dering policy for each region includes one or more
of frequency of screen updates, rendering resolu-
tion, complexity of rendering imagery in the region,
or a rendering order value that determines an order
for rendering the plurality of regions.

4. The method as recited in claim 3, wherein a region
in a center of the view has a higher rendering order
value than a region in a periphery of the view.

5. The method as recited in claim 1, wherein determin-
ing the rendering policies further includes:
assigning higher rendering order value to regions in
a user view area defined by the gaze than to regions
outside the user view area.

6. The method as recited in claim 1, wherein determin-
ing rendering policies further includes:

lowering a rendering resolution when the HMD
is moving; and
increasing the rendering resolution when the
HMD is stationary.

7. The method as recited in claim 1, wherein the inertial
data is captured by inertial sensors in the HMD.

8. The method of claim 1, wherein the HMD includes a
front camera.

9. Computer readable media having program instruc-
tions that are executed by a processor to process
any one of the methods of claims 1-8.

10. A system for rendering images on a head mounted
display (HMD), the system comprising:

means for tracking, with one or more first cam-
eras inside the HMD, a gaze of a user,
wherein the HMD uses a computing system for
rendering images in the HMD, wherein the com-
puting system tracks motion of the HMD by an-
alyzing inertial data of the HMD;
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means for predicting an upcoming movement of
the gaze based on a trajectory of the gaze of the
user and the motion of the HMD, wherein said
predicting the upcoming movement is config-
ured to identify a first region within a view ren-
dered by the HMD where the gaze is to move to
at a future time;
means for determining rendering policies for a
plurality of regions defined on the view rendered
by the HMD based on the upcoming motion of
the gaze, wherein when the computing system
tracks and predicts that the user is moving the
gaze towards the first region of the view and
away from a current region of the view then ren-
dering the first region with higher image quality
than regions away from the first region as the
gaze of the user is directed toward the first re-
gion; and
means for rendering images by the HMD based
on the rendering policies.

11. The system as recited in claim 10, wherein predicting
the motion of the gaze further includes:

means for tracking a trajectory of the gaze of the
user over a predetermined period of time;
means for tracking a trajectory of the HMD over
the predetermined period of time.

12. The system as recited in claim 10, wherein the ren-
dering policy for each region includes one or more
of frequency of screen updates, rendering resolu-
tion, complexity of rendering imagery in the region,
or a rendering order value that determines an order
for rendering the plurality of regions.

13. The system as recited in claim 12, wherein a region
in a center of the view has a higher rendering order
value than a region in a periphery of the view.

14. The system as recited in claim 10, wherein deter-
mining the rendering policies further includes:
means for assigning higher rendering order value to
regions in a user view area defined by the gaze than
to regions outside the user view area.

15. The system as recited in claim 10, wherein the
means for determining rendering policies further in-
cludes:

means for lowering a rendering resolution when
the HMD is moving; and
means for increasing the rendering resolution
when the HMD is stationary.

16. The system as recited in claim 10, wherein the inertial
data is captured by inertial sensors in the HMD and
the HMD includes a front camera.
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