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Description

BACKGROUND OF THE INVENTION

[0001] Large scale networks support a wide variety of applications and services. Such networks may include multiple
devices distributed across links in an interconnection network or switch fabric. Each node of the network may include a
switch (e.g., a router) or an endpoint (e.g., a host device). Network congestion can occur when a link or node carries
too much data so as to cause deterioration in the quality of service. Typically, the effects of network congestion include
queuing delay, packet loss, or the blocking of new connections. Congestion across the network can be controlled by
protocols, such as the Transmission Control Protocol ("TCP"), which maintains a similar bandwidth for competing con-
nections. TCP also ensures that the overall transmission rates are less than the link capacity.
[0002] One of the limitations of TCP is that it focuses on the number of connections being made to an endpoint at any
given time. Accordingly, a user of the network can easily access additionally bandwidth by simply implementing additional
connections to the network. This practice is becoming increasingly prevalent in larger scale distributed systems where
a user’s job is spread across many machines. For example, if a first user is running a job on 100 machines and a second
user is running a job on 10 machines, the first user may have access to 10 times the bandwidth of the second user. This
is not desirable for many networks, as it creates what is considered an unfair allocation of bandwidth. An example of
the prior art can be found in WO2014/036371.

BRIEF SUMMARY OF THE INVENTION

[0003] The present invention relates generally to the management of bandwidth in a network. More specifically, the
invention relates to predicting demand for each user in a network, and allocating bandwidth to each user based on a
desired bandwidth allocation policy.
[0004] One aspect of the invention provides a method of centrally enforcing a bandwidth allocation policy so that each
user receives a share of bandwidth in accordance with his or her demand, and so as to prevent users from exceeding
their allocated bandwidth. In addition, any bandwidth that is unused by a particular user may be redistributed to other
users on the network, thereby allocating bandwidth to uses that need it more.
[0005] In another aspect, each user is assigned a particular user weight value, and the allocation of bandwidth to each
user will be in proportion to that user’s weight value. Weight values can be based on any number of factors, including
the priority of the user, the data intensity of the user’s work, or the time sensitivity of the user’s work. Accordingly, if two
users have the same weight value, they will receive equal allocations of bandwidth, provided that they are transmitting
data with the same Quality of Service ("QoS") from the same network source to the same network destination.
[0006] Another aspect allows for important, business critical traffic to be transmitted without disruption by unexpected
and non-critical network transmissions.
[0007] In yet another aspect the throttling of bandwidth is achieved by automatic kernel-level traffic shaping at the
network’s end hosts, coupled with detection of network bottlenecks and application of fairness policies to detect the
bottleneck’s capacity.
[0008] In yet another aspect of the invention the collection of network usage information from the end hosts are
aggregated via a central collection hierarchy.

BRIEF DESCRIPTION OF THE DRAWINGS

[0009]

FIG. 1 illustrates an exemplary global network.
FIG. 2 illustrates a functional component hierarchy in accordance with aspects of the invention.
FIG. 3 is a flow diagram in accordance with aspects of the invention.
FIG. 4 is a graph demonstrating bandwidth allocation in relation to a utility value.
FIG. 5 is a graph demonstrating bandwidth allocation for users with different weight values in relation to a utility value.
FIG. 6 is a graph demonstrating a summarized bandwidth allocation in relation to a utility value.
FIG. 7 is a flow diagram in accordance with aspects of the invention.
FIGS. 8A-B illustrate computer systems for use in the invention.

DETAILED DESCRIPTION

[0010] Aspects, features and advantages of the invention will be appreciated when considered with reference to the
following description of exemplary embodiments and accompanying figures. The same reference numbers in different
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drawings may identify the same or similar elements. Furthermore, the following description is not limiting; the scope of
the invention is defined by the appended claims and equivalents.
[0011] FIG. 1 illustrates an exemplary interconnection network 100 for use with aspects of the invention. As shown,
the network includes a number of hosts 102, which may be computers such as servers or client devices. The hosts 102
may be coupled to one another through nodes 104 in the network. The hosts 102 may also be coupled to external
networks, storage systems, or other devices (not shown). Each node 104 may include a router having logical interfaces
with other devices on the network via links 106. Each logical interface can be characterized as having a given capacity
in bits per second.
[0012] The hosts 102 may be grouped into clusters that will typically share computing resources with one another. In
the example provided in FIG. 1, hosts 102a, 102b, and 102c are a network cluster 108. Multiple clusters may operate
at the same site or point of presence ("POP"). In FIG. 1, hosts 102a through 102f represent two separate clusters 108
that operate at the same POP. A network path is a sequence of logical interfaces from one point on the network to
another, via links 106, while a "PathSet" is a set of multiple paths. PathSets can be used to describe all of the paths that
can be taken for data that is transmitted between one network cluster to another. In addition, each path may have a
relative weight, indicating the ratio in which network traffic should be split when transmitted along a PathSet having two
or more separate paths.
[0013] One exemplary embodiment of the present invention is shown in the architecture 200 of Figure 2. In this
embodiment, a system 200 includes the following components: a global broker 202, site brokers 204, job shapers 206,
and host shapers 208. These components can be incorporated into the various hosts 102 of a large scale network, as
shown in FIG. 1. The users of the network may include individuals and client devices. In addition, one or more components
of the architecture 200 may be incorporated into a single device on the network. For example, a site broker 204, job
shaper 206, and host shaper 208 may comprise software modules that reside on a single device having a processor
that is capable of performing the functions associated with each of the individual modules.
[0014] As shown in the architecture 200 of Figure 2, the global broker 202 sits at the top of the bandwidth enforcer
hierarchy. It is the global broker 202 that is responsible for dividing up the available bandwidth on the network between
different network clusters. The global broker 202 receives information relating to bandwidth usage and bandwidth demand
from the site brokers 204. The network transmission information provided to the global broker 202 can be provided at
a desired granularity. For example, instead of providing bandwidth usage and demand for each device on the network,
the site brokers 204 can provide the global broker 202 with information relating to device clusters (212). For instance,
the network data information provided to the global broker 202 may include an identification of each source cluster and
destination cluster on the network.
[0015] The network transmission information may also designate each transmission with different priorities. For ex-
ample, transmissions that are latency tolerant may be designated as low priority, while transmissions that are latency
sensitive may be designated as high priority. In addition, a network transmission may be designated as either enforced
or unenforced. Enforced data will be subject to the bandwidth enforcement scheme, while unenforced data will be exempt.
Network transmissions might be designated as unenforced when they fall below a predetermined bandwidth threshold.
The network transmission information may also include an indication of the transmission route that will be taken. For
example, if the network contains multiple backbones, the transmission information may indicate which backbone the
transmission will take.
[0016] The network transmission information may be expressed in the form of principal components, or unique vari-
ables, that utilize each of the transmission designations provided above, thereby creating different "principals" depending
on the variables that are being determined. For example, a "cluster principal" may be expressed by the following variables:
<source cluster, destination cluster, transmission route, priority, enforced/unenforced>. Therefore, each cluster principal
will contain a unique combination of these five variables. As described below, other network "principals" can be created
by creating combinations of different component variables.
[0017] For each separate cluster principal, the site broker 204 passes to the global broker 202 the bandwidth usage
and a utility function that summarizes the bandwidth demand and provides the relative weight at which the demand is
being requested by the users (212). The global broker 202 then implements the network sharing policies selected by
the network administrators. The utility functions and network sharing policies are explained in detail below.
[0018] The global broker 202 may also be configured to maintain a network model that represents the current topology
of the network. The network model, as well as the usage and demand information, may be used by the global broker
202 to detect congested links within the network. In turn, the global broker 202 may compute bandwidth limits for each
cluster principal and divide up the available bandwidth between the various cluster pairs. Preferably, the global broker
202 pass down the bandwidth limits to the site broker 204 on a periodic basis (214). In one example, this may be on the
order of every 10 seconds. In other examples, this exchange of information may occur at other regular or preset intervals,
such as every 1-15 seconds, every 1-15 minutes, or upon a predetermined condition, which may be a network triggered
event. This way, the system may provide bandwidth allocations based on current network demands.
[0019] Site brokers 204 desirably run at each network site or point of presence ("POP"). It is the site brokers 204 that
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receive, via transmission 214, the bandwidth limits from the global broker 202. The site brokers 204 also periodically
distribute, via transmission 218, the bandwidth for each user and job among the job shapers 206. Preferably, this
distribution occurs on the order of every 10 seconds. In other examples, this exchange of information may occur at other
regular or preset intervals, such as every 1-15 seconds, every 1-15 minutes, or upon a predetermined condition, which
may be a network triggered event.
[0020] Specifically, the site broker 204 receives, via transmission 214, the cluster principal bandwidth limits from the
global broker 202 and divides the received bandwidth limits into user bandwidth limits in accordance with a user principal.
The user principal comprises the identification of the user, the transmission’s source cluster, the transmission’s destination
cluster, as well as the transmission’s Differentiated Services Code Point ("DSCP"). It is the DSCP that contains the QoS
guarantees and related network preferences. In dividing a particular user’s bandwidth among different jobs, the site
broker 204 uses a job principal that is provided by the job shapers 206, via transmission 216. The job principal comprises
the same variables as the user principal, but also desirably includes the identification of a particular job that is being run
by the network’s user. Accordingly, the site broker 204 will aggregate each of the job principals so as to create the user
principal. The site broker 204 may then aggregate the user principal information into the form of a cluster principal and
provide the cluster principal to the global broker 202, via transmission 212. Preferably, the site broker 204 will provide
the global broker 202 with usage reports that include the cluster principal demands, e.g., on the order of every 10
seconds. In other examples, this exchange of information may occur at other regular or preset intervals, such as every
1-15 seconds, every 1-15 minutes, or upon a predetermined condition, which may be a network triggered event.
[0021] The job shapers 206 run at each network cluster and are responsible for dividing up the job level bandwidth
limits among tasks associated with those jobs and providing these limits to the host shapers 208, via transmission 222.
Preferably, the job shapers 206 distribute the bandwidth limits on the order of every 5 seconds. In other examples, this
exchange of information may occur at other regular or preset intervals, such as every 1-15 seconds, every 1-15 minutes,
or upon a predetermined condition, which may be a network triggered event. The distribution is desirably work-conserving,
in that any bandwidth not used by a task should be redistributed to other tasks. The job shapers 206 also periodically
report job level bandwidth usage to the site brokers 204, via transmission 216. Preferably, these periodic bandwidth
reports occur on the order of every 10 seconds. In other examples, this exchange of information may occur at other
regular or preset intervals, such as every 1-15 seconds, every 1-15 minutes, or upon a predetermined condition, which
may be a network triggered event. In performing this function, the job shapers 206 receive a task principal bandwidth
usage and demand provided from the host shapers 208. The task principal contains the same variables as the job
principal, but desirably also includes an identification of the each task that is implemented for a job. Accordingly, task
principals may be configured to contain the following principal components: <user, job, task, source cluster, destination
cluster, DSCP>.
[0022] Host shapers 208 may run on every host in the network, although this is not required. When a host device
transmits data over the network, the transmission packets may be categorized by the individual processes, or tasks,
that the host is running. The identification of each task may be performed by a kernel 340, such as a Linux kernel, running
on the host device. The kernel 340 thereby allows the system to map each network connection, such as TCP connection,
of the host device to a corresponding task and user. It is the host shapers 208 that periodically report this task usage
information to the job shapers 206, via transmission 220, and it is the host shapers 208 that enforce the bandwidth limits
provided by the job shapers 206, via transmission 222, on the individual hosts. The periodic task usage reports preferably
occur on the order of every five seconds. In other examples, this exchange of information may occur at other regular or
preset intervals, such as every 1-15 seconds, every 1-15 minutes, or upon a predetermined condition, which may be a
network triggered event. Each task transmitted on the network is classified at a particular host based on the identification
of the remote cluster with which the transmission is occurring, the end user, as well as the DSCP of that transmission.
For each remote cluster and DSCP pair, the bandwidth usage is measured and throttled using a token bucket algorithm.
[0023] Each host shaper 208 may be configured to perform numerous functions. For example, the host shaper 208
can manage a map of the network cluster names to their Internet Protocol ("IP") subnets. Each host shaper 208 can
also run periodic checks for new inter-cluster traffic on the network and, in turn, create new traffic-control classes. The
tree of traffic control classes can then be divided and managed by the host shaper 208. Divisions of the traffic control
classes can be made based on the following principal components: <local task, remote cluster, DSCP>. The host shaper
208 may also be configured to perform other traffic optimization functions, such as creating a fast path for particular
intra-cluster network traffic and to prioritize upstream acknowledgements of response ("ACK’s").
[0024] In addition, the host shaper can perform throughput threshold checks at each host and create token buckets
for network transmissions. A token bucket is a control mechanism that determines when traffic can be transmitted, based
on the presence of tokens in an abstract bucket. The bucket contains tokens, each of which can represent a unit of bytes
or a single packet of predetermined size. A network administrator may specify how many tokens are needed to transmit
a particular number of bytes. When tokens are present, a flow is allowed to transmit traffic. If there are no tokens in the
bucket, a flow is not allowed and packets are not transmitted. Other known mechanisms for determining when traffic is
to be transmitted may alternatively be used. In response to input from an upstream job shaper 206, the host shaper 208
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may also update the limits on the token buckets. Token buckets that have become inactive can be discarded. In one
example, each token bucket can be configured to allow an average bit-rate R with a burst-size of B seconds. At any
given rate R and burst B, a period of inactivity B will trigger the traffic to be allowed to burst at line-rate, or data transmission
speed, equal to a total volume of R * B bits and a sustained rate of R can be achieved in absence of idleness.
[0025] Bandwidth throttling can occur in any number of existing ways. For example, in-kernel throttling can be imple-
mented using a Linux HTB packet scheduler and packet classifiers. It should be noted that for TCP, it is possible to
always throttle the bandwidth on the client side of the transmission. However, such a process will often require large
client side buffering when a network client is pulling a large amount of data. Accordingly, it may be preferable to throttle
the bandwidth on the side of the network that is sending the data.
[0026] The bandwidth enforcer system may also include a network model cluster reporter ("cluster reporter") module
210 that may run in each network cluster and perform traceroute operations to some or all other clusters on the network.
The cluster reporter 210 aggregates the traceroute data and reports it to the global broker 202, via transmission 224. In
return, the cluster reporter 210 receives from the global broker 202, via transmission 226, a list of all known clusters on
the network. The cluster reporter 210 can also be configured to periodically send traceroute commands to the job shapers
206.
[0027] The system 200 is configured to enforce the desired bandwidth allocation policies of the network using, in part,
the processes described below. The configurations to enforce the bandwidth allocation policy can include one or more
components, such as the following: user weights; manual throttles, permanent allocations, auto-enforcement rules, auto-
enforcement thresholds, network model overrides, and cluster lists. A user weight is a numerical value that determines
the proportion of bandwidth that a user will receive from the bandwidth enforcer 200. The user weight can depend on
the quality of service level for a particular transmission. Accordingly, for each transmission a default user weight and a
Quality of Service multiplier (QoS multiplier) is used. The QoS multiplier is a value that sets the quality of service level
for the particular types of data transmissions. Accordingly, in one example, the user weight for a given transmission is
the default user weight multiplied by the QoS multiplier: 

[0028] For example, suppose user A and user B are both performing data transmission on the network that has been
assigned a QoS multiplier of 100. If user A has default user weight of 1, and user B has a default user weight of 1.5,
user A’s transmission will be assigned an actual user weight of (1.0 * 100) = 100, while user B’s transmission will be
assigned an actual user weight of (1.5 * 100) = 150. The value of the user weight multiplier or QoS multiplier may depend
on any set of factors relevant to determining the importance of a particular network user. For example, users that are
working on critical projects, or time sensitive projects, that require large amounts of data may be provided with higher
user weight multipliers and higher QoS multipliers than users working on less important projects. It should be noted that
the user weight can act as a default setting that can be overridden for specific users, if desired. For example, if a user
determines that he or she is not receiving sufficient bandwidth, the user may submit a request for additional bandwidth.
This request may be made through the user’s network device, and the request may be sent from the device’s host shaper
208 to the global broker 202. Dependent on current network usage, or input from network administrators, the global
broker 202 may then override the default user weight setting, thereby providing additional bandwidth to the user.
[0029] Another configuration component used by the bandwidth enforcer system 200 is a permanent allocation ("PA").
PA’s can be used to reserve bandwidth on the network for important user transfers. Accordingly, PA’s may be given the
highest priority in the system’s allocation policy. The system can designate a PA reservation based on the principal
components of user, source cluster, destination cluster, and QoS value. For example, the global broker 202, can be
configured so that 2 Gbps of bandwidth are reserved for user A, provided that user A attempts to send data from Cluster
B to Cluster C using a QoS above a predefined threshold. When user A is not using this reserved bandwidth, it can be
temporarily allocated to other users.
[0030] Another system configuration component is the Manual Throttle, which specifies a maximum limit on the rate
at which a user can send between two network clusters. The Manual Throttle can be designated at the job level ("Job
Throttle") or at the user level ("user Throttle"). The user Throttle contains the same principal components as the PA,
namely user, source cluster, destination cluster, and QoS level. The Job Throttle uses the same principal components
with the addition of a fifth principal component designating a job that is being run by the user.
[0031] Yet another configuration component used by the system is an automatic enforcement rule, designating which
network transmission flows are to be enforced, and which are to be left unenforced. Each automatic enforcement rule
can specify any number of network parameters for exemption from bandwidth enforcement, such as specified transmis-
sion paths. The network parameters can include designation of source clusters, destination clusters, users, jobs, or the
like, as well as any combination thereof. Likewise, the Automatic Enforcement Rules can designate other network
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parameters for automatic inclusion in the bandwidth enforcer’s allocation policy. In addition, the bandwidth enforcer may
implement Auto Enforcement Thresholds that specify the bandwidth usage rate required before a transmission will be
subject to the bandwidth enforcer’s allocation policy. This threshold can be enforced on the job principal level. For
example, an Auto Enforcement Threshold can be set for 5 Mbps, so that each job principal will not be subject to the
bandwidth enforcer’s allocation policy unless it has a usage rate above the 5 Mbps threshold. Preferably, the bandwidth
enforcer will place each job principal that meets the threshold into an auto-enforced bucket, and it will keep the job
principal in the auto-enforced bucket for a predetermined period of time, such as fifteen minutes. In other examples, the
period may occur at other regular or preset intervals, such as every minute to every hour, or upon a predetermined
condition, which may be a network triggered event. This way, network transmissions that intermittently move above and
below the threshold will not flip back and forth between an enforced state and an uneforced state. The Auto Enforcement
Thresholds can also be set for different threshold levels depending on the transmission route. For example, if the network
contains two or more backbones, the bandwidth enforcer can set the threshold of the first backbone to 5 Mbps, while
the threshold level for the other backbone (s) can be set to 10 Mbps.
[0032] Network model overrides are another configuration component of the bandwidth enforcer system 200. Network
model overrides allow for manual overrides for a given link capacity and reservable threshold. The overrides can be
expressed as a set of rules contained in an ordered list, with the first matching rule in the list being applied. Separate
ordered lists are used for link capacity overrides and reservable threshold overrides. Each link can be specified in the
set of rules by identification of the link’s source router, destination router, and the interface that is used.
[0033] The clusters that are present on the network can be identified on a cluster list. For each cluster, the list can
contain the name of the cluster, the site or POP to which it belongs, as well as the subnet in which the cluster exists.
[0034] If two users on a network have the same user weights, the bandwidth enforcer system 200 will allocate the
same amount of bandwidth, provided that they are sending transmissions having the same QoS from the same source
cluster to the same destination cluster. This is not necessarily the case in instances where users are sending transmissions
between different cluster pairs. However, it should be appreciated that the bandwidth enforcer system 200 may be
configured so as to provide fairness among network users regardless of whether they are transmitting between distinct
sources and destinations. In addition, the bandwidth enforcer 200 can be configured to allow a user to lend its user
weight value, via a priority token, to another user flow so that the other flow can operate at the original user’s priority.
[0035] As described above, the bandwidth enforcer system 200 aggregates inter-cluster network usage information
from all user devices on the network. This usage information can be extrapolated so as to project or predict bandwidth
demands on the network. The bandwidth enforcer can then allocate bandwidth among user devices by incorporating
the extrapolated usage information into various bandwidth sharing processes.
[0036] The bandwidth enforcer system may implement what can be described as a "waterfill" process, which divides
the network’s available bandwidth between competing users, jobs, and tasks. For the purposes of the waterfill process,
each job principal can be associated with a particular user principal. Accordingly, the job principal can be considered to
be a child principal of an associated, parent user principal. Similarly, each task principal can be associated with a job
principal and can be considered to be the child principal of that job principal.
[0037] The waterfill process 300 is illustrated in the flow diagram of FIG. 3. The waterfill process 300 may be performed
by any module on the system, but are preferably performed by the site broker 204 or the job shaper 206. The process
begins at block 302, with the original bandwidth water level being set at 0. In block 304, the bandwidth enforcer module
selects from the available principals, the child principal that has the lowest bandwidth demand d. In block 306, it is
determined whether enough remaining bandwidth is available to satisfy the lowest demand for all remaining child prin-
cipals. If the answer to block 306 is "yes", the process proceeds to block 308, wherein the bandwidth water level is
increased by the amount d. Then, in block 310, the bandwidth demands of all children are decreased by the amount d.
In block 312, the available bandwidth is decreased by (d * number of remaining child principals). Then, in block 314, the
lowest demand child principal previously selected in block 304 is removed from future consideration, and the process
returns back to block 304. If the answer to block 306 is "No", the process proceeds to block 316, wherein the water level
is increased by the remaining bandwidth divided by the number of remaining children. Upon completing the waterfill
process 300, the bandwidth limit for all principals that satisfied block 306 will be equal to the demand for that principal.
For all other principals, the limit will be equal to the water level as set by the last iteration of block 308. In this way, the
waterfill process divides the available bandwidth between all competing principals in a max-min fair manner, meaning
that the minimum data rate that a dataflow achieves is maximized.
[0038] The site brokers 204 can summarize bandwidth demands for network users by creating a utility function. More
specifically, a single utility function can act as a representation of the bandwidth demand of multiple users that are
sending data between the same pair of network clusters. The utility function can also take into account the user weights
and the PA’s granted to each user, as described above.
[0039] FIG. 4 illustrates the utility functions for two users, user 1 and user 2, each of whom has a different PA. In this
example, user 1 has been assigned a PA of 1 Gbps, while user 2 has been assigned a PA of 4 Gbps. The scale of the
utility values provided in FIG. 4 can be arbitrarily set, as it is only their relative values that are determinative. For the
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purpose of this example, the utility functions will run between values of 0 and 200. Given that PA’s are designated with
the highest priority during bandwidth sharing, the utility function reserves utility values between 0 and 100 solely for
PA’s. The rest of the user demands are summarized in the utility space between 100 and 200. As shown in FIG. 4, both
PA’s are completely satisfied at a utility of 100 and above. For a utility value of less than 100, each user is granted a
bandwidth in proportion to their PA’s.
[0040] For user demand beyond the user’s granted PA, bandwidth is allocated in proportion to user weights. FIG. 5
illustrates the utility functions for two users who are each are requesting 2 Gbps of bandwidth. In this example, the two
users have not been assigned any PA, therefore they have no bandwidth granted to them for utility values of 100 and
below. However, for utility values over 100, the system has been configured to assign user 4 a weight of 0.4, while user
3 has been assigned a lower user weight of 0.2. Accordingly, user 4’s demands are granted at a lower utility value than
the demands of user 3.
[0041] The site brokers 204 can create utility functions for the bandwidth demand of each user principal. It can then
summarize the user principal demands for the same cluster pair into a single utility function, called a summarized utility
function. FIG. 6 illustrates a Summarized utility function for user 1, user 2, user 3, and user 4. As shown in FIG. 6, the
summarized utility function is simply a linear addition of the bandwidth demands for each user’s individual utility functions,
as provided in FIGS. 4 and 5.
[0042] The system may determine how to divide available network bandwidth between competing principals by im-
plementing a progressive filling process that incorporates the utility functions of the network users. An exemplary pro-
gressive filling process 700 is illustrated in FIG. 7. Beginning at block 702, the initial utility is set to the value 0. In block
704, the utility value is increased by an amount kEpsilon. For each competing principal that has not been satisfied or
frozen, the utility function of the principal is used to compute how much bandwidth allocation the increased utility will
create (block 706). Then, the process determines if there are multiple paths between each source cluster and destination
cluster identified in the competing principals (block 708). If there is only a single path, the future bandwidth usage of the
path’s links is increased at block 710 based on the bandwidth allocation determined in block 706. If multiple paths
between the source cluster and destination cluster exist, the increased bandwidth allocation of block 706 is added to
the network links by spreading the bandwidth allocation among the multiple paths (block 712). It should be noted that
each path can be weighted by different multiplication factors, so if multiple paths exist, the allocation among each path
will be in proportion to the path’s relative weight. In block 714, the process determines if the bandwidth allocations of
blocks 710 and 712 exceed the capacity of any network links. If there are no links that exceed capacity, the process
returns to block 704. If the capacity of a network link is exceeded, that link is designated as a bottleneck and all principals
that traverse the bottleneck link are frozen, meaning that they cannot be allocated any more bandwidth (block 716). A
binary search is then performed between the current utility value ("CUV") minus kEpsilon (CUV -kEpislon) and the current
utility value (CUV) to determine the utility value for which the link capacity is not exceeded (block 718). The process,
starting at block 704, is repeated until all of the principals are either frozen or have had their bandwidth demand satisfied
(block 720).
[0043] In many instances, the network will transmit data that is exempt from management by the bandwidth enforcer
system. In allocating bandwidth between competing cluster principals, the global broker 202 adjusts for the available
capacities of the logical interfaces for all such unmanaged traffic. For example, assume that a logical interface has
10Gbps in available capacity, and that the current utilization is 8 Gbps. If only 5 Gbps of the utilization is manageable,
the global broker will subtract the other 3 Gbps from the available bandwidth. Thereby creating an effective capacity of
7 Gbps for that logical interface.
[0044] Once the unmanaged bandwidth is accounted for, the progressive filling process can be used to allocate
bandwidth among the competing cluster principals. In performing this process, the site broker 204 passes to the global
broker 202, the utility functions that contain the summarized demand for each cluster principal. These utility functions
are computed by the site broker 204 from the utility functions for each individual user principal at that cluster. The system
may be configured to provide manual throttles for some user principals. For these user principals, the site broker 204
can cap the bandwidth demand by the throttle value, meaning that those principals cannot be allocated for more bandwidth
than the configured throttle value. If bandwidth is still available after running the progressive fill process, the remaining
bandwidth can be divided up among the user principals as a bonus bandwidth. Given that some of the user principals
will not use the assigned bonus, the bonus bandwidth can be over-subscribed by a configurable scaling factor. For
example, each user may be assigned a scaling factor between one and ten, and the bonus bandwidth may be allocated
in proportion to the scaling factor.
[0045] As previously described, the global broker 202 provides site brokers 204 with the bandwidth limit for each
cluster principal. The site brokers 204 can then look up the summarized utility function for each cluster principal and
determine the utility value corresponding to the assigned bandwidth limit. This utility value can be referred to as the
master rate, and can be used to look up the bandwidth limit for each user principal in the user principal utility function.
If the global broker 202 has assigned a bonus bandwidth to the cluster principal, this bonus bandwidth can be divided
up among the user principals.
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[0046] In order to construct the utility function for a user principal, the site broker 204 determines what the bandwidth
demand is for that user principal. This may be done by selecting the peak user principal bandwidth usage over a recent
period, such as the last two minutes. In order to assure adequate bandwidth allocation, the site broker may multiply the
user principal’s peak usage by a predetermined factor, such as 1.1, to create a slightly higher Peak user principal demand.
In other alternatives, the peak usage scaling factor may run between 1 and 1.5. For some users, the bandwidth enforcer
system 200 may be configured to provide a manual throttle. For these users, the bandwidth demand is capped by the
throttle value. In addition, these users are not assigned bonus bandwidth beyond the throttle value. This way, the
bandwidth allocated to these users will not exceed the configured throttle settings.
[0047] The site broker 204 can then divide the bandwidth limit assigned to a user principal among its constituent job
principals by implementing the waterfill process on the various job principals. If any bandwidth is still remaining after the
waterfill process is performed, it can be divided among the job principals as bonus bandwidth. Given that some of the
job principals will not use the assigned bonus, the bonus bandwidth can be over-subscribed by a configurable scaling
factor. For example, each job may be assigned a scaling factor between one and ten, and the bonus bandwidth may be
allocated in proportion to the scaling factor. In determining the bandwidth demand to be used in the waterfill process,
for each job, the site broker 204 may use the peak demand that has occurred over a recent period of time, such as two
minutes. In other examples, the period for determining peak demand may be set at other intervals, such as 1-15 minutes,
or upon a predetermined condition, which may be a network triggered event. Given that different jobs will peak at different
times, the system can scale up the total bandwidth limit for the user principal. The scaling factor being equal to the sum
of the peak job principal demands divided by the Peak user principal demand. For some jobs, the system may have a
configured manual throttle. In this instance, the demand at the waterfill process is capped by the throttle value. Similarly,
these jobs are not assigned bonus bandwidth beyond the throttle value.
[0048] Once the site broker 204 has assigned bandwidth limits to the job principals, the job shapers 206 can then
divide the assigned job principal bandwidth among the constituent Task Principals. This function is performed by imple-
menting a modified version of the waterfill process 30 on the various Task Principals. Given that tasks for a job are bursty
and that different tasks can burst at different times, the same bandwidth limit is assigned to each task. This limit is equal
to the waterlevel when the process is terminated. In determining the bandwidth demand to be used in the waterfill process
30, for each task, the site broker 204 can use the peak demand that has occurred over a recent period of time, such as
two minutes. Given that different tasks will peak at different times, the system may scale up the total bandwidth limit for
the job principal. The scaling factor being equal to the sum of the peak Task Principal demands divided by the Peak job
principal demand.
[0049] The system may be configured to prevent a sudden burst of traffic during periods of bandwidth ramp up triggered
by the bandwidth enforcer 200. For example, a gradual ramp up of increased bandwidth allocation can be implemented
for different tasks so as to prevent any synchronous bursts. In addition, the system may be configured so that network
users can know if their job is being throttled by the system. Accordingly, a view can be made available for every network
flow, identified by the user, source cluster, destination cluster, and QoS. This view can be made at the link level along
the transmission’s path. The system may also be configured so as to allow users to dedicate more of its resource quota
to important jobs or tasks and leave less resources for less important jobs or tasks. This can be performed by allowing
users to assign weight values to individual jobs and tasks. The system may also contain redundant components so as
to allow for continued operation, even if a particular component is malfunctioning or unreachable. For example, the
system may contain multiple global brokers 202 running in different portions of the network. At any given time, only one
global broker 202 will be designated as "live". The site brokers 204 may report information to, and receive information
from, every global broker 202 in the network. However, the site brokers 204 will only accept the bandwidth limits that
are provided by the live global broker 202. Redundancies may also be implemented for the site brokers 204 and the job
shapers 206.
[0050] The system according to aspects of the invention may be implemented with the following exemplary computer
system. FIG. 8A presents a schematic diagram of a computer system depicting various computing devices that can be
used alone or in a networked configuration. For example, this figure illustrates a computer network 300 having a plurality
of computers 302, 304, 306 and 308 as well as other types of devices such as portable electronic devices such as a
mobile phone 310 and a PDA 312. However, the invention is not so limited, and other devices including netbooks and
pad-type handheld computers (not shown) may also be used. Such devices may be interconnected via a local or direct
connection 314 and/or may be coupled via a communications network 316 such as a LAN, WAN, the Internet, etc., and
which may be wired or wireless.
[0051] Each device may include, for example, one or more processing devices and have user inputs such as a keyboard
318 and mouse 320 and/or various other types of input devices such as pen-inputs, joysticks, buttons, touch screens,
etc., as well as a display 322, which could include, for instance, a CRT, LCD, plasma screen monitor, TV, projector, etc.
Each computer 302, 304, 306 and 308 may be a personal computer, server, etc. By way of example only, computers
302 and 306 may be personal computers while computer 304 may be a server and computer 308 may be a laptop.
[0052] As shown in FIG. 8B, each computer such as computers 302 and 304 contains a processor 324, memory/storage
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326 and other components typically present in a computer. For instance, memory/storage 326 stores information ac-
cessible by processor 324, including instructions 328 that may be executed by the processor 324 and data 330 that may
be retrieved, manipulated or stored by the processor. The instructions 328 at the server may include operations associated
with one or more of the modules in the current system, such as the global broker 202 or site broker 204. The instructions
328 at the user system may include operations associated with one or more of the modules, such as the job shaper 206
and host shaper 208.
[0053] The memory/storage may be of any type or any device capable of storing information accessible by the proc-
essor, such as a hard-drive, ROM, RAM, CD-ROM, flash memories, write-capable or read-only memories. The processor
324 may comprise any number of well known processors, such as processors from Intel Corporation or Advanced Micro
Devices. Alternatively, the processor may be a dedicated controller for executing operations, such as an ASIC or other
processing device.
[0054] The instructions 328 may comprise any set of instructions to be executed directly (such as machine code) or
indirectly (such as scripts) by the processor(s). In that regard, the terms "instructions," "steps" and "programs" may be
used interchangeably herein. The instructions may be stored in any computer language or format, such as in object
code or modules of source code. The functions, methods and routines of instructions in accordance with the present
invention are explained in more detail below.
[0055] Data 330 may be retrieved, stored or modified by processor 324 in accordance with the instructions 328. The
data may be stored as a collection of data. For instance, although the invention is not limited by any particular data
structure, the data may be stored in computer registers, in a relational database as a table having a plurality of different
fields and records, in a web page cache, as XML documents, etc.
[0056] The data may also be formatted in any computer readable format such as, but not limited to, binary values,
ASCII or Unicode. Moreover, the data may include any information sufficient to identify the relevant information, such
as descriptive text, proprietary codes, pointers, references to data stored in other memories (including other network
locations) or information which is used by a function to calculate the relevant data. Furthermore, a given item may
comprise one or more files, a data set stored in a database, a web cache, etc. Depending on the size and content of
the data, parts thereof may be stored or otherwise maintained separately.
[0057] Although the processor 324 and memory 326 are functionally illustrated in FIG. 8B as being within the same
block, it will be understood that the processor and memory may actually comprise multiple processors and memories
that may or may not be stored within the same physical housing or location. For example, some or all of the instructions
and data may be stored on a removable CD-ROM, DVD-ROM or flash drive, and others within a read-only computer
chip. Some or all of the instructions and data may be stored in a location physically remote from, yet still accessible by,
the processor. Similarly, the processor may actually comprise a collection of processors which may or may not operate
in parallel. Data may be distributed and stored across multiple memories 326 such as hard drives or the like.
[0058] In one aspect, server 304 may communicate with one or more client computers 302, 306 and/or 308, as well
as devices such as mobile phone 310 and PDA 312. Each client computer or other client device may be configured
similarly to the server 304, with a processor, memory and instructions, as well as one or more user input devices 318,
320 and a user output device, such as display 322. Each client computer may be a general purpose computer, intended
for use by a person, having all the components normally found in a personal computer such as a central processing unit
("CPU"), display, CD-ROM or DVD drive, hard-drive, mouse, keyboard, touch-sensitive screen, speakers, microphone,
modem and/or router (telephone, cable or otherwise) and all of the components used for connecting these elements to
one another.
[0059] The server 304, user computers and other devices are capable of direct and indirect communication with other
computers, such as over network 316. Although only a few computing devices are depicted in FIGS. 8A-B, it should be
appreciated that a typical system can include a large number of connected servers and clients, with each different
computer being at a different node of the network. The network 316, and intervening nodes, may comprise various
configurations and protocols including the Internet, intranets, virtual private networks, wide area networks, local networks,
private networks using communication protocols proprietary to one or more companies, Ethernet, WiFi, Bluetooth or
TCP/IP.
[0060] Communication across the network, including any intervening nodes, may be facilitated by any device capable
of transmitting data to and from other computers, such as modems (e.g., dial-up or cable), network interfaces and wireless
interfaces. Server 304 may be a web server. Although certain advantages are obtained when information is transmitted
or received as noted above, other aspects of the invention are not limited to any particular manner of transmission of
information. For example, in some aspects, the information may be sent via a medium such as a disk, tape, CD-ROM,
or directly between two computer systems via a dial-up modem. In other aspects, certain information may be transmitted
in a non-electronic format and manually entered into the system.
[0061] Moreover, computers and user devices in accordance with the systems and methods described herein may
comprise any device capable of processing instructions and transmitting data to and from humans and other computers,
including network computers lacking local storage capability, PDA’s with modems such as PDA 312, Internet-capable
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wireless phones such as mobile phone 310, netbooks and pad-type handheld computers.
[0062] Although the invention herein has been described with reference to particular embodiments, it is to be understood
that these embodiments are merely illustrative of the principals and applications of the present invention. It is therefore
to be understood that numerous modifications may be made to the illustrative embodiments and that other arrangements
may be devised without departing from the scope of the present invention as defined by the appended claims.

INDUSTRIAL APPLICABILITY

[0063] The present invention enjoys wide industrial applicability including, but not limited to, computer networking
using adaptive bandwidth allocation for transferring data between network devices.

CLAUSES SETTING OUT FURTHER ASPECTS AND EMBODIMENTS

[0064]

A. A method of allocating bandwidth over a network, the method comprising: receiving bandwidth usage information
that is representative of a plurality of network users; classifying the network user s, the act of classifying including
assigning each network user with one of a plurality of weight values, the assigned weight values being in accordance
with a predetermined set of network criteria; performing operations with a processor to create bandwidth allocations,
the bandwidth allocations being based on the bandwidth usage information and the users’ weight values; transmitting
the bandwidth allocations to network devices that correspond to the network users.
B. The method of clause A, wherein the operations performed with the processor include: aggregating bandwidth
usage information to determine the network’s total bandwidth demand; detecting congested links within the network;
and dividing the network’s available bandwidth between the network users.
C. The method of clause A, further comprising dividing the bandwidth allocations among the network users.
D. The method of clause B, further comprising dividing the bandwidth allocations of each network user among the
jobs being performed for each network user.
E. The method of clause C, further comprising dividing the bandwidth allocations of each job among a plurality of
tasks associated with each job.
F. The method of clause A, wherein the bandwidth demand information is based on the peak bandwidth usage of
the network users over a predetermined time period.
G. The method of clause A, further comprising: determining that all network bandwidth demand is being met; de-
termining that unused bandwidth is available on the network; and dividing the unused bandwidth among the network
users in proportion to the users’ weight values.
H. The method of clause A, wherein a portion of network bandwidth remains exempt from the operations to create
bandwidth allocations.
I. The method of clause A, wherein a portion of network transmissions remain exempt from the operations to create
bandwidth allocations.
J. A method of allocating bandwidth over a network, the method comprising: receiving user weight values for network
users; receiving bandwidth usage information regarding a plurality of jobs running on the network, wherein each job
is associated with a given one of the network users and includes one or more tasks to be performed over the network;
determining a bandwidth demand for each network user, wherein the bandwidth demand is based at least in part
on the received user weight values; transmitting the bandwidth demand to a bandwidth allocation module; receiving,
from the bandwidth allocation module, bandwidth allocations; and dividing bandwidth among the network users and
jobs based on the received bandwidth allocations and the bandwidth usage information.
K. The method of clause J, wherein the bandwidth demand includes bandwidth that is permanently allocated to
particular network users.
L. The method of clause J, wherein the determining of bandwidth demand includes aggregating the bandwidth
demand of a plurality of users into a single demand function.
M. The method of clause J, wherein each network user is associated with a network cluster and wherein the trans-
mitting of the bandwidth demand includes providing the bandwidth demand of a network cluster.
N. The method of clause J, further comprising dividing the bandwidth of each job among a plurality of tasks.
O. A system for allocating bandwidth over a network, the system comprising: means for classifying network users,
wherein the classifying includes assigning to each network user one of a plurality of weight values, the assigned
weight value for each respective network user being selected according to at least one network criterion; means for
determining bandwidth demand for each network user; means for allocating bandwidth among each network user,
based at least in part on the user weight values and the determined bandwidth demand; and means for dividing the
allocated bandwidth among each network user.
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P. The system of clause O, wherein the means for allocating bandwidth includes: means for aggregating bandwidth
usage information to determine the network’s total bandwidth demand; and means for detecting congested links
within the network.

Claims

1. A method of allocating bandwidth over a network (100), the method comprising:

receiving, by one or more processors, bandwidth usage information that is representative of a plurality of network
users (102);
identifying, by the one or more processors, a set of network users (102), from the plurality of network users
(102) that are performing data transmissions;
determining, by the one or more processors, a weight value for each network user, from the set of network
users (102);
generating, by the one or more processors, a utility function representing bandwidth demand for the set of
network users (102), from the plurality of network users (102), wherein the utility function is based on the weight
values assigned to each network user;
determining, by the one or more processors, bandwidth allocations to each network user from the set of network
users (102), wherein the bandwidth allocations are based on the utility function; and
transmitting, by the one or more processors, the bandwidth allocations to one or more network devices that
correspond to the set of network users (102).

2. The method of claim 1, wherein determining bandwidth allocations further comprises:

calculating, based on the utility function, potential bandwidth usages of the set of network users (102) for a
plurality of utility values;
selecting, by the one or more processors, a particular utility value for which capacity for available network links
(106) is not exceeded; and
determining, by the one or more processors, bandwidth allocations based on the utility function at the particular
utility value.

3. The method of claim 2, wherein the particular utility value is selected by increasing the utility value by an predetermined
amount until either bandwidth demand for each network user, from the set of network users (102), is satisfied or
until none of the available network links (106) could provide the potential bandwidth usage at a higher utility value
without exceeding a capacity of at least one network link (106).

4. The method of claim 1, wherein providing bandwidth allocations further comprises:

aggregating bandwidth usage information to determine the network’s total bandwidth demand;
detecting congested links (106) within the network; and
dividing available bandwidth of the network between the plurality of network users (102).

5. The method of claim 1, further comprising dividing the bandwidth allocations of the plurality of network users (102)
among jobs being performed for at least one of the plurality of network users (102).

6. The method of claim 5, further comprising dividing the bandwidth allocations of each job among a plurality of tasks
associated with each job.

7. The method of claim 1, wherein the bandwidth usage information is based on a peak bandwidth usage of the set of
network users (102) over a predetermined time period.

8. The method of claim 1, further comprising:

determining that all network bandwidth demand is being met;
determining that unused bandwidth is available on the network (100); and
dividing the unused bandwidth among the plurality of network users (102) in proportion to the default weight
values.
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9. The method of claim 1, wherein a portion of network transmissions remain exempt from operations related to creating
bandwidth allocations.

10. The method of claim 1, wherein identifying, by the one or more processors, a set of network users (102) from the
plurality of network users (102) that are performing data transmissions includes identifying a set of network users
(102), from the plurality of network users (102), that are performing data transmissions between a common pair of
network clusters (108).

11. A system for allocating bandwidth over a network (100), the system comprising:

a memory;
one or more processors in communication with the memory, wherein the one or more processors are configured
to execute instructions, stored in the memory, for performing a method of any of the claims 1-10.

Patentansprüche

1. Verfahren zur Zuteilung von Bandbreite über einem Netzwerk (100), wobei das Verfahren umfasst:

Empfangen, durch einem oder mehreren Prozessoren, Bandbreitennutzungsinformation, die repräsentativ für
eine Mehrzahl von Netzwerknutzern (102) ist;
Identifizieren, durch den einen oder mehrere Prozessoren, einer Menge von Netzwerknutzern (102) aus der
Mehrzahl von Netzwerknutzern (102), die Datenübertragungen durchführen;
Bestimmen, durch den einen oder mehrere Prozessoren, eines Gewichtungswertes für jeden Netzwerknutzer
aus der Menge von Netzwerknutzern (102),
Generieren, durch den einen oder mehrere Prozessoren, einer Nutzenfunktion, die Bandbreitenbedarf für die
Menge der Netzwerknutzer (102) aus der Mehrzahl von Netzwerknutzern (102) repräsentiert, wobei die Nut-
zenfunktion auf den Gewichtungswerten, die jedem Netzwerknutzer zugewiesen sind, basiert;
Bestimmen, durch den einen oder mehrere Prozessoren, von Bandbreitenzuteilungen für jeden Netzwerknutzer
aus der Menge von Netzwerknutzern (102), wobei die Bandbreitenzuteilungen auf der Nutzenfunktion basieren;
und
Übertragen, durch den einen oder mehrere Prozessoren, der Bandbreitenzuteilungen an eine oder mehrere
Netzwerkvorrichtungen, die der Menge von Netzwerknutzern (102) entsprechen.

2. Verfahren nach Anspruch 1, wobei Bestimmen von Bandbreitenzuteilungen ferner umfasst:

Berechnen, basierend auf der Nutzenfunktion, von möglichen Bandbreitennutzungen der Menge von Netzwer-
knutzern (102) für eine Mehrzahl von Nutzenwerten;
Auswählen, durch den einen oder mehrere Prozessoren, eines bestimmten Nutzenwertes, für welchen Kapazität
für verfügbare Netzwerklinks (106) nicht überschritten ist; und
Bestimmen, durch den einen oder mehrere Prozessoren, von Bandbreitenzuteilungen basierend auf der Nut-
zenfunktion an dem bestimmten Nutzenwert.

3. Verfahren nach Anspruch 2, wobei der bestimmte Nutzenwert ausgewählt wird durch Erhöhen des Nutzenwertes
um einen vorbestimmten Betrag bis entweder Bandbreitenbedarf für jeden Netzwerknutzer, aus der Menge von
Netzwerknutzern (102), gesättigt ist oder bis keiner der verfügbaren Netzwerklinks (106) die mögliche Bandbrei-
tennutzung zu einem höheren Nutzenwert bereitstellen könnte ohne eine Kapazität von mindestens einem Netz-
werklink (106) zu überschreiten.

4. Verfahren nach Anspruch 1, wobei Bereitstellen von Bandbreitenzuteilungen ferner umfasst:

Aggregieren von Bandbreitennutzungsinformation, um den gesamten Bandbreitenbedarf des Netzwerks zu
bestimmen;
Erfassen von verstopften Links (106) innerhalb des Netzwerks; und
Aufteilen von verfügbarer Bandbreite des Netzwerks unter der Mehrzahl von Netzwerknutzern (102).

5. Verfahren nach Anspruch 1, ferner umfassend Aufteilen der Bandbreitenzuteilungen der Mehrzahl von Netzwer-
knutzern (102) unter Aufträgen, die für mindestens einen der Mehrzahl von Netzwerknutzern (102) durchgeführt
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werden.

6. Verfahren nach Anspruch 5, ferner umfassend Aufteilen der Bandbreitenzuteilungen vom jedem Auftrag unter einer
Mehrzahl von Aufgaben, die mit jedem Auftrag assoziiert sind.

7. Verfahren nach Anspruch 1, wobei die Bandbreitennutzungsinformation auf einer Spitzenbandbreitennutzung der
Menge von Netzwerknutzern (102) über einer vorbestimmten Zeitspannen basiert.

8. Verfahren nach Anspruch 1 ferner umfassend:

Bestimmen, dass aller Netzwerkbandbreitenbedarf gedeckt ist;
Bestimmen, dass unbenutzte Bandbreite in dem Netzwerk (100) verfügbar ist;
Aufteilen der unbenutzten Bandbreite unter der Mehrzahl von Netzwerknutzern (102) mengenproportional zu
den vorgegebenen Gewichtungswerten.

9. Verfahren nach Anspruch 1, wobei ein Anteil von Netzwerkübertragungen ausgenommen von Operationen bezüglich
Erzeugen von Bandbreitenzuteilungen bleibt.

10. Verfahren nach Anspruch 1, wobei Identifizieren, durch den einen oder mehrere Prozessoren, einer Menge von
Netzwerknutzern (102) aus der Mehrzahl von Netzwerknutzern (102), die Datenübertragungen durchführen, Iden-
tifizieren einer Menge von Netzwerknutzern (102) aus der Mehrzahl von Netzwerknutzern (102) enthält, die Daten-
übertragungen zwischen einem gemeinsamen Paar von Netzwerkclustern (108) durchführen.

11. System zur Zuteilung von Bandbreite über einem Netzwerk (100), wobei das System umfasst:

einen Speicher;
einen oder mehrere Prozessoren in Kommunikation mit dem Speicher, wobei der eine oder mehrere Prozessoren
dazu konfiguriert sind, Instruktionen auszuführen, die in dem Speicher abgelegt sind, um ein Verfahren gemäß
einem der Ansprüche 1-10 durchzuführen.

Revendications

1. Procédé d’affectation de bande passante par le biais d’un réseau (100), le procédé comprenant :

la réception, par un ou plusieurs processeurs, d’informations d’utilisation de bande passante qui sont repré-
sentatives d’une pluralité d’utilisateurs de réseau (102) ;
l’identification, par le ou les processeurs, d’un ensemble d’utilisateurs de réseau (102) parmi la pluralité des
utilisateurs de réseau (102) qui effectuent des transmissions de données ;
la détermination, par le ou les processeurs, d’une valeur de pondération pour chaque utilisateur de réseau
parmi l’ensemble des utilisateurs de réseau (102) ;
la génération, par le ou les processeurs, d’une fonction d’utilité représentant la demande de bande passante
pour l’ensemble d’utilisateurs de réseau (102) parmi la pluralité des utilisateurs de réseau (102), où la fonction
d’utilité est basée sur les valeurs de pondération attribuées à chaque utilisateur de réseau ;
la détermination, par le ou les processeurs, des affectations de bande passante à chaque utilisateur de réseau
parmi l’ensemble des utilisateurs de réseau (102), où les affectations de bande passante sont basées sur la
fonction d’utilité ; et
la transmission, par le ou les processeurs, des affectations de bande passante à un ou plusieurs dispositifs
réseau qui correspondent à l’ensemble d’utilisateurs de réseau (102).

2. Procédé selon la revendication 1, dans lequel la détermination d’affectations de bande passante comprend en outre :

le calcul, en fonction de la fonction d’utilité, des utilisations potentielles de la bande passante de l’ensemble
d’utilisateurs de réseau (102) pour une pluralité de valeurs d’utilité ;
la sélection, par le ou les processeurs, d’une valeur d’utilité particulière pour laquelle la capacité des liaisons
réseau disponibles (106) n’est pas dépassée ; et
la détermination, par le ou les processeurs, des affectations de bande passante basées sur la fonction d’utilité
à la valeur d’utilité particulière.
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3. Procédé selon la revendication 2, dans lequel la valeur d’utilité particulière est sélectionnée en augmentant la valeur
d’utilité d’une quantité prédéterminée jusqu’à ce que la demande de bande passante pour chaque utilisateur de
réseau, dans le groupe d’utilisateurs de réseau (102), soit satisfaite ou jusqu’à ce qu’aucune des liaisons réseau
disponibles (106) ne puisse fournir l’utilisation potentielle de bande passante à une valeur d’utilité supérieure sans
dépasser une capacité d’au moins une liaison réseau (106).

4. Procédé selon la revendication 1, dans lequel la fourniture d’affectations de bande passante comprend en outre :

la mise en commun d’informations d’utilisation de la bande passante pour déterminer la demande de bande
passante totale du réseau ;
la détection des liens congestionnés (106) dans le réseau ; et
la division de la bande passante disponible du réseau entre la pluralité des utilisateurs de réseau (102) .

5. Procédé selon la revendication 1, comprenant en outre la division des affectations de bande passante de la pluralité
des utilisateurs de réseau (102) parmi des tâches exécutées pour au moins l’un de la pluralité des utilisateurs de
réseau (102).

6. Procédé selon la revendication 5, comprenant en outre la division des affectations de bande passante de chaque
tâche parmi une pluralité de tâches associées à chaque travail.

7. Procédé selon la revendication 1, dans lequel les informations d’utilisation de la bande passante sont basées sur
une utilisation de bande passante maximale de l’ensemble d’utilisateurs de réseau (102) sur une période prédéter-
minée.

8. Procédé selon la revendication 1, comprenant en outre :

la détermination que toute la demande de bande passante du réseau est satisfaite ;
la détermination que la bande passante inutilisée est disponible sur le réseau (100) ; et
la division de la bande passante inutilisée parmi la pluralité des utilisateurs de réseau (102) en proportion des
valeurs de pondération par défaut.

9. Procédé selon la revendication 1, dans lequel une partie des transmissions de réseau reste exempte d’opérations
liées à la création d’affectations de bande passante.

10. Procédé selon la revendication 1, dans lequel l’identification, par le ou les processeurs, d’un ensemble d’utilisateurs
de réseau (102) parmi la pluralité des utilisateurs de réseau (102) qui effectuent des transmissions de données,
comprend l’identification d’un ensemble d’utilisateurs de réseau (102) parmi la pluralité des utilisateurs de réseau
(102) qui effectuent des transmissions de données entre une paire commune de grappes de réseau (108).

11. Système d’affectation d’une bande passante par le biais d’un réseau (100), le système comprenant :

une mémoire ;
un ou plusieurs processeurs en communication avec la mémoire, où le ou les processeurs sont configurés pour
exécuter des instructions, stockées dans la mémoire, pour réaliser un procédé selon l’une quelconque des
revendications 1 à 10.
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