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Description

TECHNICAL FIELD

[0001] This application relates to an architecture, systems and methods for implementing artificial neural networks,
and in particular, to implementing a scalable artificial neural network using multi-layer perceptrons and error back-
propagation on configurable hardware devices.

BACKGROUND

[0002] Artificial Neural Networks are devices intended to simulate or mimic the behaviour of the network of neurons
that exist in the human brain. Artificial neural networks generally consist of one or more layers containing neurons. The
neural network is trained by presenting known data at an input and then testing the actual output against the desired
output (training data) and adjusting the neural network accordingly. While having a number of potential applications, the
growth of neural network technology has been hampered by issues involving the number of neurons needed to make
a functional neural network, the training data/time required and the performance of the neural network when implemented
in software or hardware.
[0003] One common Artificial Neural Network (ANNs) format consists of multi-layer perceptrons trained using the error
back-propagation algorithm (MLP-BP). An MLP-BP network can be used in a wide variety of applications. However, to
date, an MLP-BP network has typically only been implemented in software systems or in statically designed hardware
systems.
[0004] A major issue in using an MLP-BP network is the difficulty of determining a clear methodology in setting up the
initial topology and parameters. Topology has a significant impact on the network’s computational ability to learn the
target function and to generalize from training patterns to new patterns.
[0005] If a network has too few free parameters (for example, weights), training could fail to achieve the required error
threshold. On the other hand, if the network has too many free parameters, then a large data set is needed to provide
adequate training. In this case, the possibility of over-fit is higher, which jeopardizes generalization as well. Generalization
is the ability for a network to predict the outcome (network output) for previously unseen input patterns or vectors. Over-
fit occurs during training when input patterns of a limited dataset are presented too many times, and the network has
more free parameters than needed. This results in a network that is capable of recognizing previously seen patterns
very well, but fails to produce a good generalization to predict outcomes for some or all of the remainder of possible
different input patterns.
[0006] It is typically not possible to experiment with a large number of topologies to determine various effects of the
changes on network performance because of the long training sessions required. As a result, heuristics have typically
been used to speed the training process while preventing over-fitting. Yet even with the use of heuristics, this training
process is generally limited to off-line learning, to applications where training data is static, or where conditions initially
determined will stay the same for the duration of network’s useful function. The document ELDREDGE J G ET AL:
"Density enhancement of a neural network using FPGAs and run-time reconfiguration",FPGAS FOR CUSTOM COM-
PUTING MACHINES, 1994. PROCEEDINGS. IEEE WORKSHOP ON NAPA VALLEY, CA, USA 10-13 APRIL 1994,
LOS ALAMITOS, CA, USA,IEEE COMPUT. SOC, 10 April 1994 describes an architecture for a scalable artificial neural
network, wherein the architecture comprises: an input layer; at least one hidden layer; an output layer; and a parallelization
subsystem configured to provide a degree of parallelization to the input layer, at least one hidden layer, and output layer;
the parallelization subsystem comprises a temporal synchronization module configured to synchronize operation among
the layers and between neurons over at least one clock cycle and a spatial synchronization module configured to
synchronize parallel processing on an input vector among the neurons.
[0007] However, when on-line learning is necessary or when the solution space is dynamic and new data is being
added continuously, there exists a need for testing a wide range of topologies in real-time. For example, real-time data
mining of customers’ databases that are continuously updated is a growing area with significant commercial interest.
Moreover, since ANNs are inherently parallel architectures, there have been some efforts to explore real-time parallel
computing architecture implementations.
[0008] Conventional ANN implementations range from software-based implementations on general-purpose comput-
ers to specialized hardware dedicated to ANN simulations (neurocomputers). Other efforts include designing and building
parallel systems based on transputers, digital signal processors (DSPs), or Application Specific Integrated Circuits
(ASICs) that include multiple parallel processing units and act like ANN accelerators.
[0009] However, software designs tend to be slower in operation and conventional hardware designs require using
special hardware boards or ASIC chips, which limit their use on a large scale. In addition, the resource utilization is static
and implementations cannot adapt to differing amounts of available hardware resources. The resulting networks are
constrained by size and type of algorithm implemented.
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[0010] More recently, the focus on ANN hardware implementation has shifted toward reconfigurable platforms, and
particularly Field Programmable Gate Arrays (FPGAs). One past effort used a Runtime Reconfiguration (RTR) to improve
the hardware density of FPGAs by dividing the BP algorithm into three sequentially executed stages. The FPGA was
configured to execute only one stage at a time. However, the enhanced processing density was at the expense of
significant deterioration in performance.
[0011] Another past effort involved using a systolic array to implement a MLP network with a pipelined modification
of the on-line back propagation algorithm. However, the modification itself requires circumventing some temporal prop-
erties of the algorithm creating a marginal degradation in training convergence. Moreover, the resource utilization of this
design is static, increasing with the increase of ANN size and topology regardless of the available resources on the
hardware device. The resources required for implementing large-scale networks may make this design impractical for
current configurable hardware device (e.g. FPGA) sizes.
[0012] As such there is a need for improved architectures, systems and methods of implementing ANNs on configurable
hardware devices that overcome at least some of the problems with conventional systems and methods.

SUMMARY

[0013] According to one aspect, there is provided an architecture for a scalable artificial neural network, wherein the
architecture includes: an input layer; at least one hidden layer; an output layer; and a parallelization subsystem configured
to provide a variable degree of parallelization to the input layer, at least one hidden layer, and output layer. The provision
of a parallelization subsystem allows for the use of a less parallel configuration if necessary to, for example, match with
hardware resources available or to provide adequate performance without increasing hardware resource (and therefore
cost) requirements.
[0014] In a particular case, the parallelization subsystem includes: for each layer, a synchronization module, wherein
the synchronization module is configured to: receive an output from the layer; synchronize the output from the layer
based on the variable degree of parallelization; and provide the output from the layer to the next layer in the network.
[0015] In another particular case, the architecture further includes a back-propagation subsystem configured to send
error data back through the network to adjust weights associated with the output layer and the at least one hidden layer
and wherein the parallelization subsystem is further configured to provide a variable degree of parallelization to the back-
propagation subsystem.
[0016] In this case, the back-propagation subsystem may include: for each layer, a back-propagation module, the
back-propagation module configured to: receive an error difference and error gradient from a next layer; and adjust the
weights associated with the layer based on the error difference and error gradient. Still further, the architecture may
further include one or more neurons in each hidden layer and output layer, wherein each neuron includes: a weight
memory for storing weights associated with the neuron; a weighted sum module configured to receive the synchronized
input and generate a weighted input sum; a transfer function module configured to receive the weighted input sum from
the weighted sum module and generate output for the neuron; a weight change module configured to receive the local
gradients and determine changes for the weights associated with the neuron; and a weight update module configured
to update the weights stored in the weight memory using the determined weight changes. In a variation of this further
case, the architecture may also include a pipeline subsystem to pipeline the scalable artificial neural network, the weight
change module determines changes for the weights associated with the neuron using a latency delay, and the weight
update module updates the weights in tune with the variable degree of parallelization. In another variation of this case,
each neuron further comprises a pipeline buffer in tune with a latency delay.
[0017] In another particular case, the architecture may further include a pipeline subsystem to pipeline the scalable
artificial neural network.
[0018] In yet another particular case, the architecture may further include a variable arithmetic representation for the
scalable artificial neural network.
[0019] It will be understood that the architecture and embodiments thereof described herein represents a structure
that may be embodied in software, hardware, a system or the like that allows for the input of parameters such as a
desired network topology and hardware resources available and may provide for the output of a specific hardware
configuration that implements or includes each of the elements of the architecture scaled to a particular application. The
hardware configuration itself may be embodied in software or in hardware. In any case where an architecture or hardware
configuration or the like is embodied in software, the software may be provided as computer readable code on a physical
computer readable media that may be executed by a computing device.
[0020] According to another aspect, there is provided a method for designing or implementing a hardware configuration
of an artificial neural network. The method includes: receiving information relating to hardware resources available for
at least one hardware device; receiving a desired network topology; determining a plurality of degrees of parallelism for
the desired network topology; for each degree of parallelism of the plurality of degrees of parallelism estimating at least
one of: a hardware resource estimate to implement the network topology with the degree of parallelism; and a performance



EP 2 122 542 B1

5

5

10

15

20

25

30

35

40

45

50

55

estimate for the network topology with the degree of parallelism; selecting a degree of parallelism based on the hardware
resources available and at least one of the hardware resource estimates and the performance estimates; and generating
a hardware configuration based on the degree of parallelism. This method allows the selection of a degree of parallelism
for the architecture above based on a number of factors such that the most appropriate degree of parallelization for a
particular application can be selected.
[0021] In a particular case, the estimating the hardware resource estimate may include: determining a number of
weights based on the network topology; determining a measure of the hardware resources required to provide the
determined number of weights based on the degree of parallelism; and assigning the determined measure of the hardware
resources required as the hardware resource estimate.
[0022] In another particular case, the estimating a performance estimate may include: determining a number of weights
based on the network topology; determining a measure of the hardware processing speed available;determining a
number of updates that can be performed on the number of weights in a predetermined time based on the processing
speed and the degree of parallelism; and assigning the determined number of updates as the performance estimate.
[0023] In yet another particular case, the selecting a degree of parallelism based on the hardware resources available
and at least one of the hardware resource estimates and the performance estimates may include: determining the
maximum hardware resources available from among the hardware resources available; determining a hardware resource
estimate from among the hardware resource estimates that is closest to but less than or equal to the maximum hardware
resources available; and determining the degree of parallelism associated with the determined hardware estimate.
[0024] In this case, the determining a hardware resource estimate from among the hardware resource estimates that
is closest to but less than or equal to the maximum hardware resources available may further include determining the
hardware resource estimate from among the hardware resource estimates that maximizes performance.
[0025] In yet another particular case, the method may further include receiving information related to an application
performance requirement and the selecting a degree of parallelism based on the hardware resources available and at
least one of the hardware resource estimates and the performance estimates may include: determining a performance
estimate from among the performance estimates that is equal to or greater than the application performance requirement;
and determining the degree of parallelism associated with the determined performance estimate.
[0026] In yet another particular case, the method may further include receiving an arithmetic representation and the
estimating at least one of a hardware resource estimate and a performance estimate may be based on the received
arithmetic representation.
[0027] In still yet another particular case, the generating a hardware configuration based on the degree of parallelism
may include generating a hardware configuration that includes: an input layer; at least one hidden layer; an output layer;
a back-propagation subsystem configured to send error data back through the network to adjust weights associated
with the output layer and the at least one hidden layer; and a parallelization system configured to provide the determined
degree of parallelization to each of the input layer, at least one hidden layer, output layer and back-propagation system.
[0028] In this case, the method may further include configuring a hardware device based on the hardware configuration.
[0029] According to yet another aspect, there is provided a method for training a scalable artificial neural network
involving multi-layer perceptrons and error back propagation. The method including: feed-forwarding an input vector
through the scalable network; wherein the input vector is subject to synchronization to provide a synchronized output
vector; and back-propagating an error gradient vector through the scalable network, wherein the error gradient vector
is calculated using the synchronized output vector and a target vector, which has been subject to synchronization, such
that the error gradient vector is provided in a synchronizaed format based on the degree of parallelization.
[0030] According to yet another aspect, there is provided a method for operating a scalable artificial neural network
involving multi-layer perceptrons including feed-forwarding an input vector through the scalable network; wherein the
input vector is subject to synchronization within the scalable network to provide a synchronized output vector.
[0031] According to still yet another aspect, there is provided a system including: an input port for receiving an input
vector; a scalable artificial neural network, wherein the input vector is fed forward through the scalable artificial neural
network to provide an output vector and wherein the input vector is subject to synchronization within the scalable artificial
neural network based on a predetermined degree of parallelization; and an output port for outputting the output vector.

BRIEF DESCRIPTION OF THE DRAWINGS

[0032] For a better understanding of the various embodiments described herein and to show more clearly how they
may be carried into effect, reference will now be made, by way of example only, to the accompanying drawings which
show at least one exemplary embodiment and in which:

Figure 1 illustrates an example diagram of a Multi-Layer Perceptron network containing neurons structured in a
plurality of parallel layers;
Figures 2(a), 2(b), and 2(c) illustrate examples of three types of hardware parallelism for artificial neural network
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computations- Figure 2(a) shows an example of node parallelism, Figure 2(b) shows an example of synapse par-
allelism, and Figure 2(c) shows an example of node and synapse parallelism;
Figure 3 illustrates an example diagram of a network having a degree of parallelism of one;
Figure 4 illustrates an example diagram of a network having a degree of parallelism greater than one;
Figure 5 illustrates an example graph showing the effects of variable degrees of parallelism on network size and
slice consumption;
Figure 6 illustrates an example network implementing full pipelining;
Figure 7 illustrates a schematic diagram of an architecture for a scalable artificial neural network in accordance with
embodiments described herein;
Figure 8 illustrates a flowchart diagram of a method for designing a hardware configuration for a scalable artificial
neural network in accordance with embodiments described herein;
Figure 9 illustrates a schematic diagram of an example network having a variable degree of parallelism in accordance
with embodiments herein;
Figure 10 illustrates an example schematic diagram of the internal structure of a layer of a network having a variable
degree of parallelism in accordance with embodiments described herein;
Figure 11 illustrates an example schematic diagram of a portion of the internal structure of a layer of a network
having a variable degree of parallelism in accordance with embodiments described herein;
Figure 12 illustrates a further example schematic diagram of the internal structure of a hidden layer of a network
having a variable degree of parallelism in accordance with embodiments described herein;
Figure 13 illustrates a further example schematic diagram of the internal structure of an outer layer of a network
having a variable degree of parallelism in accordance with embodiments described herein;
Figure 14 illustrates an example schematic diagram of the internal structure of a neuron of a network having a
variable degree of parallelism in accordance with embodiments described herein;
Figure 15 illustrates a further example schematic diagram of the internal structure of a neuron of a network having
a variable degree of parallelism in accordance with embodiments described herein;
Figures 16(a), 16(b) illustrate examples graphs showing slice usage and multiplier usage, respectively, considering
variable degrees of serialization;
Figure 17 illustrates an example graph of synthesis results for a fully parallel network having a 5-5-2 topology in
terms of slices consumed when using various arithmetic representations;
Figure 18 illustrates an example graph of synthesis results for a fully serial network having a 5-5-2 topology in terms
of slices consumed when using various arithmetic representations;
Figure 19 illustrates a flowchart diagram of a method for designing a hardware configuration for implementing a
scalable artificial neural network in accordance with embodiments described herein; and
Figure 20 illustrates a schematic diagram of a system for designing a hardware configuration for a scalable artificial
neural network in accordance with embodiments described herein;

DETAILED DESCRIPTION

[0033] It will be appreciated that for simplicity and clarity of illustration, where considered appropriate, reference
numerals may be repeated among the figures to indicate corresponding or analogous elements. In addition, numerous
specific details are set forth in order to provide a thorough understanding of the embodiments described herein. However,
it will be understood by those of ordinary skill in the art that some embodiments may be practiced without these specific
details. In other instances, well-known methods, procedures and components have not been described in detail so as
not to obscure the embodiments described herein. Further, the description is not to be considered as limiting the scope
of the application and the claims herein.
[0034] Generally speaking, embodiments described herein relate to architectures, systems and methods for configuring
and implementing scalable ANNs. The architecture, systems and methods are intended to provide a customized scalable
network with a variable degree of parallelism. The variable degree of parallelism is selected by estimating network
performance and/or hardware resource utilization required for the scalable network, particularly when given the hardware
resource capacity available for use in implementing the scalable network.
[0035] The embodiments may enable feed forward computation of an input pattern through the customized network
in order to provide network output. The embodiments may also propagate an error gradient determined using the network
output and a target through the scalable network.
[0036] In another aspect, the systems and methods described herein pipeline the customized scalable network to
allow overlap processing of multiple patterns at the same time..
[0037] In a further aspect, the systems and methods described herein allow the customized scalable network to use
a variable arithmetic representation for efficiency.
[0038] It will be understood that the methods described herein may be realized by a hardware description language,
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which may be stored on a configurable hardware-readable medium for execution by at least one hardware device
[0039] Examples of possible hardware devices include FPGAs, programmable logic controllers (PLCs), programmable
logic devices (PLDs), very-large-scale integration (VLSI) devices, computer processors, or ASICs. For ease of expla-
nation, the embodiments described herein will generally relate to implementations using configurable hardware such as
FPGAs. In the discussion that follows, it will be understood that hardware resources for the scalable network implemen-
tation may be provided by any of the above hardware devices, or, in at least some cases, by a combination thereof.
[0040] Using configurable hardware devices to implement ANNs, and more particularly MLP-BP networks, generally
allows for more flexibility of network size, type, topology, and other constraints while maintaining increased processing
density by taking advantage of the natural parallel structure of ANNs.
[0041] However, a number of design issues arise when using configurable hardware devices to implement ANNs, and
specifically MLP-BP. The first is determining the most efficient arithmetic representation format while maintaining ade-
quate precision to achieve learning. Another issue is the architecture, and particularly the means of efficiently imple-
menting large networks when available hardware device resources are limited.
[0042] In general, the efficiency of an MLP-BP implementation on configurable hardware devices can be evaluated:

1) Performance: in terms of, for example, number of connection updates processed per second (CUPS) and in terms
of convergence speed.
2) Resource utilization: in terms of hardware resources used and its proportion to the total hardware resources
available.

[0043] Each implementation generally requires a tradeoff between these two factors. High performance typically re-
quires a high degree of parallelism, which may require significant resources. A serial implementation requires fewer
resources but severely impacts performance (for example, can result in a higher error threshold).
[0044] The nature of the application (problem) and the size of the network topology also play an important role. For
example, pattern classification problems can allow a higher error threshold than function approximation problems. This
impacts the choice of the arithmetic representation and, as such, the hardware device resources used in the implemen-
tation. Large resource consumption impacts the overall size of the network topology that can be implemented in parallel
and overall performance.
[0045] An efficient scalable network implementation should generally maintain reasonable convergence speed and
accuracy for a wide range of applications, achieve a high performance rate, and fit a reasonably large network within
existing available hardware device resources. As such, there exists a need to develop architectures, systems and
methods for implementing ANNs that have built-in mechanisms for balancing between performance and resource re-
quirements in a consistent manner for a wide range of network topologies and varying amounts of hardware device
resource availability.
[0046] Embodiments described herein relate to architectures, systems and methods for scalable ANN implementations
that can be used on hardware devices and are intended to provide a balance between resource utilization and network
performance. Scalability is implemented using a variable degree of parallelism. A scalable ANN may be implemented
in a fully parallel design (including synapse and node parallelism) to maximize performance when the resources available
on the hardware device allow that. When available resources are limited, the scalable ANN implementation may use a
reduced degree of parallelism up to the point needed to fit the available resources while also achieving best performance.
This allows the network performance and resource utilization to scale up or down well for large as well as small networks.
[0047] This feature may make it easier to fit an ANN on embedded applications where the hardware device may have
limited resources because of physical size constraints or where the hardware device might be used for more than just
running the ANN. For example, adaptive filters and encoders used in cell phones and other communication devices may
have available hardware resources for an ANN implementation. Further example hardware devices include intelligent
embedded sensors used in automotive and aerospace applications. The hardware device may also be used as a personal
device such as a hearing device, a personal digital assistant, an iPod™, a videogame console, and a Blackberry™.
[0048] The scalability may also be augmented by incorporating two additional features to maximize performance and
resource utilization regardless of the size of the network. First, to maximize performance, the architecture may also
implement a pipelined design that uses an out of order weight update rule to overcome data hazards. Second, to minimize
resource utilization, the most efficient arithmetic representation may be selected which balances between precision and
area. Details on selecting an efficient arithmetic representation are described by the inventors of the present application
in: A. Savich, M. Moussa, and S. Areibi, "The impact of arithmetic representation on implementing MLP-BP on FPGAs:
a study," IEEE Transactions on Neural Networks, vol. 18, no 1, pp. 240 - 252, Jan 2007. Generally this study relates to
the impact of 25 fixed and floating point arithmetic representations on convergence speed, generalization after training,
and impact on FPGA resource utilization using several FPGA chips. These results allow for the prediction of the impact
of a specific arithmetic representation on both convergence speed and FPGA configurable resources, such as for example
slices, multipliers, configurable routing and memory used. In the case of an ASIC, the resources may, for example,
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comprise the amount of silicon area used.
[0049] In order to determine which degree of parallelism to implement for the scalable network, example formulas are
provided herein that estimate network performance and/or hardware resource utilization. This allows for custom imple-
mentation of a network to maximize performance and minimize resource utilization given individual implementation-
specific requirements, such as the desired network topology, the hardware device(s) and the hardware device(s) re-
sources available to use for the implementation
[0050] In order to more clearly illustrate the architecture, systems and methods of the present application, an exemplary
ANN network architecture implementation will be described in detail. The example network will be a MLP-BP ANN
configured for and implemented on a hardware device, such as a field programmable gate array.

ERROR BACK PROPAGATION AND TRAINING DETAILS

A. The Error Back-Propagation Algorithm

[0051] Referring now to Figure 1 there is shown an example diagram of a MLP-BP network 100 containing neurons
105 numbered 1 to N structured in a plurality of parallel layers 110 numbered 0 to M. The layers 110 include an input
layer 110 (layer 0), hidden layer(s) 110 (layer(s) 1 to M-1), and an output layer 110 (layer M).
[0052] When implementing the BP algorithm, each neuron 105 contains two key arithmetic functions that perform
forward and backward computations. The feed forward computation step uses internal weights (not shown) associated
with each neuron 105 for calculating the neuron’s 105 output. The error BP computation step compares the network’s
100 overall output 125 to a target (not shown), computes an error gradient, and propagates the error through layers 110
by adjusting the neuron 105 weights to correct for it.
[0053] In general, an MLP-BP network 100 can be composed of any number of layers 110 as shown in Figure 1.
However, for simplicity only one hidden layer 110 and one output layer 110 will be used to explain the example embod-
iments. Note that the input layer 110 does not typically contain neurons 105 and instead comprises the input pattern(s)
115 used to train the network 100, and as such the input layer 110 (layer 0) functions somewhat differently than layers
1 to M. The output layer 110, or the last layer M in the network 100, provides the network output 125. As explained
above, the network output 125 is compared to a target during the BP stage in order to compute the error gradient.
[0054] The 2 steps of the MLP-BP algorithm are as follows:

1) Feed Forward Computation: The computation performed by each neuron 105 in layer s during the feed forward
computation stage is as follows: 

where network layers 110 are s = 1,..., M, and for each kth neuron in the sth layer:

M = total number of layers
N(s-1) = number of neurons in layer (s-1)

 = output of the current neuron

f = activation function, computed on 

 = weighted input sum

 = output of the jth neuron in the (s-1)th layer

 = synaptic weight contained in the current neuron k, associated with output of neuron j of layer (s-1)

 = current neuron’s bias weight.

For MLP-BP networks, a typical activation (or transfer) function is the log-sigmoid function given by the following
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equation, as well as the equation of its derivative: 

As will be explained further herein, an approximation of the above Equation (2) may also be used.
2) Error Back-propagation Computation: At this stage, the weights and biases associated with the neurons are
updated according to an error gradient descent vector. The following steps are performed:

1) Starting with the output layer, and moving back toward the input layer, calculate the error terms and local
gradients, as follows: 

where

 = error term for the kth neuron in the sth layer (for output layer M, this is simply the difference between

the target for the kth neuron and actual output of the the kth neuron).

 = synaptic weight of neuron j in the (s+1) layer, associated with the output of current neuron k.

tk = target value from the provided target vector t, associated with neuron k of the output layer.

 = local gradient for the jth neuron in the (s+1)th layer, defined as follows: 

where  is the error term of neuron k in layer (s+1);  is the derivative of the activation

function, which is calculated on the weighted sum  described by equation (1).

2) At the neurons, calculate the changes for all the weights as follows: 

where η is the learning rate.
3) Update all the weights as follows: 

where k = 1,..., N(s) and j = 1,..., N(s-1)

 = current synaptic weight.
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 = updated synaptic weight to be used in the next feed forward iteration.

[0055] As will be explained further herein, when implementing a pipelined network embodiment Equation (6) above
will modify slightly to implement an out of order weight update rule.

Training: Per-Pattern vs. Epoch

[0056] MLP training can be conducted using either a per-pattern or epoch (a.k.a. batch) training method. An epoch
consists of two or more input patterns (vector). In per-pattern training, patterns are presented to the network one pattern
at a time and training follows the above Equations (1) to (6). All processing for each pattern must be completed before
the next pattern can be presented for training. In contrast, in epoch training all patterns are presented and only the above
Equations (1) to (5) are calculated. Once the Δw (i.e. the change for all weights) from all the patterns are accumulated
and averaged, weights are updated using the above Equation (6). Thus the weights of the network are updated only
once per epoch. Typically in a training session all epochs have the same number of patterns.

ARCHITECTURE OVERVIEW: SCALABILITY, EFFICIENCY AND PIPELINING

[0057] The following description focuses on an architecture for a customized scalable network with N network layers,
where the customized scalable network has a variable degree of parallelism. The customized scalable network may
also be pipelined. Further, the customized scalable network may provide for a variable arithmetic representation.

A. Scalability - Variable degree of parallelism

[0058] Since ANNs have an inherently parallel processing architecture, it is important to have a similarly parallel
processing architecture on the hardware device, an FPGA in this example, to take advantage of this inherent parallelism
and maximize performance. Generally, hardware devices are chosen to provide a maximal degree of parallelism for the
ANN being implemented, however, it may not always be possible to provide a maximal degree of parallelism.
[0059] Different levels of hardware parallelism for ANN computations include: training session parallelism, training
example parallelism, layer and forward-backward parallelism (i.e., pipelining), node (neuron) level parallelism, weight
(synapse) parallelism and bit parallelism.
[0060] The chosen level of parallelism to be implemented will generally depend on the constraints imposed by the
ANN topology and algorithm to be implemented and the hardware device platform.
[0061] The embodiments described herein are intended to provide an architecture, systems and methods for imple-
menting different levels of parallelization, such as variable neuron parallelism, variable layer parallelism and variable
synapse parallelization. For ease of explanation, the embodiments described herein generally implement synapse par-
allelism of variable degrees corresponding to the degree of parallelism selected for the scalable network, while imple-
menting full neuron level parallelism, full layer and forward-backward parallelism, and full bit parallelism (i.e. treating all
bits of a number simultaneously). However, it should be understood that each different network level (e.g. neuron, layer,
synapse, bit, etc.) may also have parallelism of variable degrees corresponding to the degree of parallelism selected
for the scalable network,
[0062] Referring now to Figure 2 there is shown examples of three types of hardware parallelism for ANN computations.
Black colored components represent active components while gray colored represent inactive components.
[0063] Figure 2(a) illustrates an example of node parallelism, where a synapse 130 simultaneously provides input to
all nodes 140.
[0064] Figure 2(b) illustrates an example of synapse parallelism, where all synapses 130 simultaneously provide input
to a node 140.
[0065] Figure 2(c) illustrates an example of node and synapse parallelism, where all synapses 130 simultaneously
provide input to all nodes 140.
[0066] Forward-backward parallelism relates to the parallel computation of both the feed forward stage and back
propagation stage.
[0067] In the embodiments herein, scalability of the network is achieved by using a variable degree of parallelism.
This means that different networks, or even the same network, are implemented with an architecture allowing for different
degrees of parallelism depending on, for example, the available resources on the hardware device(s) for use in the
implementation, such as for example the number of multipliers and memory blocks (e.g. block rams) it contains.
[0068] The ability to vary the degree of parallelism in the architecture without a redesign allows the designer the
flexibility to trade off network performance for resources consumed. Networks with small topologies can have full parallel
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implementation on the hardware device thus maximizing performance while networks with large topologies may have
partial parallelism in order to fit into limited available resources of the hardware device(s).
[0069] As used herein, the degree of parallelism generally relates to the number of clock cycles needed to issue an
entire input vector (pattern) through one stage (or layer) of the network. Parallelism degree of one represents a fully
parallel hardware configuration where each hardware stage is issued the entire input vector in one clock cycle.
[0070] Referring now to Figure 3, there is shown an example diagram of a network having a degree of parallelism of
1. This represents a fully parallel hardware configuration where each hardware stage is issued a single input pattern
150 (or previous layer output) in one clock cycle.
[0071] In stage 1, the hidden layer 155 (i.e. neurons 140) is issued the entire input vector 150 [x1, x2, xi, xn] (i.e.
synapses 130) in one clock cycle. The input vector is then processed through the hidden layer achieving both node and
synapse parallelism.
[0072] In stage 2, the entire output of the hidden layer 155 is issued to the output layer 160 in one clock cycle.
[0073] A degree of parallelism higher than one represents a partially parallel system, which facilitates hardware reuse,
since each hardware stage is required to process only a portion of an input vector in one cycle. The degree of parallelism
will also be referred to herein as an iterations (or ITER) parameter.
[0074] When the ITER is above one, an input pattern is divided by ITER into equal segments. For example, for an
ITER of 2, an 11 input layer will be divided to 2 sets of 6 and 5 inputs. The scalable network will have only 6 physical
inputs. The two sets of inputs are presented consecutively one set per clock cycle for a total of 2 clock cycles required
for a complete input presentation to the first network layer. After the data is propagated through this layer, the output
vector from all of its neurons is returned over 2 clock cycles as well. Considering that each layer in the network can have
I/O throughput of one single vector in 2 clock cycles, these layers can be synchronized by implementing the same degree
of parallelism over the entire network using a parallelization system or subsystem.
[0075] Referring now to Figure 4, there is shown an example diagram of a network having degree of parallelism higher
than 1, when ITER = 2. During stage 1: cycle 1, half of the input vector 170 is issued to the hidden layer 155. In stage
1: cycle 2, the other half of the input vector 170 is issued.
[0076] In stage 2: cycle 1, half of the output from the hidden layer 155 is issued to the output layer 160. In stage 2:
cycle 2, the other half is issued. In this case, there is a time between stage 1: cycle 2 and stage 2: cycle 1 needed to
process the pattern through stage 1, thus stage 1: cycle 2 and stage 2: cycle 1 are not consecutive clock cycles. This
means full node parallelism (e.g. all nodes active in output layer 160) but partial synapse parallelism (e.g. a node is
active in hidden layer 155).
[0077] Referring now to Figure 5, there in shown a graph illustrating variable degrees of parallelism and the corre-
sponding impact on hardware device resources, using FPGAs in this example. The x-axis 170 shows the number of free
parameters (weights), which loosely correlates with the computational capacity and topology size of a MLP-BP network.
The y-axis 180 is the number of slices, which may generally represent FPGA resources used.
[0078] Six current Xilinx™ FPGA chip offerings 175: xc4vfx140, xc2v8000, xc5vsx95t, xc2vp100, xc2vp50, xc2v2000,
xc2v1000, are also mapped on the graph, each associated with a respective number of available built-in multipliers they
contain: 192, 168, 640, 444, 232, 56, 40. The graph also shows the difference in FPGA chip 175 architectures (e.g.
xc2v8000 has more slices but less multipliers than xc2vp100).
[0079] This graph shows that when using different ITER levels, the resources needed to implement the same network
change, and so does the ability to fit an entire network onto a hardware device having particular resources. For example,
an ITER of 1 uses more resources given the same number of weights (e.g. 150) than if the ITER was 2.
[0080] Even though implementing the ITER feature involves an additional parrallelization system, in this new archi-
tecture, in order to select the variable degree of parallelism, a user is generally only required to supply the network
topology (e.g. the number of layers and the number of neurons at each layer) and the available resources of one or
more hardware devices (which e.g. provides the number of available multipliers and memory).
[0081] These variables can then be used to estimate the required resources and determine if partially parallel imple-
mentation is needed and, if so, establish the ITER value. Implementation details will be described in detail herein.

B. Efficient implementation

[0082] Efficiency in this context means using the minimum amount of hardware device resources to achieve the
required functionality and performance. The embodiments described herein are intended to allow efficient implementation
on two levels: (1) variable arithmetic representation, and (2) linking network performance to resource utilization and
degree of parallelism.
[0083] Variable arithmetic representation provides a way to select the arithmetic representation that allows optimal
utilization of the hardware device resources while maintaining the precision level necessary to successfully achieve
network training.
[0084] As noted above, linking performance to resources utilization and degree of parallelism involves using a set of
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formulas that estimate both the network performance and required hardware resources (e.g. memory and multipliers)
of an implementation given a combination of the desired network topology, arithmetic format used, target hardware
device(s) (resources available for use in the implementation), and ITER value as described in more detail below.
[0085] This allows a particular ANN implementation to vary in terms of arithmetic representation and ITER in order to
achieve the most efficient and best performing implementation.
[0086] This customization is achieved for an individual network by, for example, taking full advantage of using config-
urable hardware, such as FPGAs or ASICs. Having both degrees of parallelism and arithmetic representation variables
provides a further level of network customization.
[0087] Efficient implementation is an important factor in also having high performance. The more efficient the imple-
mentation, the higher the degree of parallelism (ITER = 1 being the highest) that can be used with limited resources and
thus the higher the performance that can be achieved.

C. Pipelined Design

[0088] In traditional computer architecture terminology, a pipelined architecture is generally where several instructions
are overlapped in execution. In a non-pipelined architecture, each instruction is processed individually, one at a time.
Execution of all processor operations associated with this instruction must be completed before the next instruction
begins executing. In a pipelined architecture, the computation of each instruction is subdivided into a number of smaller
sequential sub-operations (stages). One processing module for each sub-operation exists, and instructions enter each
module in sequence.
[0089] For example, if each sub-operation of any instruction takes 1 second to execute, and each instruction has four
sub-operations, a non-pipelined processor will execute 3 full instructions in 12 seconds. A pipelined processor executes
the same instructions in 7 seconds. Theoretically one new instruction is fed into the processor at each clock cycle thus
achieving the ideal one instruction per cycle rate.
[0090] Referring now to Figure 6, there is shown an example network architecture implementing full pipelining using
per epoch training, where in this example each epoch 190 contains 4 patterns (e.g. patterns 1-4). Presentation of patterns
to the network does not stop when an epoch 190 with patterns 1-4 is entirely in the pipeline. As is shown in Figure 6,
patterns for new epochs 190, such as for example an epoch 190 with patterns 5-8, are continuously presented to the
network. The back propagation stream 190 of weight updates propagates at the same time as the stream of new patterns
through the feed forward stage 185.
[0091] Pipelining the MLP-BP algorithm is difficult due to the fact that the algorithm requires the network to adjust its
weights before and after the processing of every training pattern/batch of patterns. However, this situation creates a
data hazard (e.g. read before write data hazard). Data hazards refer to situations when the pipeline must be stalled to
wait for another instruction to complete execution due to the coupling of data among these instructions.
[0092] One way to resolve these data hazards is by stalling the pipeline for the same number of cycles it takes to
process each pattern/batch of patterns. This effectively cancels the viability of pipelining as a strategy to increase
performance of MLP-BP.
[0093] To overcome this data hazard problem we will replace the standard delta weight update rule shown above in
Equation (6) with an out of order weight update which allows the continuous feed of patterns on every cycle, as shown
below: 

where latency is the number of clock cycles it takes one input pattern to process through the entire network including
error gradient calculations (back propagation stage) regardless of the ITER value;

 is the updated weight to be used in the next n+ITER feed forward iteration (i.e. clock cycle);

 is the current weight connecting the current neuron k to the output neuron j of layer (s-1);

 is the calculated change of weights for the n-latency iteration

[0094] For per pattern training, Equation (7a) is used and may be herein referred to as the pattern synchronized out
of order weight update rule.
[0095] For per epoch training, the following modified Equation (7b) is used and may be herein referred to as the epoch
synchronized out of order weight update rule: 
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where  is the change of weights accumulated over the entire epoch which includes the

n-latency iteration;
[0096] The above equations 7(a) and 7(b) updates the weights for use in the next ITER feed forward iteration (i.e.
clock cycle), and is not restricted to only updating the weight to be used for the next iteration as is the case with equation
(6) above. That is, the out of order weight update rule is in tune with the degree of parallelization selected for the network
implementation by updating the weights for use in the next ITER iteration. When the network is non-scalable, i.e. when
the ITER = 1 for all network implementations, then the above equations 7(a) and 7(b) provide an out of order weight
update as defined above, except that n+1 will be used instead of n+ITER (as ITER =1).
[0097] For out of order weight updates, the weight change used to update the current weight factors in a latency delay
by using the calculation for the weight change of the n-latency iteration (for Equation 7a) or the accumulated weight
changes including the n-latency iteration (for Equation 7b). This main feature of the out of order weight update rule does
not depend on the value of ITER, and applies even for non-scalable networks (i.e. when ITER = 1 for all implementations
of the network).
[0098] While the above equations (pattern synchronized out of order weight update and epoch synchronized out of
order weight update) effectively change the sequence of pattern presentation to the network, it doesn’t appear to change
the ability of the learning algorithm to achieve convergence. In particular, this represents a randomization of the sequence
of pattern presentation, which empirically has been shown to improve generalization after training. If one considers the
error surface of the gradient descent algorithm, the local randomization of weight updates does not change the overall
direction of descent down the error gradient. In reported studies, experiments experiments on several benchmark prob-
lems indicated no negative impact on learning speed. This change is intended to overcome the pipelining data hazard
and allow a significant performance increase to be achieved.
[0099] The pipeline design for the system must also deal with another issue related to the parallel computation of both
the feed forward stage and back propagation stage. This can cause another read after write data hazard due to the
update of weights by the backward stage while being read by the forward stage.
[0100] This second read after write data hazard may be solved by adding hardware delay elements tuned to the
latency of the feed forward and back propagation pipeline stages. These delay elements ensure that the proper (updated)
weight is read. As explained above, the latency is the time in clock cycles its takes one pattern (or input vector) to process
through both the feed forward and back propagation stages.

HARDWARE IMPLEMENTATION DETAILS

[0101] This section on hardware implementation details relates to configuring a scalable network having a variable
degree of parallelism. Further implementation details relate to pipelined configurations of the scalable network. Even
further implementation details relate to configuring a scalable network with a variable arithmetic representation.

A. Scalability - A Variable Degree of Parallelism

1) Network Level

[0102] Referring now to Figure 7 there is shown a schematic diagram of an example architecture of a scalable ANN
700 in accordance with embodiments described herein.
[0103] The scalable ANN architecture 700 has an input layer 250, at least one hidden layer 205 and an output layer
210. The scalable ANN architecture 700 also has a back-propagation system 710 configured to feed error data back
through the output layer 210 and at least one hidden layer 205. The error data is generally an error gradient calculated
using output 260 (generated by the scalable network 700) and a target 255 (the intended or desired output).
[0104] Further, the scalable ANN architecture 700 has a parallelization system 705 configured to provide a predeter-
mined degree of parallelization to each of the input layer 250, at least one hidden layer 205, output layer 210 and the
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back-propagation system 705. As will be explained herein, the predetermined degree of parallelization is based in at
least some embodiments on a desired network topology and an estimate of the hardware resources available.
[0105] Referring now to Figure 8 there is shown a flowchart diagram of an example method 600 for designing a
hardware configuration for a scalable ANN in accordance with embodiments described herein. Certain steps of the
method 600 may be implemented by a system for designing a hardware configuration for implementing a scalable artificial
neural network, such as the example system 1000 illustrated in Figure 20. The system components may be implemented
in software, by hardware description languages or by various hardware platforms.
[0106] At step 610, a desired network topology 1005 is provided to the system 1000 and received by input module
1010. The desired network topology 1005 relates to the theoretical ANN that will be implemented as a scalable ANN on
at least one hardware device. The desired network topology 1005 provides the number of theoretical inputs, the number
of neurons in theoretical hidden layers, and the number of neurons in a theoretical output layer 110. An example desired
network topology is 12-6-10, with 12 inputs, 6 neurons in the hidden layer(s), and 10 neurons in the output layer. The
desired network topology is generally not equivalent to the topology of the scalable ANN to be implemented on the
hardware device, unless the degree of parallelism of the scalable network is one.
[0107] At step 620, information relating to hardware resources available 1005 on one or more hardware devices for
use in implementing the scalable ANN 700 is provided to the system 1000 and received by input module 1010. As noted
above, the available hardware resources 1005 may describe resources of one or more hardware devices of various
types and combinations of types, such as FPGAs, processors, and ASICs. The available hardware resources 1005 will
generally constrain which degree of parallelism the scalable network 700 has, as the given implementation must use
an amount of resources that is within the amount of resources available for the actual hardware.
[0108] At step 630, the ITER selection module 1025 selects a degree of parallelism to use for implementing the scalable
network 700 based on the hardware resources available and the desired network topology 1005. The ITER selection
module 1025 receives the available hardware resources and desired topology 1005 from the input module 1010. The
ITER selection module 1025 also bases the selection on estimations relating to resource utilization and network per-
formance, which are calculated by a resource estimation module 1020 and a performance estimation module 1015
respectively. Details of these estimations are provided herein in relation to Figure 19, and Equations (11) to (14). Generally,
the ITER selection module 1025 selects the degree of parallelism that provides the best network performance and uses
less than or all of the available resources 1005.
[0109] The ITER selection module 1025 provides the selected ITER value 1035 to a hardware configuration module
1030. In some embodiments, the selected ITER value 1035 may also or alternatively be directly output by the system
1000 for use in designing the scalable network 700.
[0110] At step 640, the hardware configuration module 1030 determines a hardware configuration 1040 based on the
degree of parallelism or ITER value 1035 selected. Generally speaking, the hardware configuration 1040 conforms to
the architecture of Figure 7 but with a customized arrangement of physical neurons (e.g. perceptrons) based on the
degree of parallelization.
[0111] In keeping with the architecture of Figure 7, the hardware configuration 1040 also provides hardware imple-
mentation details for a back-propagation system 705 for feeding error data back through the output layer 210, and at
least one hidden layer 205 as well as a parallelization system 710 configured to provide the selected degree of paral-
lelization 1035 to each of the input layer 250, hidden layer(s) 205, output layer 210 and the back-propagation system 710.
[0112] The hardware configuration may be output in various formats, for example in a hardware description language,
which can later be used to configure a specific hardware device such as an FPGA or ASIC. Hardware description
language examples include VHDL, Verilog, HandelC and SystemC.
[0113] Finally, in some embodiments, at step 650, the hardware configuration module 1030 configures one or more
hardware devices based on the hardware configuration 1040 to provide a hardware device having a specific implemen-
tation of the scalable network architecture 700 (Figure 7). The hardware device(s) may be of various types and/or
combinations of types, such as FPGAs, processors, and ASICs.
[0114] Referring now to Figure 9 there is shown a more detailed schematic diagram of a further example network
architecture 200 capable of implementing variable degrees of parallelism in accordance with embodiments described
herein.
[0115] The network 200 is shown having two layers: one hidden 205 and one output layer 210, multiple synchronization
blocks 220 (i.e. components of the parallelization subsystem 710), and error back propagation (EBP) modules 225 (i.e.
components of the back propagation subsystem 705). More than one hidden layer 205 may be used since the imple-
mentation is modular, however, only one layer is shown and described for simplicity.
[0116] Each network layer 205/210 has multiple neurons 215 in a full neuron parallelism configuration and a throughput
or synchronization block 220. Each synchronization block 220 is a component of the parallelization subsystem 710.
[0117] The synchronization blocks 220 translate the parallel outputs 235 from neurons 215 in one layer 205/210 into
a synchronized sequence 295 (i.e. serialized feed forward data) appropriate for input 230 to neurons 215 in the next
layer 205/210. The synchronization blocks 220 receive neuron output 235 every clock cycle and therefore receive all
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outputs for the layer every ITER number of cycles. The synchronization blocks 220 generate the synchronized sequence
295 using the received output for input to the next layer at every clock cycle.
[0118] Referring to the above example, parallel outputs 235 from neurons 215 of the hidden layer 205 are received
by synchronization block 220 every ITER number of cycles and provide a synchronized sequence 295 every clock cycle
for input 230 to neurons 215 of the output 220 or subsequent hidden layer 205. That is, one parallel output is provided
to the synchronization block 220 every ITER cycles, which is partitioned into one synchronized output consisting of ITER
number of (almost) equal chunks to be provided to neurons 215 of the next layer over ITER number of cycles.
[0119] Effectively each layer 205/210 of the network 200 is implementing partial synapse (i.e. the neurons 215 in the
previous layer 205/210) parallelism at its inputs 230. That is, each neuron 215 of a layer 205/210 receives input 230
during one clock cycle, which is either a full input vector or part of an input vector depending on the ITER value.
[0120] For example, when ITER = 1 all synapses are physically implemented on the hardware device and an input
pattern or vector is fully presented to a network layer each clock cycle. In this case, the synchronization module/blocks
may still be present in the architecture but the degree of parallelization (ITER value) will be set to one.
[0121] When the ITER > 1, only 1/ITER multiplied by the number of all theoretical synapses (i.e. the synapses of the
desired topology) are physically implemented on the hardware device. In this case, the input is partitioned into ITER
number of parts and these partitioned parts are then provided to the physical synapses (or neurons 215) over consecutive
ITER clock cycles.
[0122] As a result of all layers 205/210 being throughput synchronized by the synchronization blocks 220 using the
same ITER parameter, the inputs 240/245 to the EBP modules 225 are carried backward in a format that is already
correctly reduced in width. No further synchronization is generally necessary in the back propagation path of the network
200.
[0123] The input vector 250 for network 200 undergoes implicit or explicit synchronization 265 in order to provide a
synchronized sequence 295 appropriate for input 230 to the neurons 215 of the first hidden layer 205 of the network
100. The implicit or explicit synchronization 265 is also a component of the parallelization system 710.
[0124] The target vector 255 also undergoes implicit or explicit synchronization 270 to provide appropriate input 240
to the error back propagation (EBP) calculations module 225. For example, the input vector 250 and the target vector
255 can be presented either as an already synchronized data stream, with chunks at every clock cycle, or by using one
parallel vector, valid once every ITER number of cycles with an implicit synchronization performed in hardware. The
implicit or explicit synchronization 270 is also a component of the parallelization system 710.
[0125] The former configuration relating to the synchronized data stream requires some form of implicit data set
decomposition 265/270 in order to implicitly partition both the input vector 250 and target vector 255 into ITER number
of parts either before a training session or at run-time. The latter configuration relating to the one parallel vector requires
an explicit use of a throughput synchronization module 265/270 at the inputs, in order to explicitly partition both the input
vector 250 and target vector 255 into ITER number of parts but does not require additional data flow control beyond
pattern storage.
[0126] The same considerations can be applied at the final network output 260. The throughput synchronized output
data 295 can be fed through an explicit parallelization block 275, or can be used as is in its reduced form. Either way
both configurations provide the final network output 260.
[0127] For both input (e.g. input line 280 and target line 285) and output (e.g. output line 290) connections, in accordance
with some embodiments it is preferred to present and consume the data (e.g. input 250, target 255, and output 260) in
an already throughput synchronized form, i.e. partitioned into ITER number of parts. This may reduce the I/O requirements
of the network 200 in line with the ITER parameter. As an example, if ITER=4, four times less input 280, target 285 and
output 290 lines are required to communicate with the architecture.
[0128] Each input 250 to the network 200 is presented with an accompanying virtual address (not shown). The address
determines which virtual network this input 250 belongs. As the data propagates through the hardware, the virtual network
200 specified effectively gets trained (or accessed during recall) on the input pattern 250 and output 260/target 255
combination. Each pattern 250 presented, whether over one or several clock cycles, can belong to a different virtual
network. If a training epoch for a given virtual network 200 consists of more than one pattern 250, all patterns 250 within
this epoch are presented together as well. A different virtual network 200 can be accessed for every epoch presented
during training, or every pattern 200 tested during recall.

2) Layer Level

[0129] Referring now to Figure 10, there is shown an example diagram of the internal structure of each layer 205/210
of the network 200 capable of implementing a variable degree of parallelism in accordance with embodiments described
herein. Layers 205/210 are composed of neurons 215 in a full neuron parallelism configuration, with variable synaptic
parallelism interconnecting the layers 205/210.
[0130] Depending on the given level of parallelism, all inputs 300 to a layer 205/210 can be applied in parallel, or in
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portions over several ITER cycles. In this example, these inputs 300 are distributed to all neurons 215 via neuron inputs
230 using a limited width bus, which has the necessary width to carry only the necessary number of inputs 230 to
accommodate a given level of parallelism. The information on the input bus is appropriately synchronized with the
operation of this layer 205/210 before the input presentation.
[0131] The input data 300 (synchronized sequence) is distributed and provided to all neurons 215 via neuron inputs
230 in order to calculate the output 235 of the feed forward calculation in parallel, as the data presented to each of the
neurons 215 is identical at each clock cycle. As will be explained herein each neuron 215 is implemented with sufficient
hardware in order to process a given number of inputs proportional to the given degree of parallelism.
[0132] A valid output vector consisting of the individual neuron 215 outputs 235 is generated by the layer 205/210 for
all neurons 215 every ITER number of clock cycles. For example, if ITER=1, a valid output vector consisting of the
individual neuron outputs 235 is generated by the layer 205/210 for all neurons 215 every clock cycle. If ITER>1, a valid
output vector consisting of the individual neuron outputs 235 is generated every ITER number of cycles.
[0133] These parallel neuron outputs 235 are received by a synchronization block 220 and partitioned into ITER
number of parts to produce a synchronized sequence 295 for input to the next layer’s neurons 215..
[0134] At the layer level, the error back propagation stage is comprised of the error back propagation module 305 (i.e.
EBP module 225) which receives error data, or an error gradient vector. The error back propagation module 305 generally
implements the above equation (3) and equation (4) in order to generate an error term and a local gradient for each of
its neurons 215. The error back propagation module 305 then provides each neuron with its corresponding error term
and local gradient for use in updating the neuron weights. As such, the error back propagation module 305 is also a
component of the back propagation system 705 (Figure 7).
[0135] Referring now to Figure 11, there is shown an example hardware diagram of the internal structure of a portion
800 of each layer 205/210 of the network 200 capable of implementing variable degrees of parallelism in accordance
with some embodiments described herein. The portion 800 of a network layer 205/210 contains neurons 215 in conjunction
with appropriate gradient calculation hardware. The number of neurons 215 in the layer 205/210 corresponds to the size
of each layer of the scalable network topology, or the size of each layer of the desired network topology divided by the
given degree of parallelism. For example, if the desired network topology has a hidden layer with 10 neurons and the
ITER = 2, then only 5 physical neurons will generally be present in the scalable network layer 205.
[0136] The neurons 215 themselves are specified with a set of rules determining the appropriate type and number of
hardware resources needed to support a given degree of parallelism.
[0137] As an example consider a given layer that receives 10 inputs (synapses) from a previous layer. For a fully
parallel implementation, or when ITER=1, then each neuron of the given layer is implemented with sufficient hardware
to process these 10 inputs (or synapses) simultaneously (i.e. in one clock cycle). For a partially parallel implementation,
such as e.g. ITER=2, then each neuron of the given layer is implemented with sufficient hardware to process 5 inputs
(or synapses) each clock cycle. Finally, for a fully serial implementation, or when ITER=10, then each neuron of the
given layer is implemented with sufficient hardware to process 1 input (or synapse) each clock cycle.
[0138] For the feed forward computation stage the portion 800 of the layer 205/210 shown receives input 300 (fXi)
and control signals 810 (address, write line), and provides an output vector containing output 235 from each neuron
215. The control signals 810 differentiate between training and testing mode. Neurons 215 are provided with error data
via an input line 850. After the neurons weights are updated every ITER number of cycles during the back propagation
stage, the neuron weights (bW) and gradients (bD) 820 are provided to the previous layer 205/210 in the network 200.
[0139] Referring now to Figure 12, there is shown an example hardware diagram of the internal structure of a hidden
layer 205 of a network 200 capable of implementing a variable degree of parallelism in accordance with embodiments
described herein. The hidden layer 205 contains: the internal portion 800 (Figure 11), a synchronization block 220 (e.g.
biased serializer in this example), pHdelta module 830, and another synchronization block 835 (e.g. a deserializer in
this example).
[0140] The biased serializer 220 takes a parallel number of inputs from neurons 215 and multiplexes them into a
narrower synchronized bus of ITER number of parts. The multiplexing control is provided by using the same address
lines propagating through the pipeline, which determine which part of a data vector needs to be presented at the output
of the serializer 220. The biased serializer 220 uses a serialized input port of a narrow width and converts it into one
wide parallel output port. The final output 295 is double buffered and is updated once every ITER number of cycles to
correspond to the first clock cycle of a set of patterns representing one full neuron output vector of data. The biased
serializer 220 adds an additional index to its output 295 with the value of unity. This is consistent in configurations with
degree of parallelism higher than unity.
[0141] The pHdelta module 830 is responsible for calculating the hidden gradient values. The gradients 865 from the
output, or subsequent hidden layer (in the case of a multilayer network), are multiplied together with the weights 860
from each of the subsequent layer’s neurons 215 corresponding to the outputs 820 of the current layer 205. When ITER
>1, this multiplication is done in ITER sets, and the final result is accumulated and then multiplied by the derivative of
the transfer function 840.
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[0142] Referring now to Figure 13 there is shown a detailed example hardware diagram of the internal structure of
an outer layer 210 of a network 200 capable of implementing a variable degree of parallelism in accordance with
embodiments described herein. The outer layer 210 contains: the neuron portion 800, a synchronization block 220 (e.g.
a serializer in this example), pHdelta module 830, and another synchronization block 835 (e.g. a deserializer 835 in this
example). The serializer 220 is similar in function to the biased serializer 220 except it does not add an additional unity
index to its output 295.
[0143] The outputs of the neurons 215 in the outer layer 210 are synchronized together with the transfer function
derivative 840, according to the degree of parallelism ITER selected at synthesis. The serialized outputs 295 (network
output 260) and transfer function derivatives 840 are passed to the pHdelta module 830, together with the serialized
target vector. A local gradient 875 is calculated for every neuron 215 in ITER number of cycles, these local gradients
875 are then synchronized by deserializer 835 (i.e. synchronization block 835) and applied in parallel to each neuron
215 in the outer layer 210.

3) Neuron Level

[0144] Referring now to Figure 14 there is shown an example diagram of the structure of each individual neuron 215
capable of implementing a variable degree of parallelism in accordance with embodiments described herein. The number
of synthesized inputs 300 (herein par) feeding a neuron 215 is selected using the number of synthesized synapses. As
such, par is determined by the network topology and the ITER parameter, as in Equation (8): 

[0145] A neuron 215 generally has a weighted sum module 310, a weight memory 315, and a transfer function module
320 for performing the feed forward calculations. The weight memory 315 may include one or a plurality of physical
weight memories. In addition, a neuron 215 generally has a weight change module 325 and a weight update module
330 for performing the error back propagation calculations.
[0146] The weight memory 315 holds the weights associated with the neuron. The size and width of the weight memory
is determined by the number of inputs 300, or par. The weight memory 315 has a read port in connection with the input
of the weighted sum module 310 for weight recall. The weight memory also has a read port in connection with the input
of the weight update module 330 for weight recall, and a write port in connection with the output of the weight update
module 330 to write the updated weight value to memory, as will be explained herein.
[0147] The neuron input 230 provides the synthesized inputs 300 to weighted sum module 310 which implements
Equation (1) and determines the weighted input sum for the neuron. The number of inputs (par) determines the width
of the weighted sum module 310. If more than one cycle is required to calculate the weighted input sum, the result of
partial weighted sums are accumulated over the ITER number of cycles required to complete the calculation.
[0148] The weighted sum module 310 provides the weighted input sum to the transfer function module 320, which
generates the output 235 of the neuron 215 by generally implementing Equation (2) or an approximation thereof (see
Equations (9) and (10) below). As explained above, the neuron output 235 makes up part of its layer’s output vector,
which is then synchronized at the synchronization block 220 every ITER number of cycles to provide feed forward data
for the next layer.
[0149] At the neuron 215 level, the error back propagation stage is composed of a weight change module 325 and a
weight update module 330 in connection with the weight memory 315, as explained above.
[0150] The weight change module 325 generally performs the calculation of Equation (5) to determine the weight
changes for the neuron 215, using the output of the previous layer (or this neuron’s input 230) and the local gradient
provided in the back propagation data path from its layer’s error back propagation module 305. That is, the weight change
module 325 determines the changes to the weights for the neuron 215 by multiplying the output from the previous layer
(i.e. the input vector 300) with the local gradients, and a learning rate. When implementing an out of order weight update,
weight change module 325 generally performs the calculation of Equation (5) and factors in a latency delay. That is,
instead of calculating the change for the current weight n, the weight change for the weight of the n-latency iteration (i.e.
clock cycle) is calculated or the accumulated weight change including the n-latency iteration is calculated depending on
the training pattern used.
[0151] The weight change module 325 provides the weight changes to the weight update module 330 to complete the
weight update by generally implementing Equation (6). That is, the weight change module 325 reads the currents weights
from the weight memory 315 and updates them using the received weight changes. These updated weights are then
stored in the weight memory 315 for recall. In some embodiments where pipelining is used, the weight update module
325 implements the above Equation (7a) or (7b), depending on the training technique, instead of Equation (6), in order
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provide out of order weight update. As noted above, when implementing an out of order weight update for a given weight
n, the weight change module provides the weight update module with the weight change calculated for the weight of the
n-latency iteration (i.e. clock cycle) or the accumulated weight change for use in updating weight n according to Equations
(7a) or (7b) respectively.
[0152] The width of the back propagation data path is determined by a combination of the corresponding layer’s size
(number of neurons 215) and the degree of parallelization selected, similar to the computation of the forward layer’s
input bus width.
[0153] As explained above, the calculations of Equations (3) to (4) are performed at the layer level by the error back
propagation module 305. That is, the error back propagation module 305 calculates the error terms and local gradients
for each neuron in its layer. This is done to improve the efficiency of allocated arithmetic resources, as the calculation
of Equation (3) benefits from a global connection to run-time variables of the following layer 205/210 of neurons 215. In
this way, again, only necessary hardware is allocated to perform the calculations of the inherent MLP-BP arithmetic,
and resource allocation inefficiencies arise only when the output width is not wholly divisible by the ITER parameter.
That is, a portion of the allocated hardware idles for one of ITER number of cycles for the inputs generated during the
roundoff in Equation (8).
[0154] Referring now to Figure 15 there is shown another example schematic diagram of the hardware structure of
each individual neuron 215 capable of implementing variable degrees of parallelism in accordance with embodiments
described herein.
[0155] The top portion of the schematic in Figure 15 represents network hardware for feed forward computations, and
the bottom portion for back propagation computations. The input vector 300 is presented at fXi along with control signals
810 (represented using dashed lines).
[0156] The weighted sum module 310 is illustrated as a Parallel Multiply Accumulator (PMAC). A vector multiplier and
an array adder are used. The transfer function module 320 provides the neuron output 235.
[0157] Two dual port memories are used as weight memory 315; both are updated simultaneously to synchronize
their contents, to overcome the above mentioned data hazard problem.
[0158] One dual port memory has port A to read current weights for the forward data flow and port B to write updated
weights (following back propagation) in the same clock cycle. Thick lines define parallel buses. The width of all these
buses is the same, and coincides with the number of inputs (n), including bias, for the layer.
[0159] There is also shown an accumulator unit 880 (optional) which eliminates the one cycle latency between reading
a weight and writing its update. This change provides the updated weight in the next cycle before it is updated in the
weight array.
[0160] The backward data flow in the neuron 215 consists of the weights 860 (bWi), input data 300 (bXi) vector,
gradient 865 (bOi). There is also shown the corresponding address (bAi) and a write enable line (bWei) 810 (controls)
which differentiates between testing and training passes. All values correspond to the same virtual network of the forward
data flow. Note that, in this case, the gradient 865 calculation is external to the neuron 215.
[0161] Shift registers 825 are required to align the data correctly as inputs to various pipelined hardware modules.
The shift registers 825 are represented with a single Z symbol. The weight change module 325 is implemented as a
vector multiplier and the weight update module 330 as an array adder. The second dual port memory of the weight
memory 315 recalls the weight to the weight update module 315 via port A and updates the weight change via port B.

B. Pipeline implementation

[0162] According to another aspect, the embodiments described herein provide a customized scalable network that
is pipelined.
[0163] For ease of explanation only some pipelining features will be described in detail.
[0164] The first feature is an implementation requirement in performing Equation (7a) (pattern synchronized out of
order weight update) or (7b) (the epoch synchronized out of order weight update) and feed forward calculations simul-
taneously, and the second feature is a design concept related to the natural sequence of updates that occur in a pipelined
implementation of MLP-BP networks.

1) Out of Order weight update implementation:

[0165] Referring to the above Equations (7a) (pattern synchronized out of order weight update) and 7(b) (epoch
synchronized out of order weight update), it is evident that for every synapse, a weight must be read in hardware at
every cycle in order to be subsequently updated. The updated weight must then be written back to memory (weight
memory 315) at the same time as the next weight is read for the next update cycle. A write-through memory configuration
is selected for the weight memory 315 since the weight that is read in one cycle must be equal to the updated weight
from the previous cycle. The fact that two operations are performed in one clock cycle on the same weight memory 315



EP 2 122 542 B1

19

5

10

15

20

25

30

35

40

45

50

55

requires the weight memory 315 to have two ports, or rather a dual port memory to be used in a write-through configuration,
with one port locked in read and the other in write mode, or any other memory organization that allow these operations
to be performed in one clock cycle.
[0166] Keeping in mind that both the back propagation and feed forward stages are implemented in parallel, the same
set of weights contained in the weight memory 315 must be readily recalled at every clock cycle by feed forward operations
as well, thus requiring another memory port to be present.
[0167] As three port memories are not typically present in current FPGA architectures as high performance built-in
modules, in this case, a two dual-port memory solution may be used (Figure 15), where both write ports update the
memories with the same weight values to keep both memories up to date. The read ports are then dedicated to reading
back these values, one port for feed forward calculations, one port for weight recall during update.

2) Hardware Delay:

[0168] In a pipeline implementation, an issue can arise with the sequence of weight updates that occur during the
back propagation pass. The weights are updated for a given pattern (or input vector) at the output layer 210 first, and
then in the hidden layer 205. This is in reverse of the sequence of weight recalls that occur during feed forward operation
for another pattern. Thus in the natural pipeline implementation, for example, a pattern x3 traversing the feed forward
path may use a weight set in the hidden layer 205 produced by back propagation of an earlier pattern x1, while in the
output layer 210 pattern x3 may use a weight set resulting from an update by a later pattern x2. The deviation from the
classical temporal properties of the MLP-BP algorithm thus come not only from using a weight set updated by an old,
instead of immediately previous, pattern propagation; but also from using different weight sets at each layer as the
patterns propagate in different directions than the resulting weight updates.
[0169] It can be important to eliminate the effect of temporal offset in the sequence of weight recalls versus the
sequence of weight updates across layers to adhere to the temporal properties of the classical MLP-BP algorithm more
strictly. The goal here is to recall a set of weights during a pattern’s traversal of the feed-forward path which was generated
by the completion of weight updates belonging to the same previously presented pattern across all layers.
[0170] As a solution, in some embodiments the neuron 215 contains a pipeline buffer tuned to the latency (as explained
above) of the forward and backward pipeline stages, as appropriate. This allows a weight update to occur first in the
hidden layer 205, then an input pattern is paired up with this weight update, and the update at the output layer 210 occurs
when the same input pattern is later processed by that layer.

C. Efficiency Implementation

[0171] According to a further aspect, the systems and methods described herein provide a customized scalable network
having an efficient implementation, which may involve using a variable arithmetic representation.
[0172] The embodiments described herein are intended to consume resources quite efficiently. For example, only the
necessary hardware resources (e.g. modules and routing buses) are used to fulfill the requirements of the variable
degree of parallelization selected. Further, the arithmetic representation is used to further enhance efficiency of resource
consumption for a given network.
[0173] Variable arithmetic representation is used to obtain reasonable convergence performance and keep resource
consumption low. For some embodiments, it is possible to go further and constrain each result and parameter in the
hardware implementation of Equations (1) to (5), (7a) and 7(b) to a particular precision and range. This represents a
local variable arithmetic representation, where each individual parameter has a selected arithimetic representation.
[0174] However, in other embodiments the chosen arithmetic representation may be a global setting - the same
selected arithmetic representation will apply for all parameters.

D. Activation Function

[0175] In accordance with embodiments described herein, each neuron 215 of the network layers contains a transfer
function module 320. There are a number of techniques for configuring the neuron transfer function module 320. The
modularity of the current architecture is intended to allow for seamless interchangeability of the transfer function module.
[0176] In some embodiments the transfer function module 320 implements the above Equation (2). It may also be
implemented as a five-piece linear log-sigmoid approximation as shown below by Equations (9) and (10).
[0177] The approximation scheme consumes few resources and has a short pipeline latency (number of pipeline
stages required for high performance operation).
[0178] For this approximation scheme, the transfer function module 320 implements an approximation calculation
summarized in Equations (9,10) below. 
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RESULTS: SCALABILITY AND VARIABLE DEGREE OF PARALLELISM

[0179] As an illustrative example, test results of an entire architecture coded in VHDL using an example hardware
device Xilinx ISE 8.2 and tested under ModelSim 6.1 are provided. It was also mapped onto an XC2VP100 Amirix
AP1000 FPGA development board and a XC2v2000 Multimedia board. The Xilinx hardware device platform is intended
as an example only and other platforms may be used, such as for example Altera, or a manufactured ASIC under a
variety of processes.
[0180] Table I provided below gives a general idea of consumed resources in terms of slices, multipliers and block
rams for various network topologies and degrees of parallelism. These are all generated using a 1-4-13 fixed-point
representation which is an efficient arithmetic format for implementing an ANN such as an MLP-BP on a hardware
devices such as FPGAs.
[0181] Referring now to Figures 16(a) and 16(b) there is shown two graphs illustrating the impact of variable degrees
of parallelism on resource utilization for an example hardware device and various FPGA chips. A 10-10-10 network
topology was synthesized using configurations from fully parallel (ITER=1) to fully serial (ITER=11). It will be understood
that the fully serial configuration represents a practical maximum for degree of parallelization.
[0182] Figure 16(a) illustrates a graph relating to slice usage where slice consumption 350 is plotted against the degree
of serialization 355 (or inverse of parallelism 1/ITER) along with some current Xilinx FPGA chip offering capacities 360:
xc4vfx140, xc2v8000, xc2vp100, xc5vsx95t, xc2vp50, xc2v2000, and xc2v1000.
[0183] Figure 16(b) illustrates a graph relating to multiplier usage where multiplier consumption 370 is plotted against
the degree of serialization 375 (or inverse of parallelism 1/ITER) along with some current Xilinx FPGA chip offering
capacities 360: xc4vfx140, xc2v8000, xc2vp100, xc5vsx95t, xc2vp50, xc2v2000, and xc2v1000.
[0184] The graphs in both Figures 16(a) and 16(b) shown that the effect of varying parallelism is fairly linear with
respect to resources consumed - doubling the number of cycles per pattern halves the number of slices and multipliers
occupied by the network.

TABLE I

SUMMARY OF RESOURCES CONSUMED BY VARIOUS TOPOLOGIES

Topology Weights ITER Slices Multipliers Block Rams

2-2-1 9

1 1482 26 18

2 1224 18 12

3 920 12 6

5-5-2 42

1 5208 108 84

2 3418 59 42

6 1852 25 14
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[0185] The ratio of multipliers to slices is high versus resource ratio typically provided in Xilinx FPGA chip offerings.
Much effort was dedicated to reducing auxiliary resource usage, such as block rams and slice consuming hardware.
The multipliers could generally not be reduced as their number directly impacts the number of multiply-intensive operations
the hardware is capable of performing in parallel. Furthermore, the practical limit on achieving the smallest hardware
footprint using variable/tunable connection parallelism is considered the maximum serialization for one neuron. If the
hardware can handle a larger degree of virtualization of arithmetic operations (tunable neuron and layer parallelism),
serialization can further be increased with a further linear decrease in resource consumption.

RESULTS: IMPLEMENTATION EFFICIENCY

[0186] As discussed above, implementation efficiency is explored at two levels: arithmetic representation and resources
and performance estimation.

A. Level I: arithmetic representation

[0187] Fixed-point representation is generally used in the example implementation of the architecture.
[0188] Referring to Figure 17 there is shown a graph of synthesis results in terms of slices 380 consumed when using
various arithmetic representations in a fully parallel network with 5-5-2 topology. The various arithmetic representations
include: fixed point integer with 5 bits 390, fixed point integer with 4 bits 385, and fixed point integer with 3 bits 395.
[0189] Referring to Figure 18 there is shown a graph of synthesis results in terms of slices 405 consumed when using
various arithmetic representations in a fully serial network with 5-5-2 topology. The various arithmetic representations
include: fixed point integer with 5 bits 410, fixed point integer with 4 bits 415, and fixed point integer with 3 bits 420.
[0190] In general, slice utilization increases gradually and multiplier usage remains constant until the total number
width reaches 18 bits, not including the sign bit, or 19 bits total. At 19 bits, slice utilization jumps as the synthesizer uses
the 18 bit built-in multiplier resources for the 18 significant bits of the number, and adds hardware using general FPGA
fabric to manage the extra bit of 2’s complement representation.
[0191] When the number width surpasses 19 bits, slice usage drops one step and gradually begins to increase again,
and multiplier count quadruples. This is true for both the serial and fully parallel configurations.
[0192] In addition to the impact of arithmetic representation on resources used, arithmetic representation also has a
direct impact on ANN convergence to a suitable solution to the modeled problem. ANN applications can be generally
classified as either classification or function approximation problems. Classification problems require less precision in
its output than functions approximation since what is needed is for the network to pick one class among many. An

(continued)

SUMMARY OF RESOURCES CONSUMED BY VARIOUS TOPOLOGIES

Topology Weights ITER Slices Multipliers Block Rams

10-5-2 67

1 7092 158 134

2 4648 89 72

11 1905 25 14

10-10-2 132

1 13096 308 264

2 8468 172 144

11 2889 40 25

10-10-5 165

1 18699 410 330

2 11872 228 180

11 3790 52 30

10-10-10 265

1 27908 580 440

2 17306 320 240

11 5247 72 40
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arithmetic representation that is very limited in precision could be suitable for a classification problem but not for a function
approximation problem. The nature of the problem can also impact the arithmetic format used. Problems with complex
weight space generally require higher precision than problems with more simple weight space. None of these issues
can be determined before training starts. As such it is critical that the implementation be able to change the arithmetic
representation when it is clear than one representation is hindering the ANN from achieving a suitable solution level.
[0193] One fixed point representation that has repeatedly shown good results in the past is one of 18 bits total width
with a balance between integer and fractional resolution. We use a 1-4-13 representation throughout, with a 616 range
and 2-13 ≈ 1 x 10-4 resolution.

B. Level 2: resource and performance estimation

[0194] Referring now to Figure 19 there is shown a flowchart diagram of an example method 900 for designing a
hardware configuration for implementing a scalable artificial neural network in accordance with embodiments described
herein. Certain steps of the method 900 may be implemented by a system for designing a hardware configuration for
implementing a scalable artificial neural network, such as the example system 1000 illustrated in Figure 20.
[0195] At step 910 a desired network topology and information relating to hardware resources available for one or
more hardware devices 1005 is provided to the system 1000 and received by input module 1010. The desired network
topology provides the number of inputs, neurons in the hidden layer(s), and neurons in the outer layer. The hardware
resources available may be provided as, for example, a clock frequency or frequencies, a number of multipliers, slices,
or block RAMs, an area of silicon, or other measures of hardware resources. In some cases, the hardware resources
available may comprise a table of information such as that above relating to particular hardware devices (processors,
chips, etc.). In providing the information relating to hardware resources available, a subset of the table may be selected
based on, for example, hardware cost, power requirements or the like to set a limit to the provided hardware resources
available. In other cases, the hardware resources available may relate to a subset of resources on a particular hardware
device.
[0196] At step 920, a set of multiple degrees of parallelism that may be used for implementing the desired network
topology is determined in order to calculate each degree’s corresponding resource and performance estimates. Any
number of ITER values may be chosen to make up the set of the multiple degrees of parallelism, and each ITER value
of the set may be any small or large number.
[0197] Practically speaking, the ITER values used range from 1 to the number of INPUTs+1. As will be understood to
one of skill in the art, the +1 additional unit reflects a "bias" in the input, which is internal to the network and is commonly
used in ANN designs.
[0198] However, some of the ITER values used in the set may also be greater than the number of INPUTs+1. This
may degrade performance, as more cycles are required to process each pattern. There will be empty or useless clock
cycles. This does not generally decrease resource utilization since hardware for at least one number per clock cycle
must be present at a minimum.
[0199] For each degree of parallelism of the multiple degrees of parallelism at least one of two estimates are calculated
(step 930).
[0200] Specifically, at step 940 a resource estimation module 1020 calculates a hardware resource estimate repre-
senting a measure of the hardware resources required to implement the desired network topology. This estimate is
calculated for each of the multiple degrees of parallelism. The resource estimation may be calculated by, for example,
determining the number of network weights using the desired network topology. Then for each degree of parallelism in
the set, calculate a measure of the hardware resources required (i.e. a resource estimate) to implement the determined
number of network weights. In some embodiments, the hardware resource estimate for each ITER value is calculated
by the resource estimation module 1020 using Equations (11) and (12) provided herein.
[0201] At step 950, a performance estimation module 1015 calculates a performance estimate for the desired network
topology with the given degree of parallelism. This estimate is calculated for each of the multiple degrees of parallelism.
In a particular case, the network performance estimate represents a measure of the number of network parameters or
weights updated each second when implementing the desired network topology.
[0202] In order to determine a performance estimate, a number of networks weights based on the network topology
may be determined. A measure of the hardware processing speed available may also be available as an element of the
hardware resources available. This processing speed may be referred to as the clock frequency, and may be obtained
from hardware specifications. Then a number of updates that can be performed on the number of weights in a prede-
termined time based on the processing speed is determined based on the given degree of parallelism. This number of
updates represents the performance estimate for each given degree of parallelism in the set.
[0203] In some embodiments, the network performance estimate for each ITER value is calculated by the performance
estimation module 1015 using Equations (13) and (14) provided herein.
[0204] At step 960, an ITER selection module 1025 selects a degree of parallelism (ITER value 1035) from the multiple
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degrees of parallelism of the set. The ITER selection module 1025 receives the hardware resources available from the
input module 1010.
[0205] The ITER selection module 1025 processes the hardware resource estimates and the performance estimates
for each degree of parallelism as well as the amount of available hardware resources, and generally selects the degree
of parallelism that provides the a required level of network performance and uses less than or all of the available resources.
When selecting the degree of parallelism the ITER selection module 1025 may also consider an application performance
requirement, and select a degree a parallelism corresponding to a resource performance estimate that at least satisfies
the application performance requirement, and, in particular cases that uses less than or all of the available resources.
[0206] In addition, the ITER selection module 1025 may also select the degree of parallelism by considering all resource
estimates, and selecting the degree of parallelism corresponding to the resource estimate that is closest to, but less
than or equal to, the amount of available resources, with or without considering the performance estimates.
[0207] In some embodiments, the ITER value 1035 is directly output by the system 1000 for use in designing the
scalable network implementation.
[0208] The ITER value 1035 selected by the ITER selection module 1025 may also be provided to a hardware con-
figuration module 1030.
[0209] At step 970, the hardware configuration module 1030 generates a hardware configuration 1040 based on the
selected ITER value 1035 as described in relation to step 640 of Figure 8. Of course, this hardware configuration may
also be output as noted herein to allow use of the hardware configuration in making hardware devices.

1) Resource estimation:

[0210] Referring back to step 940, hardware resource estimate calculations for certain embodiments will be described
in further detail. For FPGAs, hardware resources may be estimated by determining required amounts of various hardware
device resources, such as slices, multipliers, and memory blocks (e.g. block ram).
[0211] Generally, it may be difficult to estimate the required number of slices consumed by every implementation, and
it is unnecessary due to the low slice to multiplier consumption ratio. That is, the limiting factor in synthesizing the
hardware configuration is the number of multipliers consumed. Even when all multipliers are consumed, there will be a
portion of slices still available due to high slice/multiplier ratios in current FPGA offerings.
[0212] The number of multipliers used can be estimated by using the following equation (11) which links the desired
network topology and ITER value with the number of multipliers needed to implement the network. 

Where:

Ni - number of inputs
Nh - number of hidden neurons
No - number of output neurons
ITER - clock cycles (iterations) per input pattern

[0213] As an example of memory blocks, an estimate for the number of block rams is provided. This number will
generally be less than the number of multipliers used. 

[0214] For ASIC designs, hardware resources may be estimated by the consumed silicon area, where the consumed
silicon area is generally determined as follows:

Silicon area = fn(# of multiplier, Memory, Equivalent gates)
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[0215] Similar resource estimation can also be established on other systems, including, for example, multi-core and
heterogeneous systems such as the IBM IBM’s cell broadband engine architecture.

2) Performance estimation:

[0216] As explained above, at step 950, network performance estimates are calculated. Network performance is
generally estimated as a function of network topology, clock speed and the ITER value. However, additional hardware
specifications can also be considered such as, for example, power consumption.
[0217] In some embodiments, network performance is measured by Connection Update Per Second (CUPS) which
is the number of network parameters or weights updated each second. To calculate CUPS, first the number of weights
in the network is calculated by the following equation (13): 

Where:

Ni - number of inputs
Nh - number of hidden neurons
No - number of output neurons

Since a network can update its weights once each ITER number of cycles, the network performance measurement in
CUPS can be calculated by the following equation (14): 

Where f is the expected operational clock frequency.
[0218] As such, network performance in terms of CUPS may be estimated using the network topology (which is used
to calculate the number of weights), the ITER value, and clock frequency (rate). The clock frequency is generally provided
by the hardware device specifications.

3) Multiplier to Weight Ratio

[0219] By estimating the number of network weights and multiplier usage, the number of multipliers used per weight
(i.e. the ratio of multipliers to weight ratio) may also be estimated. The ratio of multipliers used per weight acts as a
constraint on the network topology and resource utilization when selecting the ITER value, as the number of weights
that can be implemented on the hardware device is limited by the number of the multipliers available for use. As such,
the ratio of multipliers to weights acts to link hardware device resource utilization with network performance.
[0220] The ratio is generally calculated by dividing the number of multipliers (from Equation (11)) by the number of
weights (from Equation (13)), for a given topology and ITER value.
[0221] In some embodiments, an upper limit of the ratio and lower limit of the ratio are calculated in order to determine
a general range of multipliers to weight ratios for multiple network topologies. An upper limit of the ratio may be determined
using an example topology with a large number of outputs per neuron. A lower limit of the ratio may be determined using
an example topology with a large number of inputs per neuron.
[0222] An efficient implementation generally has a low multiplier per weight ratio as will be illustrated using the formulas
below. The provided examples are limiting cases, in order to show a bound on resource efficiency.
[0223] A highly efficient pipelined implementation uses 2 multipliers per weight. As shown in the illustrative examples.
[0224] As an example, the upper limit of the ratio of multipliers to weights may be determined using a network having
a 1-1-N0 topology, as illustrated by Equation (15). This is representative of a network topology with only a few inputs
and hidden neurons, and a wide output layer (with N0 ranging to large numbers). Note that such a topology is not common
in practice. 
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[0225] The lower limit is reached when the situation reverses, with each neuron having a high number of inputs, and
the number of neurons kept minimal. As an example, the lower limit of the ratio of multipliers to weights may be determined
using a network having Ni-1-1 topology, as illustrated by Equation (16). A Ni-Nh-1 network topology is another example. 

[0226] Using these examples, the ratio of multipliers to weights ranges between 2 (lower limit) and 3.5 (upper limit).
That is, generally 2 to 3.5 multipliers are used to implement a weight that is updated every ITER number of cycles. As
a rough estimate generally 3 multipliers are required to implement a weight. These estimates constrain the topology to
be implemented on a particular hardware device as the number of weights that may be used is limited by the number
of multipliers available for use.
[0227] These latter more efficient topologies are representative of typical classification and function approximation
problem solutions, where the number of inputs to the network is large and the number of outputs required is relatively small.
[0228] A list of other limiting cases, together with values from Equations (15) and (16) are presented in Table II below
where the number of nodes or neurons (N{i,h,o}) in a given layer is large relative to layers with a small number of nodes
(represented by a single node in the limiting case).
[0229] The topology size of the network that can be implemented on a given hardware device is limited by the number
of multipliers available on the given hardware device (e.g. FPGA) for use in the example MLP-BP implementation. As
such, given available hardware device resources a potential maximum performance of a network can be roughly estimated
using the above given values. In general, a more parallel network with many inputs to neurons will generate better
performance in CUPS than a more serial network with many neurons but few inputs.

RESULTS: PERFORMANCE

Performance in terms of CUPS

[0230] Using Equations (11), (13) and (14) as a guide, it is now possible to derive boundaries on maximum performance
of a network fully utilizing available resources of an example hardware device, in this case FPGAs. In these examples
an entire FPGA is available for use, however this is not necessary for all embodiments. To get an idea of maximum
performance obtainable by current FPGA offerings, a selection of Xilinx FPGA devices is taken and information about
the number of multipliers (MULT) and maximum frequency of operation (or clock rate) is given in Table III. Device
performance is expressed in terms of CUPS.

TABLE II

MULTIPLIER TO WEIGHT RATIOS FOR VARIOUS TOPOLOGIES

Network Topology Ratio Network Topology Ratio

1-1-1 3.25 Ni-Nh-1 2

Ni-1-1 2 Ni-1-No 3

1-Nh-1 3 1-Nh-No 3

1-1-No 3.5 Ni-Nh-No 2.5

TABLE III

MAXIMUM ATTAINABLE PERFORMANCE BY SPECIFIC FPGAs

Family Device Slices MULT Freq. Perf.

Virtex 2

xc2v1000 5760 40

200MHz

4G

xc2v2000 12096 56 5.6G

xc2v8000 52441 168 16.8G
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[0231] Using a minimum ratio of 2 multipliers to each weight (as illustrated above), the largest theoretical performance
for this example MLP-BP implementation can be obtained on a Virtex 5 SX series FPGA from Xilinx. The FPGA contains
640 multipliers, can operate at 550MHz, and thus can achieve a maximum of 176G CUPS.
[0232] Coincidentally, the lowest theoretical performance on the same FPGA for a network taking up the entire chip
is 100G CUPS, with the actual performance depending on the desired network topology being implemented.
[0233] Table IV below shows the actual frequencies of operation determined by Xilinx ISE synthesizer, Post Place
and Route and Static Timing respectively. Some embodiments achieve about 75% of clock rates listed in Table III for
both Virtex II and Virtex II Pro.

Comparison with commercial and research ANN hardware accelerators

[0234] Using CUPS as a measurement term, these results may be compared to some recent commercial and research
efforts to build hardware accelerators for ANN computation and particularly MLP-BP. Table V includes several commercial
boards who are all implemented using ASIC and one recent FPGA implementation from the research community as
described in J.B.R. Gadea, R. Palero and A. Cortes, "Fpga implementation of a pipelined on-line backpropagation,"
Journal of VLSI Signal Processing, vol. 40, pp. 189-213, Sept 2005 ("Gadea"). The FPGA implementation only has
synapse and layer parallelism but not node parallelism.
[0235] These results and comparison are generally based only on some current devices and configurations. It will be
understood that improved results are expected as faster devices and devices having more available resources are
manufactured. Further, it is anticipated that various ASIC implementations may provide further enhanced results, due
to the differences in performance between ASIC implementations and FPGA implementations

(continued)

MAXIMUM ATTAINABLE PERFORMANCE BY SPECIFIC FPGAs

Family Device Slices MULT Freq. Perf.

Virtex 2P
xc2vp50 26568 232

250MHz
29G

xc2vp100 49608 444 55.5G

Virtex 4

xc4vLX200 100224 96

500MHz

24G

xc2vSX55 27648 512 128G

xc4vFX140 71064 192 48G

Virtex 5

xc5vLX330 51840 192

550MHz

52.8G

xc5vSX35T 5440 192 52.8G

xc5vSX95T 14720 640 176G

TABLE IV

ACTUAL OPERATING FREQUENCY ON DIFFERENT FPGAS

FPGA Post Synthesis Post PAR Static Timing

Virtex II 156 MHz 144 MHz 144 MHz

Virtex II Pro 152 MHz 140 MHz 140 MHz

Virtex 4 317 MHz 227 MHz 227 MHz

Virtex 5 397 MHz 361 MHz 361 MHz
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Testing on Benchmark Problems

[0236] Some of the example embodiments described herein were tested using hardware simulations in terms of
convergence on a set of standard benchmark problems for testing MLP-BP ANNs, namely: PARITY, IRIS, CANCER,
and SIN. The results were compared with similar software simulations conducted using MATLAB and WEKA software.
[0237] To test these example embodiments hardware simulations using ModelSim 6.1 were conducted. Performance
was obtained using the number of clock cycles in a training run and a conservative clock frequency estimate of 100MHz.
Each network is trained for a number of epochs and is then tested with the entire data set once. Using a VHDL benchmark
module, a root mean square calculation is performed, and results are written to file at desirable epoch resolution.
[0238] For all hardware simulations, error data points are obtained by testing the average error for the entire data set
for every 10 epochs trained. A 1-4-13 fixed point arithmetic representation and ITER = 1 was used. The value of ITER
is irrelevant in epoch and pattern based convergence comparisons, since the numerical state of the network after
processing each pattern is exactly the same no matter the degree of parallelism.
[0239] For comparison, similar software simulations using Matlab and Weka were also conducted. Simulations were
carried out on a computer with an AMD 1.3GHz processor and 1 Gb of RAM. The Matlab R2006a Neural Network
Toolbox was used for simulating various networks and conducting convergence tests. In addition, a machine learning
simulation environment (WEKA) was also used to verify software performance. It should be noted that software imple-
mentations used IEEE double precision representation and direct calculation of the sigmoid transfer function of Equation
2 was carried out in software.
[0240] There are a large number of problems or applications in the literature for testing MLP-BP and neural networks
in general. Using ANNs to solve these applications generally requires a reasonable degree of network convergence or
at least a minimum level of network performance. This may also be referred to as an application performance requirement.
[0241] Four example problems were selected that generally represent a mix between research-oriented problems and
practical ones, and also a mix between classification type problems and function approximation problems. Following is
a description of each problem.
[0242] PARITY problem: The PARITY problem is a classification problem aimed at determining a parity output for a
three bit input. The topology used for simulations is 3-10-1 (3 inputs, 10 hidden neurons and 1 output neuron).
[0243] IRIS problem: The IRIS problem represents a classical classification problem. This relates to the classification
of three iris plant varieties using lengths and widths of petals and sepals taken from 150 samples of the flower. Fifty
samples/patterns belong to each of the classes. A 4-2-3 network topology is used for simulations.
[0244] CANCER problem: The CANCER problem is a classification problem that contains 699 patterns with 9 inputs

TABLE V

COMPARISON BETWEEN CURRENT ANN HARDWARE ACCELERATORS AND PROPOSED ARCHITECTURE

Name Architecture Learnin g Precisio n Neuron 
s

Synapse s Speed

SIMD
Inova N64000 GP, SIMD, Int Progra m 1-16 bits 64 PE 256K 220 

MCUPSHitachi WSI Wafer, SIMD 144 N.A.
Neuricam 
NC3001 TOTEM

Feedforwad, ML, BP 9x8 bits 1-32 32K 300 
MCUPSSIMD No 32 bits 1-32 64K

Neuricam 
NC3003 TOTEM

Feedforwad, ML, 
SIMD

No 32 bits 1-64 1-64 1GCPS
Program 1-64x1-64 750 MCPS

RC Module 
NM6403

Feedforwad, ML 1200 
MCPS

Systolic Array
Siemens MA-16 Matrix ops No 16-bits 16 PE 16x16 400 MCPS

Research data

Gadea Feedforwad, ML BP Variabl e Topology dependent up to 5 
GCUPS

Proposed 
Architecture

Feedforward,ML BP Variabl e
Variabl 

e
Degree of Paralleliz 

ation depende nt
up to 175 
GCUPS
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each, and 2 output classes. A 9-10-2 network topology is used for simulations.
[0245] SIN problem: This is a function approximation problem. One period of the sine wave is generated by using 13
equidistant points in [0, 2π) range. A 1-4-1 network topology is used for simulations.
[0246] Table VII below summarizes the results after training the four problems using the hardware simulations of the
embodiments described herein, Matlab, and Weka. A conservative clock rate of 100 MHz is chosen for the hardware
operation. The hardware time is calculated using the following equation assuming that one pattern is processed every
clock cycle. 

[0247] As Table VII presents, the hardware simulations of the embodiments described herein consistently achieves
three to five orders of magnitude speed up (1000x-100000x) over both Matlab and Weka.
[0248] Table VI presents the results in terms of CUPS. Please note that the current computers may be up to 2-3X
times faster than the computer used for these experiments. Further, it is anticipated that an optimized mapping of the
FPGA pipeline may achieve 2-3X times higher clock rates than 100MHz as well.

TABLE VI

SUMMARY OF RESOURCE RATIO AND RAW PERFORMANCE

Problem Topology Weights Multipliers Ratio
Performance (CUPS)

100MHz 550MHz

PARITY 3-10-1 51 134 2.62 5.1G 28G

IRIS 4-2-3 19 54 2.84 1.9G 10.5G

CANCER 9-10-2 122 288 2.36 12.2G 67.1G

SIN 1-4-1 13 40 3.07 1.3G 7.2G
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[0249] What has been described is merely illustrative of the application of the principles of the embodiments. Other
arrangements and methods can be implemented by those skilled in the art without departing from the scope of the
embodiments described herein.
[0250] As a non-limiting example of a further arrangement, there may be provided a system for designing a hardware
configuration of an artificial neural network. The system may include: an input module for receiving information relating
to hardware resources available for at least one hardware device and a desired network topology; a parallelism selection
module for: determining a plurality of degrees of parallelism for the desired network topology; for each degree of parallelism
of the plurality of degrees of parallelism, estimating at least one of: i) a hardware resource estimate to implement the
network topology with the degree of parallelism; and ii) a performance estimate for the network topology with the degree
of parallelism; and selecting a degree of parallelism based on at least one of the hardware resources available, the
hardware resource estimates and the performance estimates; and may include a hardware configuration module for
generating a hardware configuration based on the degree of parallelism. One or both of the selected degree of paral-
lelization and the hardware configuration may be output from an appropriate output port/module for use in designing a
particular hardware implementation.

Claims

1. An architecture (700, 200) for a scalable artificial neural network, wherein the architecture comprises:

an input layer (250);
at least one hidden layer (155, 205);
an output layer (160, 210);
the input layer, at least one hidden layer and the output layer comprised of one or more neurons (105, 140);
a parallelization subsystem (710) configured to provide a variable degree of parallelization simultaneously across
a plurality of levels of hardware parallelism involving the input layer (250), at least one hidden layer (155, 205),
and output layer, the parallelization subsystem comprises;

a temporal synchronization module configured to synchronize operation among the layers and between
neurons over at least one clock cycle; and
a spatial synchronization module configured to synchronize parallel processing on an input vector among
the neurons, wherein the spatial synchronization module and the temporal synchronization module are
configured to automatically translate outputs (235) partitioned according to a variable degree of paralleli-
zation of a previous layer into inputs (230) partitioned according to a variable degree of parallelization for
a next layer, where the variable degree of parallelization in each layer may be different.

2. An architecture (700, 200) according to claim 1, further comprising:

a back-propagation subsystem (705) configured to send error data back through the network to adjust weights
associated with the output layer (160, 210) and the at least one hidden layer (155, 205) and wherein the
parallelization subsystem (710) is further configured to provide a variable degree of parallelization to the back-
propagation subsystem.

3. An architecture (700, 200) according to claim 2, wherein the back-propagation subsystem (705) comprises:

for each layer, a back-propagation module, the back-propagation module configured to:

receive an error difference and error gradient from a next layer; and
adjust the weights associated with the layer based on the error difference and error gradient.

4. An architecture (700, 200) according to claim 1, wherein the one or more neurons (105, 140) in each of the at least
one hidden layer (155, 205) and output layer (160, 210), comprise:

a weight memory (315) for storing weights associated with the neuron (105, 140) wherein a size and a width of
the weight memory is determined based on a number of inputs to the neuron;
a weighted sum module (310) configured to process the number of inputs simultaneously, wherein the number
of inputs is provided together with the inputs, and generate a weighted input sum;
a transfer function module (320) configured to receive the weighted input sum from the weighted sum module
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(310) during one of a plurality of clock cycles, determined by the variable degree of parallelization, and generate
output for the neuron (105, 140);
a weight change module (325) configured to receive the local gradients and determine changes for the weights
associated with the neuron (105, 140) wherein the degree of parallelization is determined by the number of
inputs; and
a weight update module (330) configured to update the weights stored in the weight memory (315) using the
determined weight changes, wherein the degree of parallelization is determined by the number of inputs.

5. An architecture (700, 200) according to claim 4, further comprising a pipeline subsystem to pipeline the scalable
artificial neural network, and wherein the weight change module (325) determines changes for the weights associated
with the neuron (105, 140) using a latency delay, and wherein the weight update module (330) updates the weights
in tune with the variable degree of parallelization.

6. An architecture (700, 200) according to claim 1 wherein the parallelization subsystem (710) is configured to provide
a variable degree of parallelization using a local variable arithmetic representation.

7. A method (900) for designing a hardware configuration of an artificial neural network, the method comprising:

receiving (910) information relating to hardware resources available for at least one hardware device;
receiving (910) a desired network topology;
determining (920) a plurality of degrees of parallelism for the desired network topology;
for each degree of parallelism of the plurality of degrees of parallelism estimating (930, 940, 950) at least one of:

a hardware resource estimate (940) to implement the network topology with the degree of parallelism; and
a performance estimate (950) for the network topology with the degree of parallelism;

selecting (960) a degree of parallelism based on the hardware resources available and at least one of the
hardware resource estimates and the performance estimates; and
generating (970) a hardware configuration based on the degree of parallelism simultaneously across a plurality
of levels of hardware parallelism, wherein the hardware configuration comprises:

an input layer;
at least one hidden layer;
an output layer;
the input layer, at least one hidden layer and the output layer comprised of one or more neurons (105, 140);
a back-propagation subsystem (705) configured to send error data back through the network to adjust
weights associated with the output layer (160, 210) and the at least one hidden
layer (160, 210); and

a parallelization system (710) configured to provide the determined degree of parallelization to each of the input
layer (250), at least one hidden layer (155, 205), output layer (160, 210) and back-propagation system (705),
the parallelization subsystem comprises;

a temporal synchronization module configured to synchronize operation among the layers and between
neurons over at least one clock cycle; and
a spatial synchronization module configured to synchronize parallel processing on an input vector among
the neurons, wherein the spatial synchronization module and the temporal synchronization module are
configured to automatically translate outputs (235) partitioned according to a variable degree of paralleli-
zation of a previous layer into inputs (230) partitioned according to a variable degree of parallelization for
a next layer, where the variable degree of parallelization in each layer may be different.

8. A method (900) according to claim 7, wherein estimating (940) the hardware resource estimate comprises:

determining a number of weights based on the network topology;
determining a measure of the hardware resources required to provide the determined number of weights based
on the degree of parallelism; and
assigning the determined measure of the hardware resources required as the hardware resource estimate.
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9. A method (900) according to claim 7, wherein the estimating (950) a performance estimate comprises:

determining a number of weights based on the network topology;
determining a measure of the hardware processing speed available;
determining a number of updates that can be performed on the number of weights in a predetermined time
based on the processing speed and the degree of parallelism; and
assigning the determined number of updates as the performance estimate.

10. A method (900) according to claim 7, wherein the selecting (960) a degree of parallelism based on the hardware
resources available and at least one of the hardware resource estimates and the performance estimates comprises:

determining the maximum hardware resources available from among the hardware resources available;
determining a hardware resource estimate from among the hardware resource estimates that is closest to but
less than or equal to the maximum hardware resources available; and
determining the degree of parallelism associated with the determined hardware estimate.

11. A method (900) according to claim 7, wherein the method further comprises receiving information related to an
application performance requirement and wherein the selecting (960) a degree of parallelism based on the hardware
resources available and at least one of the hardware resource estimates and the performance estimates comprises:

determining a performance estimate from among the performance estimates that is equal to or greater than the
application performance requirement; and
determining the degree of parallelism associated with the determined performance estimate.

12. A method (900) for training a scalable artificial neural network involving multilayer perceptrons and error back
propagation, the method comprising:

feed-forwarding an input vector (250) through the scalable network;
wherein the input vector (250) is subject to synchronization by automatically translating outputs (235) partitioned
according to a variable degree of parallelization of a previous layer into inputs (230) partitioned according to a
variable degree of parallelization for a next layer, where the variable degree of parallelization in each layer may
be different, to provide a synchronized output vector;
back-propagating an error gradient vector through the scalable network, wherein the error gradient vector is
calculated using the synchronized output vector and a target vector (255), which has been subject to synchro-
nization, such that the error gradient vector is provided in a synchronized format based on the degree of par-
allelization; and
generating (970) a hardware configuration based on the degree of parallelism simultaneously across a plurality
of levels of hardware parallelism.

13. A method (900) for operating a scalable artificial neural network involving multilayer perceptrons, the method com-
prising:

feed-forwarding an input vector (250) through the scalable network; and
generating (970) a hardware configuration based on a degree of parallelism simultaneously across a plurality
of levels of hardware parallelism, wherein outputs (235) partitioned according to a variable degree of paralleli-
zation of a previous layer are automatically translated into inputs (230) partitioned according to a variable degree
of parallelization for a next layer, where the variable degree of parallelization in each layer may be different;
wherein the input vector is subject to synchronization within the scalable network to provide a synchronized
output vector.

14. A system comprising:

an input port for receiving an input vector (250);
a scalable artificial neural network, wherein the input vector (250) is fed forward through the scalable artificial
neural network to provide an output vector and wherein the input vector (250) is subject to synchronization
within the scalable artificial neural network based on a predetermined degree of parallelization, the scalable
artificial neural network comprises:
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an input layer (250);
at least one hidden layer (155, 205); and
an output layer (160, 210);

a parallelization subsystem (710) configured to provide a variable degree of parallelization simultaneously across
a plurality of levels of hardware parallelism, wherein the parallelization subsystem comprises;

a temporal synchronization module and spatial synchronization module between layers, wherein the tem-
poral and spatial synchronization modules are configured to:

receive an input;
synchronize the input based on the variable degree of parallelization; synchronize operation among
the layers and between neurons over at least one clock cycle; and provide the output from the layer;
wherein the spatial synchronization module and the temporal synchronization module are configured
to automatically translate outputs (235) partitioned according to a variable degree of parallelization of
a previous layer into inputs (230) partitioned according to a variable degree of parallelization for a next
layer, where the variable degree of parallelization in each layer may be different; and

an output port for outputting the output vector.

Patentansprüche

1. Architektur (700, 200) für ein skalierbares künstliches neuronales Netzwerk, wobei die Architektur umfasst:

eine Eingangsschicht (250);
zumindest eine versteckte Schicht (155, 205);
eine Ausgangsschicht (160, 210);
wobei die Eingangsschicht, zumindest eine versteckte Schicht und die Ausgangsschicht ein oder mehrere
Neuronen (105, 140) umfassen;
ein Parallelisierungsteilsystem (710), das konfiguriert ist, um einen variablen Parallelisierungsgrad gleichzeitig
über eine Mehrzahl von Niveaus von Hardware-Parallelität, die die Eingangsschicht (250), zumindest eine
versteckte Schicht (155, 205) und die Ausgangsschicht umfasst, bereitzustellen, wobei das Parallelisierungs-
teilsystem umfasst;
ein zeitliches Synchronisationsmodul, das konfiguriert ist, um Betrieb unter den Schichten und zwischen Neu-
ronen über zumindest einen Taktzyklus zu synchronisieren; und
ein räumliches Synchronisationsmodul, das konfiguriert ist, um paralleles Verarbeiten auf einem Eingangsvektor
unter den Neuronen zu synchronisieren,
wobei das zeitliche Synchronisationsmodul und das räumliche Synchronisationsmodul konfiguriert sind, um
Ausgänge (235), die gemäß einem variablen Parallelisierungsgrad einer vorherigen Schicht unterteilt sind,
automatisch in Eingänge (230), die gemäß einem variablen Parallelisierungsgrad für eine nächste Schicht
unterteilt sind, zu übersetzen, wobei der variable Parallelisierungsgrad in jeder Schicht verschieden sein kann.

2. Architektur (700, 200) nach Anspruch 1, weiter umfassend:

ein Rückwärtsausbreitungsteilsystem (705), das konfiguriert ist, um Fehlerdaten zurück durch das Netzwerk
zu senden, um der Ausgangsschicht (160, 210) und der zumindest einen versteckten Schicht (155, 205) zuge-
ordnete Gewichte anzupassen und wobei das Parallelisierungsteilsystem (710) weiter konfiguriert ist, um einen
variablen Parallelisierungsgrad für das Rückwärtsausbreitungsteilsystem bereitzustellen.

3. Architektur (700, 200) nach Anspruch 2, wobei das Rückwärtsausbreitungsteilsystem (705) umfasst:

für jede Schicht, ein Rückwärtsausbreitungsmodul, wobei das Rückwärtsausbreitungsmodul konfiguriert ist, um:

eine Fehlerdifferenz und einen Fehlergradienten von einer nächsten Schicht zu empfangen; und
die der Schicht zugeordneten Gewichte basierend auf der Fehlerdifferenz und dem Fehlergradienten an-
zupassen.
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4. Architektur (700, 200) nach Anspruch 1, wobei das eine oder die mehreren Neuronen (105, 140) in jeder von der
zumindest einen versteckten Schicht (155, 205) und der Ausgangsschicht (160, 210) umfassen:

einen Gewichtsspeicher (315) zum Speichern von den Neuronen (105, 140) zugeordneten Gewichten, wobei
eine Größe und eine Breite des Gewichtsspeichers basierend auf eine Anzahl von Eingängen zu den Neuronen
bestimmt wird;
ein gewichtetes Summenmodul (310), das konfiguriert ist, um die Anzahl von Eingängen gleichzeitig zu verar-
beiten, wobei die Anzahl von Eingängen zusammen mit den Eingängen bereitgestellt wird, und um eine ge-
wichtete Eingangssumme zu erzeugen;
ein Übertragungsfunktionsmodul (320), das konfiguriert ist, um die gewichtete Eingangssumme von dem ge-
wichteten Summenmodul (310) während einem der Mehrzahl von Taktzyklen, der von dem variablen Paralle-
lisierungsgrad bestimmt wird, zu empfangen und um einen Ausgang für die Neuronen (105, 140) zu erzeugen;
ein Gewichtsänderungsmodul (325), das konfiguriert ist, um die lokalen Gradienten zu empfangen und um
Änderungen für die dem Neuron (105, 140) zugeordneten Gewichte zu bestimmen, wobei der Parallelisierungs-
grad durch die Anzahl der Eingänge bestimmt ist; und
ein Gewichtsaktualisierungsmodul (330), das konfiguriert ist, um die in dem Gewichtsspeicher (315) gespei-
cherten Gewichte unter Verwendung der bestimmten Gewichtsänderungen zu aktualisieren, wobei der Paral-
lelisierungsgrad durch die Anzahl der Eingänge bestimmt ist.

5. Architektur (700, 200) nach Anspruch 4, weiter umfassend ein Leitungsteilsystem zum Leiten des skalierbaren
künstlichen neuronalen Netzwerks über eine Leitung und wobei das Gewichtsänderungsmodul (325) Änderungen
für die dem Neuron (105, 140) zugeordneten Gewichte unter Verwendung einer Latenzverzögerung bestimmt und
wobei das Gewichtsaktualisierungsmodul (330) die Gewichte im Einklang mit dem variablen Parallelisierungsgrad
aktualisiert.

6. Architektur (700, 200) nach Anspruch 1, wobei das Parallelisierungsteilsystem (710) konfiguriert ist, um einen va-
riablen Parallelisierungsgrad unter Verwendung einer lokalen variablen arithmetischen Darstellung bereitzustellen.

7. Verfahren (900) zum Gestalten einer Hardwarekonfiguration eines künstlichen neuronalen Netzwerks, wobei das
Verfahren umfasst:

Empfangen (910) von Information in Bezug auf Hardware-Ressourcen, die für zumindest eine Hardware-Vor-
richtung verfügbar sind;
Empfangen (910) einer gewünschten Netzwerktopologie;
Bestimmen (920) einer Mehrzahl von Parallelisierungsgraden für die gewünschte Netzwerktopologie;
für jeden Parallelisierungsgrad der Mehrzahl von Parallelisierungsgraden, Schätzen (930, 940, 950) zumindest
eines von:

einer Hardware-Ressourcen-Schätzung (940), um die Netzwerktopologie mit dem Parallelisierungsgrad zu
implementieren; und
einer Leistungsschätzung (950) für die Netzwerktopologie mit dem Parallelisierungsgrad;

Auswählen (960) eines Parallelisierungsgrades basierend auf den verfügbaren Hardware-Ressourcen und zu-
mindest einem von den Hardware-Ressourcen-Schätzungen und den Leistungsschätzungen; und
Erzeugen (970) einer Hardwarekonfiguration basierend auf dem Parallelisierungsgrad gleichzeitig über eine
Mehrzahl von Niveaus von Hardware-Parallelität, wobei die Hardwarekonfiguration umfasst:

eine Eingangsschicht;
zumindest eine versteckte Schicht;
eine Ausgangsschicht;
wobei die Eingangsschicht, zumindest eine versteckte Schicht und die Ausgangsschicht ein oder mehrere
Neuronen (105, 140) umfassen;
ein Rückwärtsausbreitungsteilsystem (705), das konfiguriert ist, um Fehlerdaten zurück durch das Netzwerk
zu senden, um der Ausgangsschicht (160, 210) und der zumindest einen versteckten Schicht (160, 210)
zugeordnete Gewichte anzupassen; und
ein Parallelisierungsteilsystem (710), das konfiguriert ist, um den bestimmten Parallelisierungsgrad für die
Eingangsschicht (250), die zumindest eine versteckte Schicht (155, 205), die Ausgangsschicht (160, 210)
und das Rückwärtsausbreitungsteilsystem (705) bereitzustellen, wobei das Parallelisierungsteilsystem um-
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fasst;
ein zeitliches Synchronisationsmodul, das konfiguriert ist, um Betrieb unter den Schichten und zwischen
Neuronen über zumindest einen Taktzyklus zu synchronisieren; und
ein räumliches Synchronisationsmodul, das konfiguriert ist, um paralleles Verarbeiten auf einem Eingangs-
vektor unter den Neuronen zu synchronisieren,

wobei das zeitliche Synchronisationsmodul und das räumliche Synchronisationsmodul konfiguriert sind, um
Ausgänge (235), die gemäß einem variablen Parallelisierungsgrad einer vorherigen Schicht unterteilt sind,
automatisch in Eingänge (230), die gemäß einem variablen Parallelisierungsgrad für eine nächste Schicht
unterteilt sind, zu übersetzen, wobei der variable Parallelisierungsgrad in jeder Schicht verschieden sein kann.

8. Verfahren (900) nach Anspruch 7, wobei das Schätzen (940) der Hardware-Ressourcen-Schätzung umfasst:

Bestimmen einer Anzahl von Gewichten basierend auf der Netzwerktopologie;
Bestimmen eines Maßes der Hardware-Ressourcen, die erforderlich sind, um die bestimmte Anzahl von Ge-
wichten basierend auf dem Parallelisierungsgrad bereitzustellen; und
Zuordnen des bestimmten Maßes der erforderlichen Hardware-Ressourcen als die Hardware-Ressourcen-
Schätzung.

9. Verfahren (900) nach Anspruch 7, wobei das Schätzen (950) der Leistungsschätzung umfasst:

Bestimmen einer Anzahl von Gewichten basierend auf der Netzwerktopologie;
Bestimmen eines Maßes der verfügbaren Hardware-Verarbeitungsgeschwindigkeit;
Bestimmen einer Anzahl von Aktualisierungen, die auf der Anzahl von Gewichten in einer vorbestimmten Zeit
basierend auf der Verarbeitungsgeschwindigkeit und dem Parallelisierungsgrad durchgeführt werden können;
und
Zuordnen der bestimmten Anzahl von Aktualisierungen als die Leistungsschätzung.

10. Verfahren (900) nach Anspruch 7, wobei das Auswählen (960) eines Parallelisierungsgrades basierend auf den
verfügbaren Hardware-Ressourcen und zumindest einem von den Hardware-Ressourcen-Schätzungen und den
Leistungsschätzungen umfasst:

Bestimmen der maximal verfügbaren Hardware-Ressourcen unter den verfügbaren Hardware-Ressourcen;
Bestimmen einer Hardware-Ressourcen-Schätzung unter den Hardware-Ressourcen-Schätzungen, die am
nächsten zu, jedoch kleiner als oder gleich den maximal verfügbaren Hardware-Ressourcen ist; und
Bestimmen des Parallelisierungsgrades, der der bestimmten Hardware-Schätzung zugeordnet ist.

11. Verfahren (900) nach Anspruch 7, wobei das Verfahren weiter ein Empfangen von Information in Bezug auf eine
Anwendungsleistungsanforderung umfasst und wobei das Auswählen (960) eines Parallelisierungsgrades basie-
rend auf den verfügbaren Hardware-Ressourcen und zumindest einem von den Hardware-Ressourcen-Schätzun-
gen und den Leistungsschätzungen umfasst:

Bestimmen einer Leistungsschätzung unter den Leistungsschätzungen, die gleich zu oder größer als die An-
wendungsleistungsanforderung ist; und
Bestimmen des Parallelisierungsgrades, der der bestimmten Leistungsschätzung zugeordnet ist.

12. Verfahren (900) zum Trainieren eines skalierbaren künstlichen neuronalen Netzwerks, das Mehrschicht-Perzept-
ronen und Fehlerrückwärtsausbreitung umfasst, wobei das Verfahren umfasst:

Vorwärtskoppeln eines Eingangsvektors (250) durch das skalierbare Netzwerk;
wobei der Eingangsvektor (250) Synchronisation unterworfen wird, durch automatisches Übersetzen von Aus-
gängen (235), die gemäß einem variablen Parallelisierungsgrad einer vorherigen Schicht unterteilt sind, in
Eingänge (230), die gemäß einem variablen Parallelisierungsgrad für eine nächste Schicht unterteilt sind, wobei
der variable Parallelisierungsgrad in jeder Schicht verschieden sein kann, um einen synchronisierten Ausgangs-
vektor bereitzustellen;
Rückwärtsausbreiten eines Fehlergradientenvektors durch das skalierbare Netzwerk, wobei der Fehlergradi-
entenvektor unter Verwendung des synchronisierten Ausgangsvektors und eines Zielvektors (255), der Syn-
chronisation unterworfen worden ist, berechnet wird, sodass der Fehlergradientenvektor in einem synchroni-
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sierten Format basierend auf dem Parallelisierungsgrad bereitgestellt wird; und
Erzeugen (970) einer Hardware-Konfiguration basierend auf dem Parallelisierungsgrad gleichzeitig über eine
Mehrzahl von Niveaus von Hardware-Parallelität.

13. Verfahren (900) zum Betreiben eines skalierbaren künstlichen neuronalen Netzwerks, das Mehrschicht-Perzeptro-
nen umfasst, wobei das Verfahren umfasst:

Vorwärtskoppeln eines Eingangsvektors (250) durch das skalierbare Netzwerk; und
Erzeugen (970) einer Hardware-Konfiguration basierend auf dem Parallelisierungsgrad gleichzeitig über eine
Mehrzahl von Niveaus von Hardware-Parallelisierung, wobei Ausgänge (235), die gemäß einem variablen
Parallelisierungsgrad einer vorherigen Schicht unterteilt sind, automatisch in Eingänge (230), die gemäß einem
variablen Parallelisierungsgrad für eine nächste Schicht unterteilt sind, übersetzt werden, wobei der variable
Parallelisierungsgrad in jeder Schicht verschieden sein kann;
wobei der Eingangsvektor einer Synchronisation innerhalb des skalierbaren Netzwerks unterworfen wird, um
einen synchronisierten Ausgangsvektor bereitzustellen.

14. System, umfassend:

einen Eingangsanschluss zum Empfangen eines Eingangsvektors (250);
ein skalierbares künstliches neuronales Netzwerk, wobei der Eingangsvektor (250) durch das skalierbare künst-
liche neuronale Netzwerk vorwärtsgekoppelt wird, um einen Ausgangsvektor bereitzustellen, und wobei der
Eingangsvektor (250) eine Synchronisation innerhalb des skalierbaren künstlichen neuronalen Netzwerks ba-
sierend auf einen vorbestimmten Parallelisierungsgrad unterworfen wird, wobei das skalierbare künstliche neu-
ronale Netzwerk umfasst:

eine Eingangsschicht (250);
zumindest eine versteckte Schicht (155, 205); und
eine Ausgangsschicht (160, 210);

ein Parallelisierungsteilsystem (710), das konfiguriert ist, um einen variablen Parallelisierungsgrad gleichzeitig
über eine Mehrzahl von Niveaus von Hardware-Parallelität bereitzustellen, wobei das Parallelisierungsteilsys-
tem umfasst;

ein zeitliches Synchronisationsmodul und ein räumliches Synchronisationsmodul zwischen den Schichten,
wobei das zeitliche und das räumliche Synchronisationsmodul konfiguriert sind, um:

einen Eingang zu empfangen;
den Eingang basierend auf dem variablen Parallelisierungsgrad zu synchronisieren;
einen Betrieb unter den Schichten und zwischen den Neuronen über zumindest einen Taktzyklus zu
synchronisieren; und
einen Ausgang von der Schicht bereitzustellen;
wobei das zeitliche Synchronisationsmodul und das räumliche Synchronisationsmodul konfiguriert sind,
um Ausgänge (235), die gemäß einem variablen Parallelisierungsgrad einer vorherigen Schicht unter-
teilt sind, automatisch in Eingänge (230), die gemäß einem variablen Parallelisierungsgrad für eine
nächste Schicht unterteilt sind, zu übersetzen, wobei der variable Parallelisierungsgrad in jeder Schicht
verschieden sein kann; und

einen Ausgangsanschluss zum Ausgeben des Ausgangsvektors.

Revendications

1. Architecture (700, 200) pour un réseau neuronal artificiel évolutif, dans lequel l’architecture comprend :

une couche d’entrée (250) ;
au moins une couche cachée (155, 205) ;
une couche de sortie (160, 210) ;
la couche d’entrée, au moins une couche cachée et la couche de sortie comprenant un ou plusieurs neurones



EP 2 122 542 B1

37

5

10

15

20

25

30

35

40

45

50

55

(105, 140) ;
un sous-système de parallélisation (710) configuré de façon à fournir un degré de parallélisation variable si-
multanément sur une pluralité de niveaux de parallélisme de matériel mettant en jeu la couche d’entrée (250),
au moins une couche cachée (155, 205) et la couche de sortie, le sous-système de parallélisation comprend ;
un module de synchronisation temporel configuré de façon à synchroniser le fonctionnement entre les couches
et entre les neurones sur au moins un cycle d’horloge ; et
un module de synchronisation spatial configuré de façon à synchroniser le traitement parallèle d’un vecteur
d’entrée parmi les neurones,
dans lequel le module de synchronisation spatial et le module de synchronisation temporel sont configurés de
façon à traduire automatiquement des sorties (235) partagées en fonction du degré de parallélisation variable
d’une couche précédente en entrées (230) partagées en fonction d’un degré de parallélisation variable pour
une couche suivante, où le degré de parallélisation variable dans chaque couche peut être différent.

2. Architecture (700, 200) selon la revendication 1, comprenant en outre :

un sous-système de rétro-propagation (705) configuré de façon à renvoyer des données d’erreur par le réseau
pour ajuster les poids associés à la couche de sortie (160, 210) et la au moins une couche cachée (155, 205)
et dans lequel le sous-système de parallélisation (710) est en outre configuré de façon à fournir un degré de
parallélisation variable au sous-système de rétro-propagation.

3. Architecture (700, 200) selon la revendication 2, dans lequel le sous-système de rétro-propagation (705) comprend :

pour chaque couche, un module de rétro-propagation, le module de rétro-propagation étant configuré de façon à :

recevoir une différence d’erreur et un gradient d’erreur provenant d’une couche suivante ; et
ajuster les poids associés à la couche en fonction de la différence d’erreur et du gradient d’erreur.

4. Architecture (700, 200) selon la revendication 1, dans lequel le ou plusieurs neurones (105, 140) dans chacune
parmi au moins une couche cachée (155, 205) et la couche de sortie (160, 210) comprennent :

une mémoire de poids (315) destinée à stocker des poids associés au neurone (105, 140) dans laquelle une
taille et une largeur de la mémoire de poids sont déterminées en fonction d’un nombre d’entrées dans le neurone ;
un module de somme pondérée (310) configuré de façon à traiter le nombre d’entrées simultanément, dans
lequel le nombre d’entrées est fourni avec les entrées, et à générer une somme d’entrées pondérée ;
un module de fonction de transfert (320) configuré de façon à recevoir la somme d’entrées pondérée provenant
du module de somme pondérée (310) pendant un parmi une pluralité de cycles d’horloge, déterminée par le
degré de parallélisation variable, et à générer une sortie pour le neurone (105, 140) ;
un module de changement de poids (325) configuré de façon à recevoir les gradients locaux et à déterminer
des changements pour les poids associés au neurone (105, 140), dans lequel le degré de parallélisation est
déterminé par le nombre d’entrées ; et
un module de mise à jour des poids (330) configuré de façon à mettre à jour les poids stockés dans la mémoire
de poids (315) à l’aide des changements de poids déterminés, dans lequel le degré de parallélisation est
déterminé par le nombre d’entrées.

5. Architecture (700, 200) selon la revendication 4, comprenant en outre un sous-système de canalisations destiné à
canaliser le réseau neuronal artificiel évolutif, et dans lequel le module de changement de poids (325) détermine
des changements des poids associés au neurone (105, 140) à l’aide d’un retard de latence, et dans lequel le module
de mise à jour de poids (330) met à jour les poids en phase avec le degré de parallélisation variable.

6. Architecture (700, 200) selon la revendication 1, dans lequel le sous-système de parallélisation (710) est configuré
de façon à fournir un degré de parallélisation variable à l’aide d’une représentation arithmétique locale variable.

7. Procédé (900) de conception d’une configuration de matériel d’un réseau neuronal artificiel, le procédé comprenant :

la réception (910) d’une information concernant des sources de matériel disponibles pour au moins un dispositif
de matériel ;
la réception (910) d’une topologie de réseau souhaitée ;
la détermination (920) d’une pluralité de degrés de parallélisme pour la topologie de réseau souhaitée ;
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pour chaque degré de parallélisme de la pluralité de degrés de parallélisme, l’estimation (930, 940, 950) de
l’une au moins parmi :

une estimation de la ressource de matériel (940) pour mettre en oeuvre la topologie de réseau avec le
degré de parallélisme ; et
une estimation de performance (950) pour la topologie de réseau avec le degré de parallélisme ;

le choix (960) d’un degré de parallélisme en fonction des ressources de matériel disponibles et l’une au moins
parmi les estimations de ressource de matériel et les estimations de performance ; et
la génération (970) d’une configuration de matériel en fonction du degré de parallélisme simultanément sur une
pluralité de niveaux de parallélisme de matériel, dans laquelle la configuration de matériel comprend :

une couche d’entrée ;
au moins une couche cachée ;
une couche de sortie ;
la couche d’entrée, au moins une couche cachée et la couche de sortie comprenant un ou plusieurs neurones
(105, 140) ;
un sous-système de rétro-propagation (705) configuré de façon à renvoyer des données d’erreur par le
réseau pour ajuster les poids associés à la couche de sortie (160, 210) et la au moins une couche cachée
(160, 210) ; et
un système de parallélisation (710) configuré de façon à fournir le degré de parallélisation déterminé à
chacune parmi la couche d’entrée (250), au moins une couche cachée (155, 205), la couche de sortie (160,
210) et un système de rétro-propagation (705), le sous-système de parallélisation comprend ;

un module de synchronisation temporel configuré de façon à synchroniser le fonctionnement entre les couches
et entre les neurones sur au moins un cycle d’horloge ; et
un module de synchronisation spatial configuré de façon à synchroniser le traitement parallèle d’un vecteur
d’entrée parmi les neurones,
dans lequel le module de synchronisation spatial et le module de synchronisation temporel sont configurés de
façon à traduire automatiquement des sorties (235) partagées en fonction d’un degré de parallélisation variable
d’une couche précédente en entrées (230) partagées en fonction d’un degré de parallélisation variable pour
une couche suivante, où le degré de parallélisation variable dans chaque couche peut être différent.

8. Procédé (900) selon la revendication 7, dans lequel l’estimation (940) de l’estimation de la ressource de matériel
comprend :

la détermination d’un nombre de poids en fonction de la topologie de réseau ;
la détermination d’une mesure des ressources de matériel nécessaires pour fournir le nombre de poids déterminé
en fonction du degré de parallélisme ; et
l’attribution de la mesure de ressources de matériel déterminée nécessaire à l’estimation de ressources de
matériel.

9. Procédé (900) selon la revendication 7, dans lequel l’estimation (950) d’une estimation de performance comprend :

la détermination d’un nombre de poids en fonction de la topologie de réseau ;
la détermination d’une mesure de la vitesse de traitement de matériel disponible ;
la détermination d’un nombre de mises à jour qui peuvent être réalisées sur le nombre de poids en un temps
prédéterminé en fonction de la vitesse de traitement et du degré de parallélisme ; et
l’attribution du nombre de mises à jour déterminé à l’estimation de performance.

10. Procédé (900) selon la revendication 7, dans lequel le choix (960) d’un degré de parallélisme en fonction des
ressources de matériel disponibles et de l’une au moins parmi les estimations de ressource de matériel et les
estimations de performance comprend :

la détermination des ressources de matériel maximales disponibles parmi les ressources de matériel
disponibles ;
la détermination d’une estimation de ressource de matériel à partir des estimations de ressource de matériel
qui est la plus proche mais inférieure ou égale aux ressources de matériel maximales disponibles ; et
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la détermination du degré de parallélisme associé à l’estimation de matériel déterminée.

11. Procédé (900) selon la revendication 7, dans lequel procédé comprend en outre la réception d’une information liée
à une exigence de performance d’application et dans lequel le choix (960) d’un degré de parallélisme en fonction
des ressources de matériel disponibles et de l’une au moins parmi les estimations de ressource de matériel et les
estimations de performance comprend :

la détermination d’une estimation de performance à partir des estimations de performance qui est supérieure
ou égale à l’exigence de performance d’application ; et
la détermination du degré de parallélisme associé à l’estimation de performance déterminée.

12. Procédé (900) d’entraînement d’un réseau neuronal artificiel évolutif mettant en jeu des perceptrons à plusieurs
couches et une rétro-propagation d’erreur, le procédé comprenant :

l’alimentation vers l’avant d’un vecteur d’entrée (250) à travers le réseau évolutif ;
dans lequel le vecteur d’entrée (250) est soumis à une synchronisation par traduction automatique des sorties
(235) partagées en fonction d’un degré de parallélisme variable d’une couche précédentes en entrées (230)
partagées en fonction d’un degré de parallélisation variable pour une couche suivante, où le degré de parallé-
lisation variable dans chaque couche peut être différent, pour fournir un vecteur de sortie synchronisé ;
la rétro-propagation d’un vecteur de gradient d’erreur par le réseau évolutif, dans lequel le vecteur de gradient
d’erreur est calculé à l’aide du vecteur de sortie synchronisé et un vecteur cible (255), qui a été soumis à une
synchronisation, de sorte que le vecteur de gradient d’erreur est fourni dans un format synchronisé par rapport
au degré de parallélisation ; et
la génération (970) d’une configuration de matériel en fonction du degré de parallélisme simultanément sur une
pluralité de niveaux de parallélisme de matériel.

13. Procédé (900) de mise en oeuvre d’un réseau neuronal artificiel évolutif mettant en jeu des perceptrons à plusieurs
couches, le procédé comprenant :

l’alimentation vers l’avant d’un vecteur d’entrée (250) à travers le réseau évolutif ; et
la génération (970) d’une configuration de matériel en fonction d’un degré de parallélisme simultanément sur
une pluralité de niveaux de parallélisme de matériel, dans lequel les sorties (235) partagées en fonction d’un
degré de parallélisme variable d’une couche précédente sont automatiquement traduites en entrées (230)
partagées en fonction d’un degré de parallélisation variable pour une couche suivante, où le degré de parallé-
lisation variable dans chaque couche peut être différent ;
dans lequel le vecteur d’entrée est soumis à une synchronisation au sein du réseau évolutif pour fournir un
vecteur de sortie synchronisé.

14. Système comprenant :

une ouverture d’entrée destinée à recevoir un vecteur d’entrée (250) ;
un réseau neuronal artificiel évolutif, dans lequel le vecteur d’entrée (250) est alimentée vers l’avant à travers
le réseau neuronal artificiel évolutif pour fournir un vecteur de sortie et dans lequel le vecteur d’entrée (250)
est soumis à une synchronisation au sein du réseau neuronal artificiel évolutif en fonction d’un degré de paral-
lélisation prédéterminé, le réseau neuronal artificiel évolutif comprend :

une couche d’entrée (250) ;
au moins une couche cachée (155, 205) ; et
une couche de sortie (160, 210) ;

un sous-système de parallélisation (710) configuré de façon à fournir un degré de parallélisation variable si-
multanément sur une pluralité de niveaux de parallélisme de matériel, dans lequel le sous-système de paral-
lélisation comprend ;
un module de synchronisation temporel et un module de synchronisation spatial entre les couches, dans lequel
les modules de synchronisation temporels et spatiaux sont configurés de façon à :

recevoir une entrée ;
synchroniser l’entrée en fonction du degré de parallélisation variable ;



EP 2 122 542 B1

40

5

10

15

20

25

30

35

40

45

50

55

synchroniser le fonctionnement entre les couches et les neurones sur au moins un cycle d’horloge ; et
fournir la sortie à partir de la couche ;

dans lequel le module de synchronisation spatial et le module de synchronisation temporel sont configurés de
façon à traduire automatiquement des sorties (235) partagées en fonction du degré de parallélisation variable
d’une couche précédente en entrées (230) partagées en fonction d’un degré de parallélisation variable pour
une couche suivante, où le degré de parallélisation variable dans chaque couche peut être différent ; et
une ouverture de sortie pour produire le vecteur de sortie.
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