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Description

[0001] This application claims the benefit of US provi-
sional application, serial No.: 61/003,897, filed on No-
vember 21, 2007. The present application is a continua-
tion-in-part of US application serial No: 11,405,803, filed
on April 17, 2006, which claims priority to US provisional
application serial No.: 60/674,189, filed on April 21, 2005,
and to US provisional application 60/698,626, filed on
July 11, 2005, and of US application 12/079,364, filed on
March 26, 2008, which claims priority to US provisional
application 60/920,737, which was filed on March 29,
2007.

TECHNICAL FIELD

[0002] This application may relate to the storage of da-
ta on volatile and non-volatile storage media.

BACKGROUND

[0003] Non-volatile memory or non-volatile storage
(NVS) is useful in computing systems to store data which
needs to be retained for a long period of time, and retain
data integrity after a power loss or other system failure
event. Examples of non-volatile storage may be magnetic
disks, magnetic tape, optical disks, and flash memory.
Such memory is also called persistent storage.
[0004] Flash memory is an example of NVS that stores
information in an array of semiconductor memory cells.
In a single-level cell (SLC) device, each cell stores only
one bit of information. A recently developed type of flash
memory, known as a multi-level cell (MLC) device, can
store more than one bit per cell by choosing between
multiple levels of electrical charge to apply to the cell.
Other types of NVS are being developed, and may be
expected to come into use in the future.
[0005] Two generic types of flash memory circuits are
currently in wide use: NOR and NAND. At present, for
large memory systems, NAND flash memory is preferred.
While NOR flash memory permits reading and writing
(programming) operations to be performed on a byte ba-
sis, and erasing on a region known as a "block", NAND
flash is organized on a block basis, analogous to a mag-
netic disk drive. As such, the terms sector, page, and
block may be used by analogy on a hierarchical basis.
The size of each of these data storage regions may vary
depending on the actual product being discussed; how-
ever, the term block, when used in relation to the physical
memory denotes the smallest contiguous range of phys-
ical memory locations that can be erased. Erasing a block
sets all of the bits in the block to "1". Writing, sometimes
called programming, sets selected bits of a sector or a
page of the block to "0" so as to result in the writing of
information (data) to the memory. Sector or page pro-
gramming operations within a block are performed se-
quentially. Such programming operations can be per-
formed only once for each sector of NAND memory, and

an entire block of the memory containing the sector must
be erased prior to again writing the sector.
[0006] Since, modifying the data stored in NVS for a
logical memory address would require another write to
the physical memory location, which cannot be per-
formed immediately in flash systems, the usual approach
taken is to relocate the logical memory location in the
physical memory so as to write the modified data to an
unused, but previously-erased sector. The sector from
which the data has been relocated now contains out-of-
date data, and is no longer of interest to the user. As such
it may be considered a "dead or invalid" sector, while the
data which is current is considered to be stored in "live
or valid" sectors. Sectors that are available for the writing
of data may be called "free" sectors. The same terminol-
ogy may be applied to describing pages, blocks, or the
like.
[0007] Metadata may include data about the data
stored in the system. The metadata may be, for example,
the association of a logical data element to a physical
storage location. It may further include information on the
type of data, the time of writing of the data, error correcting
codes, and other information, depending on the require-
ments of a file management system, thin provisioning
system, distributed RAID management, disk emulation
or other user needs.
[0008] When an interruption in system operation oc-
curs due to, for example, a power failure, a hardware
failure, or a software-related error, the metadata stored
in volatile memory may be corrupted or lost, and the lo-
cation of user data and other information, including
housekeeping or status information, in the non-volatile
storage (NVS) may no longer be known as of the time of
interruption.
[0009] WO 2007056106 describes a method and sys-
tem for recovering from a non-volatile memory failure.
The available erased memory locations can be split into
a list of those available to be used and those not available
to be used. Only those available to be used need to be
analysed to reconstruct a list of used and unused memory
locations after a memory failure.

SUMMARY

[0010] A memory system and method for storing data
in a non-volatile memory of the system is disclosed. In a
first aspect, there is described a method of recovering
metadata for data stored in a FLASH memory system
according to claim 1. In a second aspect, there is a de-
scribed system for storage of data according to claim 12.
Further enhancements to the claimed method or the
claimed system are provided by the subclaims.
[0011] In an aspect, the method including maintaining
a checkpointed copy of a dynamic table in non-volatile
storage (NVS), and maintaining a transaction log for the
dynamic table in NVS. When the dynamic table is not
current or needs to be restored, the method includes dis-
covering changes to the dynamic table that are not con-
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tained in the transaction log and updating the dynamic
table by applying the transactions in the transaction log
and the discovered changes. It may also include discov-
ering entries in the transaction log which did not actually
occur, such as a situation where the transaction log is
written to NVS before one or more of the transactions
being logged has started and/or finished being written to
NVS.
[0012] In another aspect, the system for storage of data
may include a processor, a volatile memory device (VS);
and a non-volatile memory device (NVS). The processor
may be configured to maintain a dynamic table in the VS
of metadata representing data stored in the NVS; an in-
crementally checkpointed version of the dynamic table
in NVS; and, a log in VS representing transactions af-
fecting the metadata, the log being incrementally check-
pointed to NVS. The metadata may be repaired by dis-
covering data written to the NVS between the last incre-
mental checkpoint of the log in the NVS and the time of
recovery or repair.
[0013] In yet another aspect, a computer program
product is disclosed, the product being storable on a com-
puter readable medium and having instructions for con-
figuring a processor and memory system to maintain
metadata representing data stored in a non-volatile stor-
age device (NVS). A checkpointed version of the meta-
data on NVS and a transaction log may be maintained
in NVS, and the metadata may be repaired by: applying
the transactions of the transaction log to the checkpoint-
ed metadata to update the metadata; discovering data
written during a time when the transaction log had not as
yet been updated to include a transaction; and, applying
the transactions in the ordered recovery log to the updat-
ed metadata.

BRIEF DESCRIPTION OF THE DRAWINGS

[0014]

FIG. 1 illustrates a data storage system having vol-
atile and non-volatile storage circuits;
FIG. 2 (A) is a flow chart showing the method a main-
taining checkpointed metadata in non-volatile stor-
age (NMS); (B) is a detail of the method showing a
method of determining when a segment of the meta-
data should be checkpointed; and, (C) is a continu-
ation of the method shown in (B);
FIG. 3 (A) is a flow chart showing a method of re-
covering metadata (part I); and (B) is a flow chart
showing the method of recovering metadata (part II);
FIG. 4 is an example of a data structure for an array
A stored on a plurality of memory modules, which
may be a logical or physical arrangement of memory
modules; and
FIG. 5 is an example showing the assignment of log-
ical data elements to physical modules of a memory
system, where the physical arrangement of modules
is in a binary tree with multiple roots;

FIG. 6 (A) is an example of the data structure of an
index word of the metadata; and (B) is a portion of
the index word for another arrangement of modules;
FIG. 7 shows an index word as being used to locate
a specific basic data unit in a memory array;
FIG. 8 shows the data structure of a quad data unit
of memory (QDU);
FIG. 9 shows the spare area fields in the spare area;
FIG. 10 shows the hierarchy of metadata structures
for a 2-chip memory circuit;
FIG. 11 shows the data structure of a Root Block
Record (RBR);
FIG. 12 shows the data structure of the RBR spare
area;
FIG. 13 shows the data structure of the Index Block
(IB) spare area;
FIG. 14 shows the data structure of the Map Table
(MTE) spare area;
FIG. 15 shows the data structure of a Map Table
Entry (MTE);
FIG. 16 shows the data structure of the MTE location
field of FIG. 15;
FIG. 17 shows the data structure of the MTE location
field in the spare area;
FIG. 18 shows the data structure of the sequence
number field of FIG. 15;
FIG. 19 shows the data structure of a checkpoint
block (CPB) spare area;
FIG. 20 shows the data structure of a log entry for a
Map Table Entry (MTE);
FIG. 21 shows the data structure of the log entry for
a checkpoint block write operation;
FIG. 22 shows the data structure of the log entry for
a block erase operation;
FIG. 23 shows the data structure for the log entry for
a block assignment operation;
FIG. 24 shows the data structure for the log entry for
a bad block;
FIG. 25 shows the data structure for the log entry for
padding the log; and
FIG. 26 shows the data structure for the log block
spare area.

DETAILED DESCRIPTION

[0015] Exemplary embodiments may be better under-
stood with reference to the drawings, but these embod-
iments are not intended to be of a limiting nature. Like
numbered elements in the same or different drawings
perform equivalent functions. Elements may be either
numbered or designated by acronyms, or both, and the
choice between the representation is made merely for
clarity, so that an element designated by a numeral, and
the same element designated by an acronym or alpha-
numeric indicator should not be distinguished on that ba-
sis.
[0016] Reference may be made in this application to
systems, apparatus, components, or techniques that are
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known, so as to enable a person of ordinary skill in the
art to be able to comprehend the examples disclosed in
the specification. The examples are intended to enable
a person of ordinary skill in the art to practice the inventive
concepts as claimed herein, using systems, apparatus,
components, or techniques that may be known, disclosed
herein, or hereafter developed, or combinations thereof.
Where a comparison of performance is made between
the examples disclosed herein and any known system,
apparatus, component, or technique, such comparison
is made solely to permit a person of skill in the art to more
conveniently understand the present novel system, ap-
paratus, component, or technique, and it should be un-
derstood that, in complex systems, various configura-
tions and conditions may exist where the comparisons
made may be better, worse, or substantially the same,
without implying that such results are invariably obtained
or constitute a limitation on the performance which may
be obtained.
[0017] It will be appreciated that the methods de-
scribed and the apparatus shown in the figures may be
configured or embodied in machine-executable instruc-
tions, e.g., software, or in hardware, or in a combination
of both. The instructions can be used to cause a general-
purpose computer, a microprocessor, a special-purpose
processor, such as a memory controller, DSP or array
processor, or the like, that is programmed with the in-
structions to perform the operations described. Alterna-
tively, the operations might be performed by specific
hardware components that contain hardwired logic or
firmware instructions for performing the operations de-
scribed, or by any combination of programmed computer
components and custom hardware components, which
may include analog circuits. Such hardware components
may include field programmable gate arrays (FPGA), ap-
plication specific integrated circuits (ASIC), mixed logic
and analog circuits, and the like.
[0018] The methods may be provided, at least in part,
as a computer program product that may include instruc-
tions which may be stored or distributed on a machine-
readable medium and which may be used to cause a
computer (or other electronic devices) to perform the
function or method. For the purposes of this specification,
the terms "machine-readable medium" shall be taken to
include any medium that is capable of storing a sequence
of instructions or data for reading by, or for execution by,
a computing machine or special-purpose hardware and
that cause the machine or special purpose hardware to
perform any one of the methodologies or functions de-
scribed herein. The term "machine-readable medium"
shall accordingly be taken include, but not be limited to,
solid-state memories, optical and magnetic disks, mag-
netic memories, and optical memories.
[0019] For example, but not by way of limitation, a ma-
chine readable medium may include read-only memory
(ROM); dynamic random access memory (RAM) of all
types (e.g., S-RAM, D-RAM, P-RAM, M-RAM); program-
mable read only memory (PROM); electronically altera-

ble read only memory (EPROM); magnetic random ac-
cess memory; magnetic disk storage media; and, flash
memory of all types (e.g., SLC, MLC, phase change),
other non-volatile memory types that are known or may
be subsequently be developed, or the like.
[0020] Furthermore, it is common in the art to speak
of software, in one form or another (e.g., program, pro-
cedure, process, application, module, algorithm or logic),
as taking an action or causing a result. Such expressions
are merely a convenient way of saying that execution of
the software by a computer or equivalent device causes
the processor of the computer or the equivalent device
to perform an action or a produce a result, a representa-
tion of which may be stored, for example, in a memory
location, or be used to act on an external device or sys-
tem, either locally or over a network.
[0021] When describing a particular example, the ex-
ample may include a particular feature, structure, or char-
acteristic, but every example may not necessarily include
the particular feature, structure or characteristic. This
should not be taken as a suggestion or implication that
the features, structures or characteristics of two or more
examples should not or could not be combined, except
when such a combination is explicitly excluded. When a
particular feature, structure, or characteristic is described
in connection with an example, a person skilled in the art
may give effect to such feature, structure or characteristic
in connection with other examples, whether or not explic-
itly set forth herein.
[0022] Metadata may include data about the data
stored in the system. The metadata may be, for example,
the association of a logical data element to a physical
storage location, and the association of a physical stor-
age location with a logical data element. It may further
include information on the type of data, the time of writing
of the data, error correcting codes, and other information,
including information on the state of the physical storage
location, and the like, depending on the requirements of
the particular system. Changes to the metadata are made
to the metadata itself, and may be also made to a log so
as to keep the metadata coherent with the stored data
that the metadata is intended to represent.
[0023] Metadata may relate to data stored in a die, a
chip, a module, a volume or a system, and may refer to,
or be referred to by other metadata. For simplicity, the
metadata associated with the storage of data on a die is
discussed, and then aspects of the metadata stored on
a chip, module or system are introduced to the extent
needed. The metadata may be organized as a table in-
dexed on the "logical block address" (LBA), but may also
be stored with respect to the physical memory locations
(e.g., PBA as well. Often an address index is associated
with individual sectors or pages on a disk, or sectors or
pages of a block on a flash die, and may be 512 bytes.
In other aspects, the address index may be associated
with a page having a plurality of sectors (typically 4). In
this context, the term LBA may refer to the smallest in-
crement of data addresses being represented by the
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metadata; for example 512 bytes, or 2K bytes. Where
the stored data has attributes that are stored in the mem-
ory, such as in a spare area of a flash chip, the presence
of such data may be included as one of the attributes of
the LBA and be considered as local metadata.
[0024] Included in the metadata for an LBA may be the
physical address of the location in which the data for the
LBA is stored, and an LBA sequence number. The LBA
sequence number may be particular to each LBA and
may be initialized at the reset of the associated memory
device, or the sequence number may be set to a value
by a command. Each time the data of the LBA is altered,
the value of the sequence number (SeqLba) of the LBA
may be incremented by unity. If the sequence number is
associated with more than one LBA, the sequence
number may be set to the current value of a counter rather
than incremented. Alternatively, the sequence number
may be a time stamp or portion of a clock value, a random
number, or another otherwise arbitrarily assigned value
[0025] Where the term LBA, or the like, is used to refer
to data received from a process initiated a host or user
computer, the user may consider that the LBA may refer
to either a logical or physical address in the memory. The
memory system may accept this designation, and form
a mapping between the user representation of the data
location and the actual data location in the memory by
considering that any user data location is a logical loca-
tion in the memory. Thus, the file management system
of a user may be substantially decoupled from the oper-
ation of the memory system, and a plurality of file man-
agement system types, which may be legacy software,
may operate successfully on the host computer.
[0026] For simplicity of description, the memory loca-
tions of the memory system herein may, from the user
standpoint, be described as a contiguous span of mem-
ory addresses, similar to that used to manage RAM-
based memory, and the memory address space may be
partitioned into sub-areas in the user memory space, or
may be configured by the memory system to allocate
such areas to different user processes. The user program
may treat the LBA address range as being randomly ac-
cessible, as in a RAM memory system, as a block orient
device, or using any other addressing scheme.
[0027] Where a concept equivalent to RAID (Reliable
Array of Inexpensive Disks) is used, a same sequence
number may be assigned to corresponding data ele-
ments in each memory circuit of the stripe where the
RAID group data are stored. Assigning the same se-
quence number value to each portion of the RAID stripe
permits verification that the data read from each portion
of the stripe is the most recent data that was written to
that portion of the stripe, and that some portion of the
stripe did not return data with the correct address but
representing an older version of the data. The sequence
number need not be sequential but only needs have a
property of being able used to verify that all portions of
the RAID stripe belong together. Examples of such non-
sequential "sequence" numbers could be a shared ran-

dom number, the T1 Data Integrity Field (DIF), or a check-
sum of another portion of the stripe: e.g., chunk B’s Se-
qNum is a CRC of chunk A, chunk C’s is a CRC of chunk
B... E’s is of D and A’s is of E. The SeqNum’s of the stripe
portions could be pieces of a CRC or ECC computed
over all or a portion of the stripe, or the like.
[0028] Changes to the metadata may be recorded in
a log and written sequentially to the head of the log, which
is a chronologically-advancing record of the transactions
associated with maintenance of the metadata. The stor-
age space allocated to the log is finite, and thus free
space may be reclaimed from, for example, the tail of the
log to prevent the log file system from becoming full when
the head of the log wraps around when the log file is
maintained in a circular buffer. However, the log data
may be maintained as a linked list or other data structure.
The log file itself may also be considered as metadata.
[0029] The metadata for a chip or a module may be
written to a chip or chips on the module, so as to maintain
the module as an autonomous entity. The failure of a chip
may cause the loss of data unless there is a mechanism
for the recovery thereof. User data may be stored in a
memory system by striping the data across a plurality of
modules in a RAID arrangement, and the data stored on
a failed module may be reconstructed into a spare mod-
ule using the RAID.
[0030] Where the metadata is stored on a module and
a chip or memory area of the module, containing the
stored metadata, fails, then the stored metadata may be
lost unless an error recovery mechanism is provided. The
metadata for chips of a module may be protected against
loss by storing the metadata in RAID stripes across a
plurality of chips of the module. Since the redundant par-
ity data would only be expected to be used when an un-
recoverable error occurred in a metadata block (including
the log) stored in the module, the RAID may be of a high
order. That is, in a module having 18 chips, the metadata
itself may be stored on 17 chips, and the parity data on
the 18th chip. The parity data is usually not read unless
there is an error needing correction. As such, the storage
area needed, and the local processor load, are only
slightly increased.
[0031] So as to associate the data written to the storage
medium with a log entry, a different sequence number
(PgmSeqNum, PSN) may be associated with each trans-
action affecting the data or metadata, or block status on
the NVS. The value of PgmSeqNum may be initialized
at a time where the medium is initialized or reset, and
may be incremented by unity for each LBA data or other
data written to the NVS, a block is erased, or other re-
cordable action occurs with respect to the NVS. The value
of the PgmSeqNum may be stored along with other data
characterizing the LBA data in, for example, spare areas
of NVS associated with each sector or page. A spare
area of NVS may be any address range that is allocated
to be used for the storage of metadata or other informa-
tion that is not the data itself that is being stored. The
spare area may be contiguous to a sector, or a page, or
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may be one or more non-contiguous address ranges.
When associated with a sector or page, the spare area
is sometimes called auxiliary data. Typically, we will use
the terms interchangeably herein.
[0032] The log file may contain an entry for each op-
eration on the storage medium that changes the data
stored thereon or the location of the data stored, and may
include, the LBA, the previous physical memory location,
the new physical memory location, SeqLba, PgmSeq-
Num, and any other information which may have been
needed in order to update the metadata for the LBA. The
metadata and the log may also contain information rep-
resenting the status of a block, including the pages and
sectors thereof. Such information may be, for example,
that the block, pages or sectors are one of free, live, dead,
or bad.
[0033] The log file may exist in NVS; however, a seg-
ment of the log file representing the most recent trans-
actions may be stored in volatile memory (such as
DRAM) at the moment that a "crash" occurs. The seg-
ment of the log file in volatile memory may not as yet
have been written to the NVS before the metadata be-
comes lost or corrupted by the crash. Where the trans-
action data is said to have been entered in the log file,
the segments of transaction data already stored in the
NVS is meant, unless specifically mentioned to the con-
trary. This discussion presumes that there may be insuf-
ficient remaining power remaining a time of a power fail-
ure, or other circumstance, where the current metadata
and the transaction log have not been completely stored
from the volatile memory to the NVS. Where all of the
metadata and the transaction log can be stored in NVS
prior to cessation of operation, this may be termed a
"clean" shutdown, and the metadata, at least as updated
by any transactions in the stored log, is a current repre-
sentation of the data stored in the flash memory. In the
case of a crash associated with a programming fault or
similar event, there may be no opportunity to perform the
data transfer, or the data transfer may be incomplete or
corrupted.
[0034] The metadata, the log file, and similar informa-
tion may be stored in NVS in, for example, circular buff-
ers. In an aspect, the metadata and log data may be
stored in data structures which are allocated dynamically
and freed when no longer needed, forming a chain rather
than a circle. Segments of the metadata, representing
ranges of LBAs (which may not be either complete or
contiguous) may be periodically added (checkpointed)
to the stored data in NVS by being placed at the head of
a NVS metadata buffer so that, eventually, all of the LBA
metadata has been stored in the NVS, although the
stored metadata may represent a "snapshot" of each of
the LBA address ranges at a time in the past. The NVS
memory allocated for checkpointing is sufficiently large
so that at least an entire current set of the metadata and
any associated transaction log for the relevant storage
medium may be stored therein. Eventually, the buffer
may logically wrap around and old data may be overwrit-

ten. Generally, only the most recent metadata set is used
to recover from a crash; however, older metadata may
be retained for diagnostic purposes, where the storage
area allocated for the metadata storage exceeds that for
a complete checkpoint.
[0035] The size of the transaction log file in NVS needs
to be at least sufficient to record the changes made to
the metadata subsequent to the storage of updated meta-
data for each LBA address range (the last incremental
checkpoint), so that a complete set of metadata for the
stored data is stored in NVS, or is recoverable from the
NVS. The periodicity of metadata updates and the length
of the log file in NVS are design trade-offs, and may be
adjustable dynamically depending on the mix of read and
write operations.
[0036] To provide context for the examples, an avail-
able flash memory device is used to characterize the
NVS. The use of a specific memory device is not intended
to suggest that other NVS memory devices, which may
include non-volatile memory types being developed, or
which may be developed, that have similar functional
properties, are not equally usable, depending on the spe-
cific design considerations for the memory system. A
combination of several different NVS memory technolo-
gies may be used for the NVS, and a combination of
several different memory types may also be used for the
volatile storage. Both the volatile memory circuits and
the non-volatile memory circuits may include some
amount of the other memory type for convenience.
[0037] An example NVS device in current production
is a 1 GBtye flash memory circuit, Samsung part number
K9W8G08U1M, having two 512 MByte dies in the same
physical package. The device has a shared 8-bit I/O bus,
and a number of shared control signals. The two dies
have separate enable and ready/busy signals. For sim-
plicity, when a flash memory device is referred to in the
examples, only one of the dies is meant, except when
operation of the two dies in a module or chip is discussed.
However, the extension to chips of larger or smaller ca-
pacities and to multiple chip packages would be under-
stood by a person of skill in the art. It will be understood
that the specific design of the flash memory chip used in
the example is so as to facilitate understanding of the
example, and that differing specification devices, which
may have different bus structures, data capacities, and
the like, may be equally usable. The choice of memory
circuit may change as the NVS memory industry evolves.
[0038] Each die contains 4096 blocks; each block con-
tains sixty four (64) 2KByte pages. That is, each die has
a capacity of 512Mbytes (MB) and a package of two dies
(which may be a chip) has a capacity of 1GByte (GB).
Each page may also be comprised of four (4) 512 byte
sectors. Each page may include a 64 byte region used
to hold local metadata, which may be termed auxiliary
data for the sector. The data and local metadata of a
page may also be differently arranged, with metadata for
the entire page contained in one 64 byte region or allo-
cated to the sectors of the page. In an example, data may
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be read by transferring an image of an entire page from
the flash storage into a 2 KByte + 64 byte volatile data
register. The data thus read may be accessed from the
volatile data register as byte data, or the entire page shift-
ed out over a data bus. A subset of the page may also
be shifted out, since the read pointer can be started at
any byte in the page. Where reading of a page or a sector
is described, the local metadata may be presumed to
have also been read should the metadata have been
needed. When needed, the metadata may then be ac-
cessed without transferring the remaining data of the sec-
tor or page.
[0039] Reading a page from the non-volatile memory
circuits into the data register may take about 25 micro-
seconds, and the data may be shifted out to the chip data
bus at a rate of 20 MBytes/second. Shifting an entire
page to or from the register and the bus requires about
100 microseconds. Where only the auxiliary data is need-
ed, the read time may be reduced to the approximately
the 25 microseconds needed to read the data for a page
into the data register.
[0040] Before a block can be used to store data, the
must be erased, a process which may take about 2 mil-
liseconds. Erasing sets all bits in the block to "1", and
subsequent write (programming) operations selectively
clear bits to "0". Once a bit is "0", it can only be set to "1"
by erasing the entire block. That is, once one or more
sectors of a block have been written to, the same sectors
cannot be written to again until the entire block has been
erased. Blocks that are only partially filled may continue
to have data written thereto, to the free sectors or pages
in ascending order.
[0041] Writing may be carried out by shifting data into
the chip data register and then executing a command
that writes the data into the non-volatile memory (NVS)
circuit; writes take about 200 microseconds, exclusive of
the time need to move the data from the bus into the data
register. The data and metadata area of a page can each
be written up to four times between erasures, where the
page is considered as comprised of four (4) sectors. That
is, each of the sectors of the page may be separately
written in increasing sequence order. This aspect may
permit the page to be treated as four 512 byte sectors,
and each sector may have an associated ECC, or other
local metadata. The pages in a flash memory block are
written sequentially, from low page addresses to high
page addresses. A memory address of stored data may
be considered to be represented by, for example, the
block number, the sequential page number in the block,
and the sector number, and may include the location of
a byte within a sector, if needed. Once a page has been
written, earlier pages in the block can no longer be written
until after the next erasure of the entire block.
[0042] Often, in the examples herein, a page is used
to describe the smallest contiguous group of memory lo-
cations being read, written, or the like. This is for simplicity
in discussion. As has been previously described, many
NVS circuits are writable at the sector level, where there

may be a plurality of sectors (typically 4) in a page. As
has been previously described, the sectors of a page
may be written in sequence so that a page may be written
as four sectors, in increasing order, but not necessarily
together. When data is read from a page, the data is
transferred to a volatile data register, and only a portion
of the data further transferred or operated upon. For ex-
ample, only a sector of a page, only a byte of data, or
only the spare area of the sector or page may be actually
placed on the bus of the chip.
[0043] The use of the terms sector, page, and block in
the previous discussion reflects the commonly accepted
terminology for flash memory circuits, and resulted from
the adoption of several terms from the rotating disk mem-
ory technology. However, where data structures are de-
scribed herein, the term "block" may have a different
meaning, which is made clear in the subsequent discus-
sion. A block of data in a data structure has a size and
characteristics defined by the logical data structure def-
inition, and may not correspond to a block of flash mem-
ory representing the minimum amount of memory that
can be erased in an erase operation. The term data "seg-
ment" may refer to a block of data of a fixed or variable
size that may not correspond in size to a flash memory
block of physical memory. The terms page and sector
may also be replaced by other terminology that is used
when referring to data and the location thereof. This
should be clear from the context of the examples.
[0044] In an example of a system 1, shown in FIG. 1,
a computer or bus interface processor 10 communicates
with a volatile storage device 20 and a non-volatile stor-
age (NVS) device 30, which may be a flash memory. The
volatile storage 20 may be a device such as a dynamic
random access memory (DRAM) a static random access
memory (SRAM), or the like. Volatile memories, or vol-
atile storage (VS) are known to require essentially con-
tinuous application of a source of electrical power in order
to maintain the integrity of data stored in such memory.
Often this power is supplemented by a battery backup
system which may be at any level of the system archi-
tecture; however, such a backup power supply does not
persist indefinitely and, for purposes of this example, a
loss of system prime power or other power interruption
is considered to result in a loss or possible corruption of
the data in the volatile storage 20. For convenience, the
volatile storage (VS) is described herein as RAM. Non-
volatile storage (NVS) may be a device having memory
circuits or media where the data integrity is maintained
even after a loss of power. Such media as magnetic disks,
or flash memory of various types, are currently used. For
purposes of the examples, a SLC NAND flash memory
circuit is used as the NVS building block, without intend-
ing to limit the type of NVS that may be used.
[0045] The bus interface 10 may communicate with
other components of a computing system such as a host
processor, which may have associated therewith other
storage media, such as RAM, magnetic disks, magnetic
tape, and the like, and may also interface with external
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communications networks. The bus interface 10 may be
configured to interface with a bus of a larger NVS memory
system, of which the assembly of FIG. 1 may be consid-
ered to be a module. Such a memory system is shown
in FIG. 2. In an aspect, the assembly of FIG. 1 may be
considered as a solid state disk (SSD), and may be used
individually or as part of a larger memory system.
[0046] The RAM 20 may be used to store data being
operated on by computer programs which may also be
stored in the RAM prior to execution; the RAM may in-
clude an area for the volatile storage of data and meta-
data, the metadata being used to represent aspects of
the data, programs, further metadata, log files, and the
like, that may be stored on the NVS.
[0047] Where the module is part of a larger memory
system, other volatile memory areas may also be provid-
ed for the temporary storage of program instructions and
data for operation on by another computer, processor,
or the like. The RAM associated with a memory module
may be used as an intermediary storage between the
NVS devices and any other storage medium.
[0048] To reiterate, the term module is a convenience
for visualizing a group of NVS memory circuits, which
may be associated with a computing system. The module
may also include a bus interface for communicating with
other portions of a system. A module need not have all
components physically resident on a single circuit board,
substrate, or package. Alternatively, more than one mod-
ule may be resident on a single board, substrate or pack-
age.
[0049] The metadata being manipulated may be stored
in RAM as well as in the NVS as, at the present time, the
access time for reading and writing data in NVS is longer
than for data in RAM, and the NVS may also have limi-
tations such as the number of writes or erases before
wear out. One may consider the metadata in the RAM
(VS) to be the volatile metadata, and the metadata in the
NVS (e.g., flash) to desirably be a non-volatile almost
current or current image of the volatile metadata. Thus,
when metadata is used to manage the storage and re-
trieval of data on NVS, the speed of operation may be
faster when the metadata modified is in RAM. Where the
term data is used herein, any of user data, metadata, file
data, program instructions, log files and the like, is meant,
except when specifically excluded.
[0050] The metadata in the volatile storage (VS) may
be lost, corrupted, or otherwise rendered unusable by a
loss of system power, or other unexpected events. This
is often called a "crash". Herein, the term "crash" is used
to represent any event that causes the metadata in VS
to be rendered unusable for its intended purpose. The
cause of a crash may be a power failure, a hardware
defect, a software programming error, or similar occur-
rence. This occurrence may also be known as a "dirty"
shutdown, so as to differentiate the situation where the
system is shut down in an orderly manner (a "clean" shut-
down"), and where all of the data and metadata is cor-
rectly stored (checkpointed) in NVS, and the stored meta-

data, or a combination of the stored metadata and a
stored transaction log represents the current state of the
stored data.
[0051] In this example, volatile metadata is stored in
RAM, the metadata describing the location and attributes
of each logical element of data stored in the NVS. The
logical data element storage description may have the
granularity of, for example, a sector, a page, a block, or
a volume. In this example, the logical element is a sector.
When the system 1 begins operation, data received by
the system 1, or produced by operation of the system
and its associated software programs, may be stored or
retrieved from the NVS. When data is written into the
NVS, the data is organized as sectors, each having a
logical block address (LBA). The metadata associates
the logical block address (LBA) with the physical memory
location of the sector in the NVS, and may also contain
other information regarding the data, such as a time
stamp, sequence numbers (e.g., SeqLba, PgmSeq-
Num), data type, checksum or other error correcting
codes (ECC), and the like. The time stamp may relate to
a system timer so that the relative order of operations
may be organized with respect to the arrow of time to a
predetermined granularity.
[0052] A snapshot (checkpoint) of the volatile metada-
ta may be taken, stored in NVS and used as a first base-
line. Each time that the file management system causes
data to be written to the NVS, the association between
the logical element and the physical location thereof is
updated and stored in the volatile metadata, along with
any changed attributes of the data or storage location,
and the transaction is also stored in the log in volatile
storage.
[0053] Periodically, or after a predetermined number
of updates to the volatile metadata, segments of the
metadata (for example, pages) are written into NVS so
that, after a period of time or number of operations, the
metadata stored in NVS constitutes a new baseline, as
all of the metadata pages have been written to NVS. The
metadata may be stored in a circular buffer having a
depth greater than the number of metadata pages so that
a complete metadata set, albeit perhaps having different
validity times, is in NVS. However, as soon as an oper-
ation is performed which modifies the metadata page in
volatile memory such that it differs from its checkpointed
image in NVS, the stored data is out-of-date, and does
not represent the current status of the entire memory
system. A log of the transactions resulting in changes to
the metadata is maintained in volatile storage, and seg-
ments of the log data are incrementally written from the
volatile memory into NVS, typically after a predetermined
elapsed time or number of metadata changes. This would
enable the stored log to be used to update the stored
metadata to a time where the last segment of the log had
been stored in NVS.
[0054] The current volatile metadata or the volatile log
data may not have been written (checkpointed) into NVS
immediately, and the occurrence of a crash may render
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the metadata and log data in RAM unusable; and, the
metadata image in the NVS, and the log in the NVS, may
not be completely current. Data may have subsequently
been written to the NVS, garbage collection or wear lev-
eling housekeeping operations may have resulted in re-
location of data, or the like, and the record of the location
of some the data may now be lost. As well, data may
have been transferred from one physical location in the
NVS to another for other reasons and the action not as
yet persistently recorded. These "lost" data need to be
located, or "discovered", and the metadata updated so
that the system may resume operation on a metadata
set that has coherence with the data set as existed in
reality at the moment of the crash.
[0055] The metadata may include other information
such as a table of bad blocks, usage data, such as the
number of previous erase operations performed, for each
flash block, the occupancy of each flash memory block,
and the like. As sectors of a memory block are written,
the physical page address (index) of the block to be writ-
ten to is incremented, and each block ’i’ may be charac-
terized by an occupancy, which may be represented by
a value MaxNum[i], which is the index number of the high-
est address sector in the block to which data has been
written. Sectors having higher page numbers are expect-
ed to be all "1", as they have been previously erased as
a result of a block erase operation, and have not as yet
again been written to, or "programmed." MaxNum=0 may
be used to indicate that the block has been previously
erased, and that data has not as yet been written to the
block. A MaxNum[i] = MAX_BLOCK, where the value
MAX_BLOCK is the number of sectors in the block, would
indicate, for example, that the block has been filled. (In
this example, the block comprises 64 pages having 4
sectors per page, so that MAX-BLOCK=255)
[0056] The process of recovery from a crash may in-
clude scanning the checkpointed metadata stored in NVS
so as to determine the most current version of each meta-
data segment. Where more than one image of a metadata
segment (for example, a logical address range) of the
metadata is found, then the older of the two segments is
ignored. The oldest time of each retained most-current
metadata segment sets a time boundary for the consid-
eration of changes to be made on the basis of the trans-
action log retrieved from the NVS. Data in the transaction
log that has been stored in NVS, and which is older than
the oldest time for a retained segment represents chang-
es that were already recorded in the stored metadata.
So, the update may start where the transaction log time
equals the oldest most recent checkpoint time for each
type of metadata.
[0057] In an aspect, situations may arise where a block
has been erased, and the occurrence thereof has not as
yet been recorded in the transaction log in NVS. Should
the block be needed for a write operation, the erase op-
eration may have been written to the transaction log in
VS prior to marking the block as having been erased in
the metadata and writing new data into the block.

[0058] Consider the metadata for a chip in this exam-
ple. One of the attributes of such metadata data is that
the metadata may describe the data written to the flash
memory device, as well as characteristics of the flash
device itself. In particular, since the data in a block of a
flash device is written sequentially, the information rep-
resenting the highest page and sector number MAX for
each block "i", MaxNum [i]= MAX, that has valid data may
be stored as part of the metadata. Since the flash block
was erased at some time prior to the time when writing
first began to the block, one expects that the sectors and
pages higher than the value of MaxNum [i]=MAX will be
all "1"s.
[0059] As part of the recovery from a crash, the last
valid stored metadata set is read from the NVS to the
VS. The transaction log data stored in NVS is also read
from the NVS into VS, at least from the sequence number
or time representing the oldest last stored metadata seg-
ment of the checkpoint, and the log processed so as to
update the metadata to the last time that the log was
saved to the NVS. Actions by such as writing data, in-
cluding null data, and by other NVS management sys-
tems, such as garbage collection or wear leveling, taken
subsequent to the last saving of the log to NVS, need to
be discovered by other means.
[0060] The metadata regarding the value of MaxNum[i]
for each block "i" may be scanned. Using the value of
MaxNum[i], for each block "i", the sector corresponding
to MaxNum[i]+1 of the block is read and, if all the bits of
the data area are "1", with appropriate metadata (such
as checksum, SeqLba), one may thus determine that no
additional data has been written to the block since the
metadata for the block was stored in NVS as part of the
rolling checkpoint or snapshot, or the saving of the volatile
transaction log to the log in NVS.
[0061] Data stored in sectors less than or equal to the
value of MaxNum[i]=MAX may have been logically de-
leted, or moved to other areas of NVS. If the data has
been moved, and the transaction had not been stored in
the log in NVS, the data will now be discovered by the
process of checking for data written into sectors above
the value of MaxNum[i] for each of the blocks in NVS.
The data discovered in sectors above the value of Max-
Num[i] may have, as part of the associated sector or page
metadata, values for a sequence number (PgmSeq-
Num), and the current LBA sequence number (SeqLba),
and the physical previous location of LBA. This data may
be written to a recovery log in volatile storage for the
purposes of updating the metadata in VS so as to recover
the metadata. Alternatively, the reading of the sector may
be limited to the auxiliary data, or spare data as, if this
data is all "1", then the data area of the sector may also
be presumed to be all "1". Reading the spare data only
is a faster operation.
[0062] Inspection of the sector MaxNum[i]=MAX+1
may be sufficient to determine that no additional data has
been written to a block which has not been erased, as
the writing of data to sectors of a block proceeds incre-
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mentally in a positive direction. Once new data has been
discovered in a memory block, additional sectors are
read, the sectors having incrementally greater sector
numbers, and the appropriate information read from the
descriptive data (local metadata) in the spare area so as
to produce an entry in a recovery log, until the first sector
that has not been written is discovered. At this juncture,
all of the sectors that had been written to the block but
not as yet been committed to the log in NVS have been
discovered, and added to the recovery log in volatile stor-
age.
[0063] The sector corresponding to the value of Max-
Num[i]=MAX is also inspected. Two typical situations ob-
tain. In the first, the data in sector whose value is Max-
Num[i]=MAX is the data that was written to the sector at
a time previous to the crash and already represented in
the metadata (at least as updated by the log that had
been stored in NVS), and this data had not been "lost"
and thus need not be recovered. In the second, the block
had been erased, but the transaction had not as yet been
written to the log. That is, the information in all sectors
whose value less than or equal to MaxNum[i]=MAX has
been either moved or deleted, and the block has been
erased. This action may have been accounted for by writ-
ing an erase transaction for the block to the log. If the
data had been rewritten to another sector, the data will
have been discovered by the process described herein,
and the sector location may be associated with the LBA.
[0064] However, new data may have been written to
the block after the erase operation and exactly Max-
Num[i]=MAX sectors of the block written with new data.
The status area of the sector MaxNum[i]=MAX should
be inspected to determine that, if valid data is present,
that the data was written at a time prior to that where the
last log segment had been committed to NVS. If later-
written data is found, then all of the data at lower sector
numbers of the block is also newly-written data which
has been found. However, if the data in the sector Max-
Num[i]=MAX is older than the time where the log segment
had been committed to NVS, then all of the data in the
lower sector numbers has already been accounted for
either in the stored metadata or the stored log.
[0065] In another aspect, the block may have been
erased but as yet not written to for MaxNum[i]=MAX
times, so the sector that is being checked had been
erased. In such a circumstance the first sector of the block
should be read to see if anything was written to the block.
If the transaction policy is for the log segments is to some-
times be written to NVS before the data itself is written
to NVS, then the fact that less pages have been written
than the metadata shows have been written does not
necessarily mean the block was erased.
[0066] It is also possible to prevent certain cases spe-
cial cases from occurring depending on the policy used
to write the log: for example a block may not be permitted
to be erased until an entry indicating that the block is
scheduled to be erased is written to NVS, or no write
operations may be permitted in a newly erased block until

the log entry indicating that the block had been erased
has been written to NVS. Thus, cases where the block
has been erased and written to, but the metadata does
not reflect the erase operation, would not occur.
[0067] Various special cases may be avoided by con-
straining other properties of the system. For example, a
newly erased block may not be allowed to be written to
for a period of time larger than a log entry is permitted to
remain in VS without being written to NVS, or may not
be not written to until enough writes have occurred that
the log entry containing an indication of the block erasure
will have been flushed to NVS due to the growth of the
log. In the case where data may be written to NVS before
the data corresponding to the log entries was written to
NVS, a number of methods could be used to prevent
having to "undo" log entries whose operation did not ac-
tually start and/or complete. One method would be to
discard as many log entries from the tail of the log as
could have been written in advance of the actual writes
occurring. Or, entries could be verified starting from the
tail of the log to determine which writes had completed
[0068] The local metadata for each sector ’j’ of block
"i" contains a sequence number (PgmSeqNum[i,j]; PSN),
so that the sequential order of the writing of each of the
sectors may be determined over a plurality of blocks. The
discovered data in sectors of each of the blocks of the
chip represents data that has been written to the sectors
during a time between the last storage of a transaction
log segment to NVS and the crash.
[0069] The recovery log of discovered sectors in the
plurality of blocks represented by the metadata may be
ordered or processed, using PgmSeqNum [i,j], for exam-
ple, from oldest at the tail to newest at the head. Using
the LBA in the metadata stored in the sector or page
spare data area, the recovery log provides information
on the current association of the sector or page memory
location with the LBA, and the immediately previous
memory location of the LBA. As such, when the recovery
log is processed from the tail to the head, the LBA asso-
ciated with each sector or page is updated by deleting
the association of the LBA with a previous lost sector or
page, and associating of the LBA with the sector or page
in which it was discovered during the recovery operation.
This action also identifies "dead" memory locations so
that the entire block may eventually be recovered by eras-
ing the block, once all of the pages are either dead or
free, or in accordance with some other policy. The recov-
ery log data for block erasures may not include a se-
quence number, but the information may be used to up-
date the free block table and to set the MaxNum[i] for
erased blocks to zero.
[0070] After the completion of the updating, each of
the LBAs has been associated with the sector, page and
block in which the valid data physically resides. The sta-
tus of the pages in each of the physical memory blocks
is also updated so that housekeeping operations such
as garbage collection and wear leveling can be per-
formed.
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[0071] This example has been simplified by, for exam-
ple, ignoring maintenance or housekeeping operations
such as garbage collection, wear leveling, bad-block de-
tection and handling, and the like. Many of these opera-
tions are manifest as movement of data to new sectors,
erasing of blocks, changing the bad block table, and the
like, and are accounted for in the reconstruction of a valid
metadata set by the process described.
[0072] An example of the method of recovering the
metadata for the data stored in NVS after shutdown or
crash is shown in FIGs. 2 and 3. A method 500 of main-
taining the metadata characterizing the status of the flash
memory, and the data stored therein is shown in FIG.
2A. A write request (step 510) is received. This request
may be for any operation that causes the modification of
information or data stored in the NVS. The present Pgm-
SeqNum is incremented by one (step 520) and transac-
tion information related to the write request is entered at
the head of the transaction log in VS (step 530). The
transaction may be performed by, for example, writing a
page of data to a particular page location in a block of
flash memory (step 540). The metadata in VS is then
updated to reflect the transaction (step 550). This meta-
data may be comprised, in part, of a plurality of logical
data addresses, such that each of the logical data ad-
dresses is mapped to a physical memory address of the
NVS. For checkpointing purposes, the metadata may be
allocated to a plurality of segments, each segment con-
taining a plurality of logical data addresses, for purposes
of managing the storage of the metadata in the NVS.
When the log or the metadata has been updated, a status
is checked to determine whether the metadata segment
that has been updated, or a segment of the log, should
be written to NVS (step 560). If no information needs to
be saved to NVS, then the process returns to step 510
and waits for a new write request.
[0073] If information needs to be saved to NVS, then
the metadata segment or log is written to NVS (step 580)
and pointers to the most recent stored metadata and log
are updated. The process returns to step 510. In another
aspect, an event, such as a command to perform a clean
shutdown may be received (step 570). This may be
termed an event trigger and is processed in step 560.
[0074] The details of step 560 are shown in FIG. 2B.
The present value of PgmSeqNum is read (step 561) as
well as the current system time (step 562). The system
time may be read from a counter that counts the number
of roll-overs of a 1-second counter, or any other time
reference that is maintained with respect to the flash
memory circuit. The event bit is checked (563) and the
process exits to process 600 if the event bit is set. Oth-
erwise, the value of PgmSeqNum and the system time
are checked against previously recorded values for the
metadata segment or the log (step 564). Here, the differ-
ence between the current and a value of the "last" Pgm-
SeqNum or "last" system time is determined. If the value
is greater than a limit, which may be a separate parameter
for each of the metadata segments and the log, then the

process exits to the main process 500 with a Yes result
so that the metadata segment, or the log, as appropriate,
is written to NVS. The "last" value of the PgmSeqNum
and system time, represents the last time that the partic-
ular metadata segment or the log has been written
(checkpointed) to NVS. The log is saved from the "last"
PgmSeqNum to the present. The "last" PgmSeqNum and
the "last" time are then updated to the current values. If
the result of step 564 is No, then the process exits to the
main process with a No result.
[0075] In the circumstance that the process 560 exits
to process 600 as a result of the event bit being set, the
steps of the process 600 are performed, as shown in FIG.
2C. The existing metadata segments in the VS are all
written to the NVS as the current checkpoint of the meta-
data (step 610) and the log in VS updated to reflect these
transactions. Then, the portion of the log in VS that has
not as yet been written to NVS is checkpointed (written)
to NVS (step 620), and the completion of a "clean" shut-
down is reported (step 630). When the shutdown is per-
formed in this manner, the stored log may be processed
at startup so as to update the metadata to the time of
shutdown.
[0076] Alternatively, the stored log and the volatile log
may be used to update the metadata prior to shutdown,
so as to minimize the time to re-start. As such, one will
appreciate that the steps described may be performed
in various orders, and some steps may be omitted or
added, depending on other aspects of the design, and
this specific example is provided so as to facilitate un-
derstanding of the overall concept.
[0077] When the shutdown is a "dirty" shutdown, the
metadata and the log stored in the NVS may not repre-
sent the current state of the other information stored in
the NVS, and the metadata needs to be updated prior to
use.
[0078] A recovery request is received (step 710) so as
to initiate the recovery process, as shown in FIG. 3A. The
checkpointed metadata segments are read from the NVS
to the VS (step 720). The log data is read, from the NVS
to the VS for the period starting with the earliest "last"
PgmSeqNum associated with the checkpointed metada-
ta to latest log information, and moved to VS (step 730).
The checkpointed here would be the last complete set
of the segments of the metadata that have been stored
to NVS, although they may have been stored segment-
by-segment over a period of time.). The log now in VS
may be processed from the oldest entry to the latest entry
(step 740) so as to enter all of the transactions in the
metadata (step 750). At this juncture, the metadata in VS
has been updated to a time when the log was last check-
pointed to NVS.
[0079] In an aspect, the individual transactions may
not be written to the log in a strictly time-order fashion,
providing the PgmSeqNum associated with the actual
time of performing the transaction is correct. When using
the log stored in NVS to update the stored metadata prior
to discovering "lost" data, the last PgmSeqNum of the
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log stored in NVS is considered to be the last valid Pgm-
SeqNum, and log data associated with PgmSeqNum
grater that that of the last valid PgmSeqNum is not used
in the metadata recover. Rather, the data associated with
the higher PgmSeqNum is considered to be lost and may
be discovered by the discovery process. The stored log
is ordered by PgmSeqNum prior to being used to update
the stored metadata.
[0080] The next steps of the method are intended to
find or "discover" any sectors, pages or blocks of the flash
memory that were written to, or erased, between the last
checkpoint of the log and the crash. The system proc-
esses will have moved all "live" pages and written them
to free pages in another block prior to a block erasure.
Therefore, "live" pages that were in an erased block may
be presumed to have been moved, and will be recovered,
even if the move had not been recorded in the metadata
and log in NVS. During the recovery operation, which
may be the process 800, the metadata that had been
stored in NVS, and which may not be up to date, has
been updated by the process 700, and has, for each
block, a variable "MaxPage" whose value points to the
highest page number in the flash memory block where a
live page is believed to be stored. Since the pages in a
physical block of flash memory are written in sequential
ascending order, all blocks above MaxPage in a block
are presumed to still be in the erased state of all "1". This
includes the page local metadata. Any page above Max-
Page in a block having data written therein, must there-
fore have been written after the last time the metadata
was checkpointed (as updated by the stored log, as in
the process 700) and is considered therefore to be "dis-
covered" data. The metadata for the discovered page is
written to a recovery log. Except for corner cases, some
of which are described elsewhere herein, the page Max-
Page is expected to contain data and local metadata re-
lated thereto, as would be true for all pages less than
MaxPage, unless all of the pages below MaxPage had
previously been moved by writing the contents to other
blocks and the flash memory block had been erased.
[0081] The actual contents of the flash block are veri-
fied in process 800. The updated metadata, from process
700, are read for each flash block in the device (step
810). In particular, the MaxPage value, MAX, for the flash
block is read. At least one of the data or the metadata
for the page MaxPage = MAX is read (step 820). If the
data is all "1", then the page had been erased. There is
the possibility that new data, to be discovered, has been
written to pages below MAX. As such a Yes decision at
step 830 results in branching to step 840 where the page
number is set to "0", since any new data written to the
flash block will start at the lowest block number and pro-
ceed in page increments in an upward direction. So, page
"0" is read, and the information read is evaluated to de-
termine if new data has been written to the flash block.
If the result is that all of the data bits are "1", this is the
erased state, and thus one may conclude that no new
pages can be discovered in this flash block, and at step

860, with a Yes result, the process 800 concludes for the
particular flash block.
[0082] If data is discovered in the page "0", then the
local metadata for the page is reported as having been
discovered and the local metadata for the page is stored
in the recovery log (step 870). The page number is in-
cremented by one (step 880) and the data read from the
next highest page. Step 860 is again performed and, de-
pending on the result, the scanning continues incremen-
tally higher in the flash block as new data is being dis-
covered, or until a page which has not as yet been written
to (programmed) is found, at which point all of the new
data to be discovered in the flash block has been ac-
counted for.
[0083] However, if the result of step 830 is No, then all
of the pages below MAX had previously been written,
and the transactions had been accounted for in the meta-
data, as updated by the process 700. The page number
is incremented (step 850) so that the next highest page
above MAX is evaluated (step 860). If the data is all "1",
then no data has been written to this page or any higher
numbered page in the flash block, and there is no new
data to be discovered. The process 800, for this flash
block, exits. Where the data was not all "1", then new
data has been written to this memory block since the
updated metadata was valid, and this new data is thus
discovered. The discovery is reported and recorded in
the recovery log (step 870) and the page number again
incremented (step 880) to determine if any further pages
have been written to the flash block, until such time as
all the pages of the memory block have been scanned,
or step 860 determines that the block has not been pro-
grammed. The scanning of the flash block has then been
completed. The process 800 is performed for each flash
block. All pages above the highest page having discov-
ered data in a block are free pages, as they have not
been programmed.
[0084] Many flash blocks will only require the boundary
scanning, as the individual pages of a flash block need
be scanned only if the boundary scanning indicates that
there is data to be discovered in the block. That is, the
method performs a scan of memory blocks so as to de-
termine if a write or an erase may have been performed
after the updated checkpointed metadata was valid, and
scans only the pages of such a block needed to recover
changes to the metadata after the time that the updated
metadata was valid. In a case where Max-
Page=MAX_BLOCK, then the largest page number in
the block is the only one that needs be evaluated if there
has been no change to the block.
[0085] This method has been described with reference
to particular steps performed in a particular order; how-
ever, as with the other examples described herein, it will
be understood that the steps, functions, or actions may
be combined, subdivided, or reordered to from an equiv-
alent method. Accordingly, unless specifically indicated
herein, the order and grouping of such steps, functions,
or actions, is not intended to be interpreted as a limitation.
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[0086] The individual chips may be combined into a
memory array or system of larger size and may be mount-
ed to a circuit board so as to form a module. Similarly, a
plurality of modules may be mounted to a mother board,
substrate, or the like, so as to form a still larger memory
system. The data integrity in a memory system may be
further enhanced by one or more redundancy tech-
niques, such as error correcting codes or RAID.
[0087] While the recovery of the metadata to a current
state has been described at the level of a memory system
where a plurality of blocks is considered, the method may
be used at higher levels of a system, where the lower
level metadata may be considered as data, and such
issues as failed modules may be considered as the equiv-
alent of bad blocks.
[0088] Where the data processing in this example is
shown as being performed by a computer, the computer
may be a memory controller or memory management
circuit located on a circuit board that is a substrate or
module containing the memory, or be connected to such
a module by a bus, so that the data may be processed
in another component of a larger system. The bus used
for communication with other aspects of the system may
be any of the varieties of bus architecture, industry spec-
ification, or proprietary format now known, or which may
be developed, that is compatible with the product with
which the memory system may be designed to interface.
Such busses may, for example, emulate the interface
characteristics of rotating magnetic disk storage sys-
tems, or be extensions or improvements thereon, such
as extensions to support RAID like operation of modules
located on said busses, such extensions may include
additional information used for synchronization of data
amongst RAID groups or, for example, time synchroniz-
ing the operation of the modules.
[0089] In an aspect, instead of searching all blocks to
find writes to the NVS that had not as yet been written to
the log, a smaller number of blocks could be searched if
the policy for selecting where to write new data can be
followed in whole or in part, from the reconstructed state
of the system.
[0090] For example, if the policy is to write into the block
with the most free. space and after processing the log
there are 3 blocks with N free pages and 5 with N-1 free
pages, then only those 3 blocks with N free pages would
have to be checked. If there were pages written to all
three of those blocks, then they would now have N-1 free
pages, so now the 8 blocks with N-1 free pages would
have to be checked. If new pages were only found in 7
of the blocks there would be no need to check any of the
blocks with N-2 free pages as they would not be written
to before the remaining block with N-1 pages.
[0091] To find any block which might have been
erased, but not have been logged, it may be sufficient to
check only those blocks with no ’live’ pages, where the
policy is that blocks are not marked for an erase operation
when they still have live data.
[0092] In an aspect, the data may be striped across a

number of memory modules, or across a plurality of mem-
ory circuits or chips of a module, so as to implement a
RAID redundancy configuration, or a hierarchy of such
configurations, which may be differing versions of RAID.
Such configurations are compatible with the approach of
the first example, as is illustrated in a second example.
[0093] In another example, the memory system may
be organized as an array of modules connected by a bus
system. A bus-connected array of memory modules has
been described in US 11/405,083, Interconnection Sys-
tem, filed on April 17, 2006, which is commonly owned.
A module of the bus-connected array may have the vol-
atile storage 20 and the non-volatile storage 30 of the
first example herein, and may have a bus interface or
local memory controller 10. Recovery from a crash may
be performed for each of the memory modules individu-
ally as described above. Bus-connected memory sys-
tems may have additional protection against data loss
by the use of RAID techniques, as described in US
12/079,737, Memory Management System and Method,
filed on March 26,2008, which is commonly owned.
[0094] FIG. 4 shows the logical organization of data
which may be stored on different memory modules so as
to realize a RAID 5 organization with 4 data modules and
1 parity module. Each LBA may be divided into a group
of four smaller LBA ranges (for example, sectors) and
stored on different memory modules. A parity value for
each group of LBA ranges may be computed and stored
on a fifth memory module. Such an organization of the
data storage permits the recovery of data when a memory
module fails or is otherwise unavailable when a data read
is to be performed. As described in application serial
12/079,364, the memory system of FIG. 4 may be oper-
ated so as to return valid data using the data from only
4 of the 5 modules. As such, the operation of the system
may continue while the RAID data structure is being re-
built after, for example, replacement of a failed module.
[0095] In an aspect, data A is stored as four sequential
areas of data A1, A2, A3 and A4 on separate memory
modules, and the parity Ap is stored on a fifth memory
module. At each memory module the LBAs associated
with the sequential areas of data may be the same, and
as the SeqLba value for the LBA in each module may
have been previously initialized to zero at a reset or ini-
tialization, all of the modules in the stripe for the particular
data area A will have received the same number of sub-
blocks of data (which may be sectors) since that time.
The sequence number value SeqLba may be stored as
part of the metadata in each module. As such, when the
data for A is read from the memory modules and reas-
sembled, each of the subsets of data A1, A2, A3, A4 and
Ap may thus be expected to have the same value of Se-
qLba.
[0096] RAID may be used to recover data where a
module, or a portion thereof, has failed. Since the local
metadata for each of the individual modules will have
been recovered if there had been a crash, as previously
described, the local metadata of the recovered LBAs will
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still have the correct sequence numbers SeqLba. The
data from remaining 4 of the 5 modules may be used to
recover the data of a failed module, by reading the data
from the 4 valid modules and computing the XOR of the
data. The resultant data is the data that has been lost
from the remaining module. So, after a failed module has
been replaced, the data may be fully recovered and re-
stored. In an aspect, the data may continue to be ac-
cessed during the reconstruction of the data of the failed
module to a spare module, or during the repair of the
hardware, which may be by replacement of the failed
module, and may be performed on a hot-swapping basis.
A PgmSeqNum or other index for the data may be present
in each of the separate metadata sets for each module
corresponding to the stored A1, A2, A3, A4 and Ap (one
of which is lost due to the module failure), and therefore
the SeqLba for the recovered data may also be known.
The PgmSeqNum for the recovered data set may be re-
initialized when it is restored to the NVS.
[0097] When the contents of a failed memory module
are reconstructed using RAID, the reconstructed data
may be stored in a replacement or spare module, and
metadata associated with the storage of the data on the
module may be created contemporaneously
[0098] The locations of the memory modules within a
memory system may be physically different from the log-
ical arrangement shown in FIG. 4. However the arrange-
ment of FIG. 4 may also represent a physical memory
system where a plurality of memory modules are organ-
ized in a linear bus and connected to one or more memory
controllers.
[0099] In another example, a tree-type memory system
is shown in FIG. 5, where the memory modules associ-
ated with a stripe of a RAID 5 arrangement corresponding
to the logical arrangement of FIG. 4 is shown. The cor-
responding physical modules are D1, D2, D3, D4 and
Dp. The assignment of the data sub-arrays A1, A2, A3,
A4 and Ap to physical memory modules D1, D2, D3, D4
and Dp may be made using a computational algorithm,
look up table, or any other suitable technique.
[0100] In yet another example, a detailed design of da-
ta structures compatible with performing data recovery
operations is described. In an aspect, the example is di-
rected to storage of data in a logical-block-addressable
format. Other data storage formats which may be used
include file system storage, object data stores, NV com-
puter main memory; some types of storage formats may
be layered on top of a block based storage system, while
still others could integrate aspects of the present appli-
cation o within an overall data management structure.
[0101] This detailed design is one of many possible
designs and includes details which are provided to place
the data structure design in the context of a memory sys-
tem. As such, not all of the features and operations de-
scribed herein may be needed in any particular design,
and features may be added or deleted in accordance with
the needs of the developer. Further, while this description
is somewhat more detailed than the other examples, a

person of skill in the art will realize that there remain a
wide variety of housekeeping and other operations which
may be performed, and which are not described in detail.
Additionally, some portions of the data structure are not
described, or are shown but are not described in detail.
These portions may provide a reserved space for further
development, or for the implementation of features which
are not the subject of this application, or are described
elsewhere herein. Omission of any feature in the example
is not to be taken as precluding the addition thereof in a
specific design, depending on other factors, such as eco-
nomics, optimization of specific performance character-
istics, or the like.
[0102] While the data may be protected against loss
due to a hardware failure at the module level, or a higher
level in the system by a RAID technique, EEC (error cor-
recting code) or the like, in this example, the operations
associated therewith are not described, and such oper-
ations are considered to be subsumed in the read and
write operations that are commanded for execution.
[0103] For the purposes of this example, the hardware
of a module may include the functional areas shown in
FIG. 1, where the non-volatile storage (NVS) 30 is a flash
memory, which may be a multi-chip device, the volatile
memory (VS) 20 is DRAM, and the computer 10 is a
microprocessor, field-programmable-gate-array (FP-
GA), state machine, or the like, which itself may include
local memory; the local memory may include volatile (VS)
and non-volatile memory (NVS), including memory for
local storage of program data. Alternatively, such pro-
gram data may be loaded from another memory or com-
puter readable storage device. The computer 10 may
also include the circuitry for interfacing with an external
bus, or have forms of interface to the remainder of the
system. The hardware may be located on a single circuit
board or substrate, or a plurality of the same.
[0104] In this example, and not by way of any limitation,
a module may include from 8 to 16 flash circuits, each
flash circuit (package) having 8 flash chips, A flash circuit
(NVS) may have a capacity of 1 GB, so that 8 flash circuits
would have a capacity of 8GB and 16 flash circuits would
have a capacity of 128GB. The flash memory chip may
be characterized as having a programming time (write
time) of 200usec typical and 700usec maximum, a page
read time of about 100 us, and an erase time of 1.5msec
typical and 2msec maximum. The circuits are organized
to communicate with the computer 10 over local busses
having a capacity of 20MB/s for a total module capacity
of 160MB/s. The volatile memory (VS) may be RAM, or-
ganized as 8 bits wide with a clock rate of 125MHZ. The
storage capacity of the RAM memory may be about 2
percent of the storage capacity of flash memory (0.5 to
2GB), with the addition of an area for error correcting
code (ECC).
[0105] The design in this example is consistent with
the RAID architecture disclosed in US 12/079,737, so
that erase operations on the flash memory have little or
no impact on the read latency, and write operations at a
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rate of up to a substantial fraction of the maximum write
bandwidth have little or no impact of the read latency.
This is merely an example of a design constraint that may
be imposed. The data structure and method is intended
to facilitate recovery of the metadata for the non-volatile
storage on the module in the event of a crash.
[0106] For the purposes of this example, the following
terms are used for convenience in describing the memory
addresses:

Basic Data Unit (BDU) which may be 2*512 byte sec-
tors plus a spare data area; the "spare area" of a
BDU refers to the spare area of both sectors of the
BDU considered as a single entity;
Quad Data Unit (QDU) which may 4*BDU or
4Kbytes;
Octal Data Unit (ODU) which may be 2*QUU in ad-
jacent memory locations;
a block, which is a plurality of ODUs; and
2block which may be a address in memory formed
by treating block "i" and block "i+1" as a single block;
the 2block is indexed as 2Block[i/2], where "i" is an
even number.

[0107] Blocks may be described as containing one type
of information, and this may often be done to simplify the
implementation or to make certain operations more effi-
cient, or to reduce the record keeping required by allow-
ing some structures to be tracked on a block-by-block
rather than page-by-page basis. However, this is not in-
tended to be a limitation. For example, map table (MT)
and block table (BT) checkpoints may stored separately,
but they could as well be stored in checkpoint blocks
(CPB) containing both types of data. Log Blocks (LB) and
data blocks are stored separately but the log could be
stored in data blocks, or in checkpoint blocks. Root blocks
(RB) and index blocks (IB) could be merged, root blocks
(RB) could be stored in arbitrary locations and found by
searching the spare areas for a special marker: similarly
with index blocks. Both root blocks and index blocks could
be eliminated entirely and the location of the checkpoint
and log segments discovered by searching for some
identifying marker. So when a field or function is de-
scribed as being in a "block" of a certain type, the de-
scription could be read as a "page" of a certain type, or
even "sector" of a certain type depending on how finely
the different data types are interleaved.
[0108] The primary addressable memory unit of this
example data structure is the BDU, and the spare area
of the BDU may be considered to have been addressed
when the corresponding BDU is addressed. Data in a
BDU may not be addressed as such, but may be extract-
ed from the referenced BDU. FIG. 6A shows the bit as-
signments in a typical index word, having a length of 28
bits.
[0109] For purposes of discussion, Samsung part
numbers K9KAAG08U0M through K9NCG08U5M
(Samsung, Seoul, Korea) are considered, each part hav-

ing a capacity of 2GB per chip select line. The physical
memory address of a sector in a 2Block is specified by
bits 0-2 for the BDU, bits 3-8 for the ODU, and bits 9-20
for the position in the 2Block, and Bits 21-23 are for bus
select. Bits 24-28 may be assigned to functions based
on the specific configuration of memory circuits used.
Where 8 packages are used, then bit 24 or bits 24-25
may be used to provide for chip selection. Where 16 pack-
ages are used, then bit 24 may select between the two
packages on a bus, and bits 25-26 provide the clip se-
lection as shown in FIG. 6B.
[0110] FIG. 7 shows the use of an index word to identify
the memory location of a specific BDU on a chip. The bit
pattern of the index word locates the BDU as being BDU
2 of QDU 1 of ODU 62 of 2Block 2049.
[0111] There may be several global variables on a sys-
tem or module basis. The system may have a counter
with granularity of 1 microsecond and a roll-over time of
1 second. This may be used, for example, to synchronize
the erase and write operations of RAID columns. A mod-
ule program sequence number (PSN or PgmSeqNum)
having a length of 40 bits may also be used, which counts
the operations actually performed. The PSN may roll-
over (wrap) perhaps every several weeks, depending on
the clock rate. A background refresh operation may be
needed so as to maintain the stored PSNs to within 2^38
of the most recent value of the PSN.
[0112] Each page (QDU) may have a spare area as
shown in FIG. 8, where the auxiliary data is stored. The
data area of the QDU is sized at 4096 bytes, and the
spare area at 16 bytes per sector. Since the BDU is the
concatenation of two sectors, the spare area allocated
to a BDU is 32 bits. One of these spare data areas, cor-
responding the sectors K and L, is shown in detail as
representative of the other spare data areas. A 16 byte
area is provided for ECC to protect the integrity of the
data area and the spare area; the ECC may, for example,
be divided into 2 portions: one for the data and one for
the spare area, so as to allow the spare area to be read
and verified without requiring the data to be read. In ad-
dition to, or in place of, ECC other data protection algo-
rithms such as a CRC may be included, with differing
coverage ranges; for example, the 16 bytes may be split
into 12 bytes of ECC covering both data and spare area
and 4 bytes of CRC covering the spare area, so that if
the spare area CRC verified the data of the spare area
the spare area data could be used without having to read
the entire data plus spare in order to perform ECC check
of the spare area. In another aspect, the 16 bytes could
be split into an ECC covering the data, an ECC covering
the spare area, and a CRC covering both areas. The
PSN is stored as 5 bytes.
[0113] The block-type field stores an indicator that rep-
resents the type of information stored in the block. This
may be a hexadecimal number and assigned as follows:

0xFF = Root Block (RB)
0xF1 = Index Block (IB)
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0xF2 = Block Table (BT) for Checkpointed Blocks
(CB)
0xF4 = Map Table (MT) for Checkpointed Blocks
(CB)
0xF8 = Log Block (LB)
0x0F = Data Block
0x00 = Bad Block

[0114] Other bytes may be reserved. The contents of
the Spare Area Fields, SAF0 and SAF 1, depend on the
block type, and are shown in FIG. 9.
[0115] Data structures relevant to the present example
are shown in FIG. 10. Generally, the data structures in
the flash memory (NVS) have a corresponding data
structure in the RAM; however, there are several data
structures found in the RAM but which may not be found
in the flash. When discussing data structures, the term
"block" may be used to refer to a logical data construct,
each type of which may have different size and function.
This use of the term "block" when used for a data struc-
ture, needs to be distinguished from the term as used to
refer to the minimum erasable amount of contiguous
memory of a flash chip, which is also termed a block.
[0116] A Root Block (RB) is allocated to each flash
package and there may be, for example, 8 or 16 flash
pages comprising the memory module. In this example,
two Index Blocks (IB) are allocated to each bus. The
Checkpoint Blocks (CPB) may be Block Table (BT) where
there may be 32 BTs per 32 GB (32-512 block units, for
example, 32 blocks to 512 blocks for a module size rang-
ing from 32GB to 512GB +16 per module, and a Map
Table (MT) where there may belK MTs per 32 GB (1K to
16 K) +16 per module. The MTs may be about 0.8 percent
of the total storage area. The +16 provides for the situa-
tion that 32 BT CPB per 32GB represents the actual
number of CPBs needed, but as the old check point block
for a range of addresses is not overwritten prior to writing
the new checkpoint block, at least 1 more block is allo-
cated than is needed to store the metadata. Having +16
locations allows for contemporaneous transactions with
all 16 packages of a memory module. In the limit, only
+1 block would be needed but the operation may then
be limited in the number of parallel writes and, as a result,
the rate at which checkpoint data may be written to NVS.
For the BT, perhaps only one extra CPB may be needed.
[0117] The 1K per 32GB Map Table (MT) size assumes
one hundred percent of the data is addressable by the
user; that is, a circumstance where all possible physical
addresses in the memory could be filled with user data.
However, in this example, no more than about 99.2% of
the addresses could be used by the user, as about 0.8%
of the chip memory is being used for the CPBs. Memory
space is also needed for the log as well as memory blocks
reserved to allow for replacing other blocks which go bad
over the life of the part. Data sheets for typical products
suggest that an allowance for failed blocks may be about
3%. Blocks may also be allocated for housekeeping op-
erations such as garbage collection or wear leveling. So,

the total user addressable space may be only 95% of the
physical memory in system with little or no space re-
served so as to improve performance attributes such as
latency or write throughput. In some circumstances, how-
ever, less than 50% of the address space may be avail-
able to for user data. While the user data space is reduced
from the physical data space by these system needs, the
location of user data and system data in the physical
memory may not be restricted to specific physical mem-
ory locations, except for avoidance of bad blocks.
[0118] A Log Block (LB) stores the transactions, and
there are approximately 600 log blocks per 32GB of mem-
ory. The number of LBs depends on the total amount of
time to perform a full checkpoint of the CPBs, as the
checkpointed LBs need to extend backwards in time as
far as the earliest of the still valid stored CPBs. If check
point blocks are written to NVS at a fixed rate, then the
approximate maximum memory size of the log is deter-
mined primarily by the number of BDU writes that can be
performed during the time taken to write a full checkpoint
of the MT and BT tables to the NVS. When the memory
space available for the log is fixed, the speed at which
the checkpoints have to be written may be determined
by computing how fast the log can be filled.
[0119] In an aspect, the speed of checkpointing may
be varied so that when the system is mostly idle and few
entries are being made in the log, checkpointing may
then proceed more slowly.
[0120] In yet another aspect, the checkpoint can also
be written based on how much data has been written to
the log rather than how fast the log has been written
based on, for example, the ratio of the sizes of the check-
point region and the size of the log, so that a full check-
point may be performed before the full log area has been
written with log entries.
[0121] The Data Blocks (DB) are the area for storage
of user accessible data. A Bad Block (BB) is a block which
has been declared ’bad’ for any reason. The bad blocks
may be tracked for various reasons by keeping a list of
such blocks, in this case in the Root Block, such tracking
is not required for operation of the system as the Block
Table entry of the block will also be marked bad which
will prevent it being used to store data.
[0122] The Root Block (RB) may conveniently be block
0 of a chip, although other locations may be used. This
block may be infrequently programmed or erased after
initialization, and is primarily devoted to record keeping
with respect to the chip on which it is located. Such in-
formation as the manufacturer information (manufactur-
ing date, production lot, and the like), current position of
the module in a system and the memory package on the
module, and metadata information may be stored. The
RB metadata may comprise, for example, a list of index
block (IB) addresses, the number of log and CPBs, and
an initial bad block list. The root blocks (RB) point to the
index blocks (IB). The initial bad block (BB) list may pro-
vide for initial bad blocks for each package. The initial
bad block list may be only for the memory blocks located
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in the same package as the root block, while subsequent
bad block lists may contain addresses for memory blocks
located anywhere in the module.
[0123] The Root Block record (RBR), shown in FIG. 11
may have a fixed-size header of 76 bytes, and the re-
mainder of the first BDU may contain information such
as manufacturing information, such as a serial number/lot
number/date of manufacture, information about other
components on the module; relatively static information
such as the location of the module in the system, and a
system ID number identifying the specific system in which
the module has been installed so that if the module is
removed from the equipment and installed in a different
system the module can be detected as belonging to a
different system, so that the module data is not uninten-
tionally used or overwritten
[0124] The remaining BDUs of the QDU may contain
information relating to bad blocks. The bad block records
may begin with a count of the number N of bad blocks,
followed by the addresses of the first 254 bad blocks.
The list of bad block addresses may continue into the
next BDU if N is greater than 254, else the remainder of
the BDUs in the QDU are either not written, or zero filled.
To change the data for the index blocks, or to add new
bad blocks, a new RBR is written, typically at the end of
the previously recorded RBR. The new RBR may start
on a QDU lower boundary, although this is not required.
[0125] The Root Block (RB) may also have a spare
area that may be similar to the spare areas for other
BDUs, and is shown in FIG. 12. The type field value is
0xFF, and any other type value indicates a bad block.
Two of the areas that were shown as reserved in FIG.
11 are used in the RB. A same 24 bit RBR sequence
number SAF0 is assigned to all of the BDUs in the same
RBR, and a 24 bit erase block count (EBC) SAF1 is as-
signed such that all programmed pages in a RB have the
same EBC. The RBR of the Root Block (RB) written to a
new RB if there is no more space in the block to write the
new version of the RBR. When updating is due to a
change in index blocks (IB), all of the Root Blocks (RB)
may need to be erased. No new RBRs are appended to
the RB after the last valid RBR; however, if there is not
enough space to store a new entry, then the RB will have
to be erased. If all of the RB were to have been erased
at the same time, and the power failed, then there would
be no valid RB to boot from. The number of RB that may
be erased thus may depend on the policy used for se-
lecting a valid RBR from which to boot. If the policy is to
pick the single most recent valid (error free) RBR then,
so long as one RB remains, the system may be booted
without a more complex recovery scheme. In an aspect
where the policy is that there must be at least N valid
RBR that are identical, then at least N RBs must remain
un-erased while writing new RBRs to an erased RB.
[0126] Index Blocks (IB) 0-7 point to the location of
Block Tables (BT) and Checkpoint Blocks (CPB), while
IB 8-15 point to Map Table (MT) blocks. The Index Block
(IB) spare area is shown in FIG. 13. The configuration is

similar to the RBR spare area in that the field type is 0xF1
signifying an IB, and the variable SAF0 comprises a two-
bit type field and a 22bit IBR sequence number. All seg-
ments in the same IBR have the same sequence number.
The SAF1 is an EBC similar to that in the RBR. The 2-
bit type field indicates the type of index data the index
block points to: BT (00); (01) LB record; and, MT record
(MT).
[0127] Each memory block has a size of 256KB; how-
ever, as described above, a pair of memory blocks may
be combined to form a single 512KB block so as to permit
dual-plane operation. Such a configuration takes advan-
tage of specific architectural features of existing mass
market components, and is not a requirement of the de-
sign. This configuration thus has 512 1KB BDUs on each
pair of chips. Each block has a spare area and the par-
ticular features of the block spare area are shown in FIG.
14, where the type field is 0x0F. In this example, the value
of SAF0 is a 30-bit logical BDU index and a 1 bit Seq#
set field.
[0128] The Seq# set field may be used when the se-
quence number is set to value different than a value one
greater than the last sequence number for the logical
address. Such a circumstance could occur in the case
of RAID reconstruction into a spare module where the
spare module has only initialized values for sequence
numbers, or where a module has lost synchronization
with the other modules of a RAID group. This may occur,
for example, when a power failure occurs after some, but
not all, of the modules had had new data written to NVS.
For example, if only one module of a RAID group had
had written data to NVS, then the write operation of the
RAID group would not have been completed. The previ-
ous data values would have to be restored, either by, for
example, recovering the old data by finding the locally
on the module, or being reconstructing the data using
data from the other members of the RAID group. These
operations may now have stored at least two instances
of data for a given logical address in the NVS: one in-
stance with a smaller Seq# but a later PSN; and, one
instance with a larger Seq# but an earlier PSN. Should
the power fail prior to writing the relevant metadata to
NVS this may result in incorrectly subsequently recover-
ing the state of the NVS: the location with the larger Seq#
may be incorrectly assumed to be the most recent ver-
sion. A Seq# set bit indicates to the recovery process
that determination of the most recent of the entries by
comparing the (smaller) Seq#s may not be correct; but,
rather, the recovery operation may proceed, for example,
by comparing (larger) PSNs. However, since the PSN
for a given entry was not stored in RAM, this comparison
may be made by reading the entry in NVS which is cur-
rently considered the most recent, so as to compare it to
the entry which was found during the recovery portion of
booting.
[0129] The SAF1 field is a structure in the NVS which
contains the contents of the second half of the MTE
stored in RAM: the State + SN portion. The first part of
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the MTE in RAM may not need to be stored in the NVS
as the first portion contains the physical address in NVS
at which the LBA is stored, and which is known from the
SAF1 field being read.
[0130] When the system is re-started after a clean shut
down, the incrementally stored checkpointed metadata,
stored in the NVS, represents the latest state of the mem-
ory, and correctly points to the location of data of LBA
stored in a physical memory location, as there was suf-
ficient time to update all of the checkpointable metadata
in RAM using the volatile log, and to store a complete
version of the updated metadata as the checkpointed
metadata in NVS. Alternatively, when a clean shutdown
is performed by storing the recent log file segments rather
than the complete metadata, the metadata stored in NVS
and read to VS is updated by the stored log data. How-
ever, as previously described, a "dirty" shutdown may
result in an incomplete image of the current dynamic
metadata, and volatile log data and the "lost" data needs
to be "discovered", using the techniques previously de-
scribed.
[0131] A Map Table Entry (MTE) may be a 64 bit word,
as shown in FIG. 15 where 32 bits are allocated to the
LBA location address and 32 bits are allocated to serial
number and state information. The location data points
to the address of the data in the flash memory, when the
MT is the MT in the NVS; or, when the MT is the cached
MT, the location data points to a cached BDU descriptor,
which contains the flash memory address. The MTE word
location field is further described in FIG.16 for circum-
stances where the BDU is in flash (V0) or in DRAM (V8).
V12 may be used to avoid having to write data to NVS
which is comprised of some fixed pattern, such as all 1’s
or all 0’s, common test patterns such as 0xf0, 0x5a, or
the like. In this situation, the type field informs the inter-
pretation of the pattern field.
[0132] In an aspect, when the pattern is a simple rep-
etition of the same 2 bytes, then the value of the type
field would indicate to use the pattern field directly. In
another aspect, when the pattern in the data was some
well known filler pattern such as 0xdeadbeef, 0xfeedface,
or the like, then the value of the type field would indicate
that the pattern field was an index into a predetermined
table of such patterned data, or the pattern field may be
an index into some dynamic table of learned patterns.
Other type descriptors (e.g., V14 and V15) may be re-
served. The MTE location field as used in the flash is
shown in FIG. 17. The logical BDU address is 1 bit larger
than the physical BDU address so that two address spac-
es may be accommodated.
[0133] When used with the log and the CPBs commit-
ted to NVS, the MTE location field may be any of the
values used in the volatile memory (VS) versions, except
for V8, which refers to the DRAM location. If the MTE
location filed is V8, then the indicated cache descriptor
needs to be de-referenced so as to determine the in-NVS
state of the BDU, and the location field corresponding to
the in-NVS state of the BDU is that which is placed in the

log or CPB, as appropriate. By de-referencing the pointer,
the data at the address value which the pointer points to
is read, rather than the value of the pointer itself, which
is the data address value.
[0134] The MTE state and sequence number (Seq-
Num) fields are shown in FIG. 18. A 20-bit SeqNum is
used. A 4-bit behavior predictor may be allocated to each
of 3 behavior predictors. The Read (P-R) predictor may
be used to indicate the likelihood that other BDUs in an
ODU will be read if the present BDU is read. The Write
(P-W) predictor may be used to indicate the likelihood
that other BDUs in an ODU will be written if the present
BDU is written. And, the Lifetime (P-L) predictor may be
used to indicate the likelihood that the BDU will be re-
rewritten to the NVS before the flash version of the data
is moved during a garbage collection operation.
[0135] FIGs. 20 to 25 show the various types of data
entries in the log, denoted by the type field of the entry,
which is stored in bits 29-31.
[0136] Type 1 is a Map Table Entry update shown in
FIG. 20, and may be used when a BDU is written to NVS;
Word ’A’ contains the physical address of the previous
location of the BDU; Word ’B’ contains the Logical Ad-
dress of the BDU; and, Words ’C’ and ’D’ contain the
contents of the VS MT entry for this BDU.
[0137] Type 2 is a Block Write log entry, shown in FIG.
21, which may be used to record a write to NVS of meta-
data rather than ’user’ data. Word ’A’ may contain the
PBI to which the write was performed, and the rest of the
entry has various fields such as the type of the block, the
PSN of the BDU, and may contain other data either for
redundant checking, or to support the housekeeping and
management functions.
[0138] Type 3 is a Block Erase log entry, shown in FIG.
22, which may be used to indicate the completion of a
block erase. Word ’A’ is the address of the first BDU in
the block; the ’O’ field in word ’C’ is the type of the block
being erased as a redundant error check; and, the PSN
is the value of the PSN when the block erase was per-
formed.
[0139] Type 4 is a Block Assign log entry, shown in
FIG. 23, which may be used when the type of a block is
changed; it is the same as a Type 3 entry with the addition
of the ’N’ field containing the new type of the block, and
the index field in word ’B’ which is used if the block is
being assigned to be a checkpoint block to indicate the
position of the block in the circular checkpoint buffer.
[0140] Type 5 is a Bad Block log entry, shown in FIG.
24, which may be used when a block is declared bad.
The index field in word ’B’ contains the location in the
block of the error that caused the block to be declared
bad.
[0141] Type 0 is a Pad log entry, shown in FIG. 25,
which may be used to fill unused space in a log BDU
when it is desired to write log BDU to NVS before the log
BDU is full of data, such as on a system shut down, or
after the writing of an entry into the log that is desired to
have committed to NVS immediately: such as, a bad
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block entry.
[0142] The terms "garbage collection" and "wear lev-
eling" are used to generically describe housekeeping op-
erations that are performed in flash memory systems.
Garbage collection relates to the processes of reclaiming
"dead" memory locations created by the writing of data
to a LBA located in the flash memory. The source data
location in physical memory now contains out-of-date da-
ta and represents wasted space which needs to be re-
claimed, so that an appropriate amount of free memory
is maintained to permit continued write operations. Wear
leveling generally relates to the processes of moving data
in the flash memory so as to attempt to keep the number
of memory block erase operations approximately equal
over the blocks of the memory, so as to avoid premature
wear out of the flash memory. Presently, flash memory
circuits are rated by the manufacturers as having a life-
time which may be measured in the number of erase
operations before failure. This is in addition to any con-
ventional time-related failure-rate specification which
may be given.
[0143] The sequence number SeqNum may be incre-
mented every time a change is made to the BDU, regard-
less of whether this new BDU is committed to the NVS.
The SeqNum may be used during the recovery from a
"dirty" shutdown, however caused. Where RAID storage
techniques are used, the SeqNum may be the same
across all of the BDUs of a RAID group, wherever stored.
When the data is returned from the various memory lo-
cations of a RAID group (which may be, for example,
chips, circuit packages, or modules), all of the data in a
RAID group that belonged to the same write operation
will then have the same SeqNum.
[0144] The BDU, in this example, comprises 1KB of
data, and associated auxiliary data. The SeqNum may
be returned on the same data path as the data when
performing a read operation. The SeqNum may also be
returned on this data path, for example, when acknowl-
edging (acking) the receipt of data that is to be written to
memory.
[0145] The SeqNum may be set at the time that the
command to write the 1KB data of the BDU to the NVS
is issued. A use of the SeqNum may be to rebuild and to
resynchronize the memory locations of a RAID group if
they become inconsistent, a situation which may obtain
during a dirty shutdown. The SxS bit in the location field
may be set until the MTE has been checkpointed to NVS,
so that the associated SeqNum will not be re-used during
the recovery process.
[0146] A 2block is comprised of 512 BDUs for which
the following information may be available: the state; a
64-bit BDU live status bit map; the number of free BDUs,
and the number of live BDUs, represented by 2 bytes
each; the PSN of the CPB, represented by 5 bytes; a 3
byte erase count; a 3 byte read count; an error count
[max_bits] 3 bytes/1 byte; and, an average programming
time (3 bytes). Max_bits represents the largest number
of bits which were detected as being in error by the ECC

at any one time. Since the ECC can only correct a certain
number of errors, it may be useful to know how many
error bits have been encountered so that the data can
be moved to a new memory location before the number
of error bits is to large to be corrected by the ECC. Other
data that may be useful to record may be the average
erase time, and the maximum times for programming and
erasing, which may vary over the life of the part.
[0147] Two types of Checkpoint Blocks (CPB) may be
used: a Block Table (BT) CPB and Mapping Table (MT)
CPB.
[0148] The BT-CPB may have 8 entries for each BDU,
and 64 entries for each ODU. Each data block may con-
tain 512 BDU, so a BDU in the BT-CPB containing 8
entries checkpoints the BT structures representing 4K
data BDUs, holding 4MB of data, and the 64 entries in
an ODU hold the BT structures representing 32K data
BDU or 32MB of data. The Block Tables (BT) may be
checkpointed into the NVS on a periodic basis during
normal operation. For example, 20 ODU BTs, represent-
ing 1280 2Blocks may be checkpointed into NVS each
second. During a normal shutdown, the BTs in volatile
memory may be checkpointed into memory at a faster
rate until all of the BTs have been checkpointed.
[0149] Where the BTs are periodically checkpointed
as described above, a full checkpoint of the BTs is ap-
proximately proportional to the memory size being man-
aged. For example, at the rate of checkpointing stated
above, a full checkpoint of BTs for a 32GByte memory
may be performed every 50 seconds. The time to check-
point larger memory systems would be proportional to
the amount of memory in the system so that, for example,
a 512 GB memory system would be checkpointed in 13
minutes.
[0150] A Map Table CPB may, for example, contain
128 entries per BDU, and 1K data entries for each ODU,
and 160MT ODU may be checkpointed each second.
Thus, a full checkpoint of the MT CPBs may be performed
in 204 seconds for a 32GB memory, and a 512GB mem-
ory would be checkpointed every 54 minutes.
[0151] Each checkpoint block spare area may have
additional information, as shown in FIG. 20D, where a
field type byte indicates the type of CPB, and 0xF2 indi-
cates a BT CPB and 0xF4 indicates a MT CPB. Further,
the variable SAF0 is an index of the first entry in a BDU,
and SAF1 may be the block erase count.
[0152] The Map Table (MT) provides for the memory
addressing information. Secondary tables (one per 128
MTEs) may contain "active" descriptors and a PSN. The
"active" descriptors may indicate how many of the MTEs
in the range [128*i, 128*i +127] and have a type V8 lo-
cation field, where the data is in volatile memory (e.g.,
RAM) and will have to be de-referenced when being
checkpointed. The PSN[i] of the CPB containing MTEs
in the range [128*i, 128*i +127] can be used for log replay
sequencing during a system recovery.
[0153] The Log Block (LB) is comprised of 16 byte en-
tries so that there are 256 entries for each BDU of the
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LB. All entries in a BDU should be filled, so as to avoid
ambiguities. As such, padding entries may be used to
program unused memory locations in the BDU during
shutdown, or where an immediate write of the BDU to
NVS may be desired, such as when a bad block entry is
made. The LB entry types are: MTE (0x1); CPB write
(0x2); block erase (0x3); block assign (0x4); bad block
(0x5); and not programmed (0x7). The indicator 0x6 is
reserved.
[0154] The LB entry representing a MTE is shown in
FIG. 20. Word A may be the physical location of the BDU
prior to the programming (write) action resulting in this
LB entry. Word B may be the index of the logical block
(LBA) that is being written. Words C and D are the MTE
for the LBA being written. Thus the LB entry links the
previous physical memory location of a LBA with the new
physical memory location of the LBA.
[0155] When a CPB is being written, the LB entry is as
shown in FIG. 21. Word A is the physical location of the
CPB BDU that is being written; word B is the index value
of the first entry in the BDU, which may be used as a
validity check to determine that the correct data is being
read( any other check data may be substituted, such as
a CRC over the BDU, or may be omitted depending on
the data reliability requirements of the system); word C
contains a one byte type field, and the first byte of the
PSN; and, word D contains the last four bytes of the PSN
associated with the CPB BDU.
[0156] The LB entry representing a block erase oper-
ation is shown in FIG. 23. Word A is the index value of
the first BDU in the block of NVS being erased (another
check data may be substituted, such as a CRC over the
BDU, the PSN of the first BDU, or the like; these values
allow a confirmation that the block was erased by deter-
mining that the current data does not match the check
data, thus indicating that the old, pre-erase, data has
been replaced); word B is reserved; word C has a single
byte indicating the type of block that was erased, and the
first byte of the PSN; and, word D has the last four bytes
of the PSN.
[0157] As mentioned above, in this example, but not
as a limitation, each block may contain one type of data:
index, log, checkpoint, or user data. While this may in-
deed be the result of a specific design, the limitation here
is made so as to merely to simplify the presentation.
[0158] The LB entry for a block assignment operation
is shown in FIG. 24. Word A is the index value of the first
BDU in the block; word B is the index value of the first
entry in the block (if applicable); word C has one byte
representing the new block type, one byte representing
the old block type, and the first byte of the PSN; word D
has the last four bytes of the PSN.
[0159] The LB entry for a bad block is shown in FIG.
22E. This entry is made two times. The first entry is made
when a bad block is detected. The remainder of the LB
is then padded to completion, and written to NVS imme-
diately. Once all of the BDUs in the bad memory block
have been relocated another entry is made. The entry

may differ in that the first entry uses the current block
type as the block type, while the second entry uses the
bad block type as an indicator. Word A is the index value
of the first BDU in the bad memory block; word B is the
index value of the faulty page if the defect is a page pro-
gram (write) failure, and all "1" if the defect is a block
erase failure. Read errors are ’normal’ when currently
available flash memories are used and are corrected by
the ECC; the number of errors may be stored in the block
table. Blocks may not declared bad because of read er-
rors, but as a result of program or erase errors. Word C
contains the one byte block type indicator and the first
byte of the PSN; and, word D contains the last 4 bytes
of the PSN.
[0160] The LB entry during a pad operation is all zeros,
as shown in FIG. 25. This permits a fixed content ODU
to be rapidly written to the NVS. With the NVS memory
circuit being used in this example, this permits an ODU
to be padded in about 25us, rather than about 400us
when a write is performed over the bus.
[0161] The LB spare area is shown in FIG. 22. The
unique aspects of the LP spare area are that the type
field is 0xF8 indicating that this is a LB; the value of SAF0
is the number of entries in the LB; and, the value of SAF1
is the block erase count.
[0162] Having established the data structures and per-
formed the operations for checkpointing the metadata
and log to NVS, a recovery or restart can be performed
from the point of shutdown, or from the point of the crash,
if the shutdown was dirty.
[0163] When the system is initialized, reset, or other-
wise restarted, the MT and the BT are read from the NVS
(e.g., flash) to the volatile storage (e.g., RAM), and the
location (LogStart) of the log block address (LBA) having
the smallest PSN greater than the smallest PSN of any
entry in the MT or the BT is determined any Entries in
the log with a PSN smaller than all of the entries in both
the MT and BT tables of the latest checkpoint are not
needed for recovery the previous transactions were fully
reflected in the MT and BT that were read from NVS, the
log recovery starts at the location (LogStart) of the BDU
in the log having the smallest PSN greater than the small-
est PSN of any entry in the MT or the BT.
[0164] Aspects of the process for this example may be
described in pseudocode as:

  L = LogStart
  While (L!=NULL) & (L.PSN >= LogStart.PSN) {
  /* while the Log BDU pointed to is not NULL 
(not erased)
 and the PSN of the BDU is larger than (that 
is, more recent than) the PSN of the
 beginning of the log, process the entries in 
the BDU: since the Log is circular, as L
 moves along the log L will eventually wrap 
around and, if the BDU pointed to had
 not been erased, the BDU will have an earlier 
PSN than the beginning of the Log and
 this will indicate that the whole log has been 
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processed */
  For I = 0 to 63
  If L.E[I].Type != 0 Process_LE(L,I) /* process
 any non-pad entries */
  L= NextLogEntry(L) /* advance to the next BDU 
of the Log,
 when the end of a Log Block is reached find 
the next Log Block and start at the
 beginning of that block. This step assumes that 
the log is written sequentially, one
 block after another; however, for example, if 
the log had been striped across more
 than one block at a time, or otherwise written 
in a manner which steps through the
 memory sequentially one block at a time, then 
NextLogEntry would advance
 according to the layout policy that was used. */
 }
  Process_LE(L,I){
  E = L.E[I];
  T = E.PSN
  Switch(L.E[I].Type){
  Case MTE: /* Handle a change in location of 
a data BDU,*/
  /* extract the various fields of the log entry

[0165] OldLoc is the physical location the BDU was in
before this update, if the BDU was not previously used,
or had been stored only as a pattern in the MT then the
OldLoc would be set to an invalid address such as 0
[0166] NewLoc is the location the BDU is being written
to, if the BDU is not being written to NVS for some reason
such as being deallocated or being saved as a pattern
in the MT then NewLoc would be set to invalid address
such as 0

  LBI is the Logical Index of the BDU being 
written that this entry
 refers to */
  OldLoc = E:Bits[0-28];
  NewLoc = E:Bits[64-92];
  LBI = E:Bits[32:60];
  /* get the Block Table entries for the new 
and old locations of the
 BDU */
  OB = BT[(OldLoc / BlockSize)]
  NB = BT[(NewLoc / BlockSize)]
  /* if the new or old location of the BDU was 
in NVS, and the
 Block Table entry in NVS is older than the log 
entry then add or remove that entry
 from the in memory BT data structures, and 
perform whatever other processing is
 appropriate, such as moving the block to the 
free list if it is empty or removing it from
 the list of blocks available to be written to 
if it is full, etc */
  If (OldLoc != 0) & (T > OB.PSN) {Remove(OB, 
OldLoc) }
  If (NewLoc != 0) & (T > NB.PSN) { Add(NB, 
NewLoc) }
  /* if the PSN in NVS of the MT containing the 

BDU is older than
 the log entry, update the in-memory MT by 
setting the PSN based on data in the log
 entry */
  If T > PSN[LBI/128] {
  MT[LBI]= E:Bits[64-127]}
 }
  Break;
  Case Block_Write:
  /* May be used to simplify housekeeping, for 
example, by
 indicating that required updates from changing 
the type of a block, such as updating
 of an Index Block to point at block which was 
just allocated to be a Log Block were
 written to NVS so that it is not necessary to 
inspect the Index Block to see if it was
 updated. In general this may be used anytime 
confirmation of a write to the NVS is
 required or is helpful */
  Break;
  Case Block_Erase;
  B=E:Bits[0:27]; /*Index of block being erased 
*/
  If (T > BT[B].PSN) {/* block was erased after 
its BT entry was
 check pointed */
  Process_Block_Erase(B); /* handle all data 
structure
 housekeeping usually performed after a block 
erase, clear the live bit field, increment
 the erases count, move the entry to the free 
list, etc */
  Break;
  Case Block_Assign;
  B=E:Bits[0:27]; /*Index of block being assigned 
*/
  If (T > BT[B].PSN) {/* block was assigned a 
new type after its
 BT entry was check pointed */
 Process_Block_Assign(B); /*handle all data 
structure
 housekeeping performed after the type of a 
block is changed, may involve adding or
 removing the block from various lists. If the 
block was changed to or from a Check
 Point Block or Log Block then the Index Blocks 
(if used) may need to be updated. If
 the block was changed to or from an Index Block 
then the Root Blocks (if used) may
 need to be updated. A check should be performed 
to see if the block already was
 updated */
 }
  Break;
  End Switch;

[0167] The pseudocode above is but one of many such
process detail fragments which may have been given to
explain aspects of the example and is not intended to be
limiting.
[0168] After processing of the log, the location of the
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last data written into each block as of the writing of the
log will be determined; then each block is checked to see
if there is additional data present that was written after
the last log entry. If BDUs are found that are more recent
than the entries stored in the MT for the LBA of the dis-
covered BDU, then MT is updated to reflect the new lo-
cation of the data, and the new and old BT entries are
updated accordingly. In the case that the sequence
number set flag is set in the discovered BDU then the
MTE sequence number may not be used to determine
which BDU is more recent, the discovered one or the one
currently pointed to by the MT entry for that LBA, and the
PSNs of the BDU in NVS representing the same LBA
have to be compared to determine which data is more
recent. If the size of the PSN is small enough that the
PSN could wrap around during the lifetime of the storage
system then some form of scrubbing should be employed
to move BDUs whose PSNs are old enough that there is
a possibility of being unable to correctly determine the
relative age of different BDUs having data for the same
LBA during a recovery operation.
[0169] It is therefore intended that the foregoing de-
tailed description be regarded as illustrative rather than
limiting, and that it be understood that it is the following
claims, including all equivalents, that are intended to de-
fine the scope of this invention.

Claims

1. A.method of recovering metadata for data stored in
a FLASH memory system:

using a computer to maintain metadata repre-
senting a physical location of stored data in a
non-volatile memory (NVM) comprising physical
blocks of pages, each page written with data and
metadata in monotonically increasing order,
where each page has a maximum page number
value,
wherein metadata is stored for a physical block
of pages of the NVM, the metadata including a
page location value, MAX_PAGE, correspond-
ing to a highest page location in the physical
block that has been written with data and meta-
data, the metadata stored on the page including
a logical address of the data;
wherein the method of performing metadata re-
covery comprises:

setting a page location value P=
MAX_PAGE+1, and

a. reading metadata from the page hav-
ing the page location value P, and

a1. if the page having the page lo-
cation value P does not contain

metadata, proceeding to step b; or
a2. if the page having the page lo-
cation value P does contain meta-
data:

storing the metadata read
from the page location having
a page location value P to a
recovery log;
setting P=P+1 and repeating
step a until the process is end-
ed for said block of NVM or a
page of the block having the
maximum page number value
has been read; and

b. performing step a for another physi-
cal block of NVM until all of the physical
blocks of NVM in which metadata has
been stored have been processed.

2. The method of claim 1, further comprising process-
ing the recovery log to determine a sequential order
in which the recovered metadata for the logical ad-
dress was written to NVM.

3. The method of claim 1 or 2, further comprising up-
dating the metadata using the recovered metadata
to:

update the highest page number MAX_PAGE
for each block to the highest page number P
determined to have metadata in the step of per-
forming metadata recovery;
use the metadata in the recovery log to update
the block metadata so that the logical address
corresponds to the current physical address.

4. The method of claim 1 or 2, further comprising de-
termining the current physical address correspond-
ing to a logical address of the page metadata in the
recovery log by comparing a sequence number in
the page metadata of two physical locations that ref-
erences a same logical address,
wherein the sequence number is monotonic and as-
signed when the metadata of associated with a log-
ical address is written to the physical location.

5. The method of claims 1 or 3, step a further compris-
ing:

if the page having page location value P does
not contain valid metadata, setting P=0; and
if the page having page location 0 does not con-
tain valid metadata, identifying the block as an
erased block.

6. The method of claim 1, where page metadata is

41 42 



EP 2 793 132 B1

23

5

10

15

20

25

30

35

40

45

50

55

metadata consistent with the data stored to the phys-
ical page with which the metadata is associated.

7. The method of claim 1, wherein the recovered meta-
data is stored in non-volatile memory.

8. The method of claim 7, where the recovered meta-
data is used for updating a checkpointed copy of the
metadata in NVM.

9. The method of claim 1, wherein metadata stored in
NVM has includes an error correcting code.

10. The method of claims 1 or 9, wherein the metadata
stored in a page comprises a logical block address
corresponding to the physical address at which the
data is stored.

11. The method of claim 1, 9 or 10, wherein when the
data is stored in a RAID format, the metadata for
each chunk of data of a RAID stripe contains a same
sequence number.

12. A system for storage of data, the system comprising:

a volatile memory device (VM);
a non-volatile memory device (NVM); and
a processor in communication with the VM and
NVM, the processor configured to:

maintain metadata in VM representing a lo-
cation of data in NVM comprising physical
blocks of pages written in monotonically in-
creasing order and having data and meta-
data stored therein, wherein the metadata
stored for a physical block of the NVM in-
cludes a page location value, MAX_PAGE,
corresponding to a highest page location in
the physical block that has been written with
data and metadata;
recover metadata for the pages of the block
by reading metadata at page location P=
MAX_PAGE+1 and if the page at page lo-
cation P contains valid metadata data, then
reading the metadata data stored at the
page location value P to a recovery log, set-
ting P=P+1 and repeating until the process
is ended for said block of NVM or the highest
page number of the block has been read;
and
recover metadata for pages of another
block of NVM until all of the blocks of NVM
in which data and page metadata has been
stored have been processed.

13. The system of claim 12, wherein a copy of the re-
covered metadata is stored in NVM.

14. The system of claim 12, wherein recovered metadata
is used to update a checkpointed copy of the meta-
data in NVM.

15. The system of claim 12, when the data is stored in
a RAID format in a plurality of NVM as a stripe of
data chunks, and the metadata for each data chunk
of the RAID stripe contains a same sequence
number.

Patentansprüche

1. Verfahren zum Wiederherstellen von Metadaten für
Daten, die in einem FLASH-Speichersystem gespei-
chert sind, bei dem

ein Computer zur Pflege von Metadaten ver-
wendet wird, die einen physikalischen Daten-
speicherort eines nichtflüchtigen Speichers
(NVM, Non-Volatile Memory), der physikalische
Blöcke von Seiten aufweist, repräsentieren, wo-
bei jede Seite in monoton zunehmender Reihen-
folge mit Daten und Metadaten beschrieben ist
und wobei jede Seite einen maximalen Seiten-
zahlwert aufweist;
wobei die Metadaten für einen physikalischen
Block von Seiten des NVM gespeichert sind, die
Metadaten einen Seitenpositionswert
MAX_PAGE, enthalten, der einer höchsten Sei-
tenposition in dem mit Daten und Metadaten be-
schriebenen physikalischen Block entspricht,
wobei die in der Seite gespeicherten Metadaten
eine logische Adresse der Daten umfassen;
wobei das Verfahren zum Ausführen einer Me-
tadatenwiederherstellung umfasst:

Setzen eines Seitenpositionswerts
P=MAX_PAGE+1, und

a. Lesen der Metadaten aus der Seite,
die den Seitenpositionswert P aufweist,
und,

a1. wenn die Seite mit dem Seiten-
positionswert P keine Metadaten
enthält, Fortsetzen des Verfahrens
mit Schritt b, oder,
a2. wenn die Seite mit dem Seiten-
positionswert P Metadaten enthält:

Speichern der von der Seiten-
position, die einen Seitenposi-
tionswert P aufweist, gelese-
nen Metadaten in einem Wie-
derherstellungsprotokoll;
Setzen von P=P+1 und wie-
derholen des Schritts bis der
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Vorgang für den NVM-Block
beendet ist oder eine Seite
des Blocks gelesen wurde, die
den maximalen Seitenzahl-
wert aufweist; und

b. Ausführen von Schritt a an einem an-
deren physikalischen Block des NVM
bis alle physikalischen Blöcke des
NVM, in denen Metadaten gespeichert
wurden, abgearbeitet sind.

2. Verfahren nach Anspruch 1, das ferner ein Bearbei-
ten des Wiederherstellungsprotokolls umfasst, um
eine Abfolge zu bestimmen, in der die wiederherge-
stellten Metadaten für die logische Adresse in den
NVM geschrieben wurden.

3. Verfahren nach Anspruch 1 oder 2, das ferner ein
Aktualisieren der Metadaten umfasst, wobei die wie-
derhergestellten Metadaten verwendet werden, um:

für jeden Block den höchsten Seitenwert
MAX_PAGE auf die höchste Seitennummer P
zu aktualisieren, bei der in dem Schritt zum Aus-
führen der Metadatenwiederherstellung das
Vorhandensein von Metadaten ermittelt wurde;
die Metadaten in dem Wiederherstellungsproto-
koll so zum Aktualisieren der Blockmetadaten
zu verwenden, dass die logische Adresse mit
der aktuellen physikalischen Adresse überein-
stimmt.

4. Verfahren nach Anspruch 1 oder 2, das ferner ein
Ermitteln der aktuellen physikalischen Adresse, die
der logischen Adresse der Seitenmetadaten in dem
Wiederherstellungsprotokoll entspricht, durch Ver-
gleichen einer Abfolgenummer in den Seitenmeta-
daten zweier physikalischer Orte, die sich auf die-
selbe logische Adresse beziehen, umfasst,

wobei die Abfolgenummer monoton ist und zu-
geordnet wird, wenn die einer logischen Adres-
se zugeordneten Metadaten in den physikali-
schen Ort geschrieben werden.

5. Verfahren nach Anspruch 1 oder 3, worin Schritt a
ferner umfasst:

Setzen von P=0, wenn die Seite mit dem Sei-
tenpositionswert P keine gültigen Metadaten
enthält, und
Kennzeichnen des Blocks als gelöschten Block,
wenn die Seite mit der Seitenposition 0 keine
gültigen Metadaten enthält.

6. Verfahren nach Anspruch 1, wobei Seitenmetadaten
Metadaten sind, die konsistent mit den Daten sind,

die in der physikalischen Seite, mit der die Metada-
ten verknüpft sind, gespeichert sind.

7. Verfahren nach Anspruch 1, wobei die wiederherge-
stellten Metadaten in einem nichtflüchtigen Speicher
gespeichert werden.

8. Verfahren nach Anspruch 7, wobei die wiederherge-
stellten Metadaten zum Aktualisieren einer mit Kon-
trollpunkten versehenen Kopie der Metadaten in
dem NVM verwendet werden.

9. Verfahren nach Anspruch 1, wobei die in dem NVM
gespeicherten Metadaten einen Fehlerkorrektur-
code umfassen.

10. Verfahren nach Anspruch 1 oder 9, wobei die in einer
Seite gespeicherten Metadaten eine logische Block-
adresse aufweisen, die der physikalischen Adresse
entspricht, an der die Daten gespeichert sind.

11. Verfahren nach Anspruch 1, 9 oder 10, wobei, wenn
die Daten in einem RAID-Format gespeichert sind,
die in den Metadaten eines jeden Datensegments
eines RAID-Streifens enthaltene Abfolgenummer
gleich ist.

12. System zum Speichern von Daten, wobei das Sys-
tem aufweist:

eine flüchtige Speichereinrichtung (VM, Volatile
Memory);
eine nichtflüchtige Speichereinrichtung (NVM);
und
einen Prozessor, der mit der VM und der NVM
in Verbindung steht, wobei der Prozessor aus-
gebildet ist,

Metadaten in einer VM zu pflegen, wobei
die Metadaten einen Datenort in einer NVM
repräsentieren, die physikalische Blöcke
von Seiten aufweist, die in monoton zuneh-
mender Reihenfolge beschrieben sind und
darin gespeicherte Daten und Metadaten
aufweist, und wobei die für einen physika-
lischen Block der NVM gespeicherten Me-
tadaten einen Seitenpositionswert
MAX_PAGE umfassen, der einer höchsten
Seitenposition in dem physikalischen Block
entspricht, der mit den Daten und Metada-
ten beschrieben ist;
für die Seiten des Blocks Metadaten durch
Lesen von Metadaten an der Seitenposition
P=MAX_PAGE+1 wiederherzustellen und,
wenn die Seite an der Seitenposition P gül-
tige Metadaten enthält, anschließend die an
dem Seitenpositionswert P gespeicherten
Metadaten-Daten in ein Wiederherstel-
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lungsprotokoll einzulesen, P=P+1 zu set-
zen und dies solange zu wiederholen, bis
der Vorgang für den Block der NVM beendet
ist oder die höchste Seitenzahl des Blocks
gelesen wurde; und
Wiederherstellen von Metadaten für Seiten
eines anderen Blocks der NVM, bis alle Blö-
cke der NVM, in denen Daten und Seiten-
metadaten gespeichert wurden, bearbeitet
sind.

13. System nach Anspruch 12, wobei in der NVM eine
Kopie der wiederhergestellten Metadaten gespei-
chert ist.

14. System nach Anspruch 12, wobei die wiederherge-
stellten Metadaten zum Aktualisieren einer mit Kon-
trollpunkten versehenen Kopie der Metadaten in der
NVM verwendet werden.

15. System nach Anspruch 12, wobei, wenn die Daten
in einem RAID-Format in mehreren NVMs als Strei-
fen von Datensegmenten gespeichert sind, die in
den Metadaten eines jeden Datensegments eines
RAID-Streifens enthaltene Abfolgenummer gleich
ist.

Revendications

1. Procédé de récupération de métadonnées pour des
données stockées dans un système de mémoire
FLASH :

en utilisant un ordinateur pour conserver des
métadonnées représentant un emplacement
physique de données stockées dans une mé-
moire non-volatile (NVM) comprenant des blocs
physiques de pages, chaque page écrite avec
des données et des métadonnées dans un ordre
augmentant de manière monotone, où chaque
page a une valeur maximale de numéro de pa-
ge,
dans lequel des métadonnées sont stockées
pour un bloc physique de pages de la NVM, les
métadonnées comportant une valeur d’empla-
cement de page, MAX_PAGE, correspondant à
un emplacement de page le plus élevé dans le
bloc physique qui a été écrit avec des données
et des métadonnées, les métadonnées stoc-
kées sur la page comportant une adresse logi-
que des données ;
dans lequel le procédé permettant d’effectuer la
récupération de métadonnées comprend le fait :

de définir une valeur d’emplacement de pa-
ge P = MAX_PAGE + 1, et

a. de lire des métadonnées de la page
ayant la valeur d’emplacement de page
P, et

a1. si la page ayant la valeur d’em-
placement de page P ne contient
pas de métadonnées, de passer à
l’étape b ; ou
a2. si la page ayant la valeur d’em-
placement de page P contient des
métadonnées :

de stocker les métadonnées
lues à partir de l’emplacement
de page ayant une valeur
d’emplacement de page P
dans un journal de
récupération ;
de définir P = P + 1 et de ré-
péter l’étape a jusqu’à ce que
le processus soit terminé pour
ledit bloc de NVM ou une page
du bloc ayant la valeur maxi-
male de numéro de page ait
été lue ; et

b. d’effectuer l’étape a pour un autre
bloc physique de NVM jusqu’à ce que
tous les blocs physiques de NVM dans
lesquels des métadonnées ont été
stockées aient été traitées.

2. Procédé de la revendication 1, comprenant en outre
le traitement du journal de récupération pour déter-
miner un ordre séquentiel dans lequel les métadon-
nées récupérées pour l’adresse logique ont été écri-
tes dans la NVM.

3. Procédé de la revendication 1 ou 2, comprenant en
outre la mise à jour des métadonnées en utilisant
les métadonnées récupérées pour :

mettre à jour le numéro de page le plus élevé
MAX_PAGE pour chaque bloc au numéro de
page le plus élevé P déterminé comme ayant
des métadonnées dans l’étape consistant à ef-
fectuer la récupération de métadonnées ;
utiliser les métadonnées dans le journal de ré-
cupération pour mettre à jour les métadonnées
de bloc de sorte que l’adresse logique corres-
ponde à l’adresse physique actuelle.

4. Procédé de la revendication 1 ou 2, comprenant en
outre la détermination de l’adresse physique actuelle
correspondant à une adresse logique des métadon-
nées de page dans le journal de récupération en
comparant un numéro de séquence dans les méta-
données de page de deux emplacements physiques
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qui fait référence à une même adresse logique,
dans lequel le numéro de séquence est monotone
et est attribué lorsque les métadonnées associées
à une adresse logique sont écrites à l’emplacement
physique.

5. Procédé des revendications 1 ou 3, l’étape a com-
prenant en outre le fait :

de définir P = 0, si la page ayant une valeur d’em-
placement de page P ne contient pas de méta-
données valides ; et
d’identifier le bloc en tant que bloc effacé, si la
page ayant un emplacement de page 0 ne con-
tient pas de métadonnées valides.

6. Procédé de la revendication 1, dans lequel des mé-
tadonnées de page sont des métadonnées compa-
tibles avec les données stockées dans la page phy-
sique à laquelle les métadonnées sont associées.

7. Procédé de la revendication 1, dans lequel les mé-
tadonnées récupérées sont stockées dans une mé-
moire non volatile.

8. Procédé de la revendication 7, dans lequel les mé-
tadonnées récupérées sont utilisées pour mettre à
jour une copie contrôlée par des points de reprise
des métadonnées dans la NVM.

9. Procédé de la revendication 1, dans lequel des mé-
tadonnées stockées dans la NVM comprennent un
code correcteur d’erreur.

10. Procédé des revendications 1 ou 9, dans lequel les
métadonnées stockées dans une page compren-
nent une adresse de bloc logique correspondant à
l’adresse physique à laquelle les données sont stoc-
kées.

11. Procédé de la revendication 1, 9 ou 10, dans lequel
lorsque les données sont stockées dans un format
RAID, les métadonnées pour chaque segment de
données d’une bande RAID contiennent un même
numéro de séquence.

12. Système de stockage de données, le système
comprenant :

un dispositif de mémoire volatile (MV) ;
un dispositif de mémoire non volatile (NVM) ; et
un processeur en communication avec le VM et
le NVM, le processeur étant configuré pour :

conserver des métadonnées dans le VM re-
présentant un emplacement de données
dans le NVM comprenant des blocs physi-
ques de pages écrites dans un ordre aug-

mentant de manière monotone et ayant des
données et des métadonnées qui y sont
stockées, où les métadonnées stockées
pour un bloc physique du NVM comportent
une valeur d’emplacement de page,
MAX_PAGE, correspondant à un emplace-
ment de page le plus élevé dans le bloc phy-
sique qui a été écrit avec des données et
des métadonnées ;
récupérer des métadonnées pour les pages
du bloc par lecture des métadonnées à un
emplacement de page P = MAX_PAGE + 1
et si la page à l’emplacement de page P
contient des données de métadonnées va-
lides, alors lire les données de métadon-
nées stockées à la valeur d’emplacement
de page P dans un journal de récupération,
définir P = P + 1 et répéter jusqu’à ce que
le processus soit terminé pour ledit bloc de
NVM ou le numéro de page le plus élevé du
bloc ait été lu ; et
récupérer des métadonnées pour des pa-
ges d’un autre bloc de NVM jusqu’à ce que
tous les blocs de NVM dans lesquels des
données et des métadonnées de page ont
été stockées aient été traités.

13. Système de la revendication 12, dans lequel une co-
pie des métadonnées récupérées est stockée dans
le NVM.

14. Système de la revendication 12, dans lequel les mé-
tadonnées récupérées sont utilisées pour mettre à
jour une copie contrôlée par des points de reprise
des métadonnées dans le NVM.

15. Système de la revendication 12, dans lequel les don-
nées sont stockées dans un format RAID dans une
pluralité de NVM en tant que bande de segments de
données, et les métadonnées pour chaque segment
de données de la bande RAID contiennent un même
numéro de séquence.
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