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(54) DETECTING AND CLASSIFYING MEDICAL IMAGES BASED ON CONTINUOUSLY-LEARNING 
WHOLE BODY LANDMARKS DETECTIONS

(57) A computer-implemented method for automati-
cally generating metadata tags for a medical image in-
cludes receiving a medical image and automatically iden-
tifying a set of body landmarks in the medical image using
one or more machine learning models. A set of rules are
applied to the set of body landmarks to identify anatom-
ical objects present in the image. As an alternative to
using the set of rules, in some embodiments, one or more
machine learning models to the set of body landmarks
to identify anatomical objects present in the image. Once
the anatomical objects are identified, metadata tags cor-
responding to the anatomical objects are generated and
stored in the medical image. Then, the medical image
with the metadata tags is transferred to a data repository.
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Description

FIELD OF THE INVENTION

[0001] The invention relates generally to the detection
and classification of medical images based on continu-
ously-learning whole body landmarks detection. The
techniques described herein may be applied, for exam-
ple, as a post-processing step during image acquisition
to provide human-readable information (referred to here-
in as "tags") that specify body parts and organs present
in an image.

BACKGROUND

[0002] In the healthcare domain, researchers, scientist
and other professionals work with medical images ac-
quired through various image modalities. Finding specific
cases or images from a large archive is often tedious,
manual work, because not enough information is stored
with the medical images. In addition, these medical im-
ages often follow an industry-standard format, such as
DICOM images, while others may follow other standards
(e.g., Neuroimaging Informatics Technology Initiative or
"NIfTI") or be a more generic export (e.g., jpg, png, etc.).
Depending on the format, these medical images may or
may not have metadata information associated with the
image, including tags describing the body part examined,
organ of interest, acquisition protocol, or study descrip-
tion. Many image formats do not allow the specification
of metadata tags or other metadata information (e.g., NIf-
TI, jpg). Even in formats where metadata can be used,
the values are often missing or the information is incor-
rect. Correct and descriptive metadata often depends on
the department’s acquisition process at scan time, and
often does not have a standardized approach across de-
partments or institutions.
[0003] Conventional solutions only approach this prob-
lem through the meta data information via a rules-based
approach. This current approach is limited to DICOM for-
matted images; it also assumes that the metadata infor-
mation is readily available, and that it is error-free. The
solution approach looks at the metadata tag ’StudyDe-
scription’. This tag is filled with free-text describing how
the study has been performed. From this free-text the
solution deduces what anatomical object was studied
and can be extracted. This solution has been proven to
be somewhat effective at 99.94%, but does not consider
the case when the metadata is not available (as is the
case in other medical imaging formats), is left blank, or
is incorrectly filled out. Additionally, in some instances,
there is also the issue that the description filled out in the
Study Description does not follow a rigorous guideline
and is not harmonized (e.g., using the keyword "Lung"
or "Chest").
[0004] The present disclosure is directed to overcom-
ing these and other problems of the prior art.

SUMMARY

[0005] Embodiments of the present invention address
and overcome one or more of the above shortcomings
and drawbacks, by providing methods, systems, and ap-
paratuses related to the detection and classification of
medical images based on continuously-learning whole
body landmarks detection. More generally, the tech-
niques described herein address how to accurately ob-
tain body part and organ information of the medical image
without relying or deducing information from the meta-
data. More specifically, rather than parsing metadata, the
techniques described herein derive information from the
image itself.
[0006] According to a first aspect of the invention, a
computer-implemented method for automatically gener-
ating metadata tags for a medical image includes receiv-
ing a medical image and automatically identifying a set
of body landmarks in the medical image using one or
more machine learning models. A set of rules are applied
to the set of body landmarks to identify anatomical objects
present in the image. As an alternative to using the set
of rules, in some embodiments, one or more machine
learning models are applied to the set of body landmarks
to identify anatomical objects present in the image. Once
the anatomical objects are identified, metadata tags cor-
responding to the anatomical objects are generated and
stored in the medical image. Then, the medical image
with the metadata tags is transferred to a data repository.
Preferred is a method, wherein the one or more machine
learning models comprise a deep reinforcement learning
model.
Further, preferred is a method, wherein each rule in the
set of rules defines an upper bound landmark and a lower
bound landmark for a corresponding anatomical object
or a left bound landmark and a right bound landmark for
the corresponding anatomical object.
The method advantageously can further comprise, de-
tecting a modification of the medical image by one or
more users; and based on the modification of the medical
image, automatically modifying one or more rules in the
set of rules. Additionally a method is preferred, wherein
the modification of the medical image comprising a mod-
ification or deletion of one or more of the metadata tags
or an addition of one or more new metadata tags.
Further, preferred is a method, wherein the medical im-
age is acquired using a medical image scanner and the
method is performed immediately following image recon-
struction on a computer connected to the medical image
scanner. The medical image scanner can be a magnetic
resonance imaging scanner.
According to a second aspect of the invention, a compu-
ter-implemented method for automatically generating
metadata tags for a medical image is provided, the meth-
od comprising: receiving a medical image; identifying a
set of body landmarks in the medical image; applying
one or more machine learning models to the set of body
landmarks to identify anatomical objects present in the
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image; generating one or more metadata tags corre-
sponding to the anatomical objects; storing the metadata
tags in the medical image; and transferring the medical
image with the metadata tags to a data repository.
Preferred is a method according to the second aspect,
wherein the one or more machine learning models com-
prise a random forest. Additionally a method is preferred,
wherein the random forest is trained using a plurality of
medical images labeled with an upper bound landmark,
a lower bound landmark, and one or more labeled ana-
tomical objects located between the upper bound land-
mark and the lower bound landmark. Preferred is such
a method, wherein the plurality of medical images are
further labeled with a left bound landmark and a right
bound landmark, and the one or more labeled anatomical
objects are located between the left bound landmark and
the right bound landmark.
[0007] Preferred is a method according to the second
aspect, the method further comprises: detecting a mod-
ification of the medical image by one or more users; and
based on the modification of the medical image, retrain-
ing the one or more machine learning models. Preferred
is a method, wherein the modification of the medical im-
age comprising a modification or deletion of one or more
of the metadata tags and an addition of one or more new
metadata tags.
Further, preferred is a method according to the second
aspect, wherein the medical image is acquired using a
medical image scanner and the method is performed im-
mediately following image reconstruction on a computer
connected to the medical image scanner. The medical
image scanner can be a MRI scanner.
[0008] According to other embodiments according to
a third aspect of the invention, a system for automatically
generating metadata tags for a medical image includes
a medical image scanner and an image processing sys-
tem comprising one or more processors. The medical
image scanner is configured to acquire a medical image.
The processors in the image processing system are con-
figured to automatically identify a set of body landmarks
in the medical image. Based on those landmarks, the
processors identify anatomical objects present in the im-
age and generate one or more metadata tags corre-
sponding to the anatomical objects. The processors then
store the metadata tags in the medical image and transfer
the medical image with the metadata tags to a data re-
pository. The medical image scanner is preferably a MRI
scanner. The system according to the third aspect of the
invention is preferably adapted to perform a computer-
implemented method for automatically generating meta-
data tags for a medical image according to the first and
the second aspect of the invention.
[0009] Additional features and advantages of the in-
vention will be made apparent from the following detailed
description of illustrative embodiments that proceeds
with reference to the accompanying drawings.

BRIEF DESCRIPTION OF THE DRAWINGS

[0010] The foregoing and other aspects of the present
invention are best understood from the following detailed
description when read in connection with the accompa-
nying drawings. For the purpose of illustrating the inven-
tion, there are shown in the drawings embodiments that
are presently preferred, it being understood, however,
that the invention is not limited to the specific instrumen-
talities disclosed. Included in the drawings are the follow-
ing Figures:

FIG. 1A illustrates a method for detecting and clas-
sifying medical images based on landmarks detect-
ed in the images;

For example, FIG. 1B shows example medical image
where the upper bound landmark is labeled as "Right
Lung Top" and the lower bound landmark is labeled
as "Right Hip Bone;"

FIG. 2 illustrates an alternative method for detecting
and classifying medical images based on landmarks
detected in the images;

FIG. 3 illustrates a system that could be used to im-
plement the method illustrated in FIG. 2; and

FIG. 4 illustrates an exemplary computing environ-
ment within which embodiments of the invention may
be implemented.

DETAILED DESCRIPTION

[0011] Systems, methods, and apparatuses are de-
scribed herein which relate generally to the detection and
classification of medical images based on landmarks de-
tected in the images. Briefly, the techniques described
herein may be understood as entailing two distinct steps.
First, a landmarking engine is applied to a medical image
to identify a set of landmarks present in the image. Then,
using these landmarks, metadata tags are identified that
describe body parts and/or organs present in the image.
As described in further detail below, the identification of
metadata tags can be performed using a rules-based or
machine learning-based approach. The techniques de-
scribed herein aid in the automation of metadata tag gen-
eration. Also, where metadata tags are already present
in an image, the disclosed techniques may be used to
correct any incorrect tags and ensure consistency across
an image archive or other repository.
[0012] FIG. 1A illustrates a method 100 for detecting
and classifying medical images based on landmarks de-
tected in the images. Starting at step 105, an image
processing system receives one or more medical imag-
es. The term "image processing system," as used herein
refers to a computer system with resource capable of
processing images in an optimal manner. One example
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architecture is shown below with reference to FIG. 4. It
should be noted that this architecture is merely exempla-
ry and, in other embodiments, different architectures can
be used. For example, in some embodiments, multiple
compute nodes are a used in a cluster or a cloud infra-
structure such as Amazon Web Services (AWS). The
term "receives" should be broadly understood to include
any technique for the image processing system acquiring
the medical images. Thus, in some embodiments, the
medical images may be sent to the image processing
system as an input. In other embodiments, the image
processing system collects the medical images from a
database or other storage medium when a software ap-
plication corresponding to the method 100 is executed.
In some embodiments, the image processing system is
included in the image scanner that acquires the medical
images. For example, in one embodiment, the image
processing system is executed by a computer within a
magnetic resonance image (MRI) system. After the MRI
data is acquired and reconstructed, the method 100 is
automatically executed using the reconstructed images
as input.
[0013] At step 110 the image processing system auto-
matically identifies landmarks in the medical image by
executing one or more machine learning models with the
images as input. These landmarks may correspond to
body parts (e.g., abdomen), organs (e.g., liver), or other
anatomical objects (e.g., veins or nerves). In some em-
bodiments, landmarks for abnormalities (e.g., lesions)
may also be identified. Each machine learning model is
trained based on labeled training images to identify land-
marks at various anatomical views. The output of these
machine learning models is a set of body landmarks that
it recognizes in the image volume, such as ’Liver Top’,
’Carina Bifurcation’ or ’Right Knee’. One example ma-
chine learning algorithm for navigation of image parsing
with deep reinforcement learning is described in U.S. Pat-
ent No. 9,569,736 entitled "Intelligent medical image
landmark detection," the entirety of which is incorporated
herein by reference.
[0014] Next, at step 115, using the set of landmarks
(i.e., name of the landmark and position), a rules engine
is executed to detect which body part(s) and organ(s) are
present in the medical image. The term "rules engine" is
used herein to refer to any executable application or other
software that executes rules. Each rule checks for the
occurrence of conditions and, if the condition is met, one
or more actions are performed.
[0015] At their most basic level, the rules used herein
may be understood as listing one or more body parts or
organs for a group of landmarks linked by one or more
conditions. For example, a rule may indicate that the in-
clusion of two particular landmarks indicates that one or
more organs are present the input image. More complex
rules may be possible as well. For example, one rule may
indicate that the presence of certain landmarks and the
absence of other landmarks correspond to body parts or
organs. Additionally, rules can be executed in sequence

to provide more complex tags. For example, after exe-
cuting a first rule to determine a first body part, a second
rule can be executed that uses both the landmarks and
the first body part to determine a second body part. In
this way, sub-sections of anatomy can be identified. For
example, the first body part may specify the presence of
the heart in the image and the second body part may
indicate specify chambers, arteries, etc.
[0016] Continuing with reference to FIG. 1A, at step
120, the list of various body parts and organs are then
stored as metadata tags in the medical images. For ex-
ample, if the processing performed at step 115, indicates
the presence of the right knee, the metadata tag Right
Knee’ may be generated. The correspondence between
anatomical objects and the metadata tags may be estab-
lished, for example, using a dictionary lookup system.
That is, given an anatomical object, the algorithm returns
the particular tag. In some embodiments, to detect the
body part(s) and organ(s) in the medical image, every
anatomical object has a defined upper bound and a lower
bound. As an input to the dictionary lookup system, the
uppermost (or "upper bound") landmark and the lower-
most (or "lower bound") landmark may be used. For ex-
ample, FIG. 1B show an example of medical images
where the upper bound landmark is labeled as "Right
Lung Top" and the lower bound landmark is labeled as
"Right Hip Bone." To output the result, the dictionary
lookup system looks which organs and body parts have
both their bounds between the uppermost and lowermost
landmark of the image. In some embodiments, each an-
atomical object also has a defined left bound and a right
bound between which the object must be located. The
terms "left" and "right" in this context are with reference
to the coordinate system that defines the upper and lower
bounds.
[0017] The descriptors output by the landmarking al-
gorithm (e.g., "Right Lung Top") can be used directly as
the tags in the metadata. Alternatively, in some embod-
iments, the dictionary lookup algorithm may be robust
enough to provide different tags for a particular anatom-
ical object based on one or more input parameters. For
example, one medical institution may use the tag "Upper
Liver" to refer to the upper portion of the liver, while an-
other medical institution may use the tag "Liver Top." The
medical institution or another identifier could be provided
as an input to the dictionary lookup system to allow it to
select the appropriate tag for a particular institution.
[0018] Once all of the metadata tags have been estab-
lished, they are stored in correspondence with the med-
ical image at step 125. For example, if the format of the
image supports embedded metadata, the tags may be
stored directly in the image itself. If embedded metadata
is not supported, the tags may be saved in a separate
file with a reference to the image. Alternatively, in some
embodiments, a data model (e.g., json) is developed to
define a custom meta model for body part / organ / type
and reference to the image itself. This meta information
can then be indexed for an easy, unstructured search.
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Finally, at step 125, the image with its metadata is stored
in an archive or other data repository for later access and
analysis. Once stored, the images are searchable by one
or more users via their metadata tags.
[0019] In some instances, the image used as input may
already comprise DICOM tags or other metadata with
anatomical objects. In some embodiments, the method
100 may be configured to ignore this metadata and only
consider as input the landmarks and their position. In this
way, the method 100 solves the problem where medical
images do not contain metadata information (i.e., NIfTI)
or the DICOM header (meta data) is empty or inaccurate.
[0020] FIG. 2 illustrates an alternative method 200 for
detecting and classifying medical images based on land-
marks detected in the images. In this example, the rule-
based approach is replaced by a machine-learning ap-
proach, allowing the rules for body part and organ defi-
nition to be fine-tuned via a machine learning based
method. Here steps 205 and 210 may be implemented
in the same manner as discussed above with reference
to steps 105 and 110 of the method 100 of FIG. 1A. How-
ever, at step 215, instead of the rules-based approach,
a machine learning model is used to identify metadata
tags based on landmarks. Using such a machine-learn-
ing approach, the rules for body part and organ definition
can be fine-tuned via a machine learning. Examples of
machine learning models that may be applied at step 215
include support vector machines (SVMs), decision trees
or random forests, standard neural networks, and con-
volutional neural networks.
[0021] Various techniques may be used for training the
machine learning model used at step 215. In general,
training is performed by providing a set of images with
labeled landmarks and corresponding body parts. This
training set is preferably large and diverse enough such
that the trained model can support a wide range of anat-
omies and views. Various techniques may be used for
labeling the data. For example, in some embodiments,
the machine learning model is trained using medical im-
ages labeled with an upper bound landmark, a lower
bound landmark, and one or more labeled anatomical
objects located between the upper bound landmark and
the lower bound landmark. The medical images may be
further labeled with a left bound landmark and a right
bound landmark, and the one or more labeled anatomical
objects are located between the left bound landmark and
the right bound landmark. The details of the training will
depend on the type and characteristics of the model being
used. For example, in a random forest implementation,
a plurality of decision trees is generated with each deci-
sion tree comprising a randomly selected subset of the
landmarks. To generate a tree, a subset is split into
daughter nodes by considering the landmarks in the train-
ing data. During deployment, as new landmarks are re-
ceived, the rules of each randomly generated decision
tree are used to predict an anatomical object. The votes
of each predicted anatomical object are calculated and
the highest voted object is considered the most like object

corresponding to the input landmarks.
[0022] Continuing with reference to FIG. 2, at step 220,
the list of various body parts and organs output by the
machine learning model is applied as metadata informa-
tion to the medical images. Once all of the metadata tags
have been established, they are stored in a data repos-
itory in correspondence with the medical image at step
225. Once in the data repository, the images are search-
able via their metadata tags. The details of implementing
steps 220 and 225 are similar to those discussed above
with regards to steps 120 and 125 of FIG. 1A.
[0023] FIG. 3 illustrates a system that could be used
to implement the method 200 illustrated in FIG. 2. In this
example, a magnetic resonance imaging (MRI) scanner
305 sends image data to an image processing system
335. Within the image processing system 335, an extract,
transform, and load (ETL) module 310 transforms the
image, as necessary to be used as input to the landmark
engine 315. Additionally, the ETL module may extract
relevant information (e.g., image dimensions, modality,
etc.) to generate parameters for the landmark engine
315. The landmark engine 315 executes as described
above with reference to FIG. 1A to identify a set of land-
marks. Then, the machine learning model(s) 320 are ex-
ecuted on the set of landmark marks to produce a tagged
image (i.e., an image with the appropriate body parts,
etc. stored in metadata tags of the image. A data output
module 325 is configured to communicate with a data
repository 345 to store the tagged image. Additionally, a
logging module 330 in the image processing system 335
records the tagged image and possibly other information
used in processing the image (e.g., parameters to the
landmark engine 315 and machine learning models 320).
In this way, operation of the image processing system
335 can be verified and validated. Additionally, the log-
ging module 330 may be used to debug the image
processing system 335 if any erroneous tags or other
data are detected.
[0024] Once the tagged image is stored in the data
repository 345, a user 340 can access, retrieve, and use
the tagged images. In some instances, the user 340 may
provide feedback to the image processing system 335.
In the example of FIG. 3, this feedback is provided to the
image processing system 335; however, in other embod-
iments, the user 340 may provide the feedback to the
data repository 345 which, in turn, relays the feedback
to the image processing system 335. In some embodi-
ments, the user may provide explicit feedback such as a
rating, an accuracy measurement, etc. The feedback
could also be to provide a ticket to correct a tag that was
mis-tagged (because machine learning based systems
are not 100% accurate in the beginning). In other em-
bodiments, the feedback can be in the form of modifica-
tion of the tags by the user 340. That is, the image
processing system 335 may automatically detect any ad-
ditions, deletions, or modifications to the metadata tags
by the user 340. For example, the image processing sys-
tem 335 may periodically review the contents of the data

7 8 



EP 3 444 824 A1

6

5

10

15

20

25

30

35

40

45

50

55

repository 345 to identify files with metadata tags modi-
fied by the user 340. The image processing system 335
may then use the image to retrain the machine learning
models 320 to further increase their overall accuracy.
[0025] FIG. 4 illustrates an exemplary computing en-
vironment 400 within which embodiments of the invention
may be implemented. The computing environment 400
includes computer system 410, which is one example of
a computing system upon which embodiments of the in-
vention may be implemented. Computers and computing
environments, such as computer system 410 and com-
puting environment 400, are known to those of skill in the
art and thus are described briefly herein.
[0026] As shown in FIG. 4, the computer system 410
may include a communication mechanism such as a bus
421 or other communication mechanism for communi-
cating information within the computer system 410. The
computer system 410 further includes one or more proc-
essors 420 coupled with the bus 421 for processing the
information. The processors 420 may include one or
more central processing units (CPUs), graphical
processing units (GPUs), or any other processor known
in the art.
[0027] The computer system 410 also includes a sys-
tem memory 430 coupled to the bus 421 for storing in-
formation and instructions to be executed by processors
420. The system memory 430 may include computer
readable storage media in the form of volatile and/or non-
volatile memory, such as read only memory (ROM) 431
and/or random access memory (RAM) 432. The system
memory RAM 432 may include other dynamic storage
device(s) (e.g., dynamic RAM, static RAM, and synchro-
nous DRAM). The system memory ROM 431 may include
other static storage device(s) (e.g., programmable ROM,
erasable PROM, and electrically erasable PROM). In ad-
dition, the system memory 430 may be used for storing
temporary variables or other intermediate information
during the execution of instructions by the processors
420. A basic input/output system (BIOS) 433 contains
the basic routines that help to transfer information be-
tween elements within computer system 410, such as
during start-up, may be stored in ROM 431. RAM 432
may contain data and/or program modules that are im-
mediately accessible to and/or presently being operated
on by the processors 420. System memory 430 may ad-
ditionally include, for example, operating system 434, ap-
plication programs 435, other program modules 436 and
program data 437. The application programs 435 may
include, for example, the ETL module, the landmarking
engine, the machine learning models, and the other com-
ponents of the image processing system described
above with reference to FIG. 3.
[0028] The computer system 410 also includes a disk
controller 440 coupled to the bus 421 to control one or
more storage devices for storing information and instruc-
tions, such as a hard disk 441 and a removable media
drive 442 (e.g., floppy disk drive, compact disc drive, tape
drive, and/or solid state drive). The storage devices may

be added to the computer system 410 using an appro-
priate device interface (e.g., a small computer system
interface (SCSI), integrated device electronics (IDE),
Universal Serial Bus (USB), or FireWire).
[0029] The computer system 410 may also include a
display controller 465 coupled to the bus 421 to control
a display 466, such as a cathode ray tube (CRT) or liquid
crystal display (LCD), for displaying information to a com-
puter user. The computer system includes an input inter-
face 460 and one or more input devices, such as a key-
board 462 and a pointing device 461, for interacting with
a computer user and providing information to the proc-
essors 420. The pointing device 461, for example, may
be a mouse, a trackball, or a pointing stick for communi-
cating direction information and command selections to
the processors 420 and for controlling cursor movement
on the display 466. The display 466 may provide a touch
screen interface which allows input to supplement or re-
place the communication of direction information and
command selections by the pointing device 461.
[0030] The computer system 410 may perform a por-
tion or all of the processing steps of embodiments of the
invention in response to the processors 420 executing
one or more sequences of one or more instructions con-
tained in a memory, such as the system memory 430.
Such instructions may be read into the system memory
430 from another computer readable medium, such as
a hard disk 441 or a removable media drive 442. The
hard disk 441 may contain one or more datastores and
data files used by embodiments of the present invention.
Datastore contents and data files may be encrypted to
improve security. The processors 420 may also be em-
ployed in a multi-processing arrangement to execute the
one or more sequences of instructions contained in sys-
tem memory 430. In alternative embodiments, hard-
wired circuitry may be used in place of or in combination
with software instructions. Thus, embodiments are not
limited to any specific combination of hardware circuitry
and software.
[0031] As stated above, the computer system 410 may
include at least one computer readable medium or mem-
ory for holding instructions programmed according to em-
bodiments of the invention and for containing data struc-
tures, tables, records, or other data described herein.
The term "computer readable medium" as used herein
refers to any medium that participates in providing in-
structions to the processor 420 for execution. A computer
readable medium may take many forms including, but
not limited to, non-volatile media, volatile media, and
transmission media. Non-limiting examples of non-vola-
tile media include optical disks, solid state drives, mag-
netic disks, and magneto-optical disks, such as hard disk
441 or removable media drive 442. Non-limiting exam-
ples of volatile media include dynamic memory, such as
system memory 430. Non-limiting examples of transmis-
sion media include coaxial cables, copper wire, and fiber
optics, including the wires that make up the bus 421.
Transmission media may also take the form of acoustic
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or light waves, such as those generated during radio
wave and infrared data communications.
[0032] The computing environment 400 may further in-
clude the computer system 410 operating in a networked
environment using logical connections to one or more
image scanners such as imaging device 480. The imag-
ing device 480 may be a radiology scanner such as a
magnetic resonance (MR) scanner, PET/MR, X-ray or a
CT scanner. When used in a networking environment,
computer system 410 may include modem 472 for es-
tablishing communications with the imaging device 480
or a remote computing system over a network 471, such
as the Internet. Modem 472 may be connected to bus
421 via user network interface 470, or via another appro-
priate mechanism. It should be noted that, although the
imaging device 480 is illustrated as being connected to
the computer system 410 over the network 471 in the
example presented in FIG. 4, in other embodiments of
the present invention, the computer system 410 may be
directly connected to the image scanner 480. For exam-
ple, in one embodiment the computer system 410 and
the image scanner 480 are co-located in the same room
or in adjacent rooms, and the devices are connected us-
ing any transmission media generally known in the art.
[0033] Network 471 may be any network or system
generally known in the art, including the Internet, an in-
tranet, a local area network (LAN), a wide area network
(WAN), a metropolitan area network (MAN), a direct con-
nection or series of connections, a cellular telephone net-
work, or any other network or medium capable of facili-
tating communication between computer system 410
and other computers (e.g., remote computer 480). The
network 471 may be wired, wireless or a combination
thereof. Wired connections may be implemented using
Ethernet, Universal Serial Bus (USB), RJ-11 or any other
wired connection generally known in the art. Wireless
connections may be implemented using Wi-Fi, WiMAX,
and Bluetooth, infrared, cellular networks, satellite or any
other wireless connection methodology generally known
in the art. Additionally, several networks may work alone
or in communication with each other to facilitate commu-
nication in the network 471.
[0034] The embodiments of the present disclosure
may be implemented with any combination of hardware
and software. In addition, the embodiments of the present
disclosure may be included in an article of manufacture
(e.g., one or more computer program products) having,
for example, computer-readable, non-transitory media.
The media has embodied therein, for instance, computer
readable program code for providing and facilitating the
mechanisms of the embodiments of the present disclo-
sure. The article of manufacture can be included as part
of a computer system or sold separately.
[0035] While various aspects and embodiments have
been disclosed herein, other aspects and embodiments
will be apparent to those skilled in the art. The various
aspects and embodiments disclosed herein are for pur-
poses of illustration and are not intended to be limiting,

with the true scope and spirit being indicated by the fol-
lowing claims.
[0036] Unless stated otherwise as apparent from the
following discussion, it will be appreciated that terms
such as "segmenting," "generating," "registering," "de-
termining," "aligning," "positioning," "processing," "com-
puting," "selecting," "estimating," "detecting," "tracking"
or the like may refer to the actions and processes of a
computer system, or similar electronic computing device,
that manipulates and transforms data represented as
physical (e.g., electronic) quantities within the computer
system’s registers and memories into other data similarly
represented as physical quantities within the computer
system memories or registers or other such information
storage, transmission or display devices. Embodiments
of the methods described herein may be implemented
using computer software. If written in a programming lan-
guage conforming to a recognized standard, sequences
of instructions designed to implement the methods can
be compiled for execution on a variety of hardware plat-
forms and for interface to a variety of operating systems.
In addition, embodiments of the present invention are not
described with reference to any particular programming
language. It will be appreciated that a variety of program-
ming languages may be used to implement embodiments
of the present invention.
[0037] As used herein, the term "image" refers to multi-
dimensional data composed of discrete image elements
(e.g., pixels for 2-D images and voxels for 3-D images).
The image may be, for example, a medical image of a
subject collected by computer tomography, magnetic
resonance imaging, ultrasound, or any other medical im-
aging system known to one of skill in the art. The image
may also be provided from non-medical contexts, such
as, for example, remote sensing systems, electron mi-
croscopy, etc. The techniques described herein may gen-
erally be applied to images of any dimension, e.g., a 2-
D picture or a 3-D volume. For a 2- or 3-dimensional
image, the domain of the image is typically a 2- or 3-
dimensional rectangular array, wherein each pixel or vox-
el can be addressed with reference to a set of 2 or 3
mutually orthogonal axes. The terms "digital" and "digi-
tized" as used herein will refer to images or volumes, as
appropriate, in a digital or digitized format acquired via a
digital acquisition system or via conversion from an an-
alog image.
[0038] An executable application, as used herein,
comprises code or machine readable instructions for con-
ditioning the processor to implement predetermined
functions, such as those of an operating system, a con-
text data acquisition system or other information process-
ing system, for example, in response to user command
or input. An executable procedure is a segment of code
or machine readable instruction, sub-routine, or other dis-
tinct section of code or portion of an executable applica-
tion for performing one or more particular processes.
These processes may include receiving input data and/or
parameters, performing operations on received input da-
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ta and/or performing functions in response to received
input parameters, and providing resulting output data
and/or parameters.
[0039] A "graphical user interface" (GUI), as used
herein, comprises one or more display images, generat-
ed by a display processor and enabling user interaction
with a processor or other device and associated data
acquisition and processing functions. The GUI also in-
cludes an executable procedure or executable applica-
tion. The executable procedure or executable application
conditions the display processor to generate signals rep-
resenting the GUI display images. These signals are sup-
plied to a display device which displays the image for
viewing by the user. The processor, under control of an
executable procedure or executable application, manip-
ulates the GUI display images in response to signals re-
ceived from the input devices. In this way, the user may
interact with the display image using the input devices,
enabling user interaction with the processor or other de-
vice.
[0040] The functions and process steps herein may be
performed automatically or wholly or partially in response
to user command. An activity (including a step) per-
formed automatically is performed in response to one or
more executable instructions or device operation without
user direct initiation of the activity.
[0041] The system and processes of the figures are
not exclusive. Other systems, processes and menus may
be derived in accordance with the principles of the inven-
tion to accomplish the same objectives. Although this in-
vention has been described with reference to particular
embodiments, it is to be understood that the embodi-
ments and variations shown and described herein are
for illustration purposes only. Modifications to the current
design may be implemented by those skilled in the art,
without departing from the scope of the invention. As de-
scribed herein, the various systems, subsystems,
agents, managers and processes can be implemented
using hardware components, software components,
and/or combinations thereof. No claim element herein is
to be construed under the provisions of 35 U.S.C. 112(f)
the element is expressly recited using the phrase "means
for."

Claims

1. A computer-implemented method for automatically
generating metadata tags for a medical image, the
method comprising:

receiving (105, 335) a medical image;
automatically identifying (110, 315) a set of body
landmarks in the medical image using one or
more machine learning models (315);
applying (115) a set of rules to the set of body
landmarks to identify anatomical objects present
in the image;

generating (120, 325) one or more metadata
tags corresponding to the anatomical objects;
storing (120, 325) the metadata tags in the med-
ical image; and
transferring (125, 335) the medical image with
the metadata tags to a data repository (345).

2. The method according to claim 1, wherein the one
or more machine learning models (320) comprise a
deep reinforcement learning model.

3. The method according to claims 1 or 2, wherein each
rule in the set of rules defines (i) an upper bound
landmark and a lower bound landmark for a corre-
sponding anatomical object or (ii) a left bound land-
mark and a right bound landmark for the correspond-
ing anatomical object.

4. The method according to any of the preceding
claims, further comprising:

detecting (320, 335) a modification of the med-
ical image by one or more users (340); and
based on the modification of the medical image,
automatically modifying (320, 335) one or more
rules in the set of rules.

5. The method according to claim 4, wherein the mod-
ification of the medical image comprising a (i) mod-
ification or deletion of one or more of the metadata
tags or (ii) an addition of one or more new metadata
tags.

6. The method according to any of the preceding
claims, wherein the medical image is acquired using
a medical image scanner (480) and the method is
performed immediately following image reconstruc-
tion on a computer (335, 400) connected to the med-
ical image scanner (305).

7. The method according to claim 6, wherein the med-
ical image scanner (480) is a magnetic resonance
imaging (MRI) scanner.

8. A computer-implemented method for automatically
generating metadata tags for a medical image, the
method comprising:

receiving (205, 335) a medical image;
identifying (210, 335) a set of body landmarks
in the medical image;
applying (215, 335) one or more machine learn-
ing models (320) to the set of body landmarks
to identify anatomical objects present in the im-
age;
generating (220, 335) one or more metadata
tags corresponding to the anatomical objects;
storing (220, 335) the metadata tags in the med-
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ical image; and
transferring (225) the medical image with the
metadata tags to a data repository (345).

9. The method according to claim 8, wherein the one
or more machine learning models (320) comprise a
random forest.

10. The method according to claim 9, wherein the ran-
dom forest is trained using a plurality of medical im-
ages labeled with an upper bound landmark, a lower
bound landmark, and one or more labeled anatom-
ical objects located between the upper bound land-
mark and the lower bound landmark.

11. The method according to claim 10, wherein the plu-
rality of medical images are further labeled with a left
bound landmark and a right bound landmark, and
the one or more labeled anatomical objects are lo-
cated between the left bound landmark and the right
bound landmark.

12. The method according to any of the preceding claims
8 to 11, further comprising:

detecting (320, 335) a modification of the med-
ical image by one or more users (340); and
based on the modification of the medical image,
retraining (320, 335) the one or more machine
learning models (320).

13. The method according to claim 12, wherein the mod-
ification of the medical image comprising (i) a mod-
ification or deletion of one or more of the metadata
tags and (ii) an addition of one or more new metadata
tags.

14. The method according to any of the preceding claims
8 to 13, wherein the medical image is acquired using
a medical image scanner (305) and the method is
performed immediately following image reconstruc-
tion on a computer connected to the medical image
scanner (305).

15. The method according to claim 14, wherein the med-
ical image scanner (305) is a MRI scanner.

16. A system for automatically generating metadata tags
for a medical image, the system comprising:

a medical image scanner (305) configured to ac-
quire a medical image;
an image processing system (335, 400) com-
prising one or more processors (420) configured
to

automatically identify (210, 315) a set of
body landmarks in the medical image; iden-

tify (320) anatomical objects present in the
image based on the set of body landmarks;
generate (325) one or more metadata tags
corresponding to the anatomical objects;
store (325) the metadata tags in the medical
image; and
transfer (325) the medical image with the
metadata tags to a data repository (345).

17. The system according to claim 16, wherein the med-
ical image scanner (305) is a MRI scanner.
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