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(54) QUERY TUNING UTILIZING OPTIMIZER HINTS

(57) A device may identify a query for a database
system, wherein the query is a candidate for optimization.
The device may determine a first execution plan accord-
ing to a first hint for executing the query and a second
execution plan according to a second hint for executing
the query, wherein the first execution plan is associated
with a first execution time and the second execution plan

is associated with a second execution time. The device
may select the first execution plan or the second execu-
tion plan as a selected execution plan. The device may
generate, based on selecting the selected execution
plan, a profile for the query, wherein the profile is based
on the selected execution plan. The database system
may execute the query according to the profile.
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Description

BACKGROUND

[0001] Query optimization is a function of many data-
base systems. A query optimizer of a database system
attempts to determine an efficient way to execute a query
submitted to the database system by considering multiple
possible execution plans for the query. Some database
systems permit guiding the query optimizer with hints.

SUMMARY

[0002] According to some implementations, a method
may include identifying, by a device, a query for a data-
base system. The query may be a candidate for optimi-
zation. The method may include determining, by the de-
vice, a first execution plan according to a first hint for
executing the query and a second execution plan accord-
ing to a second hint for executing the query. The first
execution plan may be associated with a first execution
time and the second execution plan may be associated
with a second execution time. The method may include
selecting, by the device, the first execution plan or the
second execution plan as a selected execution plan. The
first execution plan may be selected as the selected ex-
ecution plan when the first execution time is less than
the second execution time. The second execution plan
may be selected as the selected execution plan when
the second execution time is less than the first execution
time. The method may include generating, by the device
and based on selecting the selected execution plan, a
profile for the query. The profile may be based on the
selected execution plan. The database system may ex-
ecute the query according to the profile.
[0003] According to some implementations, a non-
transitory computer-readable medium may store instruc-
tions that include one or more instructions that, when
executed by one or more processors of a device, cause
the one or more processors to identify a query for a da-
tabase system. The query may be candidate for optimi-
zation and the query may be expressed as a textual state-
ment. The one or more instructions may cause the one
or more processors to alter the textual statement with a
first hint to obtain a first altered query and alter the textual
statement with a second hint to obtain a second altered
query. The one or more instructions may cause the one
or more processors to determine a first execution plan
based on processing the first altered query and deter-
mine a second execution plan based on processing the
second altered query. The one or more instructions may
cause the one or more processors to select the first ex-
ecution plan or the second execution plan as a selected
execution plan and to generate, based on selecting the
selected execution plan, a profile for the query. The pro-
file may be based on the selected execution plan. The
one or more instructions may cause the one or more proc-
essors to execute the query according to the profile.

[0004] According to some implementations, a device
may include one or more memories, and one or more
processors, communicatively coupled to the one or more
memories, to identify a query for a database system. The
query may be a candidate for optimization. The one or
more processors may provide, to the database system,
a first hint for executing the query and a second hint for
executing the query. The database system may deter-
mine a first execution plan according to the first hint for
executing the query and determine a second execution
plan according to the second hint for executing the query.
The first execution plan may be associated with a first
execution time and the second execution plan may be
associated with a second execution time. The one or
more processors may select the first execution plan or
the second execution plan as a selected execution plan.
The first execution plan may be selected as the selected
execution plan when the first execution time is less than
the second execution time. The second execution plan
may be selected as the selected execution plan when
the second execution time is less than the first execution
time. The one or more processors may generate, based
on selecting the selected execution plan, a profile for the
query. The profile may be based on the selected execu-
tion plan. The database system may execute the query
according to the profile.

BRIEF DESCRIPTION OF THE DRAWINGS

[0005]

Figs. 1A-1E are diagrams of one or more example
implementations described herein.
Fig. 2 is a diagram of an example environment in
which systems and/or methods described herein
may be implemented.
Fig. 3 is a diagram of example components of one
or more devices of Fig. 2.
Figs. 4-6 are flow charts of example processes for
query tuning utilizing optimizer hints.

DETAILED DESCRIPTION

[0006] The following detailed description of example
implementations refers to the accompanying drawings.
The same reference numbers in different drawings may
identify the same or similar elements.
[0007] A query (e.g., a structured query language
(SQL) query) for a database system may identify data
that is to be obtained from a database of the database
system. However, the query may not define any steps or
any algorithms that are to be used by the database sys-
tem to obtain the data. Accordingly, the database system
may employ a query optimizer to determine an efficient
way to execute the query and obtain the data identified
in the query. For example, the query optimizer may de-
termine a plurality of execution plans for executing the
query and select a particular execution plan (e.g., an op-
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timal execution plan) from the plurality of execution plans.
[0008] Sometimes, the particular execution plan for the
query that is determined by the query optimizer is not
efficient, thereby resulting in slow execution of the query
and slow execution of an application that includes the
query. In such cases, a database administrator may iden-
tify the query as slow executing and attempt to optimize
the query. Optimization performed by the database ad-
ministrator is inefficient, error-prone, and often impracti-
cal, when there are hundreds, thousands, millions, or
more queries in need of optimization. Furthermore, opti-
mization performed by the database administrator is
guided by human subjectivity, and therefore, may be dif-
ficult to repeat and may fail to arrive at a most efficient
optimization of the query.
[0009] Some implementations described herein pro-
vide a tuning platform that facilitates optimization of a
query for a database system. The tuning platform may
identify a query that is a candidate for optimization. The
tuning platform may perform a tuning procedure on the
query by determining an execution plan for the query
based on a hint for executing the query. The tuning plat-
form may perform the tuning procedure on the query us-
ing a plurality of hints to determine a plurality of execution
plans for the query. The tuning platform may select a
particular execution plan (e.g., an optimal execution plan)
from the plurality of execution plans and generate a pro-
file for the query that is based on the particular execution
plan selected. The query may be executed according to
the profile.
[0010] In this way, the tuning platform removes human
subjectivity and waste from query optimization, to thereby
improve speed and efficiency of query optimization and
conserve associated computing resources (e.g., proces-
sor resources, memory resources, and/or the like). In ad-
dition, the tuning platform performs operations, which
make query optimization more efficient, that were not pre-
viously performed. Accordingly, the tuning platform is ca-
pable of optimizing hundreds, thousands, or more que-
ries in seconds or minutes, which would otherwise re-
quire days or weeks when performed by a database ad-
ministrator, thereby conserving computing resources.
Moreover, the tuning platform provides for an efficient,
repeatable, and unbiased analysis of a number of differ-
ent potential execution plans for a query to thereby de-
termine an optimal execution plan for the query. Accord-
ingly, computing resources that otherwise would be wast-
ed if the query were executed according to a less-optimal
execution plan (e.g., an execution plan determined by a
database administrator) are conserved.
[0011] While the description to follow will be described
in terms of an example of a database system, implemen-
tations described herein may apply equally to other stor-
age systems, such as other storage systems that may
be queried.
[0012] Figs. 1A-1E are diagrams of one or more ex-
ample implementations 100 described herein. As shown
in Figs. 1A-1E, example implementations) 100 may in-

clude a tuning platform. The tuning platform (e.g., a tuning
platform including one or more server devices) may uti-
lize a tuning procedure to optimize queries for a database
system. In some implementations, the tuning procedure
may be implemented by one or more processes associ-
ated with the tuning platform (e.g., one or more processes
associated with one or more computing resources of the
tuning platform).
[0013] In some implementations, the database system
may be associated with the tuning platform. For example,
the database system may be implemented by a comput-
ing resource of the tuning platform. In some implemen-
tations, the database system may be implemented by a
device (e.g., a database server device) that communi-
cates with, or is otherwise accessible to, the tuning plat-
form.
[0014] The database system may be a relational data-
base management system (RDMS) that maintains a re-
lational database. In some implementations, the data-
base system may use SQL for querying and maintaining
a database. The database system may employ a query
processor (also referred to as a relational engine) that
processes queries submitted to the database system.
The query processor may include a query optimizer,
which may determine an execution plan for executing a
query, and an execution engine, which may execute the
execution plan determined by the query optimizer to ob-
tain results from a database in response to the query.
For example, the query optimizer may determine an ex-
ecution plan (e.g., a set of operations to produce a result
requested by a query) for executing a query by generating
multiple possible execution plans (e.g., multiple possible
execution plans based on different combinations of ac-
cess methods, such as a full table scan or an index scan;
join methods, such as a nested loop join or a hash join;
join orders; or query transformations).
[0015] Continuing with the previous example, the que-
ry optimizer may analyze a cost for each possible exe-
cution plan, determine a particular execution plan that
has a lowest cost, and pass the particular execution plan
to the execution engine. The query optimizer (e.g., using
a data library of the database system) may determine a
cost for an execution plan based on an estimated re-
source usage (e.g., input/output performance, processor
usage, and/or memory usage) of the execution plan, an
estimated number of rows that are to be returned (e.g.,
cardinality) for the query, a size of a data set relating to
the query, a distribution of data relating to the query,
and/or access paths for obtaining results in response to
the query. In some implementations, the database sys-
tem may store the particular execution plan for the query
and use the particular execution plan for executing the
query.
[0016] The database may be a relational database that
includes one or more tables. A table may include one or
more columns (e.g., attributes) and one or more rows
(e.g., records). A row may be identified by a unique key.
Thus, a row of a first table may be associated with a row
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of a second table using the unique key of the row of the
first table. An index may be created on one or more col-
umns of the table to permit the database system to find
records matching a query (e.g., a query that includes a
filter on a column that is indexed) without comparing the
query against every row of the table.
[0017] The query may be a request to a database sys-
tem to obtain one or more results from a database (e.g.,
a "SELECT" query), insert one or more records into the
database (e.g., an "INSERT" query), update one or more
records in the database (e.g., an "UPDATE" query),
and/or delete one or more records from the database
(e.g., a "DELETE" query). In some implementations, the
query may be an SQL query. Accordingly, the query may
be expressed as a textual statement (e.g., "SELECT
make, model FROM cars WHERE color=red"). The query
may be included in an application (e.g., an application
implemented by the tuning platform) and submitted to
the database system during an execution of the applica-
tion.
[0018] As shown in Fig. 1A, and by reference number
105, the tuning platform may identify a query that is a
candidate for optimization. In some implementations, the
tuning platform may analyze historical log data (e.g., his-
torical log data maintained by the database system) re-
lating to queries previously executed by the database
system to identify the query that is the candidate for op-
timization. In some implementations, the tuning platform
may process one or more queries (e.g., one or more que-
ries included in an application) within a test environment
to identify the query that is the candidate for optimization.
In some implementations, the tuning platform may mon-
itor an execution of the query (e.g., in real time) to identify
the query as the candidate for optimization.
[0019] In some implementations, the tuning platform
may identify the query as the candidate for optimization
based on a resource usage (e.g., a memory usage)
and/or an execution time associated with the query. For
example, the tuning platform may identify the query as
the candidate for optimization when a resource usage
associated with the query satisfies a threshold value
and/or an execution time associated with the query sat-
isfies a threshold value (e.g., greater than 0.1 seconds
(s), 0.5 s, 1 s, and/or the like). Additionally, or alterna-
tively, the tuning platform may identify the query as the
candidate for optimization based on an identity of a da-
tabase system user associated with the query. For ex-
ample, the tuning platform may identify the query as the
candidate for optimization when the database system us-
er is a system administrator. Additionally, or alternatively,
the tuning platform may identify the query as the candi-
date for optimization based on a type of the query. For
example, the tuning platform may identify the query as
the candidate for optimization when the query is a request
to obtain one or more results from the database (e.g., a
"SELECT" query). Additionally, or alternatively, the tun-
ing platform may identify the query as the candidate for
optimization based on an impact of the query on an ap-

plication. For example, the tuning platform may identify
the query as the candidate for optimization when a
number of executions of the query in the application sat-
isfies a threshold value and/or a percentage of execu-
tions of the query, relative to all query executions in the
application, satisfies a threshold value.
[0020] In some implementations, the tuning platform
may identify a plurality of queries that are candidates for
optimization. The plurality of queries may be placed in a
queue for processing (e.g., sequential processing or con-
current processing) by the tuning platform.
[0021] As shown in Fig. IB, and by reference number
110, the tuning platform may identify details (e.g., meta-
data) of the query identified as the candidate for optimi-
zation. The tuning platform may use the details of the
query in performing the tuning procedure, as described
below. In some implementations, the tuning platform may
identify a textual statement that expresses the query
(e.g., "SELECT make, model FROM cars WHERE
color=red"). Additionally, or alternatively, the tuning plat-
form may identify one or more bind variables included in
the query (e.g., in a query "SELECT make, model FROM
cars WHERE color=:color," the tuning platform may iden-
tify a bind variable ":color").
[0022] As shown in Fig. 1C, and by reference number
115, the tuning platform may analyze the query identified
as the candidate for optimization. For example, the tuning
platform may analyze the query to identify information
relating to the query that may impact an execution of the
query. The tuning platform may use the information in
performing the tuning procedure, as described below. In
some implementations, the tuning platform may identify
a driving table (e.g., a driving table of the database) as-
sociated with the query. The tuning platform may identify
the driving table by identifying a first table that is joined
to one or more second tables in executing the query (e.g.,
a table associated with a filter condition of the query that
eliminates a highest percentage of rows in the table).
Additionally, or alternatively, the tuning platform may
identify one or more filters of the query (e.g., in a query
"SELECT make, model FROM cars WHERE color=red,"
the tuning platform may identify a filter "color=red"). The
tuning platform may analyze a driving table that is iden-
tified and one or more filters that are identified to deter-
mine whether the one or more filters relate to columns
(e.g., attributes) of the driving table. The tuning platform
also may analyze data (e.g., metadata) relating to the
driving table that is identified to determine columns of the
driving table that are indexed by the database system.
[0023] As shown in Fig. ID, and by reference number
120, the tuning platform may perform the tuning proce-
dure by determining a plurality of execution plans for the
query. The tuning platform may determine the plurality
of execution plans according to a plurality of hints for
executing the query. For example, the tuning platform
may apply a hint to the query (e.g., utilizing the details of
the query and the information relating to the query, as
described above) and determine an execution plan for
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executing the query according to the hint. The tuning plat-
form may be configured with the plurality of hints (e.g.,
in a list maintained by the tuning platform that may be
updated periodically) that are to be applied to the query
(e.g., according to the tuning procedure).
[0024] In some implementations, the tuning platform
may apply a hint to the query by altering the textual state-
ment associated with the query with the hint (e.g., "SE-
LECT /*+ FIRST_ROWS(10)*/make, model FROM cars
WHERE color=red") to obtain an altered query. For ex-
ample, after identifying the textual statement associated
with the query, the tuning platform may insert the hint
into the textual statement. In some implementations, the
tuning platform may alter the textual statement associat-
ed with the query with a hint and a bind variable (e.g.,
"SELECT /*+ FIRST_ROWS(10) */ make, model FROM
cars WHERE color=:color") to obtain an altered query.
For example, the tuning platform may determine that tex-
tual statements for multiple queries (e.g., that are candi-
dates for optimization) have a same structure but differ-
ent literal values on a particular filter (e.g., "SELECT
make, model FROM cars WHERE color=red" and "SE-
LECT make, model FROM cars WHERE color=blue").
Continuing with the previous example, the tuning plat-
form may generate, for the multiple queries, a combined
textual statement that includes a bind variable in place
of a literal value on the particular filter, and alter the com-
bined textual statement with a hint to obtain an altered
query. In some implementations, the tuning platform may
alter the textual statement associated with the query with
multiple hints and/or multiple bind variables to obtain an
altered query.
[0025] In some implementations, the tuning platform
(e.g., according to the tuning procedure) may determine
an execution plan according to a hint. For example, the
tuning platform (e.g., utilizing the query optimizer of the
database system) may determine the execution plan
based on processing an altered query that includes the
hint. In some implementations, the tuning platform may
provide a hint (e.g., via an altered query) to the database
system to permit the database system (e.g., the query
optimizer of the database system) to determine an exe-
cution plan according to the hint. In some implementa-
tions, the execution plan may be associated with an ex-
ecution time and/or an execution cost. For example, the
tuning platform (e.g., using the database system), when
processing an altered query to determine an execution
plan, may determine an execution time and/or an execu-
tion cost associated with the execution plan.
[0026] In some implementations, the execution time
may be an actual execution time associated with
processing the altered query and/or the cost may be an
actual cost associated with processing the altered query.
Additionally, or alternatively, the execution time may be
an estimated execution time based on the execution plan
and/or the cost may be an estimated cost based on the
execution plan. The tuning platform may determine the
estimated execution time and/or the estimated execution

cost based on an estimated resource usage (e.g., in-
put/output performance, processor usage, and/or mem-
ory usage) of the execution plan, an estimated number
of rows that are to be returned (e.g., cardinality) for the
query, a size of a data set relating to the query, a distri-
bution of data relating to the query, and/or access paths
for obtaining results in response to the query.
[0027] In some implementations, the tuning platform
may determine a plurality of execution plans for the query
according to a plurality of hints (e.g., a plurality of hints
that are applied to the query as an individual hint and/or
in a combination of hints). For example, the tuning plat-
form may process a plurality of altered queries to deter-
mine the plurality of execution plans.
[0028] A hint may provide a directive for determining
an execution plan for the query. For example, the hint
may provide a directive to the query optimizer of the da-
tabase system for determining an execution plan for the
query. The directive may influence the query optimizer
to determine an execution plan for the query in a partic-
ular manner.
[0029] In some implementations, a hint may provide a
directive to determine an execution plan based on a par-
ticular number of rows that are to be returned in response
to the query (e.g., "/*+ FIRST_ROWS(n) */"). In other
words, the hint directs the query optimizer to determine
an execution plan for the query that is optimized for re-
turning a first "n" number of rows that are responsive to
the query. In some implementations, multiple hints may
specify different numbers of rows (e.g., a first hint may
specify that 1 row is to be returned, a second hint may
specify that 5 rows are to be returned, and/or the like).
[0030] In some implementations, a hint may provide a
directive to determine an execution plan based on a rule
based optimization (e.g., "/*+ RULE */"). In other words,
the hint directs the query optimizer to determine an ex-
ecution plan for the query that is optimized using a rule
based optimization rather than a cost based optimization
(e.g., a cost based optimization that determines an exe-
cution plan based on a cost of the execution plan, as
described above). According to the rule based optimiza-
tion, the query optimizer may determine an execution
plan for the query based on a set of rules that define
parameters for determining the execution plan.
[0031] In some implementations, a hint may provide a
directive to determine an execution plan based on a par-
ticular table join order. In other words, the hint directs the
query optimizer to determine an execution plan for the
query that is optimized for a particular table join order.
The particular table join order may relate to one or more
particular tables that are to be used first in a table join
order (e.g., "/*+ LEADING(table1 table2) */"). In some
implementations, the particular table may be a driving
table of the query (e.g., a driving table identified by ana-
lyzing the query, as described above). In some imple-
mentations, multiple hints may specify different tables
(e.g., different tables identified by analyzing the query)
that are to be used first in a table join order (e.g., a first
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hint may specify that a first table is to be used first in a
table join order, a second hint may specify that a second
table is to be used first in a table join order, and/or the like).
[0032] In some implementations, a hint may provide a
directive to determine an execution plan based on a par-
ticular index that is to be used for an index scan (e.g.,
"/*+ INDEX(table index) */"). In other words, the hint di-
rects the query optimizer to determine an execution plan
for the query that is optimized for performing an index
scan on a particular index. In some implementations, the
particular index may be an index on a driving table of the
query (e.g., an index identified by analyzing the query,
as described above). In such cases, the hint may provide
a directive to determine an execution plan based on a
particular driving table and a particular index that is to be
used for an index scan (e.g., "/*+ LEADING(table) IN-
DEX(table index) */"). In some implementations, multiple
hints may specify different indexes (e.g., different index-
es identified by analyzing the query) that are to be used
for an index scan (e.g., a first hint may specify that a first
index is to be used for an index scan, a second hint may
specify that a second index is to be used for an index
scan, and/or the like).
[0033] In some implementations, a hint may provide a
directive to determine an execution plan based on a par-
allel processing of the query using a particular degree of
parallelism (e.g., "/*+ PARALLEL(n) */"). In other words,
the hint directs the query optimizer to determine an ex-
ecution plan for the query that is optimized for processing
the query using an "n" number of processors. In some
implementations, multiple hints may specify different de-
grees of parallelism (e.g., a first hint may specify that 2
processors are to process the query, a second hint may
specify that 5 processors are to process the query, and/or
the like).
[0034] In some implementations, a hint may provide a
directive to determine an execution plan based on a par-
ticular table that is to be used as an inner table for a
nested loop join operation (e.g., "/*+ USE_NL(table)*/").
In other words, the hint directs the query optimizer to
determine an execution plan for the query that is opti-
mized for a particular table that is joined to another row
source (e.g., table) using a nested loop join operation. In
some implementations, the particular table may be a driv-
ing table of the query (e.g., a driving table identified by
analyzing the query, as described above). In some im-
plementations, multiple hints may specify different tables
(e.g., different tables identified by analyzing the query)
that are to be used as an inner table for a nested loop
join operation (e.g., a first hint may specify that a first
table is to be the inner table for the nested loop join op-
eration, a second hint may specify that a second table is
to be the inner table for the nested loop join operation,
and/or the like).
[0035] In some implementations, a hint may provide a
directive to determine an execution plan according to a
particular access path for obtaining results in response
to the query. In other words, the hint directs the query

optimizer to determine an execution plan for the query
that is optimized for using a particular access path. In
some implementations, the particular access path may
be a bitmap access path (e.g., "/*+ INDEX_COMBINE(ta-
ble index1 index2) */"). Additionally, or alternatively, the
particular access path may be an index join access path
(e.g., "/*+ INDEX_JOIN(table index1 index2) */"). In some
implementations, the particular access path may relate
to one or more indexes on a driving table of the query
(e.g., one or more indexes identified by analyzing the
query, as described above). In some implementations,
multiple hints may specify different indexes (e.g., differ-
ent indexes identified by analyzing the query) for the par-
ticular access path (e.g., a first hint may specify one or
more first indexes for a first access path, a second hint
may specify one or more second indexes for a second
access path, and/or the like).
[0036] In some implementations, a hint may provide a
directive to determine an execution plan according to a
particular index that is to be used for an index scan in a
sort direction (e.g., "/*+ INDEX_DESC(table index) */" or
"/*+ INDEX_ASC(table index) */"). In other words, the
hint directs the query optimizer to determine an execution
plan for the query that is optimized for performing an in-
dex scan on a particular index in a particular sort direction
(e.g., optimized for scanning index entries in descending
order or ascending order). In some implementations, the
particular index may be an index on a driving table of the
query (e.g., an index identified by analyzing the query,
as described above). In some implementations, multiple
hints may specify different indexes (e.g., different index-
es identified by analyzing the query) that are to be used
for an index scan in a sort direction (e.g., a first hint may
specify that a first index is to be used for an index scan
in descending order, a second hint may specify that a
second index is to be used for an index scan in descend-
ing order, and/or the like).
[0037] The hints described above are illustrative and
are not intended to be an exhaustive list. Accordingly,
the tuning platform may employ one or more hints not
described herein in performing the tuning procedure.
[0038] As shown in Fig. 1E, and by reference number
125, the tuning platform (e.g., according to the tuning
procedure) may select a particular execution plan from
a plurality of execution plans (e.g., a plurality of execution
plans determined by the tuning platform based on a plu-
rality of hints). For example, the tuning platform may se-
lect the particular execution plan based on an execution
time associated with the particular execution plan, a cost
associated with the particular execution plan, a structure
associated with the query, a storage location of the query,
and/or the like. In some implementations, the tuning plat-
form may select the particular execution plan from the
plurality of execution plans based on determining that
the particular execution plan is an optimal execution plan
among the plurality of execution plans.
[0039] In some implementations, the tuning platform
may select the particular execution plan when the exe-
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cution time or the cost associated with the particular ex-
ecution plan is a lowest time or a lowest cost, respective-
ly, among the plurality of execution plans. For example,
a first execution plan may be associated with a first ex-
ecution time and a second execution plan may be asso-
ciated with a second execution time, and the tuning plat-
form may select the first execution plan when the first
execution time is less than the second execution time or
may select the second execution plan when the second
execution time is less than the first execution time. As
another example, a first execution plan may be associ-
ated with a first cost and a second execution plan may
be associated with a second cost, and the tuning platform
may select the first execution plan when the first cost is
less than the second cost or may select the second ex-
ecution plan when the second cost is less than the first
cost. As a further example, a first execution plan may be
associated with a first execution time and a first cost and
a second execution plan may be associated with a sec-
ond execution time and a second cost, and the tuning
platform may select the first execution plan or the second
execution plan based on a first combination (e.g., a
weighted combination) of the first execution time and the
first cost and a second combination (e.g., a weighted
combination) of the second execution time and the sec-
ond cost.
[0040] In some implementations, the tuning platform
may consider a plurality of factors (including or not in-
cluding an execution time factor and/or a cost factor) to
determine which execution plan to select. The plurality
of factors, associated with an execution plan, may be
weighted and combined to generate a score for the ex-
ecution plan. The tuning platform may select an execu-
tion plan from the plurality of execution plans based on
the score for the execution plan relative to the scores for
the rest of the plurality of execution plans.
[0041] In some implementations, the tuning platform
may calculate a percentage improvement of an execution
time or a cost associated with an execution plan relative
to an initial execution time or initial cost, respectively,
associated with an initial execution plan for the query
(e.g., an initial execution plan determined prior to the que-
ry being identified as the candidate for optimization). The
tuning platform may select a particular execution plan
that is associated with a highest percentage improve-
ment from among a plurality of execution plans. In some
implementations, the tuning platform may select the par-
ticular execution plan when the percentage improvement
is the highest percentage improvement and the percent-
age improvement satisfies a threshold value.
[0042] In some implementations, the tuning platform
may not select a particular execution plan from a plurality
of execution plans. For example, the tuning platform may
not select the particular execution plan when an initial
execution time associated with an initial execution plan
for the query (e.g., an initial execution plan determined
prior to the query being identified as the candidate for
optimization) is less than respective execution times for

the plurality of execution plans. As another example, the
tuning platform may not select the particular execution
plan when an initial cost associated with an initial execu-
tion plan for the query (e.g., an initial execution plan de-
termined prior to the query being identified as the candi-
date for optimization) is less than respective costs for the
plurality of execution plans.
[0043] The tuning platform, based on not selecting the
particular execution plan, may generate a notification in-
dicating that an execution plan was not selected. The
notification may include an identifier of the query and/or
information relating to execution plans of the plurality of
execution plans (e.g., steps of an execution plan, a cost
associated with the execution plan, an execution time
associated with the execution plan, and/or the like). The
notification may be intended for, and/or transmitted to, a
database administrator to thereby permit the database
administrator to perform an optimization of the query.
[0044] As shown by reference number 130, the tuning
platform (e.g., according to the tuning procedure) may
generate a profile for the query based on the particular
execution plan selected. In some implementations, the
tuning platform may cause the database system to gen-
erate the profile for the query. The profile may include
information that identifies the particular execution plan
selected. In this way, the profile may permit the database
system to process a subsequent request to execute the
query according to the profile to thereby improve speed
and efficiency.
[0045] In some implementations, the profile may in-
clude information that identifies a hint associated with
the particular execution plan selected. Additionally, or
alternatively, the profile may include database informa-
tion relevant to the particular execution plan selected
(e.g., a number of rows in a table related to the query, a
size of a table related to the query, one or more indexes
of a table related to the query, a driving table to be used
for executing the query, one or more indexes to be used
for executing the query, and/or the like). In such cases,
the profile may permit the database system to determine
an execution plan for the query (e.g., an execution plan
that is different from the particular execution plan select-
ed) according to the hint and/or the database information
each time the query is submitted to the database system.
This may be useful, for example, when changes to the
database (e.g., changes to a size of the database, such
as a number of rows in a table of the database) have
occurred since the particular execution plan was select-
ed.
[0046] The tuning platform may store, or cause the da-
tabase system to store, the profile in a data structure
(e.g., a database, a linked list, a table, and/or the like).
In some implementations, the database system may ex-
ecute the query according to the profile. For example,
the database system may receive a request to execute
the query (e.g., from an application that includes the que-
ry), obtain the profile for the query, and execute the query
according to the profile.
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[0047] In some implementations, the tuning platform
may periodically perform the tuning procedure. For ex-
ample, the tuning platform may periodically perform the
tuning procedure according to a schedule (e.g., once a
day, once a week, once a month, and/or the like). As
another example, the tuning platform may periodically
perform the tuning procedure at times when the tuning
platform determines that query optimization may improve
an efficiency of an application and/or the database sys-
tem. For example, the tuning platform may monitor a re-
source usage of the application and/or the database sys-
tem and perform the tuning procedure when the resource
usage satisfies a threshold value. As another example,
the tuning platform may monitor an execution time of a
query and perform the tuning procedure on the query
when the execution time satisfies a threshold value, as
described above.
[0048] As indicated above, Figs. 1A-1E are provided
merely as one or more examples. Other examples may
differ from what is described with regard to Figs. 1A-1E.
[0049] Fig. 2 is a diagram of an example environment
200 in which systems and/or methods described herein
may be implemented. As shown in Fig. 2, environment
200 may include a database server device 210, a server
device 220, a tuning platform 230, a computing resource
235, a cloud computing environment 240, and a network
250. Devices of environment 200 may interconnect via
wired connections, wireless connections, or a combina-
tion of wired and wireless connections.
[0050] Database server device 210 includes one or
more devices capable of storing, processing, and/or rout-
ing information associated with a database system. In
some implementations, database server device 210 may
include a communication interface that allows database
server device 210 to receive information from and/or
transmit information to other devices in environment 200.
[0051] Server device 220 includes one or more devices
capable of storing, processing, and/or routing information
associated with an application (e.g., an application that
includes one or more queries for a database system). In
some implementations, server device 220 may include
a communication interface that allows server device 220
to receive information from and/or transmit information
to other devices in environment 200.
[0052] Tuning platform 230 includes one or more com-
puting resources associated with performing a tuning
procedure on queries that are candidates for optimiza-
tion. For example, tuning platform 230 may be a platform
implemented by cloud computing environment 240 that
may identify a query that is a candidate for optimization,
determine a plurality of execution plans for the query ac-
cording to a plurality of hints, select an execution plan
from the plurality of execution plans, generate a profile
for the query based on the execution plan selected,
and/or the like.
[0053] Tuning platform 230 can include one or more
server devices. In some implementations, tuning plat-
form 230 is implemented by computing resources 235 of

cloud computing environment 240. Notably, while imple-
mentations described herein describe tuning platform
230 as being hosted in cloud computing environment
240, in some implementations, tuning platform 230 might
not be cloud-based or can be partially cloud-based.
[0054] Cloud computing environment 240 includes an
environment that delivers computing as a service, where-
by shared resources, services, etc. may be provided to
database server device 210, server device 220, and the
like. Cloud computing environment 240 may provide
computation, software, data access, storage, and/or oth-
er services that do not require end-user knowledge of a
physical location and configuration of a system and/or a
device that delivers the services. As shown, cloud com-
puting environment 240 may include tuning platform 230
and computing resource 235.
[0055] Computing resource 235 includes one or more
personal computers, workstation computers, server de-
vices, or another type of computation and/or communi-
cation device. In some implementations, computing re-
source 235 may host tuning platform 230, a database
system, and/or an application. The cloud resources may
include compute instances executing in computing re-
source 235, storage devices provided in computing re-
source 235, data transfer devices provided by computing
resource 235, etc. In some implementations, computing
resource 235 may communicate with other computing
resources 235 via wired connections, wireless connec-
tions, or a combination of wired and wireless connec-
tions.
[0056] As further shown in Fig. 2, computing resource
235 may include a group of cloud resources, such as one
or more applications ("APPs") 235-1, one or more virtual
machines ("VMs") 235-2, virtualized storage ("VSs")
235-3, one or more hypervisors ("HYPs") 235-4, or the
like.
[0057] Application 235-1 includes one or more soft-
ware applications that may be provided to or accessed
by database server device 210, server device 220, and/or
the like. Application 235-1 may eliminate a need to install
and execute the software applications on database serv-
er device 210, server device 220, and/or the like. For
example, application 235-1 may include software asso-
ciated with tuning platform 230 and/or any other software
capable of being provided via cloud computing environ-
ment 240. In some implementations, one application
235-1 may send/receive information to/from one or more
other applications 235-1, via virtual machine 235-2.
[0058] Virtual machine 235-2 includes a software im-
plementation of a machine (e.g., a computer) that exe-
cutes programs like a physical machine. Virtual machine
235-2 may be either a system virtual machine or a proc-
ess virtual machine, depending upon use and degree of
correspondence to any real machine by virtual machine
235-2. A system virtual machine may provide a complete
system platform that supports execution of a complete
operating system ("OS"). A process virtual machine may
execute a single program and may support a single proc-
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ess. In some implementations, virtual machine 235-2
may execute on behalf of a user (e.g., database server
device 210, server device 220, and/or the like), and may
manage infrastructure of cloud computing environment
240, such as data management, synchronization, or
long-duration data transfers.
[0059] Virtualized storage 235-3 includes one or more
storage systems and/or one or more devices that use
virtualization techniques within the storage systems or
devices of computing resource 235. In some implemen-
tations, within the context of a storage system, types of
virtualizations may include block virtualization and file
virtualization. Block virtualization may refer to abstraction
(or separation) of logical storage from physical storage
so that the storage system may be accessed without re-
gard to physical storage or heterogeneous structure. The
separation may permit administrators of the storage sys-
tem flexibility in how the administrators manage storage
for end users. File virtualization may eliminate depend-
encies between data accessed at a file level and a loca-
tion where files are physically stored. This may enable
optimization of storage use, server consolidation, and/or
performance of non-disruptive file migrations.
[0060] Hypervisor 235-4 provides hardware virtualiza-
tion techniques that allow multiple operating systems
(e.g., "guest operating systems") to execute concurrently
on a host computer, such as computing resource 235.
Hypervisor 235-4 may present a virtual operating plat-
form to the guest operating systems and may manage
the execution of the guest operating systems. Multiple
instances of a variety of operating systems may share
virtualized hardware resources.
[0061] Network 250 includes one or more wired and/or
wireless networks. For example, network 250 can include
a cellular network (e.g., a long-term evolution (LTE) net-
work, a code division multiple access (CDMA) network,
a 3G network, a 4G network, a 5G network, another type
of next generation network, etc.), a public land mobile
network (PLMN), a local area network (LAN), a wide area
network (WAN), a metropolitan area network (MAN), a
telephone network (e.g., the Public Switched Telephone
Network (PSTN)), a private network, an ad hoc network,
an intranet, the Internet, a fiber optic-based network, a
cloud computing network, or the like, and/or a combina-
tion of these or other types of networks.
[0062] The number and arrangement of devices and
networks shown in Fig. 2 are provided as one or more
examples. In practice, there may be additional devices
and/or networks, fewer devices and/or networks, differ-
ent devices and/or networks, or differently arranged de-
vices and/or networks than those shown in Fig. 2. Fur-
thermore, two or more devices shown in Fig. 2 may be
implemented within a single device, or a single device
shown in Fig. 2 may be implemented as multiple, distrib-
uted devices. Additionally, or alternatively, a set of de-
vices (e.g., one or more devices) of environment 200 may
perform one or more functions described as being per-
formed by another set of devices of environment 200.

[0063] Fig. 3 is a diagram of example components of
a device 300. Device 300 may correspond to database
server device 210, server device 220, tuning platform
230, and/or computing resource 235. In some implemen-
tations, database server device 210, server device 220,
tuning platform 230, and/or computing resource 235 may
include one or more devices 300 and/or one or more
components of device 300. As shown in Fig. 3, device
300 may include a bus 310, a processor 320, a memory
330, a storage component 340, an input component 350,
an output component 360, and/or a communication in-
terface 370.
[0064] Bus 310 includes a component that permits
communication among multiple components of device
300. Processor 320 is implemented in hardware,
firmware, and/or a combination of hardware and soft-
ware. Processor 320 takes the form of a central process-
ing unit (CPU), a graphics processing unit (GPU), an ac-
celerated processing unit (APU), a microprocessor, a mi-
crocontroller, a digital signal processor (DSP), a field-
programmable gate array (FPGA), an application-specif-
ic integrated circuit (ASIC), or another type of processing
component. In some implementations, processor 320 in-
cludes one or more processors capable of being pro-
grammed to perform a function. Memory 330 includes a
random access memory (RAM), a read only memory
(ROM), and/or another type of dynamic or static storage
device (e.g., a flash memory, a magnetic memory, and/or
an optical memory) that stores information and/or instruc-
tions for use by processor 320.
[0065] Storage component 340 stores information
and/or software related to the operation and use of device
300. For example, storage component 340 may include
a hard disk (e.g., a magnetic disk, an optical disk, and/or
a magneto-optic disk), a solid state drive (SSD), a com-
pact disc (CD), a digital versatile disc (DVD), a floppy
disk, a cartridge, a magnetic tape, and/or another type
of non-transitory computer-readable medium, along with
a corresponding drive.
[0066] Input component 350 includes a component
that permits device 300 to receive information, such as
via user input (e.g., a touch screen display, a keyboard,
a keypad, a mouse, a button, a switch, and/or a micro-
phone). Additionally, or alternatively, input component
350 may include a component for determining location
(e.g., a global positioning system (GPS) component)
and/or a sensor (e.g., an accelerometer, a gyroscope,
an actuator, another type of positional or environmental
sensor, and/or the like). Output component 360 includes
a component that provides output information from de-
vice 300 (via, e.g., a display, a speaker, a haptic feedback
component, an audio or visual indicator, and/or the like).
[0067] Communication interface 370 includes a trans-
ceiver-like component (e.g., a transceiver, a separate re-
ceiver, a separate transmitter, and/or the like) that ena-
bles device 300 to communicate with other devices, such
as via a wired connection, a wireless connection, or a
combination of wired and wireless connections. Commu-
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nication interface 370 may permit device 300 to receive
information from another device and/or provide informa-
tion to another device. For example, communication in-
terface 370 may include an Ethernet interface, an optical
interface, a coaxial interface, an infrared interface, a radio
frequency (RF) interface, a universal serial bus (USB)
interface, a Wi-Fi interface, a cellular network interface,
and/or the like.
[0068] Device 300 may perform one or more processes
described herein. Device 300 may perform these proc-
esses based on processor 320 executing software in-
structions stored by a non-transitory computer-readable
medium, such as memory 330 and/or storage component
340. As used herein, the term "computer-readable me-
dium" refers to a non-transitory memory device. A mem-
ory device includes memory space within a single phys-
ical storage device or memory space spread across mul-
tiple physical storage devices.
[0069] Software instructions may be read into memory
330 and/or storage component 340 from another com-
puter-readable medium or from another device via com-
munication interface 370. When executed, software in-
structions stored in memory 330 and/or storage compo-
nent 340 may cause processor 320 to perform one or
more processes described herein. Additionally, or alter-
natively, hardware circuitry may be used in place of or in
combination with software instructions to perform one or
more processes described herein. Thus, implementa-
tions described herein are not limited to any specific com-
bination of hardware circuitry and software.
[0070] The number and arrangement of components
shown in Fig. 3 are provided as an example. In practice,
device 300 may include additional components, fewer
components, different components, or differently ar-
ranged components than those shown in Fig. 3. Addi-
tionally, or alternatively, a set of components (e.g., one
or more components) of device 300 may perform one or
more functions described as being performed by another
set of components of device 300.
[0071] Fig. 4 is a flow chart of an example process 400
for query tuning utilizing optimizer hints. In some imple-
mentations, one or more process blocks of Fig. 4 may
be performed by a tuning platform (e.g., tuning platform
230). In some implementations, one or more process
blocks of Fig. 4 may be performed by another device or
a group of devices separate from or including the tuning
platform, such as a database server device (e.g., data-
base server device 210), a server device (e.g., server
device 220), and/or the like.
[0072] As shown in Fig. 4, process 400 may include
identifying a query for a database system, wherein the
query is a candidate for optimization (block 410). For ex-
ample, the tuning platform (e.g., using computing re-
source 235, processor 320, memory 330, storage com-
ponent 340, and/or the like) may identify a query for a
database system, as described above. In some imple-
mentations, the query is a candidate for optimization.
[0073] As further shown in Fig. 4, process 400 may

include determining a first execution plan according to a
first hint for executing the query and a second execution
plan according to a second hint for executing the query,
wherein the first execution plan is associated with a first
execution time and the second execution plan is associ-
ated with a second execution time (block 420). For ex-
ample, the tuning platform (e.g., using computing re-
source 235, processor 320, memory 330, storage com-
ponent 340, and/or the like) may determine a first exe-
cution plan according to a first hint for executing the query
and a second execution plan according to a second hint
for executing the query, as described above. In some
implementations, the first execution plan is associated
with a first execution time and the second execution plan
is associated with a second execution time.
[0074] As further shown in Fig. 4, process 400 may
include selecting the first execution plan or the second
execution plan as a selected execution plan, wherein the
first execution plan is to be selected as the selected ex-
ecution plan when the first execution time is less than
the second execution time, and wherein the second ex-
ecution plan is to be selected as the selected execution
plan when the second execution time is less than the first
execution time (block 430). For example, the tuning plat-
form (e.g., using computing resource 235, processor 320,
memory 330, storage component 340, and/or the like)
may select the first execution plan or the second execu-
tion plan as a selected execution plan, as described
above. In some implementations, the first execution plan
is to be selected as the selected execution plan when
the first execution time is less than the second execution
time. In some implementations, the second execution
plan is to be selected as the selected execution plan when
the second execution time is less than the first execution
time.
[0075] As further shown in Fig. 4, process 400 may
include generating, based on selecting the selected ex-
ecution plan, a profile for the query, wherein the profile
is based on the selected execution plan, and wherein the
database system is to execute the query according to
the profile (block 440). For example, the tuning platform
(e.g., using computing resource 235, processor 320,
memory 330, storage component 340, and/or the like)
may generate, based on selecting the selected execution
plan, a profile for the query, as described above. In some
implementations, the profile is based on the selected ex-
ecution plan. In some implementations, the database
system is to execute the query according to the profile.
[0076] Process 400 may include additional implemen-
tations, such as any single implementation or any com-
bination of implementations described below and/or in
connection with one or more other processes described
elsewhere herein.
[0077] In some implementations, the query, prior to be-
ing identified as the candidate for optimization, may be
executed according to an initial execution plan that is
associated with an initial execution time, and the query
may be identified as the candidate for optimization when
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the initial execution time satisfies a threshold value. In
some implementations, the tuning platform, when deter-
mining the first execution plan and the second execution
plan, may determine the first execution plan and the sec-
ond execution plan using a query optimizer of the data-
base system.
[0078] In some implementations, the query may be ex-
pressed as a textual statement. In some implementa-
tions, the tuning platform when determining the first ex-
ecution plan and the second execution plan may alter
the textual statement with the first hint to obtain a first
altered query and alter the textual statement with the sec-
ond hint to obtain a second altered query, and determine
the first execution plan based on processing the first al-
tered query and determine the second execution plan
based on processing the second altered query.
[0079] In some implementations, the tuning platform
may determine a driving table associated with the query,
where the first hint or the second hint is related to the
driving table. In some implementations, the tuning plat-
form may determine one or more indexes of a driving
table associated with the query, where the first hint or
the second hint is related to the one or more indexes.
[0080] In some implementations, the first hint provides
a first directive to determine the first execution plan, and
the second hint provides a second directive to determine
the second execution plan, according to one or more of
a particular number of rows that are to be returned, a rule
based optimization, a particular table that is to be used
first in a table join order, a particular index that is to be
used for an index scan, a parallel processing using a
particular number of processors, a particular table that
is to be used as an inner table of a nested loop join op-
eration, a particular access path, or a particular index
that is to be used for an index scan in a particular sort
direction.
[0081] Although Fig. 4 shows example blocks of proc-
ess 400, in some implementations, process 400 may in-
clude additional blocks, fewer blocks, different blocks, or
differently arranged blocks than those depicted in Fig. 4.
Additionally, or alternatively, two or more of the blocks
of process 400 may be performed in parallel.
[0082] Fig. 5 is a flow chart of an example process 500
for query tuning utilizing optimizer hints. In some imple-
mentations, one or more process blocks of Fig. 5 may
be performed by a tuning platform (e.g., tuning platform
230). In some implementations, one or more process
blocks of Fig. 5 may be performed by another device or
a group of devices separate from or including the tuning
platform, such as a database server device (e.g., data-
base server device 210), a server device (e.g., server
device 220), and/or the like.
[0083] As shown in Fig. 5, process 500 may include
identifying a query for a database system wherein the
query is a candidate for optimization (block 510). For ex-
ample, the tuning platform (e.g., using computing re-
source 235, processor 320, memory 330, storage com-
ponent 340, and/or the like) may identify a query for a

database system, as described above. In some imple-
mentations, the query is a candidate for optimization.
[0084] As further shown in Fig. 5, process 500 may
include altering the textual statement with a first hint to
obtain a first altered query and altering the textual state-
ment with a second hint to obtain a second altered query
(block 520). For example, the tuning platform (e.g., using
computing resource 235, processor 320, memory 330,
storage component 340, and/or the like) may alter the
textual statement with a first hint to obtain a first altered
query and alter the textual statement with a second hint
to obtain a second altered query, as described above.
[0085] As further shown in Fig. 5, process 500 may
include determining a first execution plan based on
processing the first altered query and determining a sec-
ond execution plan based on processing the second al-
tered query (block 530). For example, the tuning platform
(e.g., using computing resource 235, processor 320,
memory 330, storage component 340, and/or the like)
may determine a first execution plan based on process-
ing the first altered query and determine a second exe-
cution plan based on processing the second altered que-
ry, as described above.
[0086] As further shown in Fig. 5, process 500 may
include selecting the first execution plan or the second
execution plan as a selected execution plan (block 540).
For example, the tuning platform (e.g., using computing
resource 235, processor 320, memory 330, storage com-
ponent 340, and/or the like) may select the first execution
plan or the second execution plan as a selected execution
plan, as described above.
[0087] As further shown in Fig. 5, process 500 may
include generating, based on selecting the selected ex-
ecution plan, a profile for the query, wherein the profile
is based on the selected execution plan (block 550). For
example, the tuning platform (e.g., using computing re-
source 235, processor 320, memory 330, storage com-
ponent 340, and/or the like) may generate, based on se-
lecting the selected execution plan, a profile for the query,
as described above. In some implementations, the profile
is based on the selected execution plan.
[0088] As further shown in Fig. 5, process 500 may
include executing the query according to the profile (block
560). For example, the tuning platform (e.g., using com-
puting resource 235, processor 320, memory 330, stor-
age component 340, and/or the like) may execute the
query according to the profile, as described above.
[0089] Process 500 may include additional implemen-
tations, such as any single implementation or any com-
bination of implementations described below and/or in
connection with one or more other processes described
elsewhere herein.
[0090] In some implementations, the query, prior to be-
ing identified as the candidate for optimization, is exe-
cuted according to an initial execution plan that is asso-
ciated with an initial execution time, and the query may
be identified as the candidate for optimization when the
initial execution time satisfies a threshold value. In some
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implementations, the tuning platform may store the pro-
file in association with the query. In some implementa-
tions, the tuning platform may receive an instruction to
execute the query, obtain the profile, and execute the
query according to the profile. In some implementations,
the tuning platform, when selecting the first execution
plan or the second execution plan as the selected exe-
cution plan, may select neither of the first execution plan
and the second execution plan as the selected execution
plan and generate a notification indicating that an exe-
cution plan was not selected for the query.
[0091] In some implementations, the first execution
plan or the second execution plan is selected as the se-
lected execution plan based on a storage location of the
query. In some implementations, the tuning platform,
when selecting the first execution plan or the second ex-
ecution plan as the selected execution plan, may select
the first execution plan or the second execution plan as
the selected execution plan based on a first execution
time or cost associated with the first altered query or
based on a second execution time or cost associated
with the second altered query.
[0092] In some implementations, the first hint provides
a first directive to determine the first execution plan, and
the second hint provides a second directive to determine
the second execution plan, according to one or more of
a particular number of rows that are to be returned, a rule
based optimization, a particular table that is to be used
first in a table join order, a particular index that is to be
used for an index scan, a parallel processing using a
particular number of processors, a particular table that
is to be used as an inner table of a nested loop join op-
eration, a particular access path, or a particular index
that is to be used for an index scan in a particular sort
direction.
[0093] Although Fig. 5 shows example blocks of proc-
ess 500, in some implementations, process 500 may in-
clude additional blocks, fewer blocks, different blocks, or
differently arranged blocks than those depicted in Fig. 5.
Additionally, or alternatively, two or more of the blocks
of process 500 may be performed in parallel.
[0094] Fig. 6 is a flow chart of an example process 600
for query tuning utilizing optimizer hints. In some imple-
mentations, one or more process blocks of Fig. 6 may
be performed by a tuning platform (e.g., tuning platform
230). In some implementations, one or more process
blocks of Fig. 6 may be performed by another device or
a group of devices separate from or including the tuning
platform, such as a database server device (e.g., data-
base server device 210), a server device (e.g., server
device 220), and/or the like.
[0095] As shown in Fig. 6, process 600 may include
identifying a query for a database system, wherein the
query is a candidate for optimization (block 610). For ex-
ample, the tuning platform (e.g., using computing re-
source 235, processor 320, memory 330, storage com-
ponent 340, and/or the like) may identify a query for a
database system, as described above. In some imple-

mentations, the query is a candidate for optimization.
[0096] As further shown in Fig. 6, process 600 may
include providing a first hint for executing the query and
a second hint for executing the query, wherein the data-
base system is to determine a first execution plan ac-
cording to the first hint for executing the query and to
determine a second execution plan according to the sec-
ond hint for executing the query, and wherein the first
execution plan is associated with a first execution time
and the second execution plan is associated with a sec-
ond execution time (block 620). For example, the tuning
platform (e.g., using computing resource 235, processor
320, memory 330, storage component 340, and/or the
like) may provide a first hint for executing the query and
a second hint for executing the query, as described
above. In some implementations, the database system
is to determine a first execution plan according to the first
hint for executing the query and to determine a second
execution plan according to the second hint for executing
the query. In some implementations, the first execution
plan is associated with a first execution time and the sec-
ond execution plan is associated with a second execution
time.
[0097] As further shown in Fig. 6, process 600 may
include selecting the first execution plan or the second
execution plan as a selected execution plan, wherein the
first execution plan is to be selected as the selected ex-
ecution plan when the first execution time is less than
the second execution time, and wherein the second ex-
ecution plan is to be selected as the selected execution
plan when the second execution time is less than the first
execution time (block 630). For example, the tuning plat-
form (e.g., using computing resource 235, processor 320,
memory 330, storage component 340, and/or the like)
may select the first execution plan or the second execu-
tion plan as a selected execution plan, as described
above. In some implementations, the first execution plan
is to be selected as the selected execution plan when
the first execution time is less than the second execution
time. In some implementations, the second execution
plan is to be selected as the selected execution plan when
the second execution time is less than the first execution
time.
[0098] As further shown in Fig. 6, process 600 may
include generating, based on selecting the selected ex-
ecution plan, a profile for the query, wherein the profile
is based on the selected execution plan, and wherein the
database system is to execute the query according to
the profile (block 640). For example, the tuning platform
(e.g., using computing resource 235, processor 320,
memory 330, storage component 340, and/or the like)
may generate, based on selecting the selected execution
plan, a profile for the query, as described above. In some
implementations, the profile is based on the selected ex-
ecution plan. In some implementations, the database
system is to execute the query according to the profile.
[0099] Process 600 may include additional implemen-
tations, such as any single implementation or any com-
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bination of implementations described below and/or in
connection with one or more other processes described
elsewhere herein.
[0100] In some implementations, the query may be ex-
pressed as a textual statement. In some implementa-
tions, the tuning platform may alter the textual statement
with the first hint to obtain a first altered query and alter
the textual statement with the second hint to obtain a
second altered query. In some implementations, the tun-
ing platform, when providing the first hint and the second
hint, may provide the first altered query and the second
altered query.
[0101] In some implementations, the query, prior to be-
ing identified as the candidate for optimization, may be
executed by the database system according to an initial
execution plan that is associated with an initial execution
time, and the first execution plan may be selected when
the first execution time is less than the initial execution
time and the second execution time, and the second ex-
ecution plan may be selected when the second execution
time is less than the initial execution time and the first
execution time. In some implementations, the query, prior
to being identified as the candidate for optimization, may
be executed by the database system according to an
initial execution plan that is associated with an initial ex-
ecution time, and the query may be the candidate for
optimization when the initial execution time satisfies a
first threshold value, the query is a request to retrieve
data from the database system, and a number of execu-
tions of the query in connection with an application sat-
isfies a second threshold value.
[0102] In some implementations, the first hint and the
second hint are included in a plurality of hints that may
be used for determining a plurality of execution plans. In
some implementations, the first hint provides a first di-
rective to determine the first execution plan, and the sec-
ond hint provides a second directive to determine the
second execution plan, according to one or more of a
particular number of rows that are to be returned, a par-
ticular table that is to be used first in a table join order, a
particular index that is to be used for an index scan, a
parallel processing using a particular number of proces-
sors, a particular table that is to be used as an inner table
of a nested loop join operation, a particular access path,
or a particular index that is to be used for an index scan
in a particular sort direction.
[0103] Although Fig. 6 shows example blocks of proc-
ess 600, in some implementations, process 600 may in-
clude additional blocks, fewer blocks, different blocks, or
differently arranged blocks than those depicted in Fig. 6.
Additionally, or alternatively, two or more of the blocks
of process 600 may be performed in parallel.
[0104] The foregoing disclosure provides illustration
and description, but is not intended to be exhaustive or
to limit the implementations to the precise forms dis-
closed. Modifications and variations may be made in light
of the above disclosure or may be acquired from practice
of the implementations.

[0105] As used herein, the term "component" is intend-
ed to be broadly construed as hardware, firmware, and/or
a combination of hardware and software.
[0106] Some implementations are described herein in
connection with thresholds. As used herein, satisfying a
threshold may, depending on the context, refer to a value
being greater than the threshold, more than the thresh-
old, higher than the threshold, greater than or equal to
the threshold, less than the threshold, fewer than the
threshold, lower than the threshold, less than or equal to
the threshold, equal to the threshold, or the like.
[0107] It will be apparent that systems and/or methods
described herein may be implemented in different forms
of hardware, firmware, or a combination of hardware and
software. The actual specialized control hardware or soft-
ware code used to implement these systems and/or
methods is not limiting of the implementations. Thus, the
operation and behavior of the systems and/or methods
are described herein without reference to specific soft-
ware code-it being understood that software and hard-
ware can be designed to implement the systems and/or
methods based on the description herein.
[0108] Even though particular combinations of fea-
tures are recited in the claims and/or disclosed in the
specification, these combinations are not intended to limit
the disclosure of various implementations. In fact, many
of these features may be combined in ways not specifi-
cally recited in the claims and/or disclosed in the speci-
fication. Although each dependent claim listed below may
directly depend on only one claim, the disclosure of var-
ious implementations includes each dependent claim in
combination with every other claim in the claim set.
[0109] No element, act, or instruction used herein
should be construed as critical or essential unless explic-
itly described as such. Also, as used herein, the articles
"a" and "an" are intended to include one or more items,
and may be used interchangeably with "one or more."
Furthermore, as used herein, the term "set" is intended
to include one or more items (e.g., related items, unre-
lated items, a combination of related and unrelated items,
etc.), and may be used interchangeably with "one or
more." Where only one item is intended, the phrase "only
one" or similar language is used. Also, as used herein,
the terms "has," "have," "having," or the like are intended
to be open-ended terms. Further, the phrase "based on"
is intended to mean "based, at least in part, on" unless
explicitly stated otherwise.
[0110] In view of the above, the present application
discloses aspects and/or embodiments described in the
following itemized list:

Item 1: A method, comprising:

identifying, by a device, a query for a database
system,
wherein the query is a candidate for optimiza-
tion;
determining, by the device, a first execution plan
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according to a first hint for executing the query
and a second execution plan according to a sec-
ond hint for executing the query,
wherein the first execution plan is associated
with a first execution time and the second exe-
cution plan is associated with a second execu-
tion time;
selecting, by the device, the first execution plan
or the second execution plan as a selected ex-
ecution plan,

wherein the first execution plan is to be se-
lected as the selected execution plan when
the first execution time is less than the sec-
ond execution time,
wherein the second execution plan is to be
selected as the selected execution plan
when the second execution time is less than
the first execution time; and

generating, by the device and based on select-
ing the selected execution plan, a profile for the
query,

wherein the profile is based on the selected
execution plan,
wherein the database system is to execute
the query according to the profile.

Item 2: The method of item 1, wherein the query,
prior to being identified as the candidate for optimi-
zation, is executed according to an initial execution
plan that is associated with an initial execution time,
wherein the query is identified as the candidate for
optimization when the initial execution time satisfies
a threshold value.

Item 3: The method of any one of the preceding
items, wherein determining the first execution plan
and the second execution plan comprises:
determining the first execution plan and the second
execution plan using a query optimizer of the data-
base system.

Item 4: The method of any one of the preceding
items, wherein the query is expressed as a textual
statement,
wherein determining the first execution plan and the
second execution plan comprises:

altering the textual statement with the first hint
to obtain a first altered query and altering the
textual statement with the second hint to obtain
a second altered query; and
determining the first execution plan based on
processing the first altered query and determin-
ing the second execution plan based on
processing the second altered query.

Item 5: The method of any one of the preceding
items, further comprising:
determining a driving table associated with the que-
ry,
wherein the first hint or the second hint is related to
the driving table.

Item 6: The method of any one of the preceding
items, further comprising:
determining one or more indexes of a driving table
associated with the query,
wherein the first hint or the second hint is related to
the one or more indexes.

Item 7: The method of any one of the preceding
items, wherein the first hint provides a first directive
to determine the first execution plan, and the second
hint provides a second directive to determine the
second execution plan, according to one or more of:

a particular number of rows that are to be re-
turned,
a rule based optimization,
a particular table that is to be used first in a table
join order,
a particular index that is to be used for an index
scan,
a parallel processing using a particular number
of processors,
a particular table that is to be used as an inner
table of a nested loop join operation,
a particular access path, or
a particular index that is to be used for an index
scan in a particular sort direction.

Item 8: A non-transitory computer-readable medium
storing instructions, the instructions comprising:
one or more instructions that, when executed by one
or more processors, cause the one or more proces-
sors to:

identify a query for a database system,

wherein the query is a candidate for optimi-
zation,
wherein the query is expressed as a textual
statement;

alter the textual statement with a first hint to ob-
tain a first altered query and alter the textual
statement with a second hint to obtain a second
altered query;
determine a first execution plan based on
processing the first altered query and
determine a second execution plan based on
processing the second altered query;
select the first execution plan or the second ex-
ecution plan as a selected execution plan;
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generate, based on selecting the selected exe-
cution plan, a profile for the query,
wherein the profile is based on the selected ex-
ecution plan; and
execute the query according to the profile.

Item 9: The non-transitory computer-readable medi-
um of item 8, wherein the query, prior to being iden-
tified as the candidate for optimization, is executed
according to an initial execution plan that is associ-
ated with an initial execution time,
wherein the query is identified as the candidate for
optimization when the initial execution time satisfies
a threshold value.

Item 10: The non-transitory computer-readable me-
dium of any one of items 8 and 9, wherein the one
or more instructions, when executed by the one or
more processors, further cause the one or more
processors to:

store the profile in association with the query,
wherein the one or more instructions, that cause
the one or more processors to execute the que-
ry, cause the one or more processors to:

receive an instruction to execute the query;
obtain the profile; and
execute the query according to the profile.

Item 11: The non-transitory computer-readable me-
dium of any one of items 8-10, wherein the one or
more instructions, that cause the one or more proc-
essors to select the first execution plan or the second
execution plan as the selected execution plan, cause
the one or more processors to:

select neither of the first execution plan and the
second execution plan as the selected execu-
tion plan; and
generate a notification indicating that an execu-
tion plan was not selected for the query.

Item 12: The non-transitory computer-readable me-
dium of any one of items 8-11, wherein the first ex-
ecution plan or the second execution plan is selected
as the selected execution plan based on a storage
location of the query.

Item 13: The non-transitory computer-readable me-
dium of any one of item 8-12, wherein the one or
more instructions, that cause the one or more proc-
essors to select the first execution plan or the second
execution plan as the selected execution plan, cause
the one or more processors to:
select the first execution plan or the second execu-
tion plan as the selected execution plan based on a
first execution time or cost associated with the first

altered query or based on a second execution time
or cost associated with the second altered query.

Item 14: The non-transitory computer-readable me-
dium of any one of items 8-13, wherein the first hint
provides a first directive to determine the first exe-
cution plan, and the second hint provides a second
directive to determine the second execution plan,
according to one or more of:

a particular number of rows that are to be re-
turned,
a rule based optimization,
a particular table that is to be used first in a table
join order,
a particular index that is to be used for an index
scan,
a parallel processing using a particular number
of processors,
a particular table that is to be used as an inner
table of a nested loop join operation,
a particular access path, or
a particular index that is to be used for an index
scan in a particular sort direction.

Item 15: A device, comprising:

one or more memories; and
one or more processors, communicatively cou-
pled to the one or more memories, to:

identify a query for a database system,
wherein the query is a candidate for optimi-
zation;
provide, to the database system, a first hint
for executing the query and a second hint
for executing the query,
wherein the database system is to deter-
mine a first execution plan according to the
first hint for executing the query and to de-
termine a second execution plan according
to the second hint for executing the query,
wherein the first execution plan is associat-
ed with a first execution time and the second
execution plan is associated with a second
execution time;
select the first execution plan or the second
execution plan as a selected execution
plan,

wherein the first execution plan is to be
selected as the selected execution plan
when the first execution time is less
than the second execution time,
wherein the second execution plan is
to be selected as the selected execu-
tion plan when the second execution
time is less than the first execution time;
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and

generate, based on selecting the selected
execution plan, a profile for the query,

wherein the profile is based on the se-
lected execution plan,
wherein the database system is to ex-
ecute the query according to the profile.

Item 16: The device of item 15, wherein the query is
expressed as a textual statement,
wherein the one or more processors are further to:

alter the textual statement with the first hint to
obtain a first altered query and
alter the textual statement with the second hint
to obtain a second altered query,
wherein the one or more processors, when pro-
viding the first hint and the second hint, are to:
provide the first altered query and the second
altered query.

Item 17: The device of any one of items 15 and 16,
wherein the query, prior to being identified as the
candidate for optimization, is executed by the data-
base system according to an initial execution plan
that is associated with an initial execution time,
wherein the first execution plan is to be selected
when the first execution time is less than the initial
execution time and the second execution time,
wherein the second execution plan is to be selected
when the second execution time is less than the initial
execution time and the first execution time.

Item 18: The device of any one of items 15-17,
wherein the query, prior to being identified as the
candidate for optimization, is executed by the data-
base system according to an initial execution plan
that is associated with an initial execution time,
wherein the query is the candidate for optimization
when the initial execution time satisfies a first thresh-
old value, the query is a request to retrieve data from
the database system, and a number of executions
of the query in connection with an application satis-
fies a second threshold value.

Item 19: The device of any one of items 15-18,
wherein the first hint and the second hint are included
in a plurality of hints that are to be used for deter-
mining a plurality of execution plans.

Item 20: The device of any one of items 15-19,
wherein the first hint provides a first directive to de-
termine the first execution plan, and the second hint
provides a second directive to determine the second
execution plan, according to one or more of:

a particular number of rows that are to be re-
turned,
a rule based optimization,
a particular table that is to be used first in a table
join order,
a particular index that is to be used for an index
scan,
a parallel processing using a particular number
of processors,
a particular table that is to be used as an inner
table of a nested loop join operation,
a particular access path, or
a particular index that is to be used for an index
scan in a particular sort direction.

Claims

1. A method, comprising:

identifying, by a device, a query for a database
system, wherein the query is a candidate for op-
timization;
determining, by the device, a first execution plan
according to a first hint for executing the query
and a second execution plan according to a sec-
ond hint for executing the query,
wherein the first execution plan is associated
with a first execution time and the second exe-
cution plan is associated with a second execu-
tion time;
selecting, by the device, the first execution plan
or the second execution plan as a selected ex-
ecution plan,

wherein the first execution plan is to be se-
lected as the selected execution plan when
the first execution time is less than the sec-
ond execution time,
wherein the second execution plan is to be
selected as the selected execution plan
when the second execution time is less than
the first execution time; and

generating, by the device and based on select-
ing the selected execution plan, a profile for the
query,

wherein the profile is based on the selected
execution plan,
wherein the database system is to execute
the query according to the profile.

2. The method of claim 1, wherein the query, prior to
being identified as the candidate for optimization, is
executed according to an initial execution plan that
is associated with an initial execution time,
wherein the query is identified as the candidate for
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optimization when the initial execution time satisfies
a threshold value, and/or
wherein determining the first execution plan and the
second execution plan comprises:
determining the first execution plan and the second
execution plan using a query optimizer of the data-
base system.

3. The method of any one of the preceding claims,
wherein the query is expressed as a textual state-
ment,
wherein determining the first execution plan and the
second execution plan comprises:

altering the textual statement with the first hint
to obtain a first altered query and altering the
textual statement with the second hint to obtain
a second altered query; and
determining the first execution plan based on
processing the first altered query and determin-
ing the second execution plan based on
processing the second altered query.

4. The method of any one of the preceding claims, fur-
ther comprising:

determining a driving table associated with the
query,
wherein the first hint or the second hint is related
to the driving table, and/or
determining one or more indexes of a driving
table associated with the query,
wherein the first hint or the second hint is related
to the one or more indexes.

5. The method of any one of the preceding claims,
wherein the first hint provides a first directive to de-
termine the first execution plan, and the second hint
provides a second directive to determine the second
execution plan, according to one or more of:

a particular number of rows that are to be re-
turned,
a rule based optimization,
a particular table that is to be used first in a table
join order,
a particular index that is to be used for an index
scan,
a parallel processing using a particular number
of processors,
a particular table that is to be used as an inner
table of a nested loop join operation,
a particular access path, or
a particular index that is to be used for an index
scan in a particular sort direction.

6. A non-transitory computer-readable medium storing
instructions, the instructions comprising:

one or more instructions that, when executed by one
or more processors, cause the one or more proces-
sors to:

identify a query for a database system,

wherein the query is a candidate for optimi-
zation,
wherein the query is expressed as a textual
statement;

alter the textual statement with a first hint to ob-
tain a first altered query and alter the textual
statement with a second hint to obtain a second
altered query;
determine a first execution plan based on
processing the first altered query and determine
a second execution plan based on processing
the second altered query;
select the first execution plan or the second ex-
ecution plan as a selected execution plan;
generate, based on selecting the selected exe-
cution plan, a profile for the query,
wherein the profile is based on the selected ex-
ecution plan; and
execute the query according to the profile.

7. The non-transitory computer-readable medium of
claim 6, wherein the query, prior to being identified
as the candidate for optimization, is executed ac-
cording to an initial execution plan that is associated
with an initial execution time,
wherein the query is identified as the candidate for
optimization when the initial execution time satisfies
a threshold value.

8. The non-transitory computer-readable medium of
any one of claims 6 and 7, wherein the one or more
instructions, when executed by the one or more proc-
essors, further cause the one or more processors to:

store the profile in association with the query,
wherein the one or more instructions, that cause
the one or more processors to execute the que-
ry, cause the one or more processors to:

receive an instruction to execute the query;
obtain the profile; and
execute the query according to the profile.

9. The non-transitory computer-readable medium of
any one of claims 6-8, wherein the one or more in-
structions, that cause the one or more processors to
select the first execution plan or the second execu-
tion plan as the selected execution plan, cause the
one or more processors to:

select neither of the first execution plan and the
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second execution plan as the selected execu-
tion plan; and
generate a notification indicating that an execu-
tion plan was not selected for the query, and/or
wherein the first execution plan or the second
execution plan is selected as the selected exe-
cution plan based on a storage location of the
query.

10. The non-transitory computer-readable medium of
any one of claims 6-9, wherein the one or more in-
structions, that cause the one or more processors to
select the first execution plan or the second execu-
tion plan as the selected execution plan, cause the
one or more processors to:
select the first execution plan or the second execu-
tion plan as the selected execution plan based on a
first execution time or cost associated with the first
altered query or based on a second execution time
or cost associated with the second altered query.

11. The non-transitory computer-readable medium of
any one of claims 6-10, wherein the first hint provides
a first directive to determine the first execution plan,
and the second hint provides a second directive to
determine the second execution plan, according to
one or more of:

a particular number of rows that are to be re-
turned,
a rule based optimization,
a particular table that is to be used first in a table
join order,
a particular index that is to be used for an index
scan,
a parallel processing using a particular number
of processors,
a particular table that is to be used as an inner
table of a nested loop join operation,
a particular access path, or
a particular index that is to be used for an index
scan in a particular sort direction.

12. A device, comprising:

one or more memories; and
one or more processors, communicatively cou-
pled to the one or more memories, to:

identify a query for a database system,
wherein the query is a candidate for optimi-
zation;
provide, to the database system, a first hint
for executing the query and a second hint
for executing the query,
wherein the database system is to deter-
mine a first execution plan according to the
first hint for executing the query and to de-

termine a second execution plan according
to the second hint for executing the query,
wherein the first execution plan is associat-
ed with a first execution time and the second
execution plan is associated with a second
execution time;
select the first execution plan or the second
execution plan as a selected execution
plan,
wherein the first execution plan is to be se-
lected as the selected execution plan when
the first execution time is less than the sec-
ond execution time,
wherein the second execution plan is to be
selected as the selected execution plan
when the second execution time is less than
the first execution time; and
generate, based on selecting the selected
execution plan, a profile for the query,
wherein the profile is based on the selected
execution plan,
wherein the database system is to execute
the query according to the profile.

13. The device of claim 12, wherein the query is ex-
pressed as a textual statement,
wherein the one or more processors are further to:
alter the textual statement with the first hint to obtain
a first altered query and alter the textual statement
with the second hint to obtain a second altered query,
wherein the one or more processors, when providing
the first hint and the second hint, are to:
provide the first altered query and the second altered
query.

14. The device of any one of claims 12 and 13, wherein
the query, prior to being identified as the candidate
for optimization, is executed by the database system
according to an initial execution plan that is associ-
ated with an initial execution time,

wherein the first execution plan is to be selected
when the first execution time is less than the
initial execution time and the second execution
time,
wherein the second execution plan is to be se-
lected when the second execution time is less
than the initial execution time and the first exe-
cution time, and/or

wherein the query, prior to being identified as the
candidate for optimization, is executed by the data-
base system according to an initial execution plan
that is associated with an initial execution time,
wherein the query is the candidate for optimization
when the initial execution time satisfies a first thresh-
old value, the query is a request to retrieve data from
the database system, and a number of executions
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of the query in connection with an application satis-
fies a second threshold value.

15. The device of any one of claims 12-14, wherein the
first hint and the second hint are included in a plurality
of hints that are to be used for determining a plurality
of execution plans, and/or wherein the first hint pro-
vides a first directive to determine the first execution
plan, and the second hint provides a second directive
to determine the second execution plan, according
to one or more of:

a particular number of rows that are to be re-
turned,
a rule based optimization,
a particular table that is to be used first in a table
join order,
a particular index that is to be used for an index
scan,
a parallel processing using a particular number
of processors,
a particular table that is to be used as an inner
table of a nested loop join operation,
a particular access path, or
a particular index that is to be used for an index
scan in a particular sort direction.
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