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Description

Background of the Invention

Field of the Invention

[0001] The present invention relates generally to Internet client-server applications, and more specifically to multiplex-
ing connections between clients and servers over the Internet.

Related Art

[0002] The importance to the modern economy of rapid information and data exchange cannot be understated. This
explains the exponentially increasing popularity of the Internet. The Internet is a world-wide set of interconnected computer
networks that can be used to access a growing amount and variety of information electronically.
[0003] One method of accessing information on the Internet is known as the World Wide Web (www, or the "web").
The web is a distributed, hypermedia system, and functions as a client-server based information presentation system.
Information that is intended to be accessible over the web is stored in the form of "pages" on general-purpose computers
known as "servers." Computer users can access a web page using general-purpose computers, referred to as "clients,"
by specifying the uniform resource locator (URL) of the page. FIG. 1 is a network block diagram showing a plurality of
clients and servers connected to the Internet.
[0004] When a client specifies a URL, a part of the URL known as the Domain Name is passed to a domain server
(DNS) to be translated to a network address. The network address specifies the Internet protocol (IP) address of the
intended server. The client request is passed to the server having the network address. The server uses the path name
in the URL to locate the web page requested by the client. A copy of the web page is then sent to the client for viewing
by the user.
[0005] The client-server paradigm described above has served the Internet well. However, there are some problems.
One problem is server connection loading.
[0006] Servers are designed to do certain things well. Servers are typically general-purpose machines that are opti-
mized for general tasks such as file management, application processing, database processing, and the like. Servers
are not optimized to handle switching tasks such as opening and closing network connections. Under certain load
conditions, these tasks can represent a considerable overhead, consuming a large percentage of the server’s processing
resources, often on the order of twenty percent and sometimes up to fifty percent. This problem is referred to herein as
"connection loading."
[0007] To further explain loading, the client and server must typically exchange three packets of information to setup
a connection. Once the connection is established a client sends a URL (page) request to the server, this consists of one
packet. The server will then send one or more packet responses back to the client. Once a request and response is
exchanged from the client and server, both client and server will close their respective connections. The closing of the
connection takes an additional four packets of information exchange. As demonstrated above, there is a significant
amount of overhead (i.e., seven packets) involved to download one URL. A page typically consists of multiple URL’s.
[0008] Additional problems associated with connection loading include:
Each packet that reaches the server interrupts the server’s CPU to move that packet from the Network Interface Card
(NIC) into the server’s main memory. This results in loss of productivity on the server’s CPU. Thus what is needed is a
way to avoid wasting valuable CPU time at the server side. As a consequence, the same resource can be applied to
process more URL (page) requests. This will thus improve the servers URL processing capacity.
[0009] As discussed above, it takes three packets for connection establishment. Furthermore, connection establish-
ment uses up significant server resources related to the CPU/memory. To establish a connection at the server side, the
packet needs to be processed by the driver layer, where Ethernet specific information is handled. The driver layer sends
the packet to the IP layer for more processing, where all the IP (Internet Protocol) related processing is handled. After
this, the packet is passed to TCP (Transmission Control Protocol) layer, where the TCP related information is processed.
The TCP layer consumes significant server resources to create a connection table, etc. Thus, what is needed is a way
of avoiding connection processing to thereby save significant CPU/memory resources.
[0010] The Web server needs to create a thread for each incoming connection to be processed. After the connection
and URL request are processed, the thread will be closed. A thread is a Light Weight Process (LWP) that is a type of
process. Even though threads are efficient it takes significant CPU and memory resources to create and destroy the
threads. Thus, by avoiding thread creation, a significant amount of server resources can be preserved, which in turn
can be used to process more web requests.
[0011] Servers with more than one CPU are called SMP (Symmetric Multi Processing) systems, these systems have
a common memory architecture. The SMP systems also have a single Operating System (OS) managing the multiple
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CPUs. Single OS implies single Networking/Protocol stack. When multiple CPUs access data structures in the kernel
protocol stack, it is important to protect against the data corruption, since more than one CPU can read/write on that
data structure. The protection code imposes additional per-packet overhead on SMP systems.
[0012] Finally, the throughput of an individual server is limited. Therefore, data providers wishing to serve a high
volume of Internet requests frequently resort to an approach of replicating the content on multiple servers and then
distributing the requests between these servers. This approach requires content to be replicated in its entirety to each
one of the replica servers, even the content which is infrequently accessed. This represents a waste of server resources.
[0013] US 5774660 A describes a method for load balancing among a group of web servers.
[0014] WO 1998/022886 A1 describes a method for maintaining a connection cache for use in responding to requests
for network connections.
[0015] Jeffrey C Mogul, ’The Case for Persistent-Connection HTTP’ (1995) 25(4) Computer Communication Review
299-313 describes a modification of HTTP which allows for persistent connections.
[0016] Gettys J et al: "HTTP Connection Management; draft-ietf-http-connection-OO.txt", HTTP CONNECTION MAN-
AGEMENT; DRAFT-IETF-HTTP-CONNECTION-OO.TXT, INTERNET ENGINEERING TASK FORCE, IETF; STAND-
ARDWORKINGDRAFT, INTERNET SOCIETY (ISOC) 4, Rue Des Falaises CH- 1205 Geneva, Switzerland, vol. http,
26 March 1997 (1997-03-26) discusses some of the implementation issues discussed during HTTP/ 1.1’s design, and
introduces a few new requirements on HTTP/ 1.1 implementations learned from implementation experience, not fully
understood when RFC 2068 was issued.

Summary of the Invention

[0017] The present invention is a system, method and computer program product for network client-server multiplexing.
In a preferred embodiment the present invention is implemented within an interface unit connecting a plurality of servers
to the Internet, which is in turn connected to a plurality of clients.
Aspects of the present invention are provided according to the appended claims.
[0018] One advantage of the present invention is that it resolves the connection loading problem through a technique
referred to herein as "connection pooling."
[0019] Another advantage of the present invention is that it resolves the content replication problem through use of a
technique referred to herein as "connection distribution."
[0020] Yet another advantage of the present invention is that it transparently splices connections from servers and
clients using a technique referred to herein as "connection multiplexing."

Brief Description of the Figures

[0021] The features and advantages of the present invention will become more apparent from the detailed description
set forth below when taken in conjunction with the drawings in which like reference characters identify corresponding
elements throughout and wherein:

FIG. 1 is a network block diagram showing a plurality of clients and servers connected to the Internet;
FIG. 2 is a network context diagram for an interface unit according to a preferred embodiment of the present invention;
FIG. 3 is a flowchart illustrating the operation of the connection pooling aspect of the present invention according
to a preferred embodiment;
FIG. 4 is a flowchart depicting the operation of the present invention in translating client and server requests to
achieve connection multiplexing;
FIG. 5 is a message flow diagram illustrating the connection pooling aspect of the present invention according to a
preferred embodiment;
FIGS. 6A and 6B are detailed flow diagrams illustrating the translations of acknowledgment and sequence numbers
performed by the present invention in the example of FIG. 5 according to a preferred embodiment;
FIG. 7 is a flowchart depicting the operation of the connection distribution feature of the present invention according
to a preferred embodiment;
FIG. 8 is a message flow diagram illustrating the connection distribution aspect of the present invention according
to a preferred embodiment;
FIG. 9 is a detailed flow diagram illustrating the translations of acknowledgment and sequence numbers performed
by the present invention in the example of FIG. 8 according to a preferred embodiment; and
FIG. 10 depicts an example computer system in which the present invention can be implemented.
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Detailed Description of the Preferred Embodiments

[0022] The present invention is a system, method and computer program product for network client-server multiplexing.
[0023] FIG. 2 is a network context diagram for interface unit 202 according to a preferred embodiment of the present
invention. In a preferred embodiment, an interface unit is an intelligent network interface card with a CPU inside a server.
An interface unit can also be intelligent box sitting outside the server, in which case it can serve more than one server.
The interface unit 202 can also be a load balancer, bandwidth manager, firewall, router, switch, computer system, or
any other network device that is located between a client and server.
[0024] Referring to FIG. 2, a plurality of clients C1, C2, C3 are coupled to the Internet and a plurality of servers S1,
S2, S3, are coupled to the Internet by interface unit 202. Servers S1, S2, S3 are collectively referred to as a "server
farm." All Internet traffic with the server farm passes through interface unit 202. While the present invention is described
in terms of the Internet, the concepts described also apply to other types of networks, as will be apparent to one skilled
in the relevant art.
[0025] According to one aspect of the present invention, interface unit 202 relieves servers S1, S2, S3 of much of the
processing load caused by repeatedly opening and closing connections to clients by opening one or more connections
with each server and maintaining these connections to allow repeated data accesses by clients via the Internet. This
technique is referred to herein as "connection pooling."
[0026] FIG. 3 is a flowchart illustrating the operation of the connection pooling aspect of the present invention according
to a preferred embodiment. The process begins when a client requests access to one of the servers in the server farm
tended by interface unit 202. A connection is opened between the interface unit and the requesting client, and interface
unit 202 receives the client request to access the server, as shown in step 302. Interface unit 202 determines the identity
of the requested server as shown in step 304. In one embodiment, this is accomplished by examining the destination
network address specified by the client request. In another embodiment, this is accomplished by examining the network
address and path name specified by the client request. After determining the identity of the server to which the client
request should be directed, interface unit 202 determines whether a free connection (that is, one that is not in use) to
the server is already open, as shown in step 306. If so, processing resumes at step 310. If not, interface unit 202 opens
a connection to the server, as shown in step 308. Interface unit 202 then translates the client request and passes it to
the server, as shown in step 310, and as more fully described with respect to FIG. 4, below. After server processing,
the interface unit receives a response from the server, as shown in step 312. The server response is translated and
passed to the requesting client, as shown in step 314 and described further below. Finally, interface unit 202 closes the
connection with the client as shown in step 316. However, the connection between the interface unit 202 and server is
not disconnected. By maintaining open connections with the servers and by opening and closing connections with the
client as needed, interface unit 202 frees the servers of nearly all of the connection loading problems associated with
serving clients over the Internet.
[0027] FIG. 4 is a flowchart depicting the operation of the present invention in translating client and server requests
to achieve connection multiplexing, as shown in steps 310 and 314. In a preferred embodiment, the message traffic is
in the form of TCP/IP packets, a protocol suite that is well-known in the art. The TCP/IP protocol suite supports many
applications, such as Telnet, File Transfer Protocol (FTP), e-mail, and Hyper-Text Transfer Protocol (HTTP). The present
invention is described in terms of the HTTP protocol. However, the concepts of the present invention apply equally well
to other TCP/IP applications, as will be apparent to one skilled in the art after reading this specification.
[0028] Each TCP packet includes a TCP header and an IP header. The IP header includes a 32-bit source IP address
and a 32-bit destination IP address. The TCP header includes a 16-bit source port number and a 16-bit destination port
number. The source IP address and port number, collectively referred to as the source network address, uniquely identify
the source interface of the packet. Likewise, the destination IP address and port number, collectively referred to as the
destination network address, uniquely identify the destination interface for the packet. The source and destination network
addresses of the packet uniquely identify a connection. The TCP header also includes a 32-bit sequence number and
a 32-bit acknowledgment number.
[0029] The TCP portion of the packet is referred to as a segment. A segment includes a TCP header and data. The
sequence number identifies the byte in the string of data from the sending TCP to the receiving TCP that the first byte
of data in the segment represents. Since every byte that is exchanged is numbered, the acknowledgment number
contains the next sequence number that the sender of the acknowledgment expects to receive. This is therefore the
sequence number plus one of the last successfully received byte of data. The checksum covers the TCP segment, i.e.,
the TCP header and the TCP data. This is a mandatory field that must be calculated and stored by the sender, and then
verified by the receiver.
[0030] In order to successfully route an inbound packet from a client to the intended server, or to route an outbound
packet from a server to a client, interface unit 202 employs a process known as "network address translation." Network
address translation is well-known in the art, and is specified by request for comments (RFC) 1631, which can be found
at the URL http://www.safety.net/RFC1631.txt.
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[0031] However, in order to seamlessly splice the client and server connections, the present invention also employs
a novel translation technique, referred to herein as "connection multiplexing." According to this technique, the present
invention translates a packet by modifying its sequence number and acknowledgment number at the TCP protocol level.
A significant advantage of this technique is that no application layer interaction is required.
[0032] Referring to FIG. 4. the network address of the packet is translated, as shown in step 402. In the case of an
in-bound packet (that is, a packet received from a client), the source network address of the packet is changed to that
of an output port of the interface unit, and the destination network address is changed to that of the intended server. In
the case of an outbound packet (that is, one received from a server), the source network address is changed from that
of the server to that of an output port of the interface unit, and the destination address is changed from that of the interface
unit to that of the requesting client. The sequence numbers and acknowledgment numbers of the packet are also
translated, as shown in steps 404 and 406 and described in detail below. Finally, the packet checksum is recalculated
to account for these translations, as shown in step 408.
[0033] FIG. 5 is a message flow diagram illustrating the connection pooling aspect of the present invention according
to a preferred embodiment. FIG. 5 shows interface unit 202 connecting two clients, C1 and C2, to a server S. First,
interface unit 202 opens a connection with client C1 using network address 1 provided by client C1 as shown by flow
502. Flow line 502 is shown as a two-way flow because the TCP/IP protocol employs a multi-stage handshake to open
connections.
[0034] Once the connection is opened, interface unit 202 receives a GET request from client C1 specifying a path
name of /sales/forecast.html, as shown by flow line 504. Because no free connection is open between interface unit 202
and server S, interface unit 202 opens a connection with server S. Interface unit 202 maps this request to network
address 2, which specifies server S, as shown by flow line 506. Interface unit 202 also passes the GET request to that
server, as shown by flow line 508. Server S responds with the requested web page, as shown by flow line 510. Interface
unit 202 forwards the web page to client C1, as shown by flow line 512. Finally, the connection between client C1 and
interface unit 202 is closed, as shown by flow line 514. According to the TCP/IP protocol, closing a network connection
can involve a multi-stage process. Therefore, flow line 514 is shown as bidirectional. It is important to note that interface
unit 202 does not close the connection with server S, but rather keeps it open to accommodate further data flows.
[0035] Next, a connection is opened between interface unit 202 and client C2 using network address 1 provided by
client C2, as shown by flow line 516. Next, interface unit 202 receives a GET request from client C2 specifying the Web
page /sales/forecast.html, as shown by flow line 518. Because a free connection is already open between interface unit
202 and server S, it is unnecessary for interface unit 202 to burden server S with the processing load of opening a further
connection. Interface unit 202 merely uses a free open connection. Interface unit 202 maps the GET request to server
S. transfers it, and forwards it to server S, as shown by flow line 520. Interface unit 202 receives the response from
server S, as shown by flow line 522. and forwards it to client C2 as shown by flow line 524. Finally, interface unit 202
closes the connection with client C2, as shown in flow line 526. Once again, interface unit 202 does not close the
connection with server S. Instead, interface unit 202 keeps the connection open to accommodate further data flows.
[0036] There are a number of scenarios that result in interface unit 202 closing the connection with client C2, as shown
in flow line 524. For example, the client may initiate a FIN (finish) command, which occurs once the client has retrieved
all requested data. The client may also initiate a RST (reset) command. In addition to closing the connection between
the interface unit 202 and the client, the RST command results in a number of housekeeping operations being performed
to keep the server side connection in good order. In particular, the TCP protocol guarantees that the RST command will
have the right SEQ (sequence) number so that the server will accept the segment; however, the RST command is not
guaranteed to have the right ACK (acknowledge) number. To take care of this scenario, the interface unit 202 keeps
track of the bytes of data sent by the server and the bytes acknowledged by the client. If the client has not yet acknowledged
all the data by the server, the interface unit 202 calculates the unacknowledged bytes, and sends an ACK to the server.
Furthermore, the server side PCB may be placed on a timeout queue to allow any pending server data transfers to drain.
[0037] Furthermore, although not shown in FIG. 5, the server can also close a connection between itself and the
interface unit 202. The server would send a FIN command to the interface unit 202. In this case, both the connection
between the server and interface unit 202 and the connection between the interface unit 202 and client will be closed.
[0038] Another aspect of the invention is to maximize offload of connection processing from the server by minimizing
the occasions on which the server closes the connection. There are three cases:

(1) The protocol version HTTP/1.1 is used. In this case, no explicit Keep-Alive header is required. By default, the
server keeps the connection open; it is up to the client to close the connection. The present invention offloads the
server by reusing the server side connection.
(2) The protocol version HTTP/1.0 is used and the "Connection: Keep-Alive" header is provided by the client. In this
case, the server keeps the connection open; it is up to the client to close the connection. The present invention
offloads the server by reusing the server side connection.
(3) The protocol version HTTP/1.0 is used and the "Connection: Keep-Alive" header is not provided by the client.
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In this case, the server will normally (without the present invention) close the connection after fully satisfying one
GET request. If the server closes the connection after each request this denies that interface unit 202 the opportunity
to reuse the server side connection. As it turns out much of the Internet still uses HTTP/1.0 without "Connection:
Keep Alive." Hence, the present invention allows reuse of server side connections in this specific, and important
case. The interface unit 202 inspects the GET packet to detect this situation. When this case is detected, the interface
unit 202 inserts "Connection: Keep-Alive" into the GET packet. Since this is done invisibly to the client, the interface
unit 202 must keep track of the number of "Bytes Added" on the server side connection. The "Bytes Added" does
not affect the Sequence numbers in the GET packet since the sequence number is that of the first byte. However,
the interface unit 202 must add "Bytes Added" to the sequence number of subsequent packets from the client to
the server. Conversely, the server will acknowledge the additional bytes, but the interface unit must subtract them
before sending the acknowledgment to the client - which does not know that these bytes were added.

[0039] As mentioned above, connection multiplexing is achieved by manipulating sequence and acknowledgment
numbers. Sequence and acknowledgment numbers of segments received by interface unit 202 are modified and mapped
to values expected by te recipient. To the client, data appears to be coming from the server and vice versa. For example
if "Inflow" denotes a segment received by interface unit 202 and "Outflow" denotes the corresponding outbound segment,
the sequence and acknowledge numbers are changed in the following manner: 

[0040] To address the addition of the "Connection: Keep Alive" header for HTTP/1.0 packets, the interface unit 202
keeps track of "Bytes Added" on the appropriate half of the connection - in this case the server side. The sequence
number and acknowledgment number formulas are changed as follows: 

[0041] Specific examples of translations accomplished using these equations are given below.
[0042] FIGS. 6A and 6B are detailed flow diagrams illustrating the translations of acknowledgment and sequence
numbers performed by the present invention in the example of FIG. 5 according to a preferred embodiment. The label
for each flow in FIGS. 6A and 6B is of the form T:S,A(L), where T represents a TCP segment type. S is the sequence
number, A is the acknowledgment number, and L is the length parameter. The length parameter describes the number
of bytes of data in the TCP segment. The flows of FIG. 6A correspond to flows 502 through 514 of FIG. 5.
[0043] Flows 602A, B, C correspond to flow 502, and present one method of opening the connection between client
C1 and the interface unit 202. Each flow represents a TCP segment. In TCP segment 602A, the SYN flag in the TCP
header is set, indicating a new connection request from client C1. Client C1 has established a starting sequence number
of 2000 and an acknowledgment number of 2000. Interface unit 202 responds with a SYN ACK segment specifying a
starting sequence number of 4000, and incrementing the acknowledgment number to 2001, as shown by flow 602B.
Each entity (e.g., client, server, interface unit) within the network sets its own unique sequence number and/or acknowl-
edgment number, as is well known in the art. Client C1 responds with an ACK segment specifying a sequence number
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of 2001 and incrementing the acknowledgment number to 4001, as shown by flow 602C. Client C1 then sends a GET
segment specifying a length of 49 bytes, as shown by flow 604.
[0044] Interface unit 202 determines that no free open connections exist with server S and therefore sends a SYN
segment to server S, specifying a starting sequence number of 1950, as shown in flow 606A. Server S responds with
a SYN ACK segment specifying a starting sequence number of 6000 and incrementing the acknowledgment number to
1951. as shown in 606B. Interface unit 202 responds with an ACK segment, as shown by flow 606C. Interface unit 202
then forwards the GET segment from client C1 to server S, after modifying the sequence and acknowledgment numbers
according to the translation equations described above, as shown by flow line 608.
[0045] Server S responds with the requested data specifying a sequence number of 6001, an acknowledgment number
of 2000, and a length of 999, as shown by flow 610. Interface unit 202 receives the RESP segment, translates the
sequence and acknowledgment numbers, and forwards the RESP segment to client C1, as shown by flow line 612A.
Client C1 responds with a RESP ACK segment, as shown by flow 612B. Interface unit 202 modifies the acknowledgment
and sequence numbers and forwards the RESP ACK segment to server S, as shown by flow 612C.
[0046] The connection between client C1 and interface unit 202 is then closed, as shown by flows 614A, B, C, D. It is
important to note, however, that interface unit 202 maintains the connection with server S.
[0047] FIG. 6B continues the example of FIG. 6A. The flows of FIG. 6B correspond to flows 516 through 526 of FIG.
5. Flows 616A, B, C correspond to flow 516, and present one method of opening the connection between client C2 and
interface unit 202. In TCP segment 618A, the SYN flag in the TCP header is set, indicating a new connection request
from client C2. Client C2 has established a starting sequence number of999 and an acknowledgment number of 999.
Interface unit 202 responds with a SYN ACK segment specifying a starting sequence number of 4999, and incrementing
the acknowledgment number to 1000. Client C2 responds with an ACK segment specifying a sequence number of 1000
and incrementing the acknowledgment number to 5000, as shown by flow 616C. Client C2 then sends a GET segment
specifying a length of 50 bytes, as shown by flow 618.
[0048] Interface unit 202 determines that a free open connection exists with server S, and so it uses that connection.
It is not necessary to open a new connection with server S. Because it is using a previously-opened connection with
server S, interface unit 202 translates the sequence and acknowledgment numbers of the GET segment according to
the sequence and acknowledgment numbers established during the prior exchange on that connection. In the present
example, interface unit 202 uses the starting sequence and acknowledgment numbers established in flows 606. and
resumes with the sequence and acknowledgment numbers using in the most recent flow, flow 612C. Thus interface unit
202 forwards the GET segment from client C2 to server S with a sequence number of 2000, an acknowledgment number
of 7000, and a length of 50, as shown by flow line 620.
[0049] Server S responds with the requested data, specifying a sequence number of 7000, an acknowledgment number
of 2050, and a length of 500. as shown by flow 622. Interface unit 202 receives the RESP segment, translates the
sequence and acknowledgment numbers, and forwards the RESP segment to client C2, as shown by flow line 624A.
Client C2 responds with a RESP ACK segment, as shown by flow 624B. Interface unit 202 modifies the acknowledgment
and sequence numbers and forwards the RESP ACK segment to server S. as shown by flow 624C.
[0050] The connection between client C2 and interface unit 202 is then closed, as shown by flows 626A, B, C, D. It is
important to note that interface unit 202 again maintains the connection with server S.
[0051] FIG. 7 is a flowchart depicting the operation of the connection distribution feature of the present invention
according to a preferred embodiment. According to this feature, interface unit 202 maintains connections with a plurality
of servers, and routes client requests to these servers based on the path name specified in the client request. First,
interface unit 202 opens connections with the servers, as shown in step 702. Next, in response to a client request,
interface unit 202 opens a connection to the client and receives a request from the client to retrieve data using a path
name, as shown in step 704. Interface unit 202 selects the server hosting the content specified by the path name, as
shown in step 706. In alternative embodiments, interface unit 202 consults other predefined policies to select the ap-
propriate server, such as the load of the servers and the state of the servers. Interface unit 202 manages and maintains
a database of servers and server farms that it tends. Among other things, information in this database includes currently
active policies and rules that allow interface unit 202 to direct incoming packets to the correct server. Depending on
network conditions and services desired, these policies and rules can change very quickly.
[0052] Interface unit 202 then translates the request and passes the translated request to the selected server, as
shown in Step 708. This translation is described generally with respect to FIG. 4 above, and in detail below.
[0053] The interface unit receives the response from the server, as shown in step 710. Interface unit 202 then translates
the response and passes the translated response on to the client, as shown in step 712. As with step 708, the translation
of strep 712 is described in detail below. Finally, interface unit 202 closes the connection with the client, as shown in
step 714.
[0054] FIG. 8 is a message flow diagram illustrating the connection distribution aspect of the present invention according
to a preferred embodiment. FIG. 8 shows interface unit 202 connecting clients C2 to two servers S1 and S2. For this
example, it is assumed that connections have previously been opened with servers S1 and S2, as shown in step 702
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of FIG. 7.
[0055] First, interface unit 202 opens a connection with client C2 using network address 1 provided by client C2, as
shown by flow 802. Once the connection is opened, interface unit 202 receives a GET request from client C1 specifying
a path name of /sales/forecast.html, as shown by flow line 804. Because a free connection is open between interface
unit 202 and server S1, interface unit 202 does not open a further connection with server S1.
[0056] Interface unit 202 maps the GET request to server S2 using the path name. For example, interface unit 202
can include a table that maps each path name in the server farm to the servers that contains the corresponding web
page. Interface unit 202 forwards the GET request to server S1, as shown by flow line 806. Server S1 responds with
the requested web page, as shown by flow line 808. Interface unit 202 forwards the web page to client C2. as shown
by flow line 810. According to the connection pooling feature of the present invention, interface unit 202 does not close
the connection with server S1. but rather keeps it open to accommodate further data flows.
[0057] Next, a further GET request is received from client C2, as shown by flow 812. It is unimportant to this example
whether the connection between interface unit 202 and client C2 is closed between successive GET requests. It is also
unimportant to this example whether this GET request originates from the same client as the previous GET request.
What is significant is that, although the GET request from the client is directed to the same network address (network
address 1) as the previous GET request, it is mapped to a different server (server S2) than the previous request. Due
to the connection multiplexing feature of the present invention, this redirection is transparent to the originator of the request.
[0058] Interface unit 202 receives the GET request from client C2. The GET request specifies a path name of /prod-
ucts/new.html. Interface unit 202 determines that the web page corresponding to this path name resides upon server
S2. Thus, although the GET requests in FIG. 8 specify the same network address, they are mapped, using their path
names, to different servers. This example illustrates the "connection distribution" aspect of the present invention.
[0059] Because a free connection is already open between interface unit 202 and server S2, it is unnecessary for
interface unit 202 to burden server S2 with the processing load of opening a further connection. Interface unit 202 merely
uses a free open connection. Interface unit 202 receives the response from server S2, as shown by flow line 816, and
forwards it to client C2. as shown by flow line 818. Finally, interface unit 202 closes the connection with client C2, as
shown by flow 820. Once again, interface unit 202 does not close the connection with server S2. Instead, interface unit
202 keeps the connection open to accommodate further data flows.
[0060] FIG. 9 is a detailed flow diagram illustrating the translations of acknowledgment and sequence numbers per-
formed by the present invention in the example of FIG. 8 according to a preferred embodiment. The flows of FIG. 9
correspond to flows 802 through 820 of FIG. 8.
[0061] Flows 902A, B, C correspond to flow 802, and present one method of opening the connection between client
C2 and interface unit 202. Client C2 has established a starting sequence number of 999 and an acknowledgment number
of 999. Interface unit 202 responds with a SYN ACK segment specifying a starting sequence number of 4999, and
incrementing the acknowledgment number to 1000, as shown by flow 902B. Client C2 responds with an ACK segment
specifying a sequence number of 1000 and incrementing the acknowledgment number to 5000, as shown by flow 902C.
Client C2 then sends a GET segment specifying a length of 50 bytes, as shown by flow 904.
[0062] Because a free open connection exists with server S1, interface unit 202 uses that connection, rather than
opening a new connection, and modifies the sequence and acknowledgment numbers in the GET segment using the
sequence and acknowledgment numbers from the previous segment transmitted over that connection. In this example,
assume that those parameters are 2000 and 7000, respectively. Accordingly, interface unit 202 forwards the GET
segment to server S1 using sequence number 2000, acknowledgment number 7000, and length 50, as shown by flow
line 906.
[0063] Server S1 responds with the requested data specifying a sequence number of 7000, an acknowledgment
number of 2050, and a length of 500, as shown by flow 908. Interface unit 202 receives the RESP segment, translates
the sequence and acknowledgment numbers, and forwards the RESP segment to client C2, as shown by flow line 910A.
Client C2 responds with a RESP ACK segment, as shown by flow 910B. Interface unit 202 modifies the acknowledgment
and sequence numbers and forwards the RESP ACK segment to server S1. as shown by flow 910C.
[0064] Interface unit 202 then receives a further GET segment from client C2, specifying a length of 50 bytes. As
described above, interface unit 202 maps this request to server S2. Because a free connection is already open with that
server, interface unit 202 uses that connection, and translates the sequence and acknowledgment parameters of the
GET segment using the parameters from the previous segment transmitted over that connection. In this example, assume
that those parameters are 3000 and 4000, respectively. Accordingly, interface unit 202 forwards the GET segment to
server S2 using sequence number 3000, acknowledgment number 4000, and length 50, as shown by flow line 914.
[0065] Server S2 responds with the requested data specifying a sequence number of 4000, an acknowledgment
number of 3050, and a length of 400. as shown by flow 916. Interface unit 202 receives the RESP segment, translates
the sequence and acknowledgment numbers, and forwards the RESP segment to client C2, as shown by flow line 918A.
Client C2 responds with a RESP ACK segment, as shown by flow 918B. Interface unit 202 modifies the acknowledgment
and sequence numbers and forwards the RESP ACK segment to server S2, as shown by flow 918C. Finally, the connection
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between interface unit 202 and client C2 is closed, as shown in flows 920A, B, C, D.
[0066] The present invention may be implemented using hardware, software or a combination thereof and may be
implemented in a computer system or other processing system. In fact, in one embodiment, the invention is directed
toward one or more computer systems capable of carrying out the functionality described herein. An example computer
system 1000 is shown in FIG. 10. The computer system 1000 includes one or more processors, such as processor 1004.
The processor 1004 is connected to a communication bus 1006. Various software embodiments are described in terms
of this example computer system. After reading this description, it will become apparent to a person skilled in the relevant
art how to implement the invention using other computer systems and/or computer architectures.
[0067] Computer system 1000 also includes a main memory 1008, preferably random access memory (RAM), and
can also include a secondary memory 1010. The secondary memory 1010 can include, for example, a hard disk drive
1012 and/or a removable storage drive 1014, representing a floppy disk drive, a magnetic tape drive, an optical disk
drive, etc. The removable storage drive 1014 reads from and/or writes to a removable storage unit 1018 in a well known
manner. Removable storage unit 1018, represents a floppy disk, magnetic tape, optical disk, etc. which is read by and
written to by removable storage drive 1014. As will be appreciated, the removable storage unit 1018 includes a computer
usable storage medium having stored therein computer software and/or data.
[0068] In alternative embodiments, secondary memory 1010 may include other similar means for allowing computer
programs or other instructions to be loaded into computer system 1000. Such means can include, for example, a
removable storage unit 1022 and an interface 1020. Examples of such can include a program cartridge and cartridge
interface (such as that found in video game devices), a removable memory chip (such as an EPROM, or PROM) and
associated socket, and otherremovable storage units 1022 and interfaces 1020 which allow software and data to be
transferred from the removable storage unit 1018 to computer system 1000.
[0069] Computer system 1000 can also include a communications interface 1024. Communications interface 1024
allows software and data to be transferred between computer system 1000 and external devices. Examples of commu-
nications interface 1024 can include a modem, a network interface (such as an Ethernet card), a communications port,
a PCMCIA slot and card, etc. Software and data transferred via communications interface 1024 are in the form of signals
which can be electronic, electromagnetic, optical or other signals capable of being received by communications interface
1024. These signals 1026 are provided to communications interface via a channel 1028. This channel 1028 carries
signals 1026 and can be implemented using wire or cable, fiber optics, a phone line, a cellular phone link, an RF link
and other communications channels.
[0070] In this document, the terms "computer program medium" and "computer usable medium" are used to generally
refer to media such as removable storage device 1018, a hard disk installed in hard disk drive 1012, and signals 1026.
These computer program products are means for providing software to computer system 1000.
[0071] Computer programs (also called computer control logic) are stored in main memory and/or secondary memory
1010. Computer programs can also be received via communications interface 1024. Such computer programs, when
executed, enable the computer system 1000 to perform the features of the present invention as discussed herein. In
particular, the computer programs, when executed, enable the processor 1004 to perform the features of the present
invention. Accordingly, such computer programs represent controllers of the computer system 1000.
[0072] In an embodiment where the invention is implemented using software, the software may be stored in a computer
program product and loaded into computer system 1000 using removable storage drive 1014, hard drive 1012 or com-
munications interface 1024. The control logic (software), when executed by the processor 1004, causes the processor
1004 to perform the functions of the invention as described herein.
[0073] In another embodiment, the invention is implemented primarily in hardware using, for example, hardware
components such as application specific integrated circuits (ASICs). Implementation of the hardware state machine so
as to perform the functions described herein will be apparent to persons skilled in the relevant art(s). In yet another
embodiment, the invention is implemented using a combination of both hardware and software.
[0074] The present invention is described specifically when implemented within an interface unit, such as interface
unit 202, that is connected to servers in a farm for the purpose of offloading connection processing overhead from the
servers. However, the present invention can also be applied within other kinds of devices that are in the network connection
path between the client and the servers. As network traffic flows through such devices, they all have the opportunity to
apply the present invention to offload connection processing. Some examples of such devices are:

- Load Balancers which distribute client network connections between a set of servers in a server farm (local or
geographically distributed). The invention can readily be combined with the load balancing function.

- Bandwidth managers which monitor network traffic and meter packet flow. These devices can also use the present
invention.

- Firewalls monitor packets and allow only the authorized packets to flow through. The present invention can be used
to provide an additional feature within firewalls.

- Routers and switches also lie in the path of the network traffic. The industry trend is to integrate additional functionality
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(such as load balancing, bandwidth management and firewall functionality) within these devices. Hence, the present
invention can easily be incorporated into a router.

[0075] The specific integration of the present invention into each one of the above devices is implementation specific.
[0076] The present invention can also be applied within computer systems which are the end points of network con-
nections. In this case, add-on cards can be used to implement the invention and thus offload the main processing
elements within the computer system.

Conclusion

[0077] The previous description of the preferred embodiments is provided to enable any person skilled in the art to
make or use the present invention. The various modifications to these embodiments will be readily apparent to those
skilled in the art, and the generic principles defined herein may be applied to other embodiments without the use of the
inventive faculty. Thus, the present invention is not intended to be limited to the embodiments shown herein but is to be
accorded the widest scope consistent with the principles and novel features disclosed herein.
[0078] Preferred aspects of the present invention are set out in the following numbered clauses:

1. An apparatus comprising:

means for opening a connection between a client and an interface unit;
means for opening a connection between said interface unit and a server if no free connection is open between
said interface unit and said server;
means for allowing said client to access information on said server via said connections; and
means for closing said connection between said client and said interface unit while keeping open said connection
between said interface unit and said server.

2. The apparatus of clause 1, further comprising:

means for opening a connection between a further client and said interface unit; and
means for allowing said further client to access information on said server via said connection between said
further client and said interface unit and said connection between said interface unit and said server.

3. The apparatus of clause 1, wherein said means for opening said connection between said client and said interface
unit comprises:

means for receiving a request to open a connection using a network address corresponding to said interface
unit; and
means for receiving a request to retrieve data using a path name corresponding to said server.

4. The apparatus of clause 3, wherein said means for opening said connection between said further client and said
interface unit comprises:
means for selecting said server as a function of said network address.
5. The apparatus of clause 4, wherein said means for allowing comprises:
means for retrieving said data from said server using said path name.
6. The apparatus of clause 5, wherein said means for allowing further comprises:
means for sending said data to said client.
7. The apparatus of clause 5, wherein:

said means for receiving a request to retrieve data comprises means for receiving a GET segment having
sequence and acknowledgment parameters; and
said means for retrieving comprises

means for modifying said parameters to produce a modified GET segment, and
means for sending said modified GET segment to said server.

8. The apparatus of clause 7, wherein said means retrieving further comprises:

means for inserting a "Connection: Keep-Alive" header into said modified GET segment;
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means for subtracting from said acknowledge parameter received from said server the number of bytes added
by inserting said "Connection: Keep-Alive" header into said modified GET segment; and
means for adding to said sequence number prior to sending a packet subsequent to said modified GET segment
to said server the number of bytes added by inserting said "Connection: Keep Alive" header into said modified
GET segment.

9. The apparatus of clause 7, wherein said means for retrieving further comprises:

means for receiving a RESP segment having further sequence and acknowledgment parameters;
means for modifying said further parameters to produce a modified RESP segment; and
means for sending said modified RESP segment to said client.

10. The apparatus of clause 5, wherein:

said means for receiving a request to retrieve data comprises means for receiving a first GET segment having
sequence and acknowledgment parameters; and
said means for retrieving comprises

means for modifying said parameters to produce modified parameters, and
means for sending a second GET segment to said server, said second GET segment having said modified
parameters.

11. The apparatus of clause 7, wherein said means for retrieving further comprises:

means for receiving a first RESP segment having further sequence and acknowledgment parameters;
means for modifying said further parameters to produce further modified parameters; and
means for sending a second RESP segment to said client, said second RESP segment having said further
modified parameters.

12. An apparatus comprising:

means for receiving from a client a request to retrieve data using a network address and a path name;
means for selecting a server storing said data as a function of predefined policies including at least one of said
path name, the load of said server, and the state of said server;
means for retrieving said data from said server using a previously-opened connection; and
means for sending said data to said client.

13. The apparatus of clause 12, wherein said means for receiving comprises:

means for receiving from said client a request to open a connection to a host using said network address; and
means for receiving from said client a request to retrieve data using said path name.

14. The apparatus of clause 12, further comprising:

means for receiving a further request to retrieve further data using said network address and a further path name;
means for selecting a further server as a function of said further path name; and
means for retrieving said further data from said further server.

15. The apparatus of clause 12, wherein:

said means for receiving a request to retrieve data comprises means for receiving a first GET segment having
sequence and acknowledgment parameters; and
said means for retrieving comprises

means for modifying said parameters to produce a modified GET segment, and
means for sending said modified GET segment to said server.

16. The apparatus of clause 15, wherein said means retrieving further comprises:
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means for inserting a "Connection: Keep-Alive" header into said modified GET segment;
means for subtracting from said acknowledge parameter received from said server the number of bytes added
by inserting said "Connection: Keep-Alive" header into said modified GET segment; and
means for adding to said sequence number prior to sending a packet subsequent to said modified GET segment
to said server the number of bytes added by inserting said "Connection: Keep Alive" header into said modified
GET segment.

17. The apparatus of clause 15, wherein said means for retrieving further comprises:

means for receiving a first RESP segment having further sequence and acknowledgment parameters;
means for modifying said further parameters to produce a modified RESP segment; and
means for sending said modified RESP segment to said client.

18. The apparatus of clause 12, wherein:

said means for receiving a request to retrieve data comprises means for receiving a first GET segment having
sequence and acknowledgment parameters; and
said means for retrieving comprises

means for modifying said parameters to produce modified parameters, and
means for sending a second GET segment to said server, said second GET segment having said modified
parameters.

19. The apparatus of clause 15, wherein said means for retrieving further comprises:

means for receiving a first RESP segment having further sequence and acknowledgment parameters;
means for modifying said further parameters to produce further modified parameters; and
means for sending a second RESP segment to said client, said second RESP segment having said further
modified parameters.

20. A method comprising the steps of:

opening a connection between a client and an interface unit;
opening a connection between said interface unit and a server if no free connection is open between said
interface unit and said server;
allowing said client to access information on said server via said connections; and
closing said connection between said client and said interface unit while keeping open said connection between
said interface unit and said server.

21. The method of clause 20, further comprising the steps of:

opening a connection between a further client and said interface unit; and
allowing said further client to access information on said server via said connection between said further client
and said interface unit and said connection between said interface unit and said server.

22. The method of clause 20, wherein said step of opening said connection between said client and said interface
unit comprises the steps of:

receiving a request to open a connection using a network address corresponding to said interface unit; and
receiving a request to retrieve data using a path name corresponding to said server.

23. The method of clause 22, wherein said step of opening said connection between said further client and said
interface unit comprises the step of:

selecting said server as a function of said network address.

24. The method of clause 23, wherein said allowing step comprises the step of:
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retrieving said data from said server using said path name.

25. The method of clause 24, wherein said allowing step further comprises the step of:

sending said data to said client.

26. The method of clause 24, wherein:

said step of receiving a request to retrieve data comprises the step of receiving a GET segment having sequence
and acknowledgment parameters; and
said retrieving step comprises the steps of

modifying said parameters to produce a modified GET segment, and
sending said modified GET segment to said server.

27. The apparatus of clause 26, wherein said means retrieving further comprises:

inserting a "Connection: Keep-Alive" header into said modified GET segment;
subtracting from said acknowledge parameter received from said server the number of bytes added by inserting
said "Connection: Keep-Alive" header into said modified GET segment; and
adding to said sequence number prior to sending a packet subsequent to said modified GET segment to said
server the number of bytes added by inserting said "Connection: Keep Alive" header into said modified GET
segment.

28. The method of clause 26, wherein said retrieving step further comprises the steps of:

receiving a RESP segment having further sequence and acknowledgment parameters;
modifying said further parameters to produce a modified RESP segment; and
sending said modified RESP segment to said client.

29. The method of clause 24, wherein:

said step of receiving a request to retrieve data comprises the step of receiving a first GET segment having
sequence and acknowledgment parameters; and
said retrieving step comprises the steps of
modifying said parameters to produce modified parameters, and
sending a second GET segment to said server, said second GET segment having said modified parameters.

30. The method of clause 26, wherein said retrieving step further comprises the steps of:

receiving a first RESP segment having further sequence and acknowledgment parameters;
modifying said further parameters to produce further modified parameters; and
sending a second RESP segment to said client, said second RESP segment having said further modified
parameters.

31. A method comprising the steps of:

receiving from a client a request to retrieve data using a network address and a path name;
selecting a server storing said data as a function of predefined policies including at least one of said path name,
the load of said server, and the state of said server;
retrieving said data from said server using a previously-opened connection; and
sending said data to said client.

32. The method of clause 31, wherein said receiving step comprises the steps of:

receiving from said client a request to open a connection to a host using said network address; and
receiving from said client a request to retrieve data using said path name.
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33. The method of clause 31, further comprising the steps of:

receiving a further request to retrieve further data using said network address and a further path name;
selecting a further server as a function of said further path name; and
retrieving said further data from said further server.

34. The method of clause 31, wherein:

said step of receiving a request to retrieve data comprises the step of receiving a first GET segment having
sequence and acknowledgment parameters; and
said retrieving step comprises the steps of

modifying said parameters to produce a modified GET segment, and
sending said modified GET segment to said server.

35. The apparatus of clause 34, wherein said means retrieving further comprises:

inserting a "Connection: Keep-Alive" header into said modified GET segment;
subtracting from said acknowledge parameter received from said server the number of bytes added by inserting
said "Connection: Keep-Alive" header into said modified GET segment; and
adding to said sequence number prior to sending a packet subsequent to said modified GET segment to said
server the number of bytes added by inserting said "Connection: Keep Alive" header into said modified GET
segment.

36. The method of clause 34, wherein said retrieving step further comprises the steps of:

receiving a first RESP segment having further sequence and acknowledgment parameters;
modifying said further parameters to produce a modified RESP segment; and
sending said modified RESP segment to said client.

37. The method of clause 31, wherein:

said step of receiving a request to retrieve data comprises the step of receiving a first GET segment having
sequence and acknowledgment parameters; and
said retrieving step comprises the steps of

modifying said parameters to produce modified parameters, and
sending a second GET segment to said server, said second GET segment having said modified parameters.

38. The method of clause 34, wherein said retrieving step further comprises the steps of:

receiving a first RESP segment having further sequence and acknowledgement parameters;
modifying said further parameters to produce further modified parameters; and
sending a second RESP segment to said client, said second RESP segment having said further modified
parameters.

Claims

1. A method of connection distribution among a plurality of servers, the method comprising:

maintaining, by an interface unit located between clients and servers, an open connection with each of a plurality
of servers;
opening, by the interface unit, a connection with a client,
receiving, by the interface unit via the connection with the client, a first request of the client directed to a server,
the request specifying a uniform resource locator comprising a network address and a first path name to content
hosted on a server of the plurality of servers;
mapping, by the interface unit via a table that maps each path name to servers that contain a corresponding
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web page, the first request to a selected server of the plurality of servers having corresponding content;
forwarding, by the interface unit, the first request to the selected server;
receiving, by the interface unit, a second request from the client directed to the server of the first request and
specifying a second uniform resource locator comprising the same network address as the first request and a
second path name to content hosted on a server of the plurality of servers;
mapping, by the interface unit via the table, the second request to a second selected server of the plurality of
servers different from the selected server of the first request; and
forwarding, by the interface unit, the second request to the second selected server.

2. The method of claim 1, further comprising performing by the interface unit connection multiplexing between the
client and the plurality of servers so that redirection of requests is transparent to each request originator.

3. The method of claim 1, wherein the second path name is different from the first path name.

4. The method of claim 1, further comprising directing, by the interface unit, incoming packets to the selected server
using a database of policies and rules.

5. The method of claim 1, further comprising selecting, by the interface unit, the first server hosting content specified
by the first path name.

6. The method of claim 1, wherein the connection between the interface unit and the client is closed between the first
request and the second request.

7. The method of claim 1, further comprising using, by the interface unit, a free connection of the plurality of connections
to one of the selected server and the second selected server maintained by the interface unit.

8. A system for connection distribution among a plurality of servers, the system comprising:

an interface unit, located between a client and a plurality of servers, configured for:

maintaining an open connection with each of the plurality of servers;
opening a connection with the client;
receiving, via the connection with the client, a first request of the client directed to a server, the request
specifying a uniform resource locator comprising a network address and a first path name to content hosted
on a server of the plurality of servers;
mapping, using the path name via a table that maps each path name to servers that contain a corresponding
web page, the first request to a selected server of the plurality of servers having corresponding content;
forwarding the first request to the selected server;
receiving a second request from the client directed to the server of the first request and specifying a second
uniform resource locator comprising the same network address as the first request and a second path name
to content hosted on a server of the plurality of the servers, the second request;
mapping, via the table, the second request to a second selected server of the plurality of servers different
from the selected server of the first request; and
forwarding the second request to the second selected server.

9. The system of claim 8, wherein the interface unit is further configured for performing connection multiplexing between
the client and the plurality of servers so that redirection of requests is transparent to each request originator.

10. The system of claim 8, wherein the second path name is different from the first path name.

11. The system of claim 8, wherein the interface unit is further configured for directing incoming packets to the selected
server using a database of policies and rules.

12. The system of claim 8, wherein the interface unit is further configured for selecting the first server hosting content
specified by the first path name.

13. The system of claim 8, wherein the connection between the interface unit and the client is closed between the first
request and the second request.
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14. The system of claim 8, wherein the interface unit is further configured for using a free connection of the plurality of
connections to one of the selected server and the second selected server maintained by the interface unit.

Patentansprüche

1. Verfahren zur Verbindungsaufteilung unter einer Vielzahl von Servern, wobei das Verfahren umfasst:

Beibehalten, durch eine zwischen Clients und Servern befindliche Schnittstelleneinheit, einer offenen Verbin-
dung mit jedem einer Vielzahl von Servern;
Öffnen, durch die Schnittstelleneinheit, einer Verbindung mit einem Client,
Empfangen, durch die Schnittstelleneinheit über die Verbindung mit dem Client, einer ersten Anforderung des
Clients, die an einen Server gerichtet ist, wobei die Anforderung einen "Uniform Resource Locator" (einheitliche
Quellenangabe) spezifiziert, der eine Netzwerkadresse und einen ersten Wegnamen zu Inhalt umfasst, der auf
einem Server der Vielzahl von Servern gehostet ist;
Mapping, durch die Schnittstelleneinheit über eine Tabelle, die jeden Wegnamen an Server mappt, die eine
entsprechende Webseite enthalten, der ersten Anforderung an einen selektierten Server der Vielzahl von Ser-
vern, der entsprechenden Inhalt aufweist;
Weiterleiten, durch die Schnittstelleneinheit, der ersten Anforderung an den selektierten Server;
Empfangen, durch die Schnittstelleneinheit, einer zweiten Anforderung vom Client, die an den Server der ersten
Anforderung gerichtet ist und spezifizieren eines zweiten "Uniform Resource Locator", der die gleiche Netzwer-
kadresse wie die erste Anforderung und einen zweiten Wegnamen zu Inhalt umfasst, der auf einem Server der
Vielzahl von Servern gehostet ist;
Mapping, durch die Schnittstelleneinheit über die Tabelle, der zweiten Anforderung an einen zweiten selektierten
Server der Vielzahl von Servern verschieden vom selektierten Server der ersten Anforderung; und
Weiterleiten, durch die Schnittstelleneinheit, der zweiten Anforderung an den zweiten selektierten Server.

2. Verfahren nach Anspruch 1, das ferner die Ausführung, durch die Schnittstelleneinheit, von Verbindungs-Multiple-
xierung zwischen dem Client und der Vielzahl von Servern umfasst, sodass die Umleitung von Anforderungen jedem
Anforderungsurheber transparent ist.

3. Verfahren nach Anspruch 1, wobei der zweite Wegname vom ersten Wegnamen verschieden ist.

4. Verfahren nach Anspruch 1, das ferner das Leiten, durch die Schnittstelleneinheit, ankommender Pakete an den
selektierten Server unter Verwendung einer Datenbank von Richtlinien und Regeln umfasst.

5. Verfahren nach Anspruch 1, das ferner das Selektieren, durch die Schnittstelleneinheit, des ersten Servers umfasst,
der Inhalt hostet, der durch den ersten Wegnamen spezifiziert ist.

6. Verfahren nach Anspruch 1, wobei die Verbindung zwischen der Schnittstelleneinheit und dem Client zwischen der
ersten Anforderung und der zweiten Anforderung geschlossen wird.

7. Verfahren nach Anspruch 1, das ferner die Verwendung, durch die Schnittstelleneinheit, einer freien Verbindung
der Vielzahl von Verbindungen zu einem des selektierten Servers bzw. dem zweiten selektierten Server umfasst,
der von der Schnittstelleneinheit beibehalten wird.

8. System zur Verbindungsaufteilung unter einer Vielzahl von Servern, wobei das System umfasst:

Eine Schnittstelleneinheit, die sich zwischen einem Client und einer Vielzahl von Servern befindet, konfiguriert
zum:

Beibehalten einer offenen Verbindung mit jedem der Vielzahl von Servern;
Öffnen einer Verbindung mit dem Client;
Empfangen, über die Verbindung mit dem Client, einer ersten Anforderung des Clients, die an einen Server
gerichtet ist, wobei die Anforderung einen "Uniform Resource Locator" (einheitliche Quellenangabe) spe-
zifiziert, der eine Netzwerkadresse und einen ersten Wegnamen zu Inhalt umfasst, der auf einem Server
der Vielzahl von Servern gehostet ist;
Mapping, unter Verwendung des Wegnamens, über eine Tabelle, die jeden Wegnamen an Server mappt,
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die eine entsprechende Webseite enthalten, wobei die erste Anforderung an einen selektierten Server der
Vielzahl von Servern entsprechenden Inhalt aufweist;
Weiterleiten der ersten Anforderung an den selektierten Server;
Empfangen einer zweiten Anforderung vom Client, die an den Server der ersten Anforderung gerichtet ist
und spezifizieren eines zweiten "Uniform Resource Locator", der die gleiche Netzwerkadresse wie die erste
Anforderung und einen zweiten Wegnamen zu Inhalt, der auf einem Server der Vielzahl von Servern ge-
hostet ist, der zweiten Anforderung umfasst;
Mapping, über die Tabelle, der zweiten Anforderung an einen zweiten selektierten Server der Vielzahl von
Servern verschieden vom selektierten Server der ersten Anforderung; und
Weiterleiten der zweiten Anforderung an den zweiten selektierten Server;

9. System nach Anspruch 8, wobei die Schnittstelleneinheit ferner für Verbindungs-Multiplexierung zwischen dem
Client und der Vielzahl von Servern konfiguriert ist, sodass die Umleitung von Anforderungen jedem Anforderungs-
urheber transparent ist.

10. System nach Anspruch 8, wobei der zweite Wegname vom ersten Wegnamen verschieden ist.

11. System nach Anspruch 8, wobei die Schnittstelleneinheit ferner für Umleitung ankommender Pakete an den selek-
tierten Server unter Verwendung einer Datenbank von Richtlinien und Regeln konfiguriert ist.

12. System nach Anspruch 8, wobei die Schnittstelleneinheit ferner für Selektieren des ersten Servers konfiguriert ist,
der Inhalt hostet, der durch den ersten Wegnamen spezifiziert ist.

13. System nach Anspruch 8, wobei die Verbindung zwischen der Schnittstelleneinheit und dem Client zwischen der
ersten Anforderung und der zweiten Anforderung geschlossen wird.

14. System nach Anspruch 8, wobei die Schnittstelleneinheit ferner für die Verwendung einer freien Verbindung der
Vielzahl von Verbindungen zu einem der selektierten Server bzw. dem zweiten selektierten Server konfiguriert ist,
der von der Schnittstelleneinheit beibehalten wird.

Revendications

1. Procédé de répartition de connexions parmi une pluralité de serveurs, le procédé comportant les étapes consistant à :

maintenir, par une unité d’interface se trouvant entre des clients et des serveurs, une connexion ouverte avec
chacun d’une pluralité de serveurs ;
ouvrir, par l’unité d’interface, une connexion avec un client,
recevoir, par l’unité d’interface par le biais de la connexion avec le client, une première demande du client
dirigée vers un serveur, la demande spécifiant un localisateur uniforme de ressources comportant une adresse
de réseau et un premier nom de chemin jusqu’au contenu hébergé sur un serveur de la pluralité de serveurs ;
établir, par l’unité d’interface par le biais d’une table qui établit une correspondance entre chaque nom de chemin
et des serveurs qui contiennent une page Web correspondante, une correspondance entre la première demande
et un serveur sélectionné de la pluralité de serveurs ayant un contenu correspondant ;
transférer, par l’unité d’interface, la première demande au serveur sélectionné ;
recevoir, par l’unité d’interface, une deuxième demande en provenance du client dirigée vers le serveur de la
première demande et spécifier un deuxième localisateur uniforme de ressources comportant la même adresse
de réseau que la première demande et un deuxième nom de chemin jusqu’au contenu hébergé sur un serveur
de la pluralité de serveurs ;
établir, par l’unité d’interface par le biais de la table, une correspondance entre la deuxième demande et un
deuxième serveur sélectionné de la pluralité de serveurs différent du serveur sélectionné de la première
demande ; et
transférer, par l’unité d’interface, la deuxième demande au deuxième serveur sélectionné.

2. Procédé selon la revendication 1, comportant par ailleurs l’étape consistant à effectuer par l’unité d’interface un
multiplexage de connexions entre le client et la pluralité de serveurs de telle sorte que le réacheminement de
demandes est transparent vis-à-vis de chaque expéditeur de demandes.
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3. Procédé selon la revendication 1, dans lequel le deuxième nom de chemin est différent du premier nom de chemin.

4. Procédé selon la revendication 1, comportant par ailleurs l’étape consistant à diriger, par l’unité d’interface, des
paquets entrants jusqu’au serveur sélectionné en utilisant une base de données de politiques et de règles.

5. Procédé selon la revendication 1, comportant par ailleurs l’étape consistant à sélectionner, par l’unité d’interface,
le premier serveur hébergeant le contenu spécifié par le premier nom de chemin.

6. Procédé selon la revendication 1, dans lequel la connexion entre l’unité d’interface et le client est fermée entre la
première demande et la deuxième demande.

7. Procédé selon la revendication 1, comportant par ailleurs l’étape consistant à utiliser, par l’unité d’interface, une
connexion libre de la pluralité de connexions sur l’un parmi le serveur sélectionné et le deuxième serveur sélectionné
que maintient l’unité d’interface.

8. Système de répartition de connexions parmi une pluralité de serveurs, le système comportant :

une unité d’interface, se trouvant entre un client et une pluralité de serveurs, configurée pour :

maintenir une connexion ouverte avec chacun de la pluralité de serveurs ;
ouvrir une connexion avec le client ;
recevoir, par le biais de la connexion avec le client, une première demande du client dirigée vers un serveur,
la demande spécifiant un localisateur uniforme de ressources comportant une adresse de réseau et un
premier nom de chemin jusqu’au contenu hébergé sur un serveur de la pluralité de serveurs ;
établir, en utilisant le nom de chemin par le biais d’une table qui établit une correspondance entre chaque
nom de chemin et des serveurs qui contiennent une page Web correspondante, une correspondance entre
la première demande et un serveur sélectionné de la pluralité de serveurs ayant un contenu correspondant ;
transférer la première demande au serveur sélectionné ;
recevoir une deuxième demande en provenance du client dirigée vers le serveur de la première demande
et spécifier un deuxième localisateur uniforme de ressources comportant la même adresse de réseau que
la première demande et un deuxième nom de chemin jusqu’au contenu hébergé sur un serveur de la
pluralité de serveurs, la deuxième demande ;
établir, par le biais de la table, une correspondance entre la deuxième demande et un deuxième serveur
sélectionné de la pluralité de serveurs différent du serveur sélectionné de la première demande ; et
transférer la deuxième demande au deuxième serveur sélectionné.

9. Système selon la revendication 8, dans lequel l’unité d’interface est par ailleurs configurée pour effectuer un mul-
tiplexage de connexions entre le client et la pluralité de serveurs de telle sorte que le réacheminement de demandes
est transparent vis-à-vis de chaque expéditeur de demandes.

10. Système selon la revendication 8, dans lequel le deuxième nom de chemin est différent du premier nom de chemin.

11. Système selon la revendication 8, dans lequel l’unité d’interface est par ailleurs configurée pour diriger des paquets
entrants jusqu’au serveur sélectionné en utilisant une base de données de politiques et de règles.

12. Système selon la revendication 8, dans lequel l’unité d’interface est par ailleurs configurée pour sélectionner le
premier serveur hébergeant le contenu spécifié par le premier nom de chemin.

13. Système selon la revendication 8, dans lequel la connexion entre l’unité d’interface et le client est fermée entre la
première demande et la deuxième demande.

14. Système selon la revendication 8, dans lequel l’unité d’interface est par ailleurs configurée pour utiliser une connexion
libre de la pluralité de connexions sur l’un parmi le serveur sélectionné et le deuxième serveur sélectionné que
maintient l’unité d’interface.
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