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(54) Method of tracing a transaction in a network

(57) A method is provided for tracking a transaction
communicated in a network through nodes connected
using sockets, wherein socket data is stored in one or
more memory devices. The method includes identifying
a start node and a trace-out socket on that node, and for
i from 1 to N: by using the socket data, identifying an ith

traced node and a trace-in socket on that node, wherein
the ith abase node is the start node if i=1 or the (i-1)th

traced node if i>1, and wherein the trace-in socket on the
ith traced node and the trace-out socket on the ith base
node form a socket pair; and by using the socket data,
identifying a trace-out socket on the ith traced node.
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Description

TECHNICAL FIELD

[0001] The present invention relates generally to net-
working and communications technology and, more par-
ticularly, to methods of tracing transactions within a net-
work.

BACKGROUND

[0002] Processing information and providing services
over a network often includes the use of a networking
mechanism called transaction processing. A network
transaction is a group of operations that are combined
to service a specific request, and servicing a request typ-
ically requires interaction from several application com-
ponents, often in communication over a network.
[0003] The complexity of a distributed computing ar-
chitecture makes it difficult to diagnose system failures
and analyze system performance. In addition to monitor-
ing the traffic volume on a network, possible bottlenecks
and failures, it is necessary to monitor transactions,
which may be affected by factors other than the network
traffic, and may fail even if there are no problems with
traffic on the network. Furthermore, debugging of a par-
ticular application may be insufficient for determining
transaction issues related e.g. to competition for resourc-
es such as databased access.
[0004] Accordingly, monitoring or tracking a transac-
tion presents a problem different from traffic monitoring
or debugging of applications. A variety of tools have been
developed for transaction tracing so as to enable the fol-
lowing of a single request through a system.
[0005] One approach includes modifying packets and
thus tagging individual transactions as it is done in U.S.
Patent No. 7,051,339 and U.S. Patent No. 6,714,976.
Alternatively, requests and optionally other messages of
a transaction are captured and sent to a storage and/or
transaction monitoring application which parses the mes-
sage and extracts available data, such as disclosed in
U.S. Patent Publication No. 20120278482 and U.S. Pat-
ent Publication No. 20110035493. There is a need to
mitigate disadvantages of existing methods and to pro-
vide a novel method for tracking transactions in a com-
munication network.

SUMMARY

[0006] In a system comprising a plurality of nodes,
each node controlled by one or more processors and
including or using one or memory devices, a method is
provided for tracking a transaction communicated
through two of the plurality of nodes connected using
sockets, wherein socket data associated with the sockets
is stored in memory. The method includes the ordered
steps of: (a) initiating tracking, comprising: identifying a
base node within the plurality of nodes, wherein the base

node is associated with the transaction, and identifying
one or more trace-out sockets on the base node, asso-
ciated with the transaction; (b) identifying one or more
transaction nodes within the plurality of nodes, each con-
nected to the base node identified in step (a) or to another
of the transaction nodes identified in step (b), comprising:
(i) for each of the trace-out sockets, by using the socket
data stored in memory, identifying a traced node and a
trace-in socket on the traced node, wherein the trace-in
socket on the traced node and the trace-out socket on
the base node form a socket pair, wherein, if the trace-
out socket on the base node is an IP socket, an IP address
from the socket data associated with the trace-out socket
is used to identify the traced node whereby identifying
one of the transaction nodes; (ii) for each of the traced
nodes and the trace-in sockets identified in step (i), by
using the socket data stored in memory, identifying one
or more trace-out sockets on the traced node; and, (iii)
for each of the traced nodes identified in step (i) and for
each of the trace-out sockets identified in step (ii), re-
peating steps (i)-(iii) wherein the base node in step (i) is
the traced node.
[0007] In the method, identifying the trace-out socket
on the traced node may include identifying two socket
operations on the traced node within a predefined node
time interval, wherein one of the two socket operations
relates to the trace-in socket on the traced node, and
another of the two socket operations relates to the trace-
out socket on the traced node.
[0008] In a network comprising a plurality of nodes,
each node controlled by one or more processors, a meth-
od is provided for tracking a transaction communicated
through at least two of the plurality of nodes connected
using sockets, wherein socket data associated with the
sockets is stored in one or more memory devices, where-
in the transaction is processed by processes executed
by the one or more processors on transaction nodes. The
method includes the steps of: (1) initiating tracking, com-
prising: identifying a tracking start node within the plural-
ity of nodes, wherein the tracking start node is associated
with the transaction, and identifying a trace-out socket
on the tracking start node, wherein the trace-out socket
is associated with the transaction; (2) identifying one or
more of the transaction nodes within the plurality of
nodes, each connected to the tracking start node identi-
fied in step (1) or to another of the transaction nodes
identified in step (2), comprising: for each i from 1 to N,
wherein N is equal or greater than 1: (a) by using a portion
of the socket data stored in the one or more memory
devices, identifying an ith traced node and a trace-in sock-
et on the ith traced node, wherein the portion of the socket
data is associated with the trace-out socket on an ith base
node, wherein the ith base node is the tracking start node
if i=1 or the (i-1)th traced node if i>1, and wherein the
trace-in socket on the ith traced node and the trace-out
socket on the ith base node form a socket pair; wherein,
if the trace-out socket on the ith base node is an IP socket,
an IP address from the portion of the socket data asso-
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ciated with the trace-out socket is used to identify the ith
traced node whereby identifying one of the transaction
nodes; (b) by using a portion of the socket data stored in
the one or more memory devices, the portion associated
with the trace-in socket on the ith traced node, identifying
a trace-out socket on the ith traced node.
[0009] In one embodiment, a method is provided for
tracking a transaction in a system comprising one or more
nodes each comprising one or more processors, wherein
the transaction is processed by a plurality of processes
executed on the one or mode nodes, the processes are
in communication through sockets. The method includes
(a) identifying a trace-out socket on a tracking start node,
wherein the trace-out socket is associated with the trans-
action, (b) using a portion of socket data stored in one or
more memory devices, the portion associated with the
trace-out socket, identifying a trace-in socket such that
the trace-out socket and the trace-in socket form a socket
pair, and by using a portion of the socket data associated
with the trace-in socket, identifying a process that used
the trace-in socket. The method further includes identi-
fying a next trace-out socket used by the process and, if
the next trace-out socket is found, repeating step (b) one
or more times so as to each time identify a next process
until a next trace-out socket is not found.

BRIEF DESCRIPTION OF THE DRAWINGS

[0010] In order to facilitate a fuller understanding of the
exemplary embodiments, reference is now made to the
appended drawings, in which like elements are refer-
enced with like numerals. These drawings should not be
construed as limiting the present disclosure, but are in-
tended to be illustrative only.

Figure 1 is a schematic diagram of a transaction;

Figure 2 is a schematic diagram of a network topol-
ogy where a transaction may be traced;

Figure 3 is a schematic diagram of a network topol-
ogy where a transaction may be traced;

Figure 4 is a schematic diagram of a transaction;

Figure 5 is a flow chart of the tracing method;

Figure 6 is a schematic diagram of a transaction;

Figure 7 is a schematic diagram of the tracing meth-
od;

Figure 8 is a flow chart of the tracing method;

Figure 9 is a diagram illustrating a case study of a
network service, showing that the aggregate of all
information collected from every network operation
represents a complete description of a network serv-

ice;

Figure 10 is a schematic process view of an appli-
cation stack illustrating application interfaces export-
ed in the form of shared libraries, or dynamic linked
libraries (DLLs) wherein system call mechanisms
are employed;

Figure 11 is diagram of a conceptual view of an ex-
traction method for extracting information from an
executing software application wherein executable
code, in the form of software instructions, is placed
in the address space of one or more processes;

Figure 12 illustrates an application stack having two
processes running wherein process B has an AppA-
ware library inserted into Process B for gathering
information about the software application that is ex-
ecuting;

Figure 13 shows the application stack illustrating the
software code embodied in the AppAware library
placing information extracted from individual proc-
esses into shared memory and illustrating a collector
which makes the extracted information available to
a separate data analysis operation intended for user
presentation; and

Figure 14 is a diagram of a system for processing
data that has been collected, storing it and accessing
the data through web interfaces.

DETAILED DESCRIPTION

[0011] In a general sense a transaction is a communi-
cative action or activity between two or more parties or
things that reciprocally affect or influence each other. In
a communication network, a transaction is a group of
operations that together service a specific request.
[0012] In an example illustrated in Figure 1, requesting
a URL from a browser 100 causes a number of requests
made to multiple web servers, application servers, and
databases in order to return a web page. The set of re-
quests and responses together may define a transaction.
When a URL www.mypage.com is entered into a browser
application 100, a request is sent over a network 101 to
a web server 102 at, by way of illustration, the IP address
10.9.8.7 using the port number 80. In turn the web server
102 at 10.9.8.7 initiates a client connection to an appli-
cation server 103 in order to obtain data to service the
request. An application server 103 obtains information
from a database 104. When the data has been gathered
via requests from the database 104 and processed by
the application server 103, the originating request is ful-
filled and the browser 100 displays the information ob-
tained. A transaction includes a collection of requests
and responses between the browser 100, the web server
102 at 10.9.8.7 and one or more application servers 103
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and one or more databases 104.
[0013] There are potentially many thousands of trans-
actions that go through a single network node, such as
the server 102. The method described herein enables
isolation and tracing of any individual transaction in any
network topology, such as a multi-tier architecture illus-
trated in Figure 2 or a cluster architecture commonly used
in distributed computing designs, shown in Figure 3.
[0014] A transaction may be traced by using data re-
lated to sockets. In an example illustrated in Figure 4, a
transaction may include the following steps:
[0015] From a desktop computer 400 a browser proc-
ess 411 creates a communication endpoint through a
socket 403. The browser process 411 binds the socket
403 to the IP address for a web server 401 using a port
number that establishes a connection to a web server
process 407. The web server process 407 is waiting for
connections (listening) on a socket 404. When a connec-
tion is made by the browser 411, a second socket 406 is
created by the web server 407. A request from the brows-
er 411 is sent to the web server process 407 using the
socket connection between the sockets 403 and 406. If
the web server process 407 is able to respond to the
request without further connections, it will send a reply
to the browser process 411 using the socket connection
defined by the sockets 403 and 406. If the web server
process 407 requires additional information to respond
to the request, the server 407 will create a client connec-
tion to another server to retrieve any additional informa-
tion needed. The client connection is made in the same
manner as the browser process 411 client connection is
made, this time from the web server 401. A client socket
405 is created by the web server process 407. Depending
on the design of the specific software another process
on the web server 401 could create a client socket con-
nection. As shown in Figure 4 the client socket 405 is
bound to the IP address for database server 402. The
port number used by client socket 405 establishes con-
nection with the database process 408 that is listening
for connections on socket 409. When a connection is
established, a second socket 410 is created e.g. by
means of the accept() system call. The database process
408 retrieves specific data as defined by the request re-
ceived from the web server process 407 over the con-
nection defined by sockets 405 and 410. The data is re-
turned by the database process 408 to the web server
process 407 using the connection defined by sockets 405
and 410. The web server process 407 processes the data
received from the database server process 408 and re-
sponds to the originating request from the browser proc-
ess 411 using the connection established by sockets 403
and 406. The response from web server process 407 to
browser process 411 completes the transaction.
[0016] Given a starting point 1100, the detailed mes-
sage flow associated with a transaction can be mapped,
allowing the transaction details to be traced. Figure 5
illustrates tracing a transaction e.g. starting with a server
at the edge of a network where socket data is available

for using the transaction tracking method disclosed here-
in. This would be the case when a remote browser con-
nects to a web server as in Figure 4. A specific socket
connection can be used as a starting point 1100. Socket
data for the server may be retrieved by means of APIs
1005 as discussed further herein with reference to Figure
14. Alternatively, a specific transaction may be identified
at the starting step 1100 by selecting a specific URL. It
is common for URLs to be emitted in log messages, res-
ident in a file on the local operating system. In this case,
by using the URL-related data stored in memory on or
used by a base node where the tracking process starts
from, a time tag associated with the URL may be used
to locate the associated socket on the base node. In ei-
ther case, the selection of a socket may serve as a start-
ing point 1100 for tracing a transaction.
[0017] In a socket retrieving data step 1101, socket
data for the socket identified in the starting step 1100
may be retrieved using APIs 1005 as discussed below.
This provides details of the process that is handling re-
quests, the server process 407. Socket details for the
server process 407 may be retrieved using APIs 1005.
With reference to Figure 4, there will be data for three
sockets 404, 405, 406. By examining connection details
for each socket, it may be determined that the server
process 407 received a request through the sockets 404
and 406.
[0018] The endpoint-connection step 1102 is to deter-
mine if any further connections, possibly associated with
the transaction, have been established from the server
401 to other nodes. Further connections would be ac-
complished by means of client sockets created on the
server 401. The choice of potential connections can be
refined by using a time window defined by the transaction
response time. Any socket connection established, in this
example, on the server 401 within the response time win-
dow represents a potential subsequent connection. For
the transaction illustrated in Figure 4, the socket data for
the process 407 shows establishing or using a client
socket 405. The data for socket 405 is used to determine
the endpoint for the connection, i.e. the remote IP ad-
dress, which is of the database server 402 in the example
illustrated in Figure 4.
[0019] The next-node step 1103 results in obtaining
data for a paired socket created by a process executed
on a next node. The remote IP address used by the socket
405 identifies the node 402 and may be retrieved, togeth-
er with the remote port number, from the stored socket
data related to the server process 404 e.g. by using APIs
1005. The remote IP address and port number data for
socket 405 is compared to the socket data from process-
es on the database server 402. The comparison of the
remote port number for socket 405 may reveal that the
process 408 listens on the socket 409 and uses the sock-
et 410 to connect to the socket 405 on the server 401.
[0020] The further connection step 1104 includes ex-
amining of socket data in order to determine if further
connections to other nodes have been established. If so,
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the tracking method repeats steps 1102 through 1104. If
there are no connections to other nodes, associated with
the transaction being traced e.g. used within a predefined
time interval, the tracking process may stop. With refer-
ence to Figure 4, the socket data related to the database
node 402 reveals that no further connections to nodes
other than the web server 401 have been established
within a predefined time interval. Therefore, the database
402 is the endpoint in the processing of messages; thus,
the transaction detail has been mapped. Optionally, the
transaction may be traced in both directions, accounting
for requests and responses. Relative to Figure 4, a trans-
action may be traced from the web server 401 to the
database 402 and back to the web server 401.
[0021] Advantageously, identification and tracking of
a transaction can be initiated at any network node par-
ticipating in the transaction. With reference to Figures 2
and 3, mapping of a transaction could start from a client
connection 300 as well as at a node in a cluster 301, 302,
303 or 304. Likewise transactions can be mapped from
any tier in the N-tier architecture 201, 202, or 203.
[0022] The method disclosed herein also allows for a
transaction to be tracked (traced) in any or both direc-
tions, forward and in reverse direction, relative to the
transaction timeline, from the point where tracing has
been initiated. With reference to Figure 4, the socket 410
which sends information from the database 408 may be
identified as a starting point of tracking a transaction in
the start step 1100 in Figure 5. Then the socket 409
through which a request for the information has been
received at the database node, may be identified, possi-
bly by the two calls being within a time interval related to
the database performance and/or by the fact that the re-
quest at the socket 409 has been received from the same
IP address of the node 401 as the address where the
response has been sent through the socket 410.
[0023] It is common for a transaction to branch when
a server process makes several connections to one or
more nodes in order to respond to a request. With refer-
ence to Figure 6, a browser process on a desktop com-
puter 500 makes a request using, by way of example,
the internet 501 to a web server 502. The process 507
on the web server 502 is listening for connections and a
socket connection between the web browser on the node
500 and the web server 502 is established. The web serv-
er 502 in this example makes three client connections to
a shared memory server 503, a database 504 and a
queue manager 505. The connections to the shared
memory server 503 and the database server 504 do not
require additional connections to other nodes, and the
two strings of connections (two branches of the transac-
tion) terminate at the shared memory server 503 and the
database 504. The queue manager 505 sends additional
client requests in order to access data from a storage
cluster 506. The string of connections may further branch
within the storage cluster 506. When information is re-
turned to the web server 502 from all required sources
503, 504, 505 and subsequently 506, the web server

process on 502 fulfills the request made by the browser
on desktop computer 500.
[0024] Figure 7 illustrates the use of sockets within the
method disclosed herein for tracking a transaction. Iden-
tifying and tracing a transaction starts at a base node
1300 and a trace-out socket 1310 that may be determined
in any way, for example, as discussed above. By ana-
lyzing where data is sent to from the trace-out socket
1310, or where data is received from at the trace-out
socket 1310, the traced node 1301 and the trace-in sock-
et 1311 may be determined. By way of example, the sock-
ets 1310 and 1311 may exchange TCP or UPD messag-
es. Then, the transaction may be traced within the traced
node 1301 e.g. by identifying two socket operations on
the traced node within a predefined node time interval,
wherein one of the two socket operations relates to the
trace-in socket on the traced node, and another of the
two socket operations relates to the trace-out socket on
the traced node. Tracing the transaction within the traced
node 1301 may involve identifying a process on the
traced node, wherein the process performs two socket
operations, one of the two socket operations related to
the trace-in socket on the traced node, and another of
the two socket operations related to the trace-out socket
on the traced node.
[0025] After the trace-out socket 1312 is determined
on the node 1301, the tracing process repeats so that,
in the next cycle of the method, the node 1301 is treated
as another base node and the trace-out socket 1312 is
used for identifying a next traced node 1302 and a next
trace-in socket 1313.
[0026] The method of tracking a transaction commu-
nicated through at least two nodes each controlled by
one or more processors, and in communication through
sockets with one another along a transaction path, in-
cludes the following steps illustrated in the flow chart in
Figure 8.
[0027] An initiating step 1400 includes identifying a
tracking start node which is a first base node within the
plurality of nodes, wherein the base node is associated
with the transaction, and is one of the transaction nodes.
The initiating step 1400 also includes identifying one or
more trace-out sockets on the base node, associated
with the transaction. Relative to the example discussed
with reference to Figure 4, the web server node 401 may
be the first base node and the socket 405 may be the
trace-out socket. With reference to Figure 7, the initiating
step 1400 includes identifying the base node 1300 and
the trace-out socket 1310.
[0028] It is possible that the transaction branches at
the base node. Accordingly, if more than one trace-out
sockets are identified on the base node, the following
tracing step, a transaction path step 1410 which identifies
one or more transaction nodes, may be performed for
each of the trace-out sockets identified in the initiating
step 1400, i.e. for each branch of the transaction path.
The transaction path step 1410 includes identifying one
or more transaction nodes, each connected to the base
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node identified in the initiating step 1400 or to another of
the transaction nodes identified in a previous repetition
of the transaction path step 1410. Each transaction node
may include one or more processors which, in operation,
execute at least one process that processes the trans-
action, i.e. receives and/or sends messages which form
the transaction. The transaction nodes, including the
base node identified in step 1400, together form the trans-
action path and communicate through IP sockets with
one another along the transaction path.
[0029] The transaction path step 1410 includes a trace-
in step 1420 and a trace-out step 1430. The two steps
are repeated several times (N>1) until the trace-out step
discovers no further trace-out sockets. The order of the
repetitions may be identified by an index i which changes
from 1 to N and is not meant to be included in an imple-
mentation of the method. The trace-in step 1420 includes
identifying an ith traced node and a trace-in socket on the
ith traced node by using the socket data stored in memory,
in particularly using a portion of the socket data associ-
ated with the trace-out socket on the ith base node. The
trace-in socket on the ith traced node and the trace-out
socket on the ith base node form a socket pair, i.e. one
socket receives a message written to another socket. If
the trace-out socket on the ith base node is an IP socket,
the IP address from the socket data associated with the
trace-out socket is used to identify the ith traced node
whereby identifying one of the transaction nodes. Thus,
the method allows for tracing a transaction through at
least two nodes with different IP addresses and connect-
ed through routing means such as a switch, or router, or
the like.
[0030] With reference to Figure 7, the trace-in step
1420 includes identifying the traced node 1301 and the
trace-in socket 1311. Relative to Figure 4, the trace-in
step 1420 includes identifying the database node 402
and the trace-in socket 409. The trace-in step 1420 may
be executed for each of the trace-out sockets on the base
node and may result in identifying more than one traced
node. The base node and traced node, each is controlled
by one or more processors and, in operation, execute
one or more processes which process the transaction,
i.e. send and/or receive messages which form the trans-
action; the messages are sent and received through the
trace-in and trace-out sockets. The processors have ac-
cess to one or more memory devices, at least for storing
socket data in memory.
[0031] The transaction path step 1410 also includes
the trace-out step 1430, which follows the trace-in step
1420. The trace-out step 1430 may be performed for each
of the traced nodes and the trace-in sockets identified in
the trace-in step 1420, and includes identifying one or
more trace-out sockets on the ith traced node by using
the socket data stored in memory, in particularly using a
portion of the socket data associated with the trace-in
socket on the ith traced node. The portions of socket data
are greater than zero and up to 100% of the data; each
portion may be associated with a socket e.g. by including

information on operations related to the socket or infor-
mation related to the paired socket. The trace-out step
1430 may include identifying two socket operations on
the ith traced node within a predefined node time interval,
wherein one of the two socket operations relates to the
trace-in socket on the ith traced node, and another of the
two socket operations relates to the trace-out socket on
the ith traced node; when two socket operations are sep-
arated by time greater than the predefined node interval,
the operations are assumed to relate to separate trans-
actions, or at least to different branches of a transaction.
The trace-out step 1430 may also include identifying a
process on the ith traced node, wherein the process per-
forms two socket operations, one of the two socket op-
erations related to the trace-in socket on the ith traced
node, and another of the two socket operations related
to the trace-out socket on the ith traced node. The iden-
tified process, and preferably all processes so identified,
may be reported as associated with the transaction.
[0032] With reference to Figure 7, the trace-out step
1430 includes identifying the trace-out socket 1312 on
the traced node 1301. Relative to Figure 4, the database
server 402 (the traced node) makes no further connec-
tions to nodes other than the web server 401. Depending
on the implementation of the method, the tracking proc-
ess may stop or continue back to the web server 401. In
the latter case, the socket 410 is the trace-out socket
identified during the trace-out step 1430.
[0033] In case the trace-out step 1430 successfully
identifies a trace-out socket on the ith traced node, the
method steps 1420 and 1430 are repeated, wherein the
ith traced node becomes, or referred to as a base node
at a next execution of the trace-in step 1420 (along a
single branch of a transaction). In other words, the ith

base node is either the tracking start node identified in
the initiating step 1400 (for i=1) or the (i-1)th traced node
if i>1.
[0034] With reference to Figure 7, the node 1301, pre-
viously identified as a traced node, is used as a new base
node in order to define a new traced node 1302 by re-
peating the trace-in step 1420. With reference to Figure
6, the queue manager node 505 may be identified as a
traced node in the trace-in step 1420, wherein the web
server 502 is treated as a base node. When the trace-in
step 1420 is repeated , the queue manager node 505 is
used as a base node for identifying a cluster storage node
506 as a traced node.
[0035] The method of tracking a transaction includes
repetitive execution of the trace-in step 1420, wherein in
each repetition a traced node is defined by information
related to a base node, and each following repetition uses
the traced node identified in the previous repetition of
step 1420 as a base node for identifying a new traced
node. The first repetition of step 1420 uses the first base
node identified in the tracing initiating step 1400 in order
to identify a first traced node. In the second repetition of
step 1420, a second base node is the first traced node,
and it is used for identifying a second traced node. Further
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on, in each execution of trace-in step 1420 (with the ex-
ception of the first execution discussed above), the new
base node is the traced node identified in the previous
execution of the trace-in step 1420. It should be noted
that the number of a traced or base node (first, etc.) re-
flects the order of its examination by the method, and not
the place in the transaction path or timeline.
[0036] Notably, a traced transaction may be part of an-
other transaction. With reference to Figure 1, a transac-
tion which starts with the request from the web server
102 to the application server 103, proceeds to the data-
base 104 and back, is part of the transaction originated
at the browser 100 as discussed above. The tracking
process may be initiated (step 1400) at any point along
the transaction path, and a transaction may be tracked
(traced) in any or both directions, forward and in reverse
order, relative to the transaction timeline, from the point
where tracing has been initiated, as discussed above rel-
ative to the examples illustrated in Figures 2 through 4.
[0037] The method disclosed herein with reference to
Figure 8 may be executed in a network which includes a
plurality of nodes, each including one or more proces-
sors, understood herein as hardware processors, e.g.
general purpose microprocessors or specialized proces-
sors. Nodes may include, but are not limited to, general
purpose computers, specialized devices, mobile tele-
phones, pocket computers, personal computers, serv-
ers, multiprocessor systems, microprocessor-based sys-
tems, minicomputers, mainframe computers, and distrib-
uted computing environments. Nodes in the network may
be in communication through one or more routing devic-
es. A routing device may be a network switch connecting
nodes in a local area network, or a router connecting
local networks, or may be as simple as two nodes con-
nected with a single connection. The processes that proc-
ess a transaction are executed by processors on nodes
which are in communication through sockets. Processes
executed on the nodes may use Internet Protocol (IP)
sockets which allow communication between two proc-
esses executed on two nodes with different IP addresses,
or inter-process communication (IPC) sockets which use,
for example, shared memory or the local file system to
enable communication. The sockets may be TCP or UDP
sockets. Socket data associated with the sockets may
be collected and stored in memory as described further
below. In a preferred embodiment, the method includes
tracing a transaction over a network, i.e. a transaction
communicated through two or more nodes with different
IP addresses, which includes using a remote IP address
associated with the trace-out socket (step 1420) so as
to identify a traced node which has an IP address different
from the IP address of the base node and accessing sock-
et data stored on, or exported from, both the nodes. The
plurality of nodes in the system include transaction nodes
within a path of a particular transaction traced by the
method.
[0038] The step of identifying a traced node (step 1420)
based on the data available for the base node may not

necessarily result in discovery of a new node in the trans-
action path. In case the trace-out socket on the base
node is an IPC socket, the socket may provide commu-
nication between two processes executed on a same
node. However, besides identifying the traced node,
which turned out to be the same base node in this exam-
ple, the trace-in step 1420 includes identifying a trace-in
socket. In the trace-out step 1430, by using the data as-
sociated with the trace-in socket, another trace-out sock-
et may be identified on the base/traced node, e.g. by the
fact that the newly found trace-out socket and the trace-
in socket have been accessed by a same process within
a short predefined time interval. In one embodiment, of
the method, two processors within a multi-processor
computer system may be treated as two different nodes
each controlled by a processor, if the nodes communi-
cate through sockets.
[0039] The time required to complete a transaction
may be used to refine the search to discover any subse-
quent connections. With reference to Figure 4, the trans-
action time is the time from when an initial request is
received by a server 401 using a server socket 404 to
the time when a response is returned to the client that
initiated the request. This time includes all subsequent
requests. Referring to Figure 4 the response time starts
when the client browser process 411 sends a request to
the server socket 404 on server 401. In this example, the
transaction is complete when a response is returned on
socket 406 from server 401 to the client browser using
socket 403. The subsequent connection from process
407 to process 408 on socket 410 is included in the re-
sponse time due to the fact that this connection is used
to gather information before a response can be returned
to the browser process 411. In this manner the response
time is a summation of all subsequent connections ac-
counting only for one (the longest) branch when the trans-
action path branches as discussed above with reference
to Figure 6. With reference to Figure 9, the transaction
time is the time from initial request 1200a to response
1200b. The transaction time is the sum of subsequent
request 1201 and a second subsequent request 1202.
[0040] The method traces a transaction from socket to
socket, accounting for socket operations on a particular
node or performed by a particular process. The socket
operations have to be within the transaction time interval
which is unlikely to be known, but can be estimated. In
the trace-out step 1430, a trace out socket is defined
based on the data available for the trace-in socket on the
same node; the 1430 step may include using a predefined
time interval so that socket operations which involve the
two sockets would happen relatively close to one anoth-
er, i.e. within the predefined time interval. The time inter-
val may be specific to each node. The node time interval
may be identified from the socket data collected at that
node, or may be preconfigured and possibly adjusted if
too many socket operations happen within the interval;
by way of example, the interval may be shortened if more
than a predefined number of socket operations happen
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within an interval. Predefined time intervals may also be
used in other steps of the method. In the initiating step
1400, a socket operation involving a trace-out socket
should happen relatively soon after the traced URL was
logged, or the initial tracing point was somehow identi-
fied.
[0041] The transaction tracking method disclosed
herein relies on data related to sockets and socket op-
erations. The data may be stored in memory and used
for tracing a transaction. A system and method described
further with reference to Figures 10 through 14 may be
used for collecting, aggregating and accessing detailed
data collected from within the one or more processes,
including their use of sockets. Advantageously, the meth-
od disclosed herein does not modify the transaction.
[0042] In operation, a software application deployed
on any modern operating system (OS) executes as one
or more processes, by way of example, processes 603a
through 603e illustrated in Figure 10. The OS causes the
software application to execute by creating one or more
processes. Processes that are able to execute, for ex-
ample, those that are not blocked waiting for resources,
are placed in a run queue. The OS causes processes in
the run queue to execute on an available CPU resource.
Each process consumes compute resources in the form
of, at least, memory, CPU cycles and one or more
threads. Resource usage can also include files, network,
interprocess communication and/or synchronization
mechanisms.
[0043] Access by a software application to system re-
sources is provided through shared libraries or DLLs, e.g.
libraries 602a through 602d in Figure 10. When a soft-
ware application is started, the program loader provided
with the OS reads the associated executable file and de-
termines which shared libraries or DLLs are referenced
by the executable. The requisite libraries are loaded into
memory along with the application executable files. The
loader performs dynamic linking between the application
executable file or files and functions exported by the li-
braries.
[0044] Turning now to Figure 11, a conceptual view of
the extraction method is shown. An application stack 800
is shown having two processes 801a and 801b each con-
sisting of executable application code in the form of soft-
ware instructions specific to that process 801a and 801b
respectively, and shared libraries. Executable code, in
the additional library 805a and 805b in the form of soft-
ware instructions, is placed in the address space of one
or more processes. These software instructions are em-
bodied in a shared library or dynamic linked library. This
library file 805a and 805b is loaded along with other re-
quired system library files. This library 805a and 805b
becomes an additional library referred to hereafter as a
software applicationcharacterizing library (SACL), which
is loaded into in the virtual address space of any given
process. The software instructions embodied in the
SACL are used to extract information in real-time from a
running process. The SACL is an additional library in ad-

dition to library files normally required to execute the soft-
ware application and this additional library 805a and 805b
gathers information about the software application in-
cluding one or more processes 801a and 801b that are
running in a nearly real-time manner. What is meant by
real-time in this instance is aperiodic execution and dur-
ing execution of the software application from which in-
formation is being gathered rather than polling the soft-
ware application by way of interrupting execution with an
interrupt such as hardware interrupts. As is well known,
the use of an interrupt requires switching from user mode
to Kernel Mode. Preferably, the same SACL 805a and
805b is used for all processes on a node, although it
would be possible to vary the particular behavior of the
SACL if required by modifying the instructions within the
SACL.
[0045] The program loader is configured to load not
only the libraries required by the software application ex-
ecutable, but also an additional library (SACL). The ad-
ditional library is used to extract information as an appli-
cation executes. The SACL is described as an application
aware (AppAware) library. OS interfaces to cause the
loader to load an additional library are available in most
modern OSs.
[0046] During library initialization the code exported
from the SACL is placed in the execution path between
the application and a subset of the functions exported by
system libraries. Figure 12 illustrates an application stack
700 having two processes running, each process having
application specific code 702a and 702b, wherein proc-
ess B has an AppAware library inserted into Process B
for gathering information about the software application
that is executing. An AppAware library 704 is loaded into
the process address space of process 701a. There are
several approaches that can be taken to place code in
the execution path of an application. This can be de-
scribed as an intercept; by way of example if function A
in a process calls function B in a shared library, an inter-
cept causes the process to call function C in the AppA-
ware shared library 704 which extracts information relat-
ed to the software application executing and then calls
function B in a shared library 703a as originally intended.
An intercept can be accomplished by means of dynamic
linking or patching software instructions. The result is to
have the application call the function exported by the Ap-
pAware library 704 instead of the corresponding function
in the system library 703a.
[0047] Figure 12 illustrates the concept. Application
code 702b calls functions exported by system libraries
703b, in a routine manner. When application code 702a
calls the same system function it is actually calling the
function in the AppAware library 704. Preferably, the Ap-
pAware function in turn calls the corresponding function
from a system library or DLL 703a. The use of the pro-
gram loader and the AppAware software enables this
change in the location of a function, from a system library
703a to the AppAware library 704 thereby allowing de-
sired intercept software to query the application in situ
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and during execution.
[0048] The act of placing software instructions in the
address space of each process that constitutes an ap-
plication stack enables information to be extracted from
each process associated with the software application
that executes; it is a first step required to acquire infor-
mation related to an executing software application. The
SACL is loaded once for each process. Information is
gathered on the fly. There is no prior knowledge of the
application required. Advantageously, the behavior of the
application stack from which information is extracted
does not change in such a manner that individual proc-
esses associated with the application stack do not block
where they would not otherwise block. The act of extract-
ing information does not in any significant manner con-
sume resources that would affect any process associated
with the application stack. This includes CPU cycles,
memory, and I/O. The extraction code embodied in a
shared library or DLL does consume CPU cycles and
memory. However, it should not consume I/O resources.
The CPU and memory consumed is small enough in both
cases so as to not significantly affect the software appli-
cation from which information is being extracted other
than having a very short delay in the execution of the
software application or a particular process from which
information is extracted.
[0049] The collection system may place all information
extracted from individual processes in a shared memory
segment 802 on the node, and also may store the col-
lected data, including data associated with sockets cre-
ated and accessed by one or more processes executed
on the node, in a one or more memory devices in a stor-
age 804.
[0050] Once the instructions exported from the SACL
are placed in the execution path it is able to extract in-
formation from functions that are called by the executing
software application.
[0051] Figure 13 offers an example in the form of a
case study of a network service. This represents a set of
socket operations performed 902a through 902e by a
server in a client server model. SACL code, shown in
Figure 11, as intercept functions 902a through 902e ex-
tracts details from parameters passed to socket functions
from application code as well as values returned from
socket functions to application code. Figure 13 illustrates
the information extracted from each socket function. It
can be seen that a very complete description of a network
service can be extracted by culling information from var-
ious socket functions.
[0052] Referring more specifically to Figure 13, the
ability to obtain information from numerous, potentially
disparate, operations enables a very concise and accu-
rate description of application operation. Figure 13 pro-
vides an example of a network service, wherein such a
service is the server component of a client-server net-
work model. It can be seen that the aggregate of infor-
mation 903 gathered from the network operations 902a
through 902e performed by a service and stored in mem-

ory 901 (i.e. the shared memory 802, Fig. 12) describes
in concise detail the operation of such a service. The
aggregate information 903 may include the following de-
tails for each and every network connection:

a. Server Internet Protocol (IP) address,

b. Server port number,

c. Client IP address,

d. Client port number,

e. Protocol used (e.g. TCP or UDP),

f. Connection type (e.g. AF_INET or AF_LOCAL),

g. Network traffic described as number of bytes re-
ceived,

h. Network traffic described as number of bytes
transmitted,

i. Network response time, and

j. Protocol specific values (e.g. URL from an HTTP
connection).

[0053] In another example, SACL intercepts a con-
nect() system call which connects a socket, identified by
its file descriptor. The function call specifies the address
of a remote host, which is now in stored data. In other
words, each intercept relates to a particular process, to
which a SACL is linked; thus the intercepts may be stored
in groups related to a particular process, and when mul-
tiple processes are traced, each intercept may be asso-
ciated with the related process. A portion of socket data
stored in the memory of each node, or in one or more
memory devices of the tracking system, is associated
with the process that issued a function call. US patent
No. 8,707,274 incorporated herein by reference provides
more detail related to collecting socket data.
[0054] Figure 14 illustrates a collecting system for col-
lecting, aggregating and accessing detailed data related
to the execution of applications. Collectors 1004 send
details from inside each process to data aggregation
1001. When data processing is complete it is written to
a storage sub-system 1002 which comprises one or more
memory devices, e.g. a local disk. The memory devices
may include, but are not limited to, RAM, ROM, EEP-
ROM, flash memory, other memory technology, CD-
ROM, digital versatile disks, other optical storage, mag-
netic cassettes, magnetic tape, magnetic disk storage,
other magnetic storage devices, and any other media
that can be used to store the desired information and that
can be accessed by the computing device. The aggre-
gated data is accessed through APIs 1005. APIs 1005
can be used to access detailed information for any given
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process, e.g. processes 407, 408, or 411 (Figure 4). The
data for each process may include socket descriptor data
as shown in Figure 13.
[0055] The transaction tracking method described
herein may use APIs 1005 to access socket data for proc-
esses that process the transaction. Tracing of a transac-
tion can start at any point in any given software architec-
ture. Referring to Figure 4, by way of example, the socket
connections on web server 401 and or the specific re-
quests received by web server processes executing on
web server 401 can be used to select a starting point.
The details of the socket connections and or requests for
any given process executing on any given server may
be obtained by means of APIs 1005. Conversely the
socket connections on database server 402 and or the
specific requests received by database server processes
executing on database server 402 can be used to select
a starting point. The same principle applies to connec-
tions and requests at servers 503, 504, 505, 506 as
shown in Figure 6. The choice of a specific starting point
is most often determined in one of two ways; 1) In re-
sponse to a reported or suspected issue with a software
architecture an operator may choose to start at a point
that reports high response times. Where response times
are included in the socket data , 2) The details of any
transaction may also, for example, be used for adminis-
tration, management or security purposes by tracking the
details of any transaction. It may be advantageous that
the starting point for mapping a transaction is the at the
edge of a network, at web server 401 or 502.
[0056] The transaction tracking method described
herein preferably includes storing socket data in one or
more memory devices as described with reference to Fig-
ure 14, and using APIs 1005 to access the socket data,
which provides the ability of tracking a transaction in the
absence of information on the network structure. In a less
preferable embodiment, a portion of the socket data may
be stored on the node where the portion of the socket
data has been collected. The method may include using
a control device which communicates with the nodes in
the same order as a transaction is traced. With reference
to Figure 4, the control device may first access the node
401 as a base node, retrieve socket data from the mem-
ory of the node 401, in a trace-in step 1420 identify the
database node 402 as a traced node, and further access
socket data at the memory of the node 402.
[0057] The method disclosed herein may be employed
by using stored information associated with communica-
tion connectors, such as sockets as discussed above or
pipes including Named Pipes, which provide communi-
cation between nodes and processes in a way similar to
sockets. In a system comprising a plurality of nodes, each
node controlled by one or more processors a method of
tracking a transaction communicated through two of the
plurality of nodes connected using communication con-
nectors, wherein data associated with the communica-
tion connectors is stored in memory, the method com-
prising the ordered steps of: (a) initiating tracking, com-

prising: identifying a base node within the plurality of
nodes, wherein the base node is associated with the
transaction, and identifying one or more trace-out com-
munication connectors on the base node, associated with
the transaction; (b) identifying one or more transaction
nodes within the plurality of nodes, each connected to
the base node identified in step (a) or to another of the
transaction nodes identified in step (b), comprising: (i)
for each of the trace-out communication connectors, by
using the data stored in memory, identifying a traced
node and a trace-in communication connector on the
traced node, wherein the trace-in communication con-
nector on the traced node and the trace-out communica-
tion connector on the base node form a communication
connectors pair; (ii) for each of the traced nodes and the
trace-in communication connectors identified in step (i),
by using the data stored in memory, identifying one or
more trace-out communication connectors on the traced
node; and, (iii) for each of the traced nodes identified in
step (i) and for each of the trace-out communication con-
nectors identified in step (ii), repeating steps (i)-(iii)
wherein the base node in step (i) is the traced node.
[0058] In a network comprising a plurality of nodes,
each node controlled by one or more processors, a meth-
od of tracking a transaction communicated through at
least two of the plurality of nodes connected using com-
munication connectors, wherein data associated with the
communication connectors is stored in one or more mem-
ory devices, wherein the transaction is processed by
processes executed by the one or more processors on
transaction nodes, the method comprising the steps of:
(1) initiating tracking, comprising: identifying a tracking
start node within the plurality of nodes, wherein the track-
ing start node is associated with the transaction, and
identifying a trace-out communication connector on the
tracking start node, wherein the trace-out communication
connector is associated with the transaction; (2) identi-
fying one or more of the transaction nodes within the
plurality of nodes, each connected to the tracking start
node identified in step (1) or to another of the transaction
nodes identified in step (2), comprising: for each i from
1 to N, wherein N is equal or greater than 1: (a) by using
a portion of the data stored in the one or more memory
devices and associated with the trace-out communica-
tion connector on an ith base node, wherein the ith base
node is the tracking start node if i=1 or the (i-1)th traced
node if i>1, identifying an ith traced node and a trace-in
communication connector on the ith traced node, wherein
the trace-in communication connector on the ith traced
node and the trace-out communication connector on the
ith base node form a communication connector pair; (b)
by using a portion of the data stored in the one or more
memory devices and associated with the trace-in com-
munication connector on the ith traced node, identifying
a trace-out communication connector on the ith traced
node.
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Claims

1. In a network comprising a plurality of nodes, each
node controlled by one or more processors,
a method of tracking a transaction communicated
through at least two of the plurality of nodes connect-
ed using sockets, wherein socket data associated
with the sockets is stored in one or more memory
devices, wherein the transaction is processed by
processes executed by the one or more processors
on transaction nodes,
the method comprising the steps of:

(1) initiating tracking, comprising:

identifying a tracking start node within the
plurality of nodes, wherein the tracking start
node is associated with the transaction, and
identifying a trace-out socket on the tracking
start node, wherein the trace-out socket is
associated with the transaction;

(2) identifying one or more of the transaction
nodes within the plurality of nodes, each con-
nected to the tracking start node identified in
step (1) or to another of the transaction nodes
identified in step (2), comprising:

for each i from 1 to N, wherein N is equal or
greater than 1:

(a) by using a portion of the socket data
stored in the one or more memory de-
vices and associated with the trace-out
socket on an ith base node, wherein the
ith base node is the tracking start node
if i=1 or the (i-1)th traced node if i>1,
identifying an ith traced node and a
trace-in socket on the ith traced node,
wherein the trace-in socket on the ith

traced node and the trace-out socket
on the ith base node form a socket pair;
wherein, if the trace-out socket on the
ith base node is an IP socket, an IP ad-
dress from the portion of the socket da-
ta associated with the trace-out socket
is used to identify the ith traced node
whereby identifying one of the transac-
tion nodes;
(b) by using a portion of the socket data
stored in the one or more memory de-
vices and associated with the trace-in
socket on the ith traced node, identify-
ing a trace-out socket on the ith traced
node.

2. The method defined in claim 1, wherein identifying
the trace-out socket on the ith traced node comprises

identifying two socket operations on the ith traced
node within a predefined node time interval, wherein
one of the two socket operations relates to the trace-
in socket on the ith traced node, and another of the
two socket operations relates to the trace-out socket
on the ith traced node.

3. The method defined in claim 2, wherein identifying
the trace-out socket on the ith traced node comprises
identifying a process on the ith traced node, and iden-
tifying two socket operations performed by the proc-
ess, one of the two socket operations related to the
trace-in socket on the ith traced node , and another
of the two socket operations related to the trace-out
socket on the ith traced node.

4. The method defined in claim 1, wherein for at least
one value of i, the ith traced node is the ith base node.

5. The method defined in claim 2, further comprising
collecting the socket data associated with sockets
on the plurality of nodes.

6. The method defined in claim 5, wherein using the
socket data comprises accessing the socket data
stored in the one or more memory devices, without
using information on a structure of the network.

7. The method defined in claim 2, wherein the prede-
fined node time interval used for identifying two sock-
et operations on the ith traced node is defined using
the portion of the socket data associated with the ith

traced node.

8. The method defined in claim 2, wherein at least one
of the trace-in and trace-out sockets is a UDP socket.

9. The method defined in claim 2, wherein the transac-
tion is traced in a reverse direction relative to a trans-
action timeline from the point where tracing has been
initiated.

10. The method defined in claim 9, further comprising
tracing the transaction in a forward direction along
the transaction timeline from the point where tracing
has been initiated.

11. The method defined in claim 2, wherein the 1st base
node is at an edge of a network.

12. The method defined in claim 2, wherein the initiating
tracking step comprises using log messages.

13. The method defined in claim 3, comprising reporting
the process identified on the ith traced node as as-
sociated the transaction.
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