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(54) CUSTOMIZABLE PIPELINE FOR INTEGRATING DATA

(57) Systems, methods, and non-transitory compu-
ter readable media are provided for customizing pipelines
for integrating data. A file to be ingested into a data anal-
ysis platform may be determined. The file type of the file
may be detected. The file may be transformed based on
the file type. The transformation may include applying a
set of operations to the file. The set of operations may
correspond to a pipeline of operations associated with
the file type.
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Description

FIELD OF THE INVENTION

[0001] This disclosure relates to customizable pipeline
for integrating data.

BACKGROUND

[0002] Under conventional approaches, various types
of information (e.g., files) may be provided to a data anal-
ysis platform for performing myriad operations (e.g.,
viewing, processing, modifying, etc.). In general, the data
analysis system typically needs to be able to process
files that vary in type and formatting to ensure that data
included in these files can accurately be integrated.

SUMMARY

[0003] Various embodiments of the present disclosure
may include systems, methods, and non-transitory com-
puter readable media configured to determine a file to be
ingested into a data analysis platform. The file type of
the file may be detected. The file may be transformed
based on the file type. The transformation may include
applying a set of operations to the file. The set of oper-
ations may correspond to a pipeline of operations asso-
ciated with the file type. The pipeline of operations may
be defined by a template specification. The pipeline of
operations may be customizable. The transformed file
may be stored based on completion of all operations with-
in the pipeline of operations.
[0004] In some embodiments, the pipeline of opera-
tions may include one or more serial operations, parallel
operations, and one or more join operations. The join
operation(s) may merge two or more results of the parallel
operations. For example, data included in a single or mul-
tiple files may be operated on in parallel, and the results
of the parallel operation may be joined together for use
by a data analysis platform.
[0005] In some embodiments, the pipeline of opera-
tions may include a normalization operation. For exam-
ple, data included in multiple files may be of different type
(e.g., entered using separate scales) and the data may
be normalized (e.g., into a common scale) so that the
data may be joined/used together by a data analysis plat-
form.
[0006] In some embodiments, the pipeline of opera-
tions may include an enriching operation. For example,
data included in a file may be supplemented with other
data from other sources to provide additional information
(e.g., context) for the data.
[0007] In some embodiments, the file type of the file
may be detected based on operation of one or more de-
tectors. A given detector may be configured to detect one
or more given file types. For example, a file may be
passed to a first detector configured to detect a first file
type. If the file type does not match the first file type, the

file may be passed to a second detector configured to
detect a second file type. The passing of the file between
detectors may continue until the file type has been de-
tected or no match is found from the detectors. In some
embodiments, the file may be serially passed among the
detectors. In some embodiments, the file may be passed
to multiple detectors in parallel. In some embodiments,
a detector may generate metadata for use in transforming
the file.
[0008] In some embodiments, the file type of the file
may be detected based on an arrangement of information
within the file. For example, the file type may be detected
based on a structure and/or pattern of information in the
file or based on the actual information included in the file.
[0009] In some embodiments, the file may be trans-
formed based on operation of one or more transformers.
A transformer may be associated with a detector. For
example, based on a file type being detected by a given
detector, the file may be transformed by a given trans-
former associated with the given detector.
[0010] In some embodiments, the computing system
may change the pipeline of operations and remove one
or more effects resulting from previously applied pipeline
of operations. Removing the effect(s) of prior operation
pipelines may allow the computing system to resolve the
pipeline against known states by atomically handling the
pipeline.
[0011] In some embodiments, the transformation of the
file may be case dependent, upload dependent, or user
dependent. For example, one or more detectors/trans-
formers may be associated with a given case to which
the file belongs/is associated, a given upload in which
the file is received, or a given user/entity that provided
the file.
[0012] These and other features of the systems, meth-
ods, and non-transitory computer readable media dis-
closed herein, as well as the methods of operation and
functions of the related elements of structure and the
combination of parts and economies of manufacture, will
become more apparent upon consideration of the follow-
ing description and the appended claims with reference
to the accompanying drawings, all of which form a part
of this specification, wherein like reference numerals des-
ignate corresponding parts in the various figures. It is to
be expressly understood, however, that the drawings are
for purposes of illustration and description only and are
not intended as a definition of the limits of the invention.

BRIEF DESCRIPTION OF THE DRAWINGS

[0013] Certain features of various embodiments of the
present technology are set forth with particularity in the
appended claims. A better understanding of the features
and advantages of the technology will be obtained by
reference to the following detailed description that sets
forth illustrative embodiments, in which the principles of
the invention are utilized, and the accompanying draw-
ings of which:
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FIGURE 1 illustrates an example environment for
providing customizable pipelines for integrating da-
ta, in accordance with various embodiments.

FIGURE 2 illustrates an example operation flow for
integrating data, in accordance with various embod-
iments.

FIGURE 3 illustrates example pipelines of opera-
tions for integrating data, in accordance with various
embodiments.

FIGURE 4 illustrates a flowchart of an example meth-
od, in accordance with various embodiments.

FIGURE 5 illustrates a block diagram of an example
computer system in which any of the embodiments
described herein may be implemented.

DETAILED DESCRIPTION

[0014] A claimed solution rooted in computer technol-
ogy overcomes problems specifically arising in the realm
of computer technology. In various implementations, a
computing system may determine a file to be ingested
into a data analysis platform (e.g., based on user upload,
system download). The file type of the file may be de-
tected. In some embodiments, the file type of the file may
be detected based on an arrangement of information
within the file. For example, the file type may be detected
based on a structure and/or pattern of information in the
file or based on the actual information included in the file.
[0015] The file type of the file may be detected based
on operation of one or more detectors. A given detector
may be configured to detect one or more given file types.
For example, a file may be passed to a first detector con-
figured to detect a first file type. If the file type does not
match the first file type, the file may be passed to a second
detector configured to detect a second file type. The
passing of the file between detectors may continue until
the file type has been detected or no match is found from
the detectors. For example, the file may be serially
passed among the detectors. As another example, the
file may be passed to multiple detectors in parallel. A
detector may generate metadata for use in transforming
the file.
[0016] The file may be transformed based on the file
type. The transformation may include applying a set of
operations to the file. The set of operations may corre-
spond to a pipeline of operations associated with the file
type. The transformed file may be stored based on com-
pletion of all operations within the pipeline of operations.
The file may be transformed based on operation of one
or more transformers. A transformer may be associated
with a detector. For example, based on a file type being
detected by a given detector, the file may be transformed
by a given transformer associated with the given detec-
tor.

[0017] The transformation of the file may be case de-
pendent, upload dependent, or user dependent. For ex-
ample, one or more detectors/transformers may be as-
sociated with a given case to which the file belongs/is
associated, a given upload in which the file is received,
or a given user/entity that provided the file.
[0018] The pipeline of operations may be defined by a
template specification. The pipeline of operations may
be customizable. The pipeline of operations may include
one or more serial operations, parallel operations, and/or
one or more join operations. The join operation(s) may
merge two or more results of the parallel operations. For
example, data included in a single or multiple files may
be operated on in parallel, and the results of the parallel
operation may be joined together for use by a data anal-
ysis platform. The pipeline of operations may include a
normalization operation. For example, data included in
multiple files may be of different type (e.g., entered using
separate scales) and the data may be normalized (e.g.,
into a common scale) so that the data may be joined/used
together by a data analysis platform. The pipeline of op-
erations may include an enriching operation. For exam-
ple, data included in a file may be supplemented with
other data from other sources to provide additional infor-
mation (e.g., context) for the data.
[0019] The computing system may change the pipeline
of operations and remove one or more effects resulting
from a previously applied pipeline of operations. Remov-
ing the effect(s) of a prior pipeline of operations may allow
the computing system to resolve the pipeline against
known states by atomically handling the pipeline.
[0020] FIGURE 1 illustrates an example environment
100 for providing customizable pipelines for integrating
data, in accordance with various embodiments. The ex-
ample environment 100 may include a computing system
102. The computing system 102 may include one or more
processors and memory (e.g., permanent memory, tem-
porary memory). The processor(s) may be configured to
perform various operations by interpreting machine-
readable instructions stored in the memory. As shown in
FIGURE 1, in various embodiments, the computing sys-
tem 102 may include a file engine 112, a file type engine
114, and a transformation engine 116. The environment
100 may also include one or more datastores that is ac-
cessible to the computing system 102 (e.g., via one or
more network(s)). In some embodiments, the da-
tastore(s) may include various databases, application
functionalities, application/data packages, and/or other
data that are available for download, installation, and/or
execution. While the computing system 102 is shown in
FIGURE 1 as a single entity, this is merely for ease of
reference and is not meant to be limiting. One or more
components/functionalities of the computing system 102
described herein may be implemented in a single com-
puting device or multiple computing devices.
[0021] In various embodiments, the file engine 112
may be configured to determine a file to be ingested into
a data analysis platform. A data analysis platform may
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refer to hardware/software components configured to
provide analysis capabilities for data (e.g., database
analysis tool). A data analysis platform may require data
to be stored using a particular structure/format and/or
include one or more particular types of information. The
file to be ingested into the data analysis platform may be
determined (e.g., identified) by the file engine 112 based
on reception/identification of the file by the computing
system 102 and/or reception/identification of the file by
a network/server/computing device monitored by the
computing system 102.
[0022] For example, a user may upload a given file to
the computing system 102 or a network/server/comput-
ing device monitored by the computing system 102 via
an interface that receives inputs for the data analysis
platform. The file engine 112 may determine that the giv-
en file is to be ingested into the data analysis platform
based on the user’s use of the interface to upload the
given file. As another example, a user may use the com-
puting system 102 or a network/server/computing device
monitored by the computing system 102 to select a par-
ticular file for ingestion into the data analysis platform.
The file engine 112 may determine that the particular file
is to be ingested into the data analysis platform based
on the user’s selection of the particular file.
[0023] In some embodiments, one or more character-
istics/properties of the file relating to its ingestion into a
data analysis platform may be defined when the user
uploads/selects the file for ingestion. Such information
may be used to (1) determine that the file is to be ingested
into a data analysis platform, (2) identify the data analysis
platform to which the file is to be ingested, (3) detect a
file type of the file, and/or (4) determine any transforma-
tion(s) to be applied to the file. For example, such infor-
mation may identify/relate to a name of the file, file type
of the file, destination of the file, related files/case, source
of the file, persons/organizations related to the file, con-
tent of the file, context of the file, and/or other information
related to the file.
[0024] In some embodiments, the file to be ingested
into a data analysis platform may include an archive file.
An archive file may refer to a file that includes a collection
multiple files in a single file (e.g., zip file, rar file, 7z file,
tar file, jar file, war file). An archive file may provide for
concatenation of files, compression of files, encryption
of files, error detection of files, self-extraction of files,
and/or other operations relating to archiving of files. An
archive file may include information (e.g., metadata) re-
lating to the files within the archive file and/or how the
files within the archive file may be extracted.
[0025] In some embodiments, the file engine 112 may
be configured to determine that the file to be ingested
into a data analysis platform is an archive file. The file
engine 112 may determine that the file is an archive file
based on file format (e.g., file extension), analysis of the
file (e.g., analysis of structure, pattern within the file),
user input (e.g., user indication that the file is an archive
file during file upload/selection for ingestion), information

(e.g., metadata) relating to the file, and/or other informa-
tion. Based on the file to be ingested into a data analysis
platform being an archive file, the file engine 112 may
extract the files within the archive file.
[0026] In various embodiments, the file type engine
114 may be configured to detect a file type of the file to
be ingested into the data analysis platform. The file type
engine 114 may detect the file type of the file based on
file format (e.g., file extension), analysis of the file (e.g.,
analysis of structure, pattern within the file), user input
(e.g., user indication that the file is a particular type of a
file), information (e.g., metadata) relating to the file,
and/or other information. For example, the file type of the
file may be detected based on the particular arrangement
of information within the file. That is, the file type may be
detected based on the structure(s) and/or the pattern(s)
of information in the file, and/or based on the actual in-
formation included in the file. For example, a file type
may be determined to be a portable document format
(PDF) based on the file extension. The file type may be
determined to be a specific type of PDF file based on the
file extension and the arrangement of information within
the file. As another example, a file type may be deter-
mined to be a particular picture format based on the ar-
rangement of information (e.g., information defining pic-
tures, headers/metadata for the pictures) within the file.
As another example, a file type may be determined to be
an email of a particular type (e.g., accessible by particular
email client(s)) based on the file extension and/or the
information within the file. As another example, a file type
may be determined to be a document relating to a par-
ticular type of investigation (e.g., claims demand infor-
mation) based on organization of information within the
file, actual information within the file (e.g., case identifier).
Other detections of file types are contemplated.
[0027] In some embodiments, the file type of the file to
be ingested into the data analysis platform may be de-
tected based on operation of one or more detectors. A
detector may refer to a service, a process, a plugin, an
executable, and/or other software components. Individ-
uals detectors may be configured to detect one or more
individual file types. For example, a given detector may
be configured to detect a given file type. The file type of
the file to be ingested into the data analysis platform may
be detected by passing the file to different detectors. In
some embodiments, the file may be serially passed
among different detectors. For example, a file may be
passed to a first detector configured to detect a first file
type. If the file type does not match the first file type, the
file may be passed to a second detector configured to
detect a second file type. The passing of the file between
detectors may continue until the file type has been de-
tected or no match is found from the detectors. In some
embodiments, the file may be passed to multiple detec-
tors in parallel. For example, a file may be passed on to
a first detector configured to detect a first file type and a
second detector configured to detect a second file type
in parallel.
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[0028] If the file type of the file is not detectable by any
detectors, e.g., the file type may not match any of the file
types detectable by the detectors, then the file may be
designated as a non-integratable file. For example, the
file may be marked as a generic file which is not config-
ured for ingestion into the data analysis platform. In some
embodiments, users may update/modify the set of de-
tectors to include additional detectors for such generic
files.
[0029] Once the file type of the file has been detected,
the detector (that detected the file type) may pass the file
to one or more software components (e.g., transformers)
for transformation. In some embodiments, a detector may
generate information for use in transforming the file. For
example, the detector that detected the file type may gen-
erate metadata including information relating to the file
type and/or information relating to transformation(s) to
be performed based on the file type. The information gen-
erated by the detector may be passed to one or more
software components performing the transformation
and/or may be used to identify the software component(s)
to perform the transformation. In some embodiments, a
detector may provide the file/contents of the file to a data
transformation platform for transformation. For example,
the file/contents of the file may be streamed to a data
transformation platform as one or more objects/stores.
[0030] In various embodiments, the transformation en-
gine 116 may be configured to transform the file to be
ingested into the data analysis platform based on the file
type. Transformation of the file may include applying a
set of operations to the file. An operation may include
one or more data transformations. Such data transfor-
mations can include data extraction, data processing, da-
ta integration (e.g., with other data), and data manipula-
tion (e.g., language/mathematical operations, deduping
operations), to provide some examples. In some embod-
iments, the transformation engine 116 may store results
of applying the set of operations to the file/contents of
the file (e.g., the transformed file/contents) based on
completion of all operations within the pipeline of opera-
tions. Such storage of the transformed file/contents may
ensure data consistency.
[0031] The set of operations may correspond to a pipe-
line of operations associated with the file type. The pipe-
line of operations may be defined by one or more tem-
plate specifications. The pipeline of operations may iden-
tify the operations and the order in which the operations
are to be performed. The pipeline of operations may iden-
tify other data to be used in one or more of the operations
(e.g., data to be integrated with/into the file/contents of
the file). The pipeline of operations may enable dynamic
selection of options for one or more operations. For ex-
ample, the pipeline of operations may include one or
more operations that receive inputs from users (e.g., se-
lection of operation options) for performing the opera-
tion(s).
[0032] In some embodiments, the pipeline of opera-
tions may include one or more serial operations, parallel

operations, one or more join operations, and/or other op-
erations. Serial operations may refer to operations that
are performed in a sequence. For example, a pipeline of
operations may include a first operation and a second
operation to be performed on the file/contents of the file.
After the first operation is performed, the second opera-
tion may be performed. Parallel operations may refer to
operations that are performed simultaneously/overlap-
ping in time. For example, referring to the foregoing ex-
ample of first and second operations, the first operation
and the second operation may be performed at the same
time on the file/contents of the file. Join operations may
refer to operations that merge two or more results of par-
allel operations. For example, referring to the foregoing
example of first and second parallel operations, the re-
sults of the first and second parallel operations on the
file/contents of the file may be joined/merged together
(e.g., for use by a data analysis platform, for further
processing).
[0033] In some embodiments, the pipeline of opera-
tions may include one or more normalization operations.
A normalization operation may refer to an operation that
adjusts the values of some data (e.g., first dataset) so
that it can be used with other data (e.g., second dataset).
For example, a first dataset and a second dataset trans-
formed by the transformation engine 116 may be record-
ed/entered using different scales (e.g., different meas-
urement standards) or different properties (e.g., the first
dataset including types of information not included in the
second dataset). The first dataset and the second dataset
may be included within a single file or multiple files to be
ingested into a data analysis platform. The normalization
operation can modify the first and/or the second datasets
so that they can be used (e.g., joined, compared, oper-
ated) together by the data analysis platform. For exam-
ple, the normalization operation may adjust the values
of the first and/or the second dataset so that they are
recorded using the same scale (e.g., same measurement
standard) and/or may modify the information contained
within the first and/or the second datasets so that they
contain the same type of information.
[0034] In some embodiments, the pipeline of opera-
tions may include one or more enriching operations. An
enriching operation may refer to an operation that en-
hances the information contained within the file. For ex-
ample, data included in a file may be supplemented with
data from other data sources to provide additional infor-
mation (e.g., context) for the data.
[0035] The pipeline of operations may enable the use
of multiple jobs to process a file/contents of a file for in-
gestion into a data analysis platform. For example, dif-
ferent parts of preparing the file/contents of the file for
ingestion into the data analysis platform may be sepa-
rated in different jobs. The jobs may be modular so that
they are transferrable to different pipelines and/or mod-
ifiable within a pipeline. The jobs may enable different
operations on different portions of the file/different con-
tents of the file.
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[0036] The pipeline of operations may enable the use
of linear or branching pipelines of operations. A linear
pipeline may refer to a pipeline including serial opera-
tions. A branching pipeline may refer to a pipeline includ-
ing parallel/join operations. For example, a branching
pipeline may include a pipeline that starts with one input
and ends with one output along with parallel and join
operations between the input and the output. A branching
pipeline may include a pipeline that starts with one input
and ends with multiple outputs along with parallel oper-
ations between the input and the outputs. A branching
pipeline may include a pipeline that starts with multiple
inputs and ends with an output along with join operations
between the inputs and the output. A branching pipeline
may include a pipeline that starts with multiple inputs and
ends with multiple outputs along with parallel operations
between the inputs and the outputs. Use of different com-
binations of serial, parallel, join, and/or other operations
for pipelines of operations are contemplated.
[0037] Transformation of the file/contents of the file
may be performed by a data transformation platform. A
data transformation platform may refer to hardware/soft-
ware components configured to provide transformation
capabilities for data (e.g., a data manipulation tool). A
data transformation platform may provide for data extrac-
tion, data processing, data integration (e.g., with other
data), data manipulation, and/or other data transforma-
tions. For example, the file/contents of the file may be
mapped, converted, changed, merged, aggregated, en-
riched, summarized, filtered, and/or otherwise trans-
formed by the data transformation platform. A data trans-
formation platform may ensure that data from one appli-
cation/database/platform is usable by other applica-
tion(s)/database(s)/platform(s). A data transformation
platform may be able to transform the file/contents of the
file so that the transformed file/contents (transformed to
a particular structure/format and/or transformed to in-
clude one or more particular types of information) are
available for use by a data analysis platform.
[0038] Using a data transformation platform for trans-
formation of a file/contents of a file may enable the trans-
formation engine 116 to execute the pipeline of opera-
tions without having codes for individual operations of
the pipeline. Such codes may refer to codes of the data
transformation platform which, when executed, provides
data extraction, data processing, data integration, data
manipulation, and/or other data transformations for indi-
vidual operations of the pipeline. Using the data trans-
formation platform may reduce the size and/or the com-
plexity of the transformation engine 116 and/or one or
more software components (e.g., transformers) used for
transformation. For example, rather than coding the en-
tirety of the operations within a transformer, the trans-
former may include codes to request one or more of the
operations to be performed by the data transformation
platform.
[0039] For example, to perform a join operation, the
transformation engine 116 may not need to have the raw

codes that perform the join operation. Instead, the trans-
formation engine 116 may request the join operation be
performed by the data transformation platform (via ap-
plication programming interface(s)). By taking advantage
of the capability of the data transform platform, the trans-
formation engine 116 may be able to execute the pipeline
of operations by offloading the performance of the oper-
ations to the data transform platform. The use of the data
transform platform may increase the type of operations
that may be included within the pipeline of operations.
The pipeline of operations may include any operations
enabled by the data transform platform. The use of the
data transform platform may enable the transformation
engine 116 to use the resources (e.g., hardware/software
capabilities) of the data transform platform for performing
operations on the file/contents of the file.
[0040] In some embodiments, the file may be trans-
formed based on operation of one or more transformers.
A transformer may refer to a service, a process, a plugin,
an executable, and/or other software components. In
some embodiments, individual transformers may be as-
sociated with individual detectors. In some embodi-
ments, a single transformer may be associated with mul-
tiple detectors. In some embodiments, multiple trans-
formers may be associated with a single detector. A
file/contents of the file may be transformed by a given
transformer based on the file type of the file being de-
tected by a given detector. For example, based on a file
type being detected by a given detector, the file may be
transformed by a given transformer associated with the
given detector. For example, based on a file type of a file
being detected by an email detector, an email transform-
er may transform the file/contents of the file. The email
transformer may provide integration of an email file type
for use by a data analysis platform. In some embodi-
ments, a transformer may be associated with a given
pipeline of operations/a given template specification of
the given pipeline. The operation of the transformer may
include execution of the associated pipeline of operations
to transform the file/contents of the file.
[0041] In some embodiments, one or more transform-
ers may be activated based on user selection of the trans-
former(s). For example, a user may be provided with a
view of the transformers identified (transformers corre-
sponding to the detector that detected the file type) for
transformation of files/contents of files. The user may se-
lect one or more of the identified transformers to activate
the transformer and execute the pipeline of operations
corresponding to the selected transformers.
[0042] In some embodiments, the transformation of the
file may be case dependent, upload dependent, and/or
user dependent. For example, one or more detec-
tors/transformers may be associated with a given case
to which the file belongs/is associated, a given upload in
which the file is received, or a given user/entity that pro-
vided the file. Use of case dependent detectors/trans-
former allows the same/particular detectors/transform-
ers to be used for files associated with a given case. Use
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of upload dependent detectors/transformer allows the
same/particular detectors/transformers to be used for
files uploaded together. Use of user-dependent detec-
tors/transforms allows the same/particular detec-
tors/transformers to be used for files provided by the
same user/entity.
[0043] For example, transaction records of two differ-
ent entities (first entity, second entity) may be stored us-
ing the same file extension (e.g., workbook file format).
However, the transaction records of the different entities
may be stored differently (e.g., include different informa-
tion, include information stored using different organiza-
tion) such that the transformation of the records for in-
gestion into a data analysis platform may require different
operations/pipelines of operations. For example, the
transaction records of the first entity may require different
clean-up operations (e.g., filtering, deduping) than the
transaction records of the second entity.
[0044] As another example, a case may include files
of different types. The different types of files may require
different operations/pipeline of operations for ingestion
into a data analysis platform. The files may be uploaded
separately, with the upload-specific detectors/transform-
ers being used for separate uploads to transform the
files/contents of the files so that they may be used to-
gether. The transformed files/contents of the files may
be used together (e.g., merged, compared) using case-
specific detectors/transformers. Other uses of case-de-
pendent, upload-dependent, user-dependent detec-
tors/transformers are contemplated.
[0045] The pipeline of operations may be customiza-
ble. Customizing a pipeline of operations may include
one or more of adding a new operation to the pipeline,
removing an operation from the pipeline, and/or modify-
ing an operation within the pipeline. Customizing pipeline
of operations may include changing one or more param-
eters of one or more operations within the pipeline. The
pipeline of operations may be customized via changes
to the corresponding template specifications.
[0046] In some embodiments, a pipeline of operations
may be managed to resolve the pipeline of operations
against known states. Managing the pipelines may in-
clude atomically handling the pipelines and removing ef-
fects of prior versions of pipelines. For example, chang-
ing a pipeline of operations may include removing one
or more effects resulting from a previous version of the
pipeline (e.g., removing effect(s) of previously applied
operations). For example, a pipeline of operations may
include operation A, followed by operation B, followed by
operation C. Operation B may have an effect of storing
certain information in a database. The pipeline of oper-
ations may have been used to process a file uploaded
at a given time (upload A). The pipeline of operations
may be modified to remove operation B from the pipeline.
If upload A is unprocessed/reprocessed, a special/mod-
ified pipeline (e.g., delete pipeline) may be constructed
to remove the effects of operation B (the certain informa-
tion stored in the database) from the pipeline. In some

embodiments, an effect of an operation may be removed
by providing a null input into operation B. For example,
operation B may have taken a given input to stored cer-
tain information in a database. Passing a null value to
operation B may result in removal of the certain informa-
tion from the database.
[0047] FIGURE 2 illustrates an example operation flow
200 for integrating data, in accordance with various em-
bodiments. The operation flow 200 may begin with de-
termination of a file 202 to be ingested into a data analysis
platform. The determination of the file 202 may be per-
formed as described above with respect to the file engine
112. The file 202 may then be passed to a detection serv-
ice 204. A service may include one or more services,
processes, plugins, executables, and/or software com-
ponents. The detection service 204 may determine a file
type of the file 202. The determination of the file type of
the file may be performed as described above with re-
spect to the file type engine 114. The file type of the file
202 may then be passed to a transformation selection
service 206. The transformation selection service 206
may identify one or more transformations that may be
performed on the file 202 based on the file type of the
file 202. The transformation(s) may be identified as de-
scribed above with respect the file type engine 114 and/or
the transformation engine 116 (e.g., based on detector-
transformer pairings). A transformation may include a
pipeline of operations. The file 202 may then be passed
to a pipeline manager 208. The pipeline manager 208
may manage the pipeline of operations of the transfor-
mation(s) of the file 202. Managing the pipeline of oper-
ations may include executing the pipeline or operations,
dynamically building/modifying the pipeline of opera-
tions, and/or performing other operations relating to the
pipeline of operations. The pipeline manager 208 may
provide one or more interfaces (e.g., user interfaces,
APIs) that allow users to select, build, and/or modify par-
ticular transformations/pipeline of operations.
[0048] FIGURE 3 illustrates example pipelines of op-
erations 300, 320, 340, 360 for integrating data, in ac-
cordance with various embodiments. Other types/struc-
tures of pipelines of operations are contemplated. Indi-
vidual operations within the pipelines of operations 300,
320, 340, 360 may include one or more operations based
on type of the file, context of the file/accessed portion(s)
of the file, source of the file/accessed portion(s) of the
file, and/or other properties relating to the file/accessed
portion(s) of the file. Individual operations within the pipe-
lines of operations 300, 320, 340, 360 may process/mod-
ify the file/portion(s) of the file.
[0049] The pipeline of operations 300 may begin with
an operation 302 that accesses one or more portions of
a file. Serial operations 304, 306 may then be performed
on the portion(s) of the file. Parallel to the serial opera-
tions 304, 306, a parallel operation 308 may be performed
on the portion(s) of the file. The results of the serial op-
erations 304, 306 and the parallel operation 308 may be
joined by a join operation 310. The joined results may be
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provided to a data analysis platform.
[0050] The pipeline of operations 320 may begin with
an operation 322 that accesses one or more portions of
a file. An operation 324 may then be performed on the
portion(s) of the file. The operation 324 may be followed
by three branching/parallel operations 326, 328, 330.
That is, the result of applying the operation 324 on the
file may be used to perform three separate operations
326, 328, 330 in parallel. The results of the parallel op-
erations 326, 328, 330 may be provided to a data analysis
platform.
[0051] The pipeline of operations 340 may begin with
operations 342, 348 that access one or more portions of
one or more files. For example, the operation 342 may
access one portion of a file and the operation 348 may
access another portion of the file. As another example,
the operation 342 may access portion(s) of a file and the
operation 348 may access portion(s) of another file. The
operation 342 may be followed by two branching/parallel
operations 344, 346. The results of the operation 346
and the portion(s) of the file accessed by the operation
348 may be joined by a join operation 350. The results
of the operation 344 and the join operation 350 may then
be joined by a join operation 352. The joined results may
be provided to a data analysis platform.
[0052] The pipeline of operations 360 may begin with
operations 362, 370 that access one or more portions of
one or more files. For example, the operation 362 may
access one portion of a file and the operation 370 may
access another portion of the file. As another example,
the operation 362 may access portion(s) of a file and the
operation 370 may access portion(s) of another file. The
operation 362 may be followed by two branching/parallel
operations 364, 368. The operation 364 may be followed
by a serial operation 366. The operation 370 may be fol-
lowed by a serial operation 372. The results of the oper-
ation 368 and the operation 372 may be joined by a join
operation 374. The results of the operations 366, 374
may be provided to a data analysis platform.
[0053] FIGURE 4 illustrates a flowchart of an example
method 400, according to various embodiments of the
present disclosure. The method 400 may be implement-
ed in various environments including, for example, the
environment 100 of FIGURE 1. The operations of method
400 presented below are intended to be illustrative. De-
pending on the implementation, the example method 400
may include additional, fewer, or alternative steps per-
formed in various orders or in parallel. The example meth-
od 400 may be implemented in various computing sys-
tems or devices including one or more processors.
[0054] At block 402, a file to be ingested into a data
analysis platform may be determined. At block 404, a file
type of the file may be detected. At block 406, the file
may be transformed based on the file type. The transfor-
mation may include applying a set of operations to the
file. The set of operations may correspond to a pipeline
of operations associated with the file type. At block 408,
the pipeline of operations may optionally be changed. At

block 410, one or more effects of a prior pipeline of op-
erations may optionally be removed.

HARDWARE IMPLEMENTATION

[0055] The techniques described herein are imple-
mented by one or more special-purpose computing de-
vices. The special-purpose computing devices may be
hard-wired to perform the techniques, or may include cir-
cuitry or digital electronic devices such as one or more
application-specific integrated circuits (ASICs) or field
programmable gate arrays (FPGAs) that are persistently
programmed to perform the techniques, or may include
one or more hardware processors programmed to per-
form the techniques pursuant to program instructions in
firmware, memory, other storage, or a combination. Such
special-purpose computing devices may also combine
custom hard-wired logic, ASICs, or FPGAs with custom
programming to accomplish the techniques. The special-
purpose computing devices may be desktop computer
systems, server computer systems, portable computer
systems, handheld devices, networking devices or any
other device or combination of devices that incorporate
hard-wired and/or program logic to implement the tech-
niques.
[0056] Computing device(s) are generally controlled
and coordinated by operating system software, such as
iOS, Android, Chrome OS, Windows XP, Windows Vista,
Windows 7, Windows 8, Windows Server, Windows CE,
Unix, Linux, SunOS, Solaris, iOS, Blackberry OS, Vx-
Works, or other compatible operating systems. In other
embodiments, the computing device may be controlled
by a proprietary operating system. Conventional operat-
ing systems control and schedule computer processes
for execution, perform memory management, provide file
system, networking, I/O services, and provide a user in-
terface functionality, such as a graphical user interface
("GUI"), among other things.
[0057] FIGURE 5 is a block diagram that illustrates a
computer system 500 upon which any of the embodi-
ments described herein may be implemented. The com-
puter system 500 includes a bus 502 or other communi-
cation mechanism for communicating information, one
or more hardware processors 504 coupled with bus 502
for processing information. Hardware processor(s) 504
may be, for example, one or more general purpose mi-
croprocessors.
[0058] The computer system 500 also includes a main
memory 506, such as a random access memory (RAM),
cache and/or other dynamic storage devices, coupled to
bus 502 for storing information and instructions to be ex-
ecuted by processor 504. Main memory 506 also may
be used for storing temporary variables or other interme-
diate information during execution of instructions to be
executed by processor 504. Such instructions, when
stored in storage media accessible to processor 504,
render computer system 500 into a special-purpose ma-
chine that is customized to perform the operations spec-
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ified in the instructions.
[0059] The computer system 500 further includes a
read only memory (ROM) 508 or other static storage de-
vice coupled to bus 502 for storing static information and
instructions for processor 504. A storage device 510,
such as a magnetic disk, optical disk, or USB thumb drive
(Flash drive), etc., is provided and coupled to bus 502
for storing information and instructions.
[0060] The computer system 500 may be coupled via
bus 502 to a display 512, such as a cathode ray tube
(CRT) or LCD display (or touch screen), for displaying
information to a computer user. An input device 514, in-
cluding alphanumeric and other keys, is coupled to bus
502 for communicating information and command selec-
tions to processor 504. Another type of user input device
is cursor control 516, such as a mouse, a trackball, or
cursor direction keys for communicating direction infor-
mation and command selections to processor 504 and
for controlling cursor movement on display 512. This in-
put device typically has two degrees of freedom in two
axes, a first axis (e.g., x) and a second axis (e.g., y), that
allows the device to specify positions in a plane. In some
embodiments, the same direction information and com-
mand selections as cursor control may be implemented
via receiving touches on a touch screen without a cursor.
[0061] The computing system 500 may include a user
interface module to implement a GUI that may be stored
in a mass storage device as executable software codes
that are executed by the computing device(s). This and
other modules may include, by way of example, compo-
nents, such as software components, object-oriented
software components, class components and task com-
ponents, processes, functions, attributes, procedures,
subroutines, segments of program code, drivers,
firmware, microcode, circuitry, data, databases, data
structures, tables, arrays, and variables.
[0062] In general, the word "module," as used herein,
refers to logic embodied in hardware or firmware, or to a
collection of software instructions, possibly having entry
and exit points, written in a programming language, such
as, for example, Java, C or C++. A software module may
be compiled and linked into an executable program, in-
stalled in a dynamic link library, or may be written in an
interpreted programming language such as, for example,
BASIC, Perl, or Python. It will be appreciated that soft-
ware modules may be callable from other modules or
from themselves, and/or may be invoked in response to
detected events or interrupts. Software modules config-
ured for execution on computing devices may be provid-
ed on a computer readable medium, such as a compact
disc, digital video disc, flash drive, magnetic disc, or any
other tangible medium, or as a digital download (and may
be originally stored in a compressed or installable format
that requires installation, decompression or decryption
prior to execution). Such software code may be stored,
partially or fully, on a memory device of the executing
computing device, for execution by the computing device.
Software instructions may be embedded in firmware,

such as an EPROM. It will be further appreciated that
hardware modules may be comprised of connected logic
units, such as gates and flip-flops, and/or may be com-
prised of programmable units, such as programmable
gate arrays or processors. The modules or computing
device functionality described herein are preferably im-
plemented as software modules, but may be represented
in hardware or firmware. Generally, the modules de-
scribed herein refer to logical modules that may be com-
bined with other modules or divided into sub-modules
despite their physical organization or storage.
[0063] The computer system 500 may implement the
techniques described herein using customized hard-
wired logic, one or more ASICs or FPGAs, firmware
and/or program logic which in combination with the com-
puter system causes or programs computer system 500
to be a special-purpose machine. According to one em-
bodiment, the techniques herein are performed by com-
puter system 500 in response to processor(s) 504 exe-
cuting one or more sequences of one or more instructions
contained in main memory 506. Such instructions may
be read into main memory 506 from another storage me-
dium, such as storage device 510. Execution of the se-
quences of instructions contained in main memory 506
causes processor(s) 504 to perform the process steps
described herein. In alternative embodiments, hard-
wired circuitry may be used in place of or in combination
with software instructions.
[0064] The term "non-transitory media," and similar
terms, as used herein refers to any media that store data
and/or instructions that cause a machine to operate in a
specific fashion. Such non-transitory media may com-
prise non-volatile media and/or volatile media. Non-vol-
atile media includes, for example, optical or magnetic
disks, such as storage device 510. Volatile media in-
cludes dynamic memory, such as main memory 506.
Common forms of non-transitory media include, for ex-
ample, a floppy disk, a flexible disk, hard disk, solid state
drive, magnetic tape, or any other magnetic data storage
medium, a CD-ROM, any other optical data storage me-
dium, any physical medium with patterns of holes, a RAM,
a PROM, and EPROM, a FLASH-EPROM, NVRAM, any
other memory chip or cartridge, and networked versions
of the same.
[0065] Non-transitory media is distinct from but may
be used in conjunction with transmission media. Trans-
mission media participates in transferring information be-
tween non-transitory media. For example, transmission
media includes coaxial cables, copper wire and fiber op-
tics, including the wires that comprise bus 502. Trans-
mission media can also take the form of acoustic or light
waves, such as those generated during radio-wave and
infra-red data communications.
[0066] Various forms of media may be involved in car-
rying one or more sequences of one or more instructions
to processor 504 for execution. For example, the instruc-
tions may initially be carried on a magnetic disk or solid
state drive of a remote computer. The remote computer
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can load the instructions into its dynamic memory and
send the instructions over a telephone line using a mo-
dem. A modem local to computer system 500 can receive
the data on the telephone line and use an infra-red trans-
mitter to convert the data to an infra-red signal. An infra-
red detector can receive the data carried in the infra-red
signal and appropriate circuitry can place the data on bus
502. Bus 502 carries the data to main memory 506, from
which processor 504 retrieves and executes the instruc-
tions. The instructions received by main memory 506
may retrieves and executes the instructions. The instruc-
tions received by main memory 506 may optionally be
stored on storage device 510 either before or after exe-
cution by processor 504.
[0067] The computer system 500 also includes a com-
munication interface 518 coupled to bus 502. Communi-
cation interface 518 provides a two-way data communi-
cation coupling to one or more network links that are con-
nected to one or more local networks. For example, com-
munication interface 518 may be an integrated services
digital network (ISDN) card, cable modem, satellite mo-
dem, or a modem to provide a data communication con-
nection to a corresponding type of telephone line. As an-
other example, communication interface 518 may be a
local area network (LAN) card to provide a data commu-
nication connection to a compatible LAN (or WAN com-
ponent to communicated with a WAN). Wireless links
may also be implemented. In any such implementation,
communication interface 518 sends and receives elec-
trical, electromagnetic or optical signals that carry digital
data streams representing various types of information.
[0068] A network link typically provides data commu-
nication through one or more networks to other data de-
vices. For example, a network link may provide a con-
nection through local network to a host computer or to
data equipment operated by an Internet Service Provider
(ISP). The ISP in turn provides data communication serv-
ices through the world wide packet data communication
network now commonly referred to as the "Internet". Lo-
cal network and Internet both use electrical, electromag-
netic or optical signals that carry digital data streams.
The signals through the various networks and the signals
on network link and through communication interface
518, which carry the digital data to and from computer
system 500, are example forms of transmission media.
[0069] The computer system 500 can send messages
and receive data, including program code, through the
network(s), network link and communication interface
518. In the Internet example, a server might transmit a
requested code for an application program through the
Internet, the ISP, the local network and the communica-
tion interface 518.
[0070] The received code may be executed by proc-
essor 504 as it is received, and/or stored in storage de-
vice 510, or other non-volatile storage for later execution.
[0071] Each of the processes, methods, and algo-
rithms described in the preceding sections may be em-
bodied in, and fully or partially automated by, code mod-

ules executed by one or more computer systems or com-
puter processors comprising computer hardware. The
processes and algorithms may be implemented partially
or wholly in application-specific circuitry.
[0072] The various features and processes described
above may be used independently of one another, or
may be combined in various ways. All possible combi-
nations and sub-combinations are intended to fall within
the scope of this disclosure. In addition, certain method
or process blocks may be omitted in some implementa-
tions. The methods and processes described herein are
also not limited to any particular sequence, and the blocks
or states relating thereto can be performed in other se-
quences that are appropriate. For example, described
blocks or states may be performed in an order other than
that specifically disclosed, or multiple blocks or states
may be combined in a single block or state. The example
blocks or states may be performed in serial, in parallel,
or in some other manner. Blocks or states may be added
to or removed from the disclosed example embodiments.
The example systems and components described herein
may be configured differently than described. For exam-
ple, elements may be added to, removed from, or rear-
ranged compared to the disclosed example embodi-
ments.
[0073] Conditional language, such as, among others,
"can," "could," "might," or "may," unless specifically stat-
ed otherwise, or otherwise understood within the context
as used, is generally intended to convey that certain em-
bodiments include, while other embodiments do not in-
clude, certain features, elements and/or steps. Thus,
such conditional language is not generally intended to
imply that features, elements and/or steps are in any way
required for one or more embodiments or that one or
more embodiments necessarily include logic for decid-
ing, with or without user input or prompting, whether these
features, elements and/or steps are included or are to be
performed in any particular embodiment.
[0074] Any process descriptions, elements, or blocks
in the flow diagrams described herein and/or depicted in
the attached figures should be understood as potentially
representing modules, segments, or portions of code
which include one or more executable instructions for
implementing specific logical functions or steps in the
process. Alternate implementations are included within
the scope of the embodiments described herein in which
elements or functions may be deleted, executed out of
order from that shown or discussed, including substan-
tially concurrently or in reverse order, depending on the
functionality involved, as would be understood by those
skilled in the art.
[0075] It should be emphasized that many variations
and modifications may be made to the above-described
embodiments, the elements of which are to be under-
stood as being among other acceptable examples. All
such modifications and variations are intended to be in-
cluded herein within the scope of this disclosure. The
foregoing description details certain embodiments of the
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invention. It will be appreciated, however, that no matter
how detailed the foregoing appears in text, the invention
can be practiced in many ways. As is also stated above,
it should be noted that the use of particular terminology
when describing certain features or aspects of the inven-
tion should not be taken to imply that the terminology is
being re-defined herein to be restricted to including any
specific characteristics of the features or aspects of the
invention with which that terminology is associated. The
scope of the invention should therefore be construed in
accordance with the appended claims and any equiva-
lents thereof.

Engines, Components, and Logic

[0076] Certain embodiments are described herein as
including logic or a number of components, engines, or
mechanisms. Engines may constitute either software en-
gines (e.g., code embodied on a machine-readable me-
dium) or hardware engines. A "hardware engine" is a
tangible unit capable of performing certain operations
and may be configured or arranged in a certain physical
manner. In various example embodiments, one or more
computer systems (e.g., a standalone computer system,
a client computer system, or a server computer system)
or one or more hardware engines of a computer system
(e.g., a processor or a group of processors) may be con-
figured by software (e.g., an application or application
portion) as a hardware engine that operates to perform
certain operations as described herein.
[0077] In some embodiments, a hardware engine may
be implemented mechanically, electronically, or any suit-
able combination thereof. For example, a hardware en-
gine may include dedicated circuitry or logic that is per-
manently configured to perform certain operations. For
example, a hardware engine may be a special-purpose
processor, such as a Field-Programmable Gate Array
(FPGA) or an Application Specific Integrated Circuit
(ASIC). A hardware engine may also include program-
mable logic or circuitry that is temporarily configured by
software to perform certain operations. For example, a
hardware engine may include software executed by a
general-purpose processor or other programmable proc-
essor. Once configured by such software, hardware en-
gines become specific machines (or specific components
of a machine) uniquely tailored to perform the configured
functions and are no longer general-purpose processors.
It will be appreciated that the decision to implement a
hardware engine mechanically, in dedicated and perma-
nently configured circuitry, or in temporarily configured
circuitry (e.g., configured by software) may be driven by
cost and time considerations.
[0078] Accordingly, the phrase "hardware engine"
should be understood to encompass a tangible entity, be
that an entity that is physically constructed, permanently
configured (e.g., hardwired), or temporarily configured
(e.g., programmed) to operate in a certain manner or to
perform certain operations described herein. As used

herein, "hardware-implemented engine" refers to a hard-
ware engine. Considering embodiments in which hard-
ware engines are temporarily configured (e.g., pro-
grammed), each of the hardware engines need not be
configured or instantiated at any one instance in time.
For example, where a hardware engine comprises a gen-
eral-purpose processor configured by software to be-
come a special-purpose processor, the general-purpose
processor may be configured as respectively different
special-purpose processors (e.g., comprising different
hardware engines) at different times. Software accord-
ingly configures a particular processor or processors, for
example, to constitute a particular hardware engine at
one instance of time and to constitute a different hard-
ware engine at a different instance of time.
[0079] Hardware engines can provide information to,
and receive information from, other hardware engines.
Accordingly, the described hardware engines may be re-
garded as being communicatively coupled. Where mul-
tiple hardware engines exist contemporaneously, com-
munications may be achieved through signal transmis-
sion (e.g., over appropriate circuits and buses) between
or among two or more of the hardware engines. In em-
bodiments in which multiple hardware engines are con-
figured or instantiated at different times, communications
between such hardware engines may be achieved, for
example, through the storage and retrieval of information
in memory structures to which the multiple hardware en-
gines have access. For example, one hardware engine
may perform an operation and store the output of that
operation in a memory device to which it is communica-
tively coupled. A further hardware engine may then, at a
later time, access the memory device to retrieve and
process the stored output. Hardware engines may also
initiate communications with input or output devices, and
can operate on a resource (e.g., a collection of informa-
tion).
[0080] The various operations of example methods de-
scribed herein may be performed, at least partially, by
one or more processors that are temporarily configured
(e.g., by software) or permanently configured to perform
the relevant operations. Whether temporarily or perma-
nently configured, such processors may constitute proc-
essor-implemented engines that operate to perform one
or more operations or functions described herein. As
used herein, "processor-implemented engine" refers to
a hardware engine implemented using one or more proc-
essors.
[0081] Similarly, the methods described herein may be
at least partially processor-implemented, with a particular
processor or processors being an example of hardware.
For example, at least some of the operations of a method
may be performed by one or more processors or proc-
essor-implemented engines. Moreover, the one or more
processors may also operate to support performance of
the relevant operations in a "cloud computing" environ-
ment or as a "software as a service" (SaaS). For example,
at least some of the operations may be performed by a
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group of computers (as examples of machines including
processors), with these operations being accessible via
a network (e.g., the Internet) and via one or more appro-
priate interfaces (e.g., an Application Program Interface
(API)).
[0082] The performance of certain of the operations
may be distributed among the processors, not only re-
siding within a single machine, but deployed across a
number of machines. In some example embodiments,
the processors or processor-implemented engines may
be located in a single geographic location (e.g., within a
home environment, an office environment, or a server
farm). In other example embodiments, the processors or
processor-implemented engines may be distributed
across a number of geographic locations.

Language

[0083] Throughout this specification, plural instances
may implement components, operations, or structures
described as a single instance. Although individual op-
erations of one or more methods are illustrated and de-
scribed as separate operations, one or more of the indi-
vidual operations may be performed concurrently, and
nothing requires that the operations be performed in the
order illustrated. Structures and functionality presented
as separate components in example configurations may
be implemented as a combined structure or component.
Similarly, structures and functionality presented as a sin-
gle component may be implemented as separate com-
ponents. These and other variations, modifications, ad-
ditions, and improvements fall within the scope of the
subject matter herein.
[0084] Although an overview of the subject matter has
been described with reference to specific example em-
bodiments, various modifications and changes may be
made to these embodiments without departing from the
broader scope of embodiments of the present disclosure.
Such embodiments of the subject matter may be referred
to herein, individually or collectively, by the term "inven-
tion" merely for convenience and without intending to vol-
untarily limit the scope of this application to any single
disclosure or concept if more than one is, in fact, dis-
closed.
[0085] The embodiments illustrated herein are de-
scribed in sufficient detail to enable those skilled in the
art to practice the teachings disclosed. Other embodi-
ments may be used and derived therefrom, such that
structural and logical substitutions and changes may be
made without departing from the scope of this disclosure.
The Detailed Description, therefore, is not to be taken in
a limiting sense, and the scope of various embodiments
is defined only by the appended claims, along with the
full range of equivalents to which such claims are entitled.
[0086] It will be appreciated that an "engine," "system,"
"data store," and/or "database" may comprise software,
hardware, firmware, and/or circuitry. In one example, one
or more software programs comprising instructions ca-

pable of being executable by a processor may perform
one or more of the functions of the engines, data stores,
databases, or systems described herein. In another ex-
ample, circuitry may perform the same or similar func-
tions. Alternative embodiments may comprise more,
less, or functionally equivalent engines, systems, data
stores, or databases, and still be within the scope of
present embodiments. For example, the functionality of
the various systems, engines, data stores, and/or data-
bases may be combined or divided differently.
[0087] "Open source" software is defined herein to be
source code that allows distribution as source code as
well as compiled form, with a well-publicized and indexed
means of obtaining the source, optionally with a license
that allows modifications and derived works.
[0088] The data stores described herein may be any
suitable structure (e.g., an active database, a relational
database, a self-referential database, a table, a matrix,
an array, a flat file, a documented-oriented storage sys-
tem, a non-relational No-SQL system, and the like), and
may be cloud-based or otherwise.
[0089] As used herein, the term "or" may be construed
in either an inclusive or exclusive sense. Moreover, plural
instances may be provided for resources, operations, or
structures described herein as a single instance. Addi-
tionally, boundaries between various resources, opera-
tions, engines, engines, and data stores are somewhat
arbitrary, and particular operations are illustrated in a
context of specific illustrative configurations. Other allo-
cations of functionality are envisioned and may fall within
a scope of various embodiments of the present disclo-
sure. In general, structures and functionality presented
as separate resources in the example configurations may
be implemented as a combined structure or resource.
Similarly, structures and functionality presented as a sin-
gle resource may be implemented as separate resourc-
es. These and other variations, modifications, additions,
and improvements fall within a scope of embodiments of
the present disclosure as represented by the appended
claims. The specification and drawings are, accordingly,
to be regarded in an illustrative rather than a restrictive
sense.
[0090] Conditional language, such as, among others,
"can," "could," "might," or "may," unless specifically stat-
ed otherwise, or otherwise understood within the context
as used, is generally intended to convey that certain em-
bodiments include, while other embodiments do not in-
clude, certain features, elements and/or steps. Thus,
such conditional language is not generally intended to
imply that features, elements and/or steps are in any way
required for one or more embodiments or that one or
more embodiments necessarily include logic for decid-
ing, with or without user input or prompting, whether these
features, elements and/or steps are included or are to be
performed in any particular embodiment.
[0091] Although the invention has been described in
detail for the purpose of illustration based on what is cur-
rently considered to be the most practical and preferred
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implementations, it is to be understood that such detail
is solely for that purpose and that the invention is not
limited to the disclosed implementations, but, on the con-
trary, is intended to cover modifications and equivalent
arrangements that are within the spirit and scope of the
appended claims. For example, it is to be understood
that the present invention contemplates that, to the extent
possible, one or more features of any embodiment can
be combined with one or more features of any other em-
bodiment.

Claims

1. A system comprising:

one or more processors; and
a memory storing instructions that, when exe-
cuted by the one or more processors, cause the
system to perform:

determining a file to be ingested into a data
analysis platform;
detecting a file type of the file; and
transforming the file based on the file type,
wherein the transformation includes apply-
ing a set of operations to the file, the set of
operations corresponding to a pipeline of
operations associated with the file type.

2. The system of claim 1, wherein the pipeline of oper-
ations includes one or more serial operations, par-
allel operations, and one or more join operations, the
one or more join operations merging two or more
results of the parallel operations.

3. The system of claim 1, wherein pipeline of operations
includes a normalizing operation.

4. The system of claim 1, wherein the file type of the
file is detected based on operation of one or more
detectors, wherein a given detector is configured to
detect a given file type.

5. The system of claim 1, wherein the file type of the
file is detected based on an arrangement of informa-
tion within the file.

6. The system of claim 1, wherein the instructions fur-
ther cause the system to perform:

changing the pipeline of operations; and
removing one or more effects of a prior pipeline
of operations.

7. The system of claim 1, wherein the transformation
of the file is case dependent, upload dependent, or
user dependent.

8. A method implemented by a computing system in-
cluding one or more processors and storage media
storing machine-readable instructions, wherein the
method is performed using the one or more proces-
sors, the method comprising:

determining a file to be ingested into a data anal-
ysis platform;
detecting a file type of the file; and
transforming the file based on the file type,
wherein the transformation includes applying a
set of operations to the file, the set of operations
corresponding to a pipeline of operations asso-
ciated with the file type.

9. The method of claim 8, wherein the pipeline of op-
erations includes one or more serial operations, par-
allel operations, and one or more join operations, the
one or more join operations merging two or more
results of the parallel operations.

10. The method of claim 8, wherein pipeline of opera-
tions includes a normalizing operation.

11. The method of claim 8, wherein the file type of the
file is detected based on operation of one or more
detectors, wherein a given detector is configured to
detect a given file type.

12. The method of claim 8, wherein the file type of the
file is detected based on an arrangement of informa-
tion within the file.

13. The method of claim 8, further comprising:

changing the pipeline of operations; and
removing one or more effects of a prior pipeline
of operations.

14. The method of claim 8, wherein the transformation
of the file is case dependent, upload dependent, or
user dependent.

15. A non-transitory computer readable medium com-
prising instructions that, when executed, cause one
or more processors to perform the method of any
preceding claim.
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