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(54) GENERATING RULES TO DETECT SECURITY VULNERABILITIES BASED ON 
VULNERABILITY PRIMITIVES WITH ENTRY POINT FINDER

(57) A computer-based method is disclosed for gen-
erating rules to detect security vulnerabilities in a target
business-critical application computer system based on
vulnerability primitives. The method includes running a
computer-based entry point finder at the target busi-
ness-critical application computer system so that the en-
try point finder can access and extract information about
source code that is actually installed at the target busi-
ness-critical application computer system. The compu-
ter-based entry point finder creates a graphical-style da-
tabase that represents software objects extracted from
the target business-critical application computer system
and relationships between the extracted software ob-
jects. The process includes identifying a vulnerability
primitive for a security vulnerability at the target busi-
ness-critical application computer system, and correlate
the vulnerability primitive against information in the
graphical-style database to help identify any relation-
ships between a software object that is identified by the
vulnerability primitive as being vulnerable and one or
more other software objects in the target business-critical
application computer system.
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Description

FIELD OF THE INVENTION

[0001] This disclosure relates to computer-based security and, more particularly, to a computer-based entry point
finder (EPF) and associated computer-implemented techniques and, even more particularly, to using the EPF for gen-
erating rules to detect security vulnerabilities based on vulnerability primitives in a computer system.

BACKGROUND

[0002] Security is of critical importance to modern companies, particularly for companies that have large, sophisticated
computer systems such as enterprise resource planning (ERP) software applications and/or other business-critical
software applications.
[0003] These computer systems can, of course, be or become susceptible to various vulnerabilities. Generally speak-
ing, a vulnerability can be considered to be a flaw in a computer system that might allow an attacker somehow to
compromise the computer system. The consequences of such compromises can be severe, and can impact, for example,
confidentiality, integrity, and/or availability of the attacked computer system or aspects thereof. Computer system vul-
nerabilities can be exploited, for example, by executable programs, simple sets of commands or instructions, etc. Once
an exploit is available for a particular vulnerability, any computer system that has that particular vulnerability may be
under threat.
[0004] From time to time, companies that produce ERP and other business-critical software applications (also referred
to as business-critical applications), for example, release patches to correct various flaws in those computer systems.
Sometimes, implementing a patch can create new vulnerabilities that may be difficult to predict or identify, and, therefore,
even more difficult to address.
[0005] As used herein, a "business-critical application" (BCA) generally refers to a crucial application to keeping a
business running. These types of applications can vary from small tools to company-wide systems. These applications
can work on clients’ services, be provided by third parties, or can be developed internally. Generally speaking, BCAs
are critical applications, where if interrupted, the interruption could result in financial losses, legal loses, negative publicity
for the company, unhappy employees or customers, etc. A BCA may be totally different in different companies or different
industries; depending on which systems(s) could cause significant damage to a company if problems occur.
[0006] Managing system security and identifying / assessing vulnerabilities should be an important part of every
company’s IT risk management policy, even though it can be quite challenging, particularly for computer systems that
experience a great deal of change over time.

SUMMARY OF THE INVENTION

[0007] A system, referred to herein as an "entry point finder" ("EPF") -- and associated techniques -- is disclosed that
may, in certain implementations, produce a representation that might be graphical in nature of software objects in a
business-critical application computer system and the relationships, functional or otherwise, between those software
objects. In a typical implementation, this may facilitate, for example, identifying possible entry points that an attacker
might use to compromise a business-critical application computer system, such as an enterprise resource planning
(ERP) system.
[0008] At a high level, an entry point may be considered a software object or relationship in a business-critical application
computer system that serves as a point (e.g., an initial point) in a particular set of relationships among software objects
within the business-critical application computer system. In some implementations, an entry point may be a software
object abstraction that can be executed by an end-user of the system. In a typical implementation, there may be many
types of software objects loaded into an EPF, but only some of them are entry points (e.g., that can be executed by an
end-user of the system). Moreover, in some implementations, the end-user may define or may have defined, at least in
part, which of the loaded software objects is an entry point.
[0009] In this regard, in a typical implementation, the EPF is configured to perform a computer-based method of
analyzing a target business-critical application computer system to find relationships among software objects in (asso-
ciated with) the target business-critical application computer system. This method includes, for example, extracting
software objects from the business-critical application computer system, storing the extracted software objects in a
search platform, finding relationships among the software objects, and creating a database (e.g., a graph-style database)
to facilitate visualization and easy analysis of the software objects and their respective relationships. In a typical imple-
mentation, some of the software objects that get extracted from the computer system have associated source code;
however, some of the software objects that get extracted from the computer system do not have associated source code.
[0010] In a typical implementation, the software objects generally are or represent elements of the target business-
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critical application computer system whose graphical representation as nodes connected to one another based on
relationships, functional or otherwise, between the corresponding elements is desirable in view of a particular goal of
the analysis. Each respective one of the elements of the target business-critical application computer system may be a
unique piece of code, a file, a data string, or other aspect of the target business-critical application computer system.
[0011] The method may also include producing a graphical display that represents: each respective software object
as a single node, and one or more relationships between the software objects by one or more connectors (e.g., lines)
between the nodes that correspond to the related software objects.
[0012] In some implementations, extracting the software objects that include source code may involve: querying the
target computer system for names of packages (groups of software objects) associated with the target business-critical
application computer system, receiving a list of package names associated with the target business-critical application
computer system in response to the query, and storing the list of package names in a first queue. In such implementations,
extracting the software objects that include the source code may further involve selecting one package name from the
first queue, and extracting (with a particular one of a plurality of extractors) the source code associated with the selected
package name from the business-critical application computer system. The method may further include saving a com-
pressed version of the extracted source code at a first computer-based memory location, and pushing (or sending) the
location of the stored compressed version of the extracted source code to a second queue. The method may further
include saving a decompressed version of the extracted source code at a second computer-based memory location;
and pushing (or sending) the location of the stored decompressed version of the extracted source code to a third queue.
[0013] In some implementations, extracting the software objects that do not include source code may involve: pushing
(or sending) the software objects that do not include source code to queues, each of which is for a particular type of
software object that does not include source code.
[0014] In some implementations, storing the extracted software objects in a computer-based search platform may
include reading, with one or more search platform uploaders, source code from a computer-based memory storage
(based on the location information in a queue), reading, with the one or more search platform uploaders, non-source
code-based software objects from one or more object queues, and storing what the one or more search platform uploaders
read into the search platform with an intelligent structure.
[0015] In some implementations, finding the relationships between the extracted software objects that are stored in
the computer-based search platform includes: for software objects that have source code -- reading each statement of
the source code; and determining whether any statements in the source code define a relationship between any of the
software objects, and for software objects that do not have source code -- executing one or more queries regarding
possible relationships between any of the software objects.
[0016] Creating a database that represents the extracted software objects and the relationships between the extracted
software objects may include creating a graph (or graph-style) database to facilitate query and visualization of the
software objects of the business-critical application computer system and their respective relationships to one another.
The graph or graph-style database may define nodes and connections between nodes respectively representing software
objects from the business-critical application computer system and relationships between software objects.
[0017] In another aspect, an entry point finder (EPF) includes a plurality of worker modules, a plurality of queues
(where each one of the queues is communicatively coupled to a corresponding one or more of the worker modules), a
plurality of computer-based memory storage locations (where each one of the computer-based memory storage locations
is communicatively coupled to a corresponding one or more of the worker modules), and a computer-based search
platform (communicatively coupled to at least one of the worker modules).
[0018] In a typical implementation, the entry point finder is configured to extract, with one or more of the worker
modules, a plurality of software objects from a business-critical application computer system; store the extracted software
objects in the computer-based search platform; find relationships, with one or more of the worker modules, between the
extracted software objects that are stored in the computer-based search platform; and create a database that represents
the extracted objects and the relationships between the extracted software objects.
[0019] There are a variety of ways that the EPF and the output it produces can be advantageously utilized to help
improve and manage security in the associated business-critical application computer system. These include, for ex-
ample, automatically detecting the impact of a particular patch after implementation, automatically detecting unnecessary
accesses / privileges among company employees, and/or facilitating the automatic generation of vulnerability detection
rules based on vulnerability primitives. Each of these is summarized, in turn, below.

Impact Detection After Patch Implementation

[0020] A computer-based method is disclosed for assessing impact of a patch on a target business-critical application
computer system. The method includes: receiving information at a computer-based impact assessment system about
end-user activities on the target computer system over a specified period of time; identifying, with a computer-based
fixed objects identifier, one or more software objects in the target computer system fixed by the patch; identifying, with
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a computer-based entry point finder, one or more entry points associated with the fixed software object(s) at the target
system; and cross-referencing the information about the end-user activities on the target system against the one or more
entry points associated with the fixed software object(s) at the target system.
[0021] In some implementations, the cross-referencing identifies which of the entry points associated with the fixed
software object(s) also have been used by end-users of the target system during the specified time period. Moreover,
in some implementations, the cross-referencing identifies: 1) a list of functions impacted by one or more associated
vulnerabilities and that need to (or that should) be tested after the patch is implemented, and/or 2) a list of end users
that are actually using the impacted functions and which processes the listed end users are actually involved in.
[0022] In some implementations, the computer-based method includes prompting or enabling a user to specify the
period of time via a computer-based user interface terminal.
[0023] The information about the end-user activities can include, for example, information about transactions started,
reports started, successful function calls, and HTTP requests through a web browser. Moreover, in some implementations,
the information about the transactions started, the reports started, and the successful function calls may be obtained
from a security audit log for the target computer system, and the information about the HTTP requests may be obtained
from an HTTP access log for the target computer system.
[0024] The computer-based fixed objects identifier may be configured to access information about patches for the
target computer system from a computer-based database coupled to the computer-based fixed objects identifier and/or
from a missing patches detector.
[0025] The computer-based entry point finder may include, for example, a plurality of worker modules, a plurality of
queues (where each one of the queues is communicatively coupled to a corresponding one or more of the worker
modules), a plurality of computer-based memory storage locations (where each one of the computer-based memory
storage locations is communicatively coupled to a corresponding one or more of the worker modules), and a computer-
based search platform communicatively coupled to at least one of the worker modules. In such implementations, the
computer-based method may further include: extracting, with one or more of the worker modules, a plurality of software
objects from a computer system, storing the extracted software objects in the computer-based search platform, finding
relationships (with one or more of the worker modules) between the extracted software objects that are stored in the
computer-based search platform, and creating a database that represents the extracted software objects and the rela-
tionships between the extracted software objects.
[0026] In yet another aspect, a computer-based impact assessment system is disclosed for assessing impact of a
patch on a target computer system. The computer-based impact assessment system may include, for example, a user
activity extractor for extracting information from the target computer system about end-user activities on the target
computer system over a specified period of time, a computer-based fixed objects identifier for identifying one or more
software objects in the target computer system fixed by the patch, a computer-based entry point finder for identifying
one or more entry points associated with the fixed software object(s) at the target system, and a computer-based
processor for cross-referencing the information about the end-user activities on the target system against the one or
more entry points associated with the fixed software object(s) at the target system.

Checking for Unnecessary Privileges

[0027] A computer-based method is disclosed for checking a target computer system for unnecessary privileges. The
method includes: receiving, at a computer-based privileges checking system, a listing of all privileges assigned to users
in the target computer system; receiving, at the computer-based privileges checking system, information about end-user
activities on the target computer system over a specified period of time; for each respective one of the end-user activities,
querying a computer-based entry point finder for any privileges that were checked at the target system for that activity;
and removing the privileges that were checked at the target system for the end-user activities from the listing of all
assigned privilege at the target system to produce a listing of unnecessary privileges at the target system. In a typical
implementation, the computer-based method further includes eliminating the unnecessary privileges at the target system.
[0028] Certain implementations include prompting or enabling a user to specify the period of time via a computer-
based user interface terminal.
[0029] The information about the end-user activities may include, for example, information about transactions started,
reports started, successful function calls, and HTTP requests through a web browser. The information about the trans-
actions started, the reports started, and the successful function calls may be obtained, for example, from a security audit
log for the target system. The information about the HTTP requests may be obtained, for example, from an HTTP access
log for the target system.
[0030] In some implementations, the computer-based method may include extracting, with one or more worker modules
of the entry point finder, a plurality of software objects from the target computer system; storing the extracted software
objects in a computer-based search platform; finding relationships, with one or more of the worker modules of the entry
point finder, between the extracted software objects that are stored in the computer-based search platform; and creating
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a database that represents the extracted software objects and the relationships between the extracted software objects.
The database may be a graphical (or graph-style) database that represents each extracted software object as a node
and each relationship between the extracted software objects as a connector between the nodes. Some of the nodes
may represent user activities, wherein some of the nodes may represent privilege checks for the user activities, and
each respective one of the privilege check nodes may be connected to a corresponding one of the user activity nodes.
[0031] In yet another aspect, a computer-based system is disclosed for identifying unnecessary privileges on a target
computer system. The computer-based system includes: a privileges extractor to extract a listing of all assigned privileges
at the target computer system; a user activity extractor to extract information about end-user activities on the target
computer system over a specified period of time; a computer-based entry point finder to identify, for each respective
one of the extracted end-user activities, any privileges that were checked at the target system for that activity; and a
computer-based calculator to remove the privileges that were checked at the target system for the extracted end-user
activities during the specified period of time from the listing of all privileges assigned at the target system to produce a
listing of unnecessary privileges at the target system.

Generating Rules for Detecting Security Vulnerabilities based on Vulnerability Primitives

[0032] A computer-based method is disclosed for generating rules to detect security vulnerabilities in a target computer
system based on vulnerability primitives. The method includes: running a computer-based entry point finder at the target
computer system so that the entry point finder can access and extract information about source code that is actually
installed at the target computer system; creating, with the computer-based entry point finder, a graph (or graphical-style)
database that represents software objects extracted from the target computer system and relationships between the
extracted software objects; identify a vulnerability primitive for a security vulnerability at the target computer system;
and correlate the vulnerability primitive against information in the graphical-style database to help identify any relation-
ships between a software object that is identified by the vulnerability primitive as being vulnerable and one or more other
software objects in the target computer system.
[0033] In a typical implementation, the software object that is identified by the vulnerability primitive is vulnerable, but
undetectable or difficult to detect, and the one or more other entry point software objects related to the vulnerability
primitive software objects in the target computer system are easier to detect software objects in the target computer
system.
[0034] Moreover, in a typical implementation, the security vulnerabilities are bugs or features of the target computer
system that expose the target computer system to possible attack, or flaws in the target computer system’s security,
and the vulnerability primitive is a simple statement or indication that a particular software object is vulnerable.
[0035] The graph (or graphical-style) database may represent each extracted software object as a node and each
relationship between the extracted software objects as a connector between nodes.
[0036] In some implementations, the computer-based method includes: extracting, with one or more worker modules
of the entry point finder, a plurality of software objects from the target computer system; storing the extracted software
objects in a computer-based search platform; finding relationships, with one or more of the worker modules of the entry
point finder, between the extracted software objects that are stored in the computer-based search platform; and creating
the graphical database based on the relationships found.
[0037] In certain implementations, the computer-based method includes: generating one or more detection rules for
the security vulnerability represented by the vulnerability primitive based on the correlation. The detection rules may be
rules used to detect attacks by an IDS/IPS/or any other security detection system. One or more of the detection rules
may reference the one or more other software objects in the target computer system identified through the correlation.
In some such implementations, the computer-based method may further include taking corrective measures to address
the corresponding security vulnerability in response to one or more of the detection rules being satisfied.
[0038] In yet another aspect, a computer-based system is disclosed for generating rules to detect security vulnerabilities
in a target computer system based on vulnerability primitives. The computer-based system may include: a computer-
based entry point finder running at the target computer system and configured to create a graphical-style database that
represents software objects from the target computer system and relationships between the extracted software objects
based on source code actually installed on the target computer system; a knowledge base of vulnerability primitives
defining one or more vulnerability primitives for security vulnerabilities at the target computer system; and an affected
entry point finder configured to correlate each respective one of the vulnerability primitives against information in the
graphical-style database to help identify any relationships between a software object that is identified by the vulnerability
primitive and one or more other software objects in the target computer system.
[0039] In some implementations, one or more of the following advantages are present.
[0040] For example, the systems and techniques disclosed herein are particularly effective at analyzing computer
systems (e.g., ones that include ABAP code for an SAP system) in order to find entry points (e.g., objects that can be
executed by end-users) that, at some point, might be utilized to execute a vulnerable object (e.g., one fixed by a recent
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security patch). This type of analysis typically requires only a very small period of time, particularly compared to more
traditional manual search techniques. This time and efficiency benefit is particularly noteworthy where the computer
system at issue is a large one (e.g., where the ABAP code of an SAP system, for example, when extracted and decom-
pressed to a separate location, might occupy at least, 30GB or even 100GB of plain text files containing the code).
[0041] Additionally, having a map of relationships (e.g., in a graph database), one can easily trace the path from a
vulnerability to an entry point, for example. As an extra advantage: the size of the information can be incredibly reduced.
For example, in some implementations, approximately 70GB of source code can be reduced to approximately 30MB of
graphs information.
[0042] The EPF can be utilized or leveraged to help assess impact of a patch on a target computer system. This can
facilitate efficient, yet robust, testing of a patched system to confirm that the system works as intended and that the
patch did not introduce any new problems into the system. The EPF can be utilized or leveraged to help identify unnec-
essary (e.g., unused) privileges in a target computer system. Additionally, the EPF can be utilized or leveraged to detect
security vulnerabilities in a target computer system based on vulnerability primitives.
[0043] Other features and advantages will be apparent from the description and drawings, and from the claims.

BRIEF DESCRIPTION OF THE DRAWINGS

[0044]

FIG. 1 is a schematic representation of a computer system with an exemplary computer-based entry point finder
("EPF").
FIG. 2 is a flowchart showing an exemplary process performed by the EPF of FIG. 1 in the context of the overall
computer system.
FIG. 3 is a flowchart showing an exemplary process whereby the EPF of FIG. 1 extracts objects (that have source
code) from the computer system of FIG. 1.
FIG. 4 is a flowchart showing an exemplary process whereby the EPF of FIG. 1 extracts objects (that do not have
source code) from the computer system of FIG. 1.
FIG. 5 is a flowchart showing an exemplary process whereby the EPF of FIG. 1 stores the extracted objects in a
search platform.
FIG. 6A is a flowchart showing an exemplary process whereby the EPF of FIG. 1 finds relationships between an
object (that has no source code) and other objects.
FIG. 6B is a flowchart showing an exemplary process whereby the EPF of FIG. 1 finds relationships between an
object (that has source code) and other objects.
FIG. 7 is a flowchart showing an exemplary process whereby the EPF of FIG. 1 creates a graph database to facilitate
visualization of the computer system.
Each one of FIGS. 8A-8H is a partial schematic representation of the computer system and/or EPF of FIG. 1 showing
different interactions between various components thereof.
FIG. 9 is a schematic representation of an exemplary graph database with nodes and connectors that respectively
represent objects and relationships between objects from the computer system of FIG. 1.
FIG. 10 is a schematic representation of an exemplary impact assessment system, in which an EPF is being applied
to help automatically assess impact of a particular patch after being implemented on a target system.
FIG. 11 is a flowchart of an exemplary process for assessing the impact of a patch on a target system.
FIG. 12 is a schematic representation of an exemplary system, in which an EPF is being utilized, to facilitate automatic
detection of unnecessary accesses / privileges in the computer system among company employees.
FIG. 13 is a flowchart of an exemplary process of automatically detecting unnecessary accesses / privileges in a
computer system among company employees.
FIG. 14 is a schematic representation of an exemplary system, in which an EPF is being utilized, for generating
detection rules for security vulnerabilities based on vulnerability primitives.
FIG. 15 is a flowchart of an exemplary process for generating detection rules for security vulnerabilities based on
vulnerability primitives.

[0045] Like reference numerals refer to like elements.

DETAILED DESCRIPTION

[0046] A system, referred to herein as an "entry point finder" ("EPF"), and associated techniques are disclosed that
may, in certain implementations, enable easy identification of possible entry points that an attacker might use to com-
promise a computer system, such as, for example, an enterprise resource planning (ERP) system.
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[0047] In this regard, in a typical implementation, at a high level, the EPF extracts objects from the computer system,
for example, from the source code, a file, a data string, etc., stores the extracted objects in a search platform, finds
relationships among the objects, and creates a graph database to facilitate visualization and easy analysis and query
of the objects and their respective relationships. There are a variety of ways that the EPF and its output can be advan-
tageously utilized and leveraged to help understand an evolving computer system and to improve and help manage
security in the computer system. For example, in some implementations, EPF and its output can be advantageously
utilized and leveraged to help automatically detect unnecessary accesses / privileges among company employees,
automatically detect and understand the impact of a particular patch after implementation, and/or facilitate the automatic
generation of vulnerability detection rules based on vulnerability primitives.
[0048] FIG. 1 is a schematic representation of a computer system 100, in this case being an ERP system, and, coupled
to that computer system, various components that collectively form an entry point finder (EPF) 102 for the ERP system 100.
[0049] According to the illustrated example, the EPF 102 has a plurality of worker modules 104, a plurality of storage
modules 106, and a queue repository 108, with a plurality of queues. The ERP system 100 in the illustrated example
interfaces with the EPF 102 via one or more of the worker modules 104, and the worker modules 104, queue repository
108, and storage modules 106 are communicatively coupled to each other as indicated.
[0050] The worker modules 104 in the illustrated implementation include multiple components, including, a leader 110,
one or more extractors 112, one or more decompressors 114, one or more extractor Gs 116, one or more SOLR uploaders
118, one or more SOLR downloaders 120, one or more analyzers 122, one or more graph preprocessors 124 and one
or more CSV Creators 125. Of course, SOLR is just one possible database vendor. The scope of this application is not
limited to utilizing SOLR technologies. It is also noted that all of these components are not required, but instead, are
provided as a group for exemplary purposes.
[0051] The queue repository 108 in the illustrated implementation includes multiple components, including, a packages
queue 126, a CCode queue 128, a DCode queue 130, Object Type queues 132 (Type 1, Type 2, ... Type N), a PreACode
queue 134, an NSCObject queue 136, an ACode queue 138, a CSVNodes queue 140, and a CSVRel queue 142. It is
also noted that all of these components are not required, but instead, are provided as a group for exemplary purposes.
[0052] The storage modules 106 includes multiple component, including: a first storage module (Storage I) 144, a
second storage module (Storage II) 146, a third storage module (Storage III) 148, a fourth storage module (Storage IV)
150, and a search platform 152 (SOLR). It is also noted that all of these components are not required, but instead, are
provided as a group for exemplary purposes.
[0053] A typical EPF 102 also would include or be connected to one or more computer-based user interface terminals
(not shown in FIG. 1) that enable users to access, leverage, and interact with the EPF 102 and its associated output.
[0054] The computer system 100 (and the other computer systems or the like referred to herein) can be virtually any
kind of computer system. In various implementations, the computer system 100 may be or include one or more computer-
based real-time applications (RTAs). Examples of such RTAs include, but are not limited to, web servers, application
servers, database servers, operating systems and/or business critical applications (BCAs), among others. Examples of
BCAs include, but are not limited to, Enterprise Resource Planning (ERP), Customer Relationship Management (CRM),
Supplier Relationship Management (SRM), Supply Chain Management (SCM), Product Life-cycle Management (PLM),
Human Capital Management (HCM), Integration Platforms, Business Warehouse (BW)/Business Intelligence (BI) and
Integration applications developed by SAP, Oracle, Microsoft, Siebel, JD Edwards, PeopleSoft, etc. For purposes of
discussion and clarity, much of the discussion contained herein will assume that the computer system is a computer
system provided by the SAP® company, such as an ERP or other type business-critical application software. It should
be noted that a computer system containing a business-critical application is also referred to herein as a business-critical
application computer system.
[0055] FIG. 2 is a flowchart that represents an exemplary high-level overview of a process that the exemplary EPF
102 of FIG. 1 might perform.
[0056] In this regard, the illustrated process has the EPF 102 (at 202) extracting software objects from the computer
system, and decompressing, if necessary. More particularly, in a typical implementation, the leader module 110 extracts
these software objects.
[0057] An object may be thought of as an element in a computer system (e.g., a piece of source code, a software file,
or some other software aspect of which the computer system is comprised) whose graphical representation as a node
among other nodes (each respective node representing a corresponding one of the objects), where the nodes are
connected to one another based on relationships, functional or otherwise, between the corresponding objects, will be
desirable given a particular end goal for the EPF analysis. Generally speaking, in many instances, an object does not
relate to only a single line of code. Instead, an object would relate to a more abstract element represented by multiple
lines of code or even a complete source code file. It should be noted that objects are also referred to as software objects,
herein.
[0058] The specific aspects of the computer system that get treated as objects in this regard are generally context-
dependent, which means that the overall goal of a particular EPF analysis (e.g., detection of unnecessary privileges,
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impact detection after patch implementation, etc.), and/or the specific configuration of the computer system being exposed
to the EPF analysis, for example, may influence which specific aspects of the computer system end up being treated
as objects and which do not.
[0059] In a typical implementation, some of the objects will have source code (i.e., will represent or include one or
more lines of source code) from the computer system, but some of the other objects may not have source code. In a
particular implementation, for example where the computer system at issue is a business-critical application from the
SAP® company, the objects that have source code may include one or more of: reports, functions, modules, includes,
subroutines, methods, etc.. In those kinds of implementations, the objects that do not have source code may include
one or more of: transaction codes, authorization objects, function groups, classes, tables, Internet Communication
Framework (ICF) services, components, packages, etc.
[0060] Reports may be considered as programs that define a feature capable of being executed by an end-user.
Functions may refer to sub-programs that contain sets of reusable statements with importing and exporting parameters
that can be executed independently. Modules may refer to processing blocks (e.g., with routines and/or subroutines) in
a program. Includes may refer to programs that act as repositories that allow the use of the same source code in different
programs. Subroutines may refer to reusable sections of code that are modularization units within a program where one
or more functions are encapsulated in the form of source code. Methods may include procedures that are executed
when a message is received.
[0061] Transaction codes may be alphanumeric codes, for example, that can help guide a user to a screen for a
particular task to be performed. Authorization objects may be composed of groupings of fields, where the values in these
fields are used in authorization checks. Function groups may be a container for function modules. Classes may be
abstract descriptions of objects. Tables may be arrays of information. ICF services may store web services offered by
the computer system. Components may define the attributes of certain ABAP objects. Packages may help developers,
for example, modularize, encapsulate and decouple units in the computer system.
[0062] Generally speaking, some computer systems (e.g., computer systems from the SAP® company) may organize
their source code into packages, or the like. In general terms, packages (e.g., those available from the SAP® company)
may be designed to help developers modularize, encapsulate, and/or decouple units in the computer system.
[0063] In some implementation, each respective source code-related object (i.e., object that has source code) that
get extracted from the computer system will relate to one and only one of the respective packages from the computer
system. Of course, in some instances, a single package may contain more than one object (in fact, some contain many
objects). For example, a package called "Package1" might contain five different objects: 2 Reports, 2 Functions, and 1
Function group.
[0064] In some implementations, some (or all) of the objects may be compressed and/or encrypted when they are
extracted from the computer system. In those implementations, additional processing (e.g., decompression and/or de-
cryption) may be required on the extracted source code, for example, to access the underlying plain text associated with
the extracted source code. In those types of implementations, the EPF 102 may include one or more decompressors
(shown in FIG. 1) and/or one or more decryption engines (not shown in FIG. 1), as appropriate.
[0065] Generally speaking, the details of the process used to extract a particular object may depend on whether that
particular object has source code or not.
[0066] FIG. 3 details an exemplary implementation of the EPF 102 extracting (202a) objects that have source code
from the computer system 100.
[0067] First, according to the illustrated implementation, the EPF 102 queries (at 302) the computer system 100 (e.g.,
from the SAP® company) for the names of the packages associated with the computer system 100. In response to this
query, the leader 110 worker module (at 304) receives a list of package names associated with the computer system
100 and (at 306) stores that list of package names in a first queue (i.e., the packages queue 126) of the queue repository
108. These concepts are represented schematically in FIG. 8A. In the exemplary implementation represented in FIG.
8A, and elsewhere in this application, the queue repository may be Redis™ queue repository software but, of course,
other queue repository software may be used instead.
[0068] Next, according to the illustrated implementation, the EPF 102 (at 308) extracts the source code from the
computer system 100. More particularly, in this regard, after the EPF receives the list of package names (at 304), one
or more of the extractors 112 start extracting the source code from the computer system 100.
[0069] As the source code can be divided into packages, in a typical implementation, each one of the involved extractors
112 may select a particular package name from the first queue (i.e., the packages queue 126) and start to extract, from
the computer system 100, all of the objects associated with the source code from the package having the selected
package name. Once all of the objects associated with the source code having the selected package name have been
selected, the extractor may select a different (previously unselected) package name from the packages queue and start
to extract, from the computer system 100, all of the objects associated with the source code from the package having
that different (previously unselected) package name. In a typical implementation, each specific extractor (from a plurality
of extractors) will proceed in this manner - operating in parallel -- until all of the packages from the computer system
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have had their source code extracted.
[0070] According to the illustrated implementation, for each respective object in a selected package, the extractor 112
(at 310) obtains the source code, which may be compressed, saves (at 312) the compressed source code in a first
computer-based memory (e.g., "storage I") 144, and pushes (at 314) the location of this stored compressed source code
to the CCode queue 128. Code in this example stands for "Compressed Code." These concepts are represented sche-
matically in FIG. 8B. In a typical implementation, once an extractor 112 finishes extracting all of the source code for a
selected one of the packages, that extractor will select another package name from the packages queue and essentially
repeat the steps outlined above. This process is generally repeated until all of the packages identified in the packages
queue 128 have been extracted.
[0071] One benefit of having source code that is already divided into packages before extraction is that the extraction
process can easily be performed in a distributed fashion (i.e., with multiple extractors 112 working simultaneously on
different packages), which can help the system operate more quickly and potentially with greater accuracy.
[0072] Next, according to the illustrated implementation, the compressed source code that has been extracted from
the computer system is decompressed (at 316). Decompression may be performed by one or more decompressors 114.
In some implementations, each time an extractor 112 finishes extracting the source code for a particular object (there
is generally no need to finish extracting all of the objects in a package before proceeding), one of the decompressors
114 learns of the location for that package from the CCode queue 128, and obtains the compressed source code for
the corresponding object from the first computer-based memory storage 144. The decompressor 114 then decompresses
the source code for that object and (at 318) stores the decompressed source code in a second computer-based memory
storage (e.g., "storage II" in FIG. 1) 146. The location of the decompressed code for that object is then pushed (at 320)
to the DCode queue 130 in the queue repository 108. DCode stands for Decompressed Code. This is represented
schematically in FIG. 8C.
[0073] As previously mentioned, in a typical implementation, there are some objects that do not have source code.
FIG. 4 details an exemplary process (202b), performed by the EPF 102, for extracting non-source code-based objects
from the computer system 100. These kinds of non-source code-based objects, which may be referred to as Globals
(or global objects), tend to be easier to extract than source-code based objects. Some of the non-source code-based
objects may be related to packages and some of the non-source code-based objects may not be related to packages.
[0074] According to the illustrated implementation, the non-source code-based objects are extracted (at 402) from the
system 100 by the extractorG 116. In this regard, the extractorG 116 extracts all global objects, and, as they do not have
any source code to decompress, the extracted global objects may be pushed (at 404) directly into different object queues
132 (e.g., table object type queue, authorization object type queue, transaction code object type, ... object type N queue)
in the queue repository 108. Generally speaking, in order to effectively organize this information, there is one queue for
each type of non-source code-based object. This is represented schematically in FIG. 8D.
[0075] Referring again to the flowchart of FIG. 2, after extracting the objects from the computer system 100, the
exemplary method includes (at 204) storing the extracted objects in a search platform 152.
[0076] The search platform 152 can be virtually any search platform. In one exemplary implementation, the search
platform is the Solr™ platform, which is an open source enterprise search platform from the Apache™ Software Foun-
dation. In a typical implementation, the SOLR platform may facilitate one or more of: full-text searching capabilities, hit
highlighting, faceted searching, real-time indexing, dynamic clustering, database integrating, NoSQL features, rich doc-
ument (e.g., Word, PDF) handling, etc. Providing distributed search and index replication, the Solr™ platform is also
generally designed for scalability and fault tolerance.
[0077] In a typical implementation, one or more of the Solr uploaders 118 (at 502, see FIG. 5) reads the decompressed
source code from the second computer-based memory storage ("storage II") 146 (based on the location information in
the DCode queue 130) and reads the non-source code-based objects from the different object queues 132. The one or
more Solr uploaders 118 (at 504, see FIG. 5) store everything they read into the SOLR™ platform with an intelligent
structure, perhaps adding in some meta-data too to facilitate future searches. The Solr™ platform is generally very
efficient in performing text searching and also has a great rate of compression, which means that the size used to store
the objects generally can be much smaller than would be required if simply storing the data in a file system. This is
represented schematically in FIG. 8E.
[0078] Referring again to the flowchart of FIG. 2, after storing the extracted objects in a search platform, the exemplary
method includes (at 206) finding relationships between the stored objects.
[0079] In a typical implementation, whether two objects are related (or not) may depend on context. For example, if
the objects are or include programming objects, a person may want to know when a particular object uses another object,
or when a particular object is an instance of another object, etc. If such uses or instances exist, then, depending on
context, the indicated objects might be considered to be related to one another. Alternatively, one may want to know
when a particular piece of code reads from a particular table, or when a particular functionality checks for a particular
authorization object or a particular privilege, or when a particular web service executes a particular program, etc. If such
reading, checking, or executing exists, then, dependent on context, the indicated objects might be considered to be
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related to one another. These are just some examples of possible relationships that could be of interest to an end-user.
[0080] In one exemplary implementation, the types of relationships that the system 100 finds between objects might
include: Calls (e.g., relationship used when an object calls another object), Contains (e.g., relationship between a Package
object and any other object), Checks (e.g., relationship between any object and an authorization check object), Includes
(relationship between any object and an Include object), Implements (relationship between a Class object and a method
object), Handles (relationship between an ICF service object and a Class object), Belongs (relationship between a
Package object and a Component object), Defines (relationship between any object that creates a new subroutine and
the Subroutine object), and Performs (relationship between any object that executes a subroutine and the Subroutine
object).
[0081] As we have already mentioned, objects can be divided in two groups: objects that have source code, and
objects that do not have source code. FIG. 6A is a flowchart showing an exemplary process for finding relationships for
an object that has source code. FIG. 6B is a flowchart showing an exemplary process for finding relationships for an
object that does not have source code.
[0082] For objects that do not have source code (FIG. 6B), finding relationships to other objects tends to be relatively
straightforward, because the system 102 itself provides the needed information to understand if two particular objects
are related. For instance, to know which class handles a certain ICF service, all that may be required is to execute a
particular query.
[0083] For objects where there is source code, finding relationships to other objects can be much more complex. For
objects where there is source code (FIG. 6A), the system 102 typically reads each statement of the source code and,
attempts to understand if any statements in the source code might define a relationship between objects.
[0084] In an exemplary implementation, analyzing the source code of a Report object called ’Report1’ might reveal
the following statement:
CALL FUNCTION function1.
The presence of this statement in Report 1 indicates that there is a relationship of the type "CALLS" between the object
Report1 and the object Function1. In a typical implementation, the system 102 of FIG. 1 is configured to be able to make
this kind of determination.
[0085] As another example, analyzing the source code of a Function object called ’Function1’ might reveal the following
statements:

AUTHORITY-CHECK OBJECT ’AUTH_OBJ_1’
ID ’FIELD1’ FIELD ’VALUE01’
ID ’FIELD2’ FIELD ’VALUE02’.

The presence of these statements in Function 1 indicates that there is a relationship of the type "CHECKS" between
the object Function1 and object AUTH_OBJ_1. In a typical implementation, the system 102 of FIG. 1 is able to make
this kind of determination.
[0086] Code analysis in this regard may be carried out, in a typical implementation, by the one or more analyzers 122.
Typically, each analyzer 122 takes as its input the source code of an object and essentially reads one statement at a
time from the source code of the objects. The algorithm(s) executed by the analyzer 122 in this regard can include
varying levels of complexity. For example, the algorithm(s) are generally adapted to deal with things such as asynchronism
(for example: in order to find a specific type of relationship one may query the graph database once all the EPF processes
are finished and then reload it with further calculated relationships) and not-explicit-statements.
[0087] Assume the source code for a particular object includes the following two statements in Report 1:

x = ’function1’.
CALL FUNCTION x.

In that case, the EPF 102 is able to determine - by considering multiple (e.g., two or more) lines of source code -- that
there is a relationship "CALLS" between Report1 and function1. In some instances, some (or all) of the multiple lines of
source code considered are consecutive lines of source code. However, that is not required. Indeed, in some instances,
some (or all) of the multiple lines of source code may be not consecutive lines of source code.
[0088] In some implementations, in order to find relationships among the objects, the one or more SOLR Downloaders
120 (at 602 in FIG. 6A and 652 in FIG. 6B) accesses the objects stored in the SOLR platform.
[0089] If a particular object does not have any related source code (FIG. 6A), the object will be pushed (at 604, FIG.
6A) directly to the NSCObjects queue 136 ("NSCObjects" stands for Non-SourceCodeObjects). At this point, any rela-
tionships can be found by executing appropriate query(ies) (at 606).
[0090] If a particular object does have associated source code (FIG. 6B), the source code is saved in the third computer-
based memory storage ("Storage III") 148 and its location is pushed to the preACode queue 134 ("preACode" stands
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for pre Analyzed Code).
[0091] The foregoing is represented schematically in FIG. 8F.
[0092] Next, each respective one of the analyzers 122 will select (at 656) a particular source code location, that
corresponds to an object to be analyzed, from the preACode queue 134, get the source code stored at the indicated
location from the third computer-based memory storage ("Storage III") 148 and begin analyzing that source code. Ac-
cording to the illustrated example, each analyzer 122 analyzes the source code for a particular object one line at a time
(see 658). In this regard, the analyzer 122 determines (at 660) whether the particular line of source code under consid-
eration defines or indicates any relationships with other objects. If so, the system creates or adds to a data structure for
that object to identify all of the identified relationships for that object. Then, the analyzer 122 determines (at 664) whether
there are any lines of source code associated with the object under consideration that have not yet been analyzed. If
so, the analyzer 122 selects the next line of source code for the object under consideration and analyzes it (at 660).
Otherwise, the analyzer 122 considers (at 666) whether there are any other objects whose source code has not yet
been analyzed by it or by any of the other analyzers. If so, the analyzer selects (at 656) a new source code location for
an as-yet unanalyzed object and begins to analyze the corresponding object - again, typically, one line at a time. If the
analyzer 122 determines (at 666) that all of the objects have been analyzed already, then the analyzer(s) 122, in the
illustrated implementation, output (at 668) a data structure for each analyzed object that specifies all of the relationships
for each respective analyzed object. Of course, in various implementations, the analyzer(s) 122 may output these data
structures one by one as each one gets produced - and not wait until all of the objects have been analyzed. These data
structures are pushed (at 670) to the ACode queue 138 ("ACode" stands for AnalyzedCode).
[0093] The foregoing is represented schematically in FIG. 8G.
[0094] Referring once again to the flowchart of FIG. 2, after finding relationships between the objects extracted from
the computer system 100, the exemplary method includes (at 208) organizing the extracted data, including the objects
and their respective relationships, in a particular way that will facilitate its further usage. More particularly, in the illustrated
implementation, organizing the data in this manner entails creating a graph database to facilitate visualization of the
objects of the computer system 100 and their respective relationships to one another.
[0095] In some implementations, the graph database is a database that uses graph structures for semantic queries
with nodes and connections between nodes respectively representing objects and relationships between objects. This
kind of database may allow the stored data to be linked together directly, and in many cases retrieved with one operation.
[0096] In a typical implementation, producing the graph database and making available relatively simple querying
functionality, and facilities for graphical visualization provide a most useful tool for analyzing and understanding the
computer system 100 at issue and leveraging that information toward improving overall computer system 100 perform-
ance, security, etc.
[0097] In this regard, in a typical implementation, the EPF 102 may apply graph theory to model information in a way
that can help answer questions that would not be easy to respond to if the information were not so modeled in this fashion.
[0098] In a typical implementation, and referring now to the exemplary implementation in FIG. 7, the GraphPreproc-
essors 124 (at 702) get the information that is stored in the NSCObjects queue 136 and the ACode queue 138 and
generate (at 704) the nodes and the relationships (edges) among the nodes in a particular structure (e.g., where each
node corresponds to an object). As an example, this is what the particular structure for REPORT1 and FUNCTION1
showing all their outgoing relationships might look like:

[0099] Next, in the illustrated implementation, the particular structure(s) - representing the nodes (objects) and asso-
ciated relationships are stored (at 706). In this regard, the CSVNodes queue 140 will store information about each nodes
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and the CSVRel queue 142 will store information about the relationships between nodes (objects). According to the
illustrated implementation, the system is configured to produce (at 708) a standard structured output by exporting the
graph logic (e.g., the nodes and their corresponding relationships) as Comma-Separated Value (CSV) structures. This
job is done by the CSVCreators 125, which may be in charge of reading the output of the GraphPreprocessors 124 and
generating Comma Separated Values files (.csv) which will be saved (at 710) in a computer-based memory storage
("Storage IV") 150. The foregoing is represented schematically in FIG. 8H.
[0100] This is an example of the list of CSVNodes for Reports:

Node ID, Object Name
1, Report1
4, Report2
5, Report3

[0101] This is an example of the list of CSVNodes for Functions:

Node ID, Object Name
2, Function1
3, Function2
6, Function3

[0102] This is an example of the list of CSVNodes for Authorization Objects:

Node ID, Object Name
7, AuthObj1
8, AuthObj2
9, AuthObj3

[0103] This is an example of the list of CSVRels (there is typically only one list for all the relationships):

Relationship ID,Origin Node,Destination Node,Relationship Type
1, 1, 9, CHECKS
2, 1, 2, CALLS
3, 2, 4, CALLS
4, 2, 7, CHECKS
5, 2, 6, CALLS

[0104] The final part of the process represented in FIG. 7 is the creation (at 712) of a database that may be based on
the CSV files. In some implementations, a software tool called neo4j may be used to do this. An example of what this
type of database would represent (graphically) is shown in FIG. 9, which includes many nodes (circles), each of which
represents an object from the computer system 100, and lines interconnecting the nodes to indicate relationships,
functional or otherwise, there between.
[0105] This tool facilitates loading the CSV files into a database, so that the database can be queried - asking about
nodes and relationships and producing (e.g., at a computer screen at a computer terminal, etc.) a visualization of the
results.
[0106] As an example, if a particular user wanted to know all the objects that at some point would call a specific report,
he or she could ask: "I want all nodes that have a relation of type CALLS to the node of name ’Report1’", or in other
words: "I want all the objects that calls Report1 in some part of its code". In a typical implementation, being able to
answer this kind of query, opens up a very wide window of possibilities for gaining intelligence over the objects, and
finding interesting patterns that would not be available without access to the functionalities disclosed herein. Indeed,
there are several possible applications for this technology some of which are specifically mentioned herein.

Automatic Impact Assessment of Patch Implementation

[0107] An entry point finder (EPF) can be leveraged to help assess the impact of patch implementation on a computer-
based target system.
[0108] From time-to-time computer systems need to be, or at least should be, patched. Generally speaking, a patch
is a piece of software designed to update a computer program and/or its supporting data, to fix or improve it. Patches
may, for example, fix security vulnerabilities and/or other bugs and/or improve system usability or performance. Although
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intended to fix problems and make systems better, a poorly designed patch can sometimes introduce new problems
into the system. In some instances, a patch update may break a particular functionality, for example, by removing
components that may be required to support that functionality. For these, and some other, reasons, companies can be
reluctant, or simply refuse, to implement patches that may truly be needed.
[0109] This problem is sometimes compounded by the fact that patches do not generally come with sufficient information
to facilitate thorough testing of the patch and/or the patched system after that patch has been implementation. For
compliance, regulatory and/or other reasons, for example, companies may need or want to show that an implemented
patch and/or the resulting patched system are operating properly and have been tested to prove that fact. The testing,
in this regard, may ease concerns about whether a particular patch may have created a problem in a particular system.
[0110] Of course, computer systems can be very large and complex, and often, no one person or even group of people
may have a thorough understanding of the system and/or the impact that a particular patch might have on a large and
complex system. For some of these companies, it can be difficult, if not impossible, to even figure out how to test an
implemented patch or the resulting patched system to confirm the absence of any patch-created problems.
[0111] In addition, of course, if there is a break that occurs due to a patch being implemented, the resulting damage
can be severe. In fact, in some instances, if a process, particularly a critical one, is broken or disrupted, the consequences
that flow from that break or disruption may end up being worse than any consequences that would have come from
simply leaving the system unpatched (and, therefore, potentially vulnerable).
[0112] In certain implementations, the entry point finder (EPF) concepts disclosed herein can be applied advanta-
geously to help address these sorts of concerns by making it easier to understand the impact that a particular patch
might have on a computer system. In this regard, reference is made to FIG. 10, a schematic representation of an
exemplary impact assessment system 1000, in which an EPF 102 is being used to help assess the impact that a particular
patch (or patches) might have on a particular target computer system 1100 where the patch is to be implemented.
[0113] With the insight that can be provided by the impact assessment system 1000 of FIG. 10, a system administrator
can be confident that a robust, yet efficient, testing regime can be designed to check whether any problems may have
been created by deploying a patch on a particular system. This kind of testing will either confirm that no such problems
exist, or if such a problem exists, the system administrator will have enough knowledge to effectively manage the problem
before it damages the company.
[0114] The illustrated impact detection impact assessment system 1000 has a user activity extractor 1502, a first
computer database ("knowledge base of activity") 1504, a second computer database ("knowledge base of patches")
1506, a third party missing patches detector 1508, a fixed objects identifier 1510, the EPF 102, a relevant entry points
calculator 1512, and an impacted users calculator 1514.
[0115] According to the illustrated implementation, the user activity extractor 1502 is communicatively coupled to the
target system 1100, and the knowledge base of activity 1504 is communicatively coupled to the user activity extractor
1502. The fixed objects identifier 1510 is communicatively coupled to the knowledge base of patches database 1506
and to the third party missing patches detector 1508. The EPF 102 is communicatively coupled to the fixed objects
identifier 1510. The relevant entry points calculator 1512 is communicatively coupled to the knowledge base of activity
database 1504 and to the EPF 102. The impacted user calculator 1514 is communicatively coupled to the relevant entry
points calculator 1512.
[0116] In the illustrated implementation, the relevant entry points calculator 1512 is configured to output a list of relevant
entry points to test by patch 1516 and the impacted users calculator 1514 is configured to output affected users by patch
1518.
[0117] In a typical implementation, the user activity extractor 1502 can be or can include virtually any kind of technology
that is capable of extracting or learning what specific activities are actually executed by users on the system 1100 during
a particular period of time. In this regard, the user activity extractor 1502 may query the target system 1100 for information
about the end user activities on target system 1100. In some implementations, the user activity extractor 1502 includes
or leverages a system logging feature to learn what specific activities are actually executed. The system logging feature
may related to, for example, security audit logs, audit trails, user activity logs, business transaction logs, HTTP access
logs, etc.
[0118] Generally speaking, a security audit log (from the SAP® company, for example) may be considered to be a
tool that creates records of various types of activities that occur in a system (e.g., 1100). Some of the items that a security
audit log might record include: security-related changes to the system 1100 (e.g., changes to user master records),
information regarding logon attempts (e.g., successful and/or unsuccessful logon attempts), and/or information that
enables the reconstruction of a series of events (e.g., successful or unsuccessful transaction starts). More specifically,
in some implementations, the following types of information may be automatically recorded in a security audit log:
successful and unsuccessful dialog logon attempts, successful and unsuccessful remote function call (RFC) logon
attempts, RFC calls to function modules, successful and unsuccessful transaction starts, successful and unsuccessful
report starts, changes to user master records, changes to the audit configurations, users logins, transactions started,
reports executed, other function calls, roles assignments, system shutdowns, audit changes, etc. An audit trail may be,
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for example, a security-related chronological record, set of records, and/or destination and source of records that provide
documentary evidence of a sequence of activities that have affected at any time a specific operation, procedure, or event
in the system 1100. A user activity log may be, for example, a transcription of various activities, etc., including, for
example, names of applications run, titles of pages opened, URLs, text (typed, edited, copied/pasted, etc.), commands,
and/or scripts. A business transaction log may include, for example, a detailed record of all activity that relates to business
transactions for a company. An HTTP access log may include, for example, a detailed of all successful and unsuccessful
attempts to access, for example, an HTTP address.
[0119] The knowledge base of activity 1504 can be, for example, any kind of computer-based database that contains
information about activities on the system. Generally speaking, the knowledge base of activity 1504 will include, or
eventually be loaded with, a list that identifies all of the user activities (and/or other activities) on or related to the system
during a particular period of time. The knowledge base of patches 1506 can be, for example, any kind of computer-
based database that contains, or will eventually be loaded with, a list that identifies all of the patches available for a
given product. In some exemplary implementations, the knowledge base of patches 1506 may include, for each patch,
a patch identifier (ID), a title, criticality of the patch, components affected by the patch, and/or solutions associated with
the patch.
[0120] At a high level, the illustrated impact assessment system 1000 is configured to identify any entry points (e.g.,
objects that can be executed by an end-user) in the target system 1100 that may be impacted by one or more patches
being implemented on the target system 1100 and that actually have been used by an end user of the target system
1100 within some end user-specified period of time. Once identified, these, and possibly only these, end points can be
tested to efficiently confirm that the patch implementation did not create any problems with the target system 1100.
[0121] FIG. 11 is a flowchart of just such an exemplary process that involves identifying, with the impact assessment
system 1000, any entry points in a target system 1100 that have been or will be impacted by the implementation of one
or more patches on the target system 1100 and that have been used by end users of the target system 1100 within
some user-specified period of time. The illustrated flowchart also shows testing of the system after patch implementation,
with a particular focus on the identified impacted entry points, to efficiently check whether the implemented patch(es)
may have created any problems with respect to the target system 1100.
[0122] According to the illustrated process, a user of the system specifies (at 1520) a time period that the impact
assessment system 1000 should consider relevant for purposes of identifying actual end user activities that have hap-
pened or that will happen on the target system 1100. In this regard, the impact assessment system 1000 may have a
computer-based user interface terminal (not shown in FIG. 10), with a screen that enables or prompts the user to specify
a desired time period. The time period may be associated with virtually any length of time (e.g., a day, a week, a month,
three months, a year, etc.) and may start at virtually any particular point in time.
[0123] In a typical implementation, the impact assessment system 1000 is configured to consider any end user activities
that may have occurred (or that will occur) on the target system 1100 during the user-specified time period. Generally
speaking, of course, if the user-specified time period is longer, system 1000 accuracy (in identifying critical entry points)
may be improved. That said, generally speaking, if the user-specified time period is longer, then the system 1000 may
need more time to execute its intended functionalities.
[0124] Next, according to the illustrated implementation, the system 1000 (at 1522) obtains information about user
activities on the target system 1100 during the user-specified time period.
[0125] If the end user has specified a particular time frame (e.g., one month), and information about user activities on
the target system 1100 already has been collected for a corresponding period of time frame (e.g., the previous month),
then, in some implementations, the already-collected information about user activity on the target system 1100 may be
transferred substantially right away, via the user activity extractor 1502, to the impact assessment system 1000. In some
implementations, however, efforts to collect information about user activities on the target system may begin only after
the end user specifies the desired time frame, and, in those instances, the collection efforts would continue for the user-
specified time period (e.g., one month). In the latter situation, the overall process (represented in the illustrated flowchart),
of course, will be delayed until this learning step is completed.
[0126] If the target system 1100 is a typical SAP® system, then the information about user activities on the target
system may come from at least two possible sources: a security audit log for the target system 1100 and/or an HTTP
access log for the target system 1100. In some implementations, this information may come from one or more other
source, such as a business transaction log, for example.
[0127] Atypical security audit log will record a variety of different types of information (e.g., users logins, transactions
started, reports executed, function calls, roles assignments, system shutdowns, audit changes, etc.). However, in a
typical implementation, the impact assessment system 1000 is generally only interested in activities or events recorded
by the security audit log that relate to direct user activities or operations on the target system 1100.
[0128] Therefore, in a typical implementation, the information that gets delivered to the impact assessment system
1000 from the security audit log about user activities on the target system 1100 includes information about: 1) transactions
started (e.g., Transaction &A Started), 2) reports started (e.g., Report &A Started), and/or 3) successful function calls
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(e.g., Successful RFC Call &C (Function Group = &A)), where &A and &C are fields that may be replaced by the actual
objects names. A specific example of these types of activities /events may look like this: 1) Transaction SU01 started,
2) Report RSUSR003 started, and/or 3) Successful RFC Call RFC_READ_TABLE (Function Group = SDTX).
[0129] Atypical HTTP access log only records any HTTP requests performed by end-users of the target system 1100
through a web browser. These are essentially user-initiated requests to uniform resource locators (URLs), such as
"192.168.100.25 - user_1 - [31/Oct/2002:10:46:34 +0200]" GET /catalog/index.html " 200 380." In a typical implemen-
tation, the information that gets delivered to the impact assessment system 1000 from the HTTP access log about user
activities on the target system 1100 includes information about the recorded user-initiated requests.
[0130] Generally speaking, information about these four types of events (e.g., transactions started, reports started,
successful function calls, and URL requests) provides a fairly good indication of user activities on the target system over
the specified period of time. That is because, in a typical implementation, most, if not all, user activities on a target system
will involve a URL request, a transaction, a report or a function call.
[0131] In a typical implementation, once this information (about transactions started, reports started, successful function
calls, and URL requests) is received by the system 1000, it may be processed to produce a table like Table 1, below:

[0132] Table 1 identifies various users of the target system 1100, types of activities executed by those users on the
target system, and objects executed upon through the indicated activity types. This table, or one like it, may be stored
in or as the knowledge base of activity 1504.
[0133] According to the illustrated flowchart, the impact assessment system 1000 (at 1524) identifies, with the fixed
object identifier 1501, any objects in the target system 1100 that either have been fixed or will be fixed by one or more
patches implemented on the target system 1100. In a typical implementation, the impact assessment system 1000 does
this by leveraging information in the knowledge base of patches 1506 and information identified by the third party missing
patches detector 1508. In this regard, the fixed objects identifier 1510 typically accesses and/or interacts with the knowl-
edge base of patches 1506 and/or the third party missing patches detector 1508 to identify a list of objects ("fixed objects")
from the target system 1100 that have been or will be fixed by one or more patches that have been or will be implemented
on the target system 1100.
[0134] Next, this list of fixed objects is provided to the entry point finder (EPF) 102 and the EPF 102 (at 1524) identifies
all of the entry points on the target system 1100 that could be impacted by the fixed objects being fixed.
[0135] Next, according to the illustrated process, the impact assessment system 1000 (at 1526) cross-references the
information about actual user activities on the target system 1100 during the user-specified time period against the entry
points on the target system 1100 identified by the EPF 102 that could be impacted by the objects having been fixed.
This cross-referencing produces (at 1528), for example, an identification of all the entry points on the target system 1100
that could be impacted by the objects being fixed and that have been used by a user during the specified period of time.
Additionally (or alternatively), in some implementations, the information produced by the cross-referencing may include,
for example, 1) a list of functions impacted by one or more associated vulnerabilities and that need to (or that should)
be tested after the patch is implemented (fixed reason 1), 2) a list of end users that are actually using those functions
and which process(es) those end users are actually involved in (fixed reason 2), and 3) with previous two items, which
of the impacted functions were never used (thereby, reducing the scope of testing (time and cost).
[0136] Armed with this important information, the system administrator, for example, can design and execute (at 1530)
an efficient, yet robust, testing regime on the patched target system 1100 to confirm that no problems have been created
by the patch implementation, or to identify any such problems clearly so that they can be rectified.

TABLE 1

User Type of Activity Object executed

user_1 Transaction transaction_1

user_1 Report report_1

user_1 Transaction transaction_2

user_2 Transaction transaction_3

user_2 Function function_1

user_2 Function function_2

user_3 Transaction transaction_2
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Using an EPF to identify objects in the target system impacted by a patch

[0137] One of the functionalities represented in the flowchart of FIG. 11, is that the EPF 102 is used to identify objects,
including entry points, in the target system 1100 that have been or will be impacted by a patch.
[0138] One feature of the impact assessment system 1000 is that it has a database (i.e., the knowledge base of
patches 1506) with information about the patches implemented on the target system 1100. This database 1506 generally
contains a full list of available patches, and corresponding information, for a given product on the target system 1100.
For each patch, the database 1506 generally contains detailed information, such as, for example: the patch ID, the title,
criticality, any affected components, the solution, a fixed object, etc. From the list of attributes for each patch, an important
one is the fixed object. Generally speaking, the fixed object is an object in the target system 1100 that has been (or that
needs to be) modified in order to solve an issue that the patch is intended to address.
[0139] In some instances, the fixed object may be identified in the patch itself. In that case, it is generally easy for the
fixed object information to be loaded into the knowledge base of patches 1506 for use by the impact assessment system
1000. However, in some instances, the patch may not include that kind of information, and so, additional processing
may be required to identify the fixed object associated with a particular patch.
[0140] Generally speaking, there are several possible ways to identify a fixed object associated with a particular patch.
According to one example, the impact assessment system 1000 may make a binary differential comparison or java
differential comparison or plain-text code differential comparison associated with a given patch and a previous patch,
or by comparing objects from the target system 1100 before patching with the same objects from the target system 1100
after patching. The differences identified by these differential comparisons would essentially identify or at least be
associated with the fixed object(s) for that patch. Another possible way to identify a fixed object associated with a
particular patch could entail calculating a hash for each object of the system, and then calculating the same type of hash
again after applying the patch. Those objects whose hashes changed would essentially identify or be associated with
the fixed object(s) for that patch.
[0141] The knowledge base of patches 1506 may have information about a wide variety of patches. However, the
processing functionalities associated with impact assessment system 1000 generally only utilize information about the
patches that are relevant to the target system 1100. A certain patch, for example, may apply to a certain version of a
product, but not for other versions (e.g., not for a version that is on the target system 1100). Thus, in a typical imple-
mentation, the impact assessment system 1100 may be configured to filter the information in the knowledge base of
patches to produce a filtered list that includes information about only those patches that are relevant to the target system
(e.g., that have been, or will be, applied to the target system 1100). This filtered list of relevant patches may be produced
by a third party tool, like any software product that is able to retrieve the list of relevant patches for a given system.
[0142] In a typical implementation, once the filtered list of relevant patches has been produced, the EPF 102 leverages
that information. In general, the EPF 102 should be fully operational, and loaded with information from the target system
1100 when it is used to identify entry points associated with the fixed objects in the target system 1100.
[0143] In a typical implementation, for each Patch ID associated with a fixed object, the impact assessment system
1000 may query the EPF 102 for all of the entry point objects that are connected somehow to the fixed object. At the
end of this process, there will be a full list of affected Entry Points for each relevant patch.

An exemplary implementation: an SAP® System

[0144] This (Table 2) is a simplified version of an exemplary list of relevant patches for an exemplary system A:

[0145] In this exemplary implementation, for each distinct object identified, the impact assessment system 1000 refers
to the graph database of the EPF 102 to determine any related entry points. A query (in neo4j, called Cypher, for example)
for entry points calling a specific subroutine object is:

Table 2

Patch ID Fixed Object Type of object

1 object_1 Subroutine

2 object_2 Class Method

3 object_2 Class Method

3 object_3 Function
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[0146] This can be read as "find all the entry_points (objects of type transaction, report, function or url) that have a
path (with 10 node steps maximum) that at the end PERFORMS the specific fixed_object object_1 of type subroutine".
[0147] A second example where the fixed object is a class method is:

[0148] This can be read as "find all the entry_points (objects of type transaction, report, function or url) that have a
path (with 10 node steps maximum) that at the end CALLS the specific fixed_object object_2 of type class method".
[0149] At the end of this process, for each fixed object, the impact assessment system has a list of entry points that
are impacted by that object. This list may look like this (Table 3):

[0150] Based on this list, the impact assessment system 1100 can get the first initial set of impacted objects that need
to (or should) be tested after the patch implementation. This means that if a company implements the relevant patches,
then the above listed entry points must (or should) be tested in order to ensure everything continues working as it should.
[0151] One of the functionalities described above involves the impact assessment system 1000 essentially learning
the activities actually executed by users on the target system 1100 in a given period of time. This step is essentially
about learning the operations that are executed by users in their daily work. Having the information about daily operations,
the system 1000 will be able to determine, from the full (or filtered) list of entry points, which of the entry points are truly
relevant to users’ daily operations.
[0152] As mentioned above, the end-user of the impact assessment system typically specifies the relevant time period,
which could be a day, a week, a month, a year, etc. For discussion purposes, let’s assume that the specified time period

Table 3

Fixed Object Affected Entry Point Type Affected Entry Point Name

object_1 URL url_1

object_1 Transaction transaction_1

object_1 Transaction transaction_2

object_2 Report report_1

object_2 Function function_1

object_2 Function function_2

object_2 URL url_2

object_3 Transaction transaction_1

object_3 Function function_3
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is one month. In this exemplary implementation, if the SAP® system already has user activity information from the past
month, the impact assessment system asks for all the events in the last month. Otherwise, the SAP® system starts
recording at that time and continues to record for one month in order to get the desired user activity. In the case of an
SAP® system, this impact assessment system 1000 is fed by two (or more) main logging features of the SAP® system:
the security audit Log and the HTTP access log.
[0153] The security audit log typically records user logins, transactions started, reports executed, function calls, roles
assignments, systems shutdown, audit changes, and so on. As mentioned above, the information from the security audit
log that typically is most relevant to the impact assessment system 1000 includes: 1) Transaction &A Started, 2) Report
&A Started, and 3) Successful RFC Call &C (Function Group = &A), where &A and &C are fields that can be replaced
by the actual objects names, for example, Transaction SU01 started, Report RSUSR003 started, and Successful RFC
Call RFC_READ_TABLE (Function Group = SDTX).
[0154] The HTTP access log records HTTP requests performed by end-users through a web browser. As mentioned
above, the information recorded by the HTTP access log that typically is most relevant to the impact assessment system
1000 is the request to a url, for example: 192.168.100.25 - user_1 - [31/Oct/2002:10:46:34 +0200] " GET
/catalog/index.html " 200 380.
[0155] During a month, these 4 types of events typically are recorded and stored into a database of events. After that,
it is processed and the result is a table like the following (Table 4):

[0156] Here we have information that might, in a typical implementation, occupy the knowledge base of activity, which
includes a full list of executions for all the users in a certain period of time.
[0157] From here, the impact assessment system typically derives information to prioritize or help prioritize objects or
entry points that need to (or that should) be tested. In one exemplary implementation, this involves generating two types
of outputs: 1) a list of relevant entry points to test after patch implementation, and 2) a list of users that may be affected
by a failed patch implementation.
[0158] Having the information in the knowledge base of activity, the impact assessment system 1100 may, in some
implementations, subtract from the full list of affected entry points, the ones that are not present in the user activity. The
resulting list would represent a list of relevant entry points that need to be tested for that specific customer after the
patch implementation. As result of a similar process, using the user activity, the impact assessment system 1000 can
list the specific users of the target system that are using the relevant entry points.
[0159] In a typical implementation, this presents at least two major breakthroughs: 1) having a complete understanding
of the impact of a patch implementation, giving the possibility to measure the risk exposure and giving more information
to the user to better prioritize the patches, and/or 2) adding information about the real users who would be affected in
case something goes wrong. This type of information is particularly valuable as it shows the administrator who is really
being affected. Even if there are many relevant entry points to test, if, for example, some of the people involved (affected
users) do not belong to or participate in a critical process of the company, there is a lower risk in not patching or not
testing the patch after implementation. Or the opposite, if the affected users are part of a very critical process, then a
failed patch would have a higher risk.
[0160] Going back to the full list of affected Entry Points, the impact assessment system, in the current example, had
this (Table 3):

Table 4

User Type of Activity Object executed

user_1 Transaction transaction_1

user_1 Report report_1

user_1 Transaction transaction_2

user_2 Transaction transaction_3

user_2 Function function_1

user_2 Function function_2

user_3 Transaction transaction_2

Table 3

Fixed Object Affected Entry Point Type Affected Entry Point Name

object_1 URL url_1
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[0161] And, the knowledge base of activity had this (Table 1):

[0162] As result of the subtraction performed by the impact assessment system 1000 (e.g., by object_executed) of
the second list from the first list, the system 1000 produces the following result (Table 5):

[0163] If the impact assessment system 1000 maps this list to the knowledge base of patches, in an exemplary
implementation, this would produce (Table 6):

(continued)

Fixed Object Affected Entry Point Type Affected Entry Point Name

object_1 Transaction transaction_1

object_1 Transaction transaction_2

object_2 Report report_1

object_2 Function function_1

object_2 Function function_2
object_2 URL url_2

object_3 Transaction transaction_1

object_3 Function function_3

Table 1

User Type of Activity Object executed

user_1 Transaction transaction_1

user_1 Report report_1

user_1 Transaction transaction_2

user_2 Transaction transaction_3

user_2 Function function_1

user_2 Function function_2

user_3 Transaction transaction_2

Table 5

Fixed Object Relevant Entry Point Type Relevant Entry Point Name

object_1 Transaction transaction_1

object_1 Transaction transaction_2

object_2 Report report_1

object_2 Function function_1

object_2 Function function_2

object_3 Transaction transaction_1

Table 6

Patch 
ID 1

Fixed Object 
object_1

Type of object 
Subroutine

Relevant Entry Point 
transaction_1

Entry Point Type 
Transaction

1 object_1 Subroutine transaction_2 Transaction

2 object_2 Class Method report_1 Report

2 object_2 Class Method function_1 Function
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[0164] From the above list the system 1000 (or a system user) can determine, for example:

• If Patch ID 1 is implemented, transaction_1 and transaction_2 must be tested.

• If Patch ID 2 is implemented, report_1, function_1 and function_2 must be tested.

• If Patch ID 3 is implemented, report_1, function_1, function_2 and transaction 1 must be tested.

[0165] If the system 1000 maps again this list to the user activity, the results can be extended to (Table 7):

[0166] From the above list, the system 1000 (or a system user) can determine:

• If Patch ID 1 is implemented and fails, user_1, user_2 and user_3 may be affected.
• If Patch ID 2 is implemented and fails, user_1 and user_2 may be affected.
• If Patch ID 3 is implemented and fails, user_1 and user_2 may be affected.

Automatic Detection of Unnecessary Privileges

[0167] Entry point finder (EPF) technology can be utilized or leveraged to help detect unnecessary privileges in a
target computer system. In computer parlance, a privilege may be considered the capability of performing a certain
activity by a given user.
[0168] Over time, in a company, large computer systems (e.g., SAP® systems), and the privileges associated therewith,
can evolve considerably. For example, people may pass in and out of the company, the computer system and programs
within the computer system may get fixed, patched and/or customized, and users, privileges, roles, etc. may be refined
or otherwise changed. From a security standpoint, after some period of time a company may undertake a "profiles/roles
re-engineering" or "permissions re-engineering" type project aimed at trying to ensure that profiles, roles, permissions
or privileges are up-to date and aligned with the company’s strategic intensions. Part of these projects may include
analyzing whether there may be any unnecessary privileges in the system (e.g., privileges assigned to people, roles,

(continued)

Patch 
ID 1

Fixed Object 
object_1

Type of object 
Subroutine

Relevant Entry Point 
transaction_1

Entry Point Type 
Transaction

2 Object_2 Class Method function_2 Function

3 object_2 Class Method report_1 Report

3 object_2 Class Method function_1 Function

3 object_2 Class Method function_2 Function

3 object_3 Function transaction_1 Transaction

Table 7

Patch ID Relevant Entry Point Entry Point Type Affected User

1 transaction_1 Transaction user_1

1 transaction_2 Transaction user_2, user_3

2 report_1 Report user_1

2 function_1 Function user_2

2 function_2 Function user_2

3 report_1 Report user_1

3 function_1 Function user_2

3 function_2 Function user_2

3 transaction_1 Transaction user_1
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profiles. etc. that are not necessary to support the company’s strategic objectives). Such undertakings can be manually
intensive, and may involve, for example, analyzing each user of the computer system, with in-person interviews to try
to gain an understanding of the normal activities for each user on the system, and then just trying to figure out which
assigned privileges may be unnecessary. Sometimes, after many months of work, a system administrator might be able
to discard certain privileges that are no longer used and/or no longer required. This sort of process can sometimes help
to limit some security vulnerabilities for the system, but, again, in very big companies with correspondingly big computer
systems, it is not uncommon for this type of project to take several years or more and cost millions of dollars.
[0169] In certain implementations, the entry point finder (EPF) concepts disclosed herein can be applied or leveraged
advantageously to help address these sorts of concerns by making it easier to detect unnecessary privileges in a target
computer system (e.g., an SAP® system). In this regard, reference is made to FIG. 12, which is a schematic representation
of an exemplary system 1200 that leverages the EPF concepts disclosed herein to help detect unnecessary privileges
at a target computer system 1100 simply, quickly, reliably, and with relatively little effort required on the part of a system
administrator. At a very high level, the system 1200, in a typical implementation, performs this functionality by identifying
any of the privileges that are available at the target computer system 1100, but that have not been checked by the target
system, for example, within a user-specified period of time. Once identified, these unnecessary privileges can be, and
usually are, removed by the system administrator.
[0170] For some programs or systems, privileges may be assigned directly to users; for some programs or systems,
privileges may be assigned to roles or profiles and the roles or profiles may be assigned to the users. These types of
schemes are generally referred to as Role-Based Access Control (RBAC). The system 1200 and the associated tech-
niques disclosed herein may apply to RBAC systems, and/or any other type of systems that involves privileges.
[0171] The system 1200 in FIG. 12, which has an EPF 102, is coupled to the target system 1100 and configured to
detect / identify unnecessary privileges in the target system 1100.
[0172] In this regard, system 1200 includes a privilege extractor 1202 and a user activity extractor 1502, both of which
are communicatively coupled to the target system 1100. The privilege extractor 1202 can be virtually any kind of data
extractor configured to extract information about end user privileges in the target system 1200. Likewise, the user activity
extractor 1502 can be virtually any kind of data extractor that is capable of extracting information about end user activities
that are executed by end users on the target system 1100 (e.g., during a particular period of time).
[0173] The privileges extractor 1202 is communicatively coupled to a computer-based database (a knowledge base
of privileges 1206). The knowledge base of privileges 1206 can be, for example, any kind of computer-based database
that contains information about end user privileges on the system. Generally speaking, the knowledge base of privileges
1206 will include, or eventually be loaded with, a list that identifies all of the user privileges on or related to the target
system 1100. In a typical implementation, the privileges extractor 1202 is configured to extract privilege information from
the target system 1100 and store that extracted privilege information in the knowledge base of privileges 1206.
[0174] The user activity extractor 1502 is communicatively coupled to a computer-based database (the knowledge
base of activity 1504). In a typical implementation, the user activity extractor 1502 is configured to extract user activity
information from the target system 1100 and store that extracted user activity information in the knowledge base of
activity 1504.
[0175] The entry points identifier 1208 and entry point finder 102 are communicatively coupled to the knowledge base
of activity 1504, and are configured to identify privileges by entry point 1210, which is fed into a required privileges
calculator 1212. The required privileges calculator 1212 is communicatively coupled to the knowledge base of privileges
1206 and to the EPF 102. The required privileges calculator 1212 is configured to identify any unnecessary privileges
per user 1214.
[0176] In a typical implementation, the entry point identifier 1208 maps all the user activity to the actual entry points;
not all the activity is strictly related to entry points. Then the identified entry points may be used as input for the EPF.
[0177] At a high level, the illustrated system 1200 is configured to identify any unnecessary privileges that have actually
been checked by the target system during an end user-specified period of time. Once identified, these end points can
be eliminated (e.g., by a system administrator) to enhance overall security of the target system 1100. In some imple-
mentations, the affected users (e.g., users that have been assigned the designed unnecessary privileges) may be
identified as well. FIG. 13 is a flowchart that represents just such an exemplary process.
[0178] According to the illustrated process, a user of the system (e.g., a system administrator) specifies (at 1320) a
period of time (e.g., a week, a month, a year, etc.) that the system 1200 should consider relevant for purposes of
determining whether a particular privilege is necessary (e.g., being checked by the target system 1100) or not. In this
regard, the system 1200 typically has a computer-based user interface terminal (not shown in FIG. 12) or the like, with
a screen that enables or prompts the user to specify the desired period of time. The time period may be associated with
virtually any length of time (e.g., a day, a week, a month, three months, a year, etc.) and may be entirely in the past, or
extend into the future. In a typical implementation, the system 1200 is configured, so that whatever time period the end
user specifies will be considered relevant by the system for purposes of determining whether a particular privilege is
necessary (e.g., being checked by the target system 1100) or not. Generally speaking, of course, the longer the specified
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time period, the more likely the system 1200 will be to correctly determine whether a particular privilege is unnecessary
or not. Conversely, the longer the specified time period, the longer the time needed for the system to execute its intended
functionalities in this regard.
[0179] Next, according to the illustrated implementation, the system 1200 receives information about user activities
on the target system 1200 during the user-specified time period. In this regard, the target system 1100 usually will have
one or more logging features (e.g., security audit logs, audit trails, user activity logs, business transaction logs, HTTP
access logs, etc.) to capture this kind of user activity information. If, for example, the end user has specified a time period
of one month as being relevant to determining whether a particular privilege is necessary (e.g., being checked by the
target system 1100) or not, and the target system 1100 already has collected one month worth of user activity information,
then that information may be provided immediately to the system 1200 for processing. If, however, the target system
1100 has not already collected one month worth of user activity information, then, in that instance, the target system
1100 might then start (or continue) collecting user activity information until one month worth of that information can be
provided to the system 1200 for processing.
[0180] If the target system 1100 is a typical SAP® system, then the user activity information may come from any one
of (or both of) two (or more) possible sources: a security audit log for the target system 1100 and an HTTP access log
for the target system 1100.
[0181] In a typical implementation, the security audit log will record a wide variety of different types of information (e.g.,
users logins, transactions started, reports executed, function calls, roles assignments, system shutdowns, audit changes,
etc.). However, in a typical implementation, only some of those types of information may be considered relevant to
determining whether a particular privilege is necessary (e.g., being checked by the target system 1100) or not. In one
exemplary implementation, the only information recorded by a security audit log, for example, that is considered relevant
to determining whether a particular privilege is necessary or not is information about: 1) transactions started, 2) reports
started, and/or 3) successful function calls. The information about transactions started may take the form of Transaction
&A Started; the information about reports started may take the form of Report &A Started; and the information about
successful function calls may take the form of Successful RFC Call & C (Function Group = &A), where &A and &C are
fields that may be replaced by actual object names. A specific example of these types of activities /events may look like
this: 1) Transaction SU01 started, 2) Report RSUSR003 started, and/or 3) Successful RFC Call RFC_READ_TABLE
(Function Group = SDTX).
[0182] In a typical implementation, the information recorded by an HTTP access log that is considered relevant to
determining whether a particular privilege is necessary or not includes any HTTP requests performed by the end-users
of the target system 1100 (e.g., through a web browser). These are essentially user-initiated requests to uniform resource
locators (URLs), such as "192.168.100.25 - user_1 - [31/Oct/2002:10:46:34 +0200] " GET /catalog/index.html " 200 380."
[0183] In an exemplary implementation, this information from the security audit log and the HTTP access log, for the
specified period of time, is delivered (at 1322) to the system 1200 for processing. Generally speaking, this information
(e.g., about transactions started, reports started, successful function calls, and URL requests) provides a fairly good
indication of user activities on the target system 1100 over the user specified period of time. That is because, in many
instances, user activities on the target system 1100 will involve a URL request, a transaction, a report or a function call.
[0184] In a typical implementation, once this information (about transactions started, reports started, successful function
calls, and URL requests) is received by the system 1200, the information may be organized and stored in table-form,
similar to Table 1, above. Table 1 identifies various users of a target system (e.g., 1100), the types of activities executed
by those users on the target system, and any objects executed upon through the indicated activities. This information
may be stored, for example, in the knowledge base of activity 1504.
[0185] Referring again to the flowchart of FIG. 13, for each user activity, the system 1200 (at 1324) queries the EPF
102 for information about any privileges associated that user activity. So, for example, the query might be to determine
whether any privileges may have been checked when that user activity was performed. In a typical implementation, that
sort of query can be readily answered utilizing the EPF 102, because, the EPF 102 generally will have mapped any
privileges and/or privilege checks against any user activities during EPF set up. For each query, a response is returned
(at 1326) that identifies any required (and checked) privileges associated with the corresponding activity. The system
1200 generally repeats this process (1324, 1326) until the system 1200 (at 1328) determines that there are any more
user activities from the user-specified time period to consider. At that point, the system 1200 will have produced a list
(1330) of privileges that actually have been used by target system users during the specified period of time.
[0186] Meanwhile, according to the illustrated implementation, the system 1200 requests (at 1332) an identification
of all assigned privileges assigned to users at the target computer system 1100. A response to that request is provided
(at 1334). Typically, the target computer system 1100 itself provides this information. This process produces a listing
(1336) of all assigned privileges at the target computer system 1100.
[0187] Next, (at 1338) the system 1200 essentially subtracts (or removes) the privileges that were actually used by
users on the target system 1100 during the specified time period from the listing of all assigned privileges at the target
system 1100. The remaining privileges (i.e., those not removed) essentially include only those that were not used (e.g.,
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checked) during the specified time period. The system 1200, according to the represented implementation, designates
those as unnecessary privileges (1340). Moreover, in some implementations, the system 1200 may also identify (e.g.,
to the system administrator) which users are assigned to the designated unnecessary privileges.
[0188] This information may be provided (e.g., at a computer-based user interface terminal) to a system administrator,
for example, who can then (at 1342) remove the so designate unnecessary privileges.
[0189] A more specific example of some of the foregoing steps -- involved in identifying unnecessary privileges and/or
the impacted users in a target system -- follows.
[0190] In this exemplary implementation, the system 1200 (at 1332, 1334, and 1336) may create a database with
some (or all) of the information it receives from or about the target computer system 1200 (e.g., an SAP® system). This
information may include, for example:
• Full list of users, such as:

• All roles/profiles assigned to the users, such as:

• All privileges relating to the previous roles/profiles, such as:

[0191] Based on the foregoing information, the system 1200, in some implementations, may create and store another
table (Table 11) that includes a full list of users for the target system mapped to their respective privileges (note: in an
SAP® system, privileges are sometimes known as authorizations).

Table 8

Users

user_1

user_2

user_3

Table 9

Users Assigned Roles

user_1 role_1

user_1 role_3

user_2 role_3

user_3 role_2

user_3 role_4

Table 10

Roles Privileges

role_1 priv_1

role_1 priv_2

role_1 priv_3

role_2 priv_2

role_2 priv_4

role_3 role_4 priv_5 priv_1

role_4 priv_3

Table 11

User Priv Assigned By Role

user_1 priv_1 role_1
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[0192] Any, or all, of this information may be stored, for example, in the knowledge base of privileges 1206, and
essentially amounts to a full identification user privileges for the target system 1100.
[0193] Next, an example of 1322, 1324, 1326, 1328, and 1330 is provided. For each user activity (e.g., corresponding
to an end point in the corresponding graph database) executed on the target system 1100, the system 1200 asks its
EPF 102 (using, e.g., a graph database neo4j, loaded) for checked privileges related to the entry points. For example,
for the entry point of type transaction: transaction_1, find all the privileges that are some point would be checked. In the
neo4j query language (called ’Cypher’), that query may be written like this:

[0194] This can be read as "from an entry_point (of type transaction) called transaction_1, find all the paths (with 10
node steps maximum) that at the end check a privilege and return the entry_point name and the checked privilege." The
number of steps can be modified (e.g., by a user or automatically) according to the requirements; generally speaking,
the bigger the number is, the slower is the process. At the end of this process, the system 1200 would have a new result:
a list of required privileges (Table 12).

[0195] Now that the system 1200 has all this information, the system 1200 (e.g., at 1338) reviews each user activity
(e.g., based on information from the knowledge base of activity 1504) and validates which privileges were actually
checked and which are unnecessary. In other words, in a typical implementation, the system 1200 subtracts the set of
checked privileges for a certain user from the set of privileges assigned to that user. As result, the system identifies a
new set of privileges that are essentially unnecessary, since they were not checked by any operation of the user.

(continued)

User Priv Assigned By Role

user_1 priv_2 role_1

user_1 priv_3 role_1

user_1 priv_5 role_3

user_2 priv_5 role_3

user_3 priv_2 role_2

user_3 priv_4 role_4

user_3 priv_1 role_4

user_3 priv_3 role_4

Table 12

Entry Point Checked Privilege

transaction_1 priv_1

transaction_1 priv_3

report_1 priv_5

function_1 priv_5

function_2 -

transaction_2 priv_1
transaction_2 priv_4

transaction_3 priv_3
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[0196] In one exemplary implementation, the system 1200 may expand the information previously in the knowledge
base of activity to add any checked privileges. This may produce the following (Table 14):

[0197] Next, the system 1200 (at 1326) creates a new set of elements: users and their checked privileges. This is
represented in Table 15.

[0198] Next, the system 1200 (at 1328) subtracts this new set from the knowledge base of privileges to produce Table 16:

[0199] Then, the system 1200 is able to provide (e.g., on a display at a computer-based user interface terminal) the
following information (1340), which a system administrator tasked with managing privileges would likely find very useful:

• You can safely remove the priv_3 from user_1 which is assigned through role_1
• You can safely remove the priv_2 from user_3 which is assigned through role_2
• You can safely remove the priv_3 from user_3 which is assigned through role_4

[0200] In this scenario the system administrator, for example, can simply remove 1330 these privilege(s) from the
related role(s). However, there may be some scenarios where that same role is assigned to a second user (or multiple
users), and that user (those users) may need to maintain the privilege. In that case, the system 1200 will warn the system
administrator that if the privilege is removed from the role, another user may be affected (and undesirably so), so it
suggests to create a new role with lower privileges for the original user instead of just removing the privilege.
[0201] It can be quite advantageous to leverage EPF technology to facilitate identifying unnecessary privileges in a
target system. This is at least in part because the EPF technologies maps privileges and/or privilege checks of the target
computer system 1100 to user activities on the target system 110. In advanced business application programming

Table 14

User Type of Activity Object executed Checked privilege

user_1 Transaction transaction_1 priv_1, priv_3

user_1 Report report_1 priv_5

user_2 Transaction transaction_3 priv_3

user_2 Function function_1 priv_5

user_2 Function function_2 -

user_3 Transaction transaction_2 priv_1, priv_4

Table 15

User Checked privilege

user_1 priv_1

user_1 priv_3

user_1 priv_5

user_2 priv_3

user_2 priv_5

user_3 priv_1

user_3 priv_4

Table 16

User Priv Assigned By Role

user_1 priv_3 role_1

user_3 priv_2 role_2

user_3 priv_3 role_4
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(ABAP), for example, a privilege or privilege check may be represented in source code, which is, therefore, readily
transferred by the EPF technology into a node-connector style graphical representation, making it easy to identify
privileges and privilege checks and how they interact with or relate to various user activities.
[0202] Moreover, as the system 1200 has access to user activity information, given a particular user action, it is very
easy for the system 1200, leveraging EPF technology, to find paths, for example, to specific privileges checks. And, if
the system 1200 has information about all of the activities by end users on the target system 1100, for each activity, the
system 1200 can map that activity to any privileges that were checked. From this, as discussed above, the system 1200
can easily predict which assigned privileges were never used. This information, if readily available, would enable a
system administrator, for example, to deactivate certain unused privileges, thereby enhancing overall system security,
without significant risk of accidentally eliminating a needed privilege.
[0203] Generally speaking, the system 1200, with the EPF technology, represents a tool that may be used over and
over again over time, as users change their behavior, roles, and privileges. This tool can help administrators to constantly
monitor a wide role space and to avoid having to working on huge, difficult-to-manage projects to deal with wide role
space issues.

Automatic detection rules generation based on vulnerabilities primitives

[0204] Entry point finder (EPF) technology can be utilized and/or leveraged to help generate automatic detection rules
for security vulnerabilities at a target computer system (e.g., an SAP® system). In a typical implementation, a detection
rule essentially defines a set of conditions that once satisfied may result in or cause an alert being triggered. One example
of a detection rule, which of course could be expressed in virtually any kind of computer language, is this:
If a packet of network information contains the string "ransomware," then trigger an alert.
[0205] At a high level, generating this kind of detection rule generally entails: identifying a vulnerability, analyzing that
vulnerability to try to understand key things that could be used to detect an exploitation of the vulnerability, and taking
those key things into account when trying to write the detection rule (in an appropriate language, of course). In a complex
system or where the vulnerability is associated with an object that is hidden from straightforward observation, this process
can be daunting.
[0206] FIG. 14 is a schematic representation of an exemplary detection rule generating system 1400 that includes an
entry point finder (EPF) 102 and is configured to automatically generate detection rules for one or more security vulner-
abilities in the target computer system 1100 based on vulnerability primitives.
[0207] Notably, in a typical implementation, the EPF 102 (and perhaps other components of the detection rule gen-
erating system 1400) is run directly on the target computer system 1100. This helps ensure that the EPF 102 can be
(and is) loaded up - prior to helping generate the detection rules --- with the source code that it will need to effectively
perform that functionality - i.e., the actual source code of the target system 1100, taking into account any customizations
including any particular, special, or strange solutions, products, or versions that may have been installed at the target
computer system 1100.
[0208] Beyond the EPF 102, the detection rule generating system 1400 includes a knowledge base of vulnerability
primitives 1402, an affected entry point finder 1404, a detection rules generator 1406, and a knowledge base of detection
rules 1408. Also, in some implementations, such as the illustrated implementation, the system 102 has a missing patches
detector 1410 (that may be provided by a third party).
[0209] FIG. 15 is a flowchart of an exemplary process that may be performed by or in conjunction with the system
1400 of FIG. 14.
[0210] The illustrated process starts (at 1552) by running the EPF 102 at the target computer system 1100 so that the
EPF will have access to (and become loaded with) all of the source code from the target computer system 1100. Thus,
even if the target system 1100 has been customized (e.g., with particular, special, or strange solutions, products, or
versions), the EPF 102, when loaded with source code, will be properly configured and adapted to provide its intended
functionalities with respect to that specific target system 1100.
[0211] Ensuring that the EPF 102, when loaded with source code, will be properly configured and adapted to provide
its intended functionalities with respect to that specific target system 1100 is important for several reasons.
[0212] First, suppose, for example, that the target system 1100 has a new SAP® solution called "SAP Integration
Tool" which has a report R that calls object A. If the EPF 102 does not have access to and does not get loaded with the
source code for this new solution, then the graphical-style database of the EPF 102 will not show any relationships
between report R and object A. Moreover, report R may not even exist as a node in the graphical-style database of the
EPF 102. So, it would not be possible utilizing the techniques disclosed herein to create a detection rule in that case
that relates to report R, object A and/or the relationship therebetween. Therefore a company that has installed the new
solution won’t get any protection against the evil usage of report R.
[0213] One possible solution to this issue could be using all the existing code as input. However, this is technically
impossible. Not only because there exist a virtually uncountable number of solutions and components in the universe,
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but also because multiple versions of solutions and components exist. Even if the EPF 102 could get all this code, there
are still products that may be difficult to access from a practical perspective because of license issues and the like. For
example, one might not have access to the code that handles the sales processes of Chinese companies and would
need to buy it.
[0214] The use of custom source code is another concern. Sometimes, larger companies, in particular, will develop
their own source code, because they either have to or want to customize their own processes. This kind of code will
never be published, therefore, a third party providing the EPF functionality would not be able to easily access those
changes.
[0215] Next (at 1554), according to the illustrated implementation, the EPF extracts all of the source code (including
all objects, etc.) on-demand from the target computer system 1100, stores the extracted source code in a search platform,
finds relationships among the represented objects, and a creates a graphical-style database that represents objects as
nodes and relationships between objects as connectors between the nodes.
[0216] Next (at 1556), the illustrated process includes identifying vulnerability primitive(s) for any security vulnerabilities.
A vulnerability may be considered a bug or feature of the target system 1100 that exposes it to possible attack, or a flaw
in the target system’s security. A vulnerability primitive may be considered a simple statement or indication that a particular
object, for example, is vulnerable. One example of vulnerability primitive in this regard would be: "Object X is vulnerable,"
where X describes or identifies the vulnerable object.
[0217] Vulnerabilities, or vulnerability primitives, can be identified to the system 1400 in any one of a variety of possible
ways. For example, in some implementations, vulnerabilities may be identified by virtue of a system administrator entering
information about the vulnerability or by entering the vulnerability primitive into the system 1400 via a computer-based
user interface terminal. As another example, the vulnerability may be reported to the company or directly into the system
1400 by a research lab, such as the research lab at the Onapsis® company, or may be identified by virtue of a release
by the SAP® company on a Monthly Patch Day for example. In some such implementations (e.g., if the information is
arriving from the research lab at the Onapsis® company, then a member of the research lab may already have completed
an analysis to identify what kinds of "key things" might be relied upon or utilized to generate a detection rule for any
associated security vulnerabilities.
[0218] In a typical implementation, the information about the vulnerabilities and/or the vulnerability primitives may be
stored in a computer-based database, such as the knowledge base of vulnerabilities primitives 1402 in FIG. 14.
[0219] Often, a vulnerability might reside in or relate to an object whose execution cannot readily and directly be
detected by logs, network sniffing, or any other source or auditing. For purposes of discussion, let’s say that object A in
the target system 1400 cannot be readily and directly detected. It is quite common that another object (e.g., a function
F), which might be detectable, calls or uses this object A. Therefore, if the execution of function F can be detected (e.g.,
if it is a function performed by a user or in direct response to a user action), then a detection rule for object A might
reference detecting the execution of function F rather than detecting execution of object A. Accordingly, in a typical
implementation, one particular vulnerability (in an undetectable, or difficult to directly detect object) may warrant writing
n detection rules (where n is any number greater than zero). A concrete example might where multiple functions (F1,
F2, ... Fn) all call the same object A.
[0220] In a typical implementation, the EPF 102 can be used or leveraged to help identify any relationship (or con-
nections) between a vulnerable, but undetectable or difficult to detect, object in the target system 1400 and any other
related, but easier to detect, objects (e.g., functions that call the undetectable or difficult to detect object). Referring
again to FIG. 15, in this regard, the illustrated process includes (at 1558) correlating the vulnerability primitive(s) against
information represented in EPF graphical-style database. In a particular implementation, this might include utilizing the
EPF and its graphical-style information to identify the fact that the multiple functions (F1, F2, ... Fn), mentioned above,
all call the same object A. This step (i.e., correlating the vulnerability primitive(s) against information represented in EPF
graphical-style database) may be performed, for example, either by or in association with the affected entry point finder
1404.
[0221] Next (at 1560), the illustrated process includes generating one or more detection rule(s) based on the results
of the correlation. So, for example, if the correlation reveals that the multiple functions (F1, F2, ... Fn), mentioned above,
all call the same object A, then the system 1400 may generate a vulnerability detection rule (that corresponds to the
vulnerability primitive, "object A is vulnerable") along the following lines:
If any one offunctions (F1, F2, ... Fn) are performed, then trigger an alert.
[0222] In some implementations, the alert might also identify that object A has been rendered vulnerable.
[0223] The foregoing techniques for automatically generating detection rules for security vulnerabilities, including
running the EPF 102 on the target system itself, are advantageous for a number of reasons. For example, by following
these techniques, a company will only have the detection rules it needs for its target system. There won’t be any
unnecessary rules (e.g., that relate to systems, products or versions thereof not in use at the target system). Moreover,
a company will have rules that relate to any company customizations, as well as any products that might otherwise be
difficult to obtain.
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[0224] As mentioned above, a vulnerability primitive may be considered a simple statement or indication that a particular
object, for example, is vulnerable. Moreover, in some implementations, a vulnerability primitive may be considered as
the raw material that facilitates the processes disclosed herein to produce detection rule(s) for the corresponding vul-
nerability. In various implementations, these processes can be relatively simple or quite complex, depending on the
vulnerability primitive and its context with the overall target system. For example, the vulnerability primitive, "Object X
is vulnerable," may produce a single detection rule ("if object X is executed, then do Y"), or may produce multiple different
detections (e.g., if the execution of object X is impossible or very difficult to directly detect), such as "if any one of functions
(F1, F2, ... Fn) is executed, then do Y," where the functions (F1, F2, ... Fn) are related to object Y (and, therefore,
represented as nodes connected to the object Y node in the EPF graphical-style database). The complexity of a process
for a particular vulnerability primitive may depend, for example, on: whether the company, in fact, has the corresponding
object in one or more of their system components, and whether this is an object that is used or widely used by other
kinds of objects in the target system.
[0225] In a typical implementation, the EPF 102 (and some or all of the other components of the system 1400) may
be provided to a company for installation directly into its target system 1400. The EPF 102 and overall system 1400
adapts to whatever system exists where it is installed.
[0226] What follows is a relatively high level summary of one implementation of the relevant techniques for generating
detection rules for security vulnerabilities based on vulnerability primitives, followed by a specific example of same. At
a high level, this exemplary implementation includes extraction of source code with an EPF (at the client/company-side),
shipment or transfer of knowledge base of vulnerability primitives (VPs) (KBVPs), correlation between extracted code
and the KBVPs, detection Rule generation based on output of correlation, (optionally) utilizing a 3rd party missing patches
detector, and generating a set of rules into a knowledge base of detection rules (KBDR).

Extraction of source code with EPF (client-side)

[0227] In a typical implementation, the extraction process will lead to an output that will include the graph database
mentioned herein which will be able to be queried in order to get useful information regarding relationships among
objects. Again, in a typical implementation, the EPF will be run directly on the client side (i.e., at or as part of the target
system itself), so that the system will be able to analyze not only standard and well-known code but also any custom
and/or exclusively licensed code, for example, that may be difficult to gain access to.

Shipment of "Knowledge base of VP’s" (KBVP’s)

[0228] In certain implementations, each time a new vulnerability is analyzed, for example, by a research team, poten-
tially N (any number) new vulnerability primitives (VPs) will be created. These new VPs may be added to (and collected
as part of) a knowledge base which will be later shipped to the company that owns and utilizes the target system. Even
though, in a typical implementation, all clients (companies) may have the same KBVP’s the final set of rules may vary
from company to company depending, at least in part, on the systems installed at each company’s system.

Correlation between extracted code and the KBVP’s

[0229] In certain implementations, this part of the process combines / correlates the VPs saved inside the KBVP with
information from the EPF graph database extracted from the client’s systems. As a practical example, let’s imagine that
we have the following KBVP:

Generally speaking, types Report and Function are directly callable, therefore they can be considered entry points.
Include cannot be called. Let’s also assume that object A (Report) uses A (Include). Further, let’s assume that there are
two clients, therefore, in a typical implementation, there will be two EPF graph databases.
[0230] The system will be generally charged with reading each VP, and creating a corresponding query to the graph
database in order to get all the requirements to create the rules. Let’s imagine that one client has objects affected in
VP’s #1 and #2 and the other one has objects affected by #2 and #3.

Knowledge Base Vulnerability Primitives

# 1 {"name": "A", "type": "report"}

# 2 {"name": "A", "type": "include"}

# 3 {"name": "B", "type": "function"}
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In an exemplary implementation, the system, based on the VP’s, will start querying the graph database in order to get
information related with the affected objects. For instance, for the #2, the system might generate something like:

"Return all the objects that are Entry Points that at some point use/call object A (include)"
The other queries will be the same or will have very small changes

In this case, the system can ensure that both results are going to be different. No matter how many others objects call/use
A (include), due client #2 hasn’t the object A(report) it won’t appear in their result:

[0231] After executing the 3 queries, something like this will be the final output:

[0232] This means that besides other objects that can be implemented in the company’s components, detection rule
affecting A (Report) for client #2 and B (Function) for client #1 won’t be generated.
[0233] The output of this step will be all the necessary information to create the rules for this vulnerable objects.

Detection Rule generation based on output of correlation

[0234] Once we have the output of which rules to generate, the system reads the output and generates the rule for
each object on it. In some implementations, the company will have been provided with templates of detection rules that
will be fed by the output identifying which rules to generate (for which vulnerable objects).

(optional) 3rd party missing patches detector

[0235] In some implementations, the system may use a missing patches detector to reduce the number of generated
detection rules. For example, a system administrator, for example, may think that if they have patched a certain vulner-
ability, it does not make sense to have a detection rule for the vulnerability. Therefore, having the list of missing patches,
the system can generate the detection rules only for those given patches. Otherwise, the system can generate detection
rules for all the vulnerabilities, regardless if they were patched or not.

Set of rules (KBDR)

[0236] At the end of the process, the KBDR is ready to be used. Once system filtered the rules generated (in an earlier
step, discussed herein), the system (and/or the company) will be ready to deploy the detection rules in a product (that
consumes these rules) and start using them.
[0237] In some implementations, the processes disclosed herein may advantageously: customize detection rules per
client (company), provide for the shipment of ’raw material’ instead of full detection rules to the company, and provide
a highly accurate rules knowledge base.
[0238] A number of embodiments of the invention(s) have been described. Nevertheless, it will be understood that
various modifications may be made without departing from the spirit and scope of the invention.
[0239] For example, in various embodiments, the subject matter disclosed herein can be implemented in digital elec-

Clients Objects installed

#1 A (Report), A (Include), more

#2 A (Include), B (Function), more

Clients Results of query for VP’s #2

#1 A (Report), ...

#2 ...

Clients Results of query for VP’s #2

#1 A (Report), ...

#2 B (Report), ...
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tronic circuitry, or in computer-based software, firmware, or hardware, including the structures disclosed or suggested
in this specification and/or their structural equivalents, and/or in combinations thereof. In some embodiments, the subject
matter disclosed herein can be implemented in one or more computer programs, that is, one or more modules of computer
program instructions, encoded on computer storage medium for execution by, or to control the operation of, one or more
data processing apparatuses (e.g., processors). Alternatively, or additionally, the program instructions can be encoded
on an artificially generated propagated signal, for example, a machine-generated electrical, optical, or electromagnetic
signal that is generated to encode information for transmission to suitable receiver apparatus for execution by a data
processing apparatus. A computer storage medium can be, or can be included within, a computer-readable storage
device, a computer-readable storage substrate, a random or serial access memory array or device, or a combination
thereof. While a computer storage medium should not be considered to include a propagated signal, a computer storage
medium may be a source or destination of computer program instructions encoded in an artificially generated propagated
signal. The computer storage medium can also be, or be included in, one or more separate physical components or
media, for example, multiple CDs, computer disks, and/or other storage devices.
[0240] Additionally, although some of the explanations provided herein were done taking into account one SAP system
at the time, in some implementations, the EPF may be configured to process more than one SAP (or other) system at
the same time. In those instances, the only thing that will most likely need to change is the size of the list extracted by
the Leader.
[0241] In various implementations, the worker modules, such as Leader, ExtractorG, Extractors, Decompressors,
SOLR Uploaders/Downloaders, Analyzers, Graph preprocessors and CSVCreaetors, may be configured to run com-
pletely distributed and therefore achieve a very scalable architecture. Moreover, in various implementations, one or more
of the worker modules may be implemented in software, hardware and/or as a software module being executed on a
hardware platform.
[0242] The processes, functionalities and technologies disclosed herein may be applied to other types of software
systems based on other languages, such as JAVA, .NET, C, C++, Python, Perl, etc. The specific object definitions may
be based, in part at least, on the type of language and/or the needs of the user. For example, high levels of abstractions
can be used to represent an entire module of an application and lower levels of abstraction could be used to represent
specific functions, critical lines of code, or specific objects of the language, allowing the user to find the relationships
among all of them.
[0243] The database (e.g., the graph database) can be virtually any kind of graph database. The underlying storage
mechanism of graph database can vary. Some implementations, for example, may depend on a relational engine and
store the graph data in a table. Other implementations, for example, may use a key-value store or a document-oriented
database, making them inherently NoSQL structures. In some implementations, the graph database may be based on
non-relational storage engine technology that also includes the concept of tags or properties, which are essentially
relationships lacking a pointer to another document. This may allow objects and/or their relationships to be categorized
for easy retrieval en masse.
[0244] Retrieving data from a graph database generally requires a query language other than SQL. Some possibilities
in this regard might include query languages such as Gremlin, SPARQL, and Cypher. In addition to having a query
language interface, in some implementations, the graph database may be accessed through an application programming
interface (API).
[0245] All queue names, worker module names, etc. used herein are arbitrary and should not be used, unless otherwise
indicated, to restrict the scope of this application.
[0246] Multiple different computer-based memory storages are mentioned herein. Of course, in various implementa-
tions, there may be fewer (or more) discrete computer-based memory storages utilized to implement the functionalities
disclosed herein. Moreover, multiple different queues are described herein. Again, of course, in various implementations,
there may be fewer (or more) discrete queues utilized to implement the functionalities disclosed herein. Similarly, multiple
different worker modules are disclosed herein. In some implementations, of course, the functionalities of several worker
modules may be combined into one worker module. Alternatively, in some implementations, the functionalities of a single
worker module may be distributed across more than one worker module. Of course, in some implementations, additional
functionalities (and associated worker modules) may be added to the functionalities described herein. Likewise, in some
implementations, some of the functionalities (and associated worker modules) may be dispensed with.
[0247] The operations described in this specification can be implemented as operations performed by one or more
data processing apparatuses (e.g., computer-based processors) on data stored on one or more computer-readable
storage devices or received from other sources. The term "processor" encompasses all kinds of, and any number of,
apparatuses, devices, and machines for processing data, including by way of example a programmable processor, a
computer, a system on a chip, or multiple ones, or combinations, of the foregoing. The apparatus can include special
purpose logic circuitry, e.g., an FPGA (field programmable gate array) or an ASIC (application specific integrated circuit).
The apparatus can also include, in addition to hardware, code that creates an execution environment for the computer
program in question, for example, code that constitutes processor firmware, a protocol stack, a database management
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system, an operating system, a cross-platform runtime environment, a virtual machine, or a combination of one or more
of them. The apparatus and execution environment can realize various different computing model infrastructures, such
as web services, distributed computing and grid computing infrastructures.
[0248] While this specification contains many specific implementation details, these should not be construed as limi-
tations on the scope of any inventions or of what may be claimed, but rather as descriptions of features specific to
particular embodiments of particular inventions. Certain features that are described in this specification in the context
of separate embodiments can also be implemented in combination in a single embodiment. Conversely, various features
that are described in the context of a single embodiment can also be implemented in multiple embodiments separately
or in any suitable subcombination. Moreover, although features may be described above as acting in certain combinations
and even initially claimed as such, one or more features from a claimed combination can in some cases be excised from
the combination, and the claimed combination may be directed to a subcombination or variation of a subcombination.
[0249] Similarly, while operations are depicted in the drawings and described herein as occurring in a particular order,
this should not be understood as requiring that such operations be performed in the particular order shown or in sequential
order, or that all illustrated operations be performed, to achieve desirable results. In certain circumstances, multitasking
and parallel processing may be advantageous. Moreover, the separation of various system components in the embod-
iments described above should not be understood as requiring such separation in all embodiments, and it should be
understood that the described program components and systems can generally be integrated together in a single software
product or packaged into multiple software products.
[0250] Furthermore, some of the concepts disclosed herein can take the form of a computer program product accessible
from a computer-usable or computer-readable medium providing program code for use by or in connection with a
computer or any instruction execution system. For the purposes of this description, a computer-usable or computer
readable medium can be any tangible apparatus that can contain, store, communicate, propagate, or transport the
program for use by or in connection with the instruction execution system, apparatus, or device.
[0251] The functionalities associated with the system disclosed herein can be accessed from virtually any kind of
electronic computer device, including, for example, computers of all kinds, cell phones and tablets.
[0252] The memory storage media mentioned herein can be an electronic, magnetic, optical, electromagnetic, infrared,
or semiconductor system (or apparatus or device) or a propagation medium. Examples of a computer-readable medium
include a semiconductor or solid-state memory, magnetic tape, a removable computer diskette, a random access memory
(RAM), a read-only memory (ROM), a rigid magnetic disk and an optical disk. Current examples of optical disks include
compact disk-read only memory (CD-ROM), compact disk-read/write (CD-R/W) and DVD.
[0253] In a typical implementation, the EPF may include or be coupled to a computer-based user access terminal that
enables a user to access or view information about the objects and/or their respective relationships. In some implemen-
tations, this viewable access may include access to a graphical representation of the objects and/or their respective
relationships, similar to what is shown, for example, in FIG. 9 (or similar to some portion of what is shown in FIG. 9). In
various implementations, the underlying information (e.g., about each node and about each relationship) may be included
in the graphical presentation (e.g., with labels, color-coding, different dash-types for lines, associated textual descriptions,
etc.).
[0254] The systems and techniques disclosed herein may be used with the Advanced Business Application Program-
ming (ABAP), but they, of course, can be expanded to any language to model its abstract structures (generally not single
statements) and the behavior of the system based on how its internal objects interact with each other.
[0255] The phrase computer-readable medium or computer-readable storage medium is intended to include at least
all mediums that are eligible for patent protection (e.g., in the United States, under 35 U.S.C. §101), and, in some
instances, to specifically exclude all mediums that are non-statutory in nature to the extent that the exclusion is necessary
for a claim that includes the computer-readable (storage) medium to be valid. Some or all of these computer-readable
storage media can be non-transitory.
[0256] Other implementations are within the scope of the claims.

Claims

1. A computer-based method for generating rules to detect security vulnerabilities in a target business-critical application
computer system based on vulnerability primitives, the method comprising:

running a computer-based entry point finder at the target business-critical application computer system so that
the entry point finder can access and extract information about source code that is actually installed at the target
business-critical application computer system;
creating, with the computer-based entry point finder, a graphical-style database that represents software objects
extracted from the target business-critical application computer system and relationships between the extracted
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software objects;
identify a vulnerability primitive for a security vulnerability at the target business-critical application computer
system; and
correlate the vulnerability primitive against information in the graphical-style database to help identify any rela-
tionships between a software object that is identified by the vulnerability primitive as being vulnerable and one
or more other software objects in the target business-critical application computer system.

2. The computer-based method of claim 1, wherein the software object that is identified by the vulnerability primitive
is vulnerable, but undetectable or difficult to detect, and wherein the one or more other entry point software objects
in the target business-critical application computer system are easier to detect software objects in the target business-
critical application computer system.

3. The computer-based method of claim 1, wherein the security vulnerabilities are bugs or features of the target
business-critical application computer system that expose the target business-critical application computer system
to possible attack, or flaws in the target business-critical application computer system’s security, and wherein the
vulnerability primitive is a simple statement or indication that a particular software object is vulnerable.

4. The computer-based method of claim 1, wherein the graphical-style database represents each extracted software
object as a node and each relationship between the extracted software objects as a connector between nodes.

5. The computer-based method of claim 1, further comprising:

extracting, with one or more worker modules of the entry point finder, a plurality of software objects from the
target business-critical application computer system;
storing the extracted software objects in a computer-based search platform;
finding relationships, with one or more of the worker modules of the entry point finder, between the extracted
software objects that are stored in the computer-based search platform; and
creating the graphical database based on the relationships found.

6. The computer-based method of claim 1, further comprising:
generating one or more detection rules for the security vulnerability represented by the vulnerability primitive based
on the correlation based on the entry point software objects resulted from the entry point finder.

7. The computer-based method of claim 6, wherein one or more of the detection rules reference the one or more other
software objects in the target business-critical application computer system identified through the correlation.

8. The computer-based method of claim 7, further comprising:
taking corrective measures to address the corresponding security vulnerability in response to one or more of the
detection rules being satisfied.

9. A computer-based system for generating rules to detect security vulnerabilities in a target business-critical application
computer system based on vulnerability primitives, the computer-based system comprising:

a computer-based entry point finder running at the target business-critical application computer system and
configured to create a graphical-style database that represents software objects from the target business-critical
application computer system and relationships between the extracted software objects based on source code
actually installed on the target business-critical application computer system;
a knowledge base of vulnerability primitives defining one or more vulnerability primitives for security vulnera-
bilities at the target business-critical application computer system; and
an affected entry point finder configured to correlate each respective one of the vulnerability primitives against
information in the graphical-style database to help identify any relationships between a software object that is
identified by the vulnerability primitive and one or more other software objects in the target business-critical
application computer system.

10. The computer-based system of claim 9, wherein the software object that is identified by the vulnerability primitive
is vulnerable, but undetectable or difficult to detect, and wherein the one or more other entry point software objects
in the target business-critical application computer system are software objects in the target business-critical appli-
cation computer system that are easier to detect than the software object that is identified in the vulnerability primitive.
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11. The computer-based system of claim 9, wherein the security vulnerabilities are bugs or features of the target business-
critical application computer system that expose the target business-critical application computer system to possible
attack, or flaws in the target business-critical application computer system’s security, and wherein the vulnerability
primitive is a simple statement or indication that a particular software object is vulnerable.

12. The computer-based system of claim 9, wherein the computer-based entry point finder is configured to:

extract, with one or more worker modules, a plurality of software objects from the target business-critical appli-
cation computer system;
store the extracted software objects in a computer-based search platform;
find relationships, with one or more of the worker modules, between the extracted software objects that are
stored in the computer-based search platform; and
create the graphical-style database based on the relationships found.

13. (Original) The computer-based system of claim 9, further configured to:
generate one or more detection rules for the security vulnerability represented by each respective one of the vul-
nerability primitives based on the correlation with the entry point software objects resulted from the entry point finder.

14. (Original) The computer-based system of claim 13, wherein one or more of the detection rules reference the one
or more other software objects in the target business-critical application computer system identified through the
correlation.

15. (Original) The computer-based system of claim 13, wherein a corrective measure is taken to address the corre-
sponding security vulnerability or vulnerabilities in response to one or more of the detection rules being satisfied.
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