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(54) AUTOMATIC CHANGE DETECTION IN MEDICAL IMAGES

(57) Systems and methods are provided for identify-
ing pathological changes in follow up medical images.
Reference image data is acquired. Follow up image data
is acquired. A deformation field is generated for the ref-
erence image data and the follow up data using a ma-
chine-learned network trained to generate deformation
fields describing healthy, anatomical deformation be-
tween input reference image data and input follow up
image data. The reference image data and the follow up
image data are aligned using the deformation field. The
co-aligned reference image data and follow up image
data are analyzed for changes due to pathological phe-
nomena.
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Description

FIELD

[0001] The present embodiments relate to medical image processing, such as image processing for computed tom-
ography images or magnetic resonance images.

BACKGROUND

[0002] Image quality for follow up reading and longitudinal change assessment is an important task in medical imaging
techniques such as computed tomography (CT) or magnetic resonance imaging (MRI). The task of recognizing changes
in medical images is a technical problem due to the challenge of distinguishing pathological from normal changes in the
medical images. For example, for a follow up scan of a lung or other organ of a patient, normal changes such as respiration
or normal anatomical differences may mask pathological changes such as cancerous nodule growth or shrinkage.
[0003] Detecting pathological changes in CT images or MRI images acquired at two or more time points is difficult
due to the large amount of normal changes that may occur. Manual detection of normal vs pathological changes may
be difficult or error prone. Computer-assisted image registration may be used to provide an improvement and increase
in objectivity of the results. Image registration may be categorized into two groups: rigid and non-rigid. Non-rigid image
registration is also known as deformable image registration (DIR). In rigid image registration (RIR), all pixels move and/or
rotate uniformly so that every pixel-to-pixel relationship remains the same before and after transformation. In DIR,
however, the pixel-to-pixel relationships change, to model a non-linear deformation.
[0004] RIR is very effective in cases when no anatomic change nor deformations are expected. However, some patients
may experience anatomical structure changes due to weight loss, tumor shrinkage, and/or physiological organ shape
variation. The changes may not be handled well by RIR. In comparison to RIR, DIR has a significantly greater flexibility.
DIR can manage local distortion between two image sets (e.g. anatomical structure changes). For DIR, mathematical
modeling uses known information to find a statistic of motion or deformation in considered organs. Segmentation uses
the information to map a contour from a reference image to updated images. DIR may detect and use anatomical
landmarks to register sets of images. The methods, however do not distinguish between normal anatomical changes
and pathological changes. In an example, a growth of a tumor may be suppressed in a follow up image if the DIR is too
strong. Current computer-assisted tools such as DIR may be inaccurate due to normal anatomical changes represented
in the images and an inability to distinguish abnormal changes are normal changes and as such, provide inconsistent
and confusing image registration.

SUMMARY

[0005] By way of introduction, the preferred embodiments described below include embodiments for detecting path-
ological changes in medical images acquired at two or more time points. A machine-learned network assists in aligning
reference and follow up images following a biomechanical prior. The aligned reference and follow up images are analyzed
to identify the pathological changes which then may be presented to an operator.
[0006] In a first aspect, a method is provided for identifying pathological changes in follow up medical images. Reference
image data is acquired at a first time. Follow up image data is acquired at a subsequent time. A deformation field is
generated for the reference image data and the follow up data using a machine-learned network trained to generate
deformation fields describing healthy, anatomical deformation between input reference image data and input follow up
image data. The reference image data and the follow up image data are aligned using the deformation field. The co-
aligned reference image data and follow up image data are analyzed for changes due to pathological phenomena.
Preferred is a method, wherein the machine-learned network is trained using a loss function derived from a deformation
field generated by a biomechanical model of soft tissue deformation. The biomechanical model is preferably generated
from a plurality of reference image data and follow up image data.
Additionally, the biomechanical model can be generated by: segmenting, by the processor, pairs of the plurality of
reference image data and the plurality of follow up image data; converting, by the processor, the segmentation to mesh
surfaces; matching, by the processor, the mesh surfaces between pairs the plurality of reference image data and the
follow up image data by generating point-wise correspondences between the reference image data and follow up image
data; and solving, by the processor, for motion for the matched mesh surfaces using a biomechanical model of organ
deformations, solved using a discrete solver method.
Further, a method is preferred, wherein the machine-learned network is a deep three-dimensional convolutional image-
to-image neural network.
The method can further comprise: rendering, by the processor, an image of the aligned follow up image data; and
displaying, by the processor, the image with the changes due to pathological phenomena highlighted.
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Preferred is a method, wherein analyzing comprises: analyzing, by the processor, using a neural network trained to
recognize patch-wise changes in the co-aligned reference image data and follow up image data.
Further, a method is preferred, wherein reference image data and follow up data is computed tomography image data
and/or wherein the reference image data and the follow up image are acquired by different imaging systems. Further,
a method is preferred, wherein the second time is at least after enough time to observe anatomical changes due to the
disease or a therapy.
[0007] In a second aspect, a method is provided for training a neural network to generate a physiological deformation
field between a reference volume and a follow up volume. A plurality of paired reference volumes and follow up volumes
are acquired. The plurality of pairs of volumes are segmented. The segmented pairs are converted to a plurality of mesh
surfaces. The mesh surfaces of the plurality of pairs of volumes are matched using point-wise correspondences. Bio-
mechanical motion is solved for the matched mesh surfaces using a finite element method. A deformation mesh is
generated for a paired set of volumes using the mesh surfaces and the motion. The paired set of volumes are input into
the neural network configured to output a physiological deformation field. The deformation mesh and the physiological
deformation field are compared. Weights are adjusted in the neural network as a function of the comparison. Generating,
inputting, comparing, and adjusting are repeated with paired sets of volumes until the neural network outputs a physio-
logical deformation field that is similar to the deformation field.
Preferred is a method according to the second aspect, wherein the plurality of paired reference volumes and follow up
volumes are acquired with different time intervals and/or wherein the plurality of paired reference volumes and follow
up volumes comprise lung volumes.
Further, preferred is a method according to the second aspect, wherein the reference volume and follow up volume are
acquired by a computed tomography imaging system. The method steps of the method according to the second aspect
can be part of the method according to the first aspect of the invention, too.
[0008] In a third aspect, a system is provided for identifying pathological changes in follow up medical images for a
patient. The system includes a machine learned network and an image processor. The machine-learned network is
configured to generate a physiological deformation field between a reference image and a follow up image. The image
processor is configured to warp the follow up image as a function of the physiological deformation field; the image
processor further configured to identify a difference from the warped follow up image from the reference image; the
image processor further configured to highlight the difference between the warped follow up image and the reference
image as the pathological changes.
Preferred is a system, wherein the machine-learned network is trained to regress a ground truth of physiological defor-
mation generated from a biomechanical model of the patient. Further, preferred is a system, wherein the biomechanical
model is configured to model deformation of a lung volume of the patient, in particular wherein the biomechanical model
is derived from a plurality of reference images and a plurality of follow up images of the patient.
The system can further comprise: a display configured to display, as an image, the highlighted differences on the warped
follow up moving image, in particular wherein the image is a heatmap.
[0009] The present invention is defined by the following claims, and nothing in this section should be taken as a
limitation on those claims. Further aspects and advantages of the invention are discussed below in conjunction with the
preferred embodiments and may be later claimed independently or in combination.

BRIEF DESCRIPTION OF THE DRAWINGS

[0010] The components and the figures are not necessarily to scale, emphasis instead being placed upon illustrating
the principles of the invention. Moreover, in the figures, like reference numerals designate corresponding parts throughout
the different views.

Figure 1 depicts an example of a medical imaging system.
Figures 2A and 2B depicts example computed tomography images.
Figure 3 depicts a method for detecting pathological changes in CT images acquired at two or more time points
according to an embodiment.
Figure 4 depicts a machine-learned network trained to generate a deformation field according to an embodiment.
Figure 5 depicts an example rendered image with highlighted pathological changes.
Figure 6 depicts a method for training a machine-learned network to detect pathological changes in CT images
acquired at two or more time points according to an embodiment.
Figure 7 depicts a system for detecting pathological changes in CT images acquired at two or more time points
according to an embodiment.
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DETAILED DESCRIPTION

[0011] Pathological differences are automatically detected and highlighted in medical images like computed tomog-
raphy (CT), magnetic resonance images (MRI) or other modalities. A machine-learned neural network automatically
aligns follow up medical imaging data to medical imaging reference data in a way that removes or reduces normal
anatomical and physiological differences, such that the remaining differences due to pathology may be highlighted.
[0012] A biomechanical model is generated that identifies the normal anatomical and physiological differences. The
neural network is trained using the biomechanical model to produce deformation fields given input volume data. The
deformation fields are used to align the reference volume data with the follow up volume data. The alignment is used to
identify pathological differences between the two data sets. The pathological differences may be highlighted in an image
or otherwise presented to an operator.
[0013] In an example, the approach may significantly decrease the time spent by doctors on reading lung scans of a
patient, for example, by improving the rate of early detection of tumor change. The approach may be applied to patients
participating in lung screening programs to compare reference and follow up images. Example applications for lung
scans include for highlighting cancerous nodule growth or shrinkage, or detection of diffuse changes in lungs with chronic
obstructive pulmonary disease (COPD). The approach may be applied in various imaging situations, such as for different
imaging modalities (e.g., CT, MRI, or ultrasound) and/or for other anatomy (e.g., liver, prostate, breast) to for example,
detect cancerous growths or shrinkage or other medical diagnoses.
[0014] Figure 1 depicts an example CT imaging system 100. An object 110 (e.g., a patient) may be positioned on a
table 120 that is configured, via a motorized system, to move the table to multiple positions through a circular opening
130 in the CT imaging system 100. An X-ray source 140 (or other radiation source) and detector element(s) 150 are a
part of the CT imaging system and are configured to rotate around the subject 110 while the subject is inside the opening
130. The rotation may be combined with movement of the bed to scan along a longitudinal extent of the patient. Alter-
natively, the gantry moves the source 140 and detector 150 in a helical path about the patient. In a CT imaging system
100, a single rotation may take approximately one second or less. During the rotation of the X-ray source 140 and/or
detector, the X-ray source 140 produces a narrow, fan-shaped (or cone-shaped) beam of X-rays that pass through a
targeted section of the body of the subject 110 being imaged. The detector element(s) 150 (e.g., multi-ring detector
elements) are opposite the X-ray source 140 and register the X-rays that pass through the body of the subject being
imaged and, in that process, record a snapshot used to create an image. Many different snapshots at many angles
through the subject are collected through one rotation of the X-ray source 140 and/or detector element(s) 150. The
image data generated by the collected snapshots are transmitted to a control unit that stores or processes the image
data based on the snapshots into one or several cross-sectional images or volumes of an interior of the body (e.g.,
internal organs or tissues) of the subject being scanned by the CT imaging system 100.
[0015] When capturing CT data at different times (e.g., different imaging appointments occurring hours, days, weeks,
months, or years apart), one problem that arises, is comparing the different sets of data against one another. Objects,
e.g. patients, change over time, growing and shrinking, losing mass, gaining mass, changing shape, etc. Further, for
example, when scanning the lungs, respiratory motion or other motion may confound image alignment. Aligning images
rigidly allows some changes in images to be easily detected. However, such an alignment does not model changes from
e.g. organ deformation, patient weight loss, anatomical movement, or shrinkage. Accurate assessment of imaging
information may require DIR to resolve anatomical movement. DIR is a method for finding the mapping between points
in one image and the corresponding point in another image. Because of anatomical variations occurring during the
treatment or over time and differences in the breathing state from one image to another, DIR has been considered an
important tool to provide accurate longitudinal mapping of soft tissues (e.g. lung).
[0016] Figures 2A and 2B depict two lungs images from a patient acquired at two different time points. Figure 2A
depicts an initial reference CT image. Figure 2B depicts a follow up CT image. As depicted, there are both pathological
and normal changes in the follow up CT image as compared to the reference CT image. For example, certain tissues
may have expanded, or certain boundaries may have moved. RIR may not be able to register the two images due to
deformation in the scan area. DIR may register the two images but may also alter the pathological change which may
lead to an incorrect diagnosis. For example, DIR may shrink a tumor as a DIR algorithm may not take into consideration
pathological changes. An operator who views the resulting image may not comprehend the size of the tumor as a result
of the erroneous registration.
[0017] An image-to-image network may be used to register while minimizing distortion to pathological changes due
to anatomical changes. The disclosed image-to-image networks may be implemented to computationally facilitate
processing of medical imaging data and consequently improving and optimizing medical diagnostics. Detection and
highlighting pathological changes in medical images allows for an increased efficiency and usage of resources. Less
time may be spent on a patient by a doctor or an operator for diagnosis of a medical condition. Improved visibility of
pathological changes may lead to better diagnosis of medical ailments. Improved diagnosis may lead to improved medical
outcomes. The image-to-image network provides a technical solution for registration to improve diagnostic quality of
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medical imaging of the patient.
[0018] Figure 3 depicts an example method for detecting and highlighting pathological changes in follow up CT data.
A machine-learned network is used to biomechanically align the CT data followed by highlighting of relevant pathological
phenomena. The machine-learned network is an artificial neural network that is pre-trained on sets of image pairs
(reference and follow up) that have already been aligned using a biomechanical tissue model to produce a deformation
field for each image pair. Once trained, the machine-learned network produces a new deformation field for unseen image
pairs where deformations for anatomical or motion differences are minimized while pathological differences are main-
tained. The deformation field is used to co-align the new pairs. The residual image differences after co-alignment are
analyzed and used as input to further image processing to highlight pathological changes.
[0019] The acts are performed by the system of Figure 1, Figure 4, Figure 7, other systems, a workstation, a computer,
and/or a server. Additional, different, or fewer acts may be provided. The acts are performed in the order shown (e.g.,
top to bottom) or other orders.
[0020] At act A110, reference CT data is acquired at a first time by a medical imaging device. The CT data may be
acquired from a medical imaging device. The CT data may be processed into images or may be imaging data (e.g.
medical imaging data) to be used to form an image. The data, images, or imaging data is made available by or within
the medical imaging device. Alternatively, the acquisition is from storage or memory, such as acquiring a previously
created dataset from a picture archiving and communication system (PACS). A processor may extract the data from a
picture archive communications system or a medical records database.
[0021] The CT data is data representing a two-dimensional slice or a three-dimensional volume of the patient. For
example, the CT data represents an area or slice of the patient as pixel values. As another example, the CT data
represents a volume or three-dimensional distribution of voxels. The three-dimensional representation may be formatted
as a stack or plurality of two-dimensional planes or slices. Values are provided for each of multiple locations distributed
in two or three dimensions.
[0022] The data may be in any format. While the terms image and imaging are used, the image or imaging data may
be in a format prior to actual display of the image. For example, the imaging data may be a plurality of scalar values
representing different locations in a Cartesian or polar coordinate format different than a display format. As another
example, the image may be a plurality red, green, blue (e.g., RGB) values output to a display for generating the image
in the display format. The imaging data may be currently or previously displayed image in the display or another format.
The imaging data is a dataset that may be used for imaging, such as scan data or a generated image representing the
patient.
[0023] Any type of medical imaging data and corresponding medical scanner may be used. In one embodiment, the
imaging data is a computed tomography (CT) image acquired with a CT system. For example, a chest CT dataset may
be acquired by scanning the lungs. The output image may be a two-dimensional image slice. For a three-dimensional
CT image, the raw data from the detector is reconstructed into a three-dimensional representation. As another example,
magnetic resonance (MR) data representing a patient is acquired with an MR system. The data is acquired using an
imaging sequence for scanning a patient. K-space data representing an interior region of a patient is acquired. Fourier
analysis is performed to reconstruct the data from the k-space into a three-dimensional object or image space. The data
may be ultrasound data. Beamformers and a transducer array scan a patient acoustically. Received acoustic signals
are beamformed and detected into polar coordinate ultrasound data representing the patient.
[0024] The imaging data represents tissue, fluid, and/or bone of the patient. For imaging the lungs, the imaging data
may include response from the lungs and the anatomy around the lungs (e.g., upper torso). In other embodiments, the
medical image represents both function (such as perfusion) as well as structure, such as nuclear medicine (NM) data.
[0025] The medical imaging data is acquired as one or more frames of data. The frame of data represents the scan
region at a given time or period. The dataset may represent the area or volume over time, such as providing a 4D
representation of the patient. The medical imaging data may be captured over different phases for a patient. Breathing
phases, for example, may be tracked and combined with the medical imaging data to identify phase timing for the medical
imaging data. The data may be labeled with the phase at which the data was acquired. For example, the phase may
include peak inhale, early inhale, mid inhale, end inhale, peak exhale, and/or early exhale among other respiratory phase
time points.
[0026] At act A120, follow up CT data is acquired at a second time. Similar to act A110, the data, images, or imaging
data is made available by or within the medical imaging device. Alternatively, the acquisition is from storage or memory,
such as acquiring a previously created dataset from a picture archiving and communication system (PACS). A processor
may extract the data from a picture archive communications system or a medical records database. The second time
is a subsequent time later than the first time. The second time may be hours, days, week, months, or years after the
first time. There may be intervening scans or procedures between the first time and the second time. In an embodiment,
the follow up CT data is acquired using the same or similar settings and parameters as the reference CT data. Similar
settings and parameters may include, for example, the same medical imaging device, a same dose, the same phase
timing, x-ray source voltage, among others. The follow up CT data may be collected at different phases for a patient.
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The data may be labeled with the phase at which the data was acquired. For example, for lung data the phase may
include peak inhale, early inhale, mid inhale, end inhale, peak exhale, and/or early exhale among other respiratory phase
time points.
[0027] At act A130, a deformation field for the reference CT data and the follow up CT data is generated using a
machine-learned network trained to generate deformation fields describing anatomical deformation between input ref-
erence CT data and input follow up CT data. In an embodiment, the machine-learned network is trained to generate a
deformation field that is similar to a deformation field generated by a biomechanical model. The biomechanical model
is generated from a cohort of reference and follow up CT data. The output of the biomechanical model is a deformation
mesh that describes the anatomical movement or normal changes between pairs of reference and follow up data. The
machine-learned network is trained on the cohort of reference and follow up CT data to generate a deformation field
that is similar to one derived from the deformation mesh. To train the network, the generated deformation field is compared
against the deformation field from the biomechanical model. The comparison (e.g. difference), namely the loss function,
is used to provide feedback to the network so that weights of the network may be adjusted to generate a better output
deformation field. The process may be repeated multiple times until the deformation field is similar to one derived from
the deformation mesh.
[0028] The machine-learned network may be any type of neural network that is trained to generate a deformation field.
In an embodiment, the machine-learned network is an image-to-image network.
[0029] Figure 4 depicts an example representation of an image-to-image network trained to generate a deformation
field. The machine-learned network 30 takes as input reference data 40 (here depicted as a 2D image) and follow up
data 50 (here depicted as a 2D image). The machine-learned network 30 includes a plurality of layers and nodes that
are weighted. The machine-learned network 30 outputs a deformation field 60 that is indicative of the deformation due
to anatomical deformation between the reference data 40 and follow up data 50. The deformation field 60 is compared
to a deformation field generated by a biomechanical model (that uses the reference and follow up data). The comparison
is used to adjust the weights of the nodes in the machine-learned network 30. The process of inputting data, outputting
a deformation field, and adjusting weights may be repeated until the output deformation field is similar to the deformation
field generated by a biomechanical model. The trained machine-learned network 30 may then be used to generate
deformation fields for unseen reference and follow up data pairs.
[0030] In one embodiment, the arrangement of the machine-learned network 30 is a neural network for deep learning.
Other network arrangements may be used, such as a support vector machine. Deep architectures include convolutional
neural network (CNN) or deep belief nets (DBN), but other deep networks may be used. CNN learns feed-forward
mapping functions while DBN learns a generative model of data. In addition, CNN uses shared weights for all local
regions while DBN is a fully connected network (e.g., including different weights for all regions of an image). The training
of CNN is entirely discriminative through back-propagation. DBN, on the other hand, employs the layer-wise unsupervised
training (e.g., pre-training) followed by the discriminative refinement with back-propagation if necessary. In an embodi-
ment, the arrangement of the machine learnt network is a fully convolutional network (FCN). Alternative network ar-
rangements may be used, for example, a 3D Very Deep Convolutional Networks (3D-VGGNet). VGGNet stacks many
layer blocks containing narrow convolutional layers followed by max pooling layers. A 3D Deep Residual Networks (3D-
ResNet) architecture may be used. A Resnet uses residual blocks and skip connections to learn residual mapping.
[0031] The machine-learned network 30 is defined as a plurality of sequential feature units or layers. Sequential is
used to indicate the general flow of output feature values from one layer to input to a next layer. The information from
the next layer is fed to a next layer, and so on until the final output. The layers may only feed forward or may be bi-
directional, including some feedback to a previous layer. The nodes of each layer or unit may connect with all or only a
sub-set of nodes of a previous and/or subsequent layer or unit. Skip connections may be used, such as a layer outputting
to the sequentially next layer as well as other layers.
[0032] Rather than pre-programming the features and trying to relate the features to attributes, the deep architecture
is defined to learn the features at different levels of abstraction based on an input image data with or without pre-
processing. The features are learned to reconstruct lower level features (i.e., features at a more abstract or compressed
level). For example, features for reconstructing an image are learned. For a next unit, features for reconstructing the
features of the previous unit are learned, providing more abstraction. Each node of the unit represents a feature. Different
units are provided for learning different features.
[0033] Various units or layers may be used, such as convolutional, pooling (e.g., max-pooling), deconvolutional, fully
connected, or other types of layers. Within a unit or layer, any number of nodes is provided. For example, 100 nodes
are provided. Later or subsequent units may have more, fewer, or the same number of nodes. In general, for convolution,
subsequent units have more abstraction. For example, the first unit provides features from the image, such as one node
or feature being a line found in the image. The next unit combines lines, so that one of the nodes is a corner. The next
unit may combine features (e.g., the corner and length of lines) from a previous unit so that the node provides a shape
indication. For transposed-convolution to reconstruct, the level of abstraction reverses. Each unit or layer reduces the
level of abstraction or compression.
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[0034] The features of the nodes are learned by the machine using any building blocks. For example, auto-encoder
(AE) or restricted Boltzmann machine (RBM) approaches are used. AE transforms data linearly, and then applies a non-
linear rectification, like a sigmoid function. The objective function of AE is the expected mean square error between the
input image and reconstructed images using the learned features. AE may be trained using stochastic gradient descent
or other approach to learn, by the machine, the features leading to the best reconstruction. The objective function of
RBM is an energy function. Exact computation of the likelihood term associated with RBM is intractable. Therefore, an
approximate algorithm, such as contrastive-divergence based on k-step Gibb sampling or other, is used to train the RBM
to reconstruct the image from features.
[0035] The loss function used to train the machine-learned network 30 may be based on the difference between an
output deformation field and a deformation field generated by the biomechanical model. The loss function may be, for
example, a mean square error of the difference.
[0036] The machine-learned network 30 is trained as an image-to-image neural network to generate deformations
fields from a reference image and a follow-up image that are similar to the deformation field of the biomechanical model.
For training, the machine-learned network 30 takes two CT images (image data, image volumes) into its input layer, and
the output layer is a generated deformation field image that is compared to a model-generated field. The deformation
comparison is used as a loss function of the machine-learned network 30. The loss is used to iteratively adjust the
internal weights of the machine-learned network 30 until the network is able to generate deformation fields that are
similar to the modelled deformations across the large cohort of training data.
[0037] At act A140, the reference CT data and the follow up CT data are aligned with one another using the deformation
field. The biomechanical model that the machine learned network is trained to mimic represents deformation due to
anatomy and/or motion. Change due to alteration of pathology is not provided. As a result, the machine-learned network
estimates the deformation field for anatomy and/or motion without including pathology-based deformation. Aligning the
reference CT data and follow up CT data may include point to point registration and / or warping the data to match the
deformation. The outputted aligned pair may include similar boundaries due to the alignment, but any pathological
phenomena may not be affected.
[0038] At act A150, the aligned reference CT data and follow up CT data are compared to identify changes due to
pathological phenomena. In an embodiment, the changes are highlighted for display to an operator. One method to
highlight the pathological changes is to subtract the biomechanically-aligned images from one another. The difference
may be highlighted. The highlighting may draw attention to areas in the follow up CT image where there are likely changes
due to pathological phenomena such as nodule growth. The type of change is likely to be of a different mode than the
biomechanical motion model (and machine-learned network 30). The difference image will have the largest magnitudes
in areas of large change, such as the border around an expanding tumor or indications of tissue diseases like emphysema,
etc.
[0039] Another method to highlight the change includes visualization of the magnitude of the deformation field. An
intensity-based deformable registration algorithm may match the different outlines of an abnormal growth in the baseline
and the follow up scans. The magnitude of the deformation may describe the scale of the change of the abnormality
volume. The magnitude volume may be visualized as a heat map.
[0040] In an embodiment, a method for change highlighting uses a patch-based network that is trained to detect
pathological changes in the follow up image. The training of the neural network makes use of the fact that lesion changes
cause large anatomical deformation or mismatch in point correspondences that are still present after the images have
been aligned. A fully convolutional, image-to-image neural network may be used in which corresponding patches in the
reference and follow up image are input into the network, and the output is a likelihood heat map of change. The network
may be trained using ground truth data that has been manually annotated. Any type of image-to-image neural network
may be used. Alternative machine-learned networks may be used that are configured or trained to identify changes
between the aligned reference and follow up images. The heat map may be visualized as an overlay image on the follow
up CT to help guide the image reading.
[0041] Figure 5 depicts an example of a highlighted change in a follow up CT image. The pathological change may
be identified by analyzing the aligned images. The analysis may provide a heat map or a location where a pathological
change is detected between the aligned images. The rendered image may include a highlighted pathological change
80. The highlighted pathological change 80 may be highlighted using symbols or colors, for example.
[0042] Figure 6 depicts one embodiment of a method for training a neural network to generate a physiological defor-
mation field between a reference CT volume and a follow up CT volume. The acts are performed by the system of Figure
1, Figure 4, Figure 7, other systems, a workstation, a computer, and/or a server. The acts are performed in the order
shown (e.g., top to bottom) or other orders.
[0043] At act A210, a plurality of paired reference CT volumes and follow up CT volumes are acquired. The CT volumes
may be acquired for different patients over different time periods. The CT volumes may be acquired by different imaging
devices. A biomechanical model is generated from the plurality of paired reference CT volumes and follow up CT volumes.
For lung scans, the biomechanical model may include structures such as lung surfaces, the lobes, the airways, blood
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vessel, anatomical landmarks, etc. The biomechanical model is generated by segmenting the CT volumes, generating
meshes, and solving for motion. Once generated, the biomechanical model may be updated with newly acquired CT
volumes. Different biomechanical models may be used for different types of patients. For example, depending on weight,
body size, gender, or age etc. an organ (e.g. lung) may operate differently.
[0044] At act A220, the plurality of pairs of CT volumes are segmented. The lungs and relevant constitutive anatomy
are segmented from the CT data (acquired at multiple time points and phases in order to capture the biomechanical
motion of the lung anatomy). Any method for segmentation may be used. For example, segmentation may be thresholding-
based, region-based, shape-based, model based, neighboring based, and/or machine learning-based among other
segmentation techniques. Thresholding-based methods segment the image data by creating binary partitions based on
image attenuation values, as determined by the relative attenuation of structures on the CT images. Region-based
segmentation compares one pixel in a CT image to neighboring pixels, and if a predefined region criterion (e.g. homo-
geneity) is met, then the pixel is assigned to the same class as one or more of its neighbors. Shape-based techniques
use either an atlas-based approach or a model-based approach to find a lung boundary. Model-based methods use
prior shape information, similar to atlas-based approaches; however, to better accommodate the shape variabilities, the
model-based approaches fit either statistical shape or appearance models of the lungs to the image by using an opti-
mization procedure. Neighboring anatomy-guided methods use the spatial context of neighboring anatomic objects of
the lung (e.g. rib cage, heart, spine) for delineating lung regions. In machine learning-based methods, the lung abnor-
malities and boundaries are predicted on the basis of the features extracted from the image data.
[0045] At act A230, the segmented pairs are converted to a plurality of mesh surfaces that describe the structures of
the lungs.
[0046] At act A240, the mesh surfaces of the plurality of pairs of CT volumes are matched using point-wise corre-
spondences. The meshes are matched in paired volumes / / images from the reference and follow-up CT data by
generating point-wise correspondences (e.g. all the points on the lung surfaces are matched, all the points on the blood
vessels are matched, etc.). The matching may be accomplished by using an algorithm such as coherent point drift (CPD)
or other point- or surface-based registration method such as iterative closest point (ICP). CPD is a method for non-rigid
registration of two-point sets. Registration is a maximum likelihood estimation problem, where one-point set represents
centroids of a gaussian mixture module and the other represents the data. CPD uses motion and velocity of points for
registration.
[0047] At act A250, motion for the matched mesh surfaces is solved using a finite element method or other discrete
solver method. Once the point-wise correspondences are generated for the lung segmentations, the correspondences
are used as boundary conditions to an appropriate biomechanical model describing the tissue motion of interest. A finite
element method (FEM) solution is used for the equations of motion describing the modes of lung deformation. The organ
domain is discretized as a tetrahedral mesh from the geometry of the lung segmentation surface. A 3D Navier-Cauchy
equation is used for the tissue displacement field at static equilibrium: 

where E is Young’s modulus, v is Poisson’s ratio, u is the 3D displacement vector at a point in the tissue, and F is the
applied body force distribution. The displacements at each point of the tissue are solved for such that the equation is
satisfied.
[0048] Linear basis functions are defined on the tetrahedral elements and perform the Galerkin weighted residual
method to construct a linear system of equations with the form:

where K is the stiffness matrix containing contributions from the material properties and constitutive equation, u is the
vector of mesh nodal displacements, and f contains a vector of applied boundary conditions. Patient-specific boundary
conditions are generated for f by using CPD to determine correspondence vectors between the two sets of lung seg-
mentation meshes.
[0049] Alternative methods may be used to generate or augment the biomechanical model. For example, a stress
distribution model and a numerical implementation based on the finite element method (FEM) may be used for the lungs.
The FEM provides a framework that allows for the relationships between stress, strain, and force loads on a target to
be expressed in terms of a motion field that more realistically describes the underlying physiology. FEM may be used
to solve for the complex elasticity problem of lungs. Lung motion may also be modelled as a contact problem to be
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solved by the FEM. Ventilation, for example, may be modeled using the lung geometry. At exhale, the lung geometry is
inflated by applying a negative pressure in accordance with elasticity theory until it matches a final lung shape at inhale.
[0050] At act A260, a deformation mesh is generated for a paired set of CT volumes using the mesh surfaces and the
motion. The biomechanical model outputs a mesh deformation that may be converted (rasterized) into an image grid as
a deformation field. The deformation describes the anatomical movement of the lung tissues. Different images taken at
different times may be compared. For example, inspiratory (INSP) and expiratory (EXP) images may be compared to
identify the deformation of the lung. The deformation may also describe the magnitude of the movement. For example,
the deformation of a first portion of the lungs may be greater than another portion. The deformation field may describe
the difference using a larger value for the first portion than the other portion. As a patient inhales or exhales the shape
of the lung changes. The lower portions of the lungs may exhibit large deformations than, for example, the center of the
lung.
[0051] At act A270, the paired set of CT volumes is input into the neural network configured to output a physiological
deformation field. An image-to-image neural network is trained to generate a generated deformation field when input a
first CT reference volume of the reference CT volume data and a first CT follow up volume of the follow up CT volume
data. The image-to-image neural network is trained using a difference between the deformation field and the generated
deformation field as a loss function. For training, the image-to-image neural network takes two CT images (image data,
image volumes) into its input layer, and the output layer is a generated deformation field image that is compared to a
model-generated field.
[0052] At act A280, the deformation mesh is compared and the physiological deformation field. The deformation
comparison is used as a loss function to train the image-to-image neural network.
[0053] At act A290, weights are adjusted in the machine network as a function of the comparison. The loss is used to
iteratively adjust the internal weights of the image-to-image neural network until the network is able to generate defor-
mation fields that are similar to the modelled deformations across the large cohort of training data.
[0054] At act A300, generating (A260), inputting (A270), comparing (A280), and adjusting (A290) are repeated with
paired sets of CT volumes until the neural network outputs a physiological deformation field that is similar to the defor-
mation field. The generated deformation field is used to align any new pairs of CT follow up images.
[0055] The biomechanical model and the trained machine network may be stored for later use. Additional follow-up
procedures may be performed for additional patients. The biomechanical model and the trained machine network may
be used or augmented during the additional procedures.
[0056] Figure 7 depicts an embodiment of a system for identifying pathological changes in follow up CT data. The
system includes a control unit 20, an imaging system 100 (here depicted as a CT imaging system 100), and a server
28. The control unit 20 includes an image processor 22, a memory 24, a display 26, and a machine-learned network 30.
Additional, different, or fewer components may be provided. For example, network connections or interfaces may be
provided, such as for networking with a medical imaging network or data archival system. In another example, a user
interface is provided as part of the display 26 or imaging system 100. In yet other embodiments, the server 28 or CT
imaging system 100 are not provided.
[0057] The image processor 22, memory 24, and display 26, machine-learned network 30 are part of the control unit
20. Alternatively, the image processor 22, memory 24, and machine-learned network 30 are part of an archival and/or
image processing system, such as associated with a medical records database workstation or server, separate from
the imaging system 100. In other embodiments, the image processor 22, machine-learned network 30, and memory 24
are a personal computer, such as desktop or laptop, a workstation, a server 28, a network, or combinations thereof. The
image processor 22, display 26, machine-learned network 30, and memory 24 may be provided without other components
for acquiring data by scanning a patient.
[0058] The control unit 20, image processor 22, memory 24, display 26, machine-learned network 30, and imaging
system 100 are provided at a same location. The location may be a same room, same building, or same facility. The
devices are local relative to each other and are remote to the server 28. The server 28 is spaced apart by a network by
being in a different facility or by being in a different city, county, state, or country. The server 28 may be remote from
the location of the imaging system 100.
[0059] The imaging system 100 is a medical diagnostic imaging system. Computed tomography (CT), X-ray, ultrasound,
and/or magnetic resonance (MR) systems may be used. The imaging system 100 may include a transmitter and includes
a detector for scanning or receiving data representative of the interior of the patient. The imaging system 100 is configured
to acquire image slices (2D) or an image volume (3D). The imaging system 100 may acquire a plurality of image volumes
over time that may be used to generate a video.
[0060] In one embodiment, the imaging system 100 is a CT or X-ray system. An X-ray source connects to a gantry.
A detector is also connected with the gantry opposite the X-ray source. The patient is positioned between the source
and detector. The source and detector are on opposite sides of the patient and rotate and/or translate about the patient.
The detected X-ray energy passing through the patient is converted, reconstructed, or transformed into data representing
different spatial locations within the patient. In an embodiment, the imaging system 100 may include a portable or mobile
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C-arm. The C-arm includes an X-ray source and an image intensifier or flat-panel detector. The C-shaped connecting
element allows movement horizontally, vertically and around the swivel axes, so that X-ray images of the patient may
be produced from almost any angle. The generator emits X-rays that penetrate the patient’s body. The image intensifier
or detector converts the X-rays into a visible image displayed on a monitor or stored for later use.
[0061] In another embodiment, the imaging system 100 is an MR system. The MR system includes a main field magnet,
such as a cryo-magnet, and gradient coils. A whole-body coil is provided for transmitting and/or receiving. Local coils
may be used, such as for receiving electromagnetic energy emitted by atoms in response to pulses. Other processing
components may be provided, such as for planning and generating transmit pulses for the coils and for receiving and
processing the received k-space data. The received k-space data is converted into object or image space data with
Fourier processing.
[0062] The memory 24 may be a graphics processing memory, a video random access memory, a random-access
memory, system memory, cache memory, hard drive, optical media, magnetic media, flash drive, buffer, database,
combinations thereof, or other now known or later developed memory device for storing data or video information. The
memory 24 is part of the imaging system 100, part of a computer associated with the image processor 22, part of a
database, part of another system, a picture archival memory, or a standalone device.
[0063] The memory 24 stores medical imaging data, graphical or display setting, and/or images. The memory 24 may
store data during processing for application and/or may store training data for the machine-learnt network 30. The
memory 24 may store data relating to a biomechanical model generated from data acquired from the CT imaging system
100.
[0064] The memory 24 or other memory is alternatively or additionally a non-transitory computer readable storage
medium storing data representing instructions executable by the programmed image processor 22 for identifying path-
ological changes in follow up CT data (images or volumes). The instructions for implementing the processes, methods
and/or techniques discussed herein are provided on non-transitory computer-readable storage media or memories, such
as a cache, buffer, RAM, removable media, hard drive, or other computer readable storage media. Non-transitory
computer readable storage media include various types of volatile and nonvolatile storage media. The functions, acts
or tasks illustrated in the figures or described herein are executed in response to one or more sets of instructions stored
in or on computer readable storage media. The functions, acts or tasks are independent of the particular type of instructions
set, storage media, processor or processing strategy and may be performed by software, hardware, integrated circuits,
firmware, micro code, and the like, operating alone, or in combination. Likewise, processing strategies may include
multiprocessing, multitasking, parallel processing, and the like.
[0065] In one embodiment, the instructions are stored on a removable media device for reading by local or remote
systems. In other embodiments, the instructions are stored in a remote location for transfer through a computer network
or over telephone lines. In yet other embodiments, the instructions are stored within a given computer, CPU, GPU, or
system.
[0066] The machine-learned network 30 may be configured in software or hardware. The machine-learned network
30 may be part of the image processor and/or may be stored in the memory 24. The machine-learned network 30 may
be trained on data stored in the memory 24 and/or acquired by the imaging system 100. The machine-learned network
30 may be configured to generate a physiological deformation field between a reference fixed CT volume and a follow
up CT volume acquired by the CT imaging system 100 or stored in memory 24. The machine-learned network 30 may
be configured to implement the biomechanical model in that the machine-learned network 30 may be configured to input
a reference CT volume and a follow up CT volume and generate a deformation field similar to a deformation field
generated by the biomechanical model. The machine-learned network 30 and/or the image processor 22 may be con-
figured to align the reference CT volume and the follow up CT volume based on the deformation field. The machine-
learned network 30 may input and process either two dimensional or three dimensional data (images or volumes).
[0067] The image processor 22 is a general processor, central processing unit, control processor, graphics processing
unit, digital signal processor, three-dimensional rendering processor, image processor, application specific integrated
circuit, field programmable gate array, digital circuit, analog circuit, combinations thereof, or other now known or later
developed device for rendering a two-dimensional image from an image volume. The image processor 22 is a single
device or multiple devices operating in serial, parallel, or separately. The image processor 22 may be a main processor
of a computer, such as a laptop or desktop computer, or may be a processor for handling some tasks in a larger system,
such as in the imaging system 100 or the server 28. The image processor 22 is configured by instructions, design,
hardware, and/or software to perform the acts discussed herein.
[0068] The image processor 22 and/or server 28 are configured to perform the acts discussed above for identifying
pathological changes in follow up CT data. The image processor 22 is configured to warp the follow up moving CT
volume as a function of the physiological deformation field. The image processor 22 is further configured to subtract the
warped follow up moving CT volume from the reference fixed CT volume. The image processor 22 is further configured
to highlight the differences between the warped follow up moving CT volume and the reference fixed CT volume as the
pathological changes.
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[0069] The image processor 22 and/or server 28 are configured to provide an image to the display 26 or to the memory
24. The display 26 is a monitor, LCD, projector, plasma display, CRT, printer, or other now known or later developed
devise for outputting visual information. The display 26 receives images, graphics, text, quantities, or other information
from the image processor 22, memory 24, imaging system 100, and/or server 28. The display 26 is configured to provide
image volumes to an operator.
[0070] The control unit 20 may also include a user interface (not shown) that is configured to receive one or more
selections from a user. The user interface may include an input device such as one or more buttons, a keypad, a keyboard,
a mouse, a stylus pen, a trackball, a rocker switch, a touch pad, a voice recognition circuit, or other device or component
for inputting data. The user interface and the display 26 may be combined as a touch screen that may be capacitive or
resistive.
[0071] The server 28 connects to the imaging system 100 via a network. The network is a local area, wide area,
enterprise, another network, or combinations thereof. In one embodiment, the network is, at least in part, the Internet.
Using TCP/IP communications, the network provides for communication between the image processor 22 and the server
28. Any format for communications may be used. In other embodiments, dedicated or direct communication is used.
[0072] The server 28 is a processor or group of processors. More than one server 28 may be provided. The server
28 is configured by hardware and/or software. The server 28 may include one or more image processors 22. The one
or more image processors 22 may operate serially or in parallel to process and render image data received from the CT
imaging system 100. The server 28 may generate and store a biomechanical model based on CT data acquired from
the CT imaging system 100 or stored in memory 24.
[0073] In one embodiment, the instructions are stored on a removable media device for reading by local or remote
systems. In other embodiments, the instructions are stored in a remote location for transfer through a computer network
or over telephone lines. In yet other embodiments, the instructions are stored within a given computer, CPU, GPU, or
system.
[0074] While the invention has been described above by reference to various embodiments, it should be understood
that many changes and modifications can be made without departing from the scope of the invention. It is therefore
intended that the foregoing detailed description be regarded as illustrative rather than limiting, and that it be understood
that it is the following claims, including all equivalents, that are intended to define the spirit and scope of this invention.

Claims

1. A method for identifying pathological changes in follow up medical images, the method comprising:

acquiring, by an imaging system, reference image data at a first time;
acquiring, by the imaging system, follow up image data at a subsequent time;
generating, by a processor, a deformation field for the reference image data and the follow up image data using
a machine-learned network trained to generate deformation fields describing healthy, anatomical deformation
between input reference image data and input follow up image data;
aligning, by the processor, the reference image data and the follow up image data using the deformation field; and
analyzing, by the processor the co-aligned reference image data and follow up image data for changes due to
pathological phenomena.

2. The method according to claim 1, wherein the machine-learned network is trained using a loss function derived from
a deformation field generated by a biomechanical model of soft tissue deformation.

3. The method according to claim 2, wherein the biomechanical model is generated from a plurality of reference image
data and follow up image data.

4. The method according to claim 3, wherein the biomechanical model is generated by:

segmenting, by the processor, pairs of the plurality of reference image data and the plurality of follow up image
data;
converting, by the processor, the segmentation to mesh surfaces;
matching, by the processor, the mesh surfaces between pairs the plurality of reference image data and the
follow up image data by generating point-wise correspondences between the reference image data and follow
up image data; and
solving, by the processor, for motion for the matched mesh surfaces using a biomechanical model of organ
deformations, solved using a discrete solver method.
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5. The method according to any of the preceding claims, wherein the machine-learned network is a deep three-
dimensional convolutional image-to-image neural network.

6. The method according to any of the preceding claims, further comprising:

rendering, by the processor, an image of the aligned follow up image data; and
displaying, by the processor, the image with the changes due to pathological phenomena highlighted.

7. The method according to any of the preceding claims, wherein analyzing comprises:

analyzing, by the processor, using a neural network trained to recognize patch-wise changes in the
co-aligned reference image data and follow up image data.

8. The method according to any of the preceding claims, wherein reference image data and follow up data is computed
tomography image data
and/or
wherein the reference image data and the follow up image are acquired by different imaging systems.

9. The method according to any of the preceding claim 1, wherein the second time is at least after enough time to
observe anatomical changes due to the disease or a therapy.

10. A method for training a neural network to generate a physiological deformation field between a reference volume
and a follow up volume, the method comprising:

acquiring a plurality of paired reference volumes and follow up volumes;
segmenting the plurality of pairs of volumes;
converting the segmented pairs to a plurality of mesh surfaces;
matching the mesh surfaces of the plurality of pairs of volumes using point-wise correspondences;
solving for motion for the matched mesh surfaces using a biomechanical model of organ deformations, solved
using a discrete solver method;
generating a deformation mesh for a paired set of volumes using the mesh surfaces and the motion;
inputting the paired set of volumes into the neural network configured to output a physiological deformation field;
comparing the deformation mesh and the physiological deformation field;
adjusting weights in the neural network as a function of the comparison; and
repeating generating, inputting, comparing, and adjusting with paired sets of volumes until the neural network
outputs a physiological deformation field that is similar to the deformation field.

11. The method according to claim 10, wherein the plurality of paired reference volumes and follow up volumes are
acquired with different time intervals
and/or
wherein the plurality of paired reference volumes and follow up volumes comprise lung volumes.

12. The method according to claims 10 or 11, wherein the reference volume and follow up volume are acquired by a
computed tomography imaging system.

13. A system for identifying pathological changes in follow up medical images for a patient, the system comprising:

a machine-learned network configured to generate a physiological deformation field between a reference image
and a follow up image; and
an image processor configured to warp the follow up image as a function of the physiological deformation field;
the image processor further configured to identify a difference from the warped follow up image from the reference
image; the image processor further configured to highlight the difference between the warped follow up image
and the reference image as the pathological changes.

14. The system according to claim 13, wherein the machine-learned network is trained to regress a ground truth of
physiological deformation generated from a biomechanical model of the patient.

15. The system according to claim 14, wherein the biomechanical model is configured to model deformation of a lung
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volume of the patient, in particular wherein the biomechanical model is derived from a plurality of reference images
and a plurality of follow up images of the patient.

16. The system according to any of the preceding claims 13 to 15, further comprising:

a display configured to display, as an image, the highlighted differences on the warped follow up moving image,
in particular wherein the image is a heatmap.
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