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Description 

This  invention  relates  to  communication  between  processes  in  a  processor  system  and  in  particular  to 
the  flow  of  work  and  data  therebetween. 

5  Existing  process-to-process  protocols  provide  only  a  simple  data  transmission  capability.  Data  is 
received  in  the  order  sent.  This  provides  users  with  a  pipe  view  of  the  connection  between  two  programs 
over  which  data  flows.  The  term  pipe  is  appropriate  because  data  bytes  put  into  the  pipe  by  one  process 
are  removed  from  the  pipe  by  a  second  process  in  the  order  they  are  placed  into  the  pipe. 

When  two  processes  communicate,  it  is  generally  in  terms  of  requests  and  responses.  One  process 
io  makes  a  work  request  of  the  other,  which  then  carries  it  out  and  returns  a  response.  The  information  that 

passes  between  these  processes  consists  of  the  request,  the  response  and  some  data. 
The  receiving  program  must  examine  the  bytes  as  they  are  received,  determining  what  is  a  command 

or  request,  and  what  is  data.  If  a  requesting  process  sends  multiple  requests  over  a  single  connection,  all  of 
the  data  associated  with  the  first  must  be  received  before  a  subsequent  request  can  be  examined.  An 

75  example  of  this  is  shown  in  U.  S.  Patent  No.  4,396,983  to  which  describes  establishment  of  communication 
between  processes  in  a  distributed  processor  system. 

This  view  of  process-to-process  communication  makes  it  very  difficult  to  develop  a  server  that  can 
simultaneously  handle  several  requests  at  once,  and  to  optimize  the  order  in  which  requests  are  processed. 
Such  servers  have  been  implemented  in  some  systems  by  only  sending  data  addresses  between 

20  processes,  not  the  data  itself.  Such  an  approach  restricts  the  usefulness  of  a  message  based  protocol.  The 
communicating  processes  must  share  memory;  if  they  are  located  in  different  processors,  all  of  the  data 
must  be  sent. 

Such  a  system  where  a  shared  memory  is  necessary  has  been  disclosed  in  D1  =  EP-A-132  158, 
relative  to  a  method  of  performing  a  sequence  of  related  activities  in  multiple  independent  digital 

25  processors.  The  main  problem  being  addressed  is  to  increase  the  speed  of  data  processing  by  having  a 
given  task  shared  among  multiple  processors.  Each  of  these  processors  has  its  own  processing  unit,  its 
own  local  memory,  and  a  set  of  three  interprocessor  instructions.  In  such  an  environment,  where  each 
independent  processor  processes  one  part  of  a  larger  task,  a  subsequent  problem  to  solve  is  to 
synchronise  the  processing  going  on  in  the  different  processors.  In  order  to  do  this,  a  shared  memory  is 

30  provided.  This  shared  memory  contains  processor  records,  activity  records  and  shared  parameters  that  are 
regularly  updated  in  order  to  reconstruct  the  results  of  the  processing  going  on  in  the  different  processors. 
Therefore  the  shared  memory  provides  for  a  tight  coupling  between  the  independent  processors.  Further, 
the  parts  of  a  process  that  are  being  processed  locally  are  only  using  the  ressources  of  that  specific  local 
processor. 

35  IBM  Technical  Disclosure  Bulletin  Vol.  23  No.  5  October  1980,  Distributed  Data  Processing  System, 
describes  a  processing  system  wherein  system  resources  belong  to  processes  and  communication 
between  processes  is  indirect  via  supervisor  services.  This  provides  some  process  mobility.  Communication 
is  in  terms  of  messages  processed  by  subsystem  communication  facilities.  IBM  Technical  Disclosure 
Bulletin  Vol.  22  No.  7  December  1979,  Message-Based  Protocol  for  Interprocessor  Communication, 

40  discloses  a  message-based  protocol  for  communicating  between  processes  executing  on  different  proces- 
sors  loosly  coupled  via  a  common  bus.  Processes  are  defined  as  execution  units  which  interact  through 
message  queues  and  through  shared  variables. 

Summary  of  the  Invention 
45 

An  interprocess  information  transfer  facility  provides  for  transfer  of  information  between  processes 
which  may  not  share  common  storage  and  may  be  located  in  one  or  more  processors.  Notes,  which  are 
packets  of  information  indicating  the  existence  of  a  work  request  from  a  requesting  process  for  execution  by 
a  server  process  are  prepared  by  the  facility.  A  queue  corresponding  to  the  server  process  receives  the 

50  notes.  Each  note  uniquely  identifies  a  work  request  such  that  the  server  process  can  then  control  receipt 
and  processing  of  work  requests  and  corresponding  data  at  its  convenience. 

The  notes  contain  a  request  identifier  which  uniquely  identifies  work  requests.  The  notes  also  contain 
further  information  indicating  the  type,  priority  and  length  of  the  work  requests.  Since  the  amount  of 
information  in  a  note  is  limited  in  size,  many  notes  may  be  placed  on  the  queue  permitting  the  server 

55  process  to  control  the  order  in  which  work  is  received  using  more  complex  queue  management  techniques 
than  are  feasible  with  larger  queues  containing  entire  work  requests.  A  server  can  deal  with  high  priority 
requests  first. 
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To  receive  the  actual  work  request,  the  server  process  provides  the  request  id  to  the  transfer  facility 
which  then  provides  the  work  request  in  storage  accessible  by  the  server  process.  This  is  done  without 
interaction  with  the  requestor  process.  All,  or  only  a  specified  portion  of  the  work  request  can  be  received. 

There  are  three  separate  data  streams  associated  with  normal  work  requests,  a  command,  data  from 
5  the  requestor  to  the  server  and  data  from  the  server  to  the  requestor.  The  command  and  data  from  the 

requestor  to  the  server  may  be  received  separately  as  required  by  the  server  to  execute  the  command. 
This  allows  multiple  commands  from  different  work  requests  to  be  handled  without  greatly  increasing 
storage  controlled  by  the  server.  Also,  a  specified  portion  of  the  command  or  data  may  be  received.  The 
data  from  the  server  to  the  requestor  may  be  provided  to  the  requestor  at  the  convenience  of  the  server.  It 

io  need  not  be  transferred  all  at  once.  This  flexibility  can  greatly  enhance  throughput  for  a  process  without 
significant  increase  in  resource  allocation  to  the  process. 

The  method  according  to  the  invention  is  set  out  in  claim  1  . 

Brief  Description  of  the  Drawings 
15 

Fig.  1  is  a  block  diagram  overview  of  a  multiprocess  system  having  an  inter  process  communication 
facility  for  communication  between  processes; 
Fig.  2  is  a  low  level  representation  of  two  processes  communicating  via  the  inter  process  communication 
facility  of  Fig.  1  . 

20  Fig.  3  is  a  low  level  representation  of  a  process  obtaining  data  from  a  disk  control  process  via  the  inter 
process  communication  facility  of  Fig.  1; 
Fig.  4  is  a  low  level  representation  of  a  process  transferring  data  to  a  disk  control  process  via  the  inter 
process  communication  facility  of  Fig.  1; 
Fig.  5  is  a  low  level  representation  of  one  type  of  data  transfer  mode  selected  by  a  process  to 

25  communicate  with  another  process  via  the  inter  process  communication  facility  of  Fig.  1; 
Fig.  6  is  a  low  level  representation  of  a  further  type  of  data  transfer  mode  selected  by  processes  to 
communicate  with  another  process  via  the  inter  process  communication  facility  of  Fig.  1; 
Fig.  7  is  a  block  diagram  representation  of  a  descriptor  element  used  by  the  inter  process  communica- 
tion  facility  of  Fig.  1  to  identify  storage  areas; 

30  Fig.  8  is  a  block  diagram  representation  of  referencing  data  by  use  of  the  inter  process  communication 
facility  of  Fig.  1  ; 
Fig.  9  is  a  block  diagram  representation  of  descriptor  elements  used  by  the  inter  process  communication 
facility  of  Fig.  1  to  identify  storage  locations  of  segments  of  data; 
Fig.  10  is  a  block  diagram  representation  of  a  distributed  data  stream; 

35  Fig.  11  is  a  block  diagram  representation  of  segmentation  of  a  distributed  data  stream  to  form  new 
distributed  data  streams; 
Fig.  12  is  a  syntax  diagram  of  a  send  request  verb  used  by  processes  to  interface  with  the  inter  process 
communication  facility  of  Fig.  1;  Fig.  13  is  a  syntax  diagram  of  a  send  response  verb  used  by  processes 
to  interface  with  the  inter  process  communication  facility  of  Fig.  1; 

40  Fig.  14  is  a  syntax  diagram  of  a  receive  queue  verb  used  by  processes  to  interface  with  the  inter 
process  communication  facility  of  Fig.  1; 
Fig.  15  is  a  syntax  diagram  of  a  receive  request  verb  used  by  processes  to  interface  with  the  inter 
process  communication  facility  of  Fig.  1; 
Fig.  16  is  a  syntax  diagram  of  a  receive  data  verb  used  by  processes  to  interface  with  the  inter  process 

45  communication  facility  of  Fig.  1; 

Detailed  Description  of  the  Preferred  Embodiment 

In  Fig.  1  a  high  level  view  of  a  distributed  process  environment  is  indicated  generally  at  10.  A  processor 
50  A  indicated  at  12  is  coupled  by  a  physical  path  indicated  by  a  line  14  to  a  processor  B  indicated  at  16. 

Processor  A  is  indicated  as  having  a  process  A  indicated  at  18  and  a  process  B  indicated  at  19  residing 
therein.  A  storage  area  20  is  associated  with  process  A  and  process  B  as  represented  by  lines  21  and  22 
respectively  to  provide  the  processes  control  of  and  access  to  data  storage. 

Processor  B  is  indicated  as  having  a  process  C  indicated  at  23  and  a  process  D  indicated  at  24 
55  residing  therein.  A  storage  area  25  is  associated  with  process  C  and  process  D  as  represented  by  lines  26 

and  28  respectively  to  provide  the  processes  control  of  and  access  to  data  storage. 
Processes,  or  executing  programs  within  the  processors  need  to  communicate  with  each  other.  In 

processors  of  differing  configurations,  or  in  the  same  processor  as  it  changes  over  time,  two  processes  that 
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communicate  may  be  in  different  relative  locations  and  may  have  different  physical  paths  between  them. 
An  inter  process  communication  facility  (IPCF)  is  provided  within  processor  A  and  processor  B  at  30 

and  32  respectively  to  accommodate  inter  process  communication  which  is  location  transparent  to  the 
communicating  processes.  IPCF  30  is  coupled  to  process  A  in  processor  A  as  represented  by  a  line  34  and 

5  to  process  B  as  represented  by  a  line  36.  Lines  34  and  36  represent  interfaces  between  process  A  and 
process  B  to  the  IPCF  30.  These  interfaces  permit  communication  between  process  A  and  process  B 
provided  appropriate  data  paths  are  established.  IPCF  30  is  also  coupled  through  a  transport  mechanism  38 
by  line  14  through  a  transport  mechanism  40  in  processor  B  to  IPCF  32.  IPCF  32  is  in  turn  coupled  as 
represented  by  interface  lines  42  and  44  to  process  C  and  process  D.  These  interfaces  with  the  IPCFs  and 

io  the  transport  mechanisms  permit  establishment  of  communication  between  all  the  processes  indicated, 
without  process  knowledge  of  the  location  of  the  process  it  is  communicating  with. 

The  transport  mechanisms  38  and  40  preferably  comprise  a  plurality  of  transport  mechanisms  such  as 
local  transport  mechanisms  for  use  when  process  A  and  process  B  or  process  C  and  process  D 
communicate  within  a  single  processor.  If  processor  A  and  processor  B  reside  in  the  same  machine,  a  bus 

is  transport  mechanism  is  used  to  facilitate  communication  between  processes  on  processor  A  and  processor 
B.  For  intermachine  communication,  a  communication  protocol  such  as  SNA  is  suitable  for  use. 

The  transport  mechanisms  38,40  are  data  movers.  They  are  responsible  for  transferring  bytes  of  data 
from  one  place  to  another  and  do  not  understand  the  meaning  of  the  information  being  moved.  Thus, 
storage  20  in  processor  A  is  coupled  to  the  transport  mechanism  38  as  represented  by  a  line  46  and 

20  storage  25  in  processor  B  is  coupled  to  transport  mechanism  40  as  represented  by  a  line  48  to  permit 
information  transfers  directly  by  the  transport  mechanisms  38,  40. 

The  IPCF  of  the  process  attempting  to  communicate  chooses  the  transport  mechanism  for  the 
communication.  The  communicating  processes  need  not  be  aware  of  the  mechanism  used.  The  process 
attempting  to  communicate  supplies  the  name  of  the  target  process,  as  it  is  known  to  the  process 

25  attempting  to  communicate,  to  the  IPCF  which  uses  an  appropriate  directory  service  to  locate  it.  The  IPCF 
then  selects  the  appropriate  transport  mechanism  and  uses  system-supplied  services  to  set  up  the 
connection  between  the  processes  in  a  standard  manner.  IPCF  can  be  used  by  all  levels  of  processes,  from 
applications  to  basic  system  services  such  as  a  paging  manager. 

To  permit  the  use  of  many  different  transport  mechanisms,  each  with  different  capabilities  and 
30  characteristics,  the  IPCF  includes  a  generic  transport  mechanism  interface  to  each  process.  The  interface 

defines  a  set  of  functions  for  the  establishment  of  connections  and  for  the  passing  of  information  between 
processes.  The  functions  defined  are  mapped  onto  the  transport  mechanisms  used  by  IPCF.  Programs 
written  to  the  interface  are  independent  of  the  transport  mechanism  and  therefore  are  independent  of  their 
relative  locations  when  communicating. 

35  Communication  between  processes  is  in  terms  of  sending  and  receiving  messages  over  a  connection 
between  them  as  established  by  IPCF.  The  messages  contain  work  requests  and/or  data.  Relative  to  a 
particular  work  request,  a  process  assumes  the  role  of  a  requestor  or  a  server.  The  requestor  initiates  a 
work  request  by  sending  a  request  to  a  server  that  carries  it  out.  Requests  contain  a  work  request  (a 
command  and  its  parameters)  and  optionally  some  data.  Both  the  request  and  the  data  are  of  variable 

40  length. 
In  Fig.  2,  which  is  a  low  level  view  of  two  communicating  processes,  the  sending  of  a  work  request  by  a 

requestor  process  50  and  serving  of  the  work  request  by  a  server  process  52  is  represented  with  steps 
indicated  in  ascending  numerical  order.  A  connection  between  requestor  process  50  and  server  process  52 
has  already  been  established  by  IPCF  and  the  transport  mechanism  as  indicated  generally  at  53.  Each 

45  process  has  a  queue  associated  with  it  which  is  used  to  queue  notes,  which  are  small  packets  of  data 
representative  of  work  requests  originating  from  other  processes.  Process  50  has  a  queue  54  provided  by 
its  local  IPCF  55  and  process  52  has  a  queue  56  provided  by  its  local  IPCF  57. 

The  requestor  process  50  prepares  the  work  request  which  is  stored  in  requestor  storage  58.  The 
requestor  process  50  also  prepares  an  IPCF  verb  referred  to  as  a  Send  Request  verb  (1).  The  Send 

50  Request  verb  is  what  the  process  uses  to  indicate  to  IPCF  55  that  a  work  request  has  been  prepared  for 
serving  by  another  process.  It  contains  information  (the  content  of  IPCF  verbs  is  described  later)  which  the 
IPCF  57  local  to  server  52  distills  into  one  kind  of  note.  The  note  is  referred  to  as  a  request  note  and 
contains  information  such  as  who  the  sender  is,  the  length  of  the  request,  and  a  unique  request  id  (Rid) 
which  is  a  token  which  uniquely  identifies  the  work  request. 

55  Data  structures  are  sent  across  the  transport  mechanism  and  contain  information  from  which  the  note  is 
distilled.  The  data  structures  indicate  the  request  id,  a  connection  id  that  identifies  the  server  process,  a 
request  priority,  and  descriptor  elements.  Each  descriptor  element  describes  a  contiguous  piece  of  real 
storage.  Each  descriptor  element  identifies  data  to  be  transferred  to  the  server  or  storage  for  data  to  be 

4 
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transferred  to  the  requestor.  Each  descriptor  element  also  indicates  the  processor  address  containing  the 
piece  of  storage,  and  the  storage  address  and  length  of  the  piece  of  storage.  The  note  distilled  from  the 
data  structure  representing  the  work  request  is  placed  on  queue  56  (2)  by  the  IPCF  57  local  to  server  52. 
When  server  52  is  ready  to  begin  more  work,  it  issues  a  Receive  Queue  verb  (3)  to  receive  the  note.  The 

5  server  52  then  indicates  to  IPCF  57  that  it  wishes  to  receive  at  least  a  portion  of  the  work  request  by  means 
of  a  Receive  Request  verb  (4)  which  references  the  request  id.  IPCF  57  and  the  transport  mechanism  53 
then  transfer  the  desired  portions  of  the  work  request  from  storage  58  to  storage  60  without  involvement  of 
requestor  50.  The  work  request  is  then  directly  accessible  by  server  52. 

The  work  request  contains  the  actual  command  and  any  parameters.  At  this  point,  the  server  52  can 
io  process  the  request,  or  look  for  further  work  on  its  input  queue.  The  data  from  the  requestor  50  is  received 

as  needed.  Not  all  of  the  data  need  be  received  at  once.  To  receive  the  data  associated  with  a  particular 
request,  the  server  supplies  the  appropriate  request  id  to  IPCF  57  in  a  Receive  Data  verb  (5).  The  data 
indicated  is  then  transferred  by  IPCF  and  the  transport  mechanism  to  storage  60. 

Data  to  be  returned  from  server  52  to  the  requestor  50  is  sent  by  use  of  a  Send  Response  verb  (6)  to 
is  the  IPCF  57  in  server  52.  The  data  is  then  transferred  by  IPCF  57  and  the  transport  mechanism  directly  to 

the  requestor  storage  58.  When  the  server  52  is  finished  with  the  work  request,  and  all  data  has  been 
transferred,  server  52  presents  a  final  Send  Response  verb  with  status  (7)  to  the  IPCF  57  which  transfers 
data  structures  to  IPCF  55  local  to  requestor  50  which  generates  a  response  note  which  is  placed  on  queue 
54  of  requestor  50.  The  response  note  indicates  to  requestor  50  that  the  work  request  has  been  completed 

20  and  data  resulting  from  the  work  request  is  available. 
The  use  of  only  notes  on  queues  permits  complex  queue  handling  schemes  to  be  easily  implemented 

for  request  queues.  Since  notes  are  small  compared  to  all  of  the  data  for  a  request,  they  can  be  easily 
reordered.  This  allows  a  priority  to  be  associated  with  requests.  A  server  can  deal  with  high  priority 
requests  and  is  not  forced  to  remove  requests  from  the  queue  only  in  the  order  they  were  sent.  Keyed 

25  receives  from  the  queue  allow  servers  to  receive  a  note  only  if  it  came  over  a  particular  connection.  The 
following  is  a  list  of  verbs  and  their  function  used  by  processes  to  interface  with  IPCF  so  that  IPCF  transfers 
information  to  other  processes.  The  verbs  will  be  described  in  further  detail  in  a  later  section. 

30 

35 

40 

45 

50 

55 
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Open  E s t a b l i s h   an  IPCF  c o n n e c t i o n   b e t w e e n  

two  p r o c e s s e s .  

C l o s e  Break   the   IPCF  c o n n e c t i o n   b e t w e e n   t w o  

p r o c e s s e s   . 

S p e c i f y   S t o r a g e   P o o l  D e f i n e   a  s t o r a g e   p o o l   to  IPCF  t h a t  

may  be  s h a r e d   by  m u l t i p l e   p r o c e s s e s .  
The  use  of  a  s t o r a g e   poo l   may 
e l i m i n a t e   the   need  to  a c t u a l l y   move  

or  copy  d a t a   s e n t   b e t w e e n  

p r o c e s s e s   . 

Send  R e q u e s t  I n i t i a t e   a  work  r e q u e s t .   The  p r o c e s s  
t h a t   i s s u e s   a  Send  R e q u e s t   is   t h e  

r e q u e s t o r .  
The  p r o c e s s   t h a t   the   r e q u e s t   is  s e n t  

to  is   the   s e r v e r .  

Send  R e s p o n s e  R e t u r n   d a t a   and  o p t i o n a l l y   s t a t u s   t o  

a  r e q u e s t o r .  

R e c e i v e   Q u e u e  

R e c e i v e   R e q u e s t  

R e c e i v e   a  n o t e   from  the   p r o c e s s   i n p u t  

queue   . 
R e c e i v e   a  work  r e q u e s t   s e n t   by  a  

r e q u e s t o r .  

R e c e i v e   D a t a  R e c e i v e   the   d a t a   s e n t   by  a  r e q u e s t o r .  

S i g n a l  Send  a  s i g n a l   n o t e   to  a n o t h e r  

p r o c e s s   . 

T e r m i n a t e   R e q u e s t  S top  the   p r o c e s s i n g   of  an  o u t s t a n d i n g  

r e q u e s t   or  of   a l l   o u t s t a n d i n g  

r e q u e s t s   on  a  c o n n e c t i o n .  

Many  of  the  IPCF  verbs  generate  notes  sent  to  the  queue  of  the  other  communicating  process.  A 
Request  Note  is  placed  on  a  process's  input  queue  when  the  process  is  the  target  of  another  process's 
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Send  Request  verb.  A  Response  Note  is  placed  on  a  process's  input  queue  when  some  other  process 
executes  a  Send  Response  verb  with  completion  status. 

A  Signal  Note  is  placed  on  a  process's  input  queue  when  it  is  the  target  of  another  process's  Signal. 
Signal  Notes  are  used  to  send  small  amounts  of  data  between  two  processes  and  contain  the  actual  data  to 

5  be  sent. 
An  Open  Note  is  placed  on  a  process's  input  queue  when  a  connection  to  it  has  been  established  at  the 

request  of  another  process,  and  a  Close  Note  is  placed  on  a  process's  input  queue  when  a  connection  to  it 
is  to  be  or  has  been  broken  by  another  process.  The  process  that  issued  the  Close  verb  does  not  get  a 
Close  Note  indicating  a  connection  is  to  be  broken,  but  does  receive  a  Close  Note  indicating  that  the  Close 

io  is  completed. 
A  Terminate  Request  Note  is  placed  on  a  server  process's  input  queue  if  the  requestor  terminates  an 

outstanding  request. 
In  the  preferred  embodiment,  notes  are  placed  on  input  queues  in  the  following  order  with  1  being  the 

top  of  the  queue. 
is  1  .  Terminate  Request  2.  Close  3.  Open  4.  Signal  5.  Request  and  Response  (in  priority  order) 

The  Receive  Queue  verb  provides  for  use  of  a  key  which  restricts  the  types  of  notes  that  will  satisfy  the 
receive.  The  key  is  used  to  select  whether  to  receive  notes  on  the  basis  of  the  type  of  note  and  on  the 
basis  of  the  origination  of  the  note  (by  which  connection  the  note  was  received  from). 

20  READ/WRITE  OPERATION  EXAMPLES 

A  read  operation  is  indicated  in  Fig.  3  where  a  requestor  process  70  desires  to  read  data  from  a  server 
process  72  which  in  this  example  is  a  disk  drive  device  control  program.  A  Send  Request  verb  is  issued  (1) 
to  IPCF  73  local  by  requestor  70  which  contains  a  connection  id  (CID)  of  123,  the  type  of  request  (a  read 

25  command)  and  specifies  a  data  in  area  of  two  four  kilobyte  areas.  Neither  IPCF  nor  a  transport  mechanism 
indicated  generally  at  74  are  aware  of  the  contents  of  the  request.  The  format  and  content  of  the  Request  (a 
read  command)  are  by  agreement  between  the  requestor  70  and  server  72.  IPCF  indicates  (2)  that  the  send 
request  verb  has  been  completed  and  given  a  request  id  (REQUID)  of  1. 

A  data  structure  is  sent  over  transport  mechanism  74  (3)  to  the  IPCF  75  of  the  server  72.  IPCF  75  local 
30  to  server  72  distills  a  note  which  is  placed  on  a  queue  associated  with  server  72.  The  server  72  issues  a 

Receive  Queue  verb  (4)  and  receives  the  request  note  (5)  and  its  connection  id,  45,  request  id,  1,  and  an 
indication  of  the  request  length.  When  desired,  server  72  prepares  a  Receive  Request  verb  (6)  indicating 
the  request  id  and  description.  IPCF  returns  the  work  request  (7)  without  interaction  with  the  requestor  70. 

Server  72  then  prepares  a  sequence  of  16  Send  Response  verbs  (each  verb  identifies  512  bytes  to  be 
35  written)  each  of  which  includes  the  request  id  and  512  bytes  of  the  data  requested  in  the  work  request. 

IPCF  and  the  transport  mechanism  74  then  place  the  data  in  storage  indicated  by  the  requestor  in  the 
original  work  request.  Server  72  then  receives  a  return  code  (9)  upon  completion  of  each  Send  Response 
verb  and  prepares  a  final  Send  Response  verb  (10)  which  contains  the  request  id  and  status  of  the  work 
request.  Server  then  receives  an  indication  that  the  verb  has  completed  (11)  and  a  response  note  is  sent 

40  (12)  to  requestor  70.  Requestor  70  issues  a  Receive  Queue  verb  (13)  having  a  key  which  requests  response 
notes  and  optionally  specifies  request  id  1.  The  response  note  is  received  (14)  indicating  the  status  of 
completion  for  request  id  1  . 

A  write  operation  indicated  in  Fig.  4  is  carried  out  much  the  same  way,  between  a  requestor  80  and 
server  82.  The  requestor  prepares  a  send  request  verb  (1)  which  this  time  specifies  data  out.  This  means 

45  that  two,  four  KB  areas  are  to  be  written.  The  IPCF  83  local  to  requestor  80  indicates  verb  complete  (2)  with 
a  request  id  of  1  .  The  request  note  is  placed  on  the  server's  queue  (3)  and  Receive  Queue  verb  (4)  issued 
by  server  82.  The  request  note  is  received  (5)  by  server  82  and  a  Receive  Request  verb  (6)  sent  to  IPCF  85 
local  to  server  82.  The  work  request  indicated  by  the  Receive  Request  verb  is  then  supplied  (7)  by  IPCF 
and  the  transport  mechanism  84.  A  Receive  Data  verb  (8)  results  from  the  server  82  executing  the  work 

50  request  and  is  given  to  IPCF  which  then  causes  the  data  to  be  received  (9).  A  series  of  16  Receive  Data 
verbs  are  issued  by  server  82,  since  each  verb  is  asking  for  512  bytes  at  a  time  and  a  total  of  8  kilobytes  is 
being  written. 

A  final  Send  Response  verb  (10)  is  then  prepared  by  server  82  and  indication  that  the  Send  Response 
verb  has  been  completed  (11)  is  returned  to  the  server  82.  A  note  is  then  sent  by  IPCF  (12)  to  the  input 

55  queue  of  requestor  80.  Requestor  80  issues  a  Receive  Queue  verb  (13)  and  receives  the  response  note 
(14). 

7 
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DATA  TRANSFER  MODES  AND  SHARED  STORAGE 

IPCF  offers  the  processes  several  options  for  the  handling  and  management  of  data  or  requests  that  are 
sent  and  received.  These  data  transfer  modes  are,  MOVE,  PASS,  LOCATE,  and  GETBUF/FREEBUF.  The 

5  data  transfer  modes  described  apply  to  both  requests  and  data.  A  requestor  process  is  referred  to  as  a 
sender  when  it  sends  a  work  request,  and  a  receiver  when  it  receives  data.  Similarly,  a  server  is  referred  to 
as  a  receiver  when  it  receives  a  work  request  and  a  sender  when  it  returns  data  to  the  requestor. 

A  data  access  control  function  is  defined  in  IPCF  at  each  processor  and  provides  location  transparency 
with  the  defined  data  transfer  modes.  When  data  is  sent  from  a  sender  in  MOVE  mode,  the  receiver  gets  a 

io  copy  of  the  information.  Each  of  the  communicating  processes  always  has  its  own  copy  of  the  information 
and  is  not  aware  of  what  the  other  process  does  with  its  copy  of  the  data. 

In  PASS  mode,  the  data  access  control  function  makes  an  intermediate  copy  of  the  data  sent  in  storage 
available  to  either  IPCF  involved  in  the  communication  so  that  the  sender's  storage  is  available  for  reuse 
immediately. 

is  With  LOCATE  mode,  when  the  communicating  processes  have  access  to  shared  storage,  the  data 
access  control  function  passes  a  pointer  to  data  and  the  data  is  not  moved.  When  the  processes  do  not 
have  access  to  shared  storage,  the  data  access  control  function  provides  a  copy  of  the  data  in  storage 
accessible  to  the  receiver  of  the  data. 

FREEBUF  allows  a  sender  of  data  to  pass  responsibility  for  managing  buffers  to  a  receiver  who 
20  specifies  GETBUF.  When  the  sender  and  receiver  have  access  to  shared  storage,  data  moves  are 

eliminated.  When  the  processes  do  not  have  access  to  shared  storage,  the  data  access  control  function 
provides  a  copy  of  the  buffers  to  the  receiver.  Each  of  the  communicating  processes  can  use  the  data 
transfer  mode  it  desires,  without  regard  for  the  mode  used  by  the  other  process.  The  data  access  control 
function  handles  any  extra  data  moves  or  copies  that  may  be  needed  without  special  action  on  the  part  of 

25  the  communicating  processes. 
When  sending  data  in  MOVE  mode,  the  sender  tells  the  data  access  control  function  where  the  data  is 

located  by  supplying  a  "data-out  descriptor"  DOD  that  describes  the  data  being  sent.  This  descriptor 
consists  of  one  or  more  descriptor  elements,  each  of  which  contains  a  length  and  address  pair.  Only  a  copy 
of  the  data  is  made  available  to  the  receiver,  even  if  the  receiver  uses  LOCATE  or  GETBUF  modes.  The 

30  storage  containing  the  output  data  must  remain  available  for  the  duration  of  the  send  operation. 
When  receiving  data  in  MOVE  mode,  as  was  the  mode  selected  by  the  processes  in  Fig.  2,  the  receiver 

or  server  52  tells  the  data  access  control  function  at  IPCF  57  where  to  store  a  copy  of  the  data  received  by 
supplying  a  "data-in  descriptor"  DID  that  describes  the  data  being  received.  This  descriptor  consists  of  one 
or  more  local  descriptor  elements,  each  of  which  contains  a  length  and  address  pair.  One  descriptor 

35  element  is  supplied  for  each  segment  of  storage  60  the  data  or  work  request  is  to  be  received  into.  The 
received  data  can  be  segmented  however  the  receiver  desires,  and  the  receiver  is  not  aware  of  how  the 
data  was  segmented  by  the  sender  as  the  data  access  control  function  provides  a  continuous  stream  of 
data. 

With  MOVE  mode,  the  storage  indicated  as  "DATA  OUT"  in  requestor  storage  58  containing  the  output 
40  data  must  remain  available  for  the  duration  of  the  send  operation.  There  are  times  when  the  sending 

program,  or  requestor  50  would  like  to  reuse  this  storage  immediately  and  not  have  to  wait  until  the 
receiving  program  52  completes  working  on  the  data. 

Specifying  PASS  mode  as  requestor  50  has  done  in  FIG.  5  wherein  the  numbering  is  consistent  with 
FIG.  2,  indicates  to  the  data  access  control  function  at  IPCF  55  that  it  should  make  an  immediate  copy  of 

45  the  data  being  sent.  The  work  request  is  copied  into  intermediate  storage  62  and  the  Data  Out  is  copied 
into  intermediate  storage  64.  When  the  data  is  received,  it  may  be  necessary  to  make  an  additional  copy  if 
the  data  is  being  received  in  move  mode  or  if  server  52  is  in  a  different  processor  from  requestor  50.  All  of 
the  storage  58  described  by  the  data  out  descriptors  is  available  for  reuse  when  the  output  data  has  been 
copied.  This  occurs  before  the  receiving  program  actually  completes  working  on  the  data. 

50  Sending  data  in  LOCATE  mode  as  represented  in  FIG.  6  is  similar  to  using  MOVE  mode.  A  sender, 
process  P1,  tells  the  data  access  control  function,  IPCF,  where  the  data  is  located  in  storage,  Data  Buffer  A 
in  Storage  Pool  X,  by  supplying  a  DOD.  Specifying  LOCATE  mode  means  the  sender  P1  allows  the 
receiver  P2  to  be  given  the  location  of  Data  Buffer  A,  of  the  data  that  is  sent.  However,  if  the  data  is  not 
received  in  LOCATE  mode  by  P2,  or  if  no  shared  storage  exists,  as  is  the  case  with  P1  to  P3 

55  communication,  it  will  still  be  necessary  for  the  data  access  control  function  to  make  a  copy  of  the  data  into 
Data  Buffer  B  of  Storage  Pool  Y. 

The  use  of  LOCATE  mode  on  a  send  operation  requires  that  the  storage  containing  the  output  data 
must  remain  available  for  the  duration  of  the  associated  send  operation. 

8 
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Receiving  data  with  LOCATE  mode  is  somewhat  different  from  MOVE  mode.  When  data  is  received  in 
LOCATE  mode,  the  data  access  control  function  tells  the  receiver  where  the  data  is  located  rather  than  the 
receiver  indicating  where  to  place  the  data.  The  receiver  supplies  a  blank  data  in  descriptor  (DID)  with  the 
receive  operation.  The  elements  of  this  descriptor  are  filled  in  by  the  data  access  control  function.  Each 

5  descriptor  element  contains  the  length  and  address  of  a  portion  of  the  data.  The  segmentation  of  the  data 
as  seen  by  the  receiver  may  not  be  the  same  as  seen  by  the  sender.  If  the  sender  and  receiver  have 
shared  storage,  there  most  likely  would  be  no  need  for  the  data  access  control  function  to  alter  the 
segmentation  of  the  data.  However,  if  the  data  must  be  moved,  the  data  will  be  segmented  as  needed  by 
the  data  access  control  function. 

io  If  the  data  was  sent  in  MOVE  or  PASS  mode,  or  the  sender  and  receiver  do  not  have  access  to  shared 
storage,  then  a  copy  of  the  data  will  have  to  be  made  when  the  data  is  received  in  LOCATE  mode.  The 
data  access  control  function  obtains  storage  for  the  copy.  This  storage  comes  from  storage  accessible  to 
the  receiver  such  as  Data  Buffer  B  for  Process  P3  in  FIG.  6. 

The  data  access  control  function  frees  any  storage  it  obtained  on  the  completion  of  the  request. 
is  The  FREEBUF/GETBUF  mode  allows  sending  and  receiving  processes  to  pass  the  responsibility  for 

managing  buffers  that  contain  data  from  the  sending  to  the  receiving  process.  FREEBUF  applies  to  data 
being  sent.  GETBUF  applies  to  data  being  received. 

In  MOVE,  PASS  and  LOCATE  modes,  the  sender  has  responsibility  for  the  storage  containing  the  data 
sent.  Intermediate  copies  may  be  made  and  the  receiver  may  be  allowed  to  access  the  storage  directly,  but 

20  the  storage  containing  the  original  copy  of  the  data  still  belongs  to  and  is  the  responsibility  of  the  sender. 
When  FREEBUF  mode  is  used,  the  sender  gives  up  responsibility  for  the  storage  containing  the  sent  data. 
Once  data  is  sent  in  FREEBUF  mode,  the  sender  can  forget  about  the  storage  containing  it.  The  data 
access  control  function  will  ensure  that  this  storage  is  later  freed  or  that  the  responsibility  for  it  is  passed  on 
to  the  receiver.  The  sender  must  not  reference  data  that  has  been  sent  using  FREEBUF  mode. 

25  Buffers  are  described  to  the  data  access  control  function  using  data  descriptors  as  in  FIG.  7,  just  as 
with  other  data  transfer  modes.  Each  buffer  descriptor  element  contains  the  length  and  address  of  a  buffer 
that  the  sender  is  transferring  control  of.  However,  the  entire  buffer  does  not  need  to  be  included  in  the 
actual  data  stream  being  sent  or  received.  The  sender  can  supply  a  buffer  offset  and  data  length  into  the 
buffer  to  indicate  the  data  segment  in  the  buffer  to  be  included  in  the  output  byte  stream.  When  the  data  is 

30  received,  only  this  portion  is  made  available  to  the  receiver.  The  entire  buffer  is  still  either  freed  by  the  data 
access  control  function  or  passed  along  to  the  receiver  if  the  receiver  uses  GETBUF  mode  and  can  access 
the  buffer. 

The  capability  to  share  storage  is  defined  in  terms  of  storage  pools.  Storage  pools  are  just  named  areas 
of  storage.  Before  transferring  data  in  LOCATE  or  GETBUF/FREEBUF  modes,  the  communicating  pro- 

35  cesses  supply  IPCF  with  the  name  of  the  storage  pool  each  is  using  by  use  of  the  Specify  Storage  Pool 
verb.  If  the  communicating  processes  are  local  to  each  other  and  both  are  using  the  same  storage  pool, 
data  will  not  need  to  be  moved  when  transferred  between  them.  Otherwise,  IPCF  assumes  that  no  shared 
storage  is  available  and  will  copy  data  that  is  sent.  If  either  process  uses  MOVE  or  PASS  modes,  the  data 
will  always  be  copied. 

40  Each  user  supplies  the  name  of  the  storage  pool  it  desires  to  use  for  each  of  its  connections.  The  same 
storage  pool  may  be  used  with  one  or  more  connections.  If  both  users  of  a  connection  do  not  supply  the 
same  name,  IPCF  will  copy  any  data  sent  between  them.  Storage  pool  names  are  given  to  IPCF  using  the 
Specify  Storage  Pool  verb.  A  default  storage  pool  must  always  be  available.  If  a  storage  pool  is  not 
explicitly  named,  a  default  pool  is  used  for  LOCATE  and  GETBUF/FREEBUF  mode  operations. 

45  Data  sent,  can  be  received  in  MOVE,  LOCATE  or  GETBUF  mode.  Table  1  describes  how  storage  is 
handled  for  each  of  the  receiving  modes.  The  numbers  in  Table  1  corresponsd  to  steps  taken  by  the  data 
access  control  function  (DACF)  which  are  indicated  below: 

1.  The  receiver  provides  storage  to  contain  data  being  received;  DACF  performs  a  move  of  the  data  to 
receiver  storage. 

50  2.  DACF  obtains  storage  for  a  copy  of  the  data. 
3.  DACF  gives  the  receiver  a  pointer  to  a  copy  of  the  data  (in  either  storage  of  the  sender  or  storage 
obtained  by  DACF). 
4.  Sender  does  not  touch  original  storage  until  completion  of  the  Send  operation. 
5.  Sender  may  reuse  original  storage  immediately  on  completion  of  the  Move  operation  by  DACF. 

55  6.  DACF  frees  sender  storage  at  completion  of  the  request. 
7.  Receiver  is  given  control  of  the  buffer  containing  the  data  (may  be  original  sender's  buffer  or  one 
obtained  by  DACF);  DACF  frees  buffers  not  received. 

9 
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8.  DACF  frees  storage  it  obtained  (that  contained  a  copy  of  the  data)  at  completion  of  the  receive 
operation. 

S t o r a g e   Mode  Used  by  S e n d e r  

10 

Mode  Used  b y  
R e c e i v e r  

MOVE 

MOVE 

1 , 4  

LOCATE PASS 

1 , 4  1 , 5  

FREEBUF 

1 , 6  

15 

20 

LOCATE 

( S h a r e d   s t o r a g e  
a v a i l a b l e )  

2 , 3 , 4 , 8  3 , 4  2 , 3 , 5 , 8   3 , 6  

25 

LOCATE 

( S h a r e d   s t o r a g e  
not   a v a i l a b l e )  

2 , 3 , 4 , 8  2 , 3 , 4 , 8  2 , 3 , 5 , 8   2 , 3 , 6 , 8  

30 

GETBUF 

( S h a r e d   s t o r a g e  
a v a i l a b l e )  

2 , 3 , 4 , 7  2 , 3 , 4 , 7  2 , 3 , 5 , 7   3 , 7  

35 
GETBUF 

( S h a r e d   s t o r a g e  
not   a v a i l a b l e )  

2 , 3 , 4 , 7  2 , 3 , 4 , 7  2 , 3 , 5 , 7   2 , 3 , 6 , 7  

40 

45 

TABLE  1 

IPCF  preferably  does  not  provide  storage  or  buffer  management  services.  Each  implementation  of  IPCF 
makes  use  of  storage  management  facilities  that  are  provided  by  the  local  operating  system  of  the 
processor  in  which  the  processes  reside.  IPCF  uses  these  facilities  to  allocate  and  free  storage  as  needed 
for  use  with  locate  and  GETBUF/FREEBUF  modes.  The  storage  for  these  modes  comes  from  the 
appropriate  storage  pools  at  each  processor. 

50  REFERENCING  DATA 

In  the  course  of  carrying  out  a  request,  a  server  process  may  send  work  requests  to  other  processes.  It 
is  not  necessary  for  an  intermediate  process  to  receive  data  that  it  only  intends  to  pass  along  to  a 
secondary  server.  IPCF  provides  a  means  by  which  the  data  associated  with  a  given  request,  referred  to  as 

55  a  byte  stream,  can  include  data  from  the  byte  stream  of  other  requests.  This  capability  is  called  data 
referencing  and  is  provided  for  in  the  Send  Request  verb. 

Referenced  data  is  associated  with  an  outstanding  request  sent  to  the  process  referencing  that  data  and 
not  received  as  by  use  of  the  Receive  Data  verb  by  the  process  referencing  that  data  on  a  Send  Request 

10 
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verb. 
One  example  of  referencing  data  is  indicated  in  Fig.  8  wherein  three  processes,  P1,  P2  and  P3  are 

communicating.  P1  initiates  a  Send  Request  verb  (1)  to  P2  via  an  IPCF  connection  90  which  specifies 
storage  locations  from  which  data  is  to  be  communicated  out  and  storage  locations  into  which  data  is  to  be 

5  read  in.  The  locations  are  indicated  by  means  of  Data-in  (DID)  and  Data-out  (DOD)  descriptors  accompany- 
ing  the  verb. 

P2  in  turn  issues  a  Send  Request  verb  (2)  on  an  IPCF  connection  92  between  P2  and  P3.  P2,  in  this 
example,  does  not  act  on  the  data  specified  by  P1  ,  but  references  it  on  the  Send  Request  (2)  from  P2  to 
P3.  Since  P2  does  not  act  on  the  data  referenced,  no  data  movement  occurs  between  P1  storage  and  P2 

io  storage  and  data  buffers  in  storage  accessible  to  P2  are  therefore  not  required. 
The  transport  mechanism  (38  and  40  in  Fig.  1)  then  moves  the  data  (3)  in  and  out  of  the  storages  in  P3 

and  P1  without  involving  storage  from  P2.  P3  then  sends  a  response  containing  completion  status  (4)  back 
to  P2,  and  P2  sends  a  response  containing  completion  status  (5)  back  to  P1.  At  this  point,  P1's  request  is 
complete. 

is  One  aspect  of  referencing  data  is  that  the  data  need  not  be  located  in  one  contiguous  area  of  storage. 
In  fact,  it  need  not  be  located  totally  in  the  storage  of  one  processor.  This  aspect  of  referencing  data  is 
referred  to  as  a  distributed  logical  byte  stream.  A  distributed  logical  byte  stream  is  logically  one  byte 
stream  of  data  which  physically  resides  in  one  or  more  processors  connected  by  a  physical  transport 
mechanism  and  is  not  required  to  follow  the  physical  path  of  a  work  request  with  which  it  is  associated. 

20  With  distributed  logical  byte  streams,  a  server  processing  a  work  request  is  not  sensitive  to  the  physical 
location  of  each  of  the  pieces  that  make  up  the  stream.  It  is  also  not  aware  that  the  work  request  may  have 
originated  from  a  source  in  one  processor  and  its  associated  data  (the  distributed  logical  byte  stream)  from 
another  source  in  a  different  processor. 

A  distributed  logical  byte  stream  is  capable  of  being  passed  among  a  hierarchy  of  servers  without 
25  receiving  it  first.  Work  requests  related  to  a  distributed  logical  byte  stream  pass  through  the  servers  which 

may  reside  and  execute  in  different  processors  connected  by  a  transport  mechanism.  The  data  that  makes 
up  the  distributed  logical  byte  stream  does  not  need  to  be  physically  moved  along  with  the  work  requests. 
Only  when  the  logical  byte  stream  is  received  is  it  moved  directly  to  the  memory  in  the  processor  where  it 
is  received. 

30  A  new  distributed  logical  byte  stream  can  be  constructed  without  physically  moving  other  portions  of 
the  byte  stream  that  reside  in  other  processors'  memory  (FIG.  10.)  For  example,  header  and  trailer 
information  may  be  added  to  the  original  byte  stream  to  form  a  new  logical  byte  stream.  The  header  and 
trailer  are  in  the  memory  of  one  processor  and  the  original  byte  stream  is  in  the  memory  of  another 
processor. 

35  A  distributed  logical  byte  stream  may  be  segmented  by  dividing  it  into  a  number  of  new  logical  byte 
streams  (FIG.  11)  where  each  of  the  new  byte  streams  is  associated  with  a  separate  work  request. 

The  data  structure  which  describes  a  distributed  logical  byte  stream  comprises  descriptor  elements  in  a 
work  request  as  previously  referred  to  in  discussion  relating  to  Fig.  2.  Local  descriptor  elements  contain  an 
address  and  length  pair  that  describe  one  piece  of  the  distributed  logical  byte  stream.  A  local  descriptor 

40  element  is  used  for  each  contiguous  piece  of  storage  that  contains  a  part  of  the  byte  stream  that  resides  in 
the  memory  of  the  initiator  of  the  request.  In  Fig.  9,  two  local  descriptor  elements  are  indicated  at  102  and 
104.  Each  descriptor  is  representative  of  a  segment  of  data  by  containing  a  length  and  address.  The  data 
segments  are  combined  at  106  and  109  consistent  with  the  order  of  the  descriptor  elements  in  the  work 
request  to  form  the  logical  byte  stream  108. 

45  A  reference  descriptor  element  contains  a  request  identifier  that  identifies  a  logical  byte  stream  that  is 
being  referenced  by  providing  a  logical  pointer  to  the  portion  of  the  distributed  logical  byte  stream  that  is 
referenced.  It  points  to  a  set  of  descriptor  elements  in  a  buffer  which  describe  the  logical  byte  stream  being 
referenced.  The  reference  descriptor  element  also  contains  the  length  of  the  desired  data  in  the  referenced 
logical  byte  stream  and  an  offset  to  the  start  of  the  desired  data  in  the  referenced  logical  byte  stream.  The 

50  request  identifier  in  the  reference  descriptor  element  provides  access  to  a  set  of  referenced  descriptor 
elements  maintained  by  IPCF  that  describe  the  entire  logical  byte  stream  that  is  being  referenced. 

An  ordered  list  of  local  and  reference  descriptor  elements  describes  the  entire  distributed  logical  byte 
stream  and  defines  the  order  of  each  of  the  pieces  that  make  up  the  distributed  logical  byte  stream. 

Fig.  10  indicates  one  potential  data  flow  when  the  logical  byte  stream  resides  in  more  than  one 
55  processor.  A  first  processor  110  contains  a  requestor  112  which  sends  a  work  request  to  a  server  process 

114  in  a  second  processor  116.  The  work  request  is  identified  by  a  request  identifier  "m".  Associated  with 
this  work  request  is  data  in  the  form  of  a  logical  byte  stream  indicated  at  118. 

11 
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A  DOD  consisting  of  local  descriptor  elements  which  describe  the  distributed  logical  byte  stream  118 
accompanies  the  work  request.  The  description  includes  a  set  of  address  and  length  pairs  that  describe  the 
length  of  data  that  make  up  the  logical  byte  stream  in  processor  110.  Data  structures  sent  across  the 
transport  mechanism  from  processor  110  to  processor  116  include  request  id  "m",  connection  id,  and 

5  descriptor  elements  that  indicate  the  processor  address  110  containing  data  118,  and  the  storage  addresses 
and  lengths  of  data  118  in  processor  110.  Server  114  sends  a  work  request  to  a  server  120  in  a  third 
proces-sor  122  by  means  of  a  work  request  having  a  request  id  of  "n".  Associated  with  this  work  request  is 
header  and  trailer  data  indicated  at  124  and  126  respectively  which  is  described  in  work  request  "n"  along 
with  a  description  of  the  byte  stream  at  118.  The  description  of  the  combined  logical  byte  stream  reference 

io  associated  with  work  request  "n"  comprises  the  address  of  processor  116  and  the  memory  address  and 
length  of  header  124  in  processor  116,  the  address  of  processor  110  and  the  memory  address  and  length 
of  data  118  in  processor  110,  and  the  address  of  processor  116  and  the  memory  address  and  length  of 
trailer  126  in  processor  116. 

Server  120,  as  part  of  its  processing  of  work  request  "n",  issues  a  receive  for  the  logical  byte  stream. 
is  This  results  in  the  direct  movement  of  the  logical  byte  stream  from  the  memories  of  processor  110  and 

processor  116  across  a  transport  mechanism  128  into  processor  122.  Process  120  specifies  where  it  wants 
the  data  with  data-in  descriptor  elements.  Process  120  only  is  aware  of  its  copy  of  the  logical  byte  stream 
and  does  not  know  that  the  original  data  is  located  in  multiple  processors. 

The  data  access  control  function  also  provides  for  segmentation  of  a  distributed  logical  byte  stream  into 
20  a  number  of  new  logical  byte  streams.  Each  of  the  new  byte  streams  may  be  associated  with  separate  work 

requests. 
In  Fig.  11,  segmentation  of  a  distributed  logical  byte  stream  150  is  indicated.  The  byte  stream  150  is 

referenced  in  a  work  request  from  a  requestor  152  to  a  server  154.  Server  154  in  turn  prepares  three  work 
requests  referencing  segments  of  the  byte  stream  150,  SEG  1,  SEG  2  and  SEG  3  respectively.  These  work 

25  requests  are  received  by  a  server  156,  or  other  servers  which  then  receive  the  data,  or  prepare  further 
requests. 

DETAIL  OF  THE  VERB  SET 

30  OPEN 

The  Open  verb  establishes  an  IPCF  connection  between  two  processes.  The  Open  verb,  when  issued, 
causes  IPCF  to  create  a  logical  connection  between  the  process  that  issued  the  Open  verb  and  the  target 
process.  The  target  of  the  Open  verb  is  identified  through  an  entity  name.  The  Open  verb  establishes  the 

35  connection  to  a  new  or  already  executing  instance  of  a  Program  based  on  the  entity  name  supplied  on  the 
Open  verb. 

The  Open  verb  comprises  an  entity  name  used  by  IPCF  and  the  associated  operating  systems  to 
determine  the  program  and  executing  instance  of  that  program  (i.e.  process)  to  which  the  connection  is  to 
be  made.  A  connection  id  identifies  the  connection  that  is  returned  by  IPCF.  It  is  used  to  refer  to  this 

40  connection  on  subsequent  operations.  A  particular  connection  id  is  only  known  within  a  single  processor. 
Two  connected  processes  will  in  general  have  different  connection  ids  for  the  same  connection.  Connection 
ids  are  assigned  by  the  local  IPCF  and  are  unique  within  a  processor. 

A  return  code  is  used  by  IPCF  to  indicate  to  the  process  completion  of  the  Open  verb. 

45  CLOSE 

The  Close  verb  is  used  to  break  or  disconnect  the  logical  connection  between  two  processes.  The 
Close  verb  can  be  issued  from  either  process  or  both  processes.  Once  the  Close  verb  is  issued,  the  issuing 
process  is  prevented  from  initiating  any  new  work  requests  on  that  connection.  The  connection  will  remain 

50  open  until  all  outstanding  requests  are  completed  or  terminated.  The  close  is  not  allowed  to  complete  until 
the  other  process  accepts  positive  notification  of  the  Close  verb. 

There  are  two  types  of  Close  verbs,  controlled  and  immediate.  The  controlled  close  is  used  for  normal 
disconnects.  It  allows  the  process  to  complete  any  requests  that  are  either  already  received  or  on  the 
process's  input  queue  when  the  close  was  issued.  The  immediate  close  is  used  for  errors  and  abnormal 

55  disconnects. 
The  close  verb  contains  a  connection  id  which  identifies  the  connection  to  be  disconnected.  The  type  of 

close  verb,  controlled  or  immediate  is  also  specified,  and  a  return  code  is  provided. 
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SPECIFY  STORAGE  POOL 

Specify  Storage  Pool  allows  a  process  to  indicate  to  IPCF  a  storage  pool  that  is  potentially  shareable 
with  other  IPCF  users.  Only  one  storage  pool  may  be  specified  per  connection  a  process  has.  This  verb  is 

5  issued  by  a  process  if  it  has  no  outstanding  requests. 
The  Specify  Storage  Pool  verb  contains  a  connection  id,  the  entry  point  address  of  a  user  supplied 

storage  management  routine,  the  name  of  the  storage  pool  to  be  used  for  locate  and  getbuf/freebuf  modes, 
and  a  return  code. 

The  entry  point  address  of  a  user  supplied  storage  management  routine  is  used  by  IPCF  to  allocate  and 
io  free  storage  in  the  storage  pool  specified.  The  system  supplied  storage  manager  will  be  used  if  the  entry 

point  is  not  specified. 

SEND  REQUEST 

15 

20 

25 

30 

35 

40 

45 

50 

55 

Send  Request  sends  a  request  to  a  server.  The  target  process  (the  server)  is  specified  by  supplying  the 
appropriate  connection  id.  The  connection  id  was  returned  to  the  source  process  when  the  connection  to 
the  target  was  established.  The  work  request  for  the  server  is  specified  with  a  request  descriptor  parameter. 
This  request  contains  the  command  for  the  server  and  any  related  parame-  ters. 

A  syntax  diagram  for  parameters  contained  in  a  send  request  verb  is  represented  in  Fig.  12.  The 
diagram  starts  with  a  send  request  (send  req)  parameter  which  indicates  that  this  is  a  send  request  verb  to 
IPCF.  Where  solid  lines  branch  in  the  diagram,  this  indicates  that  either  line  may  be  taken  and  the 
appropriate  indicated  parameters  supplied  in  the  verb.  The  following  is  a  list  of  the  parameters  with  the 
abbreviations  used  in  the  diagram. 

Cid  Connection  id 
Rid  Request  ID  All  Rids  are  only  unique  within  a  single  processor.  Two  connected  processes 

will  in  general  have  different  Rids  for  the  same  request.  Each  of  these  processes  is  only 
aware  of  the  Rid  given  it  by  its  local  IPCF.  An  Rid  is  a  token,  understood  by  the  local 
IPCF,  that  refers  to  a  specific  request. 

Reqpty  Request  Priority.  The  priority  of  a  request  determines  the  placement  of  the  associated 
Request  note  on  the  server's  input  queue. 

Rsppty  Response  Priority.  When  the  server  completes  this  request,  it  may  return  status  to  the 
requestor.  The  requestor  gets  this  status  in  a  Response  note  on  its  input  queue.  The 
priority  of  the  response  determines  the  placement  of  this  Response  note  on  the  re- 
questor's  input  queue. 

REQD  Is  a  request  descriptor  which  specifies  the  data  transfer  mode  to  use  for  the  request  and 
describes  how  the  request  is  laid  out  in  the  requestor's  storage.  Since  the  request  does 
not  need  to  be  contiguous  in  storage,  this  descriptor  contains  sets  of  descriptor  elements, 
one  for  each  portion  of  the  request. 

DOD  Is  a  Data-out  Descriptor.  If  data  is  to  be  sent  as  a  part  of  this  work  request,  a  data-out 
descriptor  is  supplied.  The  DOD  specifies  the  data  transfer  mode  to  use  for  the  output 
data.  It  also  describes  how  the  output  logical  byte  stream  is  to  be  constructed. 

DID  Is  a  Data-in  Descriptor.  If  data  is  to  be  returned  as  a  part  of  this  request,  a  data-in 
descriptor  is  supplied.  Returned  data  can  be  placed  in  the  requestor's  storage,  or  it  can 
be  passed  directly  to  another  process,  using  reference  descriptor  elements.  Local  descrip- 
tor  elements  indicate  that  data  is  to  be  returned  to  storage  defined  by  the  requestor.  If 
GETBUF  is  specified  for  the  returned  data,  descriptor  elements  returned  in  the  response 
note  describe  the  returned  data.  There  will  be  one  descriptor  element  in  this  list  for  each 
area  of  storage  that  comprises  the  returned  data. 

MOVE  Indicates  that  data  being  sent  or  returned  is  to  be  transferred  in  move  mode. 
PASS  Indicates  that  data  being  sent  is  to  be  transferred  in  pass  mode. 
LOCATE  Indicates  that  data  being  sent  is  to  be  transferred  in  locate  mode. 
FREEBUF  Indicates  that  data  being  sent  is  to  be  transferred  in  FREEBUF  mode.  The  requestor  gives 

up  responsibility  for  the  storage  containing  the  data  or  request  sent  in  freebuf  mode. 
GETBUF  Indicates  that  returned  data  is  to  be  transferred  in  getbuf  mode.  The  requestor  assumes 

responsibility  for  managing  the  storage  containing  the  data  returned  in  getbuf  mode. 
Maxin  Specified  the  maximum  amount  of  data,  in  bytes,  that  can  be  returned  by  the  server  for 

this  request.  The  server  may  return  less  than  this  amount,  but  will  be  given  an  error  if  it 
attempts  to  return  more.  The  actual  amount  of  data  returned  can  be  determined  by 
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examining  the  buffer  descriptor  elements  for  the  returned  data. 
Locde  Is  a  local  descriptor  element.  It  describes  one  segment  of  a  logical  byte  stream.  With  a 

REQD  or  a  DOD,  this  descriptor  specifies  the  length  and  address  of  an  area  of  storage, 
addressable  by  the  requestor,  that  contains  a  portion  of  the  overall  request  or  data-out. 

5  With  a  DID,  this  descriptor  specifies  the  length  and  address  of  an  area  of  storage, 
addressable  by  the  requestor,  into  which  a  portion  of  the  overall  data-in  stream  is  to  be 
placed. 

Bufde  Is  a  buffer  descriptor  element  which  describes  a  single  buffer.  A  buffer  is  a  unit  of  storage 
for  which  responsi-  bility  can  be  obtained  (with  getbuf)  or  given  up  (with  freebuf).  The  data 

io  within  the  buffer  that  is  a  portion  of  the  byte  stream  must  be  contiguous,  but  may  be 
shorter  than  the  entire  buffer.  Buffers  must  be  allocated  from  the  storage  pool  associated 
with  the  connection  over  which  data  in  the  buffer  is  being  sent  or  received.  The  buffer 
descriptor  comprises  a  buffer  address,  length,  offset  within  the  buffer  to  the  start  of  the 
actual  data,  and  a  data  length. 

is  Refde  Is  a  reference  descriptor  element  which  references  data  within  a  logical  byte  stream  that 
is  associated  with  another  request.  When  used  in  a  DOD,  the  data  referenced  is  an  input 
data-stream  to  the  server  process  that  is  the  target  of  the  SEND  REQ.  When  used  in  a 
DID,  the  data  area  referenced  is  an  output  data  stream  relative  to  the  server  process  that 
is  the  target  of  the  SEND  REQ.  The  reference  descriptor  element  comprises  a  reference 

20  request  id  which  is  the  Rid  for  the  request  associated  with  the  data  being  referred  to.  It 
also  contains  an  offset  within  the  byte  stream  associated  with  the  reference  RID  which 
identifies  the  origin  of  a  portion  of  the  referenced  byte  stream  that  is  to  be  included  within 
the  new  logical  byte  stream  being  formed.  It  is  relative  to  the  beginning  of  the  referenced 
byte  stream.  The  first  byte  of  the  referenced  data  stream  has  an  offset  of  zero.  The 

25  reference  descriptor  element  finally  comprises  a  data  length  which  is  the  number  of  bytes 
from  the  referenced  data  stream  to  be  included  in  the  data  stream  segment  being  defined. 

DEFRSP  Indicates  that  the  server  must  return  status  and,  optionally,  extended  status  on  the  SEND 
RSP.  The  status  is  placed  in  the  response  note  on  the  requestor's  input  queue. 

EXCRSP  Signifies  that  the  server  is  to  only  return  excep-  tion  status  to  the  requestor.  The  server  is 
30  given  the  definite  or  exception  response  indication  in  the  request  note  on  the  server  input 

queue.  The  server  uses  this  indication  to  determine  whether  status  is  to  be  returned.  If  the 
server  does  not  specify  status  on  the  final  SEND  RSP,  then  a  response  note  is  not  placed 
on  the  requestor's  input  queue.  If  the  server  specifies  status  on  SEND  RSP,  then  a 
response  note  containing  status  is  placed  on  the  requestor's  input  queue. 

35  Rc  Return  code  which  is  returned  by  IPCF. 

SEND  RESPONSE 

The  Send  Response  verb  is  used  by  the  server  to  return  status  and  data  to  a  requestor.  Since  a  server 
40  may  be  processing  multiple  requests  at  any  one  time,  a  Request  id  is  specified  with  this  verb.  This  id 

indicates  which  request  the  information  being  sent  is  associated  with.  The  request  id  for  a  request  is 
contained  in  the  request  note  that  the  server  receives  for  each  request. 

The  server  can  send  portions  of  the  data  as  they  become  available.  The  server's  view  is  that  it  is  just 
sending  a  string  of  bytes  to  the  requestor;  each  SEND  RSP  supplies  the  next  part  of  the  string.  The  server 

45  has  no  knowledge  of  where  the  data  is  placed  in  the  requester's  storage,  or  how  the  requestor  happened  to 
segment  its  data  buffer. 

A  Send  Response  parameter  description  is  indicated  in  a  syntax  flowchart  in  Fig.  13.  Three  parameters 
not  described  in  conjunction  with  the  SEND  REQUEST  verb  described  above  follow: 

Offset  Defines  an  offset  into  the  output  data  stream  to  place  the  data  sent.  If  not  specified, 
50  successive  executions  of  SNDRSP  (for  the  same  Rid)  will  return  successive  portions  of  the 

data. 
FINAL  Indicates  that  this  is  the  final  response  for  the  speci-fied  request  id  and  that  all  processing  of 

the  request  is  complete. 
Status  Indicates  the  final  completion  status  for  the  entire  request. 

55  Xstatus  Provides  extended  status  on  the  response  from  the  server  to  a  requestor  and  is  optional. 
RECEIVE  QUEUE 

The  Receive  Queue  verb  is  issued  to  obtain  notes  that  are  on  a  process's  input  queue.  There  are  six 
kinds  of  notes: 

14 



EP  0  205  946  B1 

1  .  Request  2.  Response  3.  signal  4.  Open  5.  Close  6.  Terminate  Request 
Normally,  when  a  Receive  Queue  is  done,  the  process  is  given  the  first  note  on  the  queue.  The  receiving 
process  can  supply  a  key  with  Receive  Queue  that  will  limit  what  note  it  will  accept  with  that  Receive 
Queue.  A  Receive  Queue  Parameter  description  is  indi-cated  in  a  syntax  flowchart  in  Fig.  14.  RCV  Q 

5  indicates  the  receive  from  input  queue  form  of  Receive.  Other  parameters  not  previously  described  are 
described  in  the  following: 

Key  Describes  a  key  which  is  used  to  restrict  the  notes  accepted  with  this  Receive  Queue.  The 
key  contains  subparameters  permitting  the  specification  of  which  of  the  six  notes  to 
Receive  form  the  input  queue.  When  a  response  is  indicated  as  being  acceptable  by  the 

io  key,  the  request  id  or  connection  id  may  be  specified  as  well.  On  the  receive  request 
indication,  the  key  may  specify  a  priority  level  from  which  to  receive  from  the  queue.  The 
connection  id  may  be  specified  on  both  the  request  note  indication  and  the  signal 
indication.  Thus,  a  specific  response  note  may  be  accepted. 

Timrval  Is  the  timer  value  in  milliseconds  that  the  issuer  of  RCV  Q  will  wait  for  the  response. 
is  Noteloc  Is  the  address  in  the  requestor's  storage  where  the  response  note  is  to  be  returned. 

Notelen  Defines  the  size  of  a  buffer  area  in  the  requestor's  storage  where  the  response  note  is  to  be 
returned.  The  buffer  area  must  have  sufficient  space  to  contain  any  of  the  potential  notes 
that  could  be  returned. 

WAIT  Indicates  that  a  process  is  to  be  suspended  if  Receive  Queue  is  not  satisfied. 
20  NOWAIT  Indicates  that  a  process  will  not  be  suspended  if  Receive  Queue  is  not  satisfied. 

Request  notes  are  placed  on  a  process's  input  queue  when  it  is  the  target  of  another  process's  Send 
Request.  Then  the  Receive  Queue  is  executed,  the  receiving  process  is  given  this  Request  Note.  The 
Request  Note  contains  the  following  information: 

Connection  id  for  the  connection  to  the  requestor 
25  Request  id  for  this  request 

Request  length 
Number  of  request  segments 
Data-in  length 
Number  of  data-in  segments 

30  Request  priority 
Indicator  -  requestor  specified  definite  or  exception  response 

Response  notes  are  placed  on  a  process's  input  queue  when  some  other  process  executes  a  Send 
Response  with  Completion  status  indicating  that  a  work  request  has  been  completed.  The  response  note 
contains  the  following  information: 

35  Connection  id  for  the  connection  to  the  server 
Request  id  for  the  request  that  was  completed 
Completion  status 
Buffer  Descriptor  Element  describing  the  data-in  buffer 

passed  to  the  requestor. 
40  Signal  notes  are  placed  on  a  process's  input  queue  when  it  is  the  target  of  another  process's  Signal. 

Signal  notes  are  used  to  send  small  amounts  of  data  between  two  processes.  The  Signal  note  contains  the 
following  information: 

Connection  id  over  which  the  Signal  was  received 
Signal  Type  (see  discussion  of  Signal  verb) 

45  Data 
Open  notes  are  placed  on  a  process's  input  queue  when  a  connection  to  it  has  been  established  at  the 
request  of  another  process.  The  Open  note  contains  the  following  information: 

Connection  id 
Status  field  containing  IPCF  status 

50  Close  notes  are  placed  on  a  process's  input  queue  when  a  connection  to  it  is  or  has  been  broken  by 
another  process.  The  Close  note  contains  the  following  information: 

Connection  id 
Close  type  (Whether  the  pending  Close  was  immediate  or  con-  trolled,  and  whether  the  Close  is 

complete.) 
55  Status  field 

Terminate  Request  notes  are  placed  on  a  server  process's  input  queue  if  the  requestor  terminates  an 
outstanding  request.  The  Terminate  Request  note  contains  the  following  information: 

Connection  id  identifying  the  connection  whose  requests  are  terminated. 

15 
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Request  id  identifying  the  terminated  request 
Indicator  -  a  single  request  or  all  requests  on  a  connection  are  terminated 
Status  field.  RECEIVE  REQUEST 

The  Receive  Request  verb  is  used  to  receive  a  work  request  that  has  been  sent  using  Send  Request.  This 
5  request  is  identified  by  a  Request  Descriptor  of  the  Send  Request  verb.  The  receiver  must  supply  a 

Request  id  and  a  Request  Descriptor.  The  Request  id  indicates  which  work  request  is  to  be  received.  The 
Request  Descriptor  describes  the  buffer  segments  in  the  server's  storage  that  are  to  contain  the  received 
data. 

A  syntax  diagram  in  Fig  15  shows  the  parameters  of  the  Receive  Request  verb.  All  of  the  parameters 
io  used  have  been  previously  described.  The  Receive  Request  verb  operates  in  Move,  Locate  or  Getbuf 

modes.  In  Move  mode,  the  receiver  specifies  a  local  storage  address;  the  received  work  request  is  placed 
there.  In  locate  and  getbuf  modes,  IPCF  returns  to  the  receiver  the  address  of  the  work  request  in  local 
storage.  In  either  case,  the  actual  length  of  the  work  request  will  be  placed  in  the  Request  Descriptor. 

To  facilitate  the  use  of  locate  and  getbuf  modes,  the  Request  note  received  by  the  server  contains  the 
is  total  length  and  the  number  of  storage  pieces  the  work  request  is  divided  into.  This  allows  a  Request 

Descriptor  to  be  constructed  such  that  the  entire  request  stream  can  be  received  with  a  single  Receive 
Request,  if  desired. 

In  move  mode,  the  Request  Descriptor  describes  where  the  returned  work  request  is  to  be  placed.  The 
request  does  not  need  to  be  placed  into  contiguous  storage,  but  can  be  divided  into  portions  as  desired  by 

20  the  receiver.  One  local  descriptor  element  is  supplied  for  each  portion  of  the  request. 
The  use  of  locate  mode  indicates  that  the  receiver  wants  access  to  the  storage  containing  the  work 

request.  It  does  not  want  its  own  copy.  To  receive  in  locate  mode,  one  supplies  a  maximum  data  length  to 
receive  and  a  number  of  unused  local  descriptor  elements.  Unused  descriptor  elements  only  have  the  type 
field  filled  in.  The  address  and  length  fields  are  undefined.  When  the  work  request  is  received,  these 

25  descriptor  elements  are  filled  in  by  IPCF.  One  descriptor  is  used  for  each  segment  of  returned  information. 
The  use  of  getbuf  mode  indicates  that  the  receiver  wants  responsibility  for  the  storage  containing  the 

work  request.  To  receive  in  getbuf  mode,  one  supplies  a  maximum  data  length  to  receive  and  a  number  of 
unused  buffer  descriptor  elements.  Unused  descriptor  elements  only  have  the  type  field  filled  in.  The 
remainder  of  the  information  is  filled  in  by  IPCF  when  the  work  request  is  received.  One  descriptor  is  used 

30  for  each  segment  of  returned  information. 
To  understand  how  the  parameter  offset  works,  one  can  consider  that  IPCF  maintains  a  pointer  into  the 

logical  byte  stream.  This  pointer  identifies  the  location  for  the  next  byte  to  be  received  from  the  byte 
stream.  When  a  Receive  Request  is  executed,  the  data  returned  comes  from  the  request  byte  stream 
beginning  at  this  location.  The  pointer  is  incremented  by  one  for  each  byte  received.  If  offset  is  specified, 

35  this  pointer  is  set  to  the  offset  value  before  the  data  is  received.  The  pointer  is  incremented  as  usual,  so 
that  data  for  subsequent  Receive  Requests  that  do  not  specify  Offset  will  come  from  the  request  byte 
stream  beginning  with  the  byte  following  the  last  one  received. 

RECEIVE  DATA 
40 

Receive  data  is  used  to  receive  data  that  has  been  sent  using  Send  Request.  This  data  was  identified 
by  the  Data-out  Descriptor  of  the  Send  Request.  The  receiver  must  supply  a  request  id  and  a  data-in 
descriptor.  The  request  id  indicates  which  request's  data  is  to  be  received.  The  Data-in  Descriptor 
describes  how  the  data  is  to  be  received. 

45  A  syntax  diagram  for  parameters  comprising  the  Receive  Data  verb  are  indicated  in  FIG.  16.  The 
parameters  have  been  previously  described. 

SIGNAL 

50  The  Signal  verb  allows  a  process  to  send  a  small  amount  of  data  to  another  process.  It  causes  a  Signal 
note  to  be  placed  on  the  target  process's  input  queue.  Since  no  response  is  expected,  there  is  no  Rid 
assigned  to  a  signal  operation. 

One  use  of  Signals  includes: 
Returning  intermediate  status  for  a  long  running  request. 

55  The  Signal  verb  is  comprised  of  four  parameters,  Cid,  Signal  type,  data  (optional),  and  a  return  code. 

16 



EP  0  205  946  B1 

TERMINATE  REQUEST 

The  Terminate  Request  verb  is  used  to  indicate  that  the  processing  of  one  or  more  requests  is  to  be 
stopped.  To  terminate  a  single  request,  a  Request  id  is  supplied. 

5  While  the  present  invention  has  been  described  in  terms  of  a  preferred  embodiment,  it  will  be  apparent 
to  one  skilled  in  the  art  that  the  invention  has  broad  applicability.  Both  single  processor  and  multiprocessor 
environments  having  multiple  processes  executing  thereon  will  obtain  benefits  from  the  present  invention  in 
the  form  of  reduced  storage  requirements  for  the  processes  and  easier  queue  management.  The  transpar- 
ency  features  of  the  present  invention  enable  much  more  efficient  resource  allocation  because  of  the 

io  enhanced  mobility  of  the  processes. 

Claims 

1.  A  method  of  communicating  work  requests  between  a  requesting  process  (50)  and  a  server  process 
is  (52),  in  a  loosely  coupled  distributed  process  system,  regardless  of  the  location  of  the  processes,  said 

requesting  and  server  processes  residing  either  in  one  processor  or  in  several  processors  (12,  16), 
each  of  said  processes  having  a  queue  (54,  56),  said  processes  (50,  52)  being  coupled  by  a  transport 
mechanism  (53),  all  processes  (50,  52)  in  one  processor  interfacing  with  a  common  communication 
facility  (55,  57)  via  a  common  set  of  verbs  or  commands,  said  requesting  and  server  processes  having 

20  storage  areas  (20,  25)  associated  therewith  which  belong  ether  to  said  one  processor  or  each  to  one 
different  of  said  several  processors  (12,  16),  one  of  said  verbs  indicating  that  the  requester  process  (50) 
has  a  work  request  for  said  server  process  (52)  in  its  storage  area,  the  method  comprising  the  steps  of 

-  the  communication  facility  (57)  of  the  server  process  after  having  received  the  respective 
25  information  from  the  requester's  communication  facility  (55),  placing  a  note  on  the  queue  (56)  of 

the  server  process  uniquely  identifying  and  representative  of  said  work  request  ; 
-  the  server  process  accessing  the  work  request  and  data  associated  with  the  work  request  as  a 

function  of  the  note  and  the  work  load  of  the  server  (52)  through  its  communication  facility  (57)  by 
sending  it  respective  verbs  ;  and 

30  -  the  communication  facility  (55)  of  the  requester  process  after  having  received  the  respective 
information  from  the  server's  communication  facility  (57),  placing  a  note  on  the  queue  (54)  of  the 
requesting  process  (50)  indicating  that  the  work  request  is  completed  and  data  has  been 
transferred  to  the  memory  specified  by  the  requesting  process  (50). 

35  2.  The  method  of  claim  1,  characterized  in  that  the  notes  contain  a  priority  indication. 

3.  The  method  of  claim  2,  characterized  in  that  the  notes  are  ordered  on  the  queue  (56)  of  the  server 
process  (52)  as  a  function  of  the  priority  indication. 

40  4.  The  method  of  any  of  claims  1-3,  characterized  in  that  more  than  one  verb  or  command  results  in  a 
note  being  placed  on  the  queue  of  processes  and  wherein  the  notes  are  ordered  on  the  queue  of  each 
process  as  a  function  of  the  type  of  verb  which  caused  the  note  to  be  placed  on  the  queue. 

5.  The  method  of  claim  4,  characterized  in  that  a  receive  queue  verb  is  used  by  a  process  to  receive 
45  notes  on  the  queue  of  the  process. 

6.  The  method  of  claim  5,  characterized  in  that  the  receive  queue  verb  specifies  which  notes  to  receive  as 
a  function  of  the  request  id. 

50  7.  The  method  of  claim  5,  characterized  in  that  the  receive  queue  verb  specifies  which  notes  to  receive  as 
a  function  of  the  type  of  verb  which  caused  the  note  to  be  placed  on  the  queue. 

8.  The  method  of  any  of  claims  1-7,  characterized  in  that  the  processes  reside  on  two  different  processors 
(12,  16)  and  wherein  the  transport  mechanism  comprises  a  physical  connection  (14)  between  said 

55  processors. 

9.  The  method  of  any  of  claims  1-8,  characterized  in  that  the  notes  identify  the  physical  connection  by 
use  of  a  connection  identification  and  wherein  notes  are  received  from  the  queue  as  a  function  of  the 

17 
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connection  identification. 

Patentanspruche 

5  1.  Verfahren  zum  Ubertragen  von  Verarbeitungsanforderungen  zwischen  einem  AnforderungsprozeB  (50) 
und  einem  ServerprozeB  in  einem  lose  verbundenen,  verteilten  Verarbeitungssystem,  unabhangig  von 
der  Position  der  Prozesse,  wobei  die  Anforderungs-  und  Serverprozesse  sich  entweder  in  einem 
Prozessor  oder  in  mehreren  Prozessoren  (12,  16)  befinden,  wobei  jeder  der  Prozesse  eine  Wartesch- 
lange  (54,  56)  aufweist,  die  Prozesse  durch  eine  Transporteinrichtung  (53)  miteinander  gekoppelt  sind, 

io  alle  Prozesse  (50,  52)  in  einem  Prozessor  uber  einen  allgemeinen  Satz  von  Verben  oder  Befehlen  eine 
Schnittstelle  mit  einer  allgemeinen  Ubertragungseinrichtung  (55,  57)  aufweisen,  die  Anforderungs-  und 
Serverprozesse  ihnen  zugeordnete  Speicherbereiche  (20,  25)  aufweisen,  die  entweder  zu  dem  einen 
Prozessor  gehoren  oder  von  denen  jeder  zu  einem  anderen  der  verschiedenen  Prozessoren  (12,  16) 
gehort,  wobei  eines  der  Verben  anzeigt,  dal3  der  AnforderungsprozeB  (50)  eine  Verarbeitungsanforde- 

15  rung  fur  den  ServerprozeB  (52)  in  seinem  Speicherbereich  hat,  wobei  das  Verfahren  die  folgenden 
Schritte  umfaBt: 

-  die  Ubertragungseinrichtung  (57)  des  Serverprozesses  stellt,  nachdem  die  jeweilige  Information 
von  der  Ubertragungseinrichtung  (55)  des  Requesters  empfangen  wurde,  eine  Meldung  in  die 
Warteschlange  (56)  des  Serverprozesses,  die  die  Verarbeitungsanforderung  eindeutig  kennzeich- 

20  net  und  reprasentativ  fur  diesen  ist; 
-  der  ServerprozeB  greift  auf  die  Verarbeitungsanforderung  und  die  mit  dem  Verarbeitungsanforde- 

rung  verbundenen  Daten  in  Abhangigkeit  von  der  Meldung  und  der  Transaktionsfolge  des  Servers 
(52)  uber  seine  Ubertragungseinrichtung  (57)  zu,  indem  er  diesem  entsprechende  Verben  sendet; 
und 

25  -  die  Ubertragungseinrichtung  (55)  des  Anforderungsprozesses  stellt  nach  dem  Empfang  der 
jeweiligen  Informationen  von  der  Ubertragungseinrichtung  (57)  des  Servers  eine  Meldung  in  die 
Warteschlange  (54)  des  Anforderungsprozesses  (50),  die  anzeigt,  dal3  die  Verarbeitungsanforde- 
rung  abgeschlossen  ist  und  die  Daten  zu  dem  von  dem  AnforderungsprozeB  (50)  angegebenen 
Speicher  ubertragen  wurden. 

30 
2.  Verfahren  nach  Anspruch  1,  dadurch  gekennzeichnet,  dal3  die  Meldungen  eine  Vorrangmeldung 

beinhalten. 

3.  Verfahren  nach  Anspruch  2,  dadurch  gekennzeichnet,  dal3  die  Meldungen  in  der  Warteschlange  (56) 
35  des  Serverprozesses  (52)  in  Abhangigkeit  von  der  Vorrangmeldung  geordnet  werden. 

4.  Verfahren  nach  einem  der  Anspruche  1  bis  3,  dadurch  gekennzeichnet,  dal3  mehr  als  ein  Verb  oder 
Befehl  zu  einer  Meldung  fuhren,  die  in  die  Warteschlange  der  Prozesse  gestellt  wird  und  worin  die 
Meldungen  in  der  Warteschlange  jeder  Verarbeitung  in  Abhangigkeit  vom  Typ  des  Verbs,  das  das 

40  Stellen  der  Meldung  in  die  Warteschlange  bewirkte,  geordnet  werden. 

5.  Verfahren  nach  Anspruch  4,  dadurch  gekennzeichnet,  dal3  ein  Empfangswarteschlangen-Verb  von  einer 
ProzeB  verwendet  wird,  urn  Meldungen  in  der  Warteschlange  des  Prozesses  zu  empfangen. 

45  6.  Verfahren  nach  Anspruch  5,  dadurch  gekennzeichnet,  dal3  das  Empfangswarteschlangen-Verb  angibt, 
welche  Meldungen  in  Abhangigkeit  von  der  Anforderungs-ID  empfangen  werden  sollen. 

7.  Verfahren  nach  Anspruch  5,  dadurch  gekennzeichnet,  dal3  das  Empfangswarteschlangen-Verb  angibt, 
welche  Meldungen  in  Abhangigkeit  vom  Typ  des  Verbs,  welches  das  Stellen  der  Meldung  in  die 

50  Warteschlange  bewirkte,  empfangen  werden  sollen. 

8.  Verfahren  nach  einem  der  Anspruche  1  bis  7,  dadurch  gekennzeichnet,  dal3  sich  die  Prozesse  auf  zwei 
verschiedenen  Prozessoren  (12,  16)  befinden  und  wobei  die  Transporteinrichtung  eine  physikalische 
Verbindung  (14)  zwischen  den  Prozessoren  aufweist. 

55 
9.  Verfahren  nach  einem  der  Anspruche  1  bis  8,  dadurch  gekennzeichnet,  dal3  die  Meldungen  die 

physikalische  Verbindung  durch  die  Verwendung  einer  Verbindungskennung  kennzeichnen  und  wobei 
Meldungen  von  der  Warteschlange  in  Abhangigkeit  von  der  Verbindungskennung  empfangen  werden. 
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Revendicatlons 

1.  Precede  pour  communiquer  des  demandes  de  travail  entre  un  traitement  demandeur  (50)  et  un 
traitement  serveur  (52)  dans  un  systeme  a  traitements  repartis  a  couplage  lache  independamment  de 

5  la  localisation  des  traitements,  les  dits  traitements  demandeur  et  serveur  residant  dans  un  ou  plusieurs 
processeurs  (12,  16),  chacun  des  dits  traitements  ayant  une  file  d'attente  (54,  56),  les  dits  traitements 
(50,  52)  etant  relies  par  un  mecanisme  de  transport  (53),  I'ensemble  des  traitements  (50,  52)  d'un 
meme  processeur  etant  en  interface  avec  un  meme  dispositif  de  communication  (55,  57)  via  un 
ensemble  d'instructions  et  de  commandes,  les  dits  traitements  demandeur  et  serveur  ayant  des  zones 

io  de  memorisation  (20,  25)  qui  leur  sont  associees  et  qui  appartiennent  soit  au  dit  processeur  soit  a 
chacun  d'un  ensemble  de  processeurs  differents  (12,  16),  I'une  des  dites  instructions  indiquant  que  le 
traitement  demandeur  (50)  a  une  demande  de  travail  destinee  au  traitement  serveur  (52)  dans  sa  zone 
de  memorisation,  le  procede  comprenant  les  etapes  consistant  a  : 
faire  placer  par  le  dispositif  de  communication  (57)  du  traitement  serveur,  apres  reception  des 

is  informations  respectives  en  provenance  du  dispositif  de  communication  du  demandeur  (55),  une  note 
dans  la  file  d'attente  (56)  du  traitement  serveur  qui  identifie  specifiquement  et  qui  est  representative  de 
ladite  demande  de  travail; 
permettre  I'acces  par  le  traitement  serveur  a  la  demande  de  travail  et  aux  donnees  associees  a  la 
demande  de  travail  en  fonction  de  la  note  et  de  la  charge  de  travail  du  serveur  (52),  via  son  dispositif 

20  de  communication  (57),  en  lui  transmettant  des  instructions  respectives;  et 
faire  placer  par  le  dispositif  de  communication  (55)  du  traitement  demandeur,  apres  reception  des 
informations  respectives  en  provenance  du  dispositif  de  communication  du  serveur  (57),  une  note  dans 
la  file  d'attente  (54)  du  traitement  demandeur  (50)  indiquant  que  la  demande  de  travail  a  ete  executee 
et  que  des  donnees  ont  ete  transferees  dans  la  memoire  specifiee  par  le  traitement  demandeur  (50). 

25 
2.  Procede  selon  la  revendication  1,  dans  lequel  les  notes  contiennent  une  indication  de  priorite. 

3.  Procede  selon  la  revendication  2,  dans  lequel  les  notes  sont  classee  dans  la  file  d'attente  (56)  du 
traitement  serveur  (52)  en  fonction  de  I'indication  de  priorite. 

30 
4.  Procede  selon  I'une  quelconque  des  revendications  1  a  3,  dans  lequel  plusieurs  instructions  ou 

commandes  induisent  le  placement  d'une  note  dans  la  file  d'attente  des  traitements,  et  dans  lequel  les 
notes  sont  classees  dans  la  file  d'attente  de  chaque  traitement  en  fonction  du  type  de  I'instruction  qui  a 
induit  le  placement  de  la  note  dans  la  file  d'attente. 

35 
5.  Procede  selon  la  revendication  4,  dans  lequel  une  instruction  Recevoir  File  d'Attente  est  utilisee  par  un 

traitement  pour  recevoir  des  notes  sur  la  file  d'attente  du  traitement. 

6.  Procede  selon  la  revendication  5,  dans  lequel  I'instruction  Recevoir  File  d'Attente  specifie  quelles  notes 
40  recevoir  en  fonction  de  I'identificateur  de  la  demande. 

7.  Procede  selon  la  revendication  5,  dans  lequel  I'instruction  Recevoir  File  d'Attente  specifie  quelles  notes 
recevoir  en  fonction  du  type  de  I'instruction  qui  a  induit  le  placement  de  la  note  dans  la  file  d'attente. 

45  8.  Procede  selon  I'une  quelconque  des  revendications  1  a  7,  dans  lequel  les  traitements  resident  dans 
deux  processeurs  differents  (12,  16)  et  dans  lequel  le  mecanisme  de  transport  comprend  une 
connexion  physique  (14)  entre  les  dits  traitements. 

9.  Procede  selon  I'une  quelconque  des  revendications  1  a  8,  dans  lequel  les  notes  identifient  la  connexion 
50  physique  grace  a  un  identificateur  de  connexion,  et  dans  lequel  les  notes  sont  roues  en  provenance  de 

la  file  d'attente  en  fonction  de  I'identificateur  de  connexion. 
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