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Description

BACKGROUND

[0001] With the heavy reliance on computing needs by
businesses and individuals, the need for uninterrupted
computing service has become increasingly vital. Many
organizations develop business continuity plans to en-
sure that critical business functions will enjoy continuous
operation and remain available in the face of machine
malfunctions, power outages, natural disasters, and oth-
er disruptions that can sever normal business continuity.
[0002] Local disruptions may be caused, for example,
by hardware or other failures in local servers, software
or firmware issues that result in system stoppage and/or
re-boot, etc. Local solutions may include server cluster-
ing and virtualization techniques to facilitate failover. Lo-
cal failover techniques using virtualization provide the
ability to continue operating on a different machine or
virtual machine if the original machine or virtual machine
fails. Software can recognize that an operating system
and/or application is no longer working, and another in-
stance of the operating system and application(s) can be
initiated in another machine or virtual machine to pick up
where the previous one left off. For example, a hypervisor
may be configured to determine that an operating system
is no longer running, or application management soft-
ware may determine that an application is no longer work-
ing which may in turn notify a hypervisor or operating
system that an application is no longer running. High
availability solutions may configure failover to occur, for
example, from one machine to another at a common site,
or as described below from one site to another. Other
failover configurations are also possible for other purpos-
es such as testing, where failover may even be enabled
from one virtual machine to another virtual machine with-
in the same machine.
[0003] Disaster recovery relates to maintaining busi-
ness continuity on a larger scale. Certain failure scenar-
ios impact more than an operating system, virtual ma-
chine, or physical machine. Malfunctions at a higher level
can cause power failures or other problems that affect
an entire site, such as a business’s information technol-
ogy (IT) or other computing center. Natural and other
disasters can impact an enterprise that may cause some,
and often all, of a site’s computing systems to go down.
To provide disaster recovery, enterprises today may back
up a running system onto tape or other physical media,
and mail or otherwise deliver it to another site. When a
data center goes offline for any reason, the backup data
center can take over operations with the backup media.
Among other shortcomings, the process of providing
physical media is cumbersome, the backups have sig-
nificant time intervals between one another, and recovery
systems can be days out of date.
[0004] Document US 2009/113109 discloses copying
a state of a primary virtual machine to a backup virtual
machine. Multiple state changes of the primary virtual

machine are logged until the backup virtual machine on
the backup machine resumes.

SUMMARY

[0005] Techniques involving replication of storage, in-
cluding virtual storage associated with virtual machines,
are described. One representative technique includes an
apparatus capable of receiving replicated virtual storage
of a replicated virtual machine, including at least a repli-
cated base virtual disk that substantially corresponds to
a primary base virtual disk to be replicated. A receiver
receives copies of differencing disks or other forms of
virtual storage updates, each of which are associated
with the primary base virtual disk as descendents thereof.
A replication management module is configured to ar-
range the received copies of the differencing disks rela-
tive to the replicated base virtual disk in a manner corre-
sponding to how the differencing disks were arranged
relative to the primary base virtual disk.
[0006] A particular implementation of such a technique
involves the copies of the differencing disks being of a
plurality of replication or "copy" types, where the replica-
tion management module is configured to arrange the
plurality of replication types relative to the replicated base
virtual disk as they were arranged relative to the primary
base virtual disk. Examples of the plurality of types in-
clude copies of the differencing disks that were obtained
after one or more applications operating on the virtual
machine prepared themselves for the copy, and copies
of the differencing disks that were obtained without notice
or preparation for the copy.
[0007] In another representative embodiment, a com-
puter-implemented method for facilitating virtual storage
replication is provided. A base virtual disk image of a
virtual disk that is associated with a virtual machine is
stored. Changes to the virtual disk are stored by recording
the changes to a current read-write differencing disk at
the top of a disk chain that includes the base virtual disk
image and any intervening differencing disks. On a reg-
ular or irregular basis, transferrable copies of the virtual
disk changes are created for replicated storage by rep-
licating the current read-write differencing disk and pro-
hibiting further changes thereto, creating a new current
differencing disk at the top of the disk chain, and trans-
ferring the copies of the differencing disks for the repli-
cated storage.
[0008] In another representative embodiment, one or
more computer-readable media are provided that have
instructions stored thereon that are executable by a com-
puting system for performing various functions. The func-
tions include creating a chain of read-only snapshots of
a virtual machine’s differencing disk, with a new differ-
encing disk being created upon each snapshot that pro-
vides read and write capability at the tip of the chain. A
plurality of snapshot types are included on the chain, in-
cluding at least an application-consistent snapshot type
and a crash-consistent snapshot type. A replicated chain
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of the read-only snapshots is created, which corresponds
to the chain of read-only snapshots of the virtual ma-
chine’s differencing disk. Selection of one of the read-
only snapshots in the replicated chain as a restoration
point for initiating a replicated virtual machine is facilitat-
ed. The replicated virtual machine is initiated from the
selected one of the read-only snapshots and including
one or more of the read-only snapshots that follow the
selected restoration point in succession.
[0009] The present invention relates to an apparatus
according to claim 1, a computer implemented method
according to claim 5 and a computer readable media ac-
cording to claim 7.
The dependent claims relate to preferred embodiments
of the present invention.
[0010] This Summary is provided to introduce a selec-
tion of concepts in a simplified form that are further de-
scribed below in the Detailed Description. This Summary
is not intended to identify key features or essential fea-
tures of the claimed subject matter, nor is it intended to
be used to limit the scope of the claimed subject matter.

BRIEF DESCRIPTION OF THE DRAWINGS

[0011]

FIG. 1 generally illustrates a representative embod-
iment for replicating virtual machines using differenc-
ing disks;
FIGs. 2A and 2B depict representative computing
environments in which replication in accordance with
the disclosure may be implemented;
FIG. 3 illustrates a representative manner in which
a primary computer/server environment can facili-
tate its disaster recovery and have its data replicated
as it changes over time;
FIGs. 4A and 4B depict successive states of a rep-
resentative disk chain as virtual storage is modified
and one or more copies are made;
FIG. 5 is a flow diagram illustrating a representative
manner in which the data view of a replicated virtual
machine is kept in synchronization with its counter-
part in the primary server;
FIG. 6 depicts a replicated virtual disk and a repli-
cated disk chain that corresponds to the preserved
portion of the virtual storage at the primary site that
is being replicated;
FIGs. 7A-7F illustrate a representative example for
asynchronously replicating storage of a virtual ma-
chine or other computing entity from a first computing
environment to at least one other computing envi-
ronment;
FIG. 8 illustrates an example of scheduling snap-
shots or other copies of a base or differencing disk;
FIG. 9 illustrates an example of the linking, and mod-
ifications to the linking of replicated differencing
disks, when accessing the chain of disks;
FIG. 10 is a flow diagram illustrating representative

features from the perspective of at least one primary
server at the primary site that is to have its storage
replicated;
FIG. 11 is a flow diagram illustrating representative
features from the perspective of at least one recovery
server at the recovery site that is replicating a virtual
machine(s); and
FIG. 12 depicts a representative computing system
in which the principles described herein may be im-
plemented.

DETAILED DESCRIPTION

[0012] In the following description, reference is made
to the accompanying drawings that depict representative
implementation examples. It is to be understood that oth-
er embodiments and implementations may be utilized,
as structural and/or operational changes may be made
without departing from the scope of the disclosure.
[0013] The disclosure is generally directed to data rep-
lication and recovery. While the principles described
herein are applicable to any replication of data from one
data storage device or facility to another data device or
facility, numerous embodiments in this disclosure are de-
scribed in the context of disaster recovery where repli-
cated data and processing resources are provided off-
site from the primary computing center. It should be rec-
ognized, however, that the principles described herein
are applicable regardless of the distance or manner in
which replicated data is transferred to the recovery
site(s). Certain embodiments are also described in the
context of virtual machines, although the principles are
equally applicable to physical machines and their avail-
able storage.
[0014] As noted above, system backup information is
often made on physical media and physically provided
to a remote recovery site. When a data center goes of-
fline, the backup data center can take over operations
with the backup media. Repeatedly providing physical
media to the recovery site is burdensome. Recovery
would involve using backup data already available at the
recovery site, which could be from a day or more before,
or recovery would have to wait until more recent replica-
tion data arrived at the recovery site. These solutions do
not provide a high degree of business continuity.
[0015] A full backup of data at a primary site could be
obtained and delivered electronically to a recovery site.
However, the size of the data transmissions could be
very large, making regular organization and ultimate
transmission of such information unmanageable. Provid-
ing replicated data on an infrequent basis to alleviate
these transmission issues can result in less desirable
recovery when needed, as changed data may be lost in
the long interims of time between backups. Building dis-
aster recovery strategies using backups in such manners
leads to complex processes with very high recovery point
objective (RPO) and recovery time objective (RTO).
[0016] The disaster recovery process can be simplified
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by having a replicated copy of a machine’s storage, or
of a virtual machine, at a site different from the site where
the primary server(s) is running. As used herein, unless
otherwise noted, a "copy" generally refers to a replication
of the virtual machine or virtual machine storage at issue.
Thus, "replication" and "copy" may be used interchange-
ably herein. Updates from the primary server to the rep-
licated copy of the virtual machine or storage may be
made. Replicating a virtual machine differs from backing
up an application or operating system stack, as replica-
tion of a virtual machine involves replicating both the stor-
age and virtual machine configuration, and the workload
arrives at the recovery site in a condition where it does
not require reconfiguration. For example, the virtual ma-
chine container will already have the correct number of
network interfaces and other such configurations, and
they are configured in the manner that the workload is
expecting.
[0017] The disclosure provides mechanisms and
methods that enable the replication of data associated
with a virtual or physical machine. For example, in the
context of virtual machines, the disclosure provides man-
ners enabling the replication of one or more virtual ma-
chines’ data which may be kept in the form of virtual disks
or other similar files. Among other things, the disclosure
also addresses mechanisms and methods that enable
recovery site users to utilize a replicated copy of the vir-
tual machine in the event that a disaster or other occur-
rence impacts the primary site’s ability to carry on nor-
mally.
[0018] Various embodiments below are described in
terms of virtual machines. Virtualization generally refers
to an abstraction from physical resources, which can be
utilized in client and server scenarios. Hardware emula-
tion involves the use of software that represents hard-
ware the operating system would typically interact with.
Hardware emulation software can support guest operat-
ing systems, and virtualization software such as a hyper-
visor can establish a virtual machine (VM) on which a
guest operating system operates. Much of the description
herein is described in the context of virtual machines, but
the principles are equally applicable to physical machines
that do not employ virtualization.
[0019] FIG. 1 generally illustrates a representative em-
bodiment for replicating virtual machines using differenc-
ing disks. A first site 100 may include one or more host
computing systems 102-104 which may host one or more
virtual machines (VM) 106. The computing system 102
has associated storage, and in the example of FIG. 1 the
virtual machine 106 has associated virtual storage (VS)
108. The virtual storage may represent, for example, a
virtual hard drive which in general represents logical stor-
age typically provided as a disk image file(s). The virtual
machine 106 sees the virtual storage 108 as its hard drive
or other similar storage device.
[0020] In one embodiment, replication of stored data
or other information in the virtual storage 108 includes
the use of a storage state chain or tree, where the top of

the chain (also referred to herein as the tip of tree) pro-
vides both read and write capability to record changes
written to the virtual storage. For example, the virtual stor-
age 108 may represent a virtual hard disk having a virtual
hard disk (VHD) file format. The storage tree may include
a base virtual disk 110, and one or more differencing
disks 112A-112n that are associated with the base virtual
disk 110. The differencing disk 112A that is the child of
the base virtual disk 110 captures changes to the virtual
storage 108. As described more fully below, a differenc-
ing disk such as differencing disk 112A may be preserved
through write protection, and a new differencing disk such
as differencing disk 112B can be created to accept
changes to the virtual storage 108 from that point forward.
This can continue through any number of differencing
disks 112n, thereby creating a chain of preserved virtual
disks and a differencing disk 112n to capture new chang-
es.
[0021] At least one second site 150 is provided that
includes one or more host computing systems 152, 153,
154 where replicated information from the first site 100
may be received and stored, and where recovery com-
puting operations can be initiated in the event of disaster
or other event rendering the first site 100 unable to con-
tinue its computing responsibilities. The first site 100 and
second site 150 communicate by way of communication
links 130, which can involve any type of electronic com-
munication interface such as direct cabling, wireline net-
works, wireless networks and the like, and any combina-
tion thereof. A replication of the virtual machine 106 may
be provided to the second site 150 by way of electronic
means or otherwise to provide the replicated virtual ma-
chine 156. Similarly, the differencing disks 112A-112n or
other portions of the virtual storage 108 designed to cap-
ture changes to the virtual storage 108 may be trans-
ferred when the data has been protected from further
write operations, as described more fully below. The rep-
licated virtual storage 158 therefore corresponds to that
which has been transferred from the virtual storage 108
at the primary site 100.
[0022] Storage, such as virtual storage 108 at the first
site 100, could stream its data to the second site asyn-
chronously. However, in such an arrangement, if the first
site 100 was to fail, it would be difficult for the second
site 150 to know what has been successfully transferred
and whether the storage is coherent. The present disclo-
sure describes that snapshots (or other fixed images) of
the first site’s 100 differencing disks 112A-112n are cre-
ated, and transferred to the second site 150. Using a
snapshotting feature enables asynchronous replication
of the storage 108 of a virtual machine 106 from one
place to another. In this manner, if a primary server(s) at
the first site 100 fails or otherwise goes offline, there will
be no differences between the snapshots and the data
that was replicated. Consequently, it will be known what
data has been received at the second site 150. The dis-
closure thus contemplates the first site 100 transferring
snapshots or other images of differencing disks at par-
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ticular times to the second site 150.
[0023] For example, when a replication of the virtual
storage 108 is obtained, it may further involve transferring
the differencing disk data to the second site 150, and
creating a new differencing disk. As a more particular
example, a snapshot 114 or other replication/copy may
be taken of differencing disk 112B to provide an image
(e.g., AVHD image file) to the host computing system
152 at the second site 150. In one embodiment, the dif-
ferencing disk 112B of which the snapshot 114 was taken
will be changed to read-only, and a new differencing disk
112n will be created as a read/write virtual storage file.
[0024] Some embodiments involve different types of
copies of the differencing disks or other virtual storage
images. FIG. 1 depicts a plurality of such different repli-
cation or "copy" types, including copy type-A 116, copy
type-B 118 through copy type-n 120. For example, a first
copy type, such as copy type-B 118, may represent a
low-impact copy/snapshot of a differencing disk 112A-
112n that has occurred without significant efforts to in-
crease the coherency of the data. One manner of obtain-
ing such a copy is to mark the particular differencing disk
read-only at any desired time, and create a new differ-
encing disk to capture written data thereafter. For exam-
ple, a virtual machine snapshot may be obtained using,
for example, virtualization software, a hypervisor, oper-
ating system functionality, etc., which can capture the
state, data and hardware configuration of a running vir-
tual machine. This type of copy or other similar low-im-
pact copy may be referred to in this disclosure as a crash-
consistent copy, as what is stored on the differencing
disk generally corresponds to that which would be on the
disk following a system failure or power outage. In these
cases, applications may be running that temporarily store
data in cache or memory that has not been stored to
memory. File system metadata may not have all man-
aged to make it onto the disk before it was marked read-
only. With this type of copy, it is possible that an attempt
to reanimate the copy at a recovery site will not be entirely
successful as the data may not be completely coherent.
Nevertheless, this type of copy does not cause the run-
ning programs to be interrupted, and therefore has very
low cost as it pertains to system performance of the com-
puting systems 102-104 at the first site 100.
[0025] Another type of copy, such as copy type-A 116,
may represent a higher coherency copy/snapshot of a
differencing disk 112A-112n that occurred with some ef-
fort to increase the coherency of the data prior to the
snapshot 114 being taken. For example, such a snapshot
114 may be obtained using an operating system service
such as the volume shadow copy service (VSS) by MI-
CROSOFT® Corporation that coordinates between the
backup functionality and the user applications that up-
date data on the disk. The running software (i.e., the data
writers) can be notified of an impending backup, and bring
their files to a consistent state. This type of copy provides
a higher likelihood of proper reanimation at the second
site 150. However, because the running applications may

need to prepare for the backup by flushing input/output
(I/O), saving its state, etc., the running workload is inter-
rupted and subject to latencies and lower throughput.
Different copy types can be used at different times or on
different schedules to provide a desired balance between
workload interruption and data coherency.
[0026] As described above, the disclosure sets forth
manners in which stored data associated with a physical
machine(s) or virtual machine(s) is replicated from a first
site 100 to at least one second site 150. Embodiments
involve providing snapshots or other copies of disk image
portions such as differencing disks, while enabling mul-
tiple types of copies to be obtained to regularly provide
replicated data at a second or "recovery" site while keep-
ing processing interruptions at the first or "primary" site
at a manageable level. Snapshots transferred to the sec-
ond site 150 can be chained analogously to that at the
primary site 100. Further, the servers at both the first and
second sites 100, 150 can facilitate the merging of write
protected differencing disks into their respective parent
disks, to reduce storage capacity requirements, reduce
access latencies, etc. As described more fully below, the
differencing disks transferred by the first site 100 are re-
ceived at the second site 150 and chained at the top of
the existing disk chain of the replicated copy of the virtual
machine, thereby keeping the data view of the replicated
virtual machine synchronized with that of the primary
server(s).
[0027] FIGs. 2A and 2B depict representative comput-
ing environments in which replication in accordance with
the disclosure may be implemented. The representative
systems of FIGs. 2A and 2B are merely examples, and
clearly do not represent exclusive arrangements. The
computing environment in FIG. 2A illustrates a first site,
such as a primary server site 200. In this example, the
primary server site 200 includes one or more servers
202A-202n or other computing devices. Each of the serv-
ers 200A-200n may respectively include computing ca-
pabilities such as one or more physical or logical proc-
essors 204A, 204n, memory 206A, 206n, storage 208A,
208n, etc. Storage 208A, 208n may be replicated, such
that storage copies 210A, 210n such as storage snap-
shots may be provided to a recovery site(s) 212 for dis-
aster recovery purposes. FIG. 2A illustrates that the tech-
niques described herein are applicable to any storage
associated with a processor, as well as applicable to vir-
tual storage and virtual machines. It should be noted that
the recovery site 212 may include servers or other com-
puting devices having similar processing, memory and
storage capabilities.
[0028] FIG. 2B illustrates an example involving one or
more virtual machines. In this example, primary 220 and
recovery 250 server sites respectively include one or
more servers 222A-222n, which each may include com-
puting capabilities such as one or more physical or logical
processors 224A, 224n, memory 226A, 226n, storage
228A, 228n, etc. One or more of the servers may include
a hypervisor 230A, 230n or other virtual machine man-
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agement module that presents a virtual operating plat-
form on which operating systems 232A, 232n and virtual
machines 234A-236A, 234n-236n may operate. Fea-
tures of the hypervisor 230A, 230n and/or operating sys-
tem 232A, 232n may be used, adapted or added to pro-
vide functionality such as the replication management
module (RMM) 238A, 238n. In accordance with the
present disclosure, the replication management module
238A, 238n can provide functionality such as storing
which changes (e.g., differencing disk) were the last
changes to be transferred from the primary site 220 to
the recovery site 250, requesting that copies be made in
response to schedules or other event triggers, readying
information for transfer to the recovery site 250, merging
differencing disks into their respective parent disks, etc.
Virtual storage (not shown) is associated with each virtual
machine, which may be stored in files in the servers’
222A, 222n memory 226A, 226n, local storage 228A,
228n, clustered storage (not shown) if the servers 222A,
222n are configured in a cluster, etc. The virtual storage
may be replicated, such that storage snapshots or other
copies 242A, 242n are provided to a recovery site(s) 250
for disaster recovery or other purposes. FIG. 2B therefore
illustrates that techniques described herein are applica-
ble to virtual storage associated with a virtual machine.
It should be noted that the recovery site 250 may include
servers or other computing devices having analogous
processing, memory, storage, virtual machine and virtual
machine management capabilities as described in FIGs.
2A and/or 2B.
[0029] FIG. 3 illustrates a representative manner in
which a primary computer/server environment can facil-
itate its disaster recovery and have its data replicated as
it changes over time. FIG. 4A depicts a first state of a
disk chain 404A, and FIG. 4B depicts a second state of
the disk chain 404B. In the following example, FIGs. 3,
4A and 4B are referred to collectively.
[0030] A base virtual disk image 406 or other initial
storage basis of a virtual machine’s 400 virtual disk 402
is stored as depicted at block 300. As described further
below, this base virtual disk image 406 may serve as the
basis for the replication of virtual storage at a recovery
site. The base virtual disk image 406 may be presented
as a file, such as, for example, a virtual hard disk (VHD)
file.
[0031] As shown at block 302, changes to the virtual
disk 402 may be recorded to a current differencing disk
410A (FIG. 4A) that is capable of being written in addition
to being read. In one embodiment, the current differenc-
ing disk 410A is logically at the top of a disk chain 404A
that includes the base virtual disk image 406 and any
intermediate differencing disks 408. If the current differ-
encing disk 410A is the first child differencing disk of the
parent base virtual disk 406, then there will be no inter-
mediate differencing disks. Further, if intermediate differ-
encing disks 408 have already been merged with the
base virtual disk image 406, then there will be no inter-
mediate differencing disks.

[0032] On the other hand, there may be differencing
disks 408 that have been committed to read-only, such
as when a snapshot or other copy of that differencing
disk is to be preserved. So that the snapshot data (that
may be transferred for replication) corresponds to the
differencing disk, the differencing disk may be write pro-
tected in connection with the snapshot. In these cases,
there may be one or more read-only differencing disks
408 between the base virtual disk image 406 and the
current read/write differencing disk 410A. As described
in greater detail below, the chain of at least the read-only
disks at the primary site will be replicated at a recovery
site(s), thereby keeping the data view of the replicated
virtual machine synchronized with the corresponding
server(s) at the primary site.
[0033] At some point, a copy of the current read/write
differencing disk 410A will be created, and write-protect-
ed, as shown at block 304. For example, a request 414
for a copy of the current differencing disk 410A may be
made by a processor-executable replication manage-
ment module 412 that can be a service or feature of a
hypervisor, host operating system, parent partition oper-
ating system, etc. As noted above, the type of copy to be
made may also be noted, such as a crash-consistent
copy where the application data may not have been pre-
pared for the copy. Another example is an application-
consistent copy having a higher likelihood of proper sub-
sequent reanimation that may involve, for example, some
notification to an application(s) to flush data/records and
otherwise prepare for the snapshot or other copy.
[0034] The differencing disk that was at the top of the
chain has been marked read-only, as depicted by the
R/O differencing disk 410B in FIG. 4B. With this disk 410B
having been write-protected, block 306 shows that a new
differencing disk 420 may be created as the new top of
the disk chain 404B to replace the differencing disk 410B
that was just copied. This new "tip of tree" differencing
disk 420 will assume the responsibilities of handling both
read and write operations. In one embodiment, any non-
merged intermediate differencing disks 408, 410B and
the base virtual disk 406 below it will remain read-only.
[0035] In one embodiment, the read-only base virtual
disk 406 and any read-only intermediate differencing
disks 408, 410B have been transferred to the recovery
site where the disk chain will be recreated for recovery
purposes. This is noted at block 308, where the differ-
encing disk 410B that was just copied and write protected
may be transferred for replicated storage, such as trans-
ferred to an address of the replicated virtual machine.
Thus, when the copy 416 is obtained, it may be trans-
ferred to a recovery site by a transmitter, transceiver,
network interface, and/or other mechanism depicted by
the transmit device 418. As long as the primary site is
operational and more copies are to be replicated as de-
termined at decision block 310, the process of creating
copies and write protecting 304, creating new differenc-
ing disks 306, and transferring the snapshots 308 can
continue. For example, a replication policy or replication
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rules may be established to determine when a copy
should be made, and in the case of multiple copy types,
which type of copy should be made.
[0036] FIG. 5 is a flow diagram that illustrates a repre-
sentative manner in which the data view of a replicated
virtual machine is kept in sync with its counterpart in the
primary server. FIG. 6 depicts a replicated virtual disk
600 and a replicated disk chain 610 that corresponds to
the preserved portion of the virtual storage at the primary
site that is being replicated. In the following example,
FIGs. 5 and 6 are referred to collectively.
[0037] As shown at block 500, a replicated virtual ma-
chine 600 is provided at a recovery site, where the rep-
licated virtual machine 600 substantially corresponds to
the primary virtual machine that is to be replicated. This
may be communicated electronically, or delivered by oth-
er means. A replicated virtual disk 602 or other replicated
virtual storage is provided as shown at block 502. The
replicated virtual disk 602 may include a replicated base
virtual disk 604 substantially corresponding to a primary
base virtual disk to be replicated (e.g., base virtual disk
400 of FIG. 4).
[0038] A copy of a differencing disk 606 that is asso-
ciated with the primary base virtual disk, such as being
a child or more distant descendant of the primary base
virtual disk, is received as shown at block 504. In one
embodiment, the received copy is one of a plurality of
possible types of copies or replications. As shown at
block 506, the received copy of the differencing disk 606
is arranged relative to the replicated base virtual disk 604
in the manner that it was arranged relative to the primary
base virtual disk at the primary site. For example, if one
or more intermediate differencing disks exist at the pri-
mary site, then copies/snapshots of those differencing
disks 608 will be received and arranged in the replicated
disk chain 610 as the preserved differencing disks are
arranged in the primary disk chain (e.g., disk chain
404A/B of FIGs. 4A, 4B). While one or more of the inter-
mediate differencing disks 608 may be merged into its
base virtual disk 604 at the primary and/or recovery serv-
ers, the contents should remain in sync with the disk chain
at the primary site.
[0039] If other differencing disks are received at the
recovery site as determined at decision block 508, more
differencing disks can be received 504 and arranged 506
to stay in sync with the primary site. These replicated
differencing disks, e.g., snapshots or other copies, can
be received by a receiver 612, which can represent a
discrete receiver, transceiver, network interface, or any
receiving mechanism. A replication management module
614 may be provided as a processor-executable module
on a recovery server(s), such as on a server’s hypervisor,
host operating system, parent partition operating system,
etc. The replication management module 614 may per-
form tasks such as holding the information regarding
which was the last set of changes (e.g., differencing disk)
to be received from the primary site, holding the type of
copy it is (e.g., crash-consistent, application-consistent,

etc.), determining which of a plurality of replicated differ-
encing disk in which to begin processing if recovery op-
erations are initiated, arranging the snapshots or other
copies in a chain corresponding to that of the primary
site, and other functions described herein.
[0040] As seen in the foregoing examples, the solu-
tions provided in the present disclosure can use snapshot
or other replication features to create differencing disks
at periodic or other intervals. For example, hypervisors,
other virtualization software, and/or operating systems
may include a snapshot feature that may be used to cre-
ate differencing disks. In one embodiment, differencing
disks at the top of the disk chain accumulate changes
while the read-only virtual hard disks further down the
chain are transferred to the remote site, such as over a
network. On the remote site, the received differencing
disks may be chained at the top of the existing disk chain
of the replicated copy of the virtual machine by creating
and modifying snapshots, thereby keeping the data view
of the replicated virtual machine in sync with the primary
server.
[0041] Using such features, replication of running vir-
tual machines can be provided that ensures correctness
of replicated data by design. For example, the usage of
differencing disks to accumulate writes on the primary
server, and the chaining of the same disks to the repli-
cated virtual machine on the remote site, ensures that
no write will be lost by the replication process even in
case of power failures or system crashes at either end.
This mechanism provides consistency of the replicated
data without requiring a resynchronization mechanism
or consistency check mechanism.
[0042] The solutions described herein enable the cre-
ation of a copy of a running virtual machine and periodic
synchronization of its data from a primary site to a recov-
ery site in a non-disruptive manner. For example, a mech-
anism is provided to create a copy of a virtual machine
running on primary site to a remote server by transferring
the virtual machine’s configuration and data disks over
the network. Such a mechanism can allow the creation
of differencing disks at the top of virtual machine’s virtual
hard disk chain, the transfer of the underlying read-only
differencing disks over the network to the remote server,
and the chaining of these disks to the virtual machine on
the remote server. The creation of differencing disks al-
lows the data transfer to occur without disruption to the
running virtual machine.
[0043] Application-consistent points in time may be
generated for the replicated copy of the virtual machine.
For example, (VSS) snapshots may be used, which al-
lows the applications inside the virtual machine to flush
and quiesce their writes, so that the data up to that point
provides a higher guarantees of recoverability. One ex-
emplary methodology uses VSS snapshots to enable re-
covering from such higher guaranteed restoration points
on the recovery server by reverting to the VSS snapshots.
[0044] The solutions described herein provide the abil-
ity to bring up a replicated virtual machine with data from
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one of a plurality of points in time, and to subsequently
change the point in time if desired. For example, the
mechanism creates and modifies snapshots to chain the
differencing disks received from the primary server. The
snapshots represent points in time of the replicated vir-
tual machine’s data. The method provides a mechanism
to bring up the replicated virtual machine by creating a
differencing disk to this point in time, and using it for bring-
ing up the virtual machine. These differencing disks at
the recovery site capture any writes generated by the
replicated virtual machine. If the user chooses to change
the point in time subsequently, the differencing disk may
be discarded in favor of a new differencing disk that is
created relative to the new point in time.
[0045] These methodologies further enable replication
to be continued while running a "test" on the replicated
copy of the virtual machine, without making a copy of the
replicated virtual machine’s virtual hard disks. For exam-
ple, the method provides the ability to generate a "test"
copy of the replicated virtual machine using two (or more)
sets of differencing disks pointing to the same parent
virtual hard disks. The writes executed from the "test"
virtual machine are captured in one set of differencing
disks, which are discarded when the test is complete.
Periodic sync up changes or "deltas" arriving from the
primary server may be collected in the other set of differ-
encing disks, which can be merged into the parent once
the test is complete.
[0046] The solution further provides the ability to con-
tinue replication while the initial replica for the virtual ma-
chine (e.g., the base virtual disk) is being transported out
of band. The mechanism provides support for transport-
ing the initial replica of the virtual machine "out of band;"
i.e., outside the network transport channel used for trans-
porting data from the primary site to the remote site. A
differencing disk may be created on the remote site that
is pointing to (or "parenting to") an empty virtual hard
disk, where subsequent differencing disks received from
the primary server during replication are chained on top
of created differencing disk. When the out-of-band replica
is received on the remote site, the differencing disk that
was created to point to the empty virtual hard disk can
be "re-parented" to point to the virtual hard disks received
in the initial replica.
[0047] An example of depicting many of these points
is now provided, which sets forth a representative exam-
ple of a sequence of replication events according to the
disclosure. FIGs. 7A-7F illustrate a representative exam-
ple for asynchronously replicating storage of a virtual ma-
chine or other computing entity from a first computing
environment to at least one other computing environ-
ment. Where appropriate, like reference numbers are
used throughout FIGs. 7A-7F to identify like items.
[0048] In this example, a primary computing site 700
represents the first computing environment, and a sec-
ond or "recovery" computing site 750 represents the sec-
ond computing environment. The primary site 700 in-
cludes one or more operating computing devices (e.g.,

servers), as does the recovery site 750. The recovery
site 750 represents one or more computing devices/serv-
ers capable of receiving virtual disks or other storage files
for preservation and possible reanimation in the event of
a disaster or other event impacting the primary site’s 700
ability to carry out its duties.
[0049] While the present disclosure is applicable to
tracking and replicating storage of any data device or
structure using a native computing system, one embod-
iment involves tracking and replicating changes to a vir-
tual disk used by a hypervisor-based virtualization sys-
tem. In such a system, to track and replicate changes to
the virtual disk used by a virtual machine, a differencing
disk may be used for a running virtual machine. When a
virtual machine is configured for tracking, a base virtual
disk 702 associated with the primary site’s 700 computing
device(s) will be transferred or otherwise provided to the
computing device(s) at the recovery site 750. This is de-
picted by the replicated base virtual disk 752 at the re-
covery site 750.
[0050] When the base virtual disk 702 has been write
protected and copied to the recovery site 750, a first dif-
ferencing disk D1 704 is created to capture any new
writes involving the virtual disk. In other words, any
changes to the virtual disk will then be made to the dif-
ferencing disk 704 at the primary site 700, while at this
point the recovery site has preserved the virtual disk at
the replicated base virtual disk 752 state. In one embod-
iment, the replication (e.g., replication management
module) on both the primary site 700 and recovery site
750 will store status information indicating that the trans-
fer of the base virtual disk 702 to the replicated base
virtual disk 752 is the most recent set of changes to be
transferred. If the corresponding virtual machine (or other
computing system) at the primary site 700 was to fail or
otherwise be unable to perform its duties at this point,
hardware at the recovery site 750 could begin functioning
from the state of the virtual storage corresponding to the
replicated base virtual disk 752.
[0051] Copies of the storage may be requested at any
time, including in connection with a schedule. For exam-
ple, replication management at the primary site 700 may
make a request for a copy of the virtual storage after
some time lapse, at a particular time, as a result of oc-
currence of an event, etc. The present disclosure con-
templates multiple types of copies that can be created
and transmitted to the recovery site 750, each of which
may have its own schedule or other triggering criteria.
[0052] Referring briefly to FIG. 8, an example of sched-
uling snapshots or other copies of a base or differencing
disk is shown. A policy 800 may be stored in a memory
or storage 802, which may be storage associated with
the host computing system or otherwise. In one embod-
iment, the policy 800 includes rules for requesting copies
of a differencing disk for replication to the recovery server.
In the illustrated embodiment, two types of copies are
accounted for, although fewer or more types of copies
could be implemented. In this example, the policy 800
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includes copy instructions for crash-consistent copies
804, such as any one or more of a specific time 806 in
which a copy should be obtained, a fixed or changing
time interval 808 between obtaining crash-consistent
copies, other event triggering 810 that initiates a request
for a crash-consistent copy, and the like. Similarly, the
policy 800 may include analogous possibilities 816, 818,
820 for application-consistent copies 814, although the
specific times 816, intervals 818 and/or event triggering
820 may differ from those of the other copy type(s). A
controller 824, which may include a processor and exe-
cutable software, can execute the policy 800. For exam-
ple, the controller may execute a program(s), such as
the replication management module previously de-
scribed, to execute timer 826, event monitoring 828,
and/or snapshot 830 functions based on the policy 800.
In other embodiments, snapshots can be provided by
other controller-executable programs, such as the vol-
ume shadow copy service (VSS) previously described.
[0053] Returning now to the example of FIGs. 7A-7F,
FIG. 7B assumes that replication management has re-
quested a first type of copy, referred to in this example
as a crash-consistent copy. Such a copy may represent
a copy of the virtual storage at any given moment. For
example, a crash-consistent copy may be made by stop-
ping write activity to the differencing disk D1 704 at any
time. In one embodiment, when a crash-consistent copy
of the virtual disk is requested, the virtual disk is closed
off to further write operations, and a new differencing disk
D2 706 is created to capture any new writes involving
the virtual disk. Where the differencing disk D1 704 is
closed off to new writes (e.g., marked read-only) at any
planned or arbitrary moment without preparation, the run-
ning workload of the virtual machine (or other computing
system) is not interrupted. While this type of copy enables
the workload to continue operating without interruption
and at normal speed, a possible consequence is that
subsequent attempts to reanimate the copy at a recovery
site 750 could potentially fail due to the differencing disk
D1 704 copy having been obtained at an arbitrary mo-
ment.
[0054] As noted above, another differencing disk D2
706 is created to enable information to be written to the
virtual disk when D1 704 has been preserved for ultimate
transfer to the recovery site 750. Differencing disk D1
704 is made available to replication management for
transfer to one or more recovery servers at the recovery
site 750, as depicted by the replicated differencing disk
D1 754 at the recovery site 750. Updates to the primary
site’s 700 virtual disk from this point forward are captured
in the new differencing disk D2 706.
[0055] In one embodiment, the information stored in
the differencing disk D1 704 is changed to read-only,
such that it may no longer be modified by data writes.
Rather, the new differencing disk D2 706 is configured
to be written to and thus record changes to the virtual
disk. Replication management at the primary site 700
may merge the read-only differencing disk D1 704 into

its parent disk, which is the base virtual disk 702 in this
example. An example of such a merge is shown in FIG.
7C, where D1 704 has been merged into the base virtual
disk 702 to provide the new merged virtual disk 708.
[0056] One purpose for performing a merge function
is to reduce the number of links that a read operation
may be subject to in order to locate stored data on the
virtual disk. Referring now to FIG. 9, an example of such
linking is described. It is assumed that a copy 901 of a
base virtual disk 902 has been provided to the recovery
servers 950, as depicted by the replicated base virtual
disk 952. A newly-created differencing disk (e.g., differ-
encing disk 904) will include a pointer 906 or link to its
parent disk which is also the previous "tip of tree" disk.
In this example, differencing disk 904 would include a
pointer 906 to the base virtual disk 902. If a read operation
908 was issued on the primary servers 900 for data not
found in the new differencing disk 904, the read operation
908 may obtain the data at a location farther back in the
disk chain that is specified by the pointer 906, link or other
analogous directing mechanism. In this example, the
read operation 908 would obtain the data from the base
disk 902, based on the pointer 906 in differencing disk
904, if differencing disk 904 did not have the data asso-
ciated with the read request.
[0057] A copy 910 of the differencing disk 904 is pro-
vided to the recovery servers 950, as depicted by the
replicated differencing disk 954. When the differencing
disk 904 is write protected and copied 910 to the recovery
servers 950, a new differencing disk 912 is created to
accept changes to the virtual disk, such as by way of
write operations 909. The new differencing disk 912 may
include a link or pointer 914 to its parent, which is differ-
encing disk 904 in this example. A read operation 908
may be issued for data that is not found in either differ-
encing disk 912 or differencing disk 904, in which case
the links or pointers 914, 906 point back to the base virtual
disk 702 are provided to locate the addressed data.
[0058] Depending on the number of differencing disks
that have been preserved in a read-only state, there could
be numerous links to locate data as far back as the base
virtual disk 702. In order to reduce overhead associated
with such linking, differencing disks at the primary servers
900 that have been committed to read-only and trans-
ferred to the recovery servers 950 may be merged with
their respective parent disks. Any desired differencing
disks, up to all, that have been marked read-only or oth-
erwise preserved for replication and transferred may be
merged. As described more fully below, such merging
may also be implemented at the recovery site 950.
[0059] Returning now to the example of FIGs. 7A-7F,
FIG. 7C assumes that replication management has re-
quested a second type of copy of the virtual disk, referred
to in this example as an application-consistent copy.
Where the first type of copy described in this example is
a crash-consistent copy which is a general snapshot of
storage of the running system, an application-consistent
copy in this example generally refers to a snapshot of
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storage of the running system that has prepared itself to
have the snapshot taken. Where the storage is prepared
in this fashion, the snapshot is coherent in that it facilitates
a high likelihood of successful reanimation at the repli-
cation site 750. A copy that has not prepared itself for
the snapshot to be taken (e.g., crash-consistent copy)
might not be coherent upon reanimation. For example,
in the case of a crash-consistent copy, file system meta-
data, database metadata and/or other information may
not make it onto the disk.
[0060] In one embodiment, a pre-prepared copy such
as an application-consistent copy may be made in con-
nection with a management module that informs the soft-
ware in the system that a copy is to be made. For exam-
ple, the volume shadow copy service (VSS) includes a
process where the running software such as databases
in the system can optionally register for a notification that
informs that software of an imminent storage copy or
snapshot, which provides the software time to provide
records into a part of the disk image that is preserved.
[0061] If the replication management at the primary site
700 makes a request for such a pre-prepared or "appli-
cation-consistent" copy, the VSS or other management
module for the operating system may be involved to gen-
erate the snapshot set. When the snapshot is created,
the differencing disk D2 706 shown in FIG. 7C may be
converted to read-only, and another new read/write dif-
ferencing disk D3 710 may be created to now capture
the data being written to the virtual disk. With differencing
disk D3 710 now recording changes to the virtual disk,
the prior "tip of tree" differencing disk D2 706 is trans-
ferred to the recovery site 750 as depicted by replicated
differencing disk D2 758 shown in FIG. 7D
[0062] With the transfer of the application-consistent
copy of differencing disk D2 706 to the recovery site 750,
a merge may again occur at the primary site 700. This is
depicted in FIG. 7D, where the merged virtual disk 708
of FIG. 7C now includes D2 to form a new merged virtual
disk 712. The replication management at the recovery
site 750 makes note that replicated differencing disk D2
758, which has now been received from the primary site
700, is the latest copy of the disk from the primary site
700. As the D2 758 copy is an application-consistent copy
and is also assumed to be crash-consistent, it serves as
both the application-consistent copy and a crash-consist-
ent copy of the disk from the primary site 700.
[0063] FIG. 7D also illustrates the merging of disks at
the recovery site 750. The replicated crash-consistent
copy D1 754 and replicated base virtual disk 752 have
been merged in FIG. 7D to form the merged replicated
virtual disk 756. As snapshots from the primary site 700
arrive at the recovery site 750, the snapshots may be
collated and made ready to run. By merging and collating
the received snapshots in this manner, if a disaster oc-
curs where operation at the recovery site 750 will be relied
upon, potential operational latencies can be mitigated or
avoided by merging selected ones (or up to all) of the
received copies at the recovery site 750. Thus, one em-

bodiment involves merging and collating at least some
of the snapshots or other copies of the virtual disk as they
arrive, or at least prior to the time that the replicated data
is being called upon for use at the recovery site 750.
[0064] Embodiments also include storing one or more
of the snapshots or other copies received at the recovery
site 750. In order to revert to a particular disk image, that
disk image can be saved to enable recovery operation
from that point. In embodiments that employ multiple
types of snapshots (e.g., crash-consistent copy, applica-
tion-consistent copy, etc.), one or more of each type of
snapshot or other similar copy may be preserved to en-
able recovery from a desired one of the snapshot types.
For example, crash-consistent copies may be provided
to the recovery site 750 more regularly than application-
consistent copies, which can be set by policy such as
that described in connection with FIG. 8. In one embod-
iment, application-consistent copies are provided less
frequently than crash-consistent copies, which is due to
the potentially greater preparation and processing time,
and consequent latency, involved in obtaining an appli-
cation-consistent copy. In the event of disaster or other
event calling for operation at the recovery site 750, the
recovery servers may attempt to begin operation from a
crash-consistent copy or an application-consistent copy,
depending on many factors such as the relative time
lapse from the most recent replicated copy of each type,
the urgency in reestablishing operation at the recovery
site 750, the extent of virtual disk modifications between
the multiple types of snapshots, etc.
[0065] FIG. 7E illustrates the virtual storage trees on
the primary site 700 and recovery site 750 in response
to another crash-consistent copy being requested for
transfer to the recovery site 750. In this example, the
differencing disk D3 710 (FIG. 7D) is transferred to the
recovery site 750 as shown by replicated differencing
disk 760 in FIG. 7E. Again, differencing disk D3 710 at
the primary site 700 may be merged into the virtual disk
712 to create a new merged differencing disk 714, and
another new read/write differencing disk D4 716 may be
created to capture changes to the virtual disk.
[0066] At the recovery site 750, the newly received
crash-consistent copy 760 is now the most recent copy
(tip of tree). In this embodiment, the replicated applica-
tion-consistent copy D2 758 and the replicated crash-
consistent copy D3 760 are both available as restoration
points. For example, assume that a primary server at the
primary site 700 fails or otherwise becomes unable to
properly perform its duties, and assume this failure oc-
curs at a point of time generally corresponding to that
depicted in FIG. 7E. A recovery virtual machine (or alter-
natively physical machine) at the recovery site 750 may
be invoked using, for example, the most recently received
replicated application-consistent copy D3 760. Although
the application-consistent copy D3 760 was received at
the recovery site 750 earlier in time, it is a copy type that
has a higher likelihood of reanimating properly at the re-
covery site 750. As noted above, this is due to this "type"
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of copy, which in this example involved notifying appli-
cations/software at the primary site 700 of the impending
snapshot before the respective snapshot was taken,
thereby enabling the software to prepare itself for the
snapshot.
[0067] Thus, in one embodiment, a virtual machine or
other computing system at a recovery site 750 can be
brought up using one of a plurality of available differenc-
ing disks, snapshots, or other states of the replicated
virtual storage. In one embodiment, a differencing disk
is created as a child to the particular differencing disk
from which the virtual machine is invoked. In the example
of FIG. 7F, a differencing disk 762 is created with the
replicated application-consistent differencing disk D2
758 as its parent. This differencing disk 762 is then sur-
faced and the volumes present on the disk are reverted
to the application-consistent (e.g., VSS) snapshot set as-
sociated with D2 758.
[0068] As FIG. 7F illustrates, while preserving a line of
differencing disks, it is possible to have multiple differ-
encing disks point to the same read-only point in the tree.
For example, replicated crash-consistent differencing
disk D3 760 points to the application-consistent differ-
encing disk D2 758, as does the differencing disk 762
that was created at the recovery site 750. Differencing
disk D3 760 and differencing disk 762 therefore represent
two different futures relative to the state of the read-only
differencing disk D2 758. For example, a user could
choose to boot a virtual machine at the recovery site 750
using the virtual disk including the differencing disk 762,
the read-only differencing disk 758 pointed to by differ-
encing disk 762, and the merged disk 756 pointed to by
the differencing disk D2 758.
[0069] Thus, in the illustrated example, automatic or
manual selection of a first virtual disk at the recovery site
750 may include the read-only disk 756 (including the
base virtual disk and D1), the read-only application-con-
sistent differencing disk D2 758, and the read/write crash-
consistent differencing disk D3 760. Alternatively, auto-
matic or manual selection of a second virtual disk may
include the read-only disk 756 (including the base virtual
disk and D1), the read-only application-consistent differ-
encing disk D2 758, and the differencing disk 762 that
was created at the recovery site 750. Different recovery
scenarios are possible in view of the different "futures"
provided by having multiple read/write differencing disks
point to a common parent disk.
[0070] Any of one or more available virtual disk chains
may be selected at the recovery site 750. For instance,
a user may choose to preserve the crash-consistent disk
D3 760 because the virtual machine did not have the
desired data when it was booted using the application-
consistent disk D2 758. In this case, the virtual machine
may be run using the crash-consistent disk D3 760. Even
if a recovery virtual machine is reanimated using the ap-
plication-consistent disk D2 758 and a new differencing
disk 762 is created that points back to the application-
consistent moment, the crash-consistent disk D3 760

may be preserved as another reanimation chain possi-
bility.
[0071] The differencing disk 762 could alternatively be
created from a different differencing disk. For example,
if the last crash-consistent copy D3 760 was to be used
for recovery, then the differencing disk 762 could be cre-
ated with the crash-consistent copy D3 760 as the parent
disk. In one embodiment, this may be effected by having
a pointer or other link stored at the differencing disk 762
point to or otherwise identify D3 760 as its parent. An
example was depicted in FIG. 9, where the pointer 956
pointed to its parent disk 952. The pointer 956 may need
to be changed from its state in the primary servers 900,
so that it points to the correct image at the recovery serv-
ers 950. The decision whether the restoration point in
FIG. 7F is to be D2 758, D3 760, or other restoration point
may be determined automatically based on configura-
tions, or determined manually by a user.
[0072] An example of the creation and representative
content associated with the differencing disk 762 at the
recovery site is now described. In this representative em-
bodiment, the differencing disk 762 at the recovery site
750 is empty upon its creation. It may be configured to
point to its parent disk, which is D2 758 in this example.
When the virtual (or physical) machine begins operation,
information that may need to be written will be written to
the new differencing disk 762. For example, the new dif-
ferencing disk 762 may be connected to a replicated vir-
tual machine at the recovery site 750 having the same
or similar characteristics as a primary virtual machine at
the primary site 700. When this replicated virtual machine
is booted, it may consider its virtual disks capable of being
both written to and read from. The new differencing disk
762 can be written to, while information can be read from
the new differencing disk 762, its parent, or earlier lineage
depending on where the information resides.
[0073] In addition to the differencing disk 762 serving
as the read/write disk when the associated recovery serv-
er(s) is in operation, the differencing disk may also store
data prior to a time in which replicated storage at the
recovery site 750 will be used. For example, the differ-
encing disk 762 may store data written to a differencing
disk received from the primary site 750, and that occurred
between the time the snapshot was taken at the primary
site 750 and the time that differencing disk was marked
as read-only.
[0074] As an example, assume a replication manage-
ment module at the primary site 700 requests the running
workload of a virtual machine to make an application-
consistent copy of the virtual storage or other snapshot
that involves software preparing itself for the snapshot.
In response, application software may attempt to make
itself coherent for the snapshot, but it may be difficult to
coordinate the snapshot being taken in the virtual disk
with the information "flushes" that are occurring in the
application. When the application software appears to
have completed the data flush to storage, the virtual disk
snapshot is taken. Thereafter, the snapshotted differenc-
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ing disk is marked read-only, and a new differencing disk
is created. Between the time that the virtual disk snapshot
is taken and the time that the corresponding differencing
disk was written to read-only, one or more stray data
writes may have found their way onto the differencing
disk that was the subject of the snapshot. Therefore, it
is possible that the differencing disk may not correspond
exactly with the differencing disk snapshot 758 that was
transferred to the recovery site 750. In this case, even
without having failed over to the recovery site 750, the
differencing disk 758 can be mounted as a live virtual
disk in order to locate those stray writes, and to back
those stray writes out of the differencing disk D2 758 and
onto the differencing disk 762 created at the recovery
site 750. In this manner, if a failover is ultimately needed,
this task has already been handled. This function of back-
ing out the stray writes may be accomplished using the
virtual machine that would eventually be recovered, or
alternatively could be done as part of a service that
mounts the disk image and manipulates it to extract the
stray writes.
[0075] The example of FIGs. 7A-7F depicts exemplary
actions taken at each of the primary and recovery sites.
FIG. 10 is a flow diagram illustrating representative fea-
tures from the perspective of at least one primary server
at the primary site that is to have its virtual storage (or
other storage) replicated. This example assumes that vir-
tual storage is being replicated, and that multiple types
of copies of the virtual storage are made available.
[0076] In this example, a base virtual disk is provided
to the recovery site as depicted at block 1000. As shown
at block 1002, a differencing disk or other storage struc-
ture is created at the primary site to record changes to
the virtual disk. In this example, some number "n" of dif-
ferent types of snapshots/copies are provided, including
copy type-A, copy type-B through copy type-n. When rep-
lication management or other primary site control module
requests a copy of the virtual storage as determined at
block 1004, it may specify which type of copy is desired.
The identification of a copy type may be made by a user
via a user interface, or configured into hardware or soft-
ware such as being requested pursuant to a policy such
as that described in connection with FIG. 8, or otherwise.
[0077] In this example, if replication management re-
quested a copy of type-A as determined at block 1006,
a snapshot or other copy of the differencing disk is ob-
tained without the software preparing itself for the virtual
storage copy to occur, as shown at block 1012. This may
be, for example, a VSS snapshot or other application-
consistent snapshot. If a copy of type-B is requested as
determined at block 1008, a snapshot or other copy of
the differencing disk is obtained where at least some of
the software prepared for the virtual storage copy to oc-
cur, as shown at block 1014. Other types of copies may
be defined, whereby the copy type can be determined at
block 1010, and as shown at block 1016 the snapshot or
other copy may be obtained in accordance with the rules
for that copy type.

[0078] When the appropriate snapshot or other copy
has been obtained, it may be transferred to the recovery
site as shown at block 1018. Block 1020 illustrates that
the differencing disk that was copied at the primary site
is write protected, and block 1022 shows that a new dif-
ferencing disk will be created to capture changes to the
virtual disk. At least for the reasons of reducing storage
capacity requirements and reducing latencies in reading
data through the disk chain, intermediate disks may be
merged with their parent disk image as shown at block
1024.
[0079] It should be recognized that the particular order
of the illustrated features in FIG. 10, and other flow dia-
grams in the disclosure, should not be interpreted as a
limitation of order or sequence. The particular order of
operations depicted may in many cases be irrelevant,
unless otherwise described as relevant. For example,
the snapshot may or may not be transferred at block 1018
before the copied differencing disk is write protected at
block 1020.
[0080] FIG. 11 is a flow diagram illustrating represent-
ative features from the perspective of at least one recov-
ery server at the recovery site that is replicating a virtual
machine(s). This example assumes that virtual storage
is being replicated, and that multiple types of copies of
the virtual disks are provided by the primary site. As
shown at block 1100, the base virtual disk received as a
replication of the primary site’s base virtual disk is pro-
vided as the base of the virtual disk chain at the recovery
site. When a snapshot or other copy is received from the
primary as determined at block 1102, the type of copy
received is determined at block 1104. The resulting copy
of the differencing disk at the recovery site can be iden-
tified as the type of copy it is, such as application-con-
sistent, crash-consistent, etc. The pointer or other link in
the received copy may be modified as shown in block
1106, in order to cause the pointer to point to its parent
at the recovery site. If desired, intermediate differencing
disks may be merged into their respective parent disks,
as shown at block 1110. Additionally, block 1108 shows
that a differencing disk may be created to point to a de-
sired copy in order to back out stray writes, as was de-
scribed in connection with FIG. 7F.
[0081] If and when a failover to the recovery server(s)
occurs as determined at block 1112, selection of a stored
copy as a selected restoration point may be facilitated
as shown at block 1114. For example, facilitating selec-
tion of a stored copy may involve providing a user inter-
face to enable an administrator or other user to select
which stored (and thus not merged) copy the replicated
virtual machine will utilize when initialized and run. Other
embodiments may involve automatic selection of a par-
ticular copy based on criteria. For example, criteria may
automatically cause the virtual machine to first attempt
reanimation from an application-consistent copy, and to
subsequently try a different copy of that reanimation was
not sufficiently successful. In one embodiment depicted
at block 1116, a differencing disk is created, or an existing
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differencing disk utilized (e.g., a differencing disk created
at block 1108), to point to the selected snapshot or copy.
Among other things, this differencing disk provides the
read/write capability to the replicated virtual disk when
the replicated virtual machine is operating.
[0082] In one embodiment, a test may be run on the
replicated virtual machine. In this case, the replicated
virtual machine continues to receive changes to the vir-
tual disk as before (e.g., receiving copies of primary site
differencing disks), while the test virtual machine is
brought up from the point of the created differencing disk.
Thus, replication can be continued while running the test
on the replicated copy of the virtual machine without mak-
ing a copy of the replicated virtual machine’s virtual hard
disks. This provides a manner of generating a test copy
of the replicated virtual machine using two sets of differ-
encing disks pointing to the same parent virtual hard
disks. The writes executed from the test virtual machine
are captured in one set of differencing disks, and these
disks may be discarded once the test is complete. Peri-
odic sync up copies of differencing disks arriving from
the primary server are collected in the other set of differ-
encing disks, and may be merged into the parent once
the test is complete. This option is depicted in FIG. 11.
If a test is to be run as determined at block 1112, a dif-
ferencing disk is created 1114 that points to the restora-
tion point to be tested, and the replicated virtual machine
may be booted to run the test.
[0083] FIG. 12 depicts a representative computing sys-
tem 1200 in which the principles described herein may
be implemented. The computing environment described
in connection with FIG. 12 is described for purposes of
example, as the structural and operational disclosure for
replicating storage or virtual storage is applicable in any
computing environment. The computing arrangement of
FIG. 12 may, in some embodiments, be distributed
across multiple devices. Further, the description of FIG.
12 may represent a server or other computing device at
either the primary or recovery site.
[0084] The representative computing system 1200 in-
cludes a processor 1202 coupled to numerous modules
via a system bus 1204. The depicted system bus 1204
represents any type of bus structure(s) that may be di-
rectly or indirectly coupled to the various components
and modules of the computing environment. Among the
various components are storage devices, any of which
may store the subject to the replication.
[0085] A read only memory (ROM) 1206 may be pro-
vided to store firmware used by the processor 1202. The
ROM 1206 represents any type of read-only memory,
such as programmable ROM (PROM), erasable PROM
(EPROM), or the like. The host or system bus 1204 may
be coupled to a memory controller 1214, which in turn is
coupled to the memory 1208 via a memory bus 1216.
The exemplary memory 1208 may store, for example, all
or portions of a hypervisor 1210 or other virtualization
software, an operating system 1218, and a module, such
as a replication management module (RMM) 1212 that

performs at least those functions described herein. The
RMM 1212 may be implemented as part of, for example,
the hypervisor 1210 and/or operating system 1218.
[0086] The memory may also store application pro-
grams 1220 and other programs 1222, and data 1224.
Additionally, all or part of the virtual storage 1226 may
be stored in the memory 1208. However, due to the po-
tential size of the virtual storage disks, one embodiment
involves storing virtual storage disks in storage devices
versus memory, as depicted by the virtual storage 1226B
associated with any one or more of the representative
storage devices 1234, 1240, 1244, 1248. The virtual stor-
age 1226A in the memory 1208 may also represent any
part of the virtual storage that is temporarily cached or
otherwise stored in memory as an intermediate step to
being processed, transmitted, or stored in a storage de-
vice(s) 1234, 1240, 1244, 1248.
[0087] FIG. 12 illustrates various representative stor-
age devices in which data may be stored, and/or virtual
storage may be stored.. For example, the system bus
may be coupled to an internal storage interface 1230,
which can be coupled to a drive(s) 1232 such as a hard
drive. Storage media 1234 is associated with or other-
wise operable with the drives. Examples of such storage
include hard disks and other magnetic or optical media,
flash memory and other solid-state devices, etc. The in-
ternal storage interface 1230 may utilize any type of vol-
atile or non-volatile storage. Data, including virtual hard
disks (e.g., VHD files, AVHD files, etc.) may be stored
on such storage media 1234.
[0088] Similarly, an interface 1236 for removable me-
dia may also be coupled to the bus 1204. Drives 1238
may be coupled to the removable storage interface 1236
to accept and act on removable storage 1240 such as,
for example, floppy disks, optical disks, memory cards,
flash memory, external hard disks, etc. Virtual storage
files and other data may be stored on such removable
storage 1240.
[0089] In some cases, a host adaptor 1242 may be
provided to access external storage 1244. For example,
the host adaptor 1242 may interface with external storage
devices via small computer system interface (SCSI), Fi-
bre Channel, serial advanced technology attachment
(SATA) or eSATA, and/or other analogous interfaces ca-
pable of connecting to external storage 1244. By way of
a network interface 1246, still other remote storage may
be accessible to the computing system 1200. For exam-
ple, wired and wireless transceivers associated with the
network interface 1246 enable communications with stor-
age devices 1248 through one or more networks 1250.
Storage devices 1248 may represent discrete storage
devices, or storage associated with another computing
system, server, etc. Communications with remote stor-
age devices and systems may be accomplished via wired
local area networks (LANs), wireless LANs, and/or larger
networks including global area networks (GANs) such as
the Internet. Virtual storage files and other data may be
stored on such external storage devices 1244, 1248.
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[0090] As described herein, the primary and recovery
servers communicate information, such as snapshots or
other copies. Communications between the servers can
be effected by direct wiring, peer-to-peer networks, local
infrastructure-based networks (e.g., wired and/or wire-
less local area networks), off-site networks such as met-
ropolitan area networks and other wide area networks,
global area networks, etc. A transmitter 1252 and receiv-
er 1254 are depicted in FIG. 12 to depict the computing
device’s structural ability to transmit and/or receive data
in any of these or other communication methodologies.
The transmitter 1252 and/or receiver 1254 devices may
be stand-alone components, may be integrated as a
transceiver(s), may be integrated into or already-existing
part of other communication devices such as the network
interface 1246, etc. Where the computing system 1200
represents a server or other computing device at the pri-
mary site, all or part of the virtual disk or other stored
data to be replicated may be transmitted via the trans-
mitter 1252, whether it is a stand-alone device, integrated
with a receiver 1254, integral to the network interface
1246, etc. Analogously, where the computing system
1200 represents a server or other computing device at
the recovery site, all or part of the virtual disk or other
stored data to be replicated may be received via the re-
ceiver 1254, whether it is a stand-alone device, integrat-
ed with a transmitter 1252, integral to the network inter-
face 1246, etc. As computing system 1200 can represent
a server(s) at either the primary or recovery site, block
1256 represents the primary or recovery server(s) that
is communicating with the computing system 1200 that
represents the other of the primary or recovery server(s).
[0091] As demonstrated in the foregoing examples, the
embodiments described herein facilitate disaster recov-
ery and other replication features. In various embodi-
ments, method are described that can be executed on a
computing device, such as by providing software mod-
ules that are executable via a processor (which includes
a physical processor and/or logical processor, controller,
etc.). The methods may also be stored on computer-
readable media that can be accessed and read by the
processor and/or circuitry that prepares the information
for processing via the processor. Having instructions
stored on a computer-readable media as described here-
in is distinguishable from having instructions propagated
or transmitted, as the propagation transfers the instruc-
tions versus stores the instructions such as can occur
with a computer-readable medium having instructions
stored thereon. Therefore, unless otherwise noted, ref-
erences to computer-readable media/medium having in-
structions stored thereon, in this or an analogous form,
references tangible media on which data may be stored
or retained.
[0092] Although the subject matter has been described
in language specific to structural features and/or meth-
odological acts, it is to be understood that the subject
matter defined in the appended claims is not necessarily
limited to the specific features or acts described above.

Rather, the specific features and acts described above
are disclosed as representative forms of implementing
the claims.

Claims

1. An apparatus comprising:

replicated virtual storage of a replicated virtual
machine, including at least a replicated base vir-
tual disk (752, 756) substantially corresponding
to a primary base virtual disk (702) to be repli-
cated;
a receiver configured to receive a plurality of
copies of differencing disks (704, 706, 710), of
a plurality of copy types, each differencing disk
(704, 706, 710) linked in a tree structure to a
respective parent disk that was created prior to
the differencing disk (704, 706, 710), said re-
spective parent disk being a parent differencing
disk or the primary base virtual disk (702),
wherein a first one of the plurality of copy types
comprises a crash-consistent copy that is a gen-
eral snapshot of a storage of a running system,
and a second one of the plurality of copy types
comprises an application-consistent copy that
is a snapshot of storage of the running system
created in response to notifying software in the
system that a copy is to be made; and
a replication management module configured to
arrange the received copies of the differencing
disks (704, 706, 710) of the plurality of copy
types relative to the replicated base virtual disk
(752, 756) as the differencing disks (704, 706,
710) were arranged relative to the primary base
virtual disk (702).

2. The apparatus of Claim 1, wherein the replication
management module is further configured to store
one or more of the received copies of the differencing
disks (704, 706, 710) as potential restoration points
for initiating operation of the replicated virtual ma-
chine.

3. The apparatus of Claim 2, further comprising creat-
ing a read-write differencing disk as a child disk to
one of the stored copies of the differencing disks
(704, 706, 710) to store changes to the replicated
virtual machine when initiated.

4. The apparatus of Claim 2, wherein the replication
management module is further configured to facili-
tate initiation of the replicated virtual machine from
a selected one of the potential restoration points and
one or more selected stored copies of the differenc-
ing disks (704, 706, 710) that sequentially succeed
the selected restoration point.
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5. A computer-implemented method in a replicated vir-
tual storage of a replicated virtual machine, including
at least a replicated base virtual disk (752, 756) sub-
stantially corresponding to a primary base virtual disk
(702) to be replicated, said method comprising:

receiving a plurality of copies of differencing
disks (704, 706, 710) of a plurality of copy types,
each differencing disk linked to a respective par-
ent disk that was created prior to the differencing
disk (704, 706, 710), said respective parent disk
being a parent differencing disk or a primary
base virtual disk (702), wherein a first one of the
plurality of copy types comprises a crash-con-
sistent copy that is a general snapshot of storage
of a running system, and a second one of the
plurality of copy types comprises an application-
consistent copy that is a snapshot of storage of
the running system created in response to noti-
fying software on the system that a copy is to be
made; and
arranging, in a replication management module,
the received copies of the differencing disks
(704, 706, 710) of the plurality of copy types rel-
ative to the replicated base virtual disk (752,
756) as the differencing disks (704, 706, 710)
were arranged relative to the primary base vir-
tual disk (702).

6. The computer- implemented method of Claim 5, fur-
ther comprising obtaining software data from one or
more notified applications in response to notifying
software.

7. Computer-readable media having instructions
stored thereon which are executable by a computing
system for performing steps of one of the preceding
claims 5 or 6.

Patentansprüche

1. Vorrichtung, umfassend:

replizierten virtuellen Speicher einer replizierten
virtuellen Maschine, enthaltend wenigstens ei-
ne replizierte virtuelle Basisdisk (752, 756), die
einer primären virtuellen Basisdisk (702) im We-
sentlichen entspricht, die repliziert werden soll;
einen Empfänger, der eingerichtet ist, eine Viel-
zahl von Kopien von Differenzdisks (704, 706,
710) einer Vielzahl von Kopietypen zu empfan-
gen, wobei jede Differenzdisk (704, 706, 710) in
einer Baumstruktur mit einer jeweiligen überge-
ordneten Disk verknüpft ist, die vor der Diffe-
renzdisk (704, 706, 710) erstellt wurde, wobei
die jeweilige übergeordnete Disk eine überge-
ordnete Differenzdisk oder die primäre virtuelle

Basisdisk (702) ist, wobei ein erster der Vielzahl
von Kopietypen eine Crash-konsistente Kopie
ist, die ein allgemeiner Snapshot eines Spei-
chers eines laufenden Systems ist, und ein zwei-
ter der Vielzahl von Kopietypen eine Anwen-
dungs-konsistente Kopie umfasst, die ein
Snapshot eines Speichers des laufenden Sys-
tems ist, der als Antwort auf Benachrichtigen
von Software in dem System, dass eine Kopie
hergestellt werden soll, erstellt wurde; und
ein Replikationsverwaltungsmodul, das einge-
richtet ist, die erhaltenen Kopien der Differenz-
disks (704, 706, 710) der Vielzahl von Kopierty-
pen relativ zu der replizierte virtuellen Basisdisk
(752, 756) anzuordnen, wie die Differenzdisks
(704, 706, 710) relativ zu der primären virtuellen
Basisdisk (702) angeordnet wurden.

2. Vorrichtung nach Anspruch 1, wobei das Replikati-
onsverwaltungsmodul ferner eingerichtet ist, eine
oder mehrere der erhaltenen Kopien der Differenz-
disks (704, 706, 710) als potentielle Wiederherstel-
lungspunkte zum Starten eines Betriebs der repli-
zierten virtuellen Maschine zu speichern.

3. Vorrichtung nach Anspruch 2, ferner umfassend Er-
stellen einer Lese-/ Schreibdifferenzdisk als eine un-
tergeordnete Disk für eine der gespeicherten Kopien
der Differenzdisks (704, 706, 710), um Änderungen
der replizierten virtuellen Maschine zu speichern,
wenn diese gestartet wurde.

4. Vorrichtung nach Anspruch 2, wobei das Replikati-
onsverwaltungsmodul ferner eingerichtet ist, Starten
der replizierten virtuellen Maschine von einem aus-
gewählten der potentiellen Wiederherstellungs-
punkte und einer oder mehreren ausgewählten ge-
speicherten Kopien der Differenzdisks (704, 706,
710) zu ermöglichen, die sequenziell auf den aus-
gewählten Wiederherstellungspunkt folgen.

5. Computerimplementiertes Verfahren in einem repli-
zierten virtuellen Speicher einer replizierten virtuel-
len Maschine, enthaltend wenigstens eine replizierte
virtuelle Basisdisk (752, 756), die einer primären vir-
tuellen Basisdisk (702) im Wesentlichen entspricht,
die repliziert werden soll, wobei das Verfahren um-
fasst:

Empfangen einer Vielzahl von Kopien von Dif-
ferenzdisks (704, 706, 710) einer Vielzahl von
Kopietypen, wobei jede Differenzdisk mit einer
jeweiligen übergeordneten Disk verknüpft ist,
die vor der Differenzdisk (704, 706, 710) erstellt
wurde, wobei die jeweilige übergeordnete Disk
eine übergeordnete Differenzdisk oder eine pri-
märe virtuelle Basisdisk (702) ist, wobei ein ers-
ter der Vielzahl von Kopietypen eine Crash-kon-
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sistente Kopie umfasst, die ein allgemeiner
Snapshot des Speichers eines laufenden Sys-
tems ist, und ein zweiter der Vielzahl von Kopi-
etypen eine Anwendungs-konsistente Kopie ist,
die ein Snapshot des Speichers des laufenden
System ist, der als Antwort auf Benachrichtigen
von Software auf dem System, dass eine Kopie
hergestellt werden soll, erstellt wurde; und
Anordnen, in einem Replikationsverwaltungs-
modul, der erhaltenen Kopien der Differenz-
disks (704, 706, 710) der Vielzahl von Kopiety-
pen relativ zu der replizierten virtuellen Basis-
disk (752, 756), wie die Differenzdisks (704, 706,
710) relativ zu der primären virtuellen Basisdisk
(702) angeordnet wurden.

6. Computerimplementiertes Verfahren nach An-
spruch 5, ferner umfassend Erhalten von Software-
daten von einer oder mehreren benachrichtigten An-
wendungen als Antwort auf Benachrichtigen von
Software.

7. Computerlesbares Medium, das gespeicherte Be-
fehle aufweist, die durch ein Rechensystem ausführ-
bar sind, um Schritte nach einem der vorstehenden
Ansprüche 5 oder 6 auszuführen.

Revendications

1. Appareil comprenant :

un stockage virtuel répliqué d’une machine vir-
tuelle répliquée, incluant au moins un disque vir-
tuel de base répliqué (752, 756) correspondant
sensiblement à un disque virtuel de base prin-
cipal (702) à répliquer ;
un récepteur configuré de manière à recevoir
une pluralité de copies de disques de différen-
ciation (704, 706, 710), d’une pluralité de types
de copie, chaque disque de différenciation (704,
706, 710) étant lié dans une structure arbores-
cente à un disque parent respectif qui a été créé
avant le disque de différenciation (704,706,
710), ledit disque parent respectif correspon-
dant à un disque de différenciation parent ou au
disque virtuel de base principal (702), dans le-
quel un premier type de la pluralité de types de
copie comprend une copie compatible avec des
plantages qui est un instantané général d’un
stockage d’un système en fonctionnement, et
un second type de la pluralité de types de copie
comprend une copie compatible avec des ap-
plications qui est un instantané de stockage du
système en fonctionnement, créée en réponse
à une notification de logiciel dans le système
selon laquelle une copie doit être réalisée ; et
un module de gestion de réplications configuré

de manière à agencer les copies reçues des dis-
ques de différenciation (704, 706, 710) de la plu-
ralité de types de copie relativement au disque
virtuel de base répliqué (752, 756), tel que les
disques de différenciation (704, 706, 710)
étaient agencés relativement au disque virtuel
de base principal (702).

2. Appareil selon la revendication 1, dans lequel le mo-
dule de gestion de réplications est en outre configuré
de manière à stocker une ou plusieurs des copies
reçues des disques de différenciation (704, 706,710)
en qualité de points de restauration potentiels pour
initier le fonctionnement de la machine virtuelle ré-
pliquée.

3. Appareil selon la revendication 2, comprenant en
outre la création d’un disque de différenciation de
lecture-écriture sous la forme d’un disque enfant sur
l’une des copies stockées des disques de différen-
ciation (704, 706, 710) en vue de stocker des modi-
fications apportées à la machine virtuelle répliquée
lorsqu’elle est initiée.

4. Appareil selon la revendication 2, dans lequel le mo-
dule de gestion de réplications est en outre configuré
de manière à faciliter l’initiation de la machine vir-
tuelle répliquée à partir d’un point sélectionné des
points de restauration potentiels et d’une ou plu-
sieurs copies stockées sélectionnées des disques
de différenciation (704, 706, 710) qui succèdent de
façon séquentielle au point de restauration sélec-
tionné.

5. Procédé mis en oeuvre par ordinateur dans un stoc-
kage virtuel répliqué d’une machine virtuelle répli-
quée, incluant au moins un disque virtuel de base
répliqué (752, 756) correspondant sensiblement à
un disque virtuel de base principal (702) à répliquer,
ledit procédé comprenant les étapes ci-dessous
consistant à :

recevoir une pluralité de copies de disques de
différenciation (704, 706, 710), d’une pluralité
de types de copie, chaque disque de différen-
ciation étant lié à un disque parent respectif qui
a été créé avant le disque de différenciation
(704,706, 710), ledit disque parent respectif cor-
respondant à un disque de différenciation parent
ou au disque virtuel de base principal (702),
dans lequel un premier type de la pluralité de
types de copie comprend une copie compatible
avec des plantages qui est un instantané géné-
ral de stockage d’un système en fonctionne-
ment, et un second type de la pluralité de types
de copie comprend une copie compatible avec
des applications qui est un instantané de stoc-
kage du système en fonctionnement, créée en
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réponse à une notification de logiciel dans le
système selon laquelle une copie doit être
réalisée ; et
agencer, dans un module de gestion de réplica-
tions, les copies reçues des disques de différen-
ciation (704, 706, 710) de la pluralité de types
de copie relativement au disque virtuel de base
répliqué (752, 756), tel que les disques de dif-
férenciation (704, 706, 710) étaient agencés re-
lativement au disque virtuel de base principal
(702).

6. Procédé mis en oeuvre par ordinateur selon la re-
vendication 5, comprenant en outre l’étape consis-
tant à obtenir des données de logiciel en provenance
d’une ou plusieurs applications notifiées en réponse
à une notification de logiciel.

7. Support lisible par ordinateur dans lequel sont stoc-
kées des instructions qui sont exécutables par un
système informatique pour mettre en oeuvre les éta-
pes selon l’une quelconque de la revendication 5 ou
6.
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