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(54) REPUTATION-BASED APPLICATION CACHING AND WHITE-LISTING

(57) A device may classify an application, associated
with an endpoint, based on traffic associated with the
endpoint. The device may determine a reputation score
associated with the endpoint. The reputation score may
be indicative of a level of trustworthiness of the endpoint.
The device may selectively store a classification result,

associated with classifying the application, in an applica-
tion cache based on the reputation score associated with
the endpoint. The classification result may be selectively
used to process further traffic associated with the end-
point.
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Description

BACKGROUND

[0001] A security device may be configured to provide
a security service (e.g., a next-generation firewall serv-
ice, a unified threat management service, an advanced
threat protection service, or the like) for inspecting (e.g.,
using a deep packet inspection (DPI) technique) traffic,
associated with a session between a client device and a
server device in order to classify and/or identify an ap-
plication associated with the session. The security device
may determine, based on classifying and/or identifying
the application, a rule set (i.e., a security policy) that de-
scribes a manner in which the traffic is to be processed.

SUMMARY

[0002] According to some possible implementations,
a device may include one or more processors to: classify
an application, associated with an endpoint, based on
traffic associated with the endpoint; determine a reputa-
tion score associated with the endpoint, where the rep-
utation score may be indicative of a level of trustworthi-
ness of the endpoint; and selectively store a classification
result, associated with classifying the application, in an
application cache based on the reputation score associ-
ated with the endpoint, where the classification result
may be selectively used to process further traffic asso-
ciated with the endpoint.
[0003] According to some possible implementations,
a computer-readable medium may store instructions
that, when executed by one or more processors, cause
the one or more processors to: identify, based on traffic
associated with an endpoint of a session, a classification
result, included in an application cache, that includes in-
formation that identifies the endpoint, where the classifi-
cation result may include information that identifies an
application associated with the endpoint; determine,
based on identifying the classification result, that the ap-
plication is to be re-classified; re-classify the application
based on determining that that the application is to be
re-classified; and selectively remove the classification re-
sult from the application cache based on re-classifying
the application.
[0004] According to some possible implementations,
a method may include classifying, by a device, an appli-
cation, associated with an endpoint, based on traffic as-
sociated with the endpoint; determining, by the device,
a reputation score, associated with the endpoint, that in-
cludes information that is indicative of a level of trustwor-
thiness of the endpoint; comparing, by the device, the
reputation score and a reputation threshold; and selec-
tively: storing a classification result, associated with clas-
sifying the application, in an application cache when the
reputation score satisfies the reputation threshold; or dis-
carding the classification result when the reputation score
does not satisfy the reputation threshold.

BRIEF DESCRIPTION OF THE DRAWINGS

[0005]

Figs. 1A-1G are diagrams of an overview of an ex-
ample implementation described herein;
Fig. 2 is a diagram of an example environment in
which systems and/or methods, described herein,
may be implemented;
Fig. 3 is a diagram of example components of one
or more devices of Fig. 2;
Figs. 4A and 4B are flow charts of an example proc-
ess for selectively caching a classification result to
a reputation-based application cache and/or selec-
tively using a cached classification result included in
the reputation-based application cache; and
Fig. 5 is a flow chart of an example process for se-
lectively removing a cached classification result from
a reputation-based application cache.

DETAILED DESCRIPTION

[0006] The following detailed description of example
implementations refers to the accompanying drawings.
The same reference numbers in different drawings may
identify the same or similar elements.
[0007] In some cases, a result of classifying and/or
identifying an application (herein referred to as a classi-
fication result), based on traffic associated with a session,
may be cached (i.e., stored) by a security device. In some
implementations, the classification result may include in-
formation that identifies an endpoint associated with the
session, such as a network address (e.g., an Internet
protocol (IP) address) associated with an endpoint (e.g.,
a server device, a client device), a port associated with
the endpoint, information that identifies a transport pro-
tocol associated with the traffic, information that identifies
the application (e.g., an application type, an application
identifier, such as a uniform resource locator (URL) or
an application name), or the like.
[0008] When the security device receives other traffic
(e.g., associated with another session) at a later time,
the security device may identify an endpoint associated
with the other traffic, and query the cached classification
results in order to determine whether an endpoint, iden-
tified by a cached classification result, matches the end-
point associated with the other traffic. If a match is found,
then the security device may identify and/or classify the
application based on the cached classification result, and
proceed with applying the appropriate security service
(i.e., without classifying the application based on the oth-
er traffic).
[0009] Similarly, the security device may have access
to a "white-list" that includes information that identifies a
set of approved and/or trusted endpoints. Here, upon re-
ceiving traffic associated with a session, the security de-
vice may identify an endpoint associated with the ses-
sion. The security device may then determine if the end-
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point is identified in the white-list. If so, the security device
may, in some cases, allow the traffic to bypass inspection
(e.g., since the endpoint is deemed trustworthy).
[0010] However, the cache of classification results
(sometimes referred to as an application cache) may be
vulnerable to cache poisoning when, for example, an at-
tacker causes an invalid classification result to be
cached, thereby potentially allowing the attacker to by-
pass application of a particular security service to poten-
tially harmful traffic. Thus, relying on the application
cache may reduce network security and/or increase vul-
nerability to attack. However, disabling such caching may
result in increased resource usage and/or less efficient
operation of the security device, as described above.
[0011] Similarly, with respect to a white-list, endpoints
identified by the white-list may not be frequently updated
and/or checked (e.g., at a later time) in order to determine
whether the endpoint remains trustworthy. As such, if an
end point identified in the white-list becomes less secure
over time, traffic, associated with the endpoint, may be
allowed to bypass inspection, thereby facilitating an at-
tack.
[0012] Implementations described herein provide a se-
curity device capable of managing a reputation-based
application cache that includes a set of classification re-
sults approved for caching based on reputations of end-
points associated with the set of classification results.
The reputation-based application cache reduces vulner-
ability of the application cache to cache poisoning without
negatively impacting a performance of the security de-
vice.
[0013] In some implementations, the security device
may determine information associated with a reputation
of an endpoint, associated with a classification result, in
order to determine whether the classification result
should be added to the application cache, used to identify
and/or classify the application, and/or removed from the
cache, as described below.
[0014] Similarly, implementations described herein
may provide a security device capable of managing a
reputation-based white-list that includes information that
identifies a set of trusted endpoints deemed trustworthy
based on reputations of the set of endpoints. The repu-
tation-based white-list checking reduces vulnerability re-
sulting from use of the white-list.
[0015] Figs. 1A-1G are diagrams of overviews of ex-
ample implementations 100, 120, 140, and 160 associ-
ated with managing an application cache, as described
herein. Figs. 1A and 1B show a first example implemen-
tation 100 associated with managing an application
cache.
[0016] As shown by reference number 102 in Fig. 1A,
a security device receives traffic, associated with an ap-
plication, provided by an endpoint (e.g., a server device
providing application traffic to a client device) associated
with a session (e.g., a session between the server device
and a client device (not shown)). As shown by reference
number 104, the security device may determine that the

endpoint is not identified in an application cache including
a set of classification results.
[0017] An application cache may include a set of clas-
sification results associated with identifying and/or clas-
sifying a set of applications associated with a set of end-
points. A classification result may include information that
identifies an endpoint associated with a session, a port
associated with the endpoint, information that identifies
a transport protocol associated with traffic of the session,
information associated with an application, or the like. In
some implementations, the classification result may be
used to determine a rule set (i.e., a security policy) that
describes a manner in which the traffic is to be processed
and/or inspected.
[0018] As shown by reference number 106, since the
endpoint is not identified in the application cache, the
security device may classify the application, associated
with the endpoint, based on the traffic. In some imple-
mentation, the security device may classify the applica-
tion based on inspecting the traffic in order to determine
information included in the traffic, and identify and/or
classify the application based on this information. In
some implementations, the security device may identify
and/or classify the application in another manner, such
as based on a classification algorithm.
[0019] As shown in Fig. 1B, and by reference number
108, the security device may determine a reputation
score, associated with the endpoint, based on identifying
and/or classifying the application associated with the
endpoint. The reputation score may include information
that identifies a relative reputation (i.e., a degree of trust-
worthiness) of the endpoint associated with the session.
[0020] As shown by reference number 110, the secu-
rity device may then selectively cache the classification
result based on the reputation score. For example, in
some implementations, the security device may deter-
mine whether the reputation score satisfies a reputation
threshold. The reputation threshold may indicate a level
of trustworthiness to permit the classification result as-
sociated with the endpoint to be cached. Here, if the rep-
utation threshold is satisfied, then the security device
may cache the classification result for later use. Alterna-
tively, if the reputation threshold is not satisfied, then the
security device may not cache the classification result,
and the application, associated with the endpoint, may
be re-classified for a future traffic flow associated with
the endpoint.
[0021] In some implementations, the security device
may determine, based on the classification result, a se-
curity service to be applied to and process the traffic (e.g.,
regardless of whether the classification result is cached).
As shown by reference number 112, the security device
may then inspect the traffic in accordance with the secu-
rity service.
[0022] In some implementations, the security device
may selectively cache the classification result based on
one or more other factors, such as based on whether an
instance of suspicious activity, associated with the end-
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point, has occurred, as described below.
[0023] Figs. 1C and 1D show a second example im-
plementation 120 associated with managing an applica-
tion cache, as described herein. Reference number 122
is analogous to reference number 102, in which the se-
curity device receives traffic, associated with an applica-
tion, provided by an endpoint (e.g., a server device pro-
viding application traffic to a client device) associated
with a session. As shown by reference number 124, the
security device may determine that the endpoint is iden-
tified in the application cache.
[0024] As shown by reference number 126, the secu-
rity device may determine, based on identifying the end-
point in the application cache, that the application, asso-
ciated with the endpoint, is to be re-classified, and may
re-classify the application accordingly.
[0025] For example, the security device may deter-
mine whether sufficient resources are available to re-
classify the application (e.g., based on a resource thresh-
old associated with the security device). Here, if sufficient
resources are not available to re-classify the application,
then the security device may determine whether a clas-
sification threshold, associated with classifying the ap-
plication, is satisfied. If the classification threshold is sat-
isfied, then the security device may determine whether
a random and/or periodic re-classification is to be per-
formed. In some implementations, the security device
may re-classify the application, associated with the end-
point, if sufficient resources are available, the classifica-
tion threshold is not satisfied, or the random and/or pe-
riodic re-classification is to be performed.
[0026] As shown in Fig. 1D, and by reference number
128, the security device may determine that the re-clas-
sification result does not match the cached classification
result. For example, the security device may compare
the re-classification result with the cached classification
result (e.g., comparing information that identifies the ap-
plication and/or application type in each result). The se-
curity device may determine that the re-classification re-
sult does not match the cached classification result when,
for example, the information that identifies the application
and/or the application type is not the same in the cached
classification result and the re-classification result.
[0027] As shown by reference number 130, since the
re-classification result does not match the cached clas-
sification result, the security device may remove the
cached classification result, associated with the end-
point, and may not cache the re-classification result (e.g.,
in order to cause the security device to newly classify
applications for each traffic flow associated with the end-
point). As shown by reference number 132, the security
device may then determine, based on the re-classifica-
tion result, a security service to apply to the traffic and
inspect and/or process the traffic accordingly.
[0028] Figs. 1E and 1F show a third example imple-
mentation 140 associated with managing an application
cache, as described herein. Reference numbers 142-146
of Fig. 1E are analogous to reference numbers 122-126

as described above with regard to Fig. 1C.
[0029] As shown in Fig. IF, and by reference number
148, the security device may determine that the re-clas-
sification result matches the cached classification result.
As shown by reference number 150, since the re-classi-
fication result matches the cached classification result,
the security device may allow the cached classification
result to remain in the application cache (i.e., the security
device does not remove the cached classification result).
As shown by reference number 152, the security device
may determine, based on the cached classification result,
a security service to apply to the traffic, and may process
and/or inspect the traffic accordingly.
[0030] Fig. 1G is a fourth example implementation 160
associated with managing an application cache, as de-
scribed herein. As shown by reference number 162, the
security device may receive an indication to inspect a
cached classification result (e.g., in order to determine
whether the result is to be removed from the application
cache). In some implementations, the indication may be
based on a timer associated with the cached classifica-
tion result, the endpoint, and/or a reputation of the end-
point. Additionally, or alternatively, the security device
may randomly select the cached classification result for
inspection, or receive an indication based on user input.
[0031] As shown by reference number 164, the secu-
rity device may determine a reputation score of the end-
point associated with the cached classification result
(e.g., in the manner described above). As shown by ref-
erence number 166, the security device may selectively
remove the cached classification result based on the rep-
utation score. For example, in some implementations,
the security device may determine whether the reputation
score satisfies the threshold (e.g., in the manner de-
scribed above). If the reputation score satisfies the rep-
utation threshold, then the security device may allow the
cached classification result to remain in the cache (e.g.,
in order to use the cached classification result at a later
time). Alternatively, if the reputation score does not sat-
isfy the reputation threshold, then the security device may
remove the cached classification result from the applica-
tion cache. In some implementations, the security device
may determine whether the reputation score has change
(e.g., in a negative manner, in a positive manner) and
determine whether to proceed based on whether the rep-
utation score has changed (e.g., by any amount, by a
threshold amount). The security device may also deter-
mine that an instance of suspicious activity has occurred,
as described above, and remove the cached classifica-
tion result based on such a determination.
[0032] In this way, a security device may manage a
reputation-based application cache that includes a set of
classification results approved for caching based on rep-
utations of endpoints associated with the set of classifi-
cation results. The reputation-based application cache
reduces vulnerability of the application cache to cache
poisoning without negatively impacting a performance of
the security device. In some implementations, the secu-
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rity device may determine information associated with a
reputation of an endpoint, associated with a classification
result, in order to determine whether the classification
result should be added to the application cache, used to
identify and/or classify the application, or removed from
the application cache.
[0033] As indicated above, Figs. 1A-1G are provided
merely as examples. Other examples are possible and
may differ from what was described with regard to Figs.
1A-1G.
[0034] Fig. 2 is a diagram of an example environment
200 in which systems and/or methods, described herein,
may be implemented. As shown in Fig. 2, environment
200 may include a client device 210-1 through client de-
vice 210-A (A ≥ 1) (herein referred to collectively as client
devices 210, and individually as client device 210), a
server device 220, a security device 230, a reputation
device 240, and a network 250. Devices of environment
200 may interconnect via wired connections, wireless
connections, or a combination of wired and wireless con-
nections.
[0035] Client device 210 includes one or more devices
capable of receiving, processing, and/or providing traffic
associated with session between client device 210 and
server device 220. For example, client device 210 may
include a computing device, such as a laptop computer,
a tablet computer, a handheld computer, a desktop com-
puter, a mobile phone (e.g., a smart phone, a radiotele-
phone, etc.), a personal digital assistant, a network de-
vice (e.g., a router, a gateway, a firewall, a hub, a bridge,
etc.), or a similar device. In some implementations, client
device 210 may be an endpoint of the session.
[0036] Server device 220 includes one or more devices
capable of hosting a resource (e.g., an application, a web
page, a service, or the like) for access by client device
210 via a session associated with server device 220 and
client device 210. For example, server device 220 may
include a server or a group of servers. In some imple-
mentations, server device 220 may be capable of receiv-
ing, storing, processing, and/or providing traffic via the
session associated with client device 210. In some im-
plementations, server device 220 may act as an endpoint
of the session.
[0037] Security device 230 includes one or more de-
vices capable of managing a reputation-based applica-
tion cache and/or a reputation-based white-list, as de-
scribed herein, and processing, inspecting, forwarding,
and/or transferring traffic associated with the session be-
tween client device 210 and server device 220. For ex-
ample, security device 230 may include a router (e.g., a
label switching router (LSR), a label edge router (LER),
an ingress router, an egress router, a provider router,
etc.), a gateway, a switch, a firewall, a hub, a bridge, a
reverse proxy, a server (e.g., a proxy server), a security
device, an intrusion detection device, a load balancer, or
any traffic transfer device.
[0038] Reputation device 240 includes one or more de-
vices capable of receiving, determining, storing, process-

ing, and/or providing information associated with a rep-
utation of an endpoint of a session (e.g., client device
210 and/or server device 220). For example, reputation
device 240 may include a server or a group of servers.
[0039] Network 250 includes one or more wired and/or
wireless networks. For example, network 250 may in-
clude a cellular network (e.g., a long-term evolution (LTE)
network, a code division multiple access (CDMA) net-
work, a 3G network, a 4G network, a 5G network, another
type of advanced generated network, etc.), a public land
mobile network (PLMN), a local area network (LAN), a
wide area network (WAN), a metropolitan area network
(MAN), a telephone network (e.g., the Public Switched
Telephone Network (PSTN)), a private network, an ad
hoc network, an intranet, the Internet, a fiber optic-based
network, a cloud computing network, or the like, and/or
a combination of these or other types of networks.
[0040] The number and arrangement of devices and
networks shown in Fig. 2 are provided as an example.
In practice, there may be additional devices and/or net-
works, fewer devices and/or networks, different devices
and/or networks, or differently arranged devices and/or
networks than those shown in Fig. 2. Furthermore, two
or more devices shown in Fig. 2 may be implemented
within a single device, or a single device shown in Fig. 2
may be implemented as multiple, distributed devices. Ad-
ditionally, or alternatively, a set of devices (e.g., one or
more devices) of environment 200 may perform one or
more functions described as being performed by another
set of devices of environment 200.
[0041] Fig. 3 is a diagram of example components of
a device 375. Device 375 may correspond to security
device 230. In some implementations, security device
230 may include one or more devices 375 and/or one or
more components of device 375. As shown in Fig. 3,
device 375 may include one or more input components
380-1 through 380-B (B ≥ 1) (hereinafter referred to col-
lectively as input components 380, and individually as
input component 380), a switching component 385, one
or more output components 390-1 through 390-C (C ≥
1) (hereinafter referred to collectively as output compo-
nents 390, and individually as output component 390),
and a controller 395.
[0042] Input component 380 may be points of attach-
ment for physical links and may be points of entry for
incoming traffic, such as packets. Input component 380
may process incoming traffic, such as by performing data
link layer encapsulation or decapsulation. In some im-
plementations, input component 380 may send and/or
receive packets. In some implementations, input compo-
nent 380 may include an input line card that includes one
or more packet processing components (e.g., in the form
of integrated circuits), such as one or more interface
cards (IFCs), packet forwarding components, line card
controller components, input ports, processors, memo-
ries, and/or input queues. In some implementations, de-
vice 375 may include one or more input components 380.
[0043] Switching component 385 may interconnect in-
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put components 380 with output components 390. In
some implementations, switching component 385 may
be implemented via one or more crossbars, via busses,
and/or with shared memories. The shared memories may
act as temporary buffers to store packets from input com-
ponents 380 before the packets are eventually scheduled
for delivery to output components 390. In some imple-
mentations, switching component 385 may enable input
components 380, output components 390, and/or con-
troller 395 to communicate.
[0044] Output component 390 may store packets and
may schedule packets for transmission on output phys-
ical links. Output component 390 may support data link
layer encapsulation or decapsulation, and/or a variety of
higher-level protocols. In some implementations, output
component 390 may send packets and/or receive pack-
ets. In some implementations, output component 390
may include an output line card that includes one or more
packet processing components (e.g., in the form of inte-
grated circuits), such as one or more IFCs, packet for-
warding components, line card controller components,
output ports, processors, memories, and/or output
queues. In some implementations, device 375 may in-
clude one or more output components 390. In some im-
plementations, input component 380 and output compo-
nent 390 may be implemented by the same set of com-
ponents (e.g., and input/output component may be a
combination of input component 380 and output compo-
nent 390).
[0045] Controller 395 includes a processor in the form
of, for example, a central processing unit (CPU), a graph-
ics processing unit (GPU), an accelerated processing
unit (APU), a microprocessor, a microcontroller, a digital
signal processor (DSP), a field-programmable gate array
(FPGA), an application-specific integrated circuit (ASIC),
and/or another type of processor. A processor is imple-
mented in hardware, firmware, or a combination of hard-
ware and software. In some implementations, controller
395 may include one or more processors that can be
programmed to perform a function.
[0046] In some implementations, controller 395 may
include a random access memory (RAM), a read only
memory (ROM), and/or another type of dynamic or static
storage device (e.g., a flash memory, a magnetic mem-
ory, an optical memory, etc.) that stores information
and/or instructions for use by controller 395.
[0047] In some implementations, controller 395 may
communicate with other devices, networks, and/or sys-
tems connected to device 375 to exchange information
regarding network topology. Controller 395 may create
routing tables based on the network topology information,
create forwarding tables based on the routing tables, and
forward the forwarding tables to input components 380
and/or output components 390. Input components 380
and/or output components 390 may use the forwarding
tables to perform route lookups for incoming and/or out-
going packets.
[0048] Controller 395 may perform one or more proc-

esses described herein. Controller 395 may perform
these processes in response to executing software in-
structions carried by a computer-readable medium.
Computer readable media may include communication
media such as signals and carrier waves which may con-
vey software instructions between computer systems.
Computer readable media may also include storage me-
dia such as computer memory devices including fixed
and removable memory devices which may store the
software instructions on an ongoing or temporary basis,
and these may be referred to as non-transitory computer-
readable media. Such storage media may include a
memory device which includes memory space within a
single physical storage device or memory space spread
across multiple physical storage devices.
[0049] Software instructions may be read into a mem-
ory and/or storage component associated with controller
395 from another computer-readable medium or from an-
other device via a communication interface. When exe-
cuted, software instructions stored in a memory and/or
storage component associated with controller 395 may
cause controller 395 to perform one or more processes
described herein. Additionally, or alternatively, hardwired
circuitry may be used in place of or in combination with
software instructions to perform one or more processes
described herein. Thus, implementations described
herein are not limited to any specific combination of hard-
ware circuitry and software.
[0050] The number and arrangement of components
shown in Fig. 3 are provided as an example. In practice,
device 375 may include additional components, fewer
components, different components, or differently ar-
ranged components than those shown in Fig. 3. Addi-
tionally, or alternatively, a set of components (e.g., one
or more components) of device 375 may perform one or
more functions described as being performed by another
set of components of device 375.
[0051] Figs. 4A and 4B are flow charts of an example
process 400 for selectively caching a classification result
to a reputation-based application cache and/or selective-
ly using a cached classification result included in the rep-
utation-based application cache. In some implementa-
tions, one or more process blocks of process 400 may
be performed by security device 230. In some implemen-
tations, one or more process blocks of process 400 may
be performed by another device or a group of devices
separate from or including security device 230, such as
client device 210, server device 220, and/or reputation
device 240.
[0052] As shown in Fig. 4A, process 400 may include
receiving traffic associated with an endpoint of a session
(block 405). For example, security device 230 may re-
ceive traffic (e.g., a stream of data packets), from client
device 210 or server device 220.
[0053] In some implementations, security device 230
may determine information that identifies the endpoint,
associated with the session, based on the traffic. For ex-
ample, in receiving traffic from server device 220 directed
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to client device 210, security device 230 may identify the
endpoint of the session (i.e., server device 220) based
on information included in the traffic, such as a packet
header, network address (e.g., an IP address), port iden-
tifier (e.g., a port number), or the like. Notably, while tech-
niques described herein are described in the context of
server device 220 being the endpoint associated with
classifying an application, these techniques may equally
apply in the context of client device 210 being the end-
point associated with classifying the application.
[0054] As further shown in Fig. 4A, process 400 may
include determining whether the endpoint is identified in
an application cache (block 410). For example, security
device 230 may determine whether the endpoint is iden-
tified in an application cache when server device 220
receives the traffic and identifies the endpoint associated
with the session.
[0055] The application cache may include a set of clas-
sification results associated with identifying and/or clas-
sifying a set of applications associated with a set of end-
points. In some implementations, a classification result
may include information that identifies an endpoint asso-
ciated with a session (e.g., an IP address), information
that identifies a port associated with an endpoint (e.g., a
port number), information that identifies a transport pro-
tocol associated with traffic of the session, information
associated with an application (e.g., a type of application,
an application name), or the like. As described above,
the classification result may be used to determine a man-
ner in which one or more security services are to be ap-
plied to the traffic.
[0056] In some implementation security device 230
may search the application cache using information that
identifies the endpoint associated with the traffic, in order
to determine whether the endpoint is identified in a clas-
sification result included in the cache. For example, se-
curity device 230 may search the application cache using
the information that identifies the session endpoint (e.g.,
a network address).
[0057] As further shown in Fig. 4A, if the endpoint is
not identified in the application cache (block 410 - NO),
then process 400 may include classifying an application,
associated with the endpoint, based on the traffic (block
415).
[0058] In some implementations, security device 230
may classify the application based on inspecting the traf-
fic. For example, security device 230 may implement a
deep packet inspection (DPI) technique to determine in-
formation included in the traffic, and then may identify
and/or classify the application based on this information.
As a particular example, security device 230 may have
information associated with a set of application signa-
tures, where each signature is associated with a partic-
ular application and/or a type of application and includes
information defining the application signature, such as a
sequence of bits (e.g., header bits, payload bits, or a
combination of header and payload bits), that is unique
to traffic associated with the application and/or applica-

tion type (e.g., a sequence of bits that may be included
in a given packet associated with the application). Here,
security device 230 may inspect the first packet of traffic,
and may determine a sequence of bits included in the
first packet. Security device 230 may then determine
whether the sequence of bits from the first packet match-
es a sequence of bits associated with the application sig-
nature.
[0059] If the sequence of bits from the first packet
matches the sequence of bits associated with the appli-
cation signature, then security device 230 may determine
a classification result that includes the information de-
scribed above. If the sequence of bits from the first packet
does not match the sequence bits associated with the
application signature, then security device 230 may in-
spect another packet (e.g., a second packet), repeating
the process.
[0060] In some implementations, security device 230
may attempt to identify and/or classify the application for
a threshold amount of time (e.g., 1 second, 10 seconds)
or based on inspecting a threshold amount of packets
(e.g., a first 20 packets, a first 100 packets) or the like. If
security device 230 is unable to classify and/or identify
the application, then security device 230 may be unable
to determine or cache a classification result.
[0061] In some implementations, security device 230
may identify and/or classify the application algorithmical-
ly, or in another manner. For example, an algorithm may
receive as input, information associated with the traffic,
and provide as output, information that identifies the ap-
plication or type of application based on which the appli-
cation may be classified.
[0062] As another example, security device 230 may
identify and/or classify the application based on a model.
For example, security device 230 may train a model to
classify an application based on information from traffic
associated with the application. Here, security device 230
may use the model to classify the application. In such a
case, the model could output not only a classification
result, but a confidence score reflecting a likelihood that
the classification result is accurate. Security device 230
may then use the classification result if the confidence
score satisfies a threshold or is greater than the next
highest confidence score (e.g., by a particular amount).
[0063] In some implementations, security device 230
may identify and/or classify the application based on per-
forming a network protocol decode associated with the
traffic, and maintaining a state machine corresponding
to the network protocol in question.
[0064] As further shown in Fig. 4A, process 400 may
include determining a reputation score associated with
the endpoint (block 420). For example, security device
230 may determine the reputation score based on iden-
tifying and/or classifying the application associated with
the endpoint.
[0065] A reputation score may include information that
identifies a relative reputation (i.e., a degree of trustwor-
thiness) of the endpoint associated with the session. For
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example, the reputation score may include a numerical
value (e.g., from 1 to 100), a grade (e.g., from A to F), a
reputation level (e.g., Poor, Fair, or Good; Trusted or Un-
trusted, etc.), or the like.
[0066] In some implementations, security device 230
may determine the reputation score based on information
provided by another device, such as reputation device
240. For example, reputation device 240 may be config-
ured to store reputation scores for a set of endpoints.
Here, security device 230 may send, to reputation device
240, a request including information that identifies the
endpoint. Reputation device 240 may provide, to security
device 230 and in response to the request, information
associated with the reputation score.
[0067] In some implementations, such a reputation
score may be determined based on a machine learning
technique, using artificial intelligence, based on a model,
or the like. In some implementations, factors that may
impact the reputation score may include whether the end-
point is identified in a known white-list, whether the end-
point is identified in a known black-list, based on infor-
mation associated with other security device that have
processed traffic associated with the endpoint, based on
information indicating that the endpoint has been asso-
ciated with suspicious activity in the past, or the like.
[0068] In some implementations, reputation device
240 may be an external device that provides reputation
scores as a service (e.g., a device that makes reputation
scores publicly available or a device that makes reputa-
tion scores available for a fee). Additionally, or alterna-
tively, reputation device 240 may be an internal device
(e.g., managed by a service provider associated with se-
curity device 230 or implemented within security device
230).
[0069] In some implementations, security device 230
may determine multiple reputation scores for an endpoint
(e.g., based on information provided by multiple reputa-
tion devices 240). In such cases, security device 230 may
determine a composite reputation score. For example,
security device 230 may normalize the multiple reputa-
tion scores and compute an average or a weighted av-
erage (e.g., where reputations scores from different rep-
utation devices 240 are assigned different weights) of
the multiple reputation scores, and may determine the
composite reputation score as a reputation score that is
equal to the average or the weighted average. As an
alternative example, security device 230 may determine
a composite reputation score as being equal to a highest,
a lowest, a median, or a mode reputation score of the
multiple reputation scores received by security device
230.
[0070] As further shown in Fig. 4A, process 400 may
include determining whether the reputation score, asso-
ciated with the endpoint, satisfies a reputation threshold
(block 425). For example, security device 230 may de-
termine whether the reputation score, associated with
the endpoint, satisfies the reputation threshold.
[0071] The reputation threshold may include a thresh-

old that indicates a level of trustworthiness required to
cache the classification result associated with the end-
point. For example, if the reputation threshold is not sat-
isfied (e.g., indicating that the endpoint is not trustwor-
thy), then the classification result may not be cached.
Alternatively, if the reputation threshold is satisfied (e.g.,
indicating that the endpoint is trustworthy), then the clas-
sification result may be cached. In some implementa-
tions, the reputation threshold may be configurable (e.g.,
by a user of security device 230).
[0072] In some implementations, security device 230
may compare the reputation score and the reputation
threshold. Here, security device 230 may determine that
the reputation threshold is satisfied when, for example,
the reputation score meets or exceeds the reputation
threshold (e.g., when a numerical reputation score is
greater than or equal to a numerical threshold, when a
reputation level or grade is at or above a threshold rep-
utation level or grade threshold, or the like). Alternatively,
security device 230 may determine that the reputation
threshold is not satisfied when, for example, the reputa-
tion score does not meet or exceed the reputation thresh-
old (e.g., when the numerical reputation score is less
than the numerical threshold, when the reputation level
or grade is below the reputation level or grade threshold,
or the like).
[0073] As further shown in Fig. 4A, if the reputation
score satisfies the reputation threshold (block 425 - YES),
then process 400 may include determining whether an
instance of suspicious activity, associated with the end-
point, has occurred (block 430). For example, security
device 230 may determine whether an instance of sus-
picious activity, associated with server device 220, has
occurred.
[0074] An instance of a suspicious activity may include
participation in a suspicious activity by the endpoint, such
as a malicious activity detected by an advance threat
protection service, an instance of application flipping as-
sociated with the endpoint, an activity that resulted in the
endpoint being added to a black-list, or the like.
[0075] In some implementations, security device 230
may determine whether an instance of suspicious activity
has occurred based on information associated with a se-
curity service provided by security device 230. For ex-
ample, a security service, hosted by security device 230,
may detect an instance of suspicious activity, and store
information associated with the instance of suspicious
activity, including information that identifies the endpoint
associated with the suspicious activity. Here, security de-
vice 230 may search such stored information using the
information that identifies the endpoint, and determine
whether an instance of suspicious activity has occurred
based on a result of the search.
[0076] Additionally, or alternatively, security device
230 may determine whether an instance of suspicious
activity has occurred based on information provided by
another device, such as reputation device 240 (e.g.,
when reputation device 240 stores or has access to in-
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formation associated with suspicious activities of one or
more endpoints).
[0077] Additionally, or alternatively, security device
230 may determine whether an instance of suspicious
activity has occurred based on information provided by
other security devices 230. For example, security device
230 may have access to information associated with a
group of security devices 230, where information asso-
ciated with instances of suspicious activity, detected by
the other security devices, are stored (e.g., in a data
structure).
[0078] In some implementations, security device 230
may request such information from reputation device 240
and/or another security device 230, and may receive the
information in response to the request.
[0079] As further shown in Fig. 4A, if an instance of
suspicious activity, associated with the endpoint, has not
occurred (block 430 - NO), then process 400 may include
caching a classification result associated with the end-
point (block 435). For example, if an instance of suspi-
cious activity has not occurred, then security device 230
may cache (i.e., store) the classification result associated
with the endpoint.
[0080] In some implementations, security device 230
may store a classification result in an application cache
associated with a storage component of security device
230. As described above, the classification result may
include information that identifies an endpoint associated
with a session (e.g., an IP address), information that iden-
tifies a port associated with the endpoint (e.g., a port
number), information that identifies a transport protocol
associated with traffic of the session, information that
identifies a virtual routing instance, information associat-
ed with an application (e.g., an application type, an ap-
plication name), or the like. In some implementations,
security device 230 may store the reputation score as-
sociated with the classification result. Security device 230
may then proceed with determining a security policy
based on the classification result, and proceed with
processing the traffic according to the security policy. In
some implementations, security device 230 may use the
cached classification result to bypass identification
and/or classification of other traffic, associated with the
endpoint, at a later time (e.g., as described elsewhere
herein). This may result in reduced consumption of proc-
essor resources of security device 230 and/or improved
and/or more efficient operation of security device 230
(e.g., as compared to classifying an application for each
traffic flow).
[0081] As further shown in Fig. 4A, if the reputation
score does not satisfy the reputation threshold (block 425
- NO) or an instance of suspicious activity, associated
with the endpoint, has occurred (block 430 - YES), then
process 400 may include discarding the classification re-
sult associated with the endpoint (block 440). For exam-
ple, if the reputation score satisfies the reputation thresh-
old or an instance of suspicious activity has occurred,
then security device 230 may discard (i.e., not cache)

the classification result.
[0082] In some implementations, security device 230
may continue to classify and/or identify an application,
based on other traffic associated with the endpoint, as a
result of not storing the classification result. As such, se-
curity device 230 may reduce a likelihood of application
cache poisoning associated with the endpoint, which in-
creases network security and/or efficacy of the applica-
tion cache. In some implementations, security device 230
may store information indicating that the endpoint is non-
cacheable (e.g., such that a classification result, associ-
ated with the endpoint, may not be cached at a later time).
[0083] As further shown in Fig. 4A, if the endpoint is
identified in the application cache (block 410 - YES), then
process 400 may include determining whether sufficient
resources are available to re-classify the application as-
sociated with the endpoint (block 445), as shown in Fig.
4B. For example, if the endpoint is identified in the appli-
cation cache, then security device 230 may determine
whether sufficient resources are available to re-classify
the application associated with the endpoint.
[0084] In some implementations, security device 230
may determine whether sufficient resources are availa-
ble based on a resource threshold associated with secu-
rity device 230. The resource threshold may include in-
formation that identifies an amount of available resources
(e.g., processor resources, memory resources, or the
like) needed to trigger security device 230 to re-classify
the application associated with the endpoint. In some im-
plementations, security device 230 may identify the re-
source threshold based on user input, based on a con-
figuration of security device 230, based on information
provided by another device, or the like.
[0085] For example, the resource threshold may in-
clude information that identifies a threshold amount of
resources (e.g., a percentage of total resources, a par-
ticular quantity of resources, or the like). Security device
230 may then compare the amount of available resources
and the resource threshold. The resource threshold is
determined to be satisfied when, for example, the amount
of available resources is greater than or equal to the re-
source threshold (e.g., when 85% of CPU resources are
not in use and the resource threshold is 80% of CPU
resources, the resource threshold is satisfied). The re-
source threshold is determined not to be satisfied when,
for example, the amount of available resources is less
than the resource threshold (e.g., when 20 megabytes
(MB) of RAM are not in use and the resource threshold
is 100 MB of RAM, the resource threshold is not satisfied).
[0086] In some implementations, the resource thresh-
old may be implemented to cause security device 230 to
re-classify the application when security device 230 is
using a relatively low amount of resources. In this way,
re-classification may be performed (even when not oth-
erwise needed) in order to further improve network se-
curity and/or reduce a likelihood of cache poisoning. In
some implementations, the resource threshold may be
combined with a time threshold that identifies a minimum
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amount of time between re-classifications (e.g., in order
to avoid resource waste due to frequent re-classifica-
tions)
[0087] As further shown in Fig. 4B, if sufficient resourc-
es are not available to re-classify the application associ-
ated with the endpoint (block 445 - NO), then process
400 may include determining whether a classification
threshold, associated with classifying the application,
has been satisfied (block 450). For example, if sufficient
resources are not available, then security device 230 may
determine whether the classification threshold has been
satisfied.
[0088] The classification threshold may include infor-
mation that identifies a number of classification results,
associated with an endpoint, to be determined by security
device 230 before caching a classification result associ-
ated with the endpoint (i.e., information that identifies a
threshold number of times that the classification results,
associated with the endpoint, are to be determined). For
example, the classification threshold may include infor-
mation, that identifies a number of classification results
(e.g., three, five, ten, or the like) associated with the end-
point, that security device 230 is to determine before
caching a classification result associated with the end-
point.
[0089] In some implementations, security device 230
may be configured to identify and/or classify the applica-
tion associated with the endpoint (e.g., a server device
220), for traffic associated with at least two different ses-
sions (e.g., at least two traffic flows) and/or at least two
different devices (e.g., a session associated with each
of two different client devices 210). Here, security device
230 may track a number of classification results associ-
ated with the endpoint, such that security device 230 may
identify the number of classification results previously de-
termined. For example, in some implementations, secu-
rity device 230 may store information that associates the
number of classification results with the endpoint. Secu-
rity device 230 may then compare the number of classi-
fication results to the classification threshold. The clas-
sification threshold is determined to be satisfied when,
for example, the number of classification results is great-
er than or equal to the classification threshold. The clas-
sification threshold is determined to not be satisfied
when, for example, the number of classification results
is less than the classification threshold.
[0090] In some implementations, the classification
threshold may be implemented to cause security device
230 to classify the application, associated with the end-
point, multiple times before caching a classification re-
sult, thereby further reducing a likelihood of cache poi-
soning.
[0091] As further shown in Fig. 4B, if the classification
threshold has been satisfied (block 450 - YES), then proc-
ess 400 may include determining whether a random re-
classification and/or a periodic re-classification is to be
performed (block 455). For example, if the classification
threshold has been satisfied, then security device 230

may determine whether a random re-classification and/or
a periodic re-classification is to be performed.
[0092] A random and/or periodic re-classification may
include a re-classification of the application associated
with the endpoint, that occurs on a random basis, a pe-
riodic basis, or the like. For example, security device 230
may generate a random value (e.g., from 0.1 to 1.0).
Here, if the random value is within a particular range of
values (e.g., from 0.1 to 0.3), then security device 230
may determine that security device 230 is to re-classify
the application. Alternatively, if the random value is not
within the particular range, then security device 230 may
not re-classify the application.
[0093] As another example, security device 230 may
maintain a timer associated with a cached classification
result. Here, security device 230 may determine that se-
curity device 230 is to re-classify the application based
on the timer, when a particular amount of time (e.g., 5
minutes) has passed since the classification result was
cached. Use of such a timer may ensure that security
device 230 periodically inspects the cached classification
result, which may reduce a likelihood of cache poisoning.
[0094] As another example, security device 230 may
maintain a counter that tracks a number of traffic flows
associated with the endpoint. Here, security device 230
may determine that security device 230 is to re-classify
the application based on the counter, after every Nth (e.g.,
fifth, tenth, or the like) traffic flow associated with the end-
point. Use of such a counter may ensure that security
device 230 periodically inspects the cached classification
result, which may reduce a likelihood of cache poisoning.
[0095] As another example, security device 230 may
maintain a counter that tracks a rate and/or a number of
threats detected by security device 230 (e.g., associated
with any endpoint). Here, security device 230 may deter-
mine that security device 230 is to re-classify the appli-
cation based on the counter (e.g., when the rate of threats
satisfies a threshold, when the number of threats satisfies
a threshold, or the like). Use of such a counter may ensure
that security device 230 aggressively inspects the
cached classification result in response to threats detect-
ed by security device 230, which may reduce a likelihood
of cache poisoning.
[0096] In some implementations, security device 230
may determine whether security device 230 is to perform
the random and/or periodic re-classification in order to
reduce a likelihood of an undetected instance of applica-
tion cache poisoning remaining in the application cache,
thereby reducing a likelihood of persistent cache poison-
ing. This improves performance of security device 230.
[0097] In some implementations, blocks 445, 450,
and/or 455 may be performed concurrently or in a differ-
ent order than described in Fig. 4B. Additionally, in some
implementations, process 400 may include each of
blocks 445, 450, and 455, or any combination of one or
two of blocks 445, 450, and 455.
[0098] As further shown in Fig. 4B, if a random re-clas-
sification and/or a periodic re-classification is not to be
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performed (block 455 - NO), then process 400 may in-
clude using a cached classification result to classify
and/or identify the application (block 460). For example,
if a random re-classification and/or a periodic re-classi-
fication is not to be performed, then security device 230
may use the cached classification result to classify and/or
identify the application.
[0099] In some implementations, security device 230
may proceed with determining a security policy based on
the cached classification result, and proceed with
processing the traffic according to the security policy. In
this way, security device 230 may bypass re-classifying
the application, thereby conserving processor resources.
[0100] As further shown in Fig. 4B, if sufficient resourc-
es are available to re-classify the application (block 445
- YES), the classification threshold has not been satisfied
(block 450 - NO), and/or a random re-classification and/or
a periodic re-classification is to be performed (block 455
- YES), then process 400 may include re-classifying the
application associated with the endpoint (block 465). For
example, if sufficient resources are available to re-clas-
sify the application, the classification threshold has not
been satisfied, or a random re-classification and/or a pe-
riodic re-classification is to be performed, then security
device 230 may re-classify the application associated
with the endpoint.
[0101] In some implementations, security device 230
may re-classify the application associated with the end-
point in a manner similar to that which security device
230 classifies and/or identifies the application as de-
scribed above with regard to block 415.
[0102] As further shown in Fig. 4B, process 400 may
include determining whether a re-classification result
matches the cached classification result (block 470). For
example, security device 230 may determine whether a
re-classification result matches the cached classification
result.
[0103] In some implementations, security device 230
may determine whether the re-classification result
matches the cached classification result by comparing
information that identifies the application and/or the ap-
plication type, as indicated by the cached classification
result, with information that identifies the application
and/or the application type as indicated by the re-classi-
fication result.
[0104] Additionally, or alternatively, security device
230 may compare one or more other items of information
included in the classification result and the re-classifica-
tion result (e.g., information that identifies the port iden-
tifier, information that identifies the transport protocol, or
the like).
[0105] In some implementations, security device 230
may determine that the re-classification result matches
the classification result when the information that identi-
fies the application, the application type, the port, and/or
the transport protocol is the same in the cached classifi-
cation result and the re-classification result.
[0106] Alternatively, security device 230 may deter-

mine that the re-classification result does not match the
classification result when the information that identifies
the application, the application type, the port, and/or the
transport protocol is not the same in the cached classifi-
cation result and the re-classification result. In some im-
plementations, mismatching classification results may be
indicative of suspicious activity associated with the end-
point, such as application flipping. Thus, by comparing
the re-classification result and the cached classification
result, security device 230 may prevent cache poisoning
associated with the endpoint.
[0107] As further shown in Fig. 4B, if the re-classifica-
tion result matches the cached classification result (block
470 - YES), then process 400 may include using the
cached classification result to classify and/or identify the
application (block 460).
[0108] In some implementations, security device 230
may use the cached classification result by proceeding
with determining a security policy based on the classifi-
cation result, and processing the traffic according to the
security policy. In this way, security device 230 may by-
pass re-classifying the application, thereby conserving
processor resources, as described above.
[0109] As further shown in Fig. 4B, if the re-classifica-
tion result does not match the cached classification result
(block 470 - NO), then process 400 may include removing
the cached classification result and not caching the re-
classification result (block 475).
[0110] In some implementations, security device 230
may remove the cached classification result in order to
cause security device 230 to re-classify the application,
associated with the endpoint, for a future traffic flow (e.g.,
since the cached classification entry may no longer be
valid). In some implementations, security device 230 may
store information indicating that the endpoint is non-
cacheable (e.g., such that a classification result associ-
ated with the endpoint, may not be cached at a later time
or for a period of time). In this way, security device 230
may protect the application cache from being poisoned
by endpoints that may be associated with suspicious ac-
tivity.
[0111] In this way, security device 230 may dynami-
cally update the application cache based on a reputation
of the endpoint and/or one or more other factors. This
may allow security device 230 to detect an instance of
suspicious activity and reduce a likelihood of application
cache poisoning associated with the endpoint.
[0112] Although Figs. 4A and 4B shows example
blocks of process 400, in some implementations, process
400 may include additional blocks, fewer blocks, different
blocks, or differently arranged blocks than those depicted
in Figs. 4A and 4B. Additionally, or alternatively, two or
more of the blocks of process 400 may be performed in
parallel.
[0113] Fig. 5 is a flow chart of an example process 500
for selectively removing a cached classification result
from a reputation-based application. In some implemen-
tations, one or more process blocks of Fig. 5 may be
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performed by security device 230. In some implementa-
tions, one or more process blocks of Fig. 5 may be per-
formed by another device or a group of devices separate
from or including security device 230, such as client de-
vice 210, server device 220, and/or reputation device
240.
[0114] As shown in Fig. 5, process 500 may include
receiving an indication to inspect a cached classification
result (block 505). For example, in some implementa-
tions, security device 230 may inspect a cached classi-
fication result, associated with an endpoint of a session,
in order to determine whether the cached classification
result should be removed from the application cache.
[0115] In some implementations, security device 230
may receive the indication based on a timer associated
with the cached classification result and/or the endpoint.
For example, security device 230 may be configured to
periodically inspect each cached classification result
(e.g., once every hour, once every day).
[0116] Additionally, or alternatively, security device
230 may randomly select the cached classification result
for inspection (e.g., when security device 230 is config-
ured to randomly inspect a particular number of cached
classification results every hour, every day, or the like).
Additionally, or alternatively, security device 230 may re-
ceive the indication based on user input.
[0117] Additionally, or alternatively, security device
230 may determine that security device 230 is to inspect
the cached classification result based on an amount of
memory storage available to security device 230 (e.g.,
where security device 230 may more frequently inspect
cached classification results when security device 230
has limited memory resources available).
[0118] Additionally, or alternatively, security device
230 may determine that security device 230 is to inspect
the cached classification result when an amount of re-
sources available to security device 230 satisfies a
threshold, as described above (e.g., when more than
80% of processor resources are available, security de-
vice 230 may inspect a random cached classification re-
sult).
[0119] As further shown in Fig. 5, process 500 may
include determining whether an instance of suspicious
activity, associated with the endpoint, has occurred
(block 510). For example, security device 230 may de-
termine whether an instance of suspicious activity, asso-
ciated with the endpoint, has occurred, in the manner
described above with regard to block 430.
[0120] As further shown in Fig. 5, if an instance of sus-
picious activity, associated with the endpoint, has not oc-
curred (block 510 - NO), then process 500 may include
determining whether a reputation score, associated with
the endpoint, has changed in a negative manner (block
515).
[0121] In some implementations, security device 230
may determine whether the reputation score has
changed in a negative manner (e.g., indicating a de-
creased level of trustworthiness) based on a current rep-

utation score and a reputation score associated with the
cached classification result. For example, security device
230 may determine a reputation score associated with
the cached classification result based on information
stored by security device 230 (e.g., when security device
230 stores the reputation score based on caching the
classification result, as described above). Here, security
device 230 may determine a current reputation score in
the manner described above with regard to block 420.
Security device 230 may then compare the reputation
score, associated with the cached classification result,
and the current reputation score and determine whether
the reputation score has changed in a negative manner,
accordingly. For example, security device 230 may de-
termine that the reputation score has changed in a neg-
ative manner when the current reputation score is below
(e.g., less than, below, worse than, or the like) the repu-
tation score associated with the cached classification re-
sult (e.g., by any amount, by a threshold amount, by a
particular percentage, by a threshold number of levels or
grades, or the like). In some implementations, security
device 230 may determine whether the reputation score
has changed in a negative manner based on compare
the current reputation score to two or more previous rep-
utation scores (e.g., individually, an average, a weighted
average, or the like).
[0122] As further shown in Fig. 5, if the reputation score
has not changed in a negative manner (block 515 - NO),
then process 500 may include allowing the cached clas-
sification result to remain in the application cache (block
520). For example, if the reputation score has not
changed in a negative manner, then security device 230
may allow the cached classification result to remain in
the application cache and may continue to use the
cached classification result to classify and/or identify the
application associated with the endpoint.
[0123] As further shown in Fig. 5, if an instance of sus-
picious activity, associated with the endpoint, has oc-
curred (block 510 - YES), or the reputation score has
changed in a negative manner (block 515 - YES), then
process 500 may include removing the cached classifi-
cation result from the application cache (block 525). For
example, security device 230 may remove the cached
classification result in order to cause security device 230
to re-classify the application, associated with the end-
point, for a future traffic flow (e.g., since the cached clas-
sification entry may no longer be valid). In some imple-
mentations, security device 230 may also store informa-
tion indicating that the endpoint is non-cacheable.
[0124] Although Fig. 5 shows example blocks of proc-
ess 500, in some implementations, process 500 may in-
clude additional blocks, fewer blocks, different blocks, or
differently arranged blocks than those depicted in Fig. 5.
Additionally, or alternatively, two or more of the blocks
of process 500 may be performed in parallel.
[0125] In some implementations, the above-described
techniques may be performed in association with a white-
list of approved and/or trusted endpoints. For example,
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security device 230 may identify an endpoint, associated
with a session, as being included in a white-list. Here,
security device 230 may determine a reputation score
associated with the endpoint (e.g., as described above
with regard to block 420). Security device 230 may then
determine whether the reputation score satisfies a
threshold (e.g., as described above with regard to block
425). Here, if the reputation score does not satisfy the
reputation threshold, then security device 230 may re-
move the endpoint from the white-list. Alternatively, if the
reputation score satisfies the reputation threshold, then
security device 230 may allow the endpoint to remain on
the white-list.
[0126] In this way, security device 230 may check the
reputation of the endpoint before allowing the traffic, as-
sociated with the endpoint, to bypass a security service.
Modification of an otherwise static white-list allows secu-
rity device 230 to dynamically adapt to behavior of the
endpoint in order to improve network security.
[0127] In some implementations, security device 230
may implement one or more other described techniques
to management of the white-list, such as determining
whether the endpoint has been associated with suspi-
cious activity (e.g., as described above with regard to
block 430), and updating the white-list accordingly (e.g.,
removing and endpoint when there is an instance of sus-
picious activity, allowing and endpoint to remain when
there is no instance of suspicious activity).
[0128] The various implementations described above
provide for a security device capable of managing a rep-
utation-based application cache that includes a set of
classification results approved for caching based on rep-
utations of endpoints associated with the set of classifi-
cation results. The reputation-based application cache
reduces vulnerability of the application cache to cache
poisoning while improving performance of the security
device. The security device is also capable of managing
a reputation-based white-list that includes information
that identifies a set of trusted endpoints deemed trust-
worthy based on reputations of the set of endpoints. The
reputation-based white-list checking reduces vulnerabil-
ity resulting from use of the white-list, also while improv-
ing performance of the security device.
[0129] Therefore, from one perspective, there has
been described a device that may classify an application,
associated with an endpoint, based on traffic associated
with the endpoint. The device may determine a reputation
score associated with the endpoint. The reputation score
may be indicative of a level of trustworthiness of the end-
point. The device may selectively store a classification
result, associated with classifying the application, in an
application cache based on the reputation score associ-
ated with the endpoint. The classification result may be
selectively used to process further traffic associated with
the endpoint.
[0130] Further examples of an consistent with the
present disclosure are set out in the following numbered
clauses:

Clause 1. A device, comprising: one or more proc-
essors to: classify an application, associated with an
endpoint, based on traffic associated with the end-
point; determine a reputation score associated with
the endpoint, the reputation score being indicative
of a level of trustworthiness of the endpoint; and se-
lectively store a classification result, associated with
classifying the application, in an application cache
based on the reputation score associated with the
endpoint, the classification result to be selectively
used to process further traffic associated with the
endpoint.
Clause 2. The device of clause 1, where the one or
more processors are further to: determine whether
an instance of suspicious activity, associated with
the endpoint, has occurred; and where the one or
more processors, when selectively storing the clas-
sification result, are to: selectively store the classifi-
cation result based on the reputation score associ-
ated with the endpoint and based on whether an in-
stance of suspicious activity, associated with the
endpoint, has occurred.
Clause 3. The device of clause 1 or 2, where the one
or more processors are further to: determine that the
reputation score does not satisfy a reputation thresh-
old; and where the one or more processors, when
selectively storing the classification result, are to: dis-
card the classification result, without storing the clas-
sification result in the application cache, based on
determining that the reputation score does not satisfy
the reputation threshold.
Clause 4. The device of clause 1, 2 or 3, where the
one or more processors are further to: determine that
the reputation score satisfies a reputation threshold;
and where the one or more processors, when selec-
tively storing the classification result, are to: store
the classification result in the application cache
based on determining that the reputation score sat-
isfies the reputation threshold, the classification re-
sult including information that identifies the endpoint.
Clause 5. The device of clause 4, where the reputa-
tion score is a first reputation score, and where the
one or more processors are further to: receive an
indication to inspect the classification result stored
in the application cache; determine a second repu-
tation score associated with the endpoint; compare
the second reputation score and the first reputation
score; and selectively remove the classification re-
sult from the application cache based on comparing
the second reputation score and the first reputation
score.
Clause 6. The device of clause 4 or 5, where the one
or more processors, are further to: determine, based
on additional traffic associated with the endpoint and
based on storing the classification result, that the
endpoint is identified in the application cache; deter-
mine, based on determining that the endpoint is iden-
tified in the application cache, that the application is
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to be re-classified; re-classify the application; and
selectively remove the classification result from the
application cache based on re-classifying the appli-
cation.
Clause 7. The device of clause 6, where the one or
more processors are further to: determine that a
threshold amount of resources, associated with the
device, is available; and where the one or more proc-
essors, when determining that the application is to
be re-classified, are to: determine that the application
is to be re-classified based on determining that the
threshold amount of resources are available.
Clause 8. The device of clause 6 or 7, where the one
or more processors are further to: determine that the
application has not been classified a threshold
number of times; and where the one or more proc-
essors, when determining that the application is to
be re-classified, are to: determine that the application
is to be re-classified based on determining that the
application has not been classified the threshold
number of times.
Clause 9. The device of clause 6, 7 or 8, where the
one or more processors are further to: determine that
a random re-classification or a periodic re-classifica-
tion is to be performed; and where the one or more
processors, when determining that the application is
to be re-classified, are to: determine that the appli-
cation is to be re-classified based on determining
that the random re-classification or the periodic re-
classification is to be performed.
Clause 10. The device of any of clauses 6 to 9, where
the one or more processors are further to: determine
whether a re-classification result, associated with re-
classifying the application, matches the classifica-
tion result; and where the one or more processors,
when selectively removing the classification result
from the application cache, are to: selectively re-
move the classification result based on whether the
re-classification result matches the classification re-
sult.
Clause 11. A computer-readable medium storing in-
structions, the instructions comprising: one or more
instructions that, when executed by one or more
processors, cause the one or more processors to:
identify, based on traffic associated with an endpoint
of a session, a classification result, included in an
application cache, that includes information that
identifies the endpoint, the classification result in-
cluding information that identifies an application as-
sociated with the endpoint; determine, based on
identifying the classification result, that the applica-
tion is to be re-classified; re-classify the application
based on determining that that the application is to
be re-classified; and selectively remove the classifi-
cation result from the application cache based on re-
classifying the application.
Clause 12. The computer-readable medium of
clause 11, where the one or more instructions, when

executed by the one or more processors, further
cause the one or more processors to: determine that
a threshold amount of resources, associated with a
device to perform the re-classification, is available;
and where the one or more instructions, that cause
the one or more processors to determine that the
application is to be re-classified, cause the one or
more processors to: determine that the application
is to be re-classified based on determining that the
threshold amount of resources are available.
Clause 13. The computer-readable medium of
clause 11 or 12, where the one or more instructions,
when executed by the one or more processors, fur-
ther cause the one or more processors to: determine
that the application has not been classified a thresh-
old number of times; and where the one or more
instructions, that cause the one or more processors
to determine that the application is to be re-classified,
cause the one or more processors to: determine that
the application is to be re-classified based on deter-
mining that the application has not been classified
the threshold number of times.
Clause 14. The computer-readable medium of
clause 11, 12 or 13, where the one or more instruc-
tions, when executed by the one or more processors,
further cause the one or more processors to: deter-
mine that a random re-classification or a periodic re-
classification is to be performed; and where the one
or more instructions, that cause the one or more
processors to determine that the application is to be
re-classified, cause the one or more processors to:
determine that the application is to be re-classified
based on determining that the random re-classifica-
tion or the periodic re-classification is to be per-
formed.
Clause 15. The computer-readable medium of any
of clauses 11 to 14, where the one or more instruc-
tions, when executed by the one or more processors,
further cause the one or more processors to: deter-
mine whether a re-classification result, associated
with re-classifying the application, matches the clas-
sification result; and where the one or more instruc-
tions, that cause the one or more processors to se-
lectively remove the classification result from the ap-
plication cache, cause the one or more processors
to: selectively remove the classification result based
on whether the re-classification result matches the
classification result.
Clause 16. The computer-readable medium of any
of clauses 11 to 15, where the one or more instruc-
tions, when executed by the one or more processors,
further cause the one or more processors to: classify
the application, associated with the endpoint, based
on other traffic associated with the endpoint; deter-
mine that a reputation score, associated with the
endpoint, satisfies a reputation threshold, the repu-
tation score being indicative of a level of trustworthi-
ness of the endpoint; and store the classification re-
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sult in the application cache based on determining
that the reputation score satisfies the reputation
threshold.
Clause 17. A method, comprising: classifying, by a
device, an application, associated with an endpoint,
based on traffic associated with the endpoint; deter-
mining, by the device, a reputation score, associated
with the endpoint, that includes information that is
indicative of a level of trustworthiness of the end-
point; comparing, by the device, the reputation score
and a reputation threshold; and selectively: storing
a classification result, associated with classifying the
application, in an application cache when the repu-
tation score satisfies the reputation threshold; or dis-
carding the classification result when the reputation
score does not satisfy the reputation threshold.
Clause 18. The method of clause 17, further com-
prising: determining whether an instance of suspi-
cious activity, associated with the endpoint, has oc-
curred; and where storing the classification result fur-
ther comprises: storing the classification result in the
application cache based on whether an instance of
suspicious activity, associated with the endpoint, has
occurred.
Clause 19. The method of clause 17 or 18, further
comprising: determining a plurality of reputation
scores associated with the endpoint; and where de-
termining the reputation score comprises: determin-
ing the reputation score based on the plurality of rep-
utation scores.
Clause 20. The method of clause 17, 18 or 19, where
discarding the classification result comprises: stor-
ing information indicating that another classification
result, associated with the endpoint, is not permitted
to be cached at a later time.

[0131] The foregoing disclosure provides illustration
and description, but is not intended to be exhaustive or
to limit the implementations to the precise form disclosed.
Modifications and variations are possible in light of the
above disclosure or may be acquired from practice of the
implementations.
[0132] As used herein, the term component is intended
to be broadly construed as hardware, firmware, and/or a
combination of hardware and software.
[0133] Some implementations are described herein in
connection with thresholds. As used herein, satisfying a
threshold may refer to a value being greater than the
threshold, more than the threshold, higher than the
threshold, greater than or equal to the threshold, less
than the threshold, fewer than the threshold, lower than
the threshold, less than or equal to the threshold, equal
to the threshold, etc.
[0134] It will be apparent that systems and/or methods,
described herein, may be implemented in different forms
of hardware, firmware, or a combination of hardware and
software. The actual specialized control hardware or soft-
ware code used to implement these systems and/or

methods is not limiting of the implementations. Thus, the
operation and behavior of the systems and/or methods
were described herein without reference to specific soft-
ware code-it being understood that software and hard-
ware can be designed to implement the systems and/or
methods based on the description herein.
[0135] Even though particular combinations of fea-
tures are recited in the claims and/or disclosed in the
specification, these combinations are not intended to limit
the disclosure of possible implementations. In fact, many
of these features may be combined in ways not specifi-
cally recited in the claims and/or disclosed in the speci-
fication. Although each dependent claim listed below may
directly depend on only one claim, the disclosure of pos-
sible implementations includes each dependent claim in
combination with every other claim in the claim set.
[0136] No element, act, or instruction used herein
should be construed as critical or essential unless explic-
itly described as such. Also, as used herein, the articles
"a" and "an" are intended to include one or more items,
and may be used interchangeably with "one or more."
Furthermore, as used herein, the term "set" is intended
to include one or more items (e.g., related items, unre-
lated items, a combination of related and unrelated items,
etc.), and may be used interchangeably with "one or
more." Where only one item is intended, the term "one"
or similar language is used. Also, as used herein, the
terms "has," "have," "having," or the like are intended to
be open-ended terms. Further, the phrase "based on" is
intended to mean "based, at least in part, on" unless ex-
plicitly stated otherwise.

Claims

1. A device, comprising:

one or more processors to:

classify an application, associated with an
endpoint, based on traffic associated with
the endpoint;
determine a reputation score associated
with the endpoint, the reputation score be-
ing indicative of a level of trustworthiness of
the endpoint; and
selectively store a classification result, as-
sociated with classifying the application, in
an application cache based on the reputa-
tion score associated with the endpoint, the
classification result to be selectively used
to process further traffic associated with the
endpoint.

2. The device of claim 1, where the one or more proc-
essors are further to:

determine whether an instance of suspicious ac-
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tivity, associated with the endpoint, has oc-
curred; and
where the one or more processors, when selec-
tively storing the classification result, are to:

selectively store the classification result
based on the reputation score associated
with the endpoint and based on whether an
instance of suspicious activity, associated
with the endpoint, has occurred.

3. The device of claim 1 or 2, where the one or more
processors are further to:

determine that the reputation score does not sat-
isfy a reputation threshold; and
where the one or more processors, when selec-
tively storing the classification result, are to:

discard the classification result, without
storing the classification result in the appli-
cation cache, based on determining that the
reputation score does not satisfy the repu-
tation threshold.

4. The device of claim 1, 2 or 3, where the one or more
processors are further to:

determine that the reputation score satisfies a
reputation threshold; and
where the one or more processors, when selec-
tively storing the classification result, are to:

store the classification result in the applica-
tion cache based on determining that the
reputation score satisfies the reputation
threshold, the classification result including
information that identifies the endpoint.

5. The device of claim 4, where the reputation score is
a first reputation score, and where the one or more
processors are further to:

receive an indication to inspect the classification
result stored in the application cache;
determine a second reputation score associated
with the endpoint;
compare the second reputation score and the
first reputation score; and
selectively remove the classification result from
the application cache based on comparing the
second reputation score and the first reputation
score.

6. The device of claim 4 or 5, where the one or more
processors, are further to:

determine, based on additional traffic associat-

ed with the endpoint and based on storing the
classification result, that the endpoint is identi-
fied in the application cache;
determine, based on determining that the end-
point is identified in the application cache, that
the application is to be re-classified;
re-classify the application; and
selectively remove the classification result from
the application cache based on re-classifying
the application.

7. The device of claim 6, where the one or more proc-
essors are further to:

determine that a threshold amount of resources,
associated with the device, is available; and
where the one or more processors, when deter-
mining that the application is to be re-classified,
are to:

determine that the application is to be re-
classified based on determining that the
threshold amount of resources are availa-
ble.

8. The device of claim 6 or 7, where the one or more
processors are further to:

determine that the application has not been clas-
sified a threshold number of times; and
where the one or more processors, when deter-
mining that the application is to be re-classified,
are to:

determine that the application is to be re-
classified based on determining that the ap-
plication has not been classified the thresh-
old number of times.

9. The device of claim 6, 7 or 8, where the one or more
processors are further to:

determine that a random re-classification or a
periodic re-classification is to be performed; and
where the one or more processors, when deter-
mining that the application is to be re-classified,
are to:

determine that the application is to be re-
classified based on determining that the
random re-classification or the periodic re-
classification is to be performed.

10. The device of any of claims 6 to 9, where the one or
more processors are further to:

determine whether a re-classification result, as-
sociated with re-classifying the application,
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matches the classification result; and
where the one or more processors, when selec-
tively removing the classification result from the
application cache, are to:

selectively remove the classification result
based on whether the re-classification re-
sult matches the classification result.

11. A method, comprising:

classifying, by a device, an application, associ-
ated with an endpoint, based on traffic associ-
ated with the endpoint;
determining, by the device, a reputation score,
associated with the endpoint, that includes in-
formation that is indicative of a level of trustwor-
thiness of the endpoint;
comparing, by the device, the reputation score
and a reputation threshold; and
selectively:

storing a classification result, associated
with classifying the application, in an appli-
cation cache when the reputation score sat-
isfies the reputation threshold; or
discarding the classification result when the
reputation score does not satisfy the repu-
tation threshold.

12. The method of claim 11, further comprising:

determining whether an instance of suspicious
activity, associated with the endpoint, has oc-
curred; and
where storing the classification result further
comprises:

storing the classification result in the appli-
cation cache based on whether an instance
of suspicious activity, associated with the
endpoint, has occurred.

13. The method of claim 11 or 12, further comprising:

determining a plurality of reputation scores as-
sociated with the endpoint; and
where determining the reputation score com-
prises:

determining the reputation score based on
the plurality of reputation scores.

14. The method of claim 11, 12 or 13, where discarding
the classification result comprises:

storing information indicating that another clas-
sification result, associated with the endpoint, is

not permitted to be cached at a later time.

15. A computer program product comprising machine
executable instructions carried by computer reada-
ble media, which, when loaded and executed by a
processor, cause the processor to perform opera-
tions according to the method of any one of claims
11-14.
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