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Description

Background

[0001] This disclosure relates to applications involving the use of sources and loads. In particular, the disclosure relates
to automatic matching of sources to loads.
[0002] As systems grow in complexity with increasing numbers of loads and sources, keeping track of which loads
feed from which sources becomes more difficult. Also, as the practice of remotely monitoring systems increases, keeping
track of the physical location of loads becomes more difficult. Moreover, loads and sources may be continuously added,
removed, temporarily disconnected, relocated, and reconnected. Thus, the locations of loads and the topology of the
connections between loads and sources is a live, dynamic environment.
[0003] One example where topology information is useful is in data center applications. As the costs of energy and,
in particular, electricity increases, having up-to-date information regarding power topologies and specifically the physical
location of the servers and which servers connect to which circuit branches or power points becomes increasingly
important.
[0004] This information enables data center managers to optimize power consumption via adequate planning, right-
sizing of energy supply to data center equipment, power balancing, load shedding, overload protection, efficient problem
diagnosis, and so on. Additionally, in some data center applications, managers may be required to maintain up-to-date
power topology information in order to monitor reliability and reduce troubleshooting time in case of failure.
[0005] Various applications other than data center applications exist where topology and load location information is
or would be useful.
[0006] Known methods for maintaining topology and location information include spreadsheets or databases that are
updated from time to time to reflect connections between loads and sources. Other methods include tagging of loads
or feed cables with bar codes or RFID tags that are scanned from time to time. Some of these methods have proven
unreliable at times and do not provide up-to-date information at all times. In addition, some of these methods require
human intervention, which adds to the cost of maintenance as well as to the potential unreliability. Park et. al. "Power
utility maximization for multiple supply systems by a load-matching switch" PROCCEDINGS OF THE 2004 INTERNA-
TIONAL SYSMPOSIUM ON LOW POWER ELECTRONICS AND DESIGN. ISLPED’04. NEWPORT BEACH, CA, AUG.
9-1, 2004 [INTERNATIONAL SYSMPOSIUM ON LOW POWER ELECTRONICS AND DESIGN], NEW YORK, NY :
ACM, US, 9 August 2004, pages 168-173 describes a power distribution management for embedded systems that rely
on multiple power sources (MPS) by matching supply and demand. The management is particularly described for use
with renewable power sources such as solar panels and wind generators as they are unstable. The paper proposes a
power distribution switch and a source-consumption matching algorithm that maximizes the total utility of the available
power from these ambient power sources.
Further, reference is made to US 2010 005 331 A1, which generally relates to the field of power management in data
centers and more specifically to the automatic discovery and association of connectivity relationships between power
outlets and IT equipment, and to methods of operating data centers having automatic connectivity discovery capabilities,
wherein servers and PDUs can be paired based upon unspecified data, events or metrics. Eamonn Keogh et. al. "Exact
indexing of dynamic time warping", Knowledge and Information Systems; an International Journal, Springer Verlag, LO,
Vol. 7, No. 3, March 1, 2005, pages 358-386, teaches using a lower bounding function for indexing time series.

Summary

[0007] In accordance with the present invention, a computer implemented method of matching sources to loads as
set forth in claim 1 is provided. Further embodiments of the invention are inter alia disclosed in the dependent claims.
The method of matching sources to loads inter alia includes receiving load activity data and source activity data corre-
sponding to samples of activity over a time period at a plurality of loads and a plurality of sources, respectively. The
method of matching sources to loads further includes scoring similarity between the load activity and the source activity
based on the load activity data and the source activity data, and matching a load from the plurality loads to at least one
source from the plurality of sources based on the scoring.

Brief Description Of The Drawings

[0008] The accompanying drawings, which are incorporated in and constitute a part of the specification, illustrate
various exemplary systems, methods, and so on, that illustrate various example embodiments of aspects of the invention.
It will be appreciated that the illustrated boundaries of components in the figures represent one example of the boundaries.
One of ordinary skill in the art will appreciate that one component may be designed as multiple components or that
multiple components may be designed as a single component. Additionally, an internal component may be implemented
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as an external component and vice versa. Further, the figures may be drawn not to scale and the proportions of certain
parts may be exaggerated for convenience of illustration.

Figure 1 illustrates a diagram of an exemplary system including loads and sources.

Figure 2 illustrates a diagram of an exemplary system including loads, sources, and a matching server.

Figure 3 illustrates a functional block diagram of one embodiment of a matching server for automatically matching
loads to sources.

Figure 4 illustrates a functional block diagram of another embodiment of a matching server for automatically matching
loads to sources.

Figure 5 illustrates a diagram of an exemplary system including loads, sources, and a matching server.

Figure 6 illustrates a diagram of an exemplary system including loads, sources, and a matching server.

Figure 7 illustrates a diagram of an exemplary system including loads, sources, and a matching server.

Figure 8 illustrates a diagram of an exemplary system including loads, sources, and a matching server.

Figure 9 illustrates an exemplary method of matching sources to loads.

Figure 10 illustrates an exemplary method of matching sources to loads.

Figure 11 illustrates an exemplary method of matching sources to loads.

Figure 12 illustrates a schematic block diagram of one embodiment of a matching server.

Detailed Description

Definitions

[0009] "Computer-readable medium," as used herein, refers to a medium that participates in directly or indirectly
providing signals, instructions or data. A computer-readable medium may take forms, including, but not limited to, non-
volatile media, volatile media, and transmission media. Non-volatile media may include, for example, optical or magnetic
disks, and so on. Volatile media may include, for example, optical or magnetic disks, dynamic memory and the like.
Transmission media may include coaxial cables, copper wire, fiber optic cables, and the like. Transmission media can
also take the form of electromagnetic radiation, like that generated during radio-wave and infra-red data communications,
or take the form of one or more groups of signals. Common forms of a computer-readable medium include, but are not
limited to, a floppy disk, a flexible disk, a hard disk, a magnetic tape, other magnetic media, a CD-ROM, other optical
media, punch cards, paper tape, other physical media with patterns of holes, a RAM, a ROM, an EPROM, a FLASH-
EPROM, or other memory chip or card, a memory stick, a carrier wave/pulse, and other media from which a computer,
a processor or other electronic device can read. Signals used to propagate instructions or other software over a network,
like the Internet, can be considered a "computer-readable medium."
[0010] "Data store," as used herein, refers to a physical or logical entity that can store data. A data store may be, for
example, a database, a table, a file, a list, a queue, a heap, a memory, a register, and so on. A data store may reside
in one logical or physical entity or may be distributed between two or more logical or physical entities.
[0011] "Logic," as used herein, includes but is not limited to hardware, firmware, software or combinations of each to
perform a function(s) or an action(s), or to cause a function or action from another logic, method, or system. For example,
based on a desired application or needs, logic may include a software controlled microprocessor, discrete logic like an
application specific integrated circuit (ASIC), a programmed logic device, a memory device containing instructions, or
the like. Logic may include one or more gates, combinations of gates, or other circuit components. Logic may also be
fully embodied as software. Where multiple logical logics are described, it may be possible to incorporate the multiple
logical logics into one physical logic. Similarly, where a single logical logic is described, it may be possible to distribute
that single logical logic between multiple physical logics. It will also be appreciated that computer-readable or executable
instructions can be located in one logic or distributed between two or more communicating, co-operating, or parallel
processing logics and thus can be loaded or executed in serial, parallel, massively parallel and other manners.
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[0012] An "operable connection," or a connection by which entities are "operably connected," is one in which signals,
physical communications, or logical communications may be sent or received. Typically, an operable connection includes
a physical interface, an electrical interface, or a data interface, but it is to be noted that an operable connection may
include differing combinations of these or other types of connections sufficient to allow operable control. For example,
two entities can be operably connected by being able to communicate signals to each other directly or through one or
more intermediate entities like a processor, operating system, a logic, software, or other entity. Logical or physical
communication channels can be used to create an operable connection. An "operable connection," or a connection by
which components are "operably connected," is also one by which the operably connected components or the operable
connection perform its intended purpose. For example, two components may be operably connected to each other
directly or through one or more intermediate components.
[0013] "Signal," as used herein, includes but is not limited to one or more electrical or optical signals, analog or digital
signals, data, one or more computer or processor instructions, messages, a bit or bit stream, or other means that can
be received, transmitted or detected.
[0014] "Software," as used herein, includes but is not limited to, one or more computer or processor instructions that
can be read, interpreted, compiled, or executed and that cause a computer, processor, or other electronic device to
perform functions, actions or behave in a desired manner. The instructions may be embodied in various forms like
routines, algorithms, modules, methods, threads, or programs including separate applications or code from dynamically
or statically linked libraries. Software may also be implemented in a variety of executable or loadable forms including,
but not limited to, a stand-alone program, a function call (local or remote), a servelet, an applet, instructions stored in a
memory, part of an operating system or other types of executable instructions. It will be appreciated by one of ordinary
skill in the art that the form of software may depend, for example, on requirements of a desired application, the environment
in which it runs, or the desires of a designer/programmer or the like.
[0015] Suitable software for implementing the various components of the exemplary systems and methods described
herein may be produced using programming languages and tools like Java, Java Script, Java.NET, ASP.NET, VB.NET,
Cocoa, Pascal, C#, C++, C, CGI, Perl, SQL, Matlab, Mathematica, Maple, Mathcad, APIs, SDKs, assembly, firmware,
microcode, or other languages and tools. Software, whether an entire system or a component of a system, may be
embodied as an article of manufacture and maintained or provided as part of a computer-readable medium as defined
previously. Another form of the software may include signals that transmit program code of the software to a recipient
over a network or other communication medium. Thus, in one example, a computer-readable medium has a form of
signals that represent the software/firmware as it is downloaded from a web server to a user. In another example, the
computer-readable medium has a form of the software/firmware as it is maintained on the web server. Other forms may
also be used.
[0016] "User," as used herein, includes but is not limited to one or more persons, software, computers or other devices,
or combinations of these.
[0017] "Matching," as used herein in the context of matching loads to sources, includes but is not limited to, discovering
or determining connectivity relationships (e.g. electrical connections, power connections, fluid connections, and so on)
between loads and sources.
[0018] Some portions of the detailed descriptions that follow are presented in terms of algorithms and symbolic rep-
resentations of operations on data bits within a memory. These algorithmic descriptions and representations are the
means used by those skilled in the art to convey the substance of their work to others. An algorithm is here, and generally,
conceived to be a sequence of operations that produce a result. The operations may include manipulations of physical
or non-physical quantities. Usually, though not necessarily, these quantities take the form of electrical or magnetic signals
capable of being stored, transferred, combined, compared, and otherwise manipulated in a logic and the like.
[0019] It has proven convenient at times, principally for reasons of common usage, to refer to these signals as bits,
values, elements, symbols, characters, terms, numbers, or the like. It should be borne in mind, however, that these and
similar terms are to be associated with the appropriate physical quantities and are merely convenient labels applied to
these quantities. Unless specifically stated otherwise, it is appreciated that throughout the description, terms like process-
ing, computing, calculating, determining, displaying, or the like, refer to actions and processes of a computer system,
logic, processor, or similar electronic device that manipulates and transforms data represented as physical (electronic)
quantities.

In the Figures

[0020] Figure 1 illustrates a diagram of a system 100 including n loads L1-Ln and m sources S1-Sm. The loads L1-
Ln are fed from the sources S1-Sm and therefore each load connects to at least one source. However, it is not clear
which loads connect to which sources. As systems such as system 100 grow in complexity with increasing numbers of
loads and sources, keeping track of which loads are connected to which sources and keeping track of the physical
location of the loads becomes more difficult.
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[0021] Figure 2 illustrates a diagram of a system 200. Like the system 100 discussed above, the system 200 includes
n loads L1-Ln and m sources S1-Sn. The loads L1-Ln feed from the sources S1-Sm and therefore each load connects
to at least one source.
[0022] In the system 200, the loads L1-Ln are activity aware loads. This means that the loads L1-Ln are capable of
reporting load activity data corresponding to their own activity levels over a time period. For example, in a data center,
where the loads L1-Ln may be servers, the operating systems of the servers are capable of reporting server activity
metrics or load activity data such as CPU utilization, I/O utilization, network utilization, and so on. Other examples of
activity aware loads include telecom equipment, network hubs, HVAC equipment, motors and so on. Load activity data
could include any physically measurable quantity. Other examples of load activity data include power, signal strength,
heat dissipation, torque, pressure, flow, operations per unit time, and so on.
[0023] In the system 200, the sources S1-Sm are activity aware sources. Sources S1-Sm are capable of reporting
source activity data corresponding to their own activity levels over a time period. In the data center example, the sources
S1-Sm may be uninterruptible power supplies (UPS) or power distribution units (PDU). These sources are capable of
reporting source activity directly associated with loads fed from the sources. For example, a PDU may be configured to
report consumption in kVA for each output breaker to which an activity aware load connects. In another example, a UPS
to which multiple activity aware loads operably connect may be configured to report consumption in VA. Other examples
of activity aware sources include motor starters, pneumatic pumps, batteries, DC power supplies, and so on. Source
activity data could include any physically measurable quantity. Other examples of source activity data include power,
current, harmonic distortion, power factor, real power, apparent power, V+A, pressure, flow, and so on.
[0024] The system 200 further includes a matching server 210. The matching server 210 is operably connected to the
loads L1-Ln and to the sources S1-Sm. The matching server 210 receives load activity data from the loads L1-Ln and
source activity data from the sources S1-Sm. Based on the load activity data and the source activity data, and assuming
that there is negligible energy storage at the loads, the matching server 210 can automatically match loads to sources
and hence determine the topology of the system 200.
[0025] In one embodiment, the matching server 210 determines the topology of the system 200 including all loads
and sources periodically at a preprogrammed time interval. In another embodiment, the matching server 210 probes the
connection of previously matched load-source sets periodically. The matching server 210 may probe connections of
matched load-source sets one set at a time or more than one set at a time. In other embodiments, the matching server
210 matches loads to sources or probes previously matched sets upon certain conditions (e.g. user action, load insertion,
source insertion, load removal, source removal, source underload, and so on).
[0026] The person of ordinary skill in the art would understand that the matching server 210 can be a stand alone
server or computer, or the matching server 210 can reside within a network management computer or other network
computer, or the matching server 210 can be embedded within other equipment (e.g. PDU, meter-control-adjust (MCA)
modules, blade racks, and so on) in the system.
[0027] Figure 3 illustrates a functional block diagram of an embodiment of a matching server 300 for automatically
matching loads to sources as disclosed above in reference to Figure 2.
[0028] The matching server 300 includes an activity monitor 310 configured to receive the load activity data and the
source activity data. In the illustrated embodiment, the activity monitor 310 is operably connected to an I/O interface 320
configured to interact with a network including the loads and sources.
[0029] The matching server 300 further includes a data store 330 operably connected to the activity monitor 310 and
the matching engine 340. The data store 330 stores the source activity data and the load activity data.
[0030] The matching server 300 also includes a matching engine 340 operably connected to the activity monitor 310
or the data store 330 and configured to automatically match sources to loads based on the source activity data and the
load activity data.
[0031] The matching engine 340 works under the assumption that a functional relationship exists between the source
activity data and the load activity data corresponding to sources and loads, respectively, which are connected to each
other in the system. In the example of a data center, power consumption increases as server activity increases. Thus,
for loads and sources that are connected, AS = f(AL), where AS is the source activity data and AL is the load activity data.
The function f increases or decreases monotonically, but not necessarily linearly.
[0032] Since the function f is monotonic, it is possible for the matching engine 340 to use a nonparametric correlation
method (e.g. Friedman test, Kendall’s tau, Siegel-Tukey test, Spearman’s rho, Levenstein distance, and so on) to score
how similar the source activity data corresponding to a source and the load activity data corresponding to a load are. If,

for example, Spearman’s rho is used, a correlation coefficient would be defined as: 

d = rankAL
 (aLi) - rankAs

 (aSi) where ρ ∈ [0,1], AL = (aL1, aL2,...,aLn), AS = (aS1, aS2,...,aSn), rankAL
 (aLi) =|{xi ∈ AL : xi ≤

aLi}|, and rank As (aSi) =|{xi ∈ AS : xi ≤ aSi,}|. So, if the load activity data includes readings from m loads (i.e.
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) and the source activity data includes readings from m sources (i.e. ), then

the correlation s( ) could be used to perform automatic matching.

[0033] In one embodiment, the load activity data includes at least 20 readings or samples from m loads and the source
activity data includes at least 20 readings or samples from m sources. In another embodiment, the load activity data
includes 30 readings or samples from m loads and the source activity data includes 30 readings or samples from m
sources. In other embodiments, the load activity data includes more than 20 readings or samples or less than 30 readings
or samples from m loads and the source activity data includes more than 20 readings or samples or less than 30 readings
or samples from m sources. In other embodiments, the activity monitor 310 may continuously receive the load activity
data and the source activity data and the matching engine 340 may use the most recent incoming readings or samples
in matching.
[0034] The matching engine 340 automatically matches loads to sources by solving a combinatorial optimization
problem that deals with assigning the m loads to the m sources according to an optimization criteria such that the result
is the "best possible" assignment. In one embodiment, the matching engine 340 automatically matches loads to sources
by solving a linear summation assignment problem (LSAP). In other embodiments, the matching engine 340 automatically
matches loads to sources by methods other than solving linear summation assignment problems such as solving quadratic
assignment problems, linear block assignment problems, and so on.
[0035] In one embodiment, the quantification of "best possible" corresponds to a score of dissimilarity or association

cost metric  which increases as  and  are less similar (i.e.

). In this example, the lower the score or cost the more similar the source activity

data corresponding to a source and the load activity data corresponding to a load are. In this embodiment, the linear
summation assignment problem becomes matching each load to one source in such a way that the total cost of the
matching (i.e. the sum of the scores) is minimized.
[0036] In one embodiment, the matching engine 340 solves the linear summation assignment problem of automatic
matching of loads to sources using Munkres’ algorithm. Using Munkres’, the linear summation assignment problem of
automatic matching of loads to sources can be stated as finding the binary permutation matrix X = (xij)m3m, with xij =1

if  (e.g. load i is connected to source j) and xij = 0 otherwise, that minimizes

 subject to  for j =1,..., m,  for i = 1,...,m, and xij ∈ {0,1} for i,

j =1,..., m. Once X is found, a list of matching pairs P of loads L that are connected to sources S may be constructed as
P = {(Li,Sj) : xij =1} .

[0037] In the above embodiment, the Munkres’ algorithm is used to solve the linear summation assignment problem.
In other embodiments, the matching engine 340 may use one of several algorithms other than Munkres’ (e.g. Jonker-
Volgenant, Burkard-Derigs, Dell’Amico, Martello, Yamada, and so on) to solve the linear summation assignment problem.
[0038] Use of correlation algorithms such as Spearman’s rho as basis for the score of similarity or association cost

metric  may be hindered by practical implementation challenges. For example, the reporting rates for

the load activity data and for the source activity data cannot be assumed to be the same since they do not necessarily
come from the same data streams. Different reporting rates for the load activity data and for the source activity data
may cause shifted or stretched time series resulting in delayed or missing data that would affect time alignment necessary
to accurately compare corresponding samples in the load activity data and the source activity data.
[0039] In one embodiment, the matching engine 340 uses dynamic time warping (DTW) to overcome the problem of
comparing shifted or stretched time series of the load activity data and the source activity data. DTW is a method of
indexing or aligning time series such as the source activity data AS and the load activity data AL to maximize their
similarity. To perform the alignment, a matrix of size n x n is constructed such that each (ith, jth) element contains the
value of the cost metric d(aLi,aSj) between the two points aLi and aSj (e.g. d(aLi, aSj) =i aLi,-aSji

2). From this matrix, a
warping path W is formed from certain matrix elements (i, j) representing the best alignment of the elements of AL and
AS, subject to constraints in boundary conditions, continuity and monotonicity. The DTW dissimilarity metric between
AL and AS is defined as the length of minimum cost warping path W, which is DTW(AL, AS) = γ(n,n), where γ(i,j) = d(aLi

,
aSj

) + min(γ(i-1,j-1), γ(i-1,j), γ(i,j-1)), for the conventional version of the DTW algorithm (i.e. slope constraint parameter
P = 0).
[0040] The equation DTW(AL,AS) = γ(n,n) may be sensitive to location and scaling differences in AL and AS, affecting

the computation of d(aLi
,aSj

). In one embodiment, the matching engine 340 uses a nonparametric normalization to

overcome this sensitivity. In this embodiment, each value in AL and AS is replaced by its rank in the time series. The
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result is then normalized to the unit interval to give:  and  The

automatic matching of loads to sources problem then becomes Δ(AL,AS)=  where A’L = (a’L1,

a’L2,...,a’Ln), A’S= (a’S1,a’S2,...,a’Sn).

[0041] In alternative embodiments, the matching engine 340 does not rank or normalize the values of AL and AS. In
other embodiments, the matching engine 340 may rank, normalize, or otherwise adjust the values of AL and AS using
methods other than those shown.
[0042] In other embodiments, programming methods other than DTW (e.g. spectrogram cross-correlation (SPCC),
Mel-Frequency Cepstrum Coefficients (MFCC), and so on) may be used to overcome the problem of comparing shifted
or stretched time series of the load activity data and the source activity data. In other embodiments, variants of DTW
such as fastDTW that approximate the results of DTW by exchanging precision for speed may be used to overcome the
problem of comparing shifted or stretched time series of the load activity data and the source activity data.
[0043] In one embodiment, the matching engine 340 uses a lower bounding function of DTW to eliminate pairs

 of load activity data and source activity data that could not possibly be the best match. In one embodiment,

the matching engine 340 uses the function 

where  and  for i = 1, ..., m and a parameter

r. The automatic matching of loads to sources problem becomes

[0044] In other embodiments, the matching engine 340 uses known lower bounding functions for indexing time series
other than LB_Keogh (e.g. LB_Kim, LB_Yi, and so on) to eliminate pairs of load activity data and source activity data.
[0045] With the information regarding which loads connect to which sources the matching engine 340 can construct
a topology map indicating the connections between loads and sources.
[0046] Figure 4 illustrates a functional block diagram of an embodiment of a matching server 400 for automatically
matching loads to sources.
[0047] The matching server 400 includes an activity monitor 410 configured to receive the source activity data. In the
illustrated embodiment, the activity monitor 410 is operably connected to an I/O interface 420 configured to interact with
a network including the loads and sources.
[0048] The matching server 400 further includes a data store 430 operably connected to the activity monitor 410 and
configured to store the source activity data.
[0049] The matching server 400 also includes a matching engine 440 operably connected to the activity monitor 410
or the data store 430 and configured to automatically match sources to loads.
[0050] The matching server 400 further includes a load activity manipulator 450. The load activity manipulator 450 is
operably connected to the I/O interface 420 which interacts with a network including the loads. The load activity manip-
ulator 450 affects load activity of at least one load at a time. The load activity manipulator 450 affects load activity with
a known pattern. Affecting the load activity with a known pattern causes the source activity to be affected accordingly
and in a predictable way. The matching engine 440 recognizes the pattern in the source activity data.
[0051] In one embodiment, the load activity manipulator 450 affects each load’s activity one at a time with a periodic
pattern at a known frequency different from frequencies that would normally appear in the load activity. In another
embodiment, the load activity manipulator 450 manipulates all loads at the same time. In this embodiment, the load
activity manipulator 450 affects each load’s activity with a periodic pattern at a known frequency, a different frequency
for each load. While the load’s activity is being affected with the known frequency pattern, the matching engine 440
observes the source activity data in search of the pattern. In the example of the data center, the load activity manipulator
may affect the CPU utilization of a server, for example, by causing the CPU to perform a higher or lesser number of
operations that it would otherwise perform.
[0052] In one embodiment, the load activity manipulator 450 keeps load activity at a minimum for all loads except at
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least one load whose load activity is affected with a known pattern. While the load’s activity is being affected with the
known pattern, the matching engine 440 observes the source activity data in search of the pattern.
[0053] In one embodiment, the load activity manipulator 450 affects load activity such that information corresponding
to the unique identity of the load in the system is encoded in the source activity data. For example, the load activity
manipulator 450 may affect the load activity with a pattern of transitions to convey identification. So, for a load identified
as Load 1, the load activity manipulator 450 may affect load activity with one transition over a time period. For a load
identified as Load 2, the load activity manipulator 450 may affect load activity with two transitions over the same time
period, and so on.
[0054] In one embodiment, the load activity manipulator 450 generates the known pattern of transitions to be mutually
orthogonal; the maximum number of transitions within the time period equals the total number of loads. In one embodiment,
the load activity manipulator 450 uses the Walsh-Hadamard encoding or similar transform to generate the known pattern
of transitions. In other embodiments, the load activity manipulator 450 uses other known methods of generating patterns
encoding identifying information.
[0055] In one embodiment, the matching engine 440 decodes the information in the pattern of transitions from the
source activity data. The matching engine 440 then matches the identified load with the source corresponding to the
source activity data.
[0056] With information regarding which loads connect to which sources at hand, the matching engine 440 can construct
a topology map showing the connections between loads and sources.
[0057] Figure 5 illustrates a diagram of a system 500 including m loads L1-Lm and m sources S1-Sm. The system
500 includes the same number of loads and sources, m loads and m sources. The connections between the loads and
sources are given by a bijective function or one-to-one association where for every load L there is exactly one source S.
[0058] In a bijective system such as system 500, the matching server 510 can match loads to sources by at least three
approaches.
[0059] In one embodiment, the matching server 510 receives load activity data and source activity data. The matching
server 510 then computes load-source matching pairs based on the load activity data and the source activity data by
calculating scores of similarity or association cost metrics and solving the linear summation assignment problem as
described above in reference to Figure 3.
[0060] In a second embodiment, the matching server 510 manipulates the load activity with a known pattern and
recognizes the known pattern in the source activity data as described above in reference to Figure 4. The matching
server 510 then matches the load corresponding to the manipulated load activity with the source corresponding to the
source activity data containing the pattern.
[0061] In a third embodiment, the matching server 510 manipulates the load activity such that the source activity data
encodes information corresponding to the identity of the load as described above in reference to Figure 4. The matching
server 510 then decodes the identity information from the source activity data and matches the identified load with the
source corresponding to the source activity data.
[0062] In other embodiments, the matching server 510 matches loads to sources based on combinations of these
three approaches.
[0063] Figure 6 illustrates a diagram of a system 600 including loads L1 and L2 and sources S1-S4. The system 600
includes redundant sources; two or more sources connect to each load and each source connects to exactly one load.
For example, load L1 may connect to sources S1 and S2. The source activity data of both sources S1 and S2 will reflect
the load activity corresponding to the load L1. Depending on the type of source activity (e.g. power), the extent to which
the source activity data of the source S1 or the source activity data of the source S2 reflect the load activity corresponding
to the load L1 may depend on how well the sources S1 and S2 share the load.
[0064] In a system such as system 600 having redundant sources, the matching server can match loads to sources
by first determining correlation between the sources (i.e. which two or more sources connect to the same load) and
treating the correlated sources as a single source.
[0065] For example, in system 600 the load L1 may connect to sources S1 and S2. The matching server 610 receives
the source activity data corresponding to the sources S1-S4. The matching server 610 determines the connectivity
relations between the sources S1-S4 and thus determines that sources S1 and S2 connect to the same load. From that
point on, the matching server 610 treats sources S1 and S2 as a single source S1/2. The matching server 610 then
matches the source S1/2 to load L1 based on the load activity data corresponding to the load L1 and the source activity
data corresponding to source S1, the source activity data corresponding to source S2, or the source activity data
corresponding to source S1/2 (i.e. the aggregated source activity data of sources S1 and S2) as described above in
reference to Figure 3.
[0066] Figure 7 illustrates a diagram of a system 700 including loads L1- L4 and sources S1 and S2. The system 700
includes common sourced loads; two or more loads connect to each source. For example, load L1 and L2 may connect
to source S1. The source activity data corresponding to source S1 will reflect the aggregated load activity corresponding
to both loads L1 and L2. Since the multiple loads L1 and L2 operably connect to the one source S1, the load activity of
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each of the multiple loads L1 and L2 will be reflected in the source activity of the one source S1. However, the load
activity reflected in the source activity of the one source S1 would be aggregated load activity corresponding to both
loads L1 and L2.
[0067] In a system such as system 700 having common sourced loads, the matching server 710 can match loads to
sources by at least three approaches.
[0068] In a first embodiment, the matching server 710 manipulates the load activity of each load L1-L4 one at a time
with a known pattern as described above in reference to Figure 4. Then, the matching server 710 recognizes the known
pattern in the source activity data of the sources S1 and S2. Finally, the matching server 710 matches the loads corre-
sponding to the manipulated load activity with the source corresponding to the source activity data containing the known
pattern.
[0069] In a second embodiment, the matching server 710 manipulates load activity to keep load activity at a minimum
for all loads except one whose load activity it affects with a known pattern as discussed above in reference to Figure 4.
For example, in system 700 the loads L1 and L2 may connect to the source S1. The matching server 710 manipulates
the load activity of load L1 to affect it with a known pattern while the matching server 710 manipulates the load activity
of loads L2, L3, and L4 to reduce load activity to a minimum. The matching server 710 then observes the source activity
data in search of the known pattern to match L1 to S1. The matching server 710 then manipulates the load activity of
load L2 to affect it with a known pattern while the matching server 710 manipulates the load activity of loads L1, L3, and
L4 to reduce load activity to a minimum. The matching server 710 then observes the source activity data in search of
the known pattern to match L2 to S 1.
[0070] In a third embodiment, the matching server 710 manipulates the load activity such that the source activity data
encodes information corresponding to the identity of the load as described above in reference to Figure 4. For example,
in system 700 the loads L1 and L2 may connect to the source S1. The matching server 710 manipulates the load activity
corresponding to L1 such that source activity data corresponding to the source S1 encodes information corresponding
to the identity of the load L1. The matching server 710 then decodes the identity information from the source activity
data corresponding to the source S1 and matches the source S1 with the identified load L1.
[0071] In other embodiments, the matching server 710 may match loads to sources based on combinations of these
three approaches.
[0072] Figure 8 illustrates a diagram of a system 800 including loads L1-L4. The system 800 also includes sources
S1 and S2. Finally, the system 800 includes X1-X4. X1-X4 feed from the sources S1 and S2, thus X1-X4 could be
considered loads. However, loads L1-L4 feed from X1-X4 and therefore X1-X4 could also be considered sources. In
one example, the sources S1 and S2 are UPS or UPS racks and X1-X4 are PDU. In another example, the sources S1
and S2 are PDU and X1-X4 are power strips or power outlets.
[0073] In one embodiment, the loads L1-L4 are common sourced loads (i.e., two or more loads connect to the same
source). For example, loads L1 and L2 may operably connect to source S1 and loads L3 and L4 may operably connect
to source S2. In this example, the source activity corresponding to source S1 would reflect the aggregated load activity
corresponding to both loads L1 and L2 and the source activity corresponding to source S2 would reflect the aggregated
load activity corresponding to both loads L3 and L4. The matching server 810 receives load activity data from loads L1-
L4 and source activity data from sources S1 and S2. In a system where the loads L1-L4 are common sourced loads,
the matching server 810 can match loads L1-L4 to sources S1 and S2 by at least the three approaches discussed above
in reference to Figure 7.
[0074] In another embodiment, the system 800 is a bijective system where each load L1-L4 is connected to exactly
one of X1-X4 acting as sources. The matching server 810 receives load activity data from the loads L1-L4 and source
activity data from X1-X4. The matching server 810 can match loads to sources by at least the three approaches discussed
above in reference to Figure 5.
[0075] In yet another embodiment, the system 800 includes redundant sources, meaning that a load operably connects
to two or more sources (e.g. load L1 connects to X1 and X2). The matching server 810 receives load activity data from
loads L1-L4 and source activity data from X1-X4 acting as sources. The source activity of the redundant sources (e.g.
X1 and X2) will both reflect the load activity corresponding to the load (e.g. L1). The matching server 810 can match
loads to sources by first determining connectivity relationships between the sources (i.e. which two or more sources are
connected to the same load), and then treating the related sources as a single source and matching the single source
to a load as described above in reference to Figure 3.
[0076] In other embodiments, the matching server 810 receives load activity data from X1-X4 acting as loads and
source activity data from sources S1 and S2. The matching server 810 can match loads X1-X4 to sources S1 and S2
using the various methods discussed above.
[0077] Example methods may be better appreciated with reference to the flow diagrams of Figures 9, 10, and 11.
While for purposes of simplicity of explanation, the illustrated methodologies are shown and described as a series of
blocks, it is to be appreciated that the methodologies are not limited by the order of the blocks, as some blocks can
occur in different orders or concurrently with other blocks from that shown or described. Moreover, less than all the
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illustrated blocks may be required to implement an example methodology. Furthermore, additional or alternative meth-
odologies can employ additional, not illustrated blocks.
[0078] In the flow diagrams, blocks denote "processing blocks" that may be implemented with logic. The processing
blocks may represent a method step or an apparatus element for performing the method step. A flow diagram does not
depict syntax for any particular programming language, methodology, or style (e.g. procedural, object-oriented). Rather,
a flow diagram illustrates functional information one skilled in the art may employ to develop logic to perform the illustrated
processing. It will be appreciated that in some examples, program elements like temporary variables, routine loops, and
so on, are not shown. It will be further appreciated that electronic and software applications may involve dynamic and
flexible processes so that the illustrated blocks can be performed in other sequences that are different from those shown
or that blocks may be combined or separated into multiple components. It will be appreciated that the processes may
be implemented using various programming approaches like machine language, procedural, object oriented, or artificial
intelligence techniques.
[0079] In one example, methodologies are implemented as processor executable instructions or operations provided
on a computer-readable medium. Thus, in one example, a computer-readable medium may store processor executable
instructions operable to perform the described methods.
[0080] While Figures 9, 10, and 11 illustrates various actions occurring in serial, it is to be appreciated that various
actions illustrated in Figures 9, 10, and 11 could occur substantially in parallel. While a number of processes are
described, it is to be appreciated that a greater or lesser number of processes could be employed and that lightweight
processes, regular processes, threads, and other approaches could be employed. It is to be appreciated that other
example methods may, in some cases, also include actions that occur substantially in parallel.
[0081] Figure 9 illustrates a method 900 of matching sources to loads. At 900, the method 910 receives load activity
data corresponding to samples of load activity over a time period. At 920, the method 900 receives source activity data
corresponding to samples of source activity over the time period. At 930, the method 900 transforms the load activity
data and the source activity data to load activity rankings and source activity rankings, respectively. In one embodiment,
the method 900 does not transform the load activity data and the source activity data to load activity rankings and source
activity rankings. In one embodiment, the method 900 normalizes the load activity data and the source activity data or
the load activity rankings and the source activity rankings. In some embodiments, the method 900 does not normalize
the load activity data and the source activity data or the load activity rankings and the source activity rankings.
[0082] At 940, the method 900 computes scores of similarity or association cost metrics for each pair of load activity
and source activity data samples or rankings. In one embodiment, the score or association cost metric increases as the
load activity data and the source activity data are more similar. In another embodiment, the score or association cost
metric decreases as the load activity data and the source activity data are more similar. In one embodiment, computing
the scores of similarity or association cost metrics includes aligning samples of the load activity data and the source
activity data so that similarity is maximized. Where the load activity data and the source activity data have been ranked
and normalized, computing the scores or association cost metrics includes aligning the normalized ranks of the load
activity data with the normalized ranks of the source activity data. In one embodiment, the aligning is performed using
dynamic time warping (DTW) or a lower bounding function of DTW.
[0083] At 950, the method 900 assigns or matches loads to sources such that the total cost is optimized. In one
embodiment, where the score or association cost metric decreases as the load activity data and the source activity data
are more similar, the total cost is optimized when the sum of the association cost metrics or scores is minimized. In one
embodiment, assigning or matching loads to sources such that the total cost is optimized involves solving a linear
summation assignment problem matrix.
[0084] Figure 10 illustrates a method 1000 of matching sources to loads. At 1010, the method 1000 receives load
activity data representing load activity over a time period. At 1020, the method 1000 receives source activity data
representing source activity over the time period. The source activity data includes data reflecting aggregated load
activity corresponding to multiple loads operably connected to one source. Since the multiple loads operably connect
to the one source, the load activity of each of the multiple loads will be reflected in the source activity of the one source.
However, the load activity reflected in the source activity of the one source would be aggregated load activity corre-
sponding to all of the multiple loads operably connected to the one source. At 1030, the method 1000 matches at least
two loads from the multiple loads to the source based on the load activity data and the source activity data.
[0085] Figure 11 illustrates a method 1100 of matching sources to loads. At 1110, the method 1100 manipulates or
affects with a known pattern load activity at a load. In one embodiment, the known pattern corresponds to information
uniquely identifying the manipulated load. In another embodiment, the known pattern has a known frequency. At 1120,
the method 1100 receives source activity data representing source activity at a plurality of sources. At 1130, the method
1100 matches the load to a source based on the known pattern reflected in the source activity data. The known pattern
is recognized in the source activity data corresponding to the source. In the embodiment where the known pattern
corresponds to information uniquely identifying the manipulated load, the information uniquely identifying the load is
decoded from the source activity data.
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[0086] Figure 12 illustrates a block diagram of a matching server 1200 useable in a system for matching loads to
sources as disclosed above. The matching server 1200 includes a processor 1205, a memory 1210, and I/O Ports 1215
operably connected by a bus 1220. In one example, the matching server 1200 includes a matching engine 1225 configured
to match loads to sources. Thus, the matching engine 1225, whether implemented in matching server 1200 as hardware,
firmware, software, or a combination thereof may provide means for matching loads to sources. In one example, the
matching server 1200 includes an activity monitor 1230 configured to receive load activity data or source activity data.
Thus, the activity monitor 1230, whether implemented in matching server 1200 as hardware, firmware, software, or a
combination thereof may provide means for receiving load activity data or source activity data. In one example, the
matching server 1200 includes an activity manipulator 1235 configured to manipulate load activity. Thus, the activity
manipulator 1235, whether implemented in matching server 1200 as hardware, firmware, software, or a combination
thereof may provide means for manipulating load activity.
[0087] The processor 1205 can be a variety of various processors including dual microprocessor and other multi-
processor architectures. The memory 1210 can include volatile memory or non-volatile memory. The non-volatile memory
can include, but is not limited to, ROM, PROM, EPROM, EEPROM, and the like. Volatile memory can include, for
example, RAM, synchronous RAM (SRAM), dynamic RAM (DRAM), synchronous DRAM (SDRAM), double data rate
SDRAM (DDR SDRAM), and direct RAM bus RAM (DRRAM).
[0088] The bus 1220 can be a single internal bus interconnect architecture or other bus or mesh architectures. While
a single bus is illustrated, it is to be appreciated that matching server 1200 may communicate with various devices,
logics, and peripherals using other busses that are not illustrated (e.g., PCIE, SATA, Infiniband, 1394, USB, Ethernet).
The bus 1220 can be of a variety of types including, but not limited to, a memory bus or memory controller, a peripheral
bus or external bus, a crossbar switch, or a local bus. The local bus can be of varieties including, but not limited to, an
industrial standard architecture (ISA) bus, a microchannel architecture (MCA) bus, an extended ISA (EISA) bus, a
peripheral component interconnect (PCI) bus, a universal serial (USB) bus, and a small computer systems interface
(SCSI) bus.
[0089] The matching server 1200 may interact with input/output devices via I/O Interfaces 1240 and I/O Ports 1215.
Input/output devices can include, but are not limited to, a keyboard, a microphone, a pointing and selection device,
cameras, video cards, displays, network devices 1245, loads 1250, sources 1255, and so on. The I/O Ports 1215 can
include but are not limited to, serial ports, parallel ports, and USB ports.
[0090] The matching server 1200 can operate in a network environment and thus may be connected to network devices
1245, loads 1250, and sources 1255 via the I/O Interfaces 1240, or the I/O Ports 1215. Through the network devices
1245, the matching server 1200 may interact with a network. Through the network, the matching server 1200 may be
logically connected to remote computers. The networks with which the computer 1200 may interact include, but are not
limited to, a local area network (LAN), a wide area network (WAN), and other networks. The network devices 1220 can
connect to LAN technologies including, but not limited to, Controller Area Network (CAN), fiber distributed data interface
(FDDI), copper distributed data interface (CDDI), Broadband Over Power Line (BPL) (IEEE P1901), Ethernet (IEEE
802.3), token ring (IEEE 802.5), wireless computer communication (IEEE 802.11), Bluetooth (IEEE 802.15.1), Zigbee
(IEEE 802.15.4) and the like. Similarly, the network devices 1220 can connect to WAN technologies including, but not
limited to, point to point links, circuit switching networks like integrated services digital networks (ISDN), packet switching
networks, and digital subscriber lines (DSL). While individual network types are described, it is to be appreciated that
communications via, over, or through a network may include combinations and mixtures of communications.
[0091] To the extent that the term "includes" or "including" is used in the specification or the claims, it is intended to
be inclusive in a manner similar to the term "comprising" as that term is interpreted when employed as a transitional
word in a claim. Furthermore, to the extent that the term "or" is employed (e.g., A or B) it is intended to mean "A or B or
both." When the applicants intend to indicate "only A or B but not both" then the term "only A or B but not both" will be
employed. Thus, use of the term "or" herein is the inclusive, and not the exclusive use. See, Bryan A. Garner, A Dictionary
of Modern Legal Usage 624 (2d. Ed. 1995). Also, to the extent that the terms "in" or "into" are used in the specification
or the claims, it is intended to additionally mean "on" or "onto." Furthermore, to the extent the term "connect" is used in
the specification or claims, it is intended to mean not only "directly connected to," but also "indirectly connected to" such
as connected through another component or multiple components.
While example systems, methods, and so on, have been illustrated by describing examples, and while the examples
have been described in considerable detail, it is not the intention to restrict or in any way limit the scope of the appended
claims to such detail. It is, of course, not possible to describe every conceivable combination of components or meth-
odologies for purposes of describing the systems, methods, and so on, described herein. Additional advantages and
modifications will readily appear to those skilled in the art. Therefore, the invention is not limited to the specific details,
and illustrative examples shown or described. Thus, this application is intended to embrace alterations, modifications,
and variations that fall within the scope of the appended claims. Moreover, the foregoing embodiments are illustrative,
and no single feature or element is essential to all possible combinations that may be claimed. Furthermore, the preceding
description is not meant to limit the scope of the invention. Rather, the scope of the invention is to be determined by the
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appended claims.

Claims

1. A computer implemented method (900) comprising:

obtaining a first load activity data corresponding to activity at a first load over a time period (910);
obtaining a second load activity data corresponding to activity at a second load over the time period (910);
obtaining a first source activity data corresponding to activity at a first source over the time period (920);
obtaining a second source activity data corresponding to activity at a second source over the time period (920);
calculating, using a correlation coefficient, an association cost metric (940) between:

the first load activity data and the first source activity data,
the first load activity data and the second source activity data,
the second load activity data and the first source activity data, and
the second load activity data and the second source activity data;

using a lower bounding function for indexing time series to eliminate at least one pair, comprising one of the
load activity data and one of the source activity data, that is not the best match; and
matching the first load and one of the first source and the second source and matching the second load and
one of the first source and the second source according to an optimization criteria applied to the calculated
association cost metrics (950), wherein matching the first load and one of the first source and the second source
and matching the second load and one of the first source and the second source further comprises manipulating
a load activity of each load, one at a time, with a known pattern;
recognizing the known pattern in respective source activity data and matching the load corresponding to the
manipulated load activity with the source corresponding to the source activity data containing the known pattern.

2. The method of claim 1, where a higher similarity corresponds to a lower association cost metric and the optimization
criteria corresponds to minimizing a sum of the association cost metrics.

3. The method of claim 1, where the activity at the first load includes at least one of power, operations per unit time,
CPU utilization, I/O utilization, and network utilization.

4. The method of claim 1, where the activity at the first source includes at least one of power consumption, current,
harmonic distortion, power factor, real power, and apparent power.

5. The method of claim 1, where the matching includes at least one of solving a linear summation assignment problem
and solving a binary permutation matrix.

6. The method of claim 1, where the calculating includes:

calculating at least one of dynamic time warping (DTW) and a lower bounding approximation of DTW between:

the first load activity data and the first source activity data,
the first load activity data and the second source activity data,
the second load activity data and the first source activity data, and
the second load activity data and the second source activity data,

along the time period.

7. The method of claim 6, where the similarity is maximized.

8. The method of claim 1, where the matching includes finding the matrix X = (xij)m3m, with xij = 1 if 

and xij = 0 otherwise, that minimizes  subject to  for j = 1,...,m,
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 for i =1,..., m, and xij ∈ {0,1} for i, j =1,...,m, where  is the association cost metric.

9. The method of claim 1, further comprising:

transforming the first load activity data and the second load activity data into load activity rankings, and
transforming the first source activity data and the second source activity data into source activity rankings.

10. The method of claim 9, further comprising:

normalizing one of the first load activity data and the second load activity data to the load activity rankings.

11. The method claim 9 or 10, further comprising:

normalizing one of the first source activity data and the second source activity data to the source activity rankings.

Patentansprüche

1. Ein computerimplementiertes Verfahren (900), wobei das Verfahren die folgenden Schritte aufweist:

Erhalten von ersten Last Aktivitätsdaten, entsprechend einer Aktivität an einer ersten Last über eine Zeitdauer
(910);
Erhalten von zweiten Last Aktivitätsdaten, entsprechend einer Aktivität an einer zweiten Last über die Zeitdauer
(910);
Erhalten von ersten Quellen Aktivitätsdaten, entsprechend einer Aktivität an einer ersten Quelle über die Zeit-
dauer (920);
Erhalten von zweiten Quellen Aktivitätsdaten, entsprechend einer Aktivität an einer zweiten Quelle über die
Zeitdauer (920);
Berechnen, unter der Verwendung eines Korrelationskoeffizienten, einer Assoziationskostenmetrik (940) zwi-
schen:

den ersten Last Aktivitätsdaten und den ersten Quellen Aktivitätsdaten,
den ersten Last Aktivitätsdaten und den zweiten Quellen Aktivitätsdaten,
den zweiten Last Aktivitätsdaten und den ersten Quellen Aktivitätsdaten, und
den zweiten Last Aktivitätsdaten und den zweiten Quellen Aktivitätsdaten;

Verwenden einer Funktion für eine untere Schwelle zum Indexieren von Zeitreihen, um wenigstens ein Paar,
das eine der Last Aktivitätsdaten oder eine der Quellendaten aufweist, zu eliminieren, das nicht die beste
Übereinstimmung zeigt; und
Zuordnen der ersten Last und einer der ersten Quelle oder der zweiten Quelle und Zuordnen der zweiten Last
und einer der ersten Quelle oder der zweiten Quelle, entsprechend einem Optimierungskriterium, das auf die
berechnete Assoziationskostenmetrik (950) angewendet wird, wobei das Zuordnen der ersten Last und eine
der ersten Quelle oder der zweiten Quelle und das Zuordnen der zweiten Last und eine der der ersten Quelle
oder der zweiten Quelle ferner das nacheinander Manipulieren einer Lastaktivität jeder Last mit einem bekannten
Muster aufweist;
Erkennen des bekannten Musters in entsprechenden Quellenaktivitätsdaten und Zuordnen der Last, entspre-
chend der der manipulierten Lastaktivität, und der Quelle, die den Quellenaktivitätsdaten entspricht, und die
das bekannte Muster enthält.

2. Das Verfahren nach Anspruch 1, wobei eine höhere Ähnlichkeit einer niedrigeren Assoziationskostenmetrik ent-
spricht und wobei das Optimierungskriterium einer Minimierung einer Summe der Assoziationskostenmetriken ent-
spricht.

3. Das Verfahren nach Anspruch 1, wobei die Aktivität an der ersten Last wenigstens eines des Folgenden aufweist,
eine Leistung, Operationen pro Zeiteinheit, eine CPU Verwendung, eine I/O Verwendung oder eine Netzwerk Ver-
wendung.
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4. Das Verfahren nach Anspruch 1, wobei die Aktivität an der ersten Quelle wenigstens eines des Folgenden aufweist,
einen Leistungsverbrauch, einen Strom, eine harmonische Störung, einen Leistungsfaktor, eine reale Leistung oder
eine scheinbare Leistung.

5. Das Verfahren nach Anspruch 1, wobei das Zuordnen wenigstens das Lösen eines linearen Additionszuordnungs-
problems oder das Lösen einer binären Permutationsmatrix aufweist.

6. Das Verfahren nach Anspruch 1, wobei das Berechnen folgende Schritte aufweist:

Berechnen von wenigstens einem Dynamic Time Warping (DTW) oder einer Näherung für eine untere Schwelle
des DTW zwischen:

den ersten Last Aktivitätsdaten und den ersten Quellen Aktivitätsdaten,
den ersten Last Aktivitätsdaten und den zweiten Quellen Aktivitätsdaten,
den zweiten Last Aktivitätsdaten und den ersten Quellen Aktivitätsdaten, und
den zweiten Last Aktivitätsdaten und den zweiten Quellen Aktivitätsdaten innerhalb der Zeitdauer.

7. Das Verfahren nach Anspruch 6, wobei die Ähnlichkeit maximiert wird.

8. Das Verfahren nach Anspruch 1, wobei das aufeinander Abstimmen das Auffinden der Matrix X = (xij)m3m aufweist,

mit xij =1 wenn  und xij =0 in allen anderen Fällen, die die folgende Gleichung minimiert

 wobei gilt  für j =1,...,m,  für i=1,...,m, und xij ∈{0,1} für

i, j=1,...,m, wobei  die Assoziationskostenmetrik darstellt.

9. Das Verfahren nach Anspruch 1, wobei das Verfahren ferner folgende Schritte aufweist:

Transformieren der ersten Last Aktivitätsdaten und der zweiten Last Aktivitätsdaten in Last Aktivitätsrankings,
und
Transformieren der ersten Quellen Aktivitätsdaten und der zweiten Quellen Aktivitätsdaten in Quellen Aktivi-
tätsrankings.

10. Das Verfahren nach Anspruch 9, wobei das Verfahren ferner folgenden Schritt aufweist:

Normieren der ersten Last Aktivitätsdaten oder der zweiten Last Aktivitätsdaten auf die Last Aktivitätsrankings.

11. Das Verfahren nach Anspruch 9 oder 10, wobei das Verfahren ferner folgenden Schritt aufweist:

Normieren der ersten Quellen Aktivitätsdaten oder der zweiten Quellen Aktivitätsdaten auf die Quellen Aktivi-
tätsrankings.

Revendications

1. Procédé mis en oeuvre par un ordinateur (900) comprenant :

obtenir des premières données d’activité de charge correspondant à une activité au niveau d’une première
charge sur une période de temps (910) ;
obtenir des deuxièmes données d’activité de charge correspondant à une activité au niveau d’une deuxième
charge sur la période de temps (910) ;
obtenir des premières données d’activité de source correspondant à une activité au niveau d’une première
source sur la période de temps (920) ;
obtenir des deuxièmes données d’activité de source correspondant à une activité au niveau d’une deuxième
source sur la période de temps (920) ;
calculer, en utilisant un coefficient de corrélation, une métrique de coût d’association (940) entre :
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les premières données d’activité de charge et les premières données d’activité de source,
les premières données d’activité de charge et les deuxièmes données d’activité de source,
les deuxièmes données d’activité de charge et les premières données d’activité de source, et
les deuxièmes données d’activité de charge et les deuxièmes données d’activité de source ;

utiliser une fonction de délimitation inférieure pour indexer une série temporelle pour éliminer au moins une
paire, comprenant les unes ou les autres des données d’activité de charge et des données d’activité de source,
qui ne présentent pas la meilleure adaptation ; et
adapter la première charge et l’une de la première source et de la deuxième source et adapter la deuxième
charge et l’une de la première source et de la deuxième source en fonction d’un critère d’optimisation à appliquer
au métriques de coût d’association calculées (950), l’adaptation de la première charge et de l’une de la première
source et de la deuxième source et l’adaptation de la deuxième charge et de l’une de la première source et de
la deuxième source comprenant en outre une manipulation de l’activité de charge de chaque charge, une seule
à la fois, avec un motif connu ;
reconnaître le motif connu dans des données d’activité de source respectives et adapter la charge correspondant
à l’activité de charge manipulée à la source correspondant aux données d’activité de source contenant le motif
connu.

2. Procédé selon la revendication 1, dans lequel une similarité supérieure correspond à une métrique de coût d’asso-
ciation inférieure et le critère d’optimisation correspond à une minimisation d’une somme des métriques de coût
d’association.

3. Procédé selon la revendication 1, dans lequel l’activité au niveau de la première charge comprend au moins un
élément parmi la puissance, le nombre d’opérations par unité de temps, l’utilisation de CPU, l’utilisation I/O, et
l’utilisation réseau.

4. Procédé selon la revendication 1, dans lequel l’activité au niveau de la première source comprend au moins un
élément parmi la consommation d’énergie, le courant, la distorsion harmonique, le facteur de puissance, la puissance
réelle, et la puissance apparente.

5. Procédé selon la revendication 1, dans lequel l’adaptation comprend au moins l’une d’une résolution d’un problème
d’affectation de sommation linéaire et d’une résolution d’une matrice de permutation binaire.

6. Procédé selon la revendication 1, dans lequel le calcul comprend :

calculer au moins l’une d’une déformation temporelle dynamique (DTW) et d’une approximation de délimitation
inférieure de DTW entre :

les premières données d’activité de charge et les premières données d’activité de source,
les premières données d’activité de charge et les deuxièmes données d’activité de source,
les deuxièmes données d’activité de charge et les premières données d’activité de source, et
les deuxièmes données d’activité de charge et les deuxièmes données d’activité de source, sur la longueur
de la période temporelle.

7. Procédé selon la revendication 6, dans lequel la similarité est maximisée.

8. Procédé selon la revendication 1, dans lequel l’adaptation comprend le fait de trouver la matrice X = (xij)mxm’ avec

xij = 1 si  et xij = 0 autrement, qui minimise  soumis à

 pour j = 1,..., m,  pour i = 1,...,m, et xij ∈ {0,1} pour i,j = 1, ...,m, où

 est la métrique de coût d’association.

9. Procédé selon la revendication 1, comprenant en outre :

transformer les premières données d’activité de charge et les deuxièmes données d’activité de charge en des
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classements d’activité de charge, et
transformer les premières données d’activité de source et les deuxièmes données d’activité de source en des
classements d’activité de source.

10. Procédé selon la revendication 9, comprenant en outre :

normaliser les unes ou les autres des premières données d’activité de charge et des deuxièmes données
d’activité de charge d’après les classements d’activité de charge.

11. Procédé selon la revendication 9 ou 10, comprenant en outre :

normaliser les unes ou les autres des premières données d’activité de source et des deuxièmes données
d’activité de source d’après les classements d’activité de source.
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