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(54) DATA ANALYTICS ON PRE-PROCESSED SIGNALS

(57) A computer-implemented method and corre-
sponding system for processing sensor data associated
with a vehicle is provided. The sensor data may be com-
pressed or encoded with a dictionary according to sparse
approximation theory, resulting in a sparse representa-
tion of the sensor data. Processing may further comprise
detecting an event associated with the vehicle, wherein
an event may be an accident recorded by sensors of the
vehicle providing the sensor data. The detection of the

event may be based on processing of the sparse repre-
sentation of the sensor data alone without decoding the
sparse representation. The detection of the event may
further employ machine learning methods trained to the
detection of an event from the sparse representation of
the sensor data, or a combination of sparse representa-
tions of sensor data originating from a plurality of vehicles
or sensors.
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Description

[0001] Data Analytics play an increasingly important role in vehicle or transportation applications, such as automotive
applications. The following relates to a device and method for using compressed signals from sensors in a vehicle, such
as a car, truck, shuttle bus, train or any other rail road based vehicle, suspension railway, air-plane, watercraft, ship,
drone, or spacecraft. The vehicles may be autonomously operating/driving, such as a self-driving car, robot car, driverless
car, or a non-autonomously operating/driving vehicle that has a human operator/driver.
[0002] Both the amount of data generated in a vehicle and the spectrum of analytics tasks which can be performed
with this data is rapidly expanding. In many scenarios data generated in a vehicle (for example car) is transmitted to a
remote computing environment (hereafter: cloud, or cloud computing environment) and analyzed there. However, this
scheme quickly leads to problems, such as: increasing data volumes make it costly or even impossible to send a
significant part of recorded data to the cloud. An obvious solution for this problem is data compression. A metric used
to evaluate various data compression algorithms is a reduction rate or (just) reduction. The reduction rate R can be
calculated as R = 1 - (compressed data volume / raw data volume).
[0003] Although many compression algorithms exist, they suffer from two main drawbacks. Firstly, high reduction rates
can usually be achieved only with lossy compression: an algorithm introduces a certain amount of error into the com-
pressed signal and the reconstructed/decompressed signal deviates from the original one. Existing lossy compression
algorithms provide no guarantied bound on the reconstruction error needed for data required to update own models,
which makes these algorithms unsuitable in safety-critical (automotive) transportation applications. Moreover, fixed
transformation based schemes based on DCT or Wavelet transformation do not allow to obtain the required accuracies
when running a machine learning method based on compressed data. Secondly, the data usually has to be decompressed
before applying analytics Algorithms. This has adversary effects on the hardware requirements and computational time,
mostly related to the synchronization of data and models between a client and server environment or between an edge
computing device and a central computation unit deployed e.g. in a car.

SUMMARY

[0004] According to an embodiment, a computer-implemented method for processing sensor data is provided. The
method comprises receiving sensor data from a sensor associated with a vehicle. The sensor data may comprise a
plurality of data values. In addition, the method may comprise determining a sparse representation of the received sensor
data using a sparse-approximation technique. The sparse-approximation technique may use a dictionary and an error
control parameter. Determining the sparse representation may comprise: generating candidate sparse representations
of the sensor data based on the dictionary; selecting one of the candidate sparse representations as the sparse repre-
sentation, wherein the selected candidate sparse representation meets a criteria. The criteria may be that each of the
error differences between the data values of the sensor data from corresponding decoded data values of the selected
candidate sparse representation meets the error control parameter. In addition, the method may comprise detecting an
event from the (determined) sparse representation.
[0005] According to a further aspect of the computer-implemented method, each error difference is calculated as an
absolute value of a difference. This means, that the absolute value of the difference between two data values may be
considered.
[0006] According to a further aspect, the computer-implemented method further comprises determining the corre-
sponding decoded data values of the selected candidate sparse representation by decoding the selected candidate
sparse representation with the dictionary.
[0007] According to a further aspect, detecting the event from the sparse representation may comprise computing a
reduction rate of the sparse representation with respect to the received sensor data and and detecting the event, when/if
the reduction rate does not meet a threshold value.
[0008] According to a further aspect, detecting the event from the sparse representation may comprise extracting a
feature vector from the sparse representation of the sensor data. According to a further aspect, the method may further
comprise applying a prediction model to the feature vector. A margin may be computed and compared to a threshold
margin. According to a further aspect, the method may further comprise detecting the event, when the computed margin
exceeds the threshold margin. According to a further aspect, the method may further comprise labelling the sensor data
or the sparse representation according to a classification of the prediction model.
[0009] According to a further aspect, detecting the event from the sparse representation further may comprise providing
the sensor data to a remote computing environment (as training data), upon labelling the sensor data. Additionally or
alternatively, the method may comprise providing the sparse representation to a remote computing environment (as
training data), upon labelling the sparse representation.
[0010] According to a further aspect, the sparse representation comprises a plurality of reduced coefficients. According
to a further aspect, detecting the event from the sparse representation comprises detecting the event, when a combination
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of the reduced coefficients of the sparse representation meets a criterion indicating an anomalous event of the vehicle
or condition of the vehicle. The criterion may be that one or more reduced coefficients exceed a threshold value, or that
a combination of the reduced coefficients exceeds a threshold value.
[0011] According to a further aspect, the computer implemented method may comprise, upon detecting the event from
the sparse representation, providing the sensor data or sparse representation to a remote computing environment as
training data. The method may further comprise determining a new dictionary based on a training data set including the
training data by using a dictionary learning scheme. The method may further comprise distributing the new dictionary
to one or more vehicles.
[0012] According to a further aspect, a sensor data processing system for a vehicle is provided. The system may
comprise means for receiving sensor data from a sensor associated with the vehicle. The sensor data may comprise a
plurality of data values. The system may additionally or optionally comprise further means for determining a sparse
representation of the received sensor data using a sparse-approximation technique. The sparse-approximation technique
may use a dictionary and an error control parameter. Determining the sparse representation may comprise generating
candidate sparse representations of the sensor data based on the dictionary. Determining the sparse representation
may further comprise selecting one of the candidate sparse representations as the sparse representation. The selected
candidate sparse representation may meet a criteria. The criteria may be that each of the error differences between the
data values of the sensor data from corresponding decoded data values of the selected candidate sparse representation
meets the error control parameter. The system may optionally comprise means for detecting an event from the sparse
representation. The system may optionally comprise means for controlling the vehicle upon receiving an indication of
an event.
[0013] According to a further aspect, the sensor data processing system for a vehicle, further comprises means for
providing the sensor data or sparse representation to a server (as additional training data), upon detecting the event
from the sparse representation. Optionally, the system may further comprise a server adapted to determine a new
dictionary based on a training data set including the provided training data by using a dictionary learning scheme. The
system may optionally be adapted to distribute the new dictionary to the vehicle or one or more other vehicles.
[0014] According to a further aspect, a server for processing sensor-based data of one or more vehicles is provided.
The server may be adapted to receive a sparse representation of sensor data associated with a vehicle. The sparse
representation may be encoded with a dictionary according to a sparse approximation technique. The server may be
adapted to determine a new dictionary based on a training data set using a dictionary learning scheme. The training
data set may comprise the received sparse representation as training data. The server may be further adapted to
distribute the new dictionary to one or more vehicles.
[0015] According to a further aspect, the server may be adapted to receive the sparse representation of sensor data
from a first vehicle. The server may be further adapted to receive a second sparse representation of sensor data
associated with a second vehicle. The second vehicle may be different from the first vehicle. The server may be further
adapted to detect an event from a combination of the received sparse representation of sensor data associated with
first vehicle and the received sparse representation of sensor data associated with the second vehicle. According to a
further aspect, determining of the new dictionary is further based on the detected event.

DETAILED DESCRIPTION

[0016]

Figure 1a illustrates a system in which embodiments of the invention may be implemented.

Figure 1b illustrates processing units involved in the flow of signals for detecting events from compressed signals;

Figure 2 illustrates a process 200 using a sparse approximation method to obtain and distribute a resulting dictionary;

Figure 3 illustrates a process/method 300 for compressing sensor data;

Figure 4a illustrates a method for extracting a feature vector from compressed sensor data;

Figure 4b illustrates a method for making a prediction from a feature vector;

Figure 5 illustrates a method for determining whether a suspected event has happened based on the compressed
sensor data; and

Figures 6a and 6b illustrate methods for the exchange of an atom of a dictionary between two vehicles.
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[0017] The present invention relates to data analytics on compressed signals and sparse dictionary learning. Sparse
dictionary learning is a representation method aiming at finding a sparse representation (= compressed signal) of input
data.
[0018] In the following pre-processing scheme/algorithm, an (encoding) dictionary may be used for compressing raw
(sensor) data, resulting in compressed data. The raw sensor data may be referred to as a signal vector. A signal (= raw
input data from a sensor) may be encoded with an (encoding) dictionary, resulting in compressed data, the compressed
data may be referred to herein as a compressed signal (vector). In the following, the terms "compressing a signal with
a (encoding) dictionary" and "encoding a signal with the (encoding) dictionary" are used as having the same meaning.
Likewise, the terminology "decompressing a signal with the dictionary" and "decoding a signal with the dictionary" have
the same meaning. The same dictionary may be used to decompress the compressed signal vector into a decom-
pressed/decoded signal vector. The dictionary may be represented as a matrix, for example a matrix with square shape.
The same dictionary may be used to process (i.e. compress/decompress, or encode/decode) digital signals of different
types of sensors. For example, the same dictionary D may be used to find a compressed signal vector for a data signal
from a gyroscope and another compressed signal vector for another data signal from an accelerometer. That is two
different sensors may share or be processed with the same (encoding) dictionary, although the type of signal which the
sensors measure are different (e.g. temperature sensor and humidity sensor). Alternatively, a separate dictionary may
be associated for processing input data of different types of sensors. For example, a first dictionary may be used to
process a (digital) signal of a first sensor, while another dictionary is used to process the input data of another type of
sensor.
[0019] The dictionary may be obtained from a (sparse) dictionary learning procedure. In this learning procedure,
training data is fed into the procedure, which then outputs a dictionary that may be used to compress raw sensor data,
i.e. a (digital) signal (in real-time). Likewise, the dictionary allows decompressing a digital signal compressed with that
dictionary. Such decompression is equivalent to reconstructing the corresponding original signal of the compressed
signal.
[0020] Sparse dictionary learning is a representation learning method which aims at finding a sparse representation
of the input data in the form of a linear combination of basic elements. These elements are called atoms and they
compose a dictionary. Atoms in the dictionary are not required to be orthogonal to each other, and they may be an over-
complete spanning set. Where the dictionary is represented as a matrix, the atoms of the dictionary are the columns (or
column vectors) of the dictionary matrix. The aforementioned properties lead to having seemingly redundant atoms that
allow multiple representations of the same signal but also provide an improvement in sparsity and flexibility of the
representation.
[0021] The compression of a digital signal according to a sparse approximation theory/technique is described in the
following. A digital signal to be compressed may be represented as a finite-length vector. For example, it may be an N-
dimensional vector x (N denoting the length of the vector). A dictionary D for compressing (or encoding) the digital signal
vector x may be an N times N dimensional matrix. The compression routine may then try to represent x as D times y,
wherein y is a sparse N-dimensional vector, ideally as sparse as possible, which means that only a few atoms/columns
from the dictionary D are used in a linear combination to represent y. y is also called the sparse representation. The
sparse representation comprises components, elements, or reduced coefficients. In other words, the sparse represen-
tation y = arg min i y’ i0, wherein i i0 denotes the I0-norm, y’ denotes a candidate sparse representation. As indicated
above, the product of the dictionary D with the sparse representation y is the decoded/decompressed/reconstructed
signal xr, which is an approximation of the input signal, the digital signal (vector) x. xr may comprise decoded data values
(which correspond (one to one) to the data values of the input signal (sensor data).
[0022] In addition, a constraint may be used to further formulate the minimization problem for finding compressed
data, i.e. a sparse representation y (= the compressed signal vector y). This constraint may be that the difference between
x and D times y is minimal according to a norm, such as the I0-norm, I1-norm, I2-norm or I∞-norm, and optionally with
respect to an error control parameter E, e.g. ix - D·yip < E, wherein p may be 0, 1 2, or ∞. By representing the (original)
digital signal vector x as sparse as possible using the dictionary, the compressed signal vector y, while having the same
length N as the original digital signal vector x, contains more zero elements/components which results in a reduction
(by increasing the number of redundant components of the signal vector; even conventional data transfer method can
benefit from this redundancy). Methods for finding the compressed signal vector y are available from sparse approximation
theory, which provides many sparse approximation techniques (such as: matching pursuit, orthogonal matching pursuit,
greedy methods, basis pursuit, or iterative hard-thresholding, and many more).
[0023] Sparsity of y implies that only a few (k << N) components/elements in it are non-zero. The underlying motivation
for such a sparse decomposition/representation is the desire to provide the simplest possible explanation of the original
signal (vector) x as a linear combination of as few as possible columns from the dictionary D. As indicated above, a
column of a dictionary D may also be referred to as an atom.
[0024] A reduction rate for the compression may also be defined as: R = (number of zero components of y) / (length
of y), wherein y is the compressed signal vector.
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[0025] The benefits of using this compression (encoding) scheme is that an analytics task may be performed directly
on the compressed signals without decompression (decoding).
[0026] Using the I∞-norm in the constraint of the minimization problem may be beneficial for improving the quality/fidelity
of the compressed signals and allows tuning accuracy rates of the machine learning methods applied on the sparse
representation comprising the reduced coefficients. The I∞-norm may impose a hard constraint on an absolute value of
the maximum deviation of the decoded/reconstructed signal D·y (wherein D times y is the product of the dictionary matrix
D and the sparse representation/compressed signal vector y) with respect to the original signal vector x. In other words,
the error control parameter E may control how large the largest (error) difference/deviation between two corresponding
components of the original signal vector x and the reconstructed signal D·y may be.
[0027] (Data) Analytics may be performed using compressed data from the above encoding scheme, i.e., the com-
pressed signal vector y. Analytics may be performed directly in the vehicle where the data was generated or after the
data is transferred to a remote computing environment (such as a (remote) server, or a cloud computing environment)
at this destination. The resulting reduced coefficients may be used to determine a range of features which are useful
identify within a specific confidence interval of a specific labelled object. The confidence interval for example for a specific
detection rate may be determined accurately based on the choice of the boundary condition of the I∞-norm.
[0028] The first way has more benefits: it is faster (which is relevant, for example, if it is desired to identify traffic
accidents within a specific confidence interval) and cheaper, because it does not require transferring large volumes of
data from the vehicle to a remote computing environment or between various computing devices within the car. However,
embedded devices, which are typically used in a vehicle, often have restricted computational resources. This limits the
range of possible analytical tasks. In practice, complex analytics tasks are performed faster on a remote computing
environment (remote server) - not in the vehicle. In this case, the aforementioned compression routines with a dictionary
may be used to achieve a reduction of the transferred data volume. Additionally, the compressed data can be used for
event detection without sending the (compressed or raw) data to a remote computing environment (such as a central
sensor fusion unit where an event is detected by combining triggers arising from various received compressed data
streams of different sensors of one or more vehicles). Moreover, the reduced coefficients (of the sparse representation)
could be already used to identify a specific object with a specific label and within a specific confidence interval, then use
the data to ingest into a more computationally expensive perception stack fusing the reduced coefficients of a variety of
different sensors in a central computation unit.
[0029] Figure 1a illustrates a system, in which embodiments may be implemented. A server 100 in a remote computing
environment 110 may be connected to one or more vehicles 130a-b. Each vehicle may be connected to another vehicle
through a remote computing environment 110 or a communication proxy 120. A device 140 that implements the routines
as discussed below may be installed, connected or otherwise integrated in a vehicle. The device 140 may be an embedded
device or embedded system as discussed below. Two vehicles in a fleet of devices can communicate with each other:
Either directly from vehicle to vehicle (V2V) 160, or via a proxy 120, such as a remote computing environment 110 (cloud
computing), or a combination of both ways is possible.
[0030] Some or all of the embodiments disclosed herein may be implemented by an electronic device 140 connecta-
ble/connected to a vehicle. The device may also be implemented as an integral component of the vehicle. Alternatively,
the device may be a portable device that is used with the vehicle, similarly to how portable navigation systems are used
in cars. The device may be (temporarily) mounted to or installed in the vehicle. Furthermore, the device may be an
embedded system as discussed below. The device may be connected through wires, wirelessly, optically, a bus, or any
other means with the vehicle.
[0031] A sensor 150 may be included in a vehicle 130a/130b. Sensors 150 in a vehicle may be connected to the device
140, e.g. an embedded system. The embedded system may then record/acquire signals from the sensors built-in in the
vehicle. Such built-in sensors may be a pressure sensor indicating pressure in tires of a car, the relative velocity/accel-
eration of specific moving parts in a car or a height sensor in a drone, etc. Alternatively or in addition, the device 140
(embedded system) may include (its own) sensors that provide signals about the operation of the vehicle (e.g. gyroscope,
accelerometer,) or the environment (location sensor, temperature sensor, humidity sensor, ice-detection sensor, etc.
To implement some of the routines discussed below an embedded system may be used. Alternatively, a general-purpose
computer (e.g. laptop, tablet computer) may be used in place of an embedded system.
[0032] According an aspect of the invention, the (electronic) device 140 may be a dongle box connected/attached to
a vehicle (e.g. car). The device may be used to compress signals from the sensors of the vehicle and/or signals from
sensors in the device. In addition, the device may analyze the (compressed) signals of the sensors. The device may
determine from the (compressed) signals that an anomaly in the operation of the vehicle is detected/present. This
anomaly may be an accident that happened, an indication that a portion of the vehicle is malfunctioning and that the
vehicle needs maintenance, the energy supply (battery, fuel) of the vehicle is low (on power) and needs charging/re-
placement/refill, the amount/level of a fluid (e.g., oil) in a suspension system of the vehicle is insufficient, or other
examples. In the example of an insufficient fluid level in the suspension system, this situation can be detected by a
sensor providing direct information of the pressure level in the suspension system. However, this situation may also be
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detected from other types of sensors, too, such as an accelerometer. In this case, the sensor data of the accelerometer
may indicate abrupt changes in the acceleration, which would normally not happen, when the suspension system is
operating correctly (and not malfunctioning).
[0033] According to an embodiment, the device may gather or collect sensor data from sensors in the vehicle, where
the device is installed/attached. The sensor data may be analog signals that the device may convert to digital signals,
for example by using an analog-to-digital-converter. The sensor data received from a sensor may be a digital signal.
The device may receive one sensor datum/value at a time and aggregate multiple sensor values into a signal or signal
vector that has a finite length. The device may collect time series from a sensor in/of the vehicle. A time series may be
a series of data points and indexed in time order. For example, a time series may be represented as a signal vector x
with finite length N. Each element/component of that signal (vector) x may correspond to a sensor datum/value measured
at a different point in time. The sensor data is sampled (and thus converted into a digital signal) with a sampling fre-
quency/rate f (defined in Hertz). The inverse of the sampling rate may be the sampling period and may define separation
in time of two subsequent sensor values in a signal vector.
[0034] According to a further optional aspect, the device 140 in the vehicle may monitor or track the incoming sensor
data with a threshold-based algorithm to determine, if any of the sensor values deviates strongly from a normal range.
For example, the device may determine whether a sensor value exceeds or falls below a threshold value k. If so, this
may indicate that an anomaly/incident is present, such as an accident or any of the other example of events discussed
above. The device may then be triggered to store sensor data (for example time series data) of a predefined time interval
around the suspected anomaly. Such an anomaly detection scheme enables to provide a first redundancy to the detection
scheme of the edge detection scheme described here. For example the device may store 8 seconds around a suspected
event and determine through a subsequent step if the accident happened within a specific confidence interval. Such
sensor data may then be sent to a remote computing environment 110 or server 100.
[0035] According to a further aspect, the device may perform classification on the sensor data, before sending the
sensor data to a remote computing environment as training data or taking any other action. If the sensor data is to be
sent as training data, classifying an event may help to reduce the number of incidents reported falsely as anomalies to
the remote computing environment. In other words, the number of false-positives may be reduced in the training data
set which may help to reduce the number of manual work to verify true anomalies from false anomalies and at the same
time reduces network traffic. In the same way, the scheme might be trained to detect and transmit abnormal events in
at the raw increased data rate, enabling to train a suited prediction scheme of such an abnormal event.
[0036] According to an aspect of the present invention, training data may be used to find an encoding dictionary. The
decision to send out raw data could be based on determining that the registered event was due to an abnormal event,
as determined by the detection scheme described before. Training data could be cumulated over events triggered by
the same detection scheme over subsequent points of time or over a fleet of different devices. The training data may
comprise uncompressed signals from the sensors. The signals may be from different types of sensors, resulting in a
heterogeneous training data set. Alternatively the training data may be comprised of uncompressed from the same type
of sensor, resulting in a homogeneous training data set. In any case, an encoding dictionary may be searched and found
by solving an optimization problem as it is known from sparse approximation theory. The found dictionary may then be
distributed to a device according to the present invention, where the device is used to compress/encode signals from
the vehicle using the dictionary. The found dictionary may be shared/distributed to a fleet of vehicles. The fleet of vehicle
need not to have the same set of sensors available to share/use the same dictionary.
[0037] Figure 1b illustrates processing units involved in the system of Figure 1a and the flow of signals for detecting
events from compressed signals. While it is widely known that an event associated with sensor data may be detected
from decompressed/decoded or raw sensor data, it is also possible to detect an event based on compressed sensor
data - without decompressing the compressed sensor data. Such processing has the benefit that the decompression of
sensor data may be omitted and that bandwidth is saved at the same time, since the processing of the event detection
is based on the compressed data instead of the raw sensor data or decompressed/uncompressed data.
[0038] The sensor 150 may provide sensor data, e.g. raw sensor data, to an encoding unit 170. The encoding unit
170 (or compression unit) may receive (raw) sensor data from the sensor 150 and then process the sensor data. The
encoding unit 170 may process the sensor data (signal x) with an encoding dictionary D so as to represent the raw
sensor data in a sparse form, using one of the sparse approximation techniques mentioned above. The sparse approx-
imation technique of the encoding unit in use may also be configured, set, or changed based on a user setting. Processing
the sensor data x with the dictionary D may result in a compressed signal (vector) y, which may then be passed to the
event detection unit 190 or a remote computing environment. The encoding unit 170 may be integrated into the vehicle
130a (which is associated with the sensor). Alternatively, the encoding unit 170 is included in the device 140, and/or
may be implemented as hardware logic or software logic. In addition, the system may comprise a event detection unit
190. The event detection unit 190 may use the compressed signal y received from the encoding unit to detect an event
195 (i.e. an anomaly in the sensor data). Optionally, the event detection unit 190 may further receive the sensor data
(signal x) in addition to the sparse representation. Optionally, the system may further comprise a decoding unit 180,
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which is included in the remote computing environment 110 or the server 110. The decoding unit 180 may receive the
compressed signal y from the vehicle 130 or the device 140. Further, the decoding unit may use the corresponding
dictionary D to decompress/decode the sparse representation/signal y, yielding a reconstructed/decoded/decompressed
signal xr. Optionally, the system further comprises a vehicle control unit 185. The vehicle control unit 185 may be
integrated in the vehicle or external to the vehicle (such as implemented in the server). Optionally, the vehicle control
unit 185 may be part of the device 160. The vehicle control unit optionally receives an indication of an event 195, sensor
data, or a sparse representation of the sensor data. In response to receiving a combination of the aforementioned data,
the vehicle control unit may issue a control command to change the operating mode of the vehicle associated with the
received data.
[0039] In the following, details of the processing steps in the encoding unit 170 are illustrated. The encoding unit 170
may determine a sparse representation of the sensor data according to a sparse approximation technique. The encoding
unit 170 receives an original signal (vector) x (i.e. raw sensor data from the sensor 150). The signal x may have a finite
length N. If the x is represented as a vector the length N denotes the length of the vector. The encoding unit 170 may
attempt to find a compressed signal y using an encoding dictionary D and an error-control parameter E. The compressed
signal y may be a sparse representation of the original signal x. For this, the encoding unit 170 may use an optimization
algorithm that attempts to find an optimal solution to the constrained optimization problem y = arg min i y’ i0, wherein ix
- D·y’ip < E, where E is the error-control parameter, P may be 0, 1, or ∞, and y’ is a candidate for the compressed signal
y. y’ may also be called a candidate sparse representation. Sparse approximation techniques (such as: matching pursuit,
orthogonal matching pursuit, greedy methods, basis pursuit, or iterative hard-thresholding) can be used to find a com-
pressed signal y for the original signal x, the encoding unit may start with a first candidate compressed signal y’, which
may have the same length as the original signal x. In other words, y’ has also N elements. The encoding unit may then
determine whether the candidate compressed signal y’ meets stop criteria for terminating the search. If the candidate
compressed signal y’ meets the stop criteria, it will be output as the compressed signal y. Otherwise, a new candidate
compressed signal y’ will be generated and the procedure for finding a suitable compressed signal y will be iterated until
the stop criteria are met. A first stop criteria may be that the candidate compressed signal y’ is sparse enough, meaning
that the number of non-zero elements (=reduced coefficients) in the signal vector y’ is below a threshold value Z. The
value of Z may be predefined or dynamically set, so that it adapts with the sparsity of candidate compressed signals y’
from previous iterations. Another stop criteria may be that the deviation of the decoded signal xr from the original signal
x falls below the error-control parameter E (The parameter E may be predefined and determined by trial-and-error). The
decoded signal xr (also referred to as the decompressed signal or reconstructed signal) may be calculated using the
encoding dictionary D and the candidate compressed signal y’ as D times y’. The residuum/deviation Δ of the candidate
reconstructed signal D times y’ from the original signal can be computed using the I2-norm as: the sum of the squares
of the element-wise differences between the signal vectors x and xr. As formula: ix - D·y’i2 =:Δ. If Δ falls below the error-
control parameter E, i.e. if Δ < E, then one of the stop criteria is met for the encoding unit to stop the iterations for finding
a final compressed signal that can be returned for the original signal x. Since the compressed signal y is not necessarily
used for decompression, but rather for event detection based on the compressed signal, it is desirable that the com-
pression of the original signal does not introduce artifacts into the compressed signal y that make using the compressed
signal y less suitable for event detection. The I2-norm as a stopping criterion may be blind to compression deviations
that occur only for a few elements/data values of the entire sensor data (= signal vector). This may be unfavorable for
detecting events in a signal, because typical footprints of an event are deviations for a few data points/values. To improve
the information that a compressed signal y (which may be used for event detection) represents or reflects, the encoding
unit 170 may use another norm in place of the I2-norm. According to an embodiment, the deviation Δ of the candidate
reconstructed signal xr. = D times y’ from the original signal x can be computed using the I∞-norm.
[0040] As a formula: ix - D·y’i∞ =:Δ. In this case, the deviation Δ is the absolute value of the maximum of component-
wise (error) differences between the original signal x and candidate reconstructed signal xr (= D·y’).
[0041] The benefits of using the I∞-norm (instead of the I2-norm) are that the compressed signal y better reflects
characteristics of an anomalous signal. Such information may be lost when using the 12-norm instead, in which the
deviation of the reconstructed signal xr from the original signal is computed as the sum of the squares of component-
wise deviations. Using the I∞-norm instead for calculation the deviation of the reconstructed signal from the original
signal guarantees that, for all data values in the reconstructed signal, the deviations from the original signal’s data values
is below the error control parameter E. As a surprising effect, the compressed signal also inherently reflects/ includes
this property or information, which makes such compression/encoding particularly useful to event detection.
[0042] The event-detection unit may apply event detection to the received signals, such as the sparse representation
y and/or the sensor data (signal x). According to an embodiment, applying an event-detection to the sparse representation
comprises detecting an event based on a reduction rate R, which may be computed as outlined in step 520 illustrated
with respect to figure 5, or as a R = 1 - (compressed data volume / raw data volume). If the computed reduction rate R
meets a criterion (e.g., R exceeds or falls below a threshold value qr), this indicates that there may be an event/anomaly
associated with the processed data (i.e., the sparse representation and/or the sensor data). Optionally, the sparse



EP 3 722 998 A1

8

5

10

15

20

25

30

35

40

45

50

55

representation and/or the sensor data may be provided to a further event detection scheme to further classify the event,
such as method 400 for making a prediction from a feature vector described further below. Additionally or alternatively,
the reduced coefficients of the sparse representation may be assessed to detect an event. For example, an event may
be detected, when one or more of the reduced coefficients meet a threshold criterion. In other words, if a coefficient yi
of the sparse representation exceeds a threshold value z, an event may be detected. Additionally or alternatively, the
sparse representation and/or the sensor data may be provided to the remote computing environment 110 or the server
100 as training data. The training data may then be employed in the dictionary learning method of process 200 to find
an improved (encoding) dictionary that is more appropriate for encoding/compressing the characteristics of the event
detected in the sensor data. As outlined below, the updated/resulting/determined dictionary may be distributed to one
or more vehicles, including the vehicle from which the training data originated. The updated dictionary may be used
instead of the (previous) dictionary by the encoding unit 170.
[0043] Optionally, the encoding unit 170, vehicle control unit 185, and/or event detection unit 190 may be included in
the device 140.
[0044] Figure 2 illustrates a process 200 using a dictionary learning method/scheme to obtain and distribute the
resulting dictionary of the dictionary learning method to one or more vehicles. The method may be implemented by the
remote computing environment 110 or server 100. The method may use a K-SVD algorithm (an algorithm for the design
of overcomplete dictionaries for sparse representation). A suitable K-SVD algorithm is disclosed by RUBINSTEIN, Ron;
ZIBULEVSKY, Michael; ELAD, Michael in Title: "Efficient implementation of the K-SVD algorithm using batch orthogonal
matching pursuit", Technion, 2008. The disclosure of the aforementioned publication is incorporated herein by reference.
[0045] In step 210, a training module implementing a dictionary learning method/scheme, as discussed above, receives
raw data samples from one or more vehicles, where the data samples were obtained from sensors. For example, a
vehicle using a first sensor may provide its sensor data samples to the training module. The first sensor may be a
gyroscope or an accelerometer. The raw sensor data may be a digital signal to be compressed, which can be represented
as a finite-length vector. For example, it may be an N-dimensional vector x (N denoting the length of the vector). The
received raw data of sensors from the one or more vehicles may be used as training data for the dictionary learning
method. Alternatively or additionally, if portions of the training data samples are not provided as raw sensor data, but
instead as a sparse representation of the sensor data, the sparse representation may be decoded/decompressed with
the dictionary used for (en) coding the sparse representation, resulting in reconstructed/decompressed/decoded sensor
data, which may be suitable for the dictionary learning method/scheme. In a next step 220, the training module determines
a dictionary from the training data. For example, a dictionary D is determined from the received digital signals from the
one or more vehicles (by using a known dictionary learning method). In a further step 230, the determined dictionary D
may be distributed as a compression/encoding dictionary to one or more vehicles, wherein these vehicles may or may
not comprise the vehicle/s from which the training data originated. A vehicle that received such compression/encoding
dictionary may then activate the dictionary and may use it to encode/compress raw sensor data, i.e. original signal
(vector) x, into a compressed signal (vector) y, as mentioned above.
[0046] Additionally, the dictionaries may be distributed over the network of vehicles (such as cars) and a distributed
event detection scheme could be implemented over a fleet of vehicles. The distributed event detection scheme may be
used to detect an anomalous event by using the joint sensor data from the plurality of vehicles in the fleet. An example
for such an anomalous event could be a pothole in the road. Additionally alternatively, a training scheme of a new
anomalous event could be initiated by registering an anomalous event through the distributed event detection scheme
described before. Data streams (e.g. sensor data or sparse representation of the sensor data) of several seconds could
be sent to a centralized processing unit (such as the remote computing environment 110 or the server 100) and used
to train a novel dictionary. As result, an optimized dictionary may be obtained and provided to the vehicles (in the fleet)
enabling each vehicle to detect the anomaly. In the same way, a new anomaly prediction scheme could be trained based
on directly the encoded data in the same server and distributed subsequently over the fleet of cars. The direct benefit
is a reduced detection time per car of the new event, but the cumulated detection time over the fleet of cars is reduced
exponentially with the number of cars deployed in the fleet and traversing the same pothole within a specific amount of time.
[0047] Figure 3 illustrates a process/method 300 for compressing sensor data that may be performed after the distri-
bution of a compression/encoding dictionary D to a vehicle. In a first step 305, the vehicle may obtain the dictionary D
in step 230 of the above illustrated process 200 or by any of the dictionary exchange processes, discussed further below.
The dictionary may be a matrix as discussed above.
[0048] The vehicle may generate raw data from a sensor (within access of the vehicle). The raw sensor data may be
windowed into a block of N samples. The raw sensor data may be an original signal vector x (with finite length N). In a
next step 310, the raw sensor data may be compressed/encoded with the dictionary D, resulting in compressed data
(=sparse representation which may comprise reduced coefficients). For this, the error control parameter E may be set
to a user-defined value suitable for high-fidelity in the compressed data. Likewise, the norm, such as the I0-norm, I1-norm,
I2-norm or I∞-norm may be set for encoding/compressing with the dictionary. The compressed data may be a compressed
signal vector y, as illustrated above. In an alternative or additional step 320, the compressed data may be sent to a
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remote computing environment (for example cloud computing environment). There, in step 325, the compressed data
may be stored, and if the compressed data becomes relevant in view of a triggering event, it may be analysed. Alternatively,
in step 325, the compressed data received in the remote computing environment may be analysed (in any case). This
may include reconstructing the original raw data from the compressed data. This may be achieved by decompress-
ing/decoding the compressed data, e.g., by multiplying the compressed signal vector y (= compressed data) and the
dictionary D. For this, the remote computing environment may obtain the corresponding dictionary, which is suitable for
decoding/decompressing the compressed data in advance or with the compressed data. In a further step 330, a predictive
model may be applied to the compressed data, for example, at the vehicle. The predictive model may be a model, which
may be determined by Support Vector Machine model, as discussed above. Applying the predictive model to the com-
pressed data may result in a prediction result. The prediction result may indicate whether an event has occurred. Such
an event may be that an accident occurred, or that maintenance of the vehicle is needed, or that the operation of the
vehicle needs to halt (for example, due to a sleeping driver/operator of the vehicle). In a next step 340, a remote computing
environment, such as the one/same in step 320 or a different one, may be provided with the prediction result (a classi-
fication). In the next paragraph a non-exhaustive list of uses cases for sending data to a remote computing environment
is given, wherein the sent data may be the prediction result or the compressed data, as in step 320.
[0049] For example, a fleet manager may use sensors in a vehicle to trace signals from the (electric) motor or engine
of a vehicle (such as a bus or car) in order to determine whether the vehicle required maintenance soon. In another
example, an insurance company, such as a car insurance company, may trace signals of a motor/engine of the vehicle
for the purposes of predictive maintenance. In another example or in addition to the aforementioned examples, an
insurance company may trace signals like acceleration, speed, wheel angle, braking, in order to track a customer’s use
of the vehicle, and/or evaluate a driving style of the customer, and/or offer discounts for drivers with a low risk profile.
The same signal data may also be used for predictive maintenance purposes. In another example, a taxi driver may
allow a third-party (i.e. some in addition to the driver’s passenger) agency to collect signals from the sensor data char-
acterizing the driver’s driving style, which may be shared via an app with other potential customers of the taxi driver. In
another example, a set of signals from a variety of sensors in a vehicle may be used to determine a state of mind (drunk,
tired, sleepy) of the driver of the vehicle. If the driver’s state of mind is in a risky condition, the operation of the vehicle
may be altered. This alteration may comprise halting the vehicle, parking the vehicle, or issuing an alert/indication to the
driver. In another example, signals from an accelerometer and/or a gyroscope can be traced to determine an accident
and issue a request for first aid via telecommunication means, such as a telephone or the Internet. In another example,
signals from a vehicle may be traced to identify moments with a high probability of an accident. Possible actions to
mitigate such potential accident include alerting the driver of the vehicle, or taking over control of the vehicle, if it is a
remote controllable vehicle. In another example, GPS information of a vehicle operating in a city can be traced to gather
information about traffic jams and inform other vehicles/drivers. In another example, connected vehicles may commu-
nicate with each other and such a vehicle may inform another vehicle about road/traffic condition. This may be imple-
mented by sending a message from one vehicle to another vehicle. The vehicle receiving the message may then alert
the driver of the vehicle, or if it is an autonomously operating vehicle accordingly change its operation.
[0050] Figures 4a and 4b illustrate processes for an inference procedure using the compressed data. A classifier
based on a Support Vector Machine (SVM) model may be trained in a training phase resulting in model data/parameters
that may be used in the inference procedure of the classifier. These model parameters may include (a vector of) of dual
coefficients, an intercept term, a kernel parameter, a threshold value of a margin M0, (a vector of) feature means, (a
vector of) feature standard deviations, and (an array of) support vectors.
[0051] Figure 4a illustrates a method/process 400a for extracting a feature vector from compressed data.
[0052] In an initial step 410a, (compressed) sensor data may be retrieved. The sensor data (in this case the sensor
data may be the sparse representation of the raw sensor data or the raw sensor data itself) may be retrieved upon
determining that an event happened. For example, if a reduction rate falls below a threshold, or any other trigger may
be activated, the device 140 may start recording sensor data of 8 seconds around the suspected event (e.g. an accident)
and use this data in an inference method to label the event. The sensor data may be recorded in compressed form as
discussed above with respect to Figure 3. The sensor data may be from a single sensor, thus comprising a signal from
that sensor, or it may comprise sensor data of multiple sensors, thus comprising signals from these sensors. For example,
the sensor data may comprise three components of acceleration (from an acceleration sensor), i.e. in x-, y-, and z-
direction, and further may comprise three components of a gyroscope, i.e. roll, pitch, yaw. In this case the sensor data
would be comprised of 6 signals, one per each component of the two sensors. In the example with an accelerometer
with 3 axis and a gyroscope with 3 components there may be 1600 data points per axis/component of the sensor,
resulting in a total of 6 x 1600 data points = 9600 data points. The sensor data may be loaded into the inference method.
Before further processing the recorded data, the data may be decompressed/decoded using the encoding dictionary.
[0053] In an additional optional step 420a, derived signals may be determined from the sensor data. In the example
with the accelerometer and gyroscope, the magnitude of the acceleration may be derived. Furthermore, as another
derived signal, the increments between neighbouring data points in a signal may be determined, i.e. new (differential)
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signal Δxi= xi - xi-1 for i = 2 to N, wherein Δx1=Δx2, and xi denotes a component of signal vector x (e.g. x-component of
accelerometer, or yaw of gyroscope).
[0054] In another optional step 430a, signals of the sensor data may be smoothened. For example, by applying an
averaging operation to the (derived and original) signals of the sensor data. This averaging operation may be a moving
average. The window size of the moving average may be 60.
[0055] In another step 440a, (aggregated) features may be computed from the signals of the sensor data. Since the
signals generally may comprise time series data, the computed features may be statistical measures of these signals.
The computation of a feature may reduce the data of a signal vector (comprising for example N = 1600) into a single
number.
[0056] These features may be the kurtosis, the mean value, the standard deviation for the signals (including the new
signals derived in the previous step) in this method. Further examples for computed features are the amplitude for the
(time series) signal, i.e. difference between maximum and minimum value in the signal; the ratio of the standard deviation
to the amplitude of the (time series) signal.
[0057] In another optional step 450a, some of the above computed features may be log-transformed. This may be
achieved by replacing the value a of a feature with log(|a| + 1). Other logarithmic transform may also be applied instead
of the aforementioned example.
[0058] By placing each of the computed features (regardless whether additionally log-transformed or not) into a new
vector, a feature vector may be formed and/or provided to the process 400b, step 460a. Therein, each component of
the feature vector may be one of the features computed in the aforementioned steps.
[0059] Figure 4b illustrates a method/process 400b for making a prediction from feature vectors obtained from the
(compressed) sensor data. This process may be performed subsequently to process 400a, after the feature vector is
formed or provided. The method may be performed in the device 140 at the vehicle (in real-time).In step 410b, model
parameters of the classifier obtained from the training phase may be loaded. Such model parameters may constitute a
prediction model. The prediction model may be used to label the sensor data or sparse representation with a classification.
An example for the classification may be that the data is associated with an anomalous event, such as an accident.
Optionally or additionally, the feature vector is replaced by a normalized feature vector. A vector of feature means and
a vector of feature standard deviations may be available to the process from model parameters obtained from a training
phase of the classifier. In the normalized feature vector the mean of every feature is subtracted and divided by the
standard deviation.
[0060] In step 420b, a margin M may be computed. The margin may be the distance of a data point in question from
the Support Vector Machine decision boundary. The margin M may be computed according to the following equations: 

wherein b0 is the intercept term, γ is the kernel parameter, f’ denotes the normalized feature vector with its components
f’1 to f’Nf, wherein Nf denotes the number of features (=length of the feature vector), αk denotes a component of the dual
coefficients α1 to αNs, Ns = number of support vectors, xk denotes the k-th support vector from the array of support
vectors x1 to xNs. As indicated above, the dual coefficients, the support vectors, the intercept term, or the kernel parameter
may be part of a classifier model of the support vector machine and may be obtained from a training phase of the classifier.
[0061] In step 430b, a classification of the data point in question (this is the suspected event for which sensor data
was recorded) may be made. This classification may comprise comparing the computed margin M to a margin threshold
M0. The margin threshold M0 may be obtained with other model parameters. If the margin M exceeds M0 the datapoint
may be assigned/classified as belonging to the first class, or vice versa. For example, as a conclusion, it may be
determined whether the sensor data recorded around the event is associated with an accident (or any other note-worthy
anomaly in the operation of the vehicle). For example, if the computed margin M falls below the threshold margin M0,
the suspected event may be classified as a "False Crash", and otherwise as a "True Crash".
[0062] In an optional step 440b, the result of the classification (label of the sensor data) may be provided together
with the sensor data underlying to the classification to a remote computing environment. At the remote computing
environment, the received sensor data with the label may be used/stored as training data for further (event) classification
models.
[0063] According to another aspect of the invention, anomalies in the sensor data/signals generally may indicate an
event of interest, such as an accident, a need for maintenance of the vehicle, malfunctioning parts of the vehicle, or a
tiredness of the driver/operator of the vehicle (where a change of operation of the vehicle would be an appropriate action
to take). These (anomaly) events may be stored separately and used in subsequent trigger processes, e.g. a camera
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or a LIDAR used to detect the environment around the event. The reduced coefficients could be directly transferred to
a sensor fusion unit (such as server 100) and be combined with reduced coefficients extracted from a camera or LIDAR
device associated with the vehicle based on an equivalent methodology and used to trigger an event detection.
[0064] The dictionary encoding may be used for detecting an anomaly. As the (encoding) dictionary is trained on
historical data, which include some recurrent patterns, (original) signals deviating strongly from the historical data will
result in low reduction rates, when compressed encoded with the dictionary. In other words, abnormally low reduction
rates for a compressed signal may indicate the (original) signal comprises signal patterns that were previously not
learned/taken into account of (by the dictionary). Thus, it is likely that the signal contains data from an anomaly (accident,
etc.). Upon detection that the reduction rate R falls below a threshold value qr, the device may be directed to further
inspect the (compressed or uncompressed) signal to further classify the sensor data or determine what caused the
anomaly. For this, any of the routines disclosed herein for performing data analytics on the (compressed) signals may
be used.
[0065] In some applications, it is desired to optimize the reduction rate, because it is critical to have high reduction
rates in all types of signals (containing an anomaly or not). According to another embodiment, which may be combined
with the above embodiment, the reduction rate R may be used as a trigger to identify new training data for the (encoding)
dictionary. If it is determined or detected that the reduction rate of the compressed signal falls below the threshold value
qr, the device may then provide the compressed signal y (or respective original signal x) to a remote computing envi-
ronment (such as a cloud computing environment) as a further training data sample. Optionally, the respective com-
pressed signal may be marked as a new training data sample, if it is not directly provided to the remote computing
environment. Instead, the compressed signal may be stored in the device until the signal is collected from the device
during a maintenance procedure. In any case, then, the new training data sample may be used in a (sparse) dictionary
learning routine, as discussed above, to improve the dictionary (already in use). This is possible because, in general, a
dictionary learning routine starts with an initial guess for the dictionary, when a new dictionary is to be learned from
training data. In the discussed case, this initial guess for the learning routine may be the dictionary already in use in the
vehicle that resulted in the reduction rate falling below the threshold value.
[0066] Figure 5 illustrates a method/process for determining whether a suspected event has happened based on the
compressed data (=sparse representation) (according to Fig. 3).
[0067] In step 510, raw sensor data may be compressed with an (encoding) dictionary, as described in method 300,
resulting in a compressed data (signal). For example, the original signal vector may be compressed into a compressed
signal vector y.
[0068] In step 520, a reduction rate R may be determined for the compressed data (= sparse representation). The
reduction rate R may be defined as the ratio of non-zero components/elements in the compressed signal (vector) over
the total number of components in the compressed signal (vector). As a formula: reduction rate R = (number of zero
components in the compressed signal vector) / (length N of compressed signal vector).
[0069] In step 530, if the reduction rate R falls below a threshold value qr, the signal may be recorded to further classify
it, for example by using a process to 400a and 400b described above.
[0070] According to an embodiment, vehicles may exchange one or more atoms of their dictionary. This is desirable,
when a first vehicle has a dictionary that works well, because it is in use for a long time (thus the amount of processed
data is large). Another second vehicle, which has only recently started to use the discussed dictionary encoding may
have lower reduction rates, because the dictionary is not as well trained as for the first vehicle. One way to improve the
situation could be to replace the dictionary in use in the second with the first vehicle’s dictionary. However, such dictionary
exchange is costly as it requires to transfer an entire dictionary. To improve this situation, it is possible to exchange one
or more atoms (columns) of the dictionary from the first vehicle, instead of the entire dictionary. In the following, several
embodiments for an exchange of dictionary atoms (also referred to as dictionary columns) are introduced.
[0071] The basic scheme for the exchange of a dictionary atom (hereafter shortly: atom) involves two vehicles: A first
vehicle providing or sending an atom from its dictionary. And a second vehicle receiving the dictionary atom of the first
vehicle.
[0072] The scheme for the exchange of a dictionary atom may also involve finding an atom in the receiving (second)
vehicle’s dictionary. The atom that is used the least to encode/compress signals may be dropped or replaced in the
second vehicle’s dictionary. The least used atom can be determined by keeping statistics about which atom is used how
often to encode/compress a signal. Such statistical analysis may provide the frequency of use for all or some atoms of
a vehicle’s dictionary. Alternatively, one may say that an atom from the first vehicle’s dictionary that is to replace an
atom of the second vehicle’s dictionary is searched.
[0073] Figure 6a illustrates a process/method for the exchange of an atom of an encoding dictionary from the per-
spective of a first vehicle providing the atom. The process illustrated herein may alternatively be performed at a remote
computing environment if the dictionary and the frequency of use of the atoms of the dictionary is available to the remote
computing environment.
[0074] According an embodiment, in step 610a, the dictionary of the first vehicle may be analyzed (at the first vehicle)
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using the indications for the frequency of use of the atoms in the dictionary, and then determine which atom of the
dictionary may is beneficial for replacing an atom in the second vehicle’s dictionary. For example, the first vehicle may
determine whether the frequency of use of an atom in the first vehicle’s dictionary exceeds a threshold value p. doing
so, a potential replacement atom A of the first dictionary may be determined. In step 620a, the first vehicle may provide
the replacement atom A to the second vehicle. Alternatively, when the first vehicle omits the determination of the re-
placement atom A, it may provide its entire dictionary and an indication for the frequency of use of the atoms of the
dictionary to the second vehicle. In another alternative, a remote computing environment (cloud computing environment)
may perform the task described in this paragraph, i.e. the replacement atom A is determined in the cloud and send from
the cloud to the second vehicle, or the cloud may send the first vehicle’s dictionary and the indication for the frequency
of use of the atoms of the dictionary.
[0075] Figure 6b illustrates a process/method for the exchange of an atom of an encoding dictionary from the per-
spective of a second vehicle receiving/inserting the atom in its dictionary.
[0076] According to an embodiment, a second vehicle may receive an (encoding) dictionary of a first vehicle. The
second vehicle may receive the dictionary directly from the first vehicle, for example, through vehicle-to-vehicle com-
munication, or through a proxy, or from a remote computing environment (cloud computing environment) that has a copy
of the first vehicle’s dictionary. In addition to the dictionary, the second vehicle may also receive indication(s) for the
frequency of use of the atoms of the received dictionary. The indications may relate to all atoms of the received dictionary,
or the indication may only relate to a subset of the atoms of the dictionary. In step 610b, the second vehicle may then
analyze the received dictionary using the indications for the frequency of use of the atoms of the dictionary, and then
determine which atom of the received dictionary may be used to replace an atom of the second vehicle’s own dictionary.
For example, the second vehicle may determine a frequency of use of an atom of the first vehicle’s dictionary exceeds
a threshold value p. Doing so, a potential replacement atom A of the first dictionary may be determined. The second
vehicle may use this comparison in order to find an atom of the dictionary that may be inserted into the second vehicle’s
dictionary. In an alternative embodiment, in step 610b, the second vehicle need not to determine the replacement atom
A itself, because it receives the replacement atom A from the first vehicle or a remote computing environment (cloud
computing environment).
[0077] According to a further aspect for replacing an atom of the dictionary, in step 620b, the second vehicle may
determine whether the (potential) replacement atom A is not redundant in view of the current second vehicle’s dictionary.
As such, it is verified whether the replacement atom A would add new information that is currently not present in the
second vehicle’s dictionary. For example, it may be determined that the norm of the difference of A and a projection of
A on a subspace spanned by all atoms (or component vectors) of the second vehicle’s dictionary is above a threshold
value q. This can be performed by the second vehicle again. If the replacement atom A fulfills the aforementioned two
conditions, it may be used to replace an atom from the second vehicle’s dictionary. In another (processing) step, it may
be determined which atom of the second vehicle’s dictionary may be replaced or dropped for the replacement atom. For
example, the second vehicle may determine which atom in its own dictionary is used the least for encoding/compressing
signals. The second vehicle may determine this by book-keeping/counting which indices of the compressed signal
vectors are most of the times zero. Alternatively, the second vehicle may use a threshold value s and determine using
the threshold value s which atom to drop/replace from its dictionary. For example, the second vehicle may determine to
drop/replace an atom of its dictionary wherein the atom’s frequency of use in the encoding/compressing of signals falls
below the threshold value s. Doing so, the atom B that is to be replaced in the second vehicle’s dictionary may be
determined. In step 640b, the second vehicle may then proceed to replace the atom B in its dictionary with the atom A
determined in one of the previous steps. For example, atom A may be replaced in-place for atom B in the second vehicle’s
dictionary. Alternatively, atom B may be first dropped from the second vehicle’s dictionary (resulting in a temporary
reduced dictionary), and then atom A may be inserted into the reduced dictionary, so that the dimension of the dictionary
is restored to its state before dropping atom B. Before modifying the second vehicle’s dictionary, in step 630b, a backup
of the dictionary may be made at the second vehicle or at a remote computing environment. Alternatively, it may suffice
to make a backup of the atom B that is to be replaced in step 630b.
[0078] Optionally or additionally, in step 650b, after adding the atom A in the second vehicle’s dictionary, the (new)
dictionary of the second vehicle may be evaluated/tested. For example, the second vehicle may determine whether the
average reduction rate is improved in comparison to the previous dictionary in use or use a compressed signal (vector)
determined with the new dictionary to detect an event. If the reduction rate using the new dictionary is improved in
comparison to the previous dictionary, the modification (update) to the dictionary (insertion of atom A) may be preserved,
otherwise the modification (update) may be reverted, so that the previous dictionary becomes active again.
[0079] In the following, another embodiment for the exchange of a dictionary atom between two vehicles is described,
in which some of the above described steps may be performed in a remote computing environment or the first vehicle.
According to this embodiment, the (encoding) dictionary of the second vehicle, which is to receive the replacement atom
from the first vehicle’s dictionary, is accessible/available to the first vehicle or the remote computing environment. Op-
tionally the frequency of use of the atoms of the first vehicle’s dictionary and/or the second vehicle’s dictionary are
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accessible/available to the first vehicle or the remote computing environment. The first vehicle may find an atom of its
dictionary that is appropriate for inserting into another vehicle’s dictionary (e.g. the second vehicle).
[0080] The first vehicle may start to look for a replacement atom, i.e. an atom of its dictionary to be inserted into a
second vehicle’s dictionary. The first vehicle may analyze its dictionary using the indications for the frequency of use of
the atoms in the dictionary, and then determine which atom of the dictionary is beneficial for replacing an atom in the
second vehicle’s dictionary. For example, the first vehicle may determine whether the frequency of use of an atom in
the first vehicle’s dictionary exceeds a threshold value p. When the threshold is exceeded, a potential replacement atom
A of the first dictionary may be determined/detected.
[0081] Furthermore, the first vehicle may determine whether the (potential) replacement atom A is not redundant in
view of the second vehicle’s current dictionary. As such, it is verified whether the replacement atom A would add new
information that is currently not present in the second vehicle’s dictionary. For example, it may be determine that the
norm of the difference of A and a projection of A on a subspace spanned by all atoms (or component vectors) of the
second vehicle’s dictionary is above a threshold value q. In an additional step, the first vehicle may determine which
element is to be replaced in the second vehicle’s current dictionary.
[0082] The first vehicle may use a threshold value s and determine using the threshold value s which atom to drop/re-
place from the second vehicle’s dictionary. For example, the first vehicle may determine to drop/replace an atom of the
second vehicle’s dictionary wherein the atom’s frequency of use in the encoding/compressing of signals falls below the
threshold value s. If the atom’s frequency of use in the encoding/compression of signals falls below the threshold value
s, the atom B that is to be replaced in the second vehicle’s dictionary may be determined.
[0083] The first vehicle may then compose a new dictionary that is to replace the current dictionary of the second
vehicle. For example, the first vehicle may insert the replacement atom A in the place of the atom B in the second
vehicle’s dictionary (or a copy thereof which is accessible/available to the first vehicle). The first vehicle may then provide
the (new) replacement dictionary to the second vehicle that will then replace its local copy of its dictionary with the
received replacement dictionary. The second vehicle may then replace its dictionary with the received dictionary and
start using the replacing dictionary for improving the compression of signals of sensors.
[0084] Alternatively, the first vehicle may send the replacement atom A to the second vehicle. In addition or at the
same time, the first vehicle may send an indication of the atom B that is to be replaced in the second vehicle’s dictionary
to the second vehicle.
[0085] In response to receiving the replacement atom A, the second vehicle may determine which element to drop/re-
place in its current dictionary. The second vehicle may use a threshold value s and determine using the threshold value
s which atom to drop/replace in the second vehicle’s dictionary. Alternatively, if the second vehicle received the replace-
ment atom A and an indication of the atom B that is to be replaced, the second vehicle may skip the step of determining
the atom B that is to be replaced, and instead (directly) proceed to replacing the atom B in its dictionary with the
replacement atom A. As an alternative to replacing atom B with atom A in-place, the second vehicle may first drop atom
B from its dictionary and then insert atom A into the dictionary. Furthermore, the second vehicle may then evaluate
whether the update of its dictionary is worth keep. For this, the second vehicle may test the performance of the compression
of signals with the updated (encoding) dictionary by tracking whether the average reduction rate improved (e.g., in-
creased). If so, the second vehicle may keep the updated dictionary, otherwise it may revert back to the previously used
dictionary, because the second vehicle has a backup of the previous dictionary or an indication where replacement atom
A is in the updated dictionary and a backup of the replaced atom B.
[0086] The steps described above with respect to the first vehicle may be equally performed by the remote computing
environment instead of the first vehicle (assuming one or more of the following elements: first vehicle’s dictionary, the
frequency of use of the atoms of the first vehicle’s dictionary, the second vehicle’s dictionary and the respective frequency
of use for the atoms of the second vehicle’s dictionary are available/accessible to the computing environment).

Claims

1. A computer-implemented method for processing sensor data, comprising:

receiving sensor data from a sensor associated with a vehicle, the sensor data comprising a plurality of data
values;
determining a sparse representation of the received sensor data using a sparse-approximation technique, the
sparse-approximation technique using a dictionary and an error control parameter, wherein determining the
sparse representation comprises:

generating candidate sparse representations of the sensor data based on the dictionary;
selecting one of the candidate sparse representations as the sparse representation, wherein the selected
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candidate sparse representation meets the criteria:
each of the error differences between the data values of the sensor data from corresponding decoded data
values of the selected candidate sparse representation meet the error control parameter; and

detecting an event from the sparse representation.

2. The method of claim 1, wherein each error difference is calculated as an absolute value of a difference.

3. The method of claim 1 or 2, further comprising:
determining the corresponding decoded data values of the selected candidate sparse representation by decoding
the selected candidate sparse representation with the dictionary.

4. The method of claims 1 to 3, wherein detecting the event from the sparse representation comprises:

computing a reduction rate of the sparse representation with respect to the received sensor data;
detecting the event, when the reduction rate does not meet a threshold value.

5. The method of claims 1 to 4, wherein detecting the event from the sparse representation comprises:

extracting a feature vector from the sparse representation of the sensor data;
applying a prediction model to the feature vector, wherein a margin is computed and compared to a threshold
margin;
detecting the event, when the computed margin exceeds the threshold margin;
labelling the sensor data or the sparse representation according to a classification of the prediction model.

6. The method of claim 5, comprising:

upon labelling the sensor data, providing the sensor data to a remote computing environment as training data; or
upon labelling the sparse representation, providing the sparse representation to a remote computing environment
as training data.

7. The method of claims 1 to 6, wherein the sparse representation comprises a plurality of reduced coefficients;
wherein detecting the event from the sparse representation comprises:
detecting the event, when a combination of the reduced coefficients of the sparse representation meets a criterion
indicating an anomalous event of the vehicle or condition of the vehicle.

8. The method of claims 1 to 7, further comprising:

upon detecting the event from the sparse representation, providing the sensor data or sparse representation
to a remote computing environment as training data;
determining a new dictionary based on a training data set using a dictionary learning scheme, wherein the
training data set comprises the training data;
distributing the new dictionary to one or more vehicles.

9. A sensor data processing system for a vehicle, comprising means for:

receiving sensor data from a sensor associated with the vehicle, the sensor data comprising a plurality of data
values;
determining a sparse representation of the received sensor data using a sparse-approximation technique, the
sparse-approximation technique using a dictionary and an error control parameter, wherein the determining the
sparse representation comprises:

generating candidate sparse representations of the sensor data based on the dictionary;
selecting one of the candidate sparse representations as the sparse representation, wherein the selected
candidate sparse representation meets the criteria:
each of the error differences between the data values of the sensor data from corresponding decoded data
values of the selected candidate sparse representation meet the error control parameter; and
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detecting an event from the sparse representation.

10. The sensor data processing system for a vehicle, further comprising:

means for providing the sensor data or sparse representation to a server as additional training data, upon
detecting the event from the sparse representation; and
a server adapted to:

determine a new dictionary based on a training data set including the provided training data by using a
dictionary learning scheme; and
distribute the new dictionary to the vehicle.

11. A server for processing sensor-based data of one or more vehicles, the server being adapted to:

receive a sparse representation of sensor data associated with a vehicle, the sparse representation being
encoded with a dictionary according to a sparse approximation technique;
determine a new dictionary based on a training data set using a dictionary learning scheme, wherein the training
data set comprises the received sparse representation as training data; and
distribute the new dictionary to one or more vehicles.

12. The server according to claim 11, wherein the received sparse representation of sensor data is received from a first
vehicle; and
the server being further adapted to:

receive a second sparse representation of sensor data associated with a second vehicle, the second vehicle
being different from the first vehicle; and
detect an event from a combination of the received sparse representation of sensor data associated with first
vehicle and the received sparse representation of sensor data associated with the second vehicle.

13. The server according to claim 12, wherein determining the new dictionary is further based on the detected event.
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